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Abstract

A central goal in science is to learn from observations about the
process that generated the observations. The principles of statisti-
cal inference describe a systematic approach for such learning, in
which prior information, knowledge about the underlying mecha-
nisms and the observed data can be combined. In practice, lack of
mathematical tractability, huge amounts of missing information,
and the sensitivity of the conclusions on the assumptions made
represent genuine challenges in the theoretically sound statistical
framework.

Statistical studies on the dynamics of infectious diseases easily
face all these problems at once. In the thesis we present case-studies
in which the datasets on bacterial diversity, mostly on Streptococcus
pneumoniae, described in terms of either genotypes or serotypic
strains, are analysed. By utilizing the machinery of modern compu-
tational statistics different strategies for inference are formulated,
which aim to take the special characteristics of each of the studied
problem into account, while overcoming the previously mentioned
challenges in computational studies. For instance, an approxi-
mate Bayesian computation scheme is formulated for analysing
cross-sectional strain prevalence data and an importance sampling
scheme for analysing transmission trees with a priori known com-
plex features. The obtained results unravel the mechanisms of
seasonality in pneumococcal carriage, consequences of the host
population structure and the nature of within-host competition
between the bacterial strains.
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1
Bayesian inference on dynamical phenomena

Figure 1.1: Dynamical
phenomena in the world
inspire our curiosity: How
to build a perfect kite? Why
did the butterflies become
colourful? Will the summer
be warm? The X that is
mentioned in the text could
be the flight trajectory of the
butterfly, the spectrum of the
sun’s solar radiation, or the
weight of the young seagull.
All these evolve in time, and
could at any time point be
described with a vector of
certain dimension.

Across different fields of science, e.g. physics, biology or eco-
nomics, different studies aim to understand a particular dynamical
process X occurring in the nature. Typically the process X is not
directly observed, but partial information about it is collected and
stored in data D. Sometimes the same process could be described
with a mathematical model M. Statistical inference concerning
dynamical processes works on data D (and on model M, as we
will see soon) to gain understanding about X. The questions of
interest could be among the themes in the table that follows:
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Theme Example question
Model reconstruction Which features and what model struc-

ture are needed to describe X?
Parameter estimation Which values of the model parameter

θ are the most likely?
State estimation What is the most likely past trajectory

of X ?
Model comparison How much better does model M1 de-

scribe X than model M2?
Feature estimation How chaotic is X?
Noise quantification Which observations in D are particu-

larly noisy?
Change-point estimation Is there a point in time, when the dy-

namics of X undergoes a qualitative
change?

Prediction How will the system react, if conditions
are changed? What is the state of the
system in the future?

Study design How should data D be collected to an-
swer the questions above?

The outlined themes 1 have significant overlaps, and some can 1 The list was inspired by
(McGoff et al., 2012)be thought as prerequisites for others. The scope of the study and

the theme it falls into influence the choice of methods to be taken
to tackle it.

1.1 The complementary roles of data, model and prior knowl-
edge

Assume that we are able to describe and parametrize a mathe-
matical model M for the possible dynamics of X. This model M,
parametrized with θ, implies specific probabilities for any pair of
X and θ, denoted with P(X|θ). Bayesian inference on the model
parameters aims to characterise how likely different values of θ are,
by allocating each of them with a probability (density in the case
of continuous parameters). The probabilities are updated from the
prior knowledge, encoded in the prior distribution, denoted by P(θ),
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by conditioning on the observed data:

P(θ|D) =
P(D|θ)P(θ)

P(D)
. (1.1)

Here P(D|θ) is called the likelihood function, and it is to be inter-
preted as the probability of observing D under M when model
parameters are set to θ. The normalizing constant equals P(D) =∫

P(D|θ)P(θ)dθ and is called the marginal likelihood. The result,
P(θ|D), is called the posterior distribution, and it describes what is
known about θ, when combining the prior information, a mathe-
matical model for the process X, and the observations in D. Learn-
ing P(θ|D) is sometimes called model fitting.

The observed D has emerged as a consequence of the
dynamics of X itself and the process of the making of
observations, and both two processes could exhibit stochastic-
ity 2. Assuming the model is appropriate, θ can be assumed to 2 Allowing for randomness

in observations can also
account for small errors
in the model definition,
for instance when dealing
with deterministic models,
such as climate- or systems
biology models

influence D via the unobserved trajectory X as follows:

P(D|θ) =
∫

P(D|X)P(X|θ)dX, (1.2)

where the density P(D|X) depends on observation process, and the
evaluation of it requires another model, denoted here with Mo,
which possibly depends on unknown parameters φ.

Regardless of the details of the observation process, the inte-
gration in equation (1.2) is essential because the data often do not
correspond to a unique X. To better see this, consider discrete
data D = {dt1 , ..., dtn} collected at times {t1, ..., tn}. Denote with
{Xt1 , ..., Xtn} (or shorter, with Xt1:tn ) the corresponding hidden states
of the process at the same sampling times. Assume further that
the process X is Markovian, meaning that the future dynamics of
the process only depends on the present state (as opposite to the
complete history). The likelihood in equation (1.2) then becomes:

P(D|θ) =
∫

Xt1 ,...,Xtn

P(dt1 |Xt1)P0(Xt1)
n

∏
i=2

P(dti |Xti )P(Xti |Xti−1)

(1.3)
Here, the evaluation of transition probabilities P(Xti |Xti−1) de-
pends on the model M and requires integrating over different
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trajectories of the process that start in Xti−1 and end in Xti . There-
fore, even when the observation process P(dti |Xti ) is simple or
even deterministic, or could be neglected completely, different
possible trajectories of the process between the observation times
have to be integrated out in equation (1.2). On the other hand, if
the main target would be to make inferences about X, the roles
change as θ is integrated out. Nevertheless, θ and its prior distri-
bution have an important impact on the posterior distribution of
the trajectories. The described scheme 3 is illustrated in Figure

Figure 1.2: Modelling
scheme corresponding to
the likelihood function
presented in equation
(1.3). The observations are
conditionally independent,
given the hidden states,
while the hidden states have
a Markovian dependence
structure, described by
model M.

3 Depending on whether the
state space of X is discrete
or continuous, the scheme is
referred to as hidden markov
model or state space model.

1.2, and it manifests extreme generality as the models M and Mo

can be defined up to desire.

1.1.1 The model

The model M (and the observation model Mo) reweights the pa-
rameters and trajectories based on the data through the likelihood
function. Yet it might not be obvious how to define M. For almost
all processes more complex than, say, simple coin tossing, several
models could be proposed. In general, there seems to be a trade-off
between realism and expressive power: simplest models can over-
simplify the reality, while very detailed models are more difficult
to analyse and acquire insights from, and may be impossible to fit
to data.

Figure 1.3: Levy process is
a model for spatial move-
ment that fits well with
observed patterns of animal
movement. Movement is
simulated by iteratively
sampling a random direc-
tion, and a corresponding
step length l from a skewed
distribution P(l) ∼ l−μ,
1 < μ < 3. As such, it
has no structural realism.
However, several actual
mechanisms that produce
such movement have been
identified (Reynolds and
Rhodes, 2009), for instance
conspecific avoidance.

There are several reasons nevertheless to opt for structurally
realistic models (Geritz and Kisdi, 2012). These models not only
mimic the dynamics observed in the nature, but also generate
the dynamics in similar manner. Moreover, the parameters of the
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model have a mechanistic interpretation and they interact simi-
larly as they would in the nature. Such models allow for more
robust predictions and less parameter uncertainty and are more
prone to avoid anomalies in the model behaviour. Construction of
structurally realistic models with a sensible level of detail requires
domain knowledge and an iterative approach. In pattern-oriented
modelling (Grimm et al., 2005), patterns across the different scales
of data are identified and models are iteratively built to reproduce
those structures.

Assessing model adequacy and uncertainty is an important
component of any statistical analysis. As an independent scientific
question, evaluating the model performance is highly relevant as
well: how well does the model explain the real world? Observe
that models with a large number of parameters could accidentally
fit the data well, not because of being good descriptions of X,
but because the parametrization allows for very diverse set of
patterns to emerge under the model. Luckily, the data D also reflect
the degree of fit of the models themselves. When the candidate
models are given prior probabilities, P(Mi), each of them can be
accompanied with a posterior probability:

P(Mi|D) =
P(Mi)PMi (D)

n
∑

j=1
P(Mi)PMi (D)

, (1.4)

where: PMi (D) =
∫

P(D|θ, Mi)P(θ|Mi)dθ (1.5)

Similarly as with parameters in equation (1.1), P(Mi|D) represents
the degree of belief, after seeing data, for each Mi. Predictions for
future dynamics of X can be made with an ensemble of models,
individual predictions being weighted according to the obtained
P(Mi|D). Similarly, when focusing on parameter estimation, to
avoid biased conclusions, several candidate models {M1, ..., Mn}
could all be jointly considered to take into account the structural un-
certainty (Babtie et al., 2014). The actual probability P(Mi|D) is yet
to be interpreted with a caution. One model in a set {M1, ..., Mn}
will be assigned the highest posterior probability, which can be
misleadingly high, even when the candidate models would be
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equally poor representations for the phenomena (Yang, 2007). Ob-
serve also that the choice of prior distributions for the models and
for model parameters can have a considerable influence on the
resulting probabilities in equations (1.4) and (1.5).

To avoid fallacies in model choice, or in the absence of
alternative models, model fit or the lack of fit can still be assessed
without comparing models relative to each other, or without as-
suming that the set of candidate models actually contains the
’true model’. Posterior predictive checks consist of sampling new
pseudo-datasets D′ from P(D′|D) =

∫
θ

P(D′|θ)P(θ|D)dθ. The re-

sulting D′’s are compared to D, and systematic differences should
raise concern about model structure (Gelman et al., 1996b).

Figure 1.4: Bayesian p-value
considers the discrepancy
between the observed data
and data simulated with θ,
denoted with d(D, D′

θ) with
the discrepancy obtained by
simulating two datasets with
the same parameter value of
θ, i.e. d(D′

θ , D′′
θ ). The pairs of

discrepancies are simulated
as θ is sampled from its
posterior distribution. The
’p-value’ is the fraction of
points residing above the
45-degree line (Gelman et al.,
1996b).

In cross-validatory checks (Arlot and Celisse, 2010) data are par-
titioned into small batches {D1, ..., Dn}, and iteratively one of the
batches Di is excluded as the model is fitted to the rest of the
data. The ability to predict the discarded Di with the newly fitted
model is measured. Interestingly, even for i.i.d. data, excluding
single data points is not optimal for selecting the model with best
predictive ability, but larger batches of data should be considered
(Shao, 1993).

1.2 Inference in the presence of intractability

Here we refer with intractability vaguely to a situation in which
the posterior distribution is not accessible analytically, or is not
straightforward to evaluate nor approximate. This situation could
arise in different ways:

1. When the hidden process X is high dimensional, for example in
climate studies, evaluation of the integral in equation (1.2) could
in practice require unrealistically much computational effort to
produce a sufficiently accurate approximation of the posterior.

2. The likelihood itself can be known up to a normalizing constant
only, and the normalizing constant is known to depend on θ.
This situation is often referred to as a doubly intractable model,
in which case Markov chain Monte Carlo (MCMC) simulation is
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very costly or lead to poor mixing (one known solution is based
on an approach known as an auxiliary variable MCMC (Met al.,
2006)). This occurs for instance with Markov random fields, which
are used for modelling dynamical processes on a lattice, such as
voting behaviour or migration in population genetics.

3. The likelihood function P(D|θ) (or P(X|θ)) is not known. This
can happen with complicated models with a large number of
parameters and dependence structures between the variables.
Also simple-looking models can result in intractable likelihood:
for instance for diffusion processes the likelihood is not available
analytically, even when full information on the trajectory of X
would be known.

When facing type 1 intractability, it could be that if X was
known, evaluation of P(D|X)P(X|θ) would be relatively easy. The
challenge then is purely in the integration in equation (1.2). The
proposed solutions as presented in Chapter 1.2.1 seek to cleverly
find those trajectories of X that actually have a non-negligible
posterior probability, and the integral is computed for those trajec-
tories only. Type 3 intractability is of different nature, as knowing
X would not help. There simulation-based methods, discussed in
Chapter 1.2.2, seem to be the only way out.

1.2.1 Inference with a surrogate distribution for X

Figure 1.5: In an MCMC-
scheme the posterior distri-
bution is approximated with
a set of parameters, that are
visited by the sampler:

1. Given the current pa-
rameter θc, sample
θ′ ∼ δ(•|θ).

2. Compute

h =
P(θ′)δ(θc|θ′)P(D|θ′)
P(θc)δ(θ′ |θc)P(D|θc)

,

set h∗ = min(h, 1).

3. Accept θ′ with proba-
bility h∗, else stay in
θc.

In the MCMC framework, explained in Figure 1.5, the param-
eter space of interest could be extended from θ only to {θ, X}.
Then the ability to evaluate P(D|X)P(X|θ) for any particular val-
ues of {θ, X} is needed, instead evaluation of the actual integral
in equation (1.2). The remaining problem is then to find an effi-
cient proposal distribution δ({θ′, X′}|{θ, X}). When considering
a Markov model, the MCMC sampler could alternatively work
in the following state space: {θ, Xt1:tn}. The integrals in equation
(1.3) still need to be evaluated as the sampler proceeds, but the
sampler could more easily find those hidden states {Xt1:tn} that
have considerable posterior probability. Here a good proposal
distribution would explore efficiently the possible dependence
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structures between the Xti values, e.g. by sometimes perturbing
several of them at once. In general, a good proposal distribution
induces a moderately low acceptance rate for the proposals, and
for specific problems optimal acceptance probabilities have been
derived (Gelman et al., 1996a). As the characteristics of the poste-
rior distribution are typically unknown when analysing new data,
it is difficult to predict what kind of proposal distribution will
succeed. Schemes in which the proposal distribution is adapted as
the sampler proceeds are therefore often necessary (Haario et al.,
2005).

Importance sampling is another way to bypass the integration
in equation (1.2). There the likelihood is Monte Carlo approximated
with 4: 4 Such scheme is motivated

by the equality:

p(D|θ) =
∫
X

Π(X)
P(D|X)P(X|θ)

Π(X)
dX.

p(D|θ) = 1
N

N

∑
i=1

P(D|Xi)P(Xi|θ)
Π(Xi)

. (1.6)

Here Π(Xi) is an importance distribution from which the N surro-
gate trajectories, denoted with Xi, are sampled. There is flexibility
in choosing Π, but this choice influences crucially the quality of
the approximation.

Figure 1.6: Importance sam-
pling on one dimensional
parameter θ (analogous to
sampling X). Parameters
are sampled from Π but
reweighted according to
P(D|θ)P(θ)

Π(θ), where P(θ) is the
prior information for θ.

Focusing on the posterior distribution of X for a while,
sequential importance sampling scheme works on a set of weighted
trajectories which are iteratively propagated for the consecutive

time-intervals between the data points. Denoting with
∼
Xtk the

trajectory of X until time tk. Then a propagation step expands
∼
Xtk into

∼
Xtk+1 , and is followed by an update of the weight of the

corresponding trajectory. Such sampler collapses when a single tra-

jectory
∼
X

i

tl
has a non-negligible weight such that it alone dominates

the posterior. For this reason, it is beneficial to discard trajectories
with negligible weight from early on as the sampler proceeds, and
construct trajectories more based on the the information contained
in the weights so far. This results in a procedure called particle
filtering5, which is explained in Algorithm 1. The sequential impor- 5 Particle filters are used

extensively in climate
studies. They also suit for
estimation of location and
movement patterns based
on sparse and unprecise
satellite data (Patterson et al.,
2008).

tance sampling and particle filtering approaches are also illustrated
in Figure 1.7.

As an output of particle filtering a weighted set of trajectories
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Algorithm 1 Particle filtering algorithm

1: Set wi
t1
= 1/N for all i ∈ {1, ..., N}.

2: for i = 2, ..., n do
3: Set c = 0.
4: for j = 1, ... , N do
5: Sample index k according to weights {wti−1}.

6: Sample a trajectory
∼
X

j

ti
from Π(•|∼X

k

ti−1
).

7: Set wj
ti
=

P(dti |
∼
X

j

ti
)P(

∼
X

j

ti
|∼X

k

ti−1
)

Π(
∼
X

j

ti
|∼X

k

ti−1
)

8: Set c = c + wj
ti

9: end for
10: for k = 1, ... , N do

11: Set wk
ti
=

wk
ti

c .
12: end for
13: end for

for X is produced. While the resampling step is beneficial, it
introduces undesired variance to the results. This variance could
be reduced with variance-reduction schemes (Hol et al., 2006). In
addition, the resampling could be only done when the particle
weight distribution is close to degenerate (Liu and Chen, 1998).
With high-dimensional X, there is a risk of particle degeneracy,
i.e. very skewed weight distribution, despite the resampling step
(Snyder et al., 2008). By using an importance distribution Π′

that actually pulls the trajectories towards the next observation, the
filtering approach has been shown to succeed well even in high
dimensions exhibiting chaotic dynamics (van Leeuwen, 2010).

Hybrids of the MCMC methodology and particle filter-
ing methods have also been suggested. For instance, using an
MCMC-style proposal distribution after each resampling step in
a particle filter to perturb the parameters, improves their repre-
sentativeness and diversity (Gilks and Berzuini, 2001). On the
other hand, using particle filtering as a proposal distribution for
the unobserved X in high-dimensional MCMC-sampling solves
beautifully the problem of coming up with an efficient proposal
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Figure 1.7: Particle degen-
eracy arising in sequential
importance sampling of the
trajectory X (above) and in
particle filtering (under).
Here the color of the curve
corresponds to the relative
weight of the trajectory,
updated at the most recent
observation time ti , warmer
shades corresponding
to larger weights. While
particle filter does well in ex-
ploring the relevant regions
of X up until time t3, all the
trajectories sampled for time
interval [t3, t4] are initiated
at the same hidden state.

distribution for it (Andrieu et al., 2010).

1.2.2 Inference with simulations

Randomness and complexity often characterize a phenomenon
of interest. There are several ways to encode stochasticity into a
model, but when stochasticity and complexity are both present,
the most comprehensible description of the dynamics could be an
individual-based model, describing the rates of events conditional
on the state of each individual considered in the model. These
models are typically easy to simulate and difficult to asses analyt-
ically. More generally, efficient simulators provide a fast way to
generate observations under intractable models, whether or not
individual-based.

The methods of approximate Bayesian computation (ABC)
(Sunnåker et al., 2013), constitute a systematic scheme for perform-
ing Bayesian inference via simulations. Here the evaluation of the
likelihood function is replaced by approximating it with stochastic
simulations. In particular, the likelihood of the parameter θ is
approximated with the frequency of simulating pseudo-data D′

equal to the observed one, i.e. D = D′. ABC is revolutionary as
it allows for considering a wide class of previously inaccessible
models for inference. Under ABC, the P(D|θ) or P(X|θ) need not
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be tractable! Even better, the basic ABC-rejection algorithm 1 has 1 The ABC rejection-
algorithm:

1. Sample parameter θ from
the prior

2. Simulate dataset D′
under θ

3. Accept θ if D′ = D (or
D′ ≈ D)

been considerably improved on by the statistical community and
there are several ideas for how to tune the sampling scheme for a
given problem.

ABC with summary statistics and a tolerance ε for them,
results in a slightly different approximate likelihood function:

P(d(S(D), S(D′)) < ε|θ), (1.7)

where d(S(D), S(D′)) is an appropriate distance measure. Such
scheme improves the efficiency, but brings in new questions. The
summary statistic, distance measure and the tolerance ε all need
to be decided by the user. An extra stage of analysis, before the
actual inference, can identify the optimal summary statistics within
a set either by iteratively studying their effect on the posterior dis-
tribution (Joyce and Marjoram, 2008), or by first constructing a
surrogate posterior, in the light of which the candidate summary
statistics are evaluated (Nunes and Balding, 2010). Optimally, sum-
mary statistics would extract the dynamically important features
in the data, and discard the random, replicate-specific details in
them (see Figure 1.8). In the context of time-series data, it makes
sense to combine statistics independent of the time-ordering of
observations with statistics capturing short-term and long-term
dynamic structure in the data (Wood, 2010). Patterns across differ-
ent scales of the data should also be captured in the summaries
(Grimm et al., 2005). In general, sufficiency is virtuous

Figure 1.8: The observed
data could be due to a
process that itself would
hardly ever repeat the same
time course. Here d′1 and d′2
were generated under the
same model, as were D′

1 and
D′

2. While the trajectory d′1
is closer to D′

1 than to d′2, it
can be argued that d′1 and d′2
are more similar with each
other, when looking at the
phase-insensitive properties of
the trajectories.

for a summary statistic. Sufficiency under model M implies that
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there exist functions f and g, such that the likelihood function
P(D|θ) can be written as P(D|θ) = f (D)× g(S(D)|θ). This means
that if the value of S(D) is known, the data provides no further
information about the parameter θ. Importantly, statistics that are
sufficient for parameter inference might not be sufficient in the
joint space of parameters and models (Robert et al., 2011). As the
sufficiency can be difficult to assess, ABC-analyses with summary
statistics are potentially biased. In addition, the sampling of the
posterior induces error to the results. Evaluating the quality of
inference on a simulated dataset can therefore be very useful in
post hoc evaluations of the obtained results (Zurell et al., 2010).

Summary statistics aside, MCMC-style ABC samplers
(Marjoram et al., 2003) provide means to explore high-density
regions of the posterior distribution faster than the ABC-rejection-
scheme, as the parameters for simulations are not sampled from
the prior 2. When the ε is set to moderately large values, the 2 The ABC-MCMC-

algorithm:

1. Given the current param-
eter θ sample θ′ ∼ δ(•|θ).

2. Simulate dataset D′
under θ′

3. If D′ = D (or if
d(S(D′), S(D)) < ε),

compute h = P(θ′)δ(θ|θ′)
P(θ)δ(θ′ |θ) ,

else set h = 0.

4. Accept θ′ with probabil-
ity h,
else stay in θ.

chain can mix well, and the large tolerance can be adjusted for
afterwards, by subsampling the resulting chain, or by adjusting
the sampled parameters towards the values of smaller tolerance
(Wegmann et al., 2009).

Sequential ABC samplers approach the posterior distribution
via utilizing intermediate posterior distributions, which are sought
to be informative on actual posterior (Sisson et al., 2007). One
way to set up such a sampler is to define a decreasing sequence of
tolerances, ε1, ..., εt, where εt is the actual target tolerance. Then
ABC-sampling is performed in generations 1, ..., t, using the cor-
responding tolerance in each, and in each generation, a set of
weighted parameters, {θi, wi} is retained. At the first generation,
simulations are performed with parameters sampled from the
prior distribution, but in the subsequent generations the param-
eters are sampled for simulations according to their weights. As
an output, a weighted set of parameters is produced. Thus the
scheme has similar logic as the particle filter, and it also faces the
same obstacles. For this reason, additional perturbation of the
parameters makes sense, as done in algorithm 1.9. The parameters
are perturbed randomly using a kernel K, where K has a similar
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role as the proposal distribution q in the MCMC sampling. This
perturbation has to be accounted for in the importance weights, as
done in step 8 (keeping in mind equation (1.6) before). The scheme
is visualized in Figure 1.9.

Algorithm 2 Sequential ABC, generation t
1: set i = 1;
2: while i < N do
3: Sample index j according to weights {wt−1}.
4: θ′ ∼ K(•|θt−1(j)).
5: Simulate D’ with θ′

6: if d(D′, D) < εt then,
7: Set θt(i) = θ′,
8: wt(i) =

P(θ′)
N
∑

k=1
wt−1(k)K(θ′ |θt−1(k))

.

9: i = i + 1
10: end if
11: end while

Figure 1.9: Three generations
of sequential ABC for a two-
dimensional parameter that
has a uniform prior distribu-
tion. Colours represent the
weights of the parameters
sampled at each generation.

Another way to avoid performing simulations in the regions
of low posterior probabilities, is to probabilistically model the
discrepancy P(d(S(D), S(D′))|θ) as a function of θ, and to perform
simulations with such parameter values for which the discrepancy
is least well known (Gutmann and Corander, 2015).
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1.3 Future directions

Just few years ago the algorithms described in this chapter would
have taken too long to run on the computers. Now the available
abundant data and intelligent methods allow for considering more
and more realistic models to asses more and more sophisticated
signals in the data. Instead of fitting a single model to study its
parameters, we are better equipped to consider several models,
and to actually assess their adequacy. This is a question which for
practical reasons was previously out of our reach. Having said so,
it seems that even today complementing well any single analysis
similar to ones presented in the following chapter requires trial-
and-error approach, hands-on tuning and quite a lot of statistical
training from the user to be done. It seems thus that the devel-
oped methods, while meant to answer universal problems, are not
very readily implemented, understood and combined. Also, the
bigger the data and the models are, less easy it is to see the big
picture. Therefore, as the data and models grow, the better ways to
comprehend how the two interact would be useful.



2
Analysing the dynamics of pathogen communities

Figure 2.1: Example cate-
gories of infectious diseases.
It also typical to distinguish
between bacterial and viral
infections, endemic and
seasonal infections, micro-
and macroparasites, etc.

Statistical analyses of infectious disease dynamics provide a
natural way of combining different kinds of epidemiological infor-
mation in order to acquire completely new understanding on the
underlying processes (Heesterbeek et al., 2015). This understand-
ing, which can now be described in quantitative terms, is suitable
for prediction, retrospective studies and decision-making purposes.
Recent examples of such studies include predicting the impact of
climate warming on malaria incidence (Luksza and Lässig, 2013),
analyzing the geographic origin and spread of Ebola during the
2014 epidemic in West Africa (Gire et al., 2014), or designing the
vaccine distribution among different host groups for influenzae
(Medlock and Galvani, 2009).
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Intractablity lurks close to such studies. The data are
typically incomplete, and the processes represent complex stochas-
tic interplay between the dynamics of the host, pathogen and the
environment of the two. Also, different pathogens call for differ-
ent modelling and consequently different inferential approaches,
which is hinted by Figure 2.1.

2.1 Inference on within-host infection dynamics

The infection processes within a single host would be a logical
starting point when studying the dynamics of infectious diseases
in general. Processes such as immune response, infectivity or
interactions between different pathogens all occurring within a
host will affect the between-host transmission dynamics and thus
the ecology and evolution of the pathogen across the different
scales.

Figure 2.2: Example datasets
on within-host processes.
A) Presence-Absence data
with different pathogens can
reveal interactions between
the considered species. B)
Pathogen loads can be used
to study the dynamics of the
host immune system and
the infectivity. C.) Genotype
data collected from an
infected individual informs
about the selection, diversity
and transmission bottleneck
within the hosts.

One fundamental question is to study the establishment of
infection and the dynamics of the pathogen population after it.
The hope is also to link this process with probabilities of trans-
mission. Little information exists on the diversity and effective
population sizes of the pathogen population within the host, or
on transmission bottlenecks - what kind of pathogen population
is transmitted. Moreover, the fitness landscapes induced by the
host are largely unknown (Gog et al., 2015). For example, some
studies have hypothesized about the existence of indirect interac-
tions between different pathogen species through the host immune
system (Cobey and Lipsitch, 2013). Studies on HIV pathogenesis
have indicated a stronger impact of the pathogen genotype on the
disease outcome than previously thought. In addition, the within-
host disease dynamics exhibit a pattern which can be argued to
optimize the virulence transmission-tradeoff (Fraser et al., 2014).
Such an evolutionary optimal strategy will shift along with per-
manent changes in the host population. For example, a modelling
study proposed that the HPV vaccines, and how they change the
within-host colonization process, could lead to increased virulence
of the pathogen as an evolutionary outcome (Murall et al., 2014).



analysing the dynamics of pathogen communities 29

2.1.1 Background for article I

In article I, we analyze within-host colonization dynamics of Strep-
tococcus Pneumoniae in infants. We consider a dataset in which
the colonization status of 223 infants was recorded each month,
starting from the birth and ending at the second birthday. In

Figure 2.3: Example data
set collected from a single
infant. The data starts
from birth, denoted with *.
Different colours represent
different strains, and empty
circles denote for lack of
colonization. Two circles on
top of each other represent
co-colonization with two
strains.

the study population, there were 72 co-circulating strains of pneu-
mococcal bacteria, each having a corresponding frequency. The
infants, on the other hand, while spending most of their time colo-
nized with pneumococci, were rarely observed to be colonized with
more than two strains at a time, as seen in Figure 2.3. Importantly,
a moderate temporal pattern in the prevalence of colonization was
observed, colonization being most frequent around February and
least frequent around October. In the article, we assess the dynam-
ics creating the seasonal differences by analysing the within-host
colonization processes in detail.

Figure 2.4: The possible tran-
sitions from a susceptible,
single infection with strain
s1 and double infection
states with strains s1 and s2.
Starting states are shown in
green, the end states in or-
ange and the corresponding
transition probabilities in
blue. Several end states in A
and B are not visualized.

Our model for the colonization dynamics of strains within a
single individual considers the dynamics of a duplet ht := {s1, s2},
where s1, s2 ∈ {0, 1, ..., 72}, and labels 1, ...72 correspond to the
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labels of colonizing strains, 0 denoting for the absence of such.
We assume the dynamics of ht are described by a discrete time
Markov process, the time-unit being one day, and the season s
of the day affecting the baseline per-day acquisition rate, βs, and
the baseline per-day probability of clearance, γs. The target is to
make inferences about these rates for each season s. As the relevant
seasons for pneumococcal transmissions are unknown, we consider
several different partitions of the days into seasons. The motivating
question is to study whether the establishment (≈ β) or longevity
(≈ γ) of infection vary systematically between the seasons.

We consider two models for the exact colonization dynamics.
The transition probabilities for the so called neutral model are de-
scribed in detail in Figure 2.4. In addition, we consider a biologically
more detailed model, in which the rates are adjusted based on previ-
ous colonization history and the exact strains at question.

The large number of strains results in a considerably large state
space, posing a challenge for the inference. Yet the actual identities
of colonizing strains do possess information about the transmission-
and clearance rates. To see this, consider the following example of
consecutive observations from two hosts (here A and B denote for
particular strains):

January February
Host 1 {A, 0} {A, 0}
Host 2 {B, 0} {B, 0}

In previous studies it has been estimated that when colonized with
a particular strain, the relative rate of acquiring another strains
is about 0.09 (see for instance article III in this thesis). Knowing
also that p(A) > p(B), i.e. A is more prevalent strain than strain B
in the study population, the observations from Host 1 and Host
2 have different information content. Host 2, colonized with a
more rare strain, a priori would have been more likely to be co-
colonized with another strain, since a proportion of 1 − p(B) of
the infected hosts harbour a different strain. On the other hand,
the observations from Host 1 are more likely due to clearance and
re-infection with the same strain, compared to the observations
from Host 2, as strain B is very rare in the population. In general,
the information content of consecutive observations of any type is
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influenced by the exact strains present, as the strains have different
frequencies. Furthermore, strains are also a priori known to have
different features and the past colonizations of a host are known to
affect the future colonizations as the host acquires immunity. We
encode all this prior information into the biologically detailed model
in which the rates shown in Figure 2.4, are multiplied with the
corresponding effects, values of which were set based on previous
studies. This corresponds to assuming that these effects are the
same throughout the seasons.

As within-host process had finite number of states and discrete
time, it was possible to directly integrate out the unobserved colo-
nization trajectory between the observation times, as in equation
(1.2). The results exhibited a strong signal of high differences
in infectiousness between the seasons. Considering the detailed
model with the current biological knowledge confirmed the results.
As the times of high transmission systematically corresponded to
the cool and dry season, this indicates the existence of a biolog-
ical mechanism. Results were consistent regardless of the exact
definition of the seasons, and a separate analysis on the newborn
individuals was also congruent.

2.2 Inference on between-host transmission pathways

Statistical inference techniques provide also a way to reconstruct
the pathways of transmission from one host to another. By combin-
ing information about e.g. symptom times, geographical locations
and the genotypes of the isolates, likelihoods of different transmis-
sion trees can be investigated. Such study could, once analysed
together with the metadata (information on the sources of data
and the collection procedure), be an exploratory tool that reveals
patterns of transmission, such as spatial structure, effects of the
used control measures, and the degree of superspreading in a
population.

Symptom times of hosts already inform about the pos-
sible transmission pairs. Generation time τ describes the time
from the symptoms of the source of infection to the symptoms of
the infected individual. For some infectious diseases a distribution
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w for τ is available, making it possible to define probabilities for
any proposed transmission tree . Then (Wallinga and Teunis, 2004) See (Fine, 2003) for how

w is determined by the
time from infection to
infectiousness, the duration
of infectiousness and the
time from infection to
disease onset.

the relative likelihood for the event that host i infected host j, is
defined as:

pij =
w(tj − ti)

∑
k �=j

w(tk − tj),
(2.1)

where ti, tj corresponds to the time of symptoms for hosts i, j. The
expected number of secondary infections caused by host i is then:

Ri = ∑
k

pik (2.2)

When analysing a real epidemic, the reproduction numbers Ri’s
of hosts could be studied w.r.t. different host categories, e.g. for
hosts residing in different regions or age groups. Studying how
the reproduction numbers change as the epidemic proceeds can
give a hint on the effectiveness of the intervention measures.

When a large number of hosts are considered, the geno-
typed pathogen isolates from hosts provide more resolution to
distinguish the possible transmission pairs. Perhaps so far the
most appropriate approach to combine the types of information
(Ypma et al., 2013) is to consider explicitly also the likelihoods
of the genealogies of the observed sequences conditional on a
transmission tree, the scheme of which is visualized in Figure 2.5.

Fairly reasonable independence assumptions lead to the follow-
ing joint likelihood function

P(Z, θ, W, T, μ|DE, DG) ∝ P(DE|Z, θ, W)P(DG|T, μ)P(T|Z, W)π(Z, θ, W, μ)

(2.3)

Each of the terms 1 correspond to the subprocesses: P(DE|Z, θ, W) 1 Notation in equation:
Z transmission tree
T phylogeny
θ epidemiological parameters
W within-host pathogen dynamics
μ pathogen evolution parameters
DE epidemiological data
DG genotype data

is the stochastic emergence of symptoms, P(DG|T, μ) is the stochas-
tic genotype data under a phylogeny, P(T|Z, W) gives the likeli-
hood of a phylogeny conditional on a transmission tree and the
size of the within-host pathogen population. Finally π(Z, θ, W, μ)

is the joint prior information. Ypma et al. (2013) also showed
that sampling from the joint posterior was possible utilizing the
MCMC-methods.
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Figure 2.5: Illustrating the
relationship between the
transmission trees and
the pathogen genealogies,
adapted from (Ypma et al.,
2013). The pathogen pop-
ulations within hosts are
illustrated with circles,
where the observed isolates
are depicted in orange, for
which observation times
are shown below in the
time-axis. Transmissions are
visualized as vertical lines
between the blue infections
a,b,c,d,e and f. Black lines
depict the genealogies of
the observed isolates. Typ-
ically, the sampled isolate
in the source of infection
is the closest related (e.g.
infections f and c). This is
not always true: isolate c
is closest related to isolate
b, while c was infected by
a. In addition, isolates in
transmission pairs can be
fairly dissimilar due to the
two lineages coalescing
in an ancestral host in the
transmission tree (isolates g
and e).

2.2.1 Background for article II

In article II we start from the assumption that there exists a priori
knowledge about the properties of transmission trees, which we
want to include in the analysis of the actual transmission pathways.
These properties could include knowledge about heterogeneity
in contact rates, seasonality in transmission, complex infectivity
profiles of the hosts, or similar. We assume that we are able to
simulate such transmission trees, but evaluation of the probability
of any such tree is not necessary.

In addition, we assume that we are able to sample genealogies
for the observed isolates, conditional on a model on substitution
rates (but not assuming anything about the transmission processes).
We propose a sampling scheme that couples the two types of
information together, by sampling from both distributions and re-
weighting the two trees based on:

1. How likely it is that infections are observed at the infection
times (and importantly: not at any other times).
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2. What is the likelihood of the sampled genealogy for the infec-
tions that agree with the times of observations. In particular,
do the genotypic lineages coalesce in accordance with the con-
straints given by the sampled transmission tree?

The proposed sampling scheme starts from sampling a genealogy
T for the observed isolates. The earliest coalescence time in the
genealogy sets the time origin to the transmission tree Z, which is
sampled subsequently. Finally, an importance weight is allocated
for the transmission tree Z:

w(Z) = P(k = O(Z)) ∑
x∈SZ(k)

P(x, t|Z, k = O(Z))P(T|x, t, Z) (2.4)

Where the terms depend on two models:

Observation model defines P(k = O(Z)) and P(x, t|Z, k = O(Z)),
the probabilities of observing exactly k branches from Z and the
conditional probability of observing exactly branches x at times
t, when k branches are observed from Z.

Model for coalescence within transmission trees gives the probability
that isolates from infections x, observed at times t from tree Z
coalesce as in T.

Finally, the sum is taken over all possible combinations of the
k branches in the transmission tree Z. Figure 2.6 illustrates the
computation of the importance weight for a simple case of two
observed infections. Figure 2.7 shows for the same transmission
tree the topology of the subtree, which connects all the infections
that agree with the observation times.

The important aspect of the proposed scheme is to rec-
ognize that a distribution for the generation times w does not
correspond to a unique distribution for transmission trees. And
in many cases a lot of prior information exists on the transmis-
sion dynamics and thus on the general properties of transmission
trees, which should be accounted for. We applied the scheme in
the analysis of household-to-household transmission trees. In a
preliminary analysis, we observed that infection could circulate
within households for a very variable amount of time. This results
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Figure 2.6: An example
transmission tree sampled
for infections observed at
t(a) and t(b). There are 3 × 4
pairs of branches that coin-
cide with the observation
times. Depending on the
observation model, each
pair, e.g. a.1 and b.2 have
different weights. The tree
is also weighted w.r.t. the
probability of observing 2
infections out of the total of
42 infections.

Figure 2.7: The topology of
the subtree that connects
the candidate infections in
Figure 2.6. The considered
pair observations could be
due to direct transmission
a.2 and b.4, or could have
9 intermediate hosts in
the transmission tree. The
different pairs have different
weights that depend on the
observation model.
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in a particular, skewed distribution for the ’branch lengths’ in the
household-to-household transmission tree. One such example tree
being visualized in Figure 2.6. The proposed scheme allows for
considering such distribution for branch lengths of the transmis-
sion tree. In general, it supports realistic models for transmission
trees, that could also incorporate previous information on contact
heterogeneity, seasonality and other relevant factors that obscure
transmission trees. Similarly, complicated models for observation
processes are also allowed. This is because neither the prior distri-
bution for the transmission trees, nor the probabilities considering
the observation process need not be tractable.

When analysing the effect of observation model on conclusions,
the inferred transmission trees could be fairly distinct, depending
on the model of observation and how the probability of being
observed depended on the longevity of infection, for instance.
The analysis on the household-to-household transmission routes
hinted towards very local transmissions between the neighbouring
households.

2.3 Inference on the general properties of transmission dy-
namics

Often the actual question of interest is not a precise description
of the time course of events but the general transmission and evo-
lutionary dynamics of pathogen communities. The question of
interest could be to characterize fitness differences between differ-
ent pathogen strains, or the average rates at which different types
of hosts infect each other. In traditional compartmental models, the
conceptualization starts from defining epidemiologically relevant
categories for the hosts, for example age, sex, species or spatial lo-
cation. These compartments are defined up to the level of detail at
which the hosts residing in the same compartment can be assumed
to have similar epidemiological characteristics, and to mix with
each other homogenously.

At each instance of time, each host is assumed to belong into a
single compartment, defined in terms of the host categories and
relevant infection statuses (e.g. infectious or immune). The model
describes the transmission dynamics as a flow of hosts from one
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compartment to another, the rates of which depend on the param-
eters and the number of hosts in each compartment. Example of
such a model is described in Figure 2.8, and example trajectories
simulated under it are shown in Figure 2.9. Alternatively, the

Figure 2.8: The flow dynam-
ics of an SIR-model with two
host groups, 1 and 2, describ-
ing the rates of change in the
number of hosts within each
compartment. Pathogen
is virulent for host type 1,
and kills the host at rate
v1. Hosts of type i and j
encounter each other at rate
βij. Here Si(t) denotes the
number of susceptible hosts
of type i at time t, Ii(t), the
number of infected (and
infectious) and Ri(t) denotes
for the removed (immune or
dead, i.e. not contributing to
the epidemic any more).

host dynamics could be implicit, and only births and deaths of
pathogens in different compartments could be considered (Luciani
et al., 2009). Both types of models can be defined as systems of
differential equations or as stochastic processes. Many datasets,
that are not optimal for studying within-host processes, nor trans-
mission pathways, can still be very informative on the transmission
dynamics at the level of such models.

.

Figure 2.9: Simulating the
dynamics of SIR model
desrcibed in figure 2.8
for host type 1 only (i.e.
b21 = 0). Other parameters
being constant, the differ-
ent colors correspond to
different values of b11, and
a virulence-transmission
tradeoff is assumed, i.e.
β11 = v1.

Cross-sectional observations, such as final size data from
households which describes how many individuals within a house-
hold of given size encountered a given infection, can reveal the
rate of within-household and community-acquired transmissions
(Brooks-Pollock et al., 2011) 2 In addition, differences about in- 2 Final size data from

households typically has
the following structure:

Household size
2 3 4

Infected 0 3 10 10
1 0 11 7
2 0 5 8
3 0 0 1
4 0 0 2
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fectivity and susceptibility in hosts of different type can be as-
sessed (Cauchemez et al., 2009). Under the assumption that house-
holds represent the dominant social structure in a population, the
household transmission dynamics can be associated with a specific
growth rate for an emerging epidemic in the whole population
(Fraser, 2007).

Incomplete case reporting occurs, when most of the infectious
individuals are completely outside the data. For instance, during
the epidemic of A(H1N1) influenza virus in 2009-2011 in Finland, it
is estimated that 4% of the infected cases were actually recorded in
the national data (Shubin et al., 2014). Nevertheless, the estimation
of the infection rates for different age groups was still possible
based on this very partial information. On the other hand, an
extensive number of asymptomatic and unrecorded carriers of
cholera had to be assumed, in addition to the environmental free-
living pathogens, for a specific model to produce the observed
cholera outbreak patterns (King et al., 2008).

Sparse data on pathogen genotypes does contain a signal
on the transmission dynamics of the past (Volz et al., 2009). In-
deed, the rates of transmission and clearance influence the rates
of coalescence for the sampled lineages. For instance, data on 62
HIV-1 genotypes from United Kingdom collected after year 2000
was shown to be informative on the UK HIV-epidemic since year
1900 (Stadler et al., 2013).

2.3.1 Background for article III

In article III we consider transmission dynamics of Streptococcus
pneumoniae strains among children in day care centers (DCC) in
Oslo. The transmission model has partly similar underpinning
as the model presented in Figure 2.4, but the rate at which a
susceptible individual within a DCC is infected with strain s at
time t: 3 3 Notation in the equation:

Is(t) is the number of
individuals colonized with
strain s currently in the day
care unit,

Ps is the frequency
of strain s in the global
serotype population, which
is assumed to be constant.

Parameters β and Λ denote
for the rates of acquiring
infections from within the
day care unit and from
outside of it.

Is(t)× β + ΛPs, if individual is susceptible (2.5)

The difference to the previous model is thus that the fellow
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Figure 2.10: Examples of
states sampled from the
stationary distribution of
multi-strain dynamics within
a single local population
(D1-D5). Rows correspond to
different model parameters.
Next to the example config-
urations, the distributions
for 3 lower-dimensional
summary statistics of the
configurations are shown,
computed over 500 random
states from the stationary
distribution. Here: S1 is
the proportion of infected
hosts, S2 is the proportion of
infected hosts that are colo-
nized with multiple strains,
and S3 gives the number
of distinct strains currently
colonizing the hosts.

DCC-attendees infect each other with rate β, and no seasonality in
colonization dynamics is assumed. If the individual was already
colonized with a pneumococcal strain other than s, the rate in
equation (2.5) is multiplied with parameter θ, that represents the
between-strain competition. Each infecting strain is assumed to
colonize the individual for an exponentially distributed time with
mean 1

γ .
Assuming constant Λ and Ps corresponds to assuming a large

global community in which the local day care units are connected
to. In other words, the coupling between the local populations
can be assumed as negligible, and epidemics in them are assumed
to be independent of each other. On the other hand, each com-
bination of parameters (β, Λ, θ, γ) results in a unique stationary
distribution for the dynamics within a single DCC, and for any
lower-dimensional summaries of the exact DCC configuration. This
phenomena is visualized in Figure 2.10.

The data analyzed consist of cross-sectional observations from
29 day care units in Oslo, and we assume that they have stemmed
from such weakly-coupled stationary processes. This would mean
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that the likelihood function factorizes over the observations:

l((β, Λ, θ, γ)|D) ∝
29

∏
i=1

P(Di|(β, Λ, θ, γ)) (2.6)

Instead of looking at the actual likelihood of generating the exact
datasets Di corresponding to the local populations, we approxi-
mate the likelihood of generating similar set of lower-dimensional
summaries of the DCC-configurations. This is easily done within
the context of approximate Bayesian computation, as sets of 29
summary statistics can be generated with a specific parameter com-
bination and the obtained distribution of them can be compared to
the distribution of the same summaries in the actual the data.

We considered summary statistics that reflect the prevalence of
colonization and co-colonization, and the strain diversity within a
the individual DCCs, and obtained biologically plausible results
both for the between-strain competition, which actually is a within-
host process, and for the between-host transmission rates. Later,
the results were confirmed by an independent analysis utilizing
different summary statistics (Gutmann et al., 2014).

2.3.2 Background for article IV

Figure 2.11: The considered
model for pathogen geno-
types in structured host
population. The individual
genotypes mutate at rate
θ, recombine at rate r

m θ,
and migrate between sub-
populations at rate mij or
mji , where i and j are labels
of the subpopulations. In
addition, a genotype may
be involved in a local mi-
croepidemic, which occurs
at rate ωi , and has average
size of γi . Population size
is constant, and after mi-
gration or microepidemic
event, a random isolate
or more is replaced in the
population with the geno-
type of the migrant or the
superspreader that initiated
the microepidemic. Time
proceeds discretely, and after
each time step, isolates are
sampled with replacement to
the next time step from both
populations.

In the last article of the thesis, we study the patterns of bacterial
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Figure 2.12: Two common
ways to summarize genotype
structure in a population.
eBURST networks (A and
B) encode the frequency of
a genotype as the size of
the corresponding node,
while the edges between
the nodes indicate that the
corresponding genotype
pairs have different alleles
only at single (or few)
loci. The isolates found in
different subpopulations
(France-USA or Australia-
South Africa) have orange
or blue color, while those
found in both are green.
Mismatch distributions
(C and D) describe the
probability that a random
pair of genotypes from the
population differ at n loci.
Mismatch distributions both
for subpopulations (blue
and orange) and between-
population pairs (green) are
shown.

genotype diversity emerging when the host population is subdi-
vided and the subpopulations exhibit local epidemics. For this, we
use an individual-based model, illustrated briefly in Figure 2.11.

Each individual genotype is described with the alleles they
have at 7 distinct loci evolving under complete neutrality and
an infinite alleles model. To characterize the genotype diversity
patterns in the whole population, we use both eBURST networks
(Spratt et al., 2004) and mismatch distributions, both visualized
and explained in Figure 2.12. Previously, it was suggested that
microepidemics alone could explain the excess number of identical
genotype pairs within natural pathogen populations, resulting in
common U-shape of the mismatch distributions (Fraser et al., 2005).
This shape is also seen for France and USA isolates in Figure 2.12,
panel C. In our manuscript we demonstrate, however, that without
population subdivision this pattern in unlikely to emerge. In general,
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the studied model produces a rich set of patterns. We learn that
datasets from populations with high effective mutation rate (such
as H. pylori, visualized in Figure 2.12, panels B and C) will hardly
be informative on the underlying population structure of the hosts.
When interpreting actual data, the possible genotype clusters could
be due to microepidemics or recombination, and the two are not
easily separable.

Lastly, when analysing the genotype networks, we observe that
the considered model does not frequently produce genotype net-
works in which the average path length between the pairs of geno-
types in the same genotype cluster is smaller than the average
number of neighbours a genotype has in the whole network. In
other words, the networks produced by the model tend not to
have particularly distict local clusters, but the genotype clusters are
more interconnected. As such a network was observed with the
real S. aureus hospital and commensal isolates, the analysis of such
data should consider a model which has further host population
structure or a specific observation model. For certain other com-
mensal pathogens, the model succeeded well in producing similar
genotype content patterns as those observed in real data.

While mismatch distributions have been suggested to be infor-
mative about mutation and recombination rates (Hanage et al.,
2006), we conclude that the effects of host population structure
and possibly many other factors influencing the genotype diversity
may influence the conclusions significantly, and should be taken
into account, if similar datasets are utilized in parameter inference
in the future.
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