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Abstract
We use information retrieval (IR) systems to meet a broad range of information needs, from simple ones involving day-to-day decisions to complex and
imprecise information needs that cannot be easily formulated as a question.
In consideration of these diverse goals, search activities are commonly divided into two broad categories: lookup and exploratory. Lookup searches
begin with precise search goals and end soon after reaching of the target,
while exploratory searches center on learning or investigation activities with
imprecise search goals. Although exploration is a prominent life activity, it
is naturally challenging for users because they lack domain knowledge; at
the same time, information needs are broad, complex, and subject to constant change. It is also rather diﬃcult for IR systems to oﬀer support for
exploratory searches, not least because of the complex information needs
and dynamic nature of the user. It is hard also to conceptualize exploration
distinctly. In consequence, most of the popular IR systems are targeted at
lookup searches only. There is a clear need for better IR systems that
support a wide range of search activities.
The primary objective for this thesis is to enable the design of IR systems
that support exploratory and lookup searches equally well. I approached
this problem by modeling information search as a rational adaptation of interactions, which aids in clear conceptualization of exploratory and lookup
searches. In work building on an existing framework for examination of
adaptive interaction, it is assumed that three main factors inﬂuence how
we interact with search systems: the ecological structure of the environiii
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ment, our cognitive and perceptual limits, and the goal of optimizing the
tradeoﬀ between information gain and time cost. This thesis contributes
three models developed in research proceeding from this adaptive interaction framework, to 1) predict evolving information needs in exploratory
searches, 2) distinguish between exploratory and lookup tasks, and 3) predict the emergence of adaptive search strategies. It concludes with development of an approach that integrates the proposed models for the design
of an IR system that provides adaptive support for both exploratory and
lookup searches.
The ﬁndings conﬁrm the ability to model information search as adaptive
interaction. The models developed in the thesis project have been empirically validated through user studies, with an adaptive search system that
emphasizes the practical implications of the models for supporting several
types of searches. The studies conducted with the adaptive search system
further conﬁrm that IR systems could improve information search performance by dynamically adapting to the task type. The thesis contributes an
approach that could prove fruitful for future IR systems in eﬀorts to oﬀer
more eﬃcient and less challenging search experiences.
Computing Reviews (1998) Categories and Subject
Descriptors:
H.1 [Models and Principles]: User/Machine Systems—Human
information processing
H.3.3 Information Search and Retrieval
H.4 Information Systems Applications
H.5.2 User Interfaces: User-centered design
H.5.m Information Interfaces and Presentations (e.g. HCI)
General Terms:
Modeling, Search, Experiments, Information
Additional Key Words and Phrases:
Information Retrieval, Information Foraging, Rational Analysis, Adaptive
Interaction, Reinforcement Learning, Computational Rationality
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Diogo Cabral; within the User Interfaces group: Anna Feit, Daryl Weir,
Janin Koch, Mathieu Nancel, and Jussi Jokinen; and at HIIT: Joanna
Bergström-Lehtovirta, Luana Micallef, and Antti Salovaara. Special thanks
go to Herkko Hietanen for introducing me to the research world and providing me with the wonderful opportunity to work at HIIT, which reshaped
my career. Moreover, I thank all of the friendly staﬀ of the University of
Helsinki for creating a pleasant work environment. I am grateful as well to
my dear friend Laila Daniel, from the Computer Science Department, for
constantly motivating me to do my best.
I would never have made this journey without the support of my family. My beloved husband, Dinesh Wijekoon, is the greatest pillar for me,
supporting me in tough times, and both my best friend, with whom I
have shared the joy of my successes, and the best peer, who read every
manuscript that I have written and helped me to improve. I want to thank
my loving parents for giving me more than their best. In addition, I am
grateful to my two sisters and my in-laws for their immense encouragement
and support. Finally, I thank my dearest Lokuge family (Nilmini, Uditha,
Samath, and Dinithi) for never allowing me to feel homesick in Finland.
Helsinki, September 20, 2016
Kumaripaba Athukorala

Contents

1 Introduction
1.1 Objectives and Scope . . . . . . . . . . . . . . . . . . . . . .
1.2 Author’s Contribution . . . . . . . . . . . . . . . . . . . . .
1.3 Structure of the Thesis . . . . . . . . . . . . . . . . . . . . .

1
4
7
10

2 Background
2.1 Current Understanding of Information Search .
2.1.1 Exploratory Search . . . . . . . . . . . .
2.1.2 Lookup Search . . . . . . . . . . . . . .
2.2 What Makes Exploratory Search Diﬃcult . . .
2.3 Support for Exploratory Search . . . . . . . . .
2.3.1 Support to Gain Knowledge . . . . . .
2.3.2 Adaptive Support for Dynamic Changes
2.3.3 Studies of Search Behaviors . . . . . . .
2.4 Theoretical Views on Search . . . . . . . . . . .
2.4.1 Information Foraging Theory . . . . . .
2.4.2 The Berry-Picking Metaphor . . . . . .
2.4.3 Utility Maximization . . . . . . . . . . .
2.5 Summary and Open Challenges . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.

13
13
14
18
19
20
21
23
25
27
27
28
29
29

3 Research Questions and Method
3.1 Research Questions . . . . . . . . . . . . . . . . . . . . . . .
3.2 Research Strategy and Methods . . . . . . . . . . . . . . . .

33
33
36

4 Formulating Information Search as Adaptive Interaction
4.1 Rational Analysis and the Adaptive Interaction Framework
4.1.1 How the AIF Works . . . . . . . . . . . . . . . . . .
4.2 Lookup Search as Adaptive Interaction . . . . . . . . . . . .
4.3 Exploratory Search as Adaptive Interaction . . . . . . . . .
4.3.1 Claim 1 . . . . . . . . . . . . . . . . . . . . . . . . .
4.3.2 Claim 2 . . . . . . . . . . . . . . . . . . . . . . . . .

41
41
43
45
48
50
53

vii

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

viii

Contents
4.4

Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . .

58

5 Modeling and Predicting Information Search
5.1 Prediction of Dynamic Changes in Exploratory Search . . .
5.1.1 An Overview of the Model . . . . . . . . . . . . . . .
5.1.2 Estimation of Subjective Speciﬁcity in Exploration .
5.1.3 Findings on Subjective Speciﬁcity . . . . . . . . . .
5.1.4 Claim 3 . . . . . . . . . . . . . . . . . . . . . . . . .
5.2 The Model to Separate Exploratory Search from Lookup . .
5.2.1 Operationalization of Exploratory and Lookup Tasks
5.2.2 Study III—Prediction of Task Type from Information
Search Behaviors . . . . . . . . . . . . . . . . . . . .
5.2.3 Findings on Task Type Prediction (from Study III) .
5.2.4 Claim 4 . . . . . . . . . . . . . . . . . . . . . . . . .
5.3 Model of Rational Exploratory Search . . . . . . . . . . . .
5.3.1 Reinforcement Learning . . . . . . . . . . . . . . . .
5.3.2 An Overview of the Reinforcement Learning Model .
5.3.3 Computational Validation of Claim 1 . . . . . . . . .
5.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . .

61
61
63
65
67
68
71
71

6 Real-Time Support for Exploratory Search
6.1 Parameterization of Exploration Rate . . . . . . . . . . . .
6.1.1 Study IV, on the Tradeoﬀ between Exploration and
Exploitation . . . . . . . . . . . . . . . . . . . . . . .
6.1.2 Findings of the Exploration Rate Study . . . . . . .
6.1.3 Study V and the Adaptive Information Retrieval System . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.1.4 Findings from the Adaptive IR System Study . . . .
6.1.5 Claim V . . . . . . . . . . . . . . . . . . . . . . . . .

87
87

7 Discussion
7.1 Summary of the Main Findings
7.2 Implications of the Research . .
7.3 Limitations of the Work . . . .
7.4 Directions for the Future . . . .
7.5 Conclusion . . . . . . . . . . .
References

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

72
73
74
74
76
77
82
84

88
90
90
92
93

95
. 96
. 97
. 99
. 100
. 102
105

Chapter 1
Introduction
Search is a fundamental human activity that can take place almost anywhere [107]. Even in the most common of day-to-day chores such as looking
for a bus to commute to work and ﬁnding basic commodities in a grocery
store, we unconsciously engage in search all the time. Among the various
contexts in which search takes place, information search in the digital space
in particular is gaining more attention with advancements in technology and
increased availability of digital content.
Humans are infovores, and our ceaseless hunger for information makes
easily accessible digital content an important part of our lives. Today, the
digital information space is expanding at an exponential rate [30]. This
staggering volume of content poses new problems that require application
of special skills and adaptive strategies for foraging large information spaces
to ﬁnd the right information precisely when it is needed [125].
With this dramatic growth of digital information, information retrieval
(IR) systems have become an integral part of our lives. Today, we rely
on Web-based IR systems to ﬁnd answers to practically all our information needs. We issue more than 170 billion search queries each month
with Web search engines [56] for various needs, ranging from ﬁnding basic
facts to support everyday decisions, as in checking the weather forecast or
determining how to commute to work, to complex knowledge acquisition
aimed at gaining expertise over time [107]. Current information retrieval
systems are undoubtedly of assistance in satisfying these needs. However,
there is evidence that information-seekers struggle when it comes to complex search activities that involve learning or investigations in unfamiliar
domains [139, 156]. Such search activities are referred to as exploratory
searches [107].
Information search is commonly divided into two broad categories: exploratory and lookup [107]. Exploratory search is a prominent life activity
1
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that is often motivated by a complex information problem. This category of
searches has been referred to also as general tasks [34], decision tasks [33],
subject searches [91], and open-ended tasks [108]. In many cases, exploration begins with an interest in gathering new knowledge of less familiar
topics and frequently occurs in an academic context [157, 165]. A typical
exploratory task in the academic context would involve a user trying to
understand a topic assigned for an essay. Although it often occurs in the
academic context, there are many other situations that motivate exploration. A typical example is that of needing to invest in real estate for the
ﬁrst time. We might browse through search-engine result pages (SERPs)
to ﬁnd prices, suitable locations, and other information that could educate
us for purposes of making a good decision. A characteristic shared by all
of these tasks is that there is a high degree of uncertainty related to what
we actually need [147]. Indeed, empirical studies have shown marked differences between exploratory and lookup search behaviors. For example,
with exploratory tasks, the user spends more time searching and follows
more complex search paths than when performing lookup tasks [32, 104].
When performing lookup searches, on the other hand, users are considered to have precise search goals and a predictable search path. Lookup
searches have also been referred to as closed tasks [108], simple tasks [34],
information processing tasks [33], and speciﬁc tasks [127]. The most distinctive types of lookup involve ﬁnding facts (also referred to as factual
search tasks) to answer a speciﬁc question—for example, the amount of
blood the human heart pumps in a minute [14]. For the simplest lookup
tasks, the search process can even be automated [32]. Most existing information retrieval systems best support lookups [21].
Of the types of tasks, exploratory searches are considered particularly
challenging for the user. One of the reasons for this is that users in this
scenario are less familiar with the domain of the search goal [53], which
makes it diﬃcult for them to express their information needs and assess the
relevance of the search results [160]. Another problem lies in the uncertainty
of the search goals and how to reach them [166]. Since the information needs
in exploratory searches are broad and complex, users have to browse a broad
set of resources; this too is diﬃcult [104]. Furthermore, the user’s knowledge
and information needs constantly change throughout a search session [150,
157]. All of these factors render exploratory searches challenging.
Furthermore, it has proven rather diﬃcult for IR systems to provide
support for exploration [21], not least because of the dynamic nature of
the exercise—as noted above, user knowledge, goals, and needs all change
throughout the exploration process. Furthermore, distinctly conceptualiz-
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ing exploratory search poses a great challenge [55,157]. Although numerous
models of processes of seeking and retrieving information have been developed [20, 89, 144], they have been largely descriptive and general in nature.
For example, the popular berry-picking metaphor presents an analogy between information-seekers who forage patches of information and berrypickers who travel from one patch to another as they traverse the landscape in search of the best berries from the bushes in each patch [20]. This
metaphor is an apt description of the most common information search behaviors. However, it neither provides insights into the reasons behind such
behaviors nor can be used to predict which sequences of actions—referred
to as search strategies—people will adopt under speciﬁc circumstances [16].
Such descriptive models are commonly termed pre-theoretical [81], meaning
that they can inform the relationships between factors that support the development of formal and predictive models yet cannot be readily integrated
into IR systems for making predictions or explaining observed behaviors.
The focus of the thesis project has been primarily on developing a generalizable conceptualization of information search that answers this fundamental question: How do people choose which search strategies they adopt
in information search? Proceeding from the conceptualization developed
in the thesis project, I build predictive models of search that could be readily integrated into IR systems. The practical implications of the models are
then investigated through creation of a prototype IR system that provides
adaptive support for various information search tasks.
The work to develop adaptive support for IR is motivated by the problem that most existing support for exploratory information search has been
focused on special interfaces, which provide visualizations of keywords [40],
categories of results [37], and search time lines [3,50] to help the user understand the structure of the information space. Though specialized interfaces
with such visualizations might be useful for exploratory tasks, they are not
ideal for lookup tasks. In general, when performing lookup tasks, users are
more comfortable with simple interfaces in which search results are presented as a vertical list [73]. In consideration of this, there is motivation to
conceptualize exploratory search behaviors and the seeking process through
predictive models that enable IR systems to cater to the demands of exploratory and lookup tasks both, simultaneously. The approach I propose
in this thesis could address these major challenges facing IR systems and
users alike in information search.
My conceptualization is based on rational analysis of information search
behaviors in lookup and exploratory search activities. “Rational analysis”
refers to an empirical approach explaining why the cognitive system is adap-
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tive with respect to its goals and the structure of the environment [39]. I
followed this approach because rational analysis has formed the basis for
many important models of information search behavior [16, 124]. Furthermore, it serves as an empirical method for predicting how a human cognitive
system adapts [5]. In addition, there are computational techniques to implement systematic, rigorous, and general models of rational analysis [63]. I
use an existing framework referred to as an adaptive interaction framework
(AIF), which adapts rational analysis to the context of human–computer
interaction (HCI) [123]. In this framework, human interaction strategies
are shaped by three factors: utility, what the user ﬁnds value in; ecology, or
the user experience with the task environment; and the mechanism, the cognitive and perceptual limits imposed by the information processing system
implemented in the human brain [123]. The term “interaction strategy”
refers to a set of possible combinations of user interactions with the interface elements. The AIF can be used to recognize all possible strategies the
user could perform, which together make up the strategy space. Following
the AIF, I examine why we choose one search strategy over another in accordance with variations in circumstances, building my conceptualization
of the information search strategies in exploratory and lookup tasks on the
basis of the AIF and oﬀering logical explanation as to why exploratory
search strategies are dynamic. Furthermore, the framework allows me to
implement rational analysis computationally to build a model that predicts
the search strategy a rational user would select from within the strategy
space. This thesis also contributes two other predictive models for both
exploratory and lookup search behaviors on the basis of the AIF. These are
designed to 1) predict evolving information needs in exploratory searches
and 2) discriminate between exploratory and lookup tasks. Additionally, I
oﬀer a suggested approach for integrating these models into an IR system
and thereby provide single-interface adaptive support for both categories
of search tasks.

1.1

Objectives and Scope

There were three main objectives behind my research: 1) to conceptualize
information search—both lookup and exploratory—as adaptive interaction,
2) to build predictive models of information search, and 3) to design an IR
system that provides adaptive support for exploratory and lookup tasks.
The main outcome of this work can be formulated as ﬁve claims.
Claim 1: Exploratory search strategies emerge as an adaptation to ecology,
utility, and mechanism under the AIF.

1.1 Objectives and Scope
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Claim 2: The AIF explains why exploratory search is challenging.
Claim 3: The AIF can be applied to model and explain how users adapt to
search results that are either overly broad or narrow with regard
to their expectations.
Claim 4: Exploratory searches can be distinguished from lookup searches
through user interaction data, and the AIF indicates how.
Claim 5: User performance improves if IR systems retrieve a wide spread
of results for exploratory search tasks and a narrower result set
for lookup search tasks.
Claim 1 : I argue that most problems faced by users in information
search are due to current IR systems treating all search objectives in the
same manner. This is largely because of the lack of empirical knowledge
of how to deﬁne search tasks with reference to measurable behaviors. The
conceptualization I present, which is based on the AIF, demonstrates the
way in which users make rational choices to adapt their search strategies
for maximal information gain in a given ecological structure with cognitive
and perceptual limits. These adaptive search strategies enable the design of
information retrieval systems that can detect when search goals shift from
exploratory to lookup and vice versa along with when search goals change
from being general to very speciﬁc.
Claim 2 : In this work, I propose that exploratory search is the most
challenging type of search activity that users perform today, although it
represents a very common purpose for searches. My argument builds on
the attributes of exploratory and lookup search strategies as indicated by
the AIF. I use the term “search strategies” to refer to the set of sequences
of actions, such as issuing a query, browsing the SERP, and opening a
document, that users follow when performing search tasks. Rooted in the
principle of rationality, the AIF can be used to determine the optimal strategy (or “policy”) a user would follow for a given task. By analyzing the
characteristics of the optimal strategy, I oﬀer a suggestion as to why exploratory search is challenging for the user. The claim has been conﬁrmed
via empirical investigations that involved user interviews followed by observations of users performing natural search tasks. A Web-based survey
corroborated the ﬁndings from the interviews and user observations. In the
thesis, I explicate various factors that motivate the use of electronic search
engines and show how users have adapted strategies that diﬀer on the basis
of the purpose.

6
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Claim 3 : In general, users begin exploratory searches with vague queries
using broad search terms. This allows them to obtain cues about new keywords and iteratively formulate queries with more speciﬁc terms [150, 157,
167]. Formulating a good initial query is diﬃcult, however, as is reformulating queries when the results are not satisfactory. When users try
out queries sporadically, some return results that are overly speciﬁc with
respect to the knowledge of the user, going into far too much detail. Alternatively, results may be too broad, covering so many sub-topics that
it is diﬃcult for the user to get an overview. This is a major challenge,
one that leads to users prematurely ending search sessions. In this thesis,
I will explain, via the AIF, how user interaction strategies change when
the search results returned are found to be overly broad or narrower than
the user expected. The primary model I build predicts whether the search
results are considered excessively broad or narrow from the way in which
the user interacts with them. The model takes the number of search results that the user has seen and the number of clicks on them as input. I
have empirically validated this model through a controlled user study and
a follow-up free-form study of exploratory search.

Claim 4 : Exploratory search strategies are considered to be unpredictable [150, 157]. Since exploration often takes place in unfamiliar domains, we can expect intellectual development with the acquisition of new
knowledge [165]. Such developments in user knowledge result in users constantly changing their search goals and strategies in the course of a search
session. This dynamic nature of the exercise makes it rather diﬃcult to
predict user behavior. Using the AIF, I explain how users adapt their
interaction strategies to maximize utility in information search. This explanation allows building of predictive models of the complex exploratory
search strategies employed. At the moment, it is hard for IR systems to
distinguish between exploratory and lookup search activities. In the thesis,
I will identify a set of measurable indicators of common exploratory search
strategies, including query length and browsing time, which should assist
in IR systems’ discrimination between these two fundamental categories of
search. The AIF provides a logical explanation for these indicators’ ability
to reveal exploratory search strategies. Furthermore, I propose a method for
detecting these indicators through data logged from user interactions with
SERPs. This entails training a classiﬁer to separate between exploratory
and lookup search goals while the user is still engaged in the search session.
The contribution in response to this claim has valuable implications for the
design of adaptive IR systems.

1.2 Author’s Contribution
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Claim 5 : Search engines need to pay special attention to what kinds of
results are to be retrieved for the search purpose at hand. Users performing most lookup tasks are satisﬁed if the results are presented as a ranked
list of documents in descending order of apparent relevance with regard to
the search query entered. A common approach used by IR systems is to
optimize the precision and recall of the search results [26]. However, in
exploratory search activities, retrieving the results most closely matching
the given search query might leave users trapped in their initial query context [42]. This behavior contributes to users’ perceptions of exploratory
search as challenging. Through a theoretically oriented analysis, I suggest
that user performance of exploratory searches can be improved by adapting
information retrieval algorithms to retrieve broader result sets for search
queries of a certain nature. I have validated this hypothesis with a controlled study. Considering the models developed in the earlier stages of
the research enabled me to propose a suitable approach for designing an
adaptive IR system. The proposed approach involves a system that adapts
the diversity level of the retrieved results to the predicted task category. If
the search task is predicted to be an exploration, the IR system retrieves a
broad set of results, covering a wider spectrum of topics. If, on the other
hand, the task is a lookup, the system retrieves the documents that best
match the search query. In the thesis, I will provide details of the prototype
system implemented in line with the approach described above and present
results from user studies conﬁrming that the approach indeed helps users
to perform both exploratory and lookup search tasks well.
In summary, the thesis builds a conceptualization of information search
that allows development of predictive models of search strategies. The
models I propose lead naturally towards development of an IR system that
provides adaptive support for both exploratory and lookup search tasks.

1.2

Author’s Contribution

The main claims made in this thesis are based on seven publications, which
are referred to in the text by the Roman numerals used below. The particulars of the publications and my contributions to them are detailed below.
Publication I: Kumaripaba Athukorala, Eve Hoggan, Anu Lehtiö,
Tuukka Ruotsalo, and Giulio Jacucci (2013). Information-Seeking
Behaviors of Computer Scientists: Challenges for Electronic Literature Search Tools. In: Proceedings of the Association for Information
Science and Technology (ASIS&T) (pp. 1–11). Wiley. [7]
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Contribution: In collaboration with Giulio Jacucci, I identiﬁed the
need to investigate information search behaviors in the aim of understanding the common practices and open challenges. I designed the
study, receiving feedback from Giulio Jacucci and Eve Hoggan. Anu
Lehtiö and I conducted the interviews and user observations, and she
transcribed the interviews for analysis. I prepared the survey questionnaire and performed both quantitative and qualitative analyses of
all data collected, receiving feedback from Eve Hoggan and Tuukka
Ruotsalo. I wrote the ﬁrst version of the manuscript, and all the
authors participated in revisions.
Publication II: Kumaripaba Athukorala, Antti Oulasvirta, Dorota
Glowacka, Jilles Vreeken, and Giulio Jacucci (2014). Narrow or Broad?:
Estimating Subjective Speciﬁcity in Exploratory Search. In: Proceedings of the International Conference on Information and Knowledge
Management (CIKM) (pp. 819–828). ACM. [11]
Contribution: Building a predictive model addressing searches’ subjective speciﬁcity from observable exploratory search behaviors was
my proposal. Receiving feedback from Antti Oulasvirta, Jilles Vreeken,
Dorota Glowacka, and Giulio Jacucci, I developed the formal model
and designed and conducted the user study. I performed the initial
data analysis and validation of the model, while Jilles Vreeken assisted in performing the classiﬁcation tests. I prepared the ﬁrst draft
of the paper, and all of the authors were involved in the revisions.
Publication III: Kumaripaba Athukorala, Dorota Glowacka, Antti
Oulasvirta, Jilles Vreeken, and Giulio Jacucci (2015). Is Exploratory
Search Diﬀerent? A Comparison of Information Search Behavior for
Exploratory and Lookup Tasks. Journal of the Association for Information Science and Technology (JASIST), 1–17. Wiley. [10]
Contribution: I formulated the idea of identifying information search
behaviors for purposes of distinguishing between exploratory and
lookup tasks. I designed and carried out the data collection, receiving
feedback from Dorota Glowacka, Antti Oulasvirta, Jilles Vreeken, and
Giulio Jacucci. Then, I analyzed the data, while Jilles Vreeken aided
in carrying out the classiﬁcation tests. I wrote the ﬁrst version of the
manuscript, and all the authors participated in the revision stage.
Publication IV: Kumaripaba Athukorala, Alan Medlar, Kalle Ilves,
and Dorota Glowacka (2015). Balancing Exploration and Exploitation: Empirical Parameterization of Exploratory Search Systems.
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In: Proceedings of the International Conference on Information and
Knowledge Management (CIKM) (pp. 1703–1706). ACM. [8]
Contribution: Together with Alan Medlar and Dorota Glowacka, I
identiﬁed the need to calibrate the exploration rate in an exploratory
search system, to enable a suitable balance between exploration and
moving toward greater speciﬁcity (or exploitation). I designed and
conducted the data collection, while Alan Medlar ran simulations
to identify exploration rates for analysis in the study. Kalle Ilves
supported the implementation of the interface, and Alan Medlar designed and developed the back end of the system described in the
paper. I analyzed the user satisfaction and performance data, and
Alan Medlar analyzed the eﬀect of exploration rate on the number
of relevant documents selected. Dorota Glowacka rated the relevance
of the user-selected documents. In preparation of the ﬁrst version
of the manuscript, I wrote the “Introduction,” “User Study,” “User
Satisfaction and Performance,” and “Discussion and Conclusion” sections, while Alan Medlar and Dorota Glowacka drafted the “System
Overview” and “Modelling Document Selection” sections. All authors
participated in revisions.
Publication V: Kumaripaba Athukorala, Alan Medlar, Antti
Oulasvirta, Giulio Jacucci, and Dorota Glowacka (2016). Beyond
Relevance: Adapting Exploration / Exploitation in Information Retrieval. In: Proceedings of the International Conference on Intelligent
User Interfaces (IUI) (pp. 359–369). ACM. [9]
Contribution: I proposed an approach to adapting exploration versus exploitation in IR systems on the basis of the search task type.
I trained a classiﬁer to predict the search goal and integrated this
into a search engine that was developed by Alan Medlar and Dorota
Glowacka. Then, I designed and conducted the user study, receiving
feedback from Alan Medlar, Antti Oulasvirta, Giulio Jacucci, and
Dorota Glowacka. Alan Medlar and I together analyzed the data
and wrote the “Results” section of the manuscript, and I drafted the
ﬁrst version of the other parts of the manuscript. All of the authors
contributed to the revisions.
Publication VI: Tuukka Ruotsalo, Kumaripaba Athukorala, Dorota
Glowacka, Ksenia Konyushkova, Antti Oulasvirta, Samuli Kaipiainen,
Samuel Kaski, and Giulio Jacucci (2013). Supporting Exploratory
Search Tasks with Interactive User Modeling. In: Proceedings of the
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Association for Information Science and Technology (ASIS&T) 50(1),
1–10. Wiley. [133]
Contribution: I, in cooperation with Tuukka Ruotsalo, proposed an
interface for interactive intent modeling and an approach to its integration into search systems. I implemented system logging to collect
user interaction data, while Tuukka Ruotsalo, Ksenia Konyushkova,
and Samuli Kaipiainen implemented the retrieval algorithm, intent
model, and interactive visualization, respectively. I designed and
conducted the user study, receiving feedback from Tuukka Ruotsalo, Dorota Glowacka, Antti Oulasvirta, Samuel Kaski, and Giulio
Jacucci. Finally, Tuukka Ruotsalo and I analyzed the data and prepared the ﬁrst version of the manuscript, with all authors participating in revisions.
Publication VII: Dorota Glowacka, Tuukka Ruotsalo, Ksenia
Konyushkova, Kumaripaba Athukorala, Samuel Kaski, and Giulio
Jacucci (2013). Directing Exploratory Search: Reinforcement Learning from User Interactions with Keywords. In: Proceedings of the
International Conference on Intelligent User Interfaces (IUI) (pp.
117–128). ACM. [64]
Contribution: I was involved in the design of the interactive visualization and the system features described in the paper. I designed the
user study, receiving feedback on this from Dorota Glowacka, Tuukka
Ruotsalo, Samuel Kaski, and Giulio Jacucci. Ksenia Konyushkova,
Dorota Glowacka, Tuukka Ruotsalo, and I conducted the user studies.
I analyzed the user responses from the questionnaire and wrote the
ﬁrst version of the “User Experiment” section. All authors took part
in revisions to the rest of the paper, which Dorota Glowacka had the
primary role in the writing.

1.3

Structure of the Thesis

Elaborating upon the picture of the two types of search tasks—exploratory
and lookup—that I have begun to paint in this introductory chapter, Chapter 2 provides a thorough analysis of existing deﬁnitions and theoretical
views on search tasks, their diﬀerences, and state-of-the-art techniques designed to support information search. Chapter 3 provides a detailed description of the scope of this thesis and of the objectives for it. Then,
Chapter 4 presents my conceptualization of information search built in accordance with the AIF. The models that were developed in this research are
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presented in Chapter 5. Chapter 6, in turn, presents the approach developed to provide real-time support for both exploratory and lookup search.
In the ﬁnal chapter, I revisit the principal claims addressed by the thesis
and further analyze the validity of the main research ﬁndings. The thesis
concludes with a discussion of possibilities for future work.
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Chapter 2
Background
Information search is an important activity that is most often performed
over the Web with Web-based IR systems. Design of systems to support efﬁcient retrieval of information that satisﬁes the user’s speciﬁc information
needs has been investigated in several disciplines, among them IR, cognitive science, human–computer interaction, and machine learning (ML).
Many investigations began with classiﬁcation of search tasks on the basis
of several factors that contribute to information needs of various kinds.
Most commonly used classiﬁcation systems resulting from this work use
exploratory and lookup categories.
In this chapter, I review previous research on exploratory and lookup
search tasks. Section 2.1 provides an overview of existing studies that
characterize the user behaviors and information needs displayed in various
search tasks. The discussion in Section 2.2 addresses factors that make
exploratory search more challenging than other search tasks. Section 2.3
presents contributions—with origins in multiple disciplines—aimed at improving user performance in exploration. Other theoretical models of search
tasks are discussed in Section 2.4. A summary of previous work and the
challenges remaining concludes the chapter, in Section 2.5.

2.1

Current Understanding of Information Search

Figure 2.1 presents a well-known classiﬁcation of search tasks, which was
ﬁrst proposed in Marchionini’s seminal paper on exploratory search [107].
Although the term “exploratory search” entered widespread use after the
publication of Marchionini’s paper, exploration is not a new phenomenon
by any stretch of the imagination. Information search tasks have commonly
been grouped in various ways under the general categories of exploratory
13
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Figure 2.1: Categorization of search activities falling under exploratory
and lookup tasks (based on Marchionini’s work [107]). Overlap between
categories’ bounding boxes indicates interaction between those task types.

and lookup tasks. Since lookup searches can be embedded in exploratory
searches and vice versa, it is diﬃcult to delineate a clear boundary between
the two categories. The interplay visible between search tasks is indicated
by the overlapping bounding boxes in Figure 2.1. To facilitate ready understanding, I categorize the attributes of exploratory and lookup search
tasks as discussed in prior studies into three groups: attributes arising from
1) the task description, 2) the search process, and 3) user perception. Table 2.1 provides a list of the attributes, arranged in terms of these three
groups. This section frames the deﬁnitions previously used for exploratory
and lookup tasks with respect to the attributes listed in the table.

2.1.1

Exploratory Search

Several experimental studies have been conducted, using various attributes
in their deﬁnitions of exploratory search [163]. The usual general deﬁnition
refers to the investigation and exploration of information spaces for the
purpose of learning and making discoveries [128, 149, 165]. The attributes
categorized in Table 2.1 serve as a high-level conceptualization clarifying
our understanding of the diverse deﬁnitions of exploratory search.
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The attributes of the task description are the characteristics associated
with what motivated the exploration. Common attributes in this category
are the goal, search topic, and degree of uncertainty.
Goal : In exploratory tasks, the search goals are open-ended or general
in nature, and they are poorly deﬁned [51, 52, 96]. Here, the term “general” refers to conceptually broad goals with no speciﬁc target. They are
commonly associated with learning or gaining new knowledge and/or investigation [89, 107, 149, 157]. Often, explorers in an academic context are
motivated to achieve a higher level of intellectual development within the
search domain [149, 157]. Another common goal in exploration is comparison among several topics/areas [96,107]. An example expressing a comparison goal is that of a student who is considering a university for graduate
studies, exploring and comparing all possible universities in a certain geographical region [4]. For most tasks with this attribute, there is no speciﬁc
answer that satisﬁes the information need; rather, there are many suitable
results, which vary in their degree of relevance [53, 89, 109, 157]. For reason
of these fairly loose constraints [136], users in this scenario target multiple
documents [149].
Search topic: In many situations, topics for exploratory search arise
through discussion/interaction with other people. For example, a professor
may ask a student to learn about an emerging research area [11], or someone
who has learned of a family member having been diagnosed with a disease
may be interested in investigating that disease in more depth [169]. In both
scenarios, another person has motivated the search. In exploratory search,
the topics are general and multifaceted, which means that they cover many
concepts [92] and most often involve a broader domain, with several subtopics [53, 54, 128]. Many prior studies have examined exploratory search
tasks that require ﬁnding information on an unfamiliar or at least less
familiar topic [76, 118, 168].
Uncertainty level : When performing exploratory tasks, the informationseeker is uncertain about what queries to make, what results are relevant,
and where to begin the search [107, 157]. Some researchers have referred
to this phenomenon as the user facing diﬃcultly in determining in advance
which information is required for addressing the need [89]. Previous work
shows that during the initial iterations of exploration, the user tries to make
sense of the search domain to reduce the degree of uncertainty [53, 157].
The attributes of the search process are the characteristics of the information search behavior while the user is engaged in search. Three attributes of the search process are considered here: duration, search path,
and collaboration.
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Duration: Exploration is considered a longitudinal process [157]. According to the literature, it might involve multiple query iterations and
multiple search sessions [128, 157], continued over a long span of time [54].
Search path: With exploratory tasks, we cannot identify a single and
direct path that leads to the desired results [157]. As the user keeps exploring, knowledge and the information need continue to change [35, 54, 153].
There are also changes in the searcher’s motivation and interests [96, 97].
These dynamic factors render it impossible to predict at the outset what
kind of queries the user might issue, what links will be followed, and when
the user will terminate the search. The path in exploratory search indicates
a browsing-based strategy; that is, the user navigates through broader areas
of information rather than focusing on a single, narrow information patch.
Collaboration: Many exploratory searches are prompted by a discussion or other interaction with someone else, so it is unsurprising that the
information-seeker might interact with several people in the course of the
search process [115]. There could also be many people interested in the outcome / the ﬁndings. The following example is an exploratory task posed
in a prior study that involved interaction with an external person:

Your great granny’s doctor has told her that getting more exercise
will increase her ﬁtness and help her avoid injuries. Your great granny
does not use the Internet and has asked you to create an exercise
program for her. She is 90-years old. Put together two thirty-minute
low-impact exercise programs that she could alternate between during
the week. [ [169], p. 4]
When performing this task, the searcher might interact with another person, who may have more knowledge of the topic. Exploration could involve
collaborating in embarkation on the journey, during the exploration itself,
and in the presentation or ﬁnalization stages of the search process [94].
User perception refers to how the user subjectively assesses his or her
performance of the task. Subjective complexity is an important attribute of
user perception [99]. In general, users perceive exploratory search tasks to
be diﬃcult. In some guidelines, perceived complexity is not considered a key
attribute, however [96]. Some researchers have proposed that exploratory
search tasks are perceived to be complex because of the lack of support
provided by existing information retrieval systems [154], but, at the same
time, there are several works that articulate exploratory search tasks as
complex problems [118].
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Table 2.1: Attributes of exploratory and lookup search tasks.
Attributes
Goal

Search
topic

Degree of
uncertainty

Exploratory search
Task description
Learning and/or investigation, comparison, openended task, abstractness,
poor deﬁnition, multipleitem target
Broad or general topics,
multifaceted task, less familiar or unfamiliar topics, assignment/motivation
from another person
Uncertainty about the
search queries made and
of the results’ relevance
and where to ﬁnd the
information

Search process
Duration
Long duration, continuing
over many query iterations and potentially several search sessions
Search path No predictable or structured path, dynamic path,
combination of browsing
and focused search but
leaning
more
towards
browsing
Collaboration Engagement with other
people during the search
Subjective
complexity

User perception
Tasks that are considered
not very easy

Lookup search
Answering a speciﬁc question, clearly deﬁned criterion, navigation to a known
target, precise result set
Known-item search, already known speciﬁc topic,
narrow area

Certainty about what kind
of information to expect,
carefully speciﬁed queries,
precise results, minimal
need to examine the results
Shorter duration, few iterations, termination immediately upon ﬁnding of the
answer
Predictable search path,
possibility of automated
search process, returning
of discrete and wellstructured objects
Search mostly by the individual user
Variable perceived complexity: easy or diﬃcult

17

18

2.1.2

2 Background

Lookup Search

Lookup is a more basic kind of search, returning discrete and well-structured
objects, such as speciﬁc Web sites or deﬁnitions [157]. The most common
lookup tasks are targeted at facts and answering a speciﬁc question [14].
Marchionini has listed six search activities under the lookup category (see
Figure 2.1): fact retrieval, known-item search, navigation, transaction, veriﬁcation, and question-answering. In some domains, such as library science,
the concept of known-item searches is used to refer to lookup tasks in general. Table 2.1 provides a list of common attributes of lookup tasks in
comparison to exploratory tasks.
Goal : In lookup tasks, the search goal is very precise, with a speciﬁc
question and a clear target item in the user’s mind. The literature refers
to these tasks also as focused searching [157], because the informationseeker is focused on ﬁnding a speciﬁc target that he or she may just think
exists [79]—for example, a particular recipe, a Web site for downloading
speciﬁc software, or the viewer rating for a certain movie [101].
Search topic: Lookup searches are focused on one topic. The informationseeker may or may not be familiar with that topic, but it is typically very
narrow in either case. An example would be ﬁnding the answer to the
question “what is the most common dog breed in Finland as measured by
the number of registrations?” [14]. Most of the time, lookup search topics
involve making an everyday decision [79].
Degree of uncertainty: Because the search goal in lookup searches is very
precise, the information-seeker is certain about what kind of information to
expect. Lookup tasks are sometimes referred to as structured tasks, because
the user can clearly express what type of information is useful, concepts
and relations in a query, and criteria for relevant documents [147]. A user
performing such a task can easily identify the relevant documents with
minimal eﬀort when examining the results [107].
Duration: Lookup searches tend not to last as long and generally involve
either one or two query iterations [86, 107]. A typical lookup search begins
with the user expressing the information need as precisely as possible in
order to reach the right neighborhood of information. This is followed by
fast browsing and following the link for a few results that look relevant,
then settling for the most appropriate item [69]. Prior studies have shown
that a lookup task continuing for a longer time and having multiple query
iterations is an indication of struggling [14, 72].
Search path: Most common lookup tasks involve simple search paths.
Also, it is possible to automate the search process in cases of simple lookup
tasks [32]. However, there are broader lookup tasks, in which, while the
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search goal is precise and the user can determine easily whether he or she
has found the answer, the search process is more complex and may involve
several paths. One example is ﬁnding information on various antivirus software applications and their prices [14]. Some scholars considering lookup
tasks that involve thinking or understanding rather than simply locating
an item have referred to these as interpretive tasks [89]. Lookup tasks of
this nature are more focused and goal-oriented than exploratory tasks, yet
they may involve locating several results before an answer is arrived at.
Collaboration: The motivation for most lookup tasks is internal to the
user [79]. It is unlikely that another person is involved in the search process, since the search task is more straightforward. Therefore, lookup tasks
generally are performed by one user alone, with no collaborators involved.
Subjective complexity: Lookup tasks of the most basic type are perceived to be easy [13], but there are lookup questions that cannot be answered directly. Such tasks are viewed as complex [14]. In consequence,
the information-seeker’s opinion on the task’s complexity is not a good
attribute for use in separating between exploratory and lookup tasks [13].

2.2

What Makes Exploratory Search Diﬃcult

Exploratory search has been found to be naturally challenging for users,
and it is diﬃcult also for IR systems to oﬀer support for exploration.
There are several common reasons for this: the information-seeker lacks
the knowledge necessary for formulating search queries that clearly express
the information need [20]; exploratory search is a highly dynamic and longitudinal undertaking wherein the user knowledge, search goals, and information needs may change throughout the search process [11]; and there is
no proper working deﬁnition of exploratory search [157,161]. These factors
are discussed in this section of the chapter.
Lack of knowledge: People who engage in exploratory searches are generally unfamiliar with the search domain and unaware of key terms that
might express their information need [157]. Most IR systems present a
ranked list of documents in descending order of their relevance to the search
query made, with the aim of optimizing the precision and recall of the search
results [107]. Retrieving the results best matching the search query could
trap the user in the initial query context, and this may, in turn, contribute
to the user’s perception that exploratory search is challenging [42].
Dynamic knowledge, goals, and information needs: Studies have shown
that the knowledge possessed by the information-seeker has a signiﬁcant impact on search strategies [90, 116, 134]. In exploratory search, user knowl-
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edge is subject to constant change. For example, at the beginning of a
search session, the information-seeker might have a very vague idea about
the search topic [89], but after examining some useful documents, he or
she may have a better understanding of the search topic and related terminology [157]. Along similar lines, the process might deviate from the
initial search topic to a diﬀerent topic or to a lookup search targeting a
speciﬁc result. Users should be able to expect the type of support from the
IR system to take such changes in knowledge and information needs into
consideration [11]. Detecting dynamic changes of this kind and adapting
accordingly is a great challenge in IR system design [21]. Additionally, the
dynamic nature of the exploratory search process is a key reason for it being
seen as challenging.
Lack of deﬁnition: As has been mentioned in Section 2.1, there are various deﬁnitions of exploratory search, because all the scholars investigating this topic have introduced their own deﬁnitions [165]. Although there
is overlap between some of the existing deﬁnitions, it is diﬃcult to determine a concise set of of agreed-upon properties to conceptualize exploratory
search. The multifaceted nature of exploration contributes further to this
problem [158]. The diﬃculty in identifying when a search task has actually
become exploratory is another element complicating conceptualization of
exploratory search. Some searchers may begin with certainty about what
they wish to ﬁnd, but the search process might expose them to an unfamiliar area that triggers exploratory search behaviors [161]. Another concern
with the current deﬁnitions is that they do not refer to quantitative behaviors that can be empirically analyzed [16]. Although many information
search models exist, they are mostly descriptive or qualitative [20,94]. They
are of use for understanding what kind of user behavior is to be expected in
search tasks of various sorts; however, more quantitative models of measurable search behaviors are needed to inform the design of IR systems [21].
Existing deﬁnitions cannot be directly applied in IR systems to this end,
for recognition of exploratory or lookup search activities [21]. This is one of
the main challenges in designing systems that support diverse information
search goals.

2.3

Support for Exploratory Search

In this section, I review the contribution of various research communities
to improving the support for exploratory search. The goal behind these
contributions has been to provide features that address one or more of the
challenges discussed in Section 2.2. Table 2.2 presents features with poten-
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Table 2.2: Features or approaches to address the challenges encountered in
exploratory search.
Challenges

Features/approaches addressing the challenges

Lack of knowledge

Query suggestions, result categorization,
visualizations of the information space, facilitation of collaboration
Adaptive systems, visualizations, taskmanagement support

Dynamic nature (of
knowledge, goals, and
information needs)
Lack of deﬁnition

Studies of search behaviors

tial to address the challenges in exploratory search. This review examines
various algorithms, visualizations, search systems, and behavioral studies.

2.3.1

Support to Gain Knowledge

At the beginning of an exploratory search, the information-seeker usually
lacks domain knowledge. Therefore, IR systems should assist the user
in gaining knowledge more rapidly by aiding in formulation and swift reﬁnement of search queries, providing summaries of results through result
categorizations or facet-based presentation, and using other visualizations.
When performing search tasks of this type, information-seekers often consult someone with better domain knowledge when they are having trouble.
Providing support for direct collaboration through the IR system holds potential to improve user performance. Existing systems that provide such
support are discussed below.
Query suggestions: All the commonly used IR systems, including Google,
Yahoo, and Bing, allow the user to express the information need via naturallanguage statements or in the form of keywords [157]. In the initial stages of
exploratory search, user-deﬁned queries tend to be vague and imprecise in
consequence of the lack of user knowledge [107]. It has been found that only
25% of search queries made during exploratory searches are successful [139].
Query suggestions help the user navigate to possibly more relevant or interesting areas of the information space and learn about key terms [64].
One of the ﬁrst approaches proposed by the IR community involved query
expansion/suggestions based on relevance feedback [135]: users mark documents as relevant or non-relevant, and the system then develops a query
model and updates it on the basis of the features present in the marked
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documents. Empirical studies showed that users beneﬁt from such techniques [88]. However, evidence from later user studies showed that users
rarely provide relevance feedback, because the cognitive load of selecting
relevant documents is high in comparison to typing a new query [88]. In
response, scholars investigated implicit means of obtaining relevance feedback [69, 83]. It has been found, though, that query suggestions derived
from this relevance feedback often lead to context traps [88]. In another approach, called query by example, the user submits examples of relevant documents, after which the system suggests related queries or documents [84].
However, this technique has been shown to be more suitable for narrowing
the scope of a search query than for exploring diverse aspects of a given
topic [157]. Nowadays, many Web search engines oﬀer query completion
support through menus appearing below the query input box. Such realtime query formulation support techniques have been found to be eﬀective
when the user is uncertain about how to express the information need, yet
this technique does run the risk of query drift [162].
Result categorization: Result categorization is the organization of search
results into meaningful groups [37, 49]. This grouping helps the user to
make sense of the information space [74]. There are two popular result
categorization methods: clustering and faceted categorization.
In clustering, results are assigned to groups in accordance with their
similarity. Typically, similarities between the documents are measured by
considering common words and phrases [49]. Clustering algorithms can automatically identify newly emerging topics or information categories in any
text collection, which helps the user to understand the themes in the search
domain [74]. While oﬀering these advantages, sometimes clustering may result in unpredictable and poorly labeled or unordered categories that could
confuse the user. Studies have revealed that users prefer understandable
hierarchies with categories that manifest uniform levels of granularity [126].
In faceted categorization, the search results are organized into meaningful categories that reﬂect the relevant concepts in the search domain [170].
Faceted classiﬁcation systems allow the user to explore collections of documents by applying multiple ﬁlters [146]. Such systems classify information
elements along explicit global dimensions, enabling the classiﬁcations to be
accessed and ordered in several ways. Facets are usually created manually,
but the documents are automatically linked to the individual facets. Since
the number of global features is often large, the former process can rapidly
become overly demanding because users have to go through numerous options [170]. Improved modeling of the user behavior and needs would allow
reduction in the number of facets and thereby enhance user experience.
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Visualizations: The lack of success exhibited by relevance feedback techniques is often attributed to user interface design failing to provide feedback
in a convenient manner at suitable levels of granularity. In response, diverse systems have been designed to support user feedback, including intelligent user interfaces that assist the user in comprehending an information
space [18, 40], visualizations that summarize results for purposes of faster
relevance judgment [85, 95, 110], and interactive visualizations that allow
the user to indicate the direction for exploration [64]. These systems are
very useful but designed only for exploratory tasks. For lookup tasks, users
ﬁnd such visualizations to be a distraction, and they prefer simple interfaces in general [73]. Switching between search engines dedicated to speciﬁc
task types could be expected to entail extensive cognitive overload [124].
Therefore, complex visualizations are not always useful for all search tasks,
and a single system that supports all tasks is preferable.
Collaboration support: Many forms of collaboration can be seen in exploratory searches [113]. In the initiation stage of exploration, an external individual might be involved in setting the goals for the search [94].
There can be several collaborators, making various contributions to the
search process [67]. By allowing the information-seeker to pool cognitive
resources of several types through collaboration, IR systems could improve
user performance in exploratory search conditions [115].
Collaboration support can be provided in various ways—for instance,
by allowing collaborative generation of ideas [6], query formulation [114],
search result exploration [103, 140], and sharing or bookmarking of “favorite” content [46, 87, 112]. Also, there are interfaces that allow users to
interact with each other. For example, the social web allows a user to
see what other users are viewing at the moment and helps users communicate with each other [66]. The SearchTogether plug-in is another solution that enables remote users to collaborate, either synchronously or
asynchronously, while searching [114]. All these applications have proven
eﬀective for exploratory searches.

2.3.2

Adaptive Support for Dynamic Changes

One of the grand challenges for IR systems is prediction of the actual information needs of the user [21]. Given that exploratory search is a highly
dynamic process, it is beneﬁcial for systems to be able to predict when
information needs may evolve and to provide adaptive support, while also
helping the user to understand how the search process has been developing.
Adaptive systems: Text classiﬁcation has been a popular topic in machinelearning research for decades. Applications dealing with the problem of
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online adaptive learning have appeared only relatively recently [62]. Most
examples of text-stream applications involve email classiﬁcation [36], detection of email spam [102], and sentiment classiﬁcation [24]. Various adaptive
learning strategies have been employed in this domain, with some of the
individual methods used being case-based reasoning [28] and ensembles,
either evolving or with explicit detection of changes by means of change
detectors [1, 25, 68]. However, most of these contributions have no direct
implications for the design of adaptive search systems. Adapting to the
gradual change in either user interests or data distribution, such methods
cannot predict when the actual information needs of the user change as
search progresses. Recently, there have been attempts to predict changes
in a searcher’s topic knowledge at diﬀerent stages of search from behavioral
variables [105,172,173]. The predictive power of these models in real-world
IR settings is questionable, though, because they have not been tested in
actual IR systems.
Visualizations and task-management support: Exploratory searches typically involve multiple search sessions and information gathered from several sources [157]. On many occasions, users backtrack in other stages in
their search sessions [107]. Therefore, users beneﬁt from seeing how their
search topics, their interests, the queries, and other factors related to the
search goal evolve or otherwise change over time [3]. Furthermore, users
require tools that enable them to revisit previously encountered items with
ease [157].
Some visualizations present information in time lines that enable the
discovery and exploration of patterns. For example, Lifelines2 [155] presents
patients’ medical records and test results along a time line. There are
systems that visualize images related to events via browsing on a time
line, thereby allowing the user to build a narrative [3]. Such visualizations
provide an overview of activities that have taken place in the longer term
and aid in making sense of a broad ﬁeld of information that the informationseeker has been exploring in the course of a longitudinal search process.
There are systems that help the user manage the information. For example, Hunter Gatherer provides an interface with which Web users can
collect information from various Web pages, represent it as a collection,
and edit that collection [174]. In the same category are systems that construct maps of search concepts that help searchers to see the relationships
among various concepts [164].There are also visualizations that support the
comparison of parallel streams of search results retrieved by means of multiple search queries [93]. Such visualizations have been veriﬁed as useful
for making sense of the information space.
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Studies of Search Behaviors

There have been various studies aimed at understanding how users adopt
strategies and behaviors that are speciﬁc to their search goal. Various factors may inﬂuence search strategies: search goal, task diﬃculty, complexity,
and user knowledge. Prior studies of these factors have contributed to
identifying quantiﬁable characteristics of exploratory search. They thereby
oﬀer potential for improvement to IR systems through building of empirical models to identify search tasks. In this section I review prior studies of
search behaviors.
The search goal is the primary reason for a user’s interaction with an
information search system [89]. In numerous studies, researchers have manipulated the preciseness of the search goal deﬁnition and investigated how
it aﬀects user behavior. An early study of encyclopedia use by novices introduced two types of tasks [108]: “closed tasks,” with precise search goals,
and “open-ended tasks,” with fuzzy search goals and no deﬁnite boundary.
The results indicated that with open tasks, novices have diﬃculty in formulating search queries, take longer, and perform more query reformulations.
In another study, scholars investigated the navigation style of novice and
expert Web users with known-item search and subject search goals [90],
where “subject search” is similar to open tasks. The results indicate that
the number of nodes visited, the number of keyword searches performed,
and the frequency of clicking on various buttons are inﬂuenced by the search
goal. Similar studies qualitatively analyzed the information-seeking strategies of Web users with three search goals, termed factual, to do with ﬁnding
a deﬁnitive answer in response to a precise search goal; interpretive, or conﬁguring an answer for a less precise search goal; and exploratory, which
involves broadening of knowledge with open-ended search goals [89]. The
results suggest that users performing exploratory tasks spend considerable
time reading a page returned in the search results in order to determine
its relevance. These studies indicate that users behave diﬀerently when the
search goal is not as precise. We can conclude from these ﬁndings that the
various terms used—“open-ended tasks,” “subject search,” and “decision
tasks”—refer to the exploratory category of search activities [53].
In other studies, Web search goals have been categorized as informational, navigational, and transactional. Researchers investigated how
the navigational and informational nature of search goals aﬀect cognitive
styles [116, 121]. In some studies, external evaluators manually classiﬁed
search queries collected from search-engine logs by these three types of
search goals and investigated how to distinguish among the goal types on
the basis of query properties [31, 79, 132]. This work has provided useful
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ﬁndings. However, the log data were assessed by external evaluators, and
their evaluation may not fully reﬂect the intent of the user; hence, the
evaluations are rather unreliable [132].
Diﬃculty and complexity are two other important factors that inﬂuence user behavior. Task diﬃculty is always considered a subjective element that depends on user perceptions [99]. Task complexity, in turn, is
measured with both objective and subjective approaches. It is diﬃcult to
distinguish between subjective task complexity and task diﬃculty, because
they are both assessed by the performer of the task in line with familiarity
and degree of uncertainty with respect to the task requirements [23,32,148].
In contrast, objective task complexity is more readily distinguishable from
diﬃculty. It is commonly measured in terms of the number of sub-paths
involved in the search process [32]. Tasks with a single determinable path
that could be easily automated are commonly referred to as simple tasks,
while tasks wherein the process and information requirements are indeterminable are typically categorized as complex tasks. The literature suggests
that exploratory search tasks may have high objective task complexity [157].
Several authors have categorized tasks on the basis of the search goal
and their complexity or diﬃculty. For example, Web search tasks are categorized in consideration of the preciseness of the search goal, objective
complexity, the product (is the outcome factual or instead intellectual?),
and level (whether the document is judged to be a whole or a segment) [104].
Although this categorization does not take the characteristics of exploratory
and lookup tasks into account, it is intuitive and shows that there are tasks
with mixed characteristics—such as those involving speciﬁc search goals
but high complexity. Research along similar lines analyzed how task difﬁculty and two types of search goals—open and closed—inﬂuence search
behavior [106]. The ﬁndings suggested that closed tasks and diﬃcult tasks
are associated with long dwell time, a metric for the time expended in reading the documents retrieved. In other work, researchers explored how task
diﬃculty can be determined from information search behaviors by assigning easy and diﬃcult closed informational tasks [13]. They found that as
tasks become more diﬃcult, users tend to make numerous search queries,
visit results in large numbers, and spend more time on search result pages.
Similar studies demonstrate that users engaged in exploratory search tasks
display corresponding behavior [72, 107, 159].
The knowledge possessed by the user is another factor that inﬂuences
the information search behavior [99]. Prior studies reveal that Web experts
rely heavily on query-formatting tools, while domain experts with less experience of Internet use are heavily reliant instead on terminology and avoid

2.4 Theoretical Views on Search

27

query formatting [77]. Several studies have been carried out in pursuit of
greater understanding of how cognitive strategies are inﬂuenced by the level
of domain knowledge, expertise with the Web, and task type [82, 116, 134].
These studies have yielded qualitative evidence supporting the claim that
Web experts follow cognitive strategies that diﬀer clearly from those of
novices when exploratory search tasks are involved.
In summary, previous studies point to various information search behaviors, related to task completion time, number of queries, dwell time, and
number of resources followed, among other factors, that are aﬀected by task
type. However, they have not considered two aspects that are important
with respect to the design of IR systems. Firstly, they have focused on Web
search rather than IR system use. Hence, many measurements employed,
such as the number of unique search engines used, are less informative. Furthermore, there are marked diﬀerences between Web search and IR system
use, because IR systems constitute a special environment with a speciﬁc
dataset [80]. Secondly, most of these studies examined search behaviors at
the level of the entire search session, rather than that of the ﬁrst query
iteration. If one is to adapt IR systems to diﬀerent task types, it is important to have measurements of search behaviors that allow the IR system to
predict the task type as early as possible.

2.4

Theoretical Views on Search

There are several distinct theoretical approaches to modeling of exploratory
search. This section presents three relevant theories: information foraging
theory, the berry-picking theory, and the utility maximization theory.

2.4.1

Information Foraging Theory

Information foraging theory (IFT) explains the exploratory search behavior
of humans [124] in a manner that borrows from optimal foraging theory—
a theory in biology that predicts how organisms obtain energy from their
environment—and rational analysis [38]. Rational analysis is an empirical
method developed to explain why a cognitive system is adaptive [5]. According to rational analysis, humans optimize their behaviors to maximize
reaching of their goals. Through IFT, we are more able to understand,
predict, and improve humans’ interaction with information. The theory
encompasses several quantitative models of user search, with the key idea
being that decisions on what to do are made on the basis of the expected
information gain. In the process of searching and learning more about the
content, the user is continuously updating the “information scent”—i.e.,
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his or her estimate of the information to be gained by selecting a particular item. Information scent, in turn, aﬀects the choice of whether to
investigate an element or not. The theory makes predictions as to how information gain, expressed as a function of time, changes with the interface
design [48]. When search results are unordered, information gain is a linear
function of time. When they are ordered, it shifts to a diminishing returns
curve. Scholars have used IFT to explain how the presentation technique
(for instance, result clustering) changes information gain rates and when is
the optimal time to stop searching. More recently, researchers have applied
the concept of information scent to predict the rankings of links on various
Web pages [60].

2.4.2

The Berry-Picking Metaphor

The berry-picking metaphor proposes that information-seeking behavior is
analogous to picking berries in a forest, where berries are scattered about,
on various bushes, and must be picked singly [20]. This is similar to an
information-seeker gathering fragments of information from an information
space. When moving through the information space, the information-seeker
obtains cues that aid in the navigation. The berry-picking theory emphasizes the dynamic needs in search rather than the act of searching itself.
According to the berry-picking theory, when information-seekers encounter new information, they gain new ideas and directions to follow.
Proceeding from this new information, the searcher formulates new queries.
As the search progresses, the desired outcome and user perceptions of relevance are subject to change. Such a dynamic search process is described as
an “evolving search.” The information need cannot be satisﬁed by a single
ﬁnal retrieved set. Rather, the information-seeker is involved in a series
of actions of browsing, gathering information, learning of new terminology,
and query reformulation actions. This process may continue until an end
point of redundancy is reached. The strategy explained in the berry-picking
theory is the most commonly employed strategy in exploratory search. The
core action in exploratory search is understanding or making sense of fragments of information [157]. In the berry-picking metaphor, the information
seen by the searcher inﬂuences subsequent actions. In exploratory search,
the information encountered inﬂuences the knowledge, adding to it and
leading to signiﬁcant changes in the search strategies.
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Utility Maximization

The utility maximization theory, which originated in economics, explains
why users prefer one particular set of items over others [16]. In economics,
this is a problem consumers face [152]: how should I spend my money in
order to maximize my gain? Information retrieval systems have exploited
this theory in many ways—for instance, for determining the way in which
to rank search results [61,131] and for predicting user behavior [16,17]. The
fundamental principle behind the associated models is computation of the
costs of an IR system and estimation of the gain or beneﬁt for the user [151].
On the basis of these costs and beneﬁts, the system determines the most
proﬁtable user behavior or expected search strategy / system features [17].
Very early models predicted the ideal balance of the amount of time a user
should spend searching and how much time the system should spend on
searching [45]. The probability ranking principle (PRP) is another useful
formulation based on utility maximization. It is used to determine the
order for search results by considering the costs and beneﬁts of ranking one
search result above another [131]. All of these models are useful yet not
directly focused on exploratory search.

2.5

Summary and Open Challenges

I will now draw together the review of information search research that 1)
conceptualizes exploratory and lookup search tasks, 2) highlights the factors
that make exploratory search more challenging than lookup, 3) presents
techniques to provide additional support for exploration, and 4) proposes
theoretical models of search. The following concluding remarks can be
made on the basis of this review:
• Exploratory and lookup search tasks can be conceptualized by considering attributes of the task description, the search process, and
user perception.
• Three factors render exploratory search challenging for both the
information-seeker and the search system: 1) the information-seeker
lacks domain knowledge; 2) the knowledge, search goals, and information needs are dynamic; and 3) there is no proper working deﬁnition.
• Today’s IR systems use several techniques to support faster acquisition of domain knowledge: query suggestions, result categorization,
visualizations, and provision of collaboration support.
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• Adaptive systems, visualizations, and task-management support are
some of the techniques already in use to address the dynamic nature
of exploration.
• Various studies have been carried out to inform understanding of
search strategies, in attempts to propose a deﬁnition of exploration.
• The berry-picking metaphor, information foraging theory, and the
utility maximization theory all provide theoretically oriented views
on search that could explain some of the search strategies unique to
exploration.

Although all of the works discussed above have made valuable contributions to improving user performance in information search, there are several
open challenges with respect to supporting information search.
Those striving to develop systems or techniques that support knowledge
gain face various problems. Designed to help the user gain knowledge, result categorization and visualization techniques represent a departure from
the familiar list-based search interface. While special interfaces of this
nature might be useful for exploratory tasks, they may not be ideal for
lookup tasks. In addition, research shows that, in general, users prefer
the simple interfaces used to support lookup tasks [73]. Therefore, for the
best of both worlds, users may have to switch between systems for exploratory and lookup tasks. However, there is a large amount of interplay
between exploratory and lookup searches, which renders it diﬃcult for the
information-seeker even to ascertain what kind of search task is being performed and whether switching to a diﬀerent system is necessary. Thus an
important open challenge becomes evident: how to design IR systems that
work well for both exploratory and lookup tasks.
Systems that propose adaptive support for performing search tasks often
either need a long training period before they can detect the gradual change
in user behavior or require users to state explicitly that they are planning
to conduct an exploratory search. This points to a second challenge: how to
predict the information need and search goals while the user is still engaged
in the search task.
There are many models to predict dynamic attributes of exploration
such as the information-seeker’s knowledge, perceived task diﬃculty, and
the complexity of the task. However, it is diﬃcult to interpret the performance of these models in connection with real search tasks, because
they have not been integrated into actual IR systems. Another concern
is that many models are largely conceptual in nature: they do not make
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predictions or explain observed search behaviors; rather, they are descriptive. Such descriptive models cannot be readily integrated into IR systems.
Hence, another challenge remains: how to build predictive models and integrate them into actual IR systems.
Although there are several useful theoretical perspectives on information search behaviors, such as information foraging and the utility maximization theory, they consider only a few aspects of why people apply
certain strategies. Information search strategies are inﬂuenced by many
factors, among them the user’s existing domain knowledge, experience with
the IR system, and the distribution of the results in the information space.
Previously developed theoretical models do not empirically explain how
these factors inﬂuence search strategies. This leads to our ﬁnal challenge:
how one can theoretically and empirically model all the factors that shape
search strategies.
The goal for the thesis project was to address these challenges and
thereby deliver a more satisfactory search experience.
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Chapter 3
Research Questions and Method
Information search may be initiated for any of a wide variety of purposes.
Among these, exploratory search is rapidly gaining importance as knowledge becomes available in greater and greater quantities via the Web and
knowledge bases. Greater understanding surrounding both exploratory
search tasks and how to support them better is necessary for improving
user performance and satisfaction.
In this chapter, I start by introducing the research questions for the
thesis. Then, I provide an overview of the research strategy applied in view
of these questions and describe the methods used in the studies conducted.
The emphasis here is on the application of a research method that gradually led towards designing an IR system that provides better support for
exploratory and lookup searches.

3.1

Research Questions

In the introduction (Chapter 1), I provided an overview of the main claims
addressed in the thesis before stepping back to highlight the open challenges
connected with exploratory search, in the background chapter. The claims
described emerged from a series of studies that were motivated by these
open challenges and conducted to address each of the research questions
presented in this section.
In pursuit of the objective of guiding the design of information retrieval
systems that could support both exploratory and lookup tasks, equally
well, I approached the problem in terms of three themes: 1) conceptualizing and understanding information search, 2) modeling and predicting
information search behaviors, and 3) providing real-time adaptive support
for exploratory and lookup search tasks. These themes were derived from
33
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the challenges in exploratory search that I discussed in Chapter 2. The research questions (RQ1–RQ5) are framed in relation to these three themes.
RQ1: How can information search strategies be conceptualized as a rational adaptation?
Lack of a proper working deﬁnition is one of the key obstacles to the design
of IR systems intended to support exploration. Most of the existing deﬁnitions are descriptive in nature, rather than encompassing quantiﬁable or
measurable elements. Although a few theories, such as information foraging and the utility maximization theory, propose some quantiﬁable factors
by means of which search can be conceptualized, many factors that could
inﬂuence the information search behavior are not covered by these theories (as discussed in Chapter 2). We need a systematic conceptualization
that frames all the factors that inﬂuence search behaviors to explain why
and how exploratory search strategies diﬀer from lookup strategies. The
work to answer the ﬁrst research questions responds to this problem by
using the AIF, which is an extension of rational analysis (see Chapter 4),
to conceptualize information search strategies.
RQ2: Do information-seekers still need more support for exploration, even
with the existing tools and techniques?
Over the last decade, many techniques, tools, and systems have been
proposed to support exploration. This leads one to wonder whether the
information-seeker already has suﬃcient support for performing challenging search tasks more eﬃciently. The open challenges that I identiﬁed
through the analysis of prior work shed some light on this question (see
Section 2.5). As that section illustrates, it is important to examine the
usefulness of the latest tools from the user’s perspective. I set out to examine various purposes for which users initiate search so as to identify the
purposes that still present a challenge. This should answer the question of
whether exploratory search is a prominent purpose and whether users still
ﬁnd it to be challenging.
RQ1 and RQ2 fall under the theme of conceptualizing and understanding information search. By answering these two questions, I identiﬁed the
following three questions, which are oriented towards designing adaptive
information search systems.
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RQ3: How can one predict the dynamic changes in the subjective speciﬁcity of information needs in exploratory search?
As discussed in the previous chapter’s presentation of background, one
of the key challenges in eﬀorts to support exploration is the dynamic nature of the endeavor: both the knowledge and the interests of the user are
subject to constant change. Moreover, whether the results of a query are
informative is highly subjective. What is informative to one user could be
too speciﬁc or less relevant to another. Generally, users initiate exploration
with vague queries using broad search terms, an approach that allows them
to obtain clues for subsequent reformulation of the queries, with speciﬁc
terms [157]. When users try out queries exploratorily, some queries return
results that are overly speciﬁc with regard to the knowledge of the user,
going into far too much detail, while other queries may return excessively
broad results that cover many sub-topics. Over the course of a search session, the user might also gain knowledge of the search domain, whereupon
the information needs and interests may deviate toward a new area. Subjective speciﬁcity refers to speciﬁcity of search results with respect to the
user’s actual information need. This subjective speciﬁcity of the results
diﬀers both between users and internally to an individual user, depending
on intent and accumulated knowledge about the domain. If we were able to
model subjective speciﬁcity from implicit user interaction data, the results
could inform the prediction of dynamic changes in the search process. When
considering RQ3, I investigated the possibility of modeling such subjective
changes in information search in response to simple observable behaviors,
such as result clicks.
RQ4: Can we separate exploratory search from lookup in the course of
searching?
Although there exists a research corpus of ample size on understanding information search behaviors, most of the major IR systems today do
not provide adaptive support for such tasks. One reason is lack of empirical knowledge of how to distinguish between exploratory and lookup
search behaviors in IR systems. The work on the fourth research question
addressed this issue via systematic and rigorous analysis of measurable
information search behaviors, referred to as behavioral indicators. The
behavioral indicators include readily observable user interactions with the
search-engine result pages. They encompass query length, query duration,
scrolling depth, and many more indicators. My objective in response to
RQ4 was to propose an approach to diﬀerentiate between exploratory and
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lookup search activities while the user is still engaged in the search session.
An answer to this question enables deriving implications for the design of
adaptive IR systems.
RQ3 and RQ4 are categorized under the theme of modeling and predicting information search behaviors.
RQ5: How can adaptive support for exploratory and lookup tasks be provided?
Answering the ﬁnal research question involved developing a working
prototype of an adaptive search system that supports both exploratory
and lookup searches. This addresses the observation that most IR systems target only lookup search and present a ranked list of documents in
descending order of the relevance the system judges them to have to the
search query issued, with the aim of optimizing the precision and recall
of the search results. While most of the support thus far proposed for
exploration is focused on special interfaces or visualizations, users prefer
the simple interfaces typically used to support lookup tasks. The work in
response to RQ5 addressed this issue through development of an IR system that dynamically adapts its parameters to the search goal. The model
proposed in response to RQ4 was applied to separate between exploratory
searches and lookup searches.
RQ5 falls under the theme of providing real-time adaptive support for
exploratory and lookup search tasks.
Although the research questions are focused on information search in
general, the research strategy involved implementation primarily in the
academic information search setting. Hence, the claims have been validated
only for academic information search. However, we discuss how the ﬁndings
can be extended beyond academic search.

3.2

Research Strategy and Methods

The thesis has been written to examine information search in exploratory
and lookup search activities, so as to support the design of IR systems that
improve user performance. The aim for this work as a whole is to build a
grounded understanding of information search through modeling of search
behaviors. The models were designed to serve the purpose of developing
an adaptive search system. The set of studies conducted along these lines
indeed led ultimately to this goal, with development of a concrete system.
This section of the chapter provides an overview of the research strategy.
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Experimental research methods allow the researchers to design tasks
by varying conditions in order to investigate a hypothesis [57]. There is
a wide spectrum of experimental research methods available in the ﬁeld
of human–computer interaction, ranging from controlled laboratory-based
user studies to more recently developed unmoderated online assessments. It
is important to analyze the pros and cons of these methods systematically,
for identiﬁcation of the method best suited to validating the hypotheses
chosen in the thesis project. Applying the primary criterion in selection of
a research method involves maximizing three features of the measurements
[111]: 1) their generalizability, by improving the validity of the results
across the population of users; 2) precision, by controlling for the extraneous
factors (factors that are not being studied); and 3) realism, by making
the situation or context within which the study is conducted resemble the
context where the relevant actions naturally occur as closely as possible. As
these features all can interfere with one another, it is important to identify
the features that are most desirable in light of the hypothesis at hand. To
this end, my research involved studies that each had their own focus.
Because the objective in the ﬁrst stage of the research was to gain a thorough understanding of the relevant information search behaviors, the ﬁrst
studies were focused on maximizing the realism. Accordingly, I initiated
this line of research with a set of qualitative case studies for illuminating the
natural information search behaviors. Then, to improve generalizability, I
conducted quantitative surveys. In the second stage, in which I developed
user models, more controlled empirical studies were needed, to identify the
features for the models. At that stage, I focused on increasing the precision by minimizing the eﬀect of external factors. I conducted controlled
laboratory studies for this purpose. Later, to validate the models and the
system proposed, I designed less controlled, more free-form empirical studies. My objective with these was to validate the realism of the models and
proposed system. This group of studies provided insights into search behaviors, supported the designing and validation of user models, and aided
in investigating the proposed system in a realistic setting. At this juncture,
I will oﬀer an overview of these methods. Chapters 4, 5, and 6 provide
more details about each of the three stages.
Mixed-methods case studies were utilized in the initial investigation of
information search behaviors, which answered RQ2. The data sources were
interviews, diary-type logs, and observation of natural search sessions. The
use of interviews was a direct approach to get evidence as to how information search behaviors have evolved over time with the availability of
digital content. The logs and user observations maximized the realism of
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the situation or context within which search is performed [111]. Though
this approach restricted the investigation to a smaller sample, it provided
rich information about the naturalistic information search behaviors.
A Web-based survey was used as a follow-up method to improve the
generalizability of the ﬁndings from the case-study work [111]. It helped
to compensate for the small number of participants in the cases examined
and increaseed the diversity of the group.
Controlled laboratory studies were developed for the later experiments,
to control external factors that could aﬀect information search behaviors.
Discussed in Chapter 2, there are many confounding factors that can lead to
search strategies similar to exploratory search strategies being manifested,
among them task diﬃculty, complexity, and user knowledge. To validate
the models built to predict exploration, one must generate search tasks
similar to exploratory and lookup searches while controlling these external
factors. To this end, I designed laboratory studies that motivated the
participants to perform both exploratory tasks for learning or investigation
activities and lookup tasks that involved ﬁnding targeted documents. The
exploratory tasks designed for these studies were, in general, centered on
learning about a less familiar topic for a given time and then writing an
abstract about what was learned about the assigned topic. Several of the
exploratory tasks also involved answering a set of questions created by
domain experts. Such tasks allowed me to situate the participants in an
exploratory search context even though the motivation for the search was
not natural.
Self-motivated free-form studies with less control had to be created to
enable observing of more naturalistic exploratory search behaviors. For this
purpose, free-form explorations were conducted on topics that the participants were actually interested in learning about. The approach I followed
was similar to the four steps in Borlund et al.’s [27] guidelines for simulating work tasks to evaluate interactive information retrieval systems: formulation of task description based on a personal need or simulated need,
relevance assessment of documents by users and a panel of external reviewers, reformulation by the user with reference to the ﬁrst ﬁndings, and
reformulation with reference to the third ﬁndings. This approach helps
to improve the scientiﬁc rigor of the search tasks. Analogously, for investigation of lookup behaviors, a range of tasks was created on the basis
of the categorization proposed by Marchionini [107] (see Figure 2.1). Selfmotivated free-form studies of this nature improve the realism of the search
context [111]. A panel of external experts assessed the relevance of the user
retrieved documents to the topic of the search task. At the same time users
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also provided their subjective feedback on the ﬁndings. Users had the freedom to reformulate information need (using search queries) as many times
as they require. Since all the studies were conducted in the laboratory, I
was able to improve the precision by controlling for extraneous factors that
were not being studied, such as the inﬂuence of social context and of email
or other messages appearing that could distract a searcher.
In all of the studies, academics predominated in the sample population.
The main reason for this is that exploratory tasks often focus on learning or
investigation activities, which are natural and seen more commonly within
an academic context [165]. All the studies also included gathering of subjective feedback on performance and satisfaction, and all of them made use
of performance assessments by external domain experts. Together, this set
of studies allowed me to validate my hypotheses.
Table 3.1 provides an overview of the links between the themes, research
questions, and component publications of the thesis.
The ﬁrst research question (RQ1) is addressed in Chapter 4, which
analyzes the potential of an existing adaptive interaction framework.
Publications I, VI, and VII fall under the ﬁrst theme: conceptualizing
and understanding information search. Publication I lays the groundwork
for this research. It identiﬁes several possible purposes of search and the
state-of-the-art tools and methods applied for achieving these purposes.
Publications VI and VII report on studies that compare the state of the
art in exploratory search systems with a novel search system that provides
an interactive visualization of the information space. The studies indicated
that there is still room for improvement in user performance in exploration.
These two publications answer the second research question (RQ2): does
the information-seeker still need more support for exploration, even with
existing tools and techniques?
Publication II and III address the second theme: modeling and predicting information search behaviors. In Publication II, a model for predicting
the subjective speciﬁcity of search results in exploratory search is built in
an attempt to answer the third research question (RQ3), on how one can
predict the dynamic changes in the subjective speciﬁcity of information
needs during exploratory search.
Publication III explores user behavior in both exploratory and lookup
tasks to the end of building a classiﬁer to distinguish these two types of
search tasks. It thereby addresses the fourth research question (RQ4): can
we distinguish exploratory search from lookup in the course of searching?
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Table 3.1: Overview of the research themes, the research questions falling
under each of them, and the component publications most directly addressing each research question.
Themes

Research
questions

Publications

Conceptualizing and understanding
information search

RQ1
RQ2

This thesis
as a whole
I, VI, VII

RQ3

II

RQ4

III

RQ5

IV, V

Modeling and predicting information search behaviors
Providing real-time adaptive support for exploratory and lookup
search tasks

Publications IV and V focus on the third theme: providing real-time
adaptive support for exploratory and lookup search tasks. These publications deal with building of an adaptive IR system that predicts the search
goal from user interactions, then dynamically changes the parameters used
by the underlying IR algorithm. The target with these two papers was to
provide real-time support for both exploratory and lookup tasks without
altering the list-based interface familiar to users. These publications jointly
address the ﬁfth research question (RQ5).
The component publications together form a path to building information search systems that provide better support for both exploratory and
lookup tasks.

Chapter 4
Formulating Information Search as
Adaptive Interaction
This chapter presents a theoretical basis for formulation of information
search strategies. It begins with an explanation of how exploratory and
lookup search behaviors emerge from strategies aimed at maximizing utility
in a given ecology with information processing bounds. This explanation
is based on the existing framework of interaction strategies that I refer to
herein as the AIF [123].
After providing an introduction to rational analysis and how the AIF
has been developed on the basis of rational analysis, I oﬀer a theoretical
explanation of the search strategies that emerge in exploratory and lookup
search activities, with reference to that framework. The chapter concludes
with validation of the ﬁrst two claims made in the thesis: 1) search strategies emerge as an adaptation to ecology, mechanism, and utility, in line with
the AIF, and 2) the AIF explains why exploratory search is challenging.

4.1

Rational Analysis and the Adaptive Interaction Framework

Rational analysis is a theoretical concept in cognitive science that was introduced by Anderson to explain the function and purpose of cognitive
processes [5]. It can be deﬁned as an empirical method of explaining how
and why a human cognitive system adapts. Based on the logic that humans
optimize their behaviors to maximize the gains, it has been commonly applied to reasoning surrounding human behavior [38, 119]. As a higher-level
concept, it has motivated two classes of model in the realm of information
search: information foraging theory and economic models of search [17,124].
41

42 4 Formulating Information Search as Adaptive Interaction
)DFWRUVDIIHFWLQJUDWLRQDOEHKDYLRU
6WHS

6WHS

6WHS

*RDO
*RDO

(QYLURQPHQW
QPHQW

&RPSXWDWLRQDOOLPLWV
&RPSXWDWLRQDOOLPLWV

VSHFLILFDWLRQ

PRGHOLQJ

DVVXPSWLRQV

6WHS
6WHS

2SWLPL]DWLRQ

,WHUDWLRQ
,W
W

EHKDYLRUIXQFWLRQ

UHILQHPHQWRIWKHPRGHO
6WHS

(PSLULFDOYDOLGDWLRQ
ZLWKUHDOGDWD

Figure 4.1: The main steps in the process of rational analysis. The ﬁrst
three involve specifying the three factors that aﬀect rational behavior: goal,
environment, and computational limits. In the fourth step, the optimal behavioral function optimization is derived. The ﬁfth step is to validate the
optimal function with real-world data, in what is referred to as empirical validation. Iteration through the process continues until the empirical
validation conﬁrms a good ﬁt.

Rational analysis is performed as an iterative process [38]. Figure 4.1
shows the key steps in this process. It begins with the speciﬁcation of three
factors that aﬀect the behavior: goal, environment, and computational
limitations. In the ﬁrst step in rational analysis, one speciﬁes the goals
that are being pursued with the cognitive system. Then, one builds a
formal model of the environment wherein the system is operating. In the
third step, assumptions are made about the computational limitations of
the cognitive system. From these three factors one can derive the optimal
behavioral function. Next, one empirically validates the optimal behavioral
function with real data. To improve the accuracy of the behavioral function,
the researcher needs to iterate through this process until the diﬀerence
between the real-world data and the model’s predictions is minimal.
Although in rational analysis the human is expected to select the optimal behavior, this is not what occurs in reality. Bounded rationality
provides an explanation for this behavior: according to the principle of
bounded rationality, humans make a compromise between the cognitive
limitations and optimal behavior. Herbert Simon has explained the notion
of bounded rationality thus: “rational behavior is shaped by scissors whose
two blades are the structure of task environments and the computational
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capabilities of the actor” [138]. Human bounded rationality applies several
mechanisms to deal with real-life complexity. Heuristic search is one scenario wherein there is a large space of possibilities to be explored [138]. If
the task domain is poorly structured or of an unknown structure, we tend
to settle for a solution that satisﬁes our expectations based on past experience. In this view, humans act as “satisﬁcers,” looking for a satisfactory
solution rather than an optimal one [2].
The AIF extends bounded rationality analysis to the ﬁeld of human–
computer interaction [123]. It provides a logical explanation as to why
users end up applying multiple strategies to interact with the same technology. One advantage of the AIF is that we do not need to make any
assumptions about how users perform tasks. Rather, we can specify the
interaction strategies as a machine-learning problem wherein the strategies
emerge from the optimal policy [142].
The AIF possesses advantages over other quantitative models of information search behaviors. Information foraging theory [124] and economicsbased models of search [17] are two other useful classes of model created
in strivings to predict and explain the adaptive nature of human interaction with information. As already discussed in Chapter 2, both IFT and
the economically based models mathematically quantify the actions available to the user in order to predict which actions the user would choose in
order to maximize the rate at which the relevant information is acquired
(see Section 2.4). However, both of these theories are concerned only about
maximization of the rate of gain, whereas the user might ﬁnd value in other
factors. For example, there may be a user who has a daily routine of browsing the Web while commuting to work. Such a user is engaging in search
for leisure rather than competing against time to maximize the information gain. The AIF also takes into account factors such as the cognitive
and perceptual constraints and the user experience with the environment.
Another beneﬁt of the AIF is that it does not make any assumptions about
the user. Therefore, I consider the AIF to be the most suitable framework
for approaching the modeling of information search behaviors.

4.1.1

How the AIF Works

To understand how the AIF works, let us consider the example of searching
for someone’s contact number by using a cellular phone’s contact list. A
strategy consists of a sequence of interactions a user performs with the elements of the interface. For a given scenario, there could be many possible
strategies in pursuit of the same goal. For instance, one way of approaching
this task is to open the contact list and linearly scan it. Another strategy

44 4 Formulating Information Search as Adaptive Interaction

Figure 4.2: Elements of the adaptive interaction framework. The ﬁgure is
taken from earlier work [123].

is typing the name of the person in a search of the contact list. In a third
possible strategy, the user could open the phone’s call-history log and scan
through that. All of the possible strategies collectively form the strategy
space of the user. The user’s goal, knowledge of the environment, and computational limits determine what is the optimal strategy from within the
strategy space. If the user is looking for a frequently contacted person,
opening the phone’s call log would be a good strategy. However, if the
contact list is very short and organized alphabetically, scanning the list,
including skipping to the relevant part of the alphabet, would be faster.
These are some of the seemingly mundane strategies that a user could
consider from the given strategy space. The rational user picks the most
suitable strategy implicitly and quickly. The chosen strategy greatly affects the user’s performance and satisfaction. With the AIF, it is possible
to identify all the available strategies or the strategy space and also the
optimal strategy that the user is likely to choose.
The main building blocks of the AIF are depicted in Figure 4.2. It
shows that the interaction strategies positioned in the middle of the triangle are constrained by three factors, indicated in the three corners of the
triangle: utility, ecology, and mechanism. These three factors lead us to
quantiﬁable deﬁnitions of goal, environment, and computational limits in
rational analysis.
Utility is an extension of the goal element in rational analysis and specifically refers to what the user ﬁnds value in. It is related to the utility
maximization theory in microeconomics, wherein the goal is held to be
maximization of the gain for the given budget (amount of money). In the
example of searching the phone’s contact list, the goal is to ﬁnd the contact
number of a speciﬁc person. If the user values time, the utility value lies in
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completing this task as rapidly as possible, or minimizing the time. If the
time cost is too high, the user might consider the action to be of negative
utility and hence try to avoid it.
Ecology pertains to the statistical structure of the environment as experienced by an individual. It involves both the immediate local task environment and the environment that the user has become familiar with over the
course of a lifetime. For example, if the user knows from experience that
the contact list is alphabetically ordered by last name and the person being
looked for has a last name that starts with “a,” the top of the contact list is
the natural place to start the search. It is important to note that ecology is
considered in relation to user experience or knowledge of the environment,
rather than the true structure of the environment. Although the actual
structure of the environment remains the same for all users, independently
of the task (unless the system is adaptive), the ecology depends on the user,
not just the task.
Mechanism here refers to human capabilities. It includes cognitive and
perceptual limits in the human information processing system, such as the
capacity and duration of human working memory and the latencies in motor movements. In our example case, parafoveal acuity and the time that
it takes to ﬁxate on an item, move the eyes, and read the name of a contact
are some of the constraints. According to the AIF, the strategy space can
be determined from the three components. The optimal strategy is the
behavioral policy that yields the best gain in light of these: the ecology,
utility, and mechanism. With the aid of the AIF and the principle of rationality, we can predict the optimal strategy or the policy that a rational user
would select, which usually determines the sequence of actions performed
when the user interacts with a technology.
In summary, the AIF can be used to model how the user interacts with
a system by specifying the utility, ecology, and mechanism factors. One can
determine the strategy space and the optimal strategy by solving a machinelearning problem. In Chapter 5, I will discuss how I trained an ML model
to predict the optimal strategy in an exploratory search scenario using the
AIF. One of the important contributions of the AIF is that it explains why
users follow diﬀerent strategies to interact with the same technology.

4.2

Lookup Search as Adaptive Interaction

The adaptive nature of humans in an information search process can be explained with the AIF. In this section, I explain the emergence of common
lookup search strategies as adaptive interaction by considering the seem-
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ingly mundane lookup search task of answering fact-related queries such as
“what is the predicted dollar-to-euro exchange rate?” Figure 4.3 illustrates
this scenario as adaptive interaction.
In the latter scenario, utility is subjective and depends on what the
information-seeker ﬁnds value in. It might be ﬁnding the most accurate
answer or completing the task as soon as possible. If we consider a user
who is involved in trading currency, accuracy of the answer might be the
most important objective, but if the user is only interested in ﬁnding an
approximate answer, then reasonably accurate information ﬁndable within
the shortest time might be what is desired. With lookup tasks, in general,
success in the task is measured in terms of task completion time [14]. Accordingly, Figure 4.3 represents utility as ﬁnding a reasonable answer as
quickly as possible: minimizing the task completion time.
In this scenario, the ecology element is the user’s familiarity with the
statistical distribution of relevant answers on the search engine’s results
page. On account of his or her experience, the user may well expect the
results to be ranked in descending order of relevance to the query issued. In
Figure 4.3, I illustrate the ecology distribution as a graph of user-perceived
relevance of the documents plotted against document rank on the SERP.
The mechanism could be inﬂuenced by the time it takes the user to read
and comprehend each item in the set of search results. The structure of the
SERP too could aﬀect the mechanism. For example, if the user can see the
answer on the very ﬁrst SERP, it may take less time to process the result
items. On the other hand, if the user has to scroll through the SERP to
ﬁnd the answers, the time cost is greater. A few examples of factors that
contribute to the mechanism are given in the ﬁgure.
We could predict possible strategies on the basis of AIF. There are
several actions involved in a strategy, such as formulating a search query,
scanning a result snippet, following a link, reading a document, judging
document relevance, and terminating the search session, as indicated in
Figure 4.3. The user executes these actions with diﬀerent probabilities; the
likelihood of a transition between any two of the actions is referred to as the
transition probability. The AIF aids in ﬁnding these probabilities by solving
a reinforcement learning (RL) problem. In RL, a software agent is trained
to perform actions in an environment so as to maximize the reward gained
from each action (Subsection 5.3.1 provides a more detailed description of
reinforcement learning) [142]. Thus we can predict the strategy space and
provide a logical explanation addressing why a rational user would favor
one particular strategy in preference to all other possible strategies.
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Figure 4.3: Lookup search as adaptive interaction. The ecology shows
that, operating from past experience, the user expects the results to be
perfectly ranked by relevance. A hypothetical ecology function is graphically represented in the ﬁgure. Utility is a function of time. Some cognitive
and perceptual constraints included in the mechanism are represented in
here. The strategy space is represented as a sequence of actions, where p
denotes the transition probabilities for changing between actions. This representation of the strategy space is one possible approach to understanding
strategy (adapted from the work of [19]).
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4.3

Exploratory Search as Adaptive Interaction

There are various distinct characteristics of user interaction strategies in
exploratory search, which were listed in Table 2.1. The AIF allows interpretation of these strategies as an adaptation to ecology, utility, and
mechanism that is speciﬁc to exploration. Figure 4.4 depicts exploratory
search as adaptation with respect to the AIF. For this analysis, let us consider a scenario wherein the user is trying to learn about a less familiar
search topic.
In an exploratory search, the ecology can be expressed as the perceived
relevance of the results. The user’s familiarity with the information space
in exploratory tasks is low [156], so the user has poor knowledge of the
statistical distribution of relevant results. Other factors that contribute
to the ecology are uncertainty surrounding the search queries made and
diversity of search goals. If the search query does not articulate the actual
information need, there is a mismatch between the IR-system-interpreted
relevance and user expectations. When there are multiple search goals, the
user is likely to ﬁnd many results relevant. For these reasons, the statistical
structure of the environment as experienced by the user would follow a less
predictable pattern, with many peaks, as depicted in Figure 4.4. The ﬁgure
presents the distribution of the user-perceived relevance of the search results
by result rank. As the ﬁgure indicates, this distribution is less predictable.
Utility depends on the user’s interpretation of value. As discussed in
the background chapter, with exploratory tasks, the search goal is imprecise and open-ended. Also, the information needs are complex and involve
answering “why,” “what,” and “how” questions [139] for the purpose of
learning or investigation [107]. For such tasks, there is no single relevant
document as in lookup tasks; rather, many documents are relevant, and
these diﬀer in their levels of relevance. To cope with such complex information needs in exploration, users seek documents that provide high
information content [124]. In exploratory search, utility can be expressed
in terms of the expected information gain.
The mechanism would involve document-reading and comprehension
time—the time needed for understanding the content. In comparison to
lookup tasks, reading and comprehension times are highly signiﬁcant in
exploratory tasks, because the user needs more time to understand and
assess the relevance of a document when performing searches in an unfamiliar domain [157]. Existing knowledge of the search domain and experience with the IR system would be expected to inﬂuence query formulation
skills. Factors related to the user’s memory also have an impact on ability
to recognize relevant documents, since exploratory searches are sometimes
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Figure 4.4: Exploratory search as adaptive interaction. The user-perceived
relevance is less predictable—indicated by an ecology function with several
peaks. Utility can be expressed as a function of information gain. In addition to reading, ﬁxation, and saccade times in lookup tasks, the mechanism
in exploratory tasks can be inﬂuenced by comprehension time and memory. They contribute to the three commonly observed characteristics of
exploratory search strategies: greater duration, unpredictable search path,
and more extensive collaboration.
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conducted over a long span of time [157]. For example, a user with a good
memory may remember relevant keywords discovered in previous sessions,
while another user would need more time and assistance before recognizing a previously encountered keyword. All of these factors contribute to
the information processing time in exploratory searches, as is indicated in
Figure 4.4. Upon consideration of these factors, it is possible to derive the
ﬁrst claim.

4.3.1

Claim 1

Claim 1 states that exploratory search strategies emerging in adaptation
to AIF. Ecology, utility, and mechanism together explain the three wellknown characteristics of exploratory search strategies: longer duration, unpredictable search path, and more extensive collaboration, as indicated in
Figure 4.4.
Duration: Exploratory tasks extend across multiple query iterations
and sometime continue over numerous search sessions [157]. Lookup searches,
which follow a “query and response” retrieval paradigm, take much less
time to complete than exploratory searches do [139,163]. This phenomenon
could be explained in terms of the diﬀerences in utility, ecology, and mechanism between exploratory and lookup tasks.
As ﬁgures 4.3 and 4.4 indicate, the ecology is less predictable in cases
of exploratory tasks. This implies that the user has to devote more time
to understanding the information space. The utility in exploration lies
in ﬁnding documents that entail high information gain [125], rather than
in completing the search task as soon as possible, as in lookup searches.
With this utility framing, there is less time pressure, and those who embark
on exploration generally have a larger time budget allocated for it [157].
In addition to the reading, ﬁxation, and saccade times involved in the
mechanism, which are common to all searches, exploratory searches feature
a signiﬁcant impact from additional factors, such as comprehension time
and memory. These factors result in more time being used for processing of
search results. If the user is a novice to the search domain, comprehending,
reading, and truly understanding the documents requires more time [29].
Once users identify new keywords in the domain, typically they reformulate
the queries with the newly recognized terminology [157]. In this connection,
the user’s memory has a considerable inﬂuence—if the user remembers
newly encountered keywords, there is a higher probability of formulation a
more precise query.
Search path: As was discussed in Chapter 2, exploratory searches display no clearly identiﬁable search path that leads to the desired results.
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Figure 4.5: Search path and how users travel in the information space in
lookup versus exploratory search tasks. The ﬁgure is adopted from [157].
The ﬁgure is related to the peaks in the ecology function indicated in ﬁgures
4.4 and 4.3. Many peaks in the ecology of exploratory searches correspond
to the user having many patches of relevant information, indicated in the
ﬁgure by many result sets with many relevant items. In lookup tasks, there
will be only one or two relevant items.

Some literature refers to this phenomenon as high objective complexity [32].
Users traverse a much larger area of the information space and discover
many relevant results (as indicated by the numerous peaks in the ecology in
Figure 4.4). With lookup tasks, the search process is more straightforward
and involves only a few iterations, which cover only the relevant area of the
information space, in what is referred to as an iterative query-reﬁnement
strategy [22]. In typical lookup searches, there is a single highly relevant
document with which the user terminates the search session. Figure 4.5
illustrates the search paths in the two main categories of tasks.
One key contributor to these diﬀerences in search paths between the
two categories of tasks is the lack of user familiarity with the statistical
structure of the information space, ecology, in exploratory tasks. Many
documents exist, with varying degrees of relevance, so the user is uncertain
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about the way to approach accessing them. This leads to formulation of
vague search queries that cover a broad swath of the information space
and iterative reformulation of queries for examination of other parts of
the space. The process is also referred to as sensemaking [40]. Another
factor that motivates this behavior is the less constrained time budget for
exploratory tasks—the view of utility. Unlike in lookup tasks, wherein the
utility lies in ﬁnding the most relevant answer as swiftly as possible or
minimizing the task completion time [14], in exploration the user attempts
to get an understanding of the search domain as a ﬁrst step, so as to be
able to judge the relevance of the results accurately. Exploration is a highly
dynamic process wherein uncertainty decreases over time and the scope of
the information space is narrowed to more speciﬁc areas. In the end, the
ecology distribution or user understanding of the distribution of the search
space starts to follow a more predictable pattern, as shown in Figure 4.3,
rather than a random distribution as shown in Figure 4.4. We could expect
the search path in exploratory tasks to take on a pattern similar to that in
lookup searches when this occurs [122].
Collaboration: Exploratory searches feature a high probability of collaboration with other people [157]. Some of those people may be involved in
setting the goals that prompt the exploration. For example, in the academic
context, a professor might advise a student to conduct a literature review
on a given topic. In this scenario, the professor is interested in the outcome
of the search task. One example outside the academic context would be
a group of friends who are planning a holiday together. These people are
involved in pursuit of a common goal. Another reason to involve multiple
people in exploration is to obtain help when the task becomes challenging.
The ﬁrst two reasons are inherent characteristics of exploratory search, but
the latter can be explained with the AIF.
If the user is uncertain about the distribution of relevant results and
less familiar with the search topic—and hence less able to formulate queries
iteratively for investigation of various areas of the information space—then
he or she might well end up seeking help from domain experts. The time
it takes to come to the decision about consulting a domain expert or collaboration depends on the utility and may equate to when the expected
information gain is not reached within the allocated time. The mechanism
too could contribute to this phenomenon. For example, if there is a user
who needs more time to comprehend the information, consulting a domain
expert might enable that user to perform more swiftly. If we consider the
patch model in rational analysis, an information-seeker would decide to
quit using a search engine and move on to a diﬀerent information patch
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when the rate of information gain becomes less than the average information gain [125]. In exploratory information search, this new patch could be
another person.
In conclusion, the main characteristics of the search process presented
in Table 2.1 that distinguish exploratory search from lookup (duration,
search path, and collaboration) can be logically explained via the AIF, as
strategies that emerge as an adaptation to ecology, utility, and mechanism.

4.3.2

Claim 2

Claim 2 states that the AIF explains why exploratory search is challenging. Exploratory tasks are usually considered to be open-ended, abstract,
and poorly deﬁned [107, 157]. As is indicated in Figure 4.4, these factors
contribute to unpredictable ecology, utility oriented toward maximizing information gain in a less constrained time, and a mechanism entailing issues
of comprehension speed in addition to other human information processing
capacities. Consideration of these factors led to RQ2: do informationseekers still need more support for exploration, even with existing tools and
techniques? An empirical study to investigate how users perform search
and to identify whether exploratory search is indeed challenging (as the
AIF indicates) was clearly warranted. At the same time, empirical investigation was necessary for answering RQ2. I conducted the study reported
upon in Publication I to investigate these aspects [7]. In addition to that
study, two further studies led to similar ﬁndings and the same conclusion.
Here, I focus primarily on the study for Publication I because its main
purpose was to answer RQ2. I brieﬂy explain the ﬁndings from the other
two studies to provide further evidence, which has been reported upon in
Publication VI [133] and Publication VII [64].
Study for Publication I: An investigation of information search
behavior
The study reported on in Publication I [7] investigated the information
search behaviors linked to various search goals to verify that exploratory
search is the most challenging search task, a conclusion pointed to by the
exploratory search behavior analysis performed with the AIF. This was a
two-phase study with the ﬁrst phase involving in-depth qualitative casestudy work with mixed data collection methods: interviews, user observation, and diary-type logs. A mixed-methods study was necessary for
obtaining thorough understanding of current search practices. The second
phase involved a survey that corroborated the ﬁndings from the ﬁrst phase.
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Table 4.1: Literature search purposes (extracted from the case studies) and
their frequency of occurrence (mean (m) and standard deviation (SD)) and
subjective diﬃculty as rated by survey respondents (on a seven-point Likert
scale). The statistical signiﬁcance of frequency and diﬃculty ratings in
comparison between the search purposes were tested via the Friedman test
and follow-up pairwise comparisons with the Wilcoxon test. Those search
purposes that occur most frequently are marked with three stars (∗ ∗ ∗),
purposes in the second most frequent band are denoted by two stars (∗∗),
and the least frequent purposes are marked with one star(∗). The search
purpose associated with the greatest diﬃculty is shown in boldface.
Search purpose

Frequency

Diﬃculty

∗∗∗ Staying

m = 5.86,
SD = 1.09
m = 4.82,
SD = 1.49
m = 5.07,
SD = 1.60
m = 4.37,
SD = 2.00
m = 3.65,
SD = 1.92
m = 3.56,
SD = 1.94

m = 3.05,
SD = 1.51
m = 4.04,
SD = 1.72
m = 2.26,
SD = 1.27
m = 3.17,
SD = 1.31
m = 3.20,
SD = 1.07
m = 3.20,
SD = 1.32

up to date with research

∗∗

Exploring unfamiliar topics

∗∗

Collaborating

∗∗

Reviewing literature

∗

Preparing lectures

∗

Recommending material
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Academics active in the computer science domain were selected for this
investigation, because exploratory search is most common among academics
and because scientists are the heaviest users of electronic literature [75],
with computer scientists being known to be early adopters of the latest
search technologies [143]. Since one’s academic experience has a profound
inﬂuence on information-seeking behavior [117], individuals with three distinct levels of experience were selected to participate: Ph.D. (with at least
one year of research experience and with one or more publications), postdoctoral (with at least ﬁve years of research experience and with one or
more publications, as the lead author), and senior researcher (with at least
seven years of research experience and currently leading a group or supervising more than one student). Two representative researchers at each
academic level were recruited for study, for six participants in all.
The ﬁrst phase of the case studies involved interviews that were aimed
at ﬁnding answers to three key questions: 1) what are the main purposes of scientiﬁc information-seeking, 2) what search methods and tools
do information-seekers use, and 3) what factors inﬂuence the search strategies? Participants ﬁrst recalled all their reasons for searching for scientiﬁc
information. Then, they positioned themselves with respect to their most
recent search activity and walked through all the steps they followed, including the purpose that motivated the search activity, the entry point
of the search, the tools used, how they navigated through the results, and
factors that inﬂuenced the search process. This was a semi-structured interview. Participants also informed us about other methods that they follow
to ﬁnd information and how various individual purposes aﬀect their search
strategy, the search tools and methods used (in the past and at the time
of the study), and how their search practices evolved over time. All the
interviews were voice-recorded and transcribed before analysis.
The second phase of the case studies involved user observation. After
the interviews, the participants were instructed to inform us when they
were searching for scientiﬁc information for a real purpose. We then visited their workstations and unobtrusively video-recorded the search session.
The participants thought aloud while performing each step. This allowed
us to understand the reasons behind the steps they took.
The third phase involved longitudinal diary-based studies with the same
participants. The main content elicited with the diary logs was 1) the purpose of the search, 2) the steps followed and tools used in the search process,
and 3) user satisfaction with the ﬁndings. Participants were instructed to
make entries at the end of every scientiﬁc search activity. Diary entries
were collected for three weeks from the date of the interview.
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A survey-style questionnaire was constructed after analysis of the casestudy data. The case studies indicated six purposes behind academic
searches. The questionnaire comprised one section per search purpose,
and each section presented questions about the frequency and diﬃculty of
searching for information for that purpose and on the importance of various navigation and sorting methods and tools commonly applied for that
purpose. There were also sections about collaboration and collecting background information. For all the questions that involved ratings, we provided
a seven-point Likert scale (with 1 being the lowest rating and 7 the highest). The survey respondents were those in the computer science discipline
who were writing their master’s thesis, conducting Ph.D. research, involved
in post-doctoral research, or working as senior researchers. In total, 76 survey responses were received. The breakdown is as follows: 10% (8) from
master’s students, 50% (38) from Ph.D researchers, 24% (18) from postdoctoral researchers, and 16% (12) from senior researchers. Respondents
came from 11 individual countries. and 42% of them were female.

Findings from the investigation of information search behavior
As mentioned above, the case studies identiﬁed six common purposes for
initiating literature search. Table 4.1 provides a list of these purposes, along
with their frequency of occurrence and their diﬃculty according to the survey responses. Exploring unfamiliar topics was reported to be the most difﬁcult and the second most frequently occurring search purpose. According
to the correlation analysis, there is a signiﬁcant positive correlation between
the frequency of exploring unfamiliar topics and its diﬃculty. This indicates that even with more practice, researchers still ﬁnd exploratory search
to be challenging. Also, there is a signiﬁcant negative correlation between
how well-established the literature is and diﬃculty in exploring unfamiliar
topics. This indicates that researchers dealing with less well-established
research areas ﬁnd it even more diﬃcult to explore unfamiliar topics. From
these results we can conclude that exploring unfamiliar research areas is the
search purpose that involves the most diﬃculty. Even with the invention of
various tools to support exploration, users still ﬁnd it to be a challenging
exercise. Finally, this study empirically validates the claim I made on the
basis of the AIF analysis with regard to the complex nature of exploratory
search strategies.
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Additional studies
Publication VI [133] and Publication VII [64] report on two additional
studies, wherein users’ performance of exploratory tasks with one of the
most popular search engines for scientiﬁc exploration (Google Scholar) was
compared with a system specially designed to support exploration (SciNet).
SciNet builds a model of the keywords extracted from documents to
represent the search intentions of the user, then presents this model to the
user. The visualization is interactive, meaning that the user can provide
feedback and correct the system-predicted model. SciNet is designed to
retrieve documents that are more relevant for exploratory search needs.
The primary objective for the studies was to investigate whether user
performance in exploration can be improved via provision of special visualization support. These studies shed light on the issues raised in RQ2
by indicating whether there is still room to improve user performance in
state-of-the-art search systems.
Two user studies, conducted to compare SciNet with two baselines, examined the retrieval performance (i.e., the quality of the results returned by
the system in response to user interactions). The baseline system used in
the ﬁrst study was a within-system baseline setting in which users were only
able to enter queries for SciNet, without beneﬁting from user modeling or
interactive visualization—we refer to this condition as “simple SciNet.” The
second user study compared the quality of the user-retrieved information
from SciNet with Google Scholar (the baseline system). In both studies,
the users were placed in an exploratory search scenario with a task-based
setting [78]. They were provided with a scenario describing information
needs and asked to use the systems to obtain relevant information. Both
studies were conducted in the laboratory in controlled settings, to restrict
confounding factors such as social context and infrastructure (monitor size
and computer speed) from interfering with the search session. User performance in the search sessions was judged via blinded assessment (i.e.,
the evaluators had no knowledge about the system used or the user) by
expert researchers in the domain of the search topics. All documents that
the participants retrieved during the studies were pooled, and the experts
assessed them with respect to three properties: 1) relevance, whether the
document is relevant or irrelevant to the search topic; 2) novelty, whether
the document is related to a speciﬁc aspect of the topic rather than very
well-known aspects; and 3) obviousness, whether the document is a very
well-known article in the domain. These measurements were chosen because
they have been concluded to be useful for evaluation of user performance
in exploratory searches [43].
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Findings from the additional studies
Considering the results of the ﬁrst study, in which SciNet was compared
to simple SciNet, we can suggest that the interactive visualization support
in SciNet has a positive inﬂuence on the relevance and novelty of the retrieved documents. The experts’ ratings indicate a statistically signiﬁcant
diﬀerence for precision, recall, and F -values between SciNet and simple
SciNet with respect to relevance and novelty of the documents retrieved.
No signiﬁcant diﬀerence in obviousness ratings was found between documents retrieved from SciNet and from simple SciNet. These results provide
evidence that search systems without added support for exploratory search
are no longer suﬃcient to improve user performance of tasks of the type
considered in the study.
In the second study, wherein SciNet was compared to Google Scholar,
users were found to have retrieved signiﬁcantly more relevant and novel
documents with SciNet. This suggests that additional support could lead
to improvements in users’ performance of exploratory search tasks and that
the popular existing tools need to be improved. There was no signiﬁcant
diﬀerence between the two systems with respect to obviousness ratings.
In conclusion, both studies shed light on the importance of providing additional support for exploratory search tasks. It was shown to be important
to conduct further investigation of information searches, so as to identify
techniques that can support exploratory and lookup searches equally well.

4.4

Discussion

In this chapter, I have introduced the AIF and explained the exploratory
and lookup search strategies as an adaptation to ecology, utility, and mechanism in line with that framework, showing that the AIF provides a logical explanation for exploratory search behaviors and the complexity of
exploratory search strategies. However, more eﬀort is needed before we
can understand how to diﬀerentiate between exploratory and lookup tasks,
since the AIF does not point directly to an actual technique that enables
the classiﬁcation of tasks on the basis of search strategies. For the design of adaptive search systems, it is important to ﬁnd features by means
of which these two tasks can be distinguished. Another important element
that demands further investigation is the dynamic nature of the exploratory
search process. On account of the highly dynamic nature of exploratory
tasks, utility and mechanism are subject to change. For example, at the
outset in exploratory search, the user might be interested only in getting an
overview of a topic, so the utility would lie in covering breadth for the topic

4.4 Discussion

59

rather than examining it in depth. Eventually the user might be interested
in more in-depth information, however. In a similar vein, as the user gains
more knowledge, reading speed and ability to recognize key terms should
improve. This development aﬀects the mechanism. The AIF needs to be
populated with additional information on utility and mechanism adaptation functions before it can predict the evolving strategies in exploratory
tasks. Furthermore, the framework as it stands does not explain how user
satisfaction and overall performance of a task are aﬀected by changes to
ecology. For these reasons, the AIF on its own cannot be used to predict
search strategies for all of the behavioral changes identiﬁed. Therefore,
in addition to implementing the AIF, I have derived two other models to
predict 1) how utility and mechanism evolve in exploratory search and 2)
how one can separate between exploratory and lookup searches. Details of
these are discussed in the next chapter. Also, I empirically veriﬁed that
dynamic improvements made to the ecology enhance user performance and
satisfaction, by developing an adaptive search system (Chapter 6).
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Chapter 5
Modeling and Predicting
Information Search
This chapter presents three attempts to build predictive models of information search behaviors. The ﬁrst model was developed for predicting one
of the dynamic parameters in exploration—subjective speciﬁcity of search
results—from implicit user behaviors. The second model is a classiﬁer that
separates exploratory search behaviors from lookup behaviors while the
user is still engaged in the search activity. Furthermore, I present the theoretical reasoning behind these two models in terms of the AIF. The third
model involves computation of the optimal strategies in exploratory search
(as discussed in Chapter 4). This is conceived of as a reinforcement learning
problem in the AIF context and discussed accordingly.

5.1

Prediction of Dynamic Changes in Exploratory
Search

We have discussed the dynamic nature of the exploratory type of search as
one of the reasons for which it is considered diﬃcult (see Section 2.2). We
consider this problem more fully here. Since the user’s knowledge, information needs, and search goals are subject to constant change throughout the
search process, there are several layers to the issue of IR systems delivering
results that satisfy the needs.
The objective for the second study was to build a formal model that predicts whether the search results are going to match the actual information
need of the user from observable user interactions with SERPs. Moreover,
it tackled the issue that whether the results for a query satisfy the user is
highly subjective. This study answered the third research question (RQ3),
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which led towards my third claim: the AIF can be used to model and explain
how users adapt to search results that are either overly broad or excessively
narrow in relation to their expectations.
The process of exploratory search begins when a user has an interest in ﬁnding information on a topic of which he or she has little or no
knowledge [157]. Typically, the user starts with vague queries and broad
search terms. This allows obtaining cues about new keywords and repetitively reformulating queries with speciﬁc terms. Formulating good queries
is challenging. When the user tries out various queries to get some idea
about the topic, some queries might return documents that are overly speciﬁc, while other queries may lead to documents that are too broad to meet
expectations. The objective with the study discussed here was to predict
whether the search results would be too speciﬁc or too broad, relative to
the actual information needs of the user.
In the study, the speciﬁcity of search results was modeled relative to the
user’s information need, which was referred to as subjective result speciﬁcity, or, for conciseness, “subjective speciﬁcity.” The key objective was to
envision IR systems that automatically detect the subjective speciﬁcity of
a result so that they can eﬀectively support the user’s exploratory search.
In particular, as the subjective speciﬁcity dictates, users will beneﬁt from
diﬀerent types of support. For example, if the results are too broad, visualizations of the information space and guided tours should help the user
to understand the new domain [64, 71]. If the results are instead too narrow, users might prefer introductory material explaining the new concepts,
such as Wikipedia articles, or literature reviews [7]. Detection of subjective speciﬁcity should help IR systems support exploratory search through
other techniques also, among them result clustering, keyword suggestion,
and query expansion to determine whether the result set generated is too
broad or narrow for the user.
I formalized a model that allows an IR system to infer subjective speciﬁcity from readily observable aspects of user behavior. That is, the model
relies only on implicit click data and does not require any additional sensors, such as eye trackers [44]. Furthermore, the model is sensitive, in a
predictable manner, to moderating factors such as prior search experience
and in-session learning.
This section of the chapter provides an overview of the aforementioned
model and the work carried out to evaluate that model. A rational explanation of why the model works, with the AIF as its underpinnings, is also
provided. This model and the study are addressed in Publication II [11].

5.1 Prediction of Dynamic Changes in Exploratory Search

5.1.1

63

An Overview of the Model

No. of articles clicked

The goal with the ﬁrst model is to predict the eﬀect of subjective speciﬁcity
on exploratory information-seeking in which the user examines multiple
search-engine result pages. The aim is to capture the iterative and evolving
nature of search; that is, as the user explores a new domain, the search
results become narrower and user knowledge expands.
gbroad(n)
gu(n)
gnarrow(n)

No. of articles seen

Figure 5.1: Hypothetical example of information gain as a function of the
number of articles seen and that clicked on for exploration in more detail (“Seen–Clicked”). gu (n) is the user-speciﬁc eﬀective information gain
function. The model predicts that the gradient of this Seen–Clicked curve
increases (e.g., gbroad (n)) when the results become more broad and that it
decreases (e.g., gnarrow (n)) when the results become more speciﬁc than the
current information need of the user would indicate. The ﬁgure is adapted
from Publication II [11].
The model captures how information gain [124] in exploration behavior
is aﬀected by the subjective speciﬁcity. Here, information gain is deﬁned as
the number of search results that a user clicks, expressed as a function of
the number of search results seen by the user. It is assumed that the information gain follows a natural logarithmic distribution. I adapt formulation
work that has been carried out in information foraging theory [124] to predict how the slope of the information gain curve, the rate at which users
click on results, changes when subjective speciﬁcity becomes low (broad)
or high (narrow) with respect to the user-speciﬁc reference curve.
The key idea is that any given search result can diﬀer greatly in the
information content it holds for a certain user, depending on how well it
matches that user’s current information needs. Consider a user who is
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interested in learning about data-mining issuing a very broad query such
as “data mining” at the outset. This query would yield broad results that
include information about many areas, inviting the user to explore further.
Consequently, the user would spend more time on every item [147], so we
can expect a steeper slope for the information gain curve at this stage.
Let us assume that in the process, this user encounters a new keyword,
“subgroup discovery,” and then formulates a very narrow query that uses
this keyword. The resulting results retrieved would be too narrow and have
very speciﬁc titles that make little sense to a novice, so the user probably
would deem only a few of the items informative and worthy of further
exploration. Here, the slope of the information gain curve is shallow.
The proposed model links two observable aspects of user exploratory behavior to what we call eﬀective information gain. These are 1) the number
of search results seen in a list and 2) the number of search results clicked.
By using the word “clicked,” I refer to the action of opening a link to a
document in the search results for further investigation. I can now present
the formal model devised for eﬀective information gain (g) curve for a user
(u) as a function of the number of result items seen, n, shown as gu (n) in
Figure 5.1. This graph is referred to as the Seen–Clicked curve. Any gain
function is aﬀected by the objective relevance of the search results. In this
case, when results are ranked by relevance, the function takes the shape of
a diminishing returns curve as depicted in the ﬁgure.
The relationship between results seen and results clicked on can be
described as a logarithmic regression model parameterized by λ and α:
gu (n) = λ ln(n) − α

(1)

where n is the number of items seen so far in a result list (which is a
positive integer the upper bound of which depends on the number of items
on a SERP) and λ refers to the slope of this curve. α is a case-speciﬁc
term that aﬀects the maximum gain—it is determined by several factors,
including subjective speciﬁcity and case-speciﬁc factors such as the search
task and the maximum number of search results the user is expecting to
receive. I make the assumption that when n is one item, α is -1 if the
subjective speciﬁcity is broad and 0 otherwise. However, in reality n will
be greater than 1. A logarithmic function is used to obtain the information
gain, g, because this is the most natural foraging distribution [65] commonly
used in models of human behavior [58]. With this model, we focus on the
gradient of the gain function, λ, which depends on two parameters:
λu : user-speciﬁc factor
λr : speciﬁcity factor for results
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The user-speciﬁc factor, λu , may depend on the user’s experience with
exploratory information-seeking or the search tool. For every user of a
search tool, a distinct Seen–Clicked curve is deﬁned by λu . The gu (n)
curve plotted in Figure 5.1 shows an instance of a Seen–Clicked graph.
The results-speciﬁcity factor, λr , determines the eﬀect of the subjective
speciﬁcity on the gradient of the curve. For search results with high subjective speciﬁcity (“narrow ”), the gradient of the curve reduces to a new
eﬀective gain function, as seen with the gnarrow (n) curve in Figure 5.1. An
instance of a Seen–Clicked curve for search results that have low subjective
speciﬁcity, “broad,” is indicated by gbroad (n). While a single click carries little information about subjective speciﬁcity, the empirical data show
that aggregate clicking behavior on a result page suﬃces for distinguishing
among three levels (broad, intermediate, and narrow).
An IR system applying our model would monitor the clicking and viewing actions of a user in the course of a session. It would derive λu from the
user’s previous session, and throughout a given session it would derive λr
from the user actions. In this connection, the gain function in Equation 1
can be expressed with a combination of λu and λr :
gu (n) = λr λu ln(n) − α

(2)

A parameterized model predicts the subjective speciﬁcity of SERPs for
the user and then compares the gradient of the Seen–Clicked graph based
on the user’s clicks on results of the current query with that of the user’s
baseline Seen–Clicked graph. Such a baseline graph can be constructed
through measurement of the user’s everyday interactions with the search
tool. Then, if this user formulates a particular query to explore a research
topic, the gradient of the new Seen–Clicked graph can be compared to
the gradient of the user-speciﬁc baseline graph, so the system can predict
whether prospective search results are going to be too narrow or too broad
for the case-speciﬁc information need and adjust the system accordingly.

5.1.2

Estimation of Subjective Speciﬁcity in Exploration

I designed a study to validate this model. The work involved two substudies: During the ﬁrst, I conducted a controlled laboratory study of exploratory search with a given set of search queries that had varying subjective speciﬁcity. In the second sub-study, I conducted free-form exploration
wherein the participants explored topics of their choice. I will provide an
overview of both sub-studies below. More details on them can be found in
Publication II [11].
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Sub-study I, with controlled queries
For the ﬁrst sub-study, my subjects were 24 computer science students
(master’s- and doctoral-study-level) who were to search for scientiﬁc information on research topics that they were not very familiar with. The task
for the participants was to collect scientiﬁc articles for the purpose of writing a scientiﬁc essay on a given topic. Six experts, in six distinct sub-ﬁelds
of computer science, deﬁned six unique tasks. The experts deﬁned three
search queries on each topic such that Google Scholar returned documents
at a diﬀerent level of speciﬁcity for each (one broad, one intermediate,
and one narrow). Before the study, the participants were provided with a
questionnaire to make sure that the subjective speciﬁcity of the queries corresponded with the participants’ knowledge. An interface similar to Google
Scholar was created to display the documents retrieved from Google via the
three queries. Participants could scan and click on articles that they found
useful for the given task. The tasks and the queries were randomized. By
means of an eye tracker, the documents seen were logged. The documents
clicked on were also logged. This enabled plotting the graph.
To conﬁrm that, in accordance with our model, the gradients of the
Seen–Clicked curves decrease as the subjective speciﬁcity of SERPs rises
and that they follow a natural logarithmic distribution, we analyzed the
overall distribution of the user information gain over information seen for
the three types of SERP.
Sub-study II, with free exploration
In order to validate the model in a more natural setting, another study
was conducted. It involved 10 computer science students exploring scientiﬁc articles in response to an authentic information need. Participants
in this study were not involved in sub-study I. Four were M.Sc. students
looking for scientiﬁc literature to inform their thesis projects. The other
participants had just ﬁnished their M.Sc. studies and were exploring new
research topics in preparation for making their Ph.D. research proposals.
Google Scholar is the search tool they were all using in these tasks; therefore, an interface similar to that of Google Scholar was implemented to
enable the participants to issue search queries and view results that were
extracted from Google Scholar. A separate interface had to be created,
because Google Scholar does not provide an application programming interface (API) to log user interactions. The arXiv database and its API were
used to retrieve documents in response to the search queries. There were
40 documents displayed per result page, and these pages showed the same
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information as Google result snippets do. Every participant was allowed
to conduct his or her natural exploration by means of our search interface for two hours. No restrictions were imposed on the search process,
and the subjects could conduct searches in the same way as with Google
Scholar: click on articles, read the articles opened, and take notes. The
search queries issued, the results retrieved, and the articles clicked on were
logged, with a timestamp for each. Experts in each search topic categorized
the search results for every query as broad, intermediate, or narrow. The
experts were either post-doctoral researchers or professors specializing in
the search topic. Most of the experts (6/10) were supervisors of the participants so had an idea of the subjects’ level of knowledge, which aided in
prediction of the subjective speciﬁcity. For more control over the quality of
the categorization, assessments were conducted by two experts in six out
of the 10 cases. The Cohen’s kappa test showed that there was substantial
inter-annotator agreement (kappa coeﬃcient = .67, p <.01).

5.1.3

Findings on Subjective Speciﬁcity

According to our model, the gradients of the curves should decrease with
greater subjective speciﬁcity (or narrowness of the results), and they should
follow a natural logarithmic distribution. To validate this hypothesis, we
plotted curves for broad, intermediate, and narrow search results for each
participant in sub-study I, with averaging over all the tasks they performed.
By means of logarithmic regression, the model’s parameters—gradient λ
and case-speciﬁc term α—were computed for every participant. As expected, the logarithmic regression models for broad, intermediate, and narrow curves ﬁt the data very well (R2 = 0.97). Pairwise statistical analysis of
the gradient of the gain curve between broad–intermediate, broad–narrow,
and narrow–intermediate curves conﬁrmed that when the subjective speciﬁcity increases, the gradient of the curve decreases. This suggests that the
eﬀective information gain declines with an increase in narrowness of the
results. This is in line with the model.
For investigation of whether knowledge gain during searching, referred
to as in-session learning, has an eﬀect on the model, graphs were compared
for the order in which the participants received the broad, intermediate,
and narrow results. The results suggest that when the narrow results were
considered after the broad ones, the gradients of the graphs for the narrow
results were greater in comparison to when narrow results were considered
before broad ones. This might be explicable in connection with in-session
learning: when results gradually become narrower, the user is likely to
make better use of the narrow results than when the change in focus level
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is in the opposite direction. On account of this behavior, when the narrow
results were presented after the broad results, the number of results clicked
by the user increased.
Also, the results suggest that our model is sensitive to the user’s prior
experience. When the user has more experience with exploratory search
and with seeking scientiﬁc information, the gradient of the curve decreases,
because there are experience-informed speciﬁc criteria as to the type of
information deemed necessary.
Furthermore, a classiﬁer was trained on the data, to evaluate the practical applicability of the model for predicting subjective speciﬁcity while
the user is scanning the result list. Though the set of training data was
small, the classiﬁer (built with C4.5 decision trees) predicted the subjective
speciﬁcity with 72.1% accuracy (area under the curve, AUC = 0.687) in
classiﬁcation of broad vs. narrow results.
Sub-study II conﬁrmed that this model can be used to predict subjective
speciﬁcity in natural exploratory searches. Proceeding from this result, I
can propose that the model could be used to predict when a user actually
needs help with narrow results.

5.1.4

Claim 3

Claim 3 states that the AIF can model and explain how users adapt to
search results that are too broad/narrow for their expectations. The study,
covered in Publication II, conﬁrmed that information-seekers adapt their
interaction strategies to the subjective speciﬁcity. If the results are too
broad, then the user tends to follow a strategy that involves clicking many
result items. If, on the other hand, the results are excessively narrow, the
user would be expected to click only a few of them. Furthermore, the
study showed the eﬀect of in-session learning and prior experience on this
behavior. Here, I provide a rational explanation for this adaptive behavior
by considering the AIF.
In the framework’s terms, overly broad or narrow results inﬂuence
the ecology and mechanism. When search results are broader than what
the user actually wants, the expected ecology distribution of the results
changes—there are clearly too many results that are relevant to the topic,
covering many sub-areas. In contrast, when the results are overly narrow,
then the SERP contains many unfamiliar terms and the user ends up perceiving most of the results to be either irrelevant or less relevant. This
too results in a diﬀerent ecology distribution. Figure 5.2 illustrates these
expected changes in ecology for overly broad and overly narrow results.
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Figure 5.2: Hypothetical distribution of the results that the informationseeker perceives to be relevant—ecology—when the search query is overly
broad (left) and overly narrow (right) in comparison to the actual information need.
We could expect the subjective speciﬁcity to aﬀect the mechanism element of the AIF. If the user issues a query that produces overly broad and
general results, many of them are likely to contain common and familiar
keywords. For example, if a user who is exploring the topic of data-mining
uses “data mining” as the query, most of the results are going to feature
“data mining” in the title, as is shown by the screenshot of the top six
results in the left pane of Figure 5.3. Less time is required for the user to
read titles and comprehend the meaning when they contain familiar terms.
If the user instead submits a query with a very speciﬁc keyword, it might
return overly narrow results, containing many unfamiliar terms, as shown
at the right in Figure 5.3. It takes more time for a user to read and comprehend the meaning of unfamiliar terms. Longer reading and comprehension
times directly inﬂuence the mechanism. Accordingly, we would expect the
mechanism to be aﬀected by the subjective speciﬁcity of the search results.
Utility, however, is consistent, irrespective of the subjective speciﬁcity
of the results, because the user’s goal remains the same: to gain knowledge
or explore an unfamiliar topic.
In a nutshell, when the results are too broad, the ecology distribution
contains many results that appear relevant, and it should take less time to
read and comprehend the results (mechanism). When the results are too
narrow, however, only a few items are going to make sense to the user, and
it will take a lot of time to read and comprehend the results. Given the
same time budget and goal (utility), the information-seeker in the latter
scenario (excessively broad subjective speciﬁcity) would follow a strategy
that involves examining more items in the SERP than she examines when
the subjective speciﬁcity is too narrow. This would lead to the information
gain curve being steeper when the results are too broad than when they
are too narrow. This explanation validates the third core claim.
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Figure 5.3: The top six results returned by Google Scholar for the search
query “data mining” (left), which yields overly broad search results, and
for the search query “subgroup discovery” (right), which produces overly
narrow search results for an information-explorer who is unfamiliar with
the domain.

5.2 The Model to Separate Exploratory Search from Lookup

5.2

71

The Model to Separate Exploratory Search
from Lookup

One of the biggest challenges in designing search systems that support exploratory and lookup tasks equally well is that it is diﬃcult to distinguish
between these two main task classes early on in a search session. Therefore, a study was carried out with the objective of developing a model to
distinguish exploratory from lookup tasks on the basis of implicit indicators of search behavior diﬀerences. That study answers my fourth research
question (RQ4): can we distinguish exploratory search from lookup in the
course of searching? This research question was investigated in Publication
III [10].
It is diﬃcult to tell exploratory and lookup search apart with IR systems. This is because a gap currently exists between our knowledge of
exploratory search behaviors and the requirements imposed by IR system
design. Thorough empirical analysis of exploratory and lookup activities
within an IR environment is necessary before one can separate between the
two categories. Moreover, to provide tailored and adaptive support, we
should be able to predict the task type as early as possible. To this end, it
is necessary to base the work on properties that can be measured from the
ﬁrst SERP onwards.
The primary objective with the study (which I denote as Study III)
was to provide systemic and rigorous analysis of exploratory and lookup
information search behaviors across several search activities. I approached
this problem by initially operationalizing exploratory and lookup tasks,
gleaning insights from an existing deﬁnition [100]. Then, I designed a user
study to analyze information search behaviors, where information search
behaviors are deﬁned as the interactions between users and IR systems.
The resulting study contributed systematic enumeration and quantiﬁcation
of behavioral variables that can be used to separate between the two classes
of tasks. This section provides an overview of the operationalization, then
brieﬂy summarizes the study and the ﬁndings. Claim 4 follows from this
work, and it is clear that the AIF explains the ﬁndings well.

5.2.1

Operationalization of Exploratory and Lookup Tasks

Discussed in Chapter 2, there are several attributes through which one
can deﬁne exploratory tasks (see Subsection 2.1.1). To design tasks for
research such as that in Study III, one has to consider the task description
attributes: goal, search topic, and degree of uncertainty (see Table 2.1).
I selected the goal and degree of uncertainty to operationalize exploratory
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and lookup tasks. One can measure the degree of uncertainty by considering
the number of paths involved in the search process [32]; this is referred to
as objective task complexity. Factors related to the search topic (the topic
being less familiar and the search task being assigned or motivated by
others) were considered in the recruitment for participation in the study.
Goal : In exploratory tasks, the search goal is imprecise and openended. That is, there is no single answer that fulﬁlls the user’s information needs and no clear criterion for when to end the search.
Hence, the assessment of the relevance of results is not discrete. In
lookup tasks, a precise search goal does exist. The search goal is
reached by retrieving a ﬁnite set of relevant results, and the relevance
of results can be assessed discretely.
Complexity : The objective complexity of a search task is commonly
deﬁned in terms of the number of paths involved in the search process
[32]. This deﬁnition is intuitive and has been used in many studies [99,
104]. Clearly, for exploratory tasks, we cannot identify a single, direct
path that leads to the desired results. Therefore, exploratory tasks
show high complexity [157]. With lookup tasks, the search process is
more straightforward and involves only a few steps—lookup tasks are
typically of much lower complexity than exploratory search tasks.
The terms “core lookup” and “core exploratory” are used to refer to
tasks that clearly possess the aforementioned characteristics. Core exploratory tasks display both high complexity of the search process and
imprecise search goals, while core lookup tasks have low complexity and
precise search goals. However, there are tasks with mixed characteristics;
for instance, some lookup tasks have precise search goals but do not entail a
straightforward search process. These are referred to as “borderline lookup”
tasks [14, 104]. The other category of tasks, which have open-ended search
goals but low complexity, is called “borderline exploratory” [116]. Study
III explores how well IR systems can distinguish both core and borderline
search tasks.

5.2.2

Study III—Prediction of Task Type from Information
Search Behaviors

Study III involved designing exploratory and lookup search tasks with
both core and borderline characteristics. Taking inspiration from Marchionini’s task categorization (in Figure 2.1), I selected three exploratory
tasks (knowledge acquisition, planning, and comparison) and three lookup
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tasks (navigational search, fact-ﬁnding, and question-answering). According to prior studies, of these three lookup task types, both fact-ﬁnding
and navigational tasks display the core lookup characteristics, whereas
question-answering tasks are identiﬁed by borderline characteristics [14].
Of the three exploratory tasks, knowledge acquisition and planning exhibit
core exploratory characteristics [29, 116]. Comparison tasks were deﬁned
in such a way that they have borderline characteristics. After a review of
information search behaviors identiﬁed in prior work, eight indicators of
information search behaviors that one could expect to be both informative
and at least somewhat easy to measure by means of an IR system were
selected: query length, query duration, maximum scroll depth, cumulative
clicks, proportion of browsing, duration of dwelling, task completion time,
and gaze distribution.
The subjects, 32 researchers, searched for scientiﬁc articles satisfying
tasks of each type, by using an interface we provided. The interface is
very similar to Google Scholar and uses the arXiv.org API for obtaining
results. No restrictions were imposed on either the search process or user
interactions, but each task was limited to a 15-minute maximum.

5.2.3

Findings on Task Type Prediction (from Study III)

Statistical analysis of the eight indicators for information search behaviors
revealed their power for discrimination of each task. Table 5.1 provides
a summary of the overall statistical analysis conducted. The results empirically validated that IR systems can identify exploratory tasks within
the ﬁrst query session on the basis of various information search behaviors,
including the length of the ﬁrst query, scroll depth, duration of the ﬁrst
query iteration, proportion of browsing, dwell time, and task completion
time. It is noteworthy that no signiﬁcant diﬀerence among the tasks was
found with respect to the gaze distribution.
To validate the applicability of our ﬁndings for a real-world IR system,
classiﬁcation experiments were performed, using state-of-the-art machinelearning methods. Apart from gaze distribution and task completion time,
all of the behavioral indicators measured in the study were considered in
this exercise. Gaze distribution was excluded because of the lack of significant diﬀerence referred to above and because this metric is not commonly
available in IR systems. Task completion time was excluded because, naturally, it cannot be known while the user is still searching. According to a
random forest classiﬁer, the core exploratory tasks can be separated from
the core lookup tasks with 85% accuracy (AUC = 0.859), but when borderline tasks are included, classiﬁcation grows more diﬃcult, and the accuracy
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for the tasks falls to 60.3% (AUC = 0.658). Further analysis conﬁrmed
that the borderline tasks show mixed characteristics—for example, in the
question-answering tasks, the user behavior was very similar to that in
exploratory tasks.
The data lead to elaboration on the original conceptual classiﬁcation
proposed by Marchionini [107], by pointing to information search behaviors that could aid in detecting with ﬁne granularity when an exploratory
task might take on aspects of lookup-associated behavior and vice versa.
Proceeding from the set of information search behaviors proposed for realworld use, we can develop guidelines on how to distinguish between types
of search tasks while the user is still performing the search. This should
allow a search system to predict the task type for succeeding queries early
on and adapt its support accordingly [137]. On the basis of these ﬁndings, a
set of implications for possibly useful actions by IR systems can be derived:
1) adjusting the number of result items shown per SERP, 2) adjusting the
length of the result snippets to match the task type, 3) using implicit relevance feedback techniques as the task type dictates, and 4) adjusting the
exploration rate in keeping with task type.

5.2.4

Claim 4

Claim 4 states that exploratory and lookup searches can be distinguished
from user interaction data and the AIF explains how. Chapter 4 presented
a theory-oriented explanation as to why exploratory and lookup search
behaviors are diﬀerent, in line with the AIF. The ﬁndings from Study III
empirically validated that it is indeed possible to separate between the two
types of search tasks in an IR system while the user is still engaged in
searching. Though the search tasks were controlled and not motivated by
the information-seeker, the task context was created as naturally as possible
in the given setting. Furthermore, the classiﬁcation exercise conﬁrms that
an IR system can actually provide adaptive support for exploratory and
lookup tasks.
With this ﬁnding, we could envision an information search system that
is able to be used for both exploratory and lookup search tasks, equally well.
These investigations have together answered my fourth research question.

5.3

Model of Rational Exploratory Search

The AIF provides a rational explanation for the exploratory behavioral
strategies. In this section, I formulate exploratory search as a reinforcement
learning problem and identify emerging behavioral strategies by ﬁnding the
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Table 5.1: Predictive power of each feature, by task combination. The table shows how signiﬁcantly the data for seven features diﬀer between every
combination of exploratory (knowledge acquisition, planning, or comparison) and lookup (fact-ﬁnding (“Fact”), navigation (“Nav.”), and questionanswering (“Q–A”)) tasks. I used a Wilcoxon signed-rank test. Entries
denoted by star symbols are signiﬁcant after Bonferroni correction, with *
for p<.05, ** for p<.01, and *** for p<.001.
Exploratory:
Lookup:

Knowledge acq.
Fact

Nav.

Q–A

Planning
Fact

Nav.

Comparison

Q–A

Fact

Nav.

Q–A

∗∗∗
3.23

.10
1.63

∗∗∗
3.58

∗∗∗
3.56

∗∗∗
3.37

∗
1.99

.14
1.48

.77
.29

.91
.12

.71
.37

.79
.26

.91
.11

.19
1.30

.54
.61

.84
−.2

∗∗∗
4.5

∗∗∗
4.2

∗∗∗
3.4

.22
1.23

.19
1.30

.59
.54

Query length

p
Z

∗∗
2.97

∗∗∗
4.4

.22
1.22

∗
1.72

∗∗∗
4.07

.53
.61

Maximum scroll depth

p
Z

∗
2.21

∗
1.9

.83
.21

∗∗
2.38

∗∗∗
3.06

.14
1.46

Query duration

p
Z

∗∗∗
4.45

∗∗∗
3.58

∗∗∗
3.36

.37
.89

.97
.03

.76
.30

Proportion of browsing

p
Z

∗
-1.71

∗
-1.82

∗
-2.19

.39
.85

.26
1.12

.57
.57

Duration of dwelling

p
Z

∗∗∗
3.80

∗∗∗
3.42

∗
2.89

.47
.71

.54
.60

.82
−.21

Task completion time

p
Z

∗∗∗
4.3

∗∗∗
3.8

.12
1.5

∗∗∗
4.4

∗∗∗
3.8

.29
1.06

Cumulative clicks

p
Z

∗
2.57

∗
2.39

∗
2.34

.61
.52

.56
.58

.69
.40
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optimal policy. This modeling approach allows computational validation of
the ﬁrst key claim made in this thesis, that exploratory search strategies
emerge in adaptation to ecology, utility, and mechanism in line with the
AIF (see Section 4.3). The section concludes with validation of the model
via empirical ﬁndings from Study III.

5.3.1

Reinforcement Learning

Reinforcement learning is a computational approach used to simulate the
well-known human behavioral strategy of learning from how the environment responds to our interactions with it [142]. The modern discipline of
reinforcement learning emerged in the late 1980s and soon took two main
paths: one stream of research, dealing with learning by trial and error, has
its origins in the psychology of animal learning, and the other thread has
to do with solving the optimal control problem by using value functions
and dynamic programming. Reinforcement learning can be applied to situations that involve decision-making, such as a chess master making a move
or a ﬂoor-cleaning robot deciding on its next move.
The reinforcement learning approach is focused on goal-oriented learning from interactions and on learning what to do to reach a given goal in a
given situation. To implement it, we need to map the situation to actions
and express the goal as maximization of a numerical reward function. Unlike in many other types of machine-learning approaches, the learner is not
told which actions to choose in this scenario; instead, the learner discovers
the best actions—the actions that yield the most reward—by trying them.
Any method that is suitable for solving a real-world problem that can be
expressed as an agent learning from the environment in order to reach a
goal can be considered a reinforcement learning method. The agent applies experience to improve in performance over time. To solve a problem
by using the reinforcement learning approach, one has to identify certain
sub-elements of the learning system: a policy, a reward function, a value
function, and (optionally) a model of the environment. Policy is related
to the mapping between the perceived states of the environment and the
actions to be taken when one is in those states. The reinforcement learning
agent learns this policy during training. It is the core that determines the
behavior of the agent. Most of the time, the policies are stochastic. The
reward function determines the goal of the agent. It speciﬁes the numerical
value for mapping the perceived state to actions (in state–action pairs).
The sole objective of the reinforcement learning agent is to maximize the
cumulative reward. The value function speciﬁes the best action to be taken
in the long run. Though it is similar to the reward function, the reward
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function pertains to only the immediate gain rather than the long-term
desirability of states. The model of the environment is the nature of the
context that the agent is interacting with. It represents the behavior of the
environment. When a certain state–action pair is given as input, the model
of the environment predicts the resultant next state and next reward.
Below, in Subsection 5.3.2, I explain how I model the exploratory search
scenario as a reinforcement learning problem for purposes of identifying the
optimal policy by deﬁning the policy, reward function, value function, and
modeling of the environment.

5.3.2

An Overview of the Reinforcement Learning Model

The objective with the model developed at this stage was to predict the user
interaction strategies with regard to the search interface from the standpoint of an analysis of what it is rational for a user to do. The model
assumes that the user interactions are highly adaptive to the three factors
in the AIF: 1) utility, or the goal for the task; 2) ecology, or the distribution of relevant results and the ranking order of relevant results; and 3)
mechanism, or the cognitive and perceptual limits of the user. It takes the
costs and rewards of each action into account in order to select behavior
sequences that maximize the gain.
As has been discussed in Section 4.3, in exploratory search the utility is
in ﬁnding documents with high information value; ecology would involve a
noisy distribution of results perceived as relevant to the user; and the mechanism would involve reading time, comprehension time, memory, and gaze
movement time (see Figure 4.4). If one is to implement the exploratory
strategy computationally as an adaptation to these factors, it is necessary to represent the factors formally. The following key assumptions have
been made for the formal representation of ecology, utility, mechanism, and
strategy:
Utility: Utility is described as ﬁnding documents that the user perceives as relevant for the topic within the allotted time. Every document in the result list has some degree of relevance to the topic.
Relevance is expressed as a real number between 0 and 1. Utility is
represented as the information gain from interacting with the document.
⎧
⎪
⎨10,000 × relevance,
utility = 30,000 × relevance,
⎪
⎩
0,

if action = read
if action = open
if action = ﬁxate
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where relevance, again, is a real number between 0 and 1 that indicates how relevant the document interacted with is to the search topic.
The values 10,000 and 30,000 are the weights assigned to the information gain for the read and open actions, respectively. The weight for
information gain is selected in light of a similar model developed for
menu search [41], and the weight for the open action is set through
a trial-and-error approach. It is assumed that the information-seeker
gains more information by opening a document than by merely reading its title. This is the reason for assigning greater weight to the
open action. Finally, there is an assumption of no information gain
for the ﬁxation action. The action space is discussed in more detail
later.
Ecology: Ecology is related to the user-perceived distribution of the
search results. Here, I consider three distributions: the distribution
of the documents relevant to the search topic, the ranking order of the
relevant documents, and distribution by title length. I also assume
the SERPs to have a ﬁxed number of documents per page—referred
to as the length of the result list. Relevant documents on a SERP are
assumed to follow a power-law distribution [145]. Unlike in lookup
tasks, wherein the search query represents the information need very
well, in exploratory tasks we cannot assume the search results to
be ranked perfectly by relevance to what the user wants to learn.
Therefore, the ranking of the results follows a noisy descending order
of relevance. The length of the document title aﬀects the time cost
of reading the title, so the user-perceived distribution for title length
is considered in the ecology. Titles are assumed to follow a uniform
random distribution between a minimum length of ﬁve words and a
maximum of 15 [70]. Using this ecology representation, I generated
SERPs for training the reinforcement learning agent.
Mechanism: Users perceive the relevance of each document ﬁxated
upon to the search topic. Perceived relevance is correlated with actual relevance, and the correlation coeﬃcient depends on the type of
action (ﬁxation, reading, or opening). If the action is ﬁxation on a
document, the user cannot accurately perceive the actual relevance of
the document: the correlation between the perceived relevance and
actual relevance is very low. If the action involves reading the title,
then the user can perceive the relevance more accurately: correlation between perceived and actual relevance is high. When the user
decides to open the document subject to ﬁxation, the perceived rel-
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evance is the same as the actual relevance. However, one must also
consider that there is a time cost associated with every action. Fixation takes less time, and the average ﬁxation duration for reading
is 200–250 milliseconds [130]. Reading the entire title of a document
uses more time, with that amount calculated by multiplying the mean
reading speed by the number of words in the title. Finally, opening
a document demands the most time—there is loading time and then
document skimming time. I assumed the document skimming to involve reading the abstract of the document. I computed the mean
skimming time by multiplying the ﬁxation duration for reading by
the number of words in the abstract. Memory capacity determines
whether the user remembers a document that has already been interacted with. It is assumed that the user remembers the most relevant
and least relevant item that he or she has read or opened.
Strategy: A reasonable strategy (or policy) for exploratory search is
to optimize the information gain (ecology) while minimizing the time
cost (mechanism) for a given ecology. I assume that the state space
consists of the ﬁxation position, the perceived relevance, past memory
of the most and least relevant document that the user has already
opened (clicked on) or read, and all the documents that the user
has opened/clicked so far. Items opened / clicked on are added to
the state vector because browsers, in general, highlight the links for
items that the user has recently clicked on.
For clarity of understanding, let us imagine that a user with experience
of scientiﬁc information-seeking is interested in acquiring new knowledge
of a less familiar topic. After issuing the ﬁrst query, the user gets the ﬁrst
SERP, illustrated at the bottom right in Figure 5.4, above, and this SERP
shows 20 documents. The goal is to ﬁnd as much information as possible
about the topic that would help the user to gain more knowledge.
The user might approach this task by ﬁrst ﬁxating on the top document
the SERP shows. After ﬁxating on it, the user would perceive a relevance
level of the document with respect to the topic, but that perception of
relevance might not be very accurate, since the user had only a very quick
(200 ms) look at the title of the document. The state space is updated on
the basis of this action.
States: For a SERP with n documents per page, the state space can
be represented as a vector V with ﬁve elements. Vector V is composed
of one element for the position ﬁxated upon, which indicates the rank of
the item subject to ﬁxation; one element for the perceived relevance of the
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Figure 5.4: An overview of the adaptive exploratory search model adopted
from [41].
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item ﬁxated upon; one element indicating whether the user has clicked on
this item before or not; and two elements for the rank of the most relevant
and least relevant item that the user has encountered so far. The ﬁxated
position is an integer representing one of the n rankings of items on the
SERP [1...n]. Four levels are used for perceived relevance [Null, 0, 1, 2].
Clicked-before is a binary value [Null, 0, 1]. Memory has 2×n+2 possible
values [Null, 1...n, Null, 1...n] (this holds the position of two items). All
of the items in the state vector are initially null, before the user perform
some action.
Actions: For each state, there are n + 3 actions: n actions for ﬁxating
on a document n on the SERP, an action for reading the title of the item
ﬁxated upon, an action for opening the ﬁxated-upon item by clicking the
link, and an action to quit or terminate the search session.
After the ﬁrst action, the user receives a reward for the action.
Reward : Reward is computed by combining the expected information
gain formalized in utility terms and the costs related to the cognitive and
perceptual constraints in the mechanism.
reward = information gain - cost of action
⎧
⎪
⎨10,000× relevance, if
information gain = utility = 30,000× relevance, if
⎪
⎩
0,
if
⎧
⎪
⎨RS × title length, if action
cost of action = BT + LT,
if action
⎪
⎩
200ms,
if action

(5.1)

action = read
action = open
action = ﬁxate
= read
= open
= ﬁxate

where RS is the mean reading speed (in milliseconds per word), title length is the number of words in the title, BT is the mean browsing
time to explore an opened document, and LT is mean document loading
time. Both BT and LT are given in milliseconds. The variable relevance is
the actual relevance of the document interacted with for the search topic.
Here the ﬁxation duration is set to 200 ms and it is assumed that there is
no information gain (information gain = 0) for ﬁxating because the user
cannot comprehend any information in so short a time [130].
Learning
This reinforcement learning problem was solved by means of a well-known
algorithm for reinforcement learning, called Q-learning [142]. Q-learning

82

5 Modeling and Predicting Information Search

obtained the value of each state–action combination with simulated SERPs.
It maintains the learned state–action value, referred to as the q-value, in
a table called the Q-table. The Q-table is a matrix in which every row
corresponds to a unique state and the columns represents the actions. In
the search scenario, there were n + 3 columns and the length of the Q-table
(that is, the number of rows) grows in accordance with the number of unique
states. The state–action values in the Q-table are updated incrementally
(i.e., learned) as the reward is calculated, on the basis of the cost feedback
and information gain from the chosen action, as expressed in the utility
function. The next action is chosen on the basis of the available state–action
values in the Q-table. Although I used Q-learning to solve this problem,
any Markov decision process (MDP) solver that is guaranteed to converge
to the optimal policy can be used to derive the rational adaptation [142].
The model was trained on 10 million trials, until there was no signiﬁcant diﬀerence in the q-values in each of them. In each trial, the model was
trained on SERPs constructed via random sampling from the ecological
distribution of relevant documents and the title length distribution. Parameters required for calculation of the cost of actions, such as RS (reading
speed), BT (browsing time), and LT (loading time) were computed from
the data collected in Study III. Also, the distribution of the title lengths
was constructed from the titles of the 6, 000 unique articles that the participants retrieved in that study. The model explored the action space by
using greedy  policy, meaning that the agent exploited the greedy/best
action with a probability of 1 -  and explored the actions randomly with
probability . The optimal policy is the greedy policy given the q-values.
The optimal policy was then applied in a further 10,000 trials of newly
sampled SERPs for recording of the ﬁnal strategies.

5.3.3

Computational Validation of Claim 1

Task completion time: All the results were obtained with application of
the optimal strategy. Figure 5.5 indicates the task completion time for the
reinforcement learning model and for our human users. As Section 4.3 has
highlighted, information-seekers take longer for exploratory tasks. In Study
III (which provided data for the validation), the participants were given a
maximum duration of 900 seconds (15 minutes) for each task. The same
time constraint was set for the model—in each trial, the estimated time cost
for all chosen actions when added together gave us the duration calculated
for the trial, and the trial was terminated if the duration rose to above
900 seconds. As Figure 5.5 indicates, both the model and the exploratory
information-seeker required more time to complete the tasks; the lookup
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Figure 5.5: Exploratory task completion time (mean and standard deviation) for a human user and for the reinforcement learning model, compared
with the lookup task completion time of human users. Note that both
the model and human users take considerably longer to complete the exploratory task than the human user takes for a lookup task.

Proportion of clicks

tasks were of considerably shorter duration. These data computationally
validate one of the user strategies proposed in the ﬁrst claim in light of the
AIF: exploratory search tasks take longer than lookup search tasks.
Proportion of clicks: Figure 5.6 shows the mean percentage of documents opened for each rank of results on the SERP. When performing
lookup tasks, users tend to open the document ranked at the top of the
SERP the most. This strategy is expected, because, according to the ecology, the item at the top of the SERP is expected to be the most relevant
document (see Figure 4.3). With exploratory tasks, however, both the
model and the human user are less likely to click on or open documents.
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Figure 5.6: Proportion of clicks for each rank on the SERP.
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Figure 5.7: Proportion of gaze points for three distinct types of exploratory
tasks (comparison, knowledge acquisition, and planning) and the reinforcement learning model.
This might be explained by the high cost of opening a less relevant document. Since users cannot accurately perceive the actual relevance of the
documents by reading the titles, they more often refrain from clicking them.
As Figure 5.6 shows, there is a clear match between the document clicking/opening strategies of humans and those of the model for exploratory
search tasks.
Proportion of gaze points: Figure 5.7 indicates the proportion of gaze
points or ﬁxations for results with each ranking on the SERP for the reinforcement learning model and the equivalent for human users carrying out
the three types of exploratory tasks examined in Study III—comparison,
knowledge acquisition, and planning. This analysis also provides evidence
that the model follows strategies comparable to those employed by actual
human users performing exploratory tasks. However, for some rank positions the model does show slight deviation from the actual user behavior.
This might be due to diﬀerences between actual users’ memory and the
assumed memory in the model. This element calls for further research for
extension of the reinforcement learning model derived from the AIF to more
accurately parameterize memory-related and other cognitive constraints affecting the user.

5.4

Discussion

This chapter has introduced three models that I developed to support information search. The ﬁrst model is capable of predicting whether a SERP
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is either overly broad or overly narrow in comparison to what the user
expects. With the second model, an approach is proposed for separation
of exploration from lookup searches while the user is still engaged in the
search session. The third model implements the AIF for exploratory search
tasks by using reinforcement learning. The ﬁndings surrounding the models are exciting; we learned that it is possible to make educated guesses as
to the search goal (exploratory or lookup), how well the results match the
user needs (subjective speciﬁcity), and how the user would interact with
the SERP when carrying out exploratory tasks.
These models have valuable implications for the design of IR systems.
The models’ detection of subjective speciﬁcity and discrimination between
exploratory and lookup tasks can be exploited in the design of adaptive
IR systems. The third model, which implements the AIF, is important
for predicting how a user would interact with a given search interface for
exploratory tasks. It could be used by search interface designers to evaluate
various interface design options. For example, the model could predict
how the gaze distribution, clicks on result items, and task completion time
would change when the user interface includes other features. This research
holds promise for fruitful developments in which an IR system could predict
how new interface elements aﬀect user performance without these actually
having to be implemented.
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Chapter 6
Real-Time Support for
Exploratory Search
This chapter provides an overview of research conducted to develop a search
system that provides real-time support for both exploratory and lookup
tasks. I use the term “real-time support” to refer to information search
systems that are able to predict the type of search task while the user
is actively searching and use that prediction for dynamic adaptation of
system features, to provide customized support for the task at hand. The
work reported on here was motivated by the ﬁfth research question (RQ5).

6.1

Parameterization of Exploration Rate

In recent years, reinforcement learning (RL) techniques have demonstrated
great potential for supporting exploratory search in IR systems [129, 171].
The approach allows the system to trade oﬀ between exploitation (moving
toward more speciﬁc topics) and exploration (presenting the user with alternative topics and thereby enabling the system to build the user model
gradually without getting stuck in a local search space) [98]. Considering
the beneﬁts of RL techniques for both exploratory and lookup tasks, we
selected an RL algorithm for the retrieval algorithm in the proposed system.
Parameterizing exploratory systems, however, is not trivial. Because
of the inappropriately tuned exploration rate in IR systems that employ
RL techniques, users often do not feel that the system is responsive to
their information needs. Particularly when the search task is of the lookup
type, users would usually prefer the IR system to exploit the search query
issued and return the results best matching it. On the other hand, with
exploratory tasks, in which even the users are uncertain about their queries,
87
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the search query should be taken with a grain of salt. Hence, the right
balance between exploration and exploitation plays a crucial role in user
performance of search tasks, of various types. Therefore, IR systems should
trade oﬀ between exploration and exploitation on the basis of task type.
I conducted two studies to parameterize exploration rate (Study IV and
Study V). Study IV represents an approach to ﬁnding the ideal balance
between exploration and exploitation for exploratory search tasks. This
approach was reported upon in Publication IV [8]. When this work was
complete, an IR system was built to adjust the exploration rate dynamically
in line with the task type. Study V empirically validated that real-time
tuning of an exploration–exploitation parameter in an RL-based IR system
improves users’ performance of both exploratory and lookup tasks. That
study has been reported upon in Publication V [9].

6.1.1

Study IV, on the Tradeoﬀ between Exploration and
Exploitation

An overview of the system
An IR system was designed with a simple list-based interface (see Figure
6.1) to retrieve 20 documents per query. With this system, the initial
set of documents is ranked via the Okapi BM25 algorithm [141]. To see
more documents, the user can indicate which document is of interest by
clicking on the circle next to it, thereby assigning a relevance score of 1 to
that document. After clicking on the Next button in the top right corner
of the page, a new set of documents is displayed, with content based on
the feedback provided by the user so far. Documents that do not receive
explicit relevance feedback are assumed to merit a relevance score of 0.
The document corpus indexed by the system consists of approximately one
million documents obtained from the arXiv repository.
The RL algorithm LinRel [12] was used to allow the user to explore the
document space. This algorithm begins with a matrix D in which each row
di is a tf–idf (term frequency – inverse document frequency) feature vector
representation of the initial set of documents presented. The user-provided
relevance feedback on retrieved documents up to time t is represented as a
columnar vector r = (r1 , r2 ...rt ) . The expected relevance ri of a document
di is expressed as E[ri ] = di · w, where vector w is estimated from user
feedback. LinRel estimates ŵ by solving r = D · w and produces an
estimated relevance score for each di as rˆi = di · ŵ.
In order to deal with the exploration–exploitation tradeoﬀ, the algorithm does not automatically present those documents with the highest
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Figure 6.1: A screenshot of the interface developed. The search query is
displayed at the top. A document that is of interest can be selected by
clicking the icon next to it, and the user can proceed to the next iteration
by clicking the Next button. Figure taken from earlier work [8].

relevance score rˆi . Instead, it retrieves the documents with the highest
upper conﬁdence bound for relevance. Therefore, if σi is the upper bound
on the standard deviation for relevance estimate r̂i , the upper conﬁdence
bound for document di is calculated as ri + γσi , where γ > 0 is a constant used to adjust the conﬁdence level for the upper conﬁdence bound.
In each iteration, LinRel calculates si = di · (D · D + λI)−1 D , where λ
is a regularization parameter that is set to 1 if each of the feature vectors
sums to 1 (following previous work [12]) and the documents that maximize si · r + γ2 si  are selected for presentation. The ﬁrst term, si · r,
eﬀectively ranks all the documents for their similarity to the documents
the user has selected thus far; it thereby narrows the search space (for exploitation). The second term, γ2 si , ensures that the user is presented with
a set of results that has greater variety. The parameter γ deals with the
exploration–exploitation tradeoﬀ. The higher the value of γ, the broader,
or more tuned for exploration, the results are.
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The user study
The goals for the user study were to investigate how diﬀerences in exploration rate aﬀect 1) the number of documents selected, 2) subjective
perception, and 3) overall performance. Ten academics each performed ﬁve
exploratory search tasks, with ﬁve unfamiliar search topics, for the purpose
of writing a scientiﬁc essay, using our system. Simulations were run to
identify a possible set of exploration rates to test in the user study. Five
distinct exploration rates were selected (γ) through the simulations: 0.0,
0.2, 0.5, 1.0, and 2.0. With these exploration rates, 0, 1, 3, 5, and 9 exploratory documents were retrieved, respectively. This means that when γ
was set to 0.0, the SERP contained documents that had a perfect ranking
with respect to the query and there were no exploratory documents. On
the other hand, when γ was set to 2.0, nine of the 20 documents on the
SERP were exploratory. More details about the simulations can be found
in Publication IV [8]. Every participant performed one search task with
each of the exploration rates.

6.1.2

Findings of the Exploration Rate Study

Multiple regression analysis was performed on the user study data (Study
IV), to predict the number of relevant documents selected by the user for
the various exploration rates. Results of this analysis showed that an exploration rate of 1, which roughly corresponds to a quarter of the documents
presented being results of exploration, leads to the highest number of documents being perceived as relevant by the user. This ﬁnding was conﬁrmed
by qualitative analysis of user-perceived satisfaction with the search results
and by the task performance results. The results together provide valuable
insight into optimization of RL-based exploratory IR systems and have
implications for design of self-adapting IR systems.

6.1.3

Study V and the Adaptive Information Retrieval System

The objective in Study V was empirical analysis of an adaptive search system that built on the output from studies III and IV: 1) Study III’s classiﬁer
that recognizes the task type (lookup vs. exploratory) while a user is searching and 2) the reinforcement-learning-based search engine from Study IV,
which adjusts the balance between exploration and exploitation accordingly
in the ranking of documents. The adaptive search system developed in this
study allows supporting both exploratory and lookup tasks surreptitiously
without departing from the familiar list-based interface. The search results
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have more diversity when users are exploring, and more precise results are
returned for lookup tasks. This study and the ﬁndings are discussed more
fully in Publication V [9].
An overview of the system
Figure 6.2 provides an overview of the system. In essence, this system’s
features are very similar to the features of the system used in Study IV: after
typing in the search query, the user is presented with 20 documents, and
the interface is the same as that presented in Figure 6.1. However, there
are two main diﬀerences—this system includes a classiﬁer to predict the
task type, and the retrieval algorithm utilizes an adaptive exploration rate
rather than a static/ﬁxed one. When wishing to explore more documents,
the user can click the Next button in the upper right-hand corner of the
page. Then, the classiﬁer predicts the task type—exploratory or lookup—
by considering the user’s browsing behavior with the results in the ﬁrst
iteration. The classiﬁer was built in keeping with the approach proposed
in connection with Study III, and it was trained on the same data. If the
classiﬁer predicts the task to be exploratory, the exploration rate is set to 1
(in response to the ﬁndings from Study IV), and if the task is of the lookup
type, the exploration rate is set to 0.
The user study
The purpose behind the user study was empirical validation of the hypothesis that an adaptive search system, dynamically adjusting the exploration
rate to match the task type, improves user performance in comparison to
traditional search systems, which are designed to support only lookup tasks.
A system with the same interface (see Figure 6.2) and the same retrieval
algorithm but with the exploration rate set to a static value of 0 was used
as the baseline. This setting was selected for the baseline system because
most existing search systems are similarly tuned to exploit the search query
with no adaptation to task type [107].
The study involved 18 researchers performing two search tasks, one
exploratory and one lookup, with each system. With this study, our goal
was to create naturalistic search tasks. To this end, instead of imposing
search topics for exploration, we asked the participants to come up with
less familiar search topics that they were interested in learning about. The
lookup tasks were designed in accordance with a typical known-item search
scenario, in which participants were given target articles two hours prior to
the study to skim through and then were asked to ﬁnd these articles.
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Figure 6.2: An overview of the system designed. The user types in a query
and investigates the ﬁrst page of search results. From the user interaction
with the search results displayed on the ﬁrst page, the search is classiﬁed
as either lookup or exploratory. The result from the classiﬁer is passed on
to the search engine, where the exploration rate for the retrieval algorithm
is set in accordance with the search task. Once set, the exploration rate is
kept constant for the remainder of the search session. The ﬁgure is taken
from previous work [9].
The system logged all the interactions initiated by the user and recorded
the classiﬁer-predicted and actual task type. We also collected qualitative
feedback on the search system by means of interviews. Using a binary
scale, an external expert reviewer with specialist knowledge of the search
topics rated the relevance of all articles returned by both systems for the
exploratory tasks.

6.1.4

Findings from the Adaptive IR System Study

The user-provided ratings (in Study V) for the usefulness of the selected
articles suggest that for exploratory tasks our system with an adaptive exploration rate retrieved more useful documents than the baseline system
did. The qualitative feedback provided during interviews further conﬁrmed
that users perceive the full system to be better for exploratory search tasks.
This ﬁnding shows that users are sensitive to the changes made in the exploration parameter and a higher exploration rate is necessary for exploratory
search tasks. The classiﬁer classiﬁed 81% of the tasks accurately. This is
an important ﬁnding, given that the exploratory search tasks in this study
were truly motivated by the participants. In addition, the results reveal an
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interesting diﬀerence between the number of results the users bookmarked
as relevant and how many the expert judged to be relevant. The expert
rater found no diﬀerence between the search results returned by the two
systems; however, users tended to bookmark more documents as relevant in
initial iterations when using the adaptive system than in the baseline condition. This shows that the relevance of search results is highly subjective
and can change throughout a search session.

6.1.5

Claim V

Claim V states that user performance improves if IR systems retrieve broad
results for exploratory tasks and narrower sets for lookup. Studies IV
and V together conﬁrmed the ﬁfth key claim made in this thesis. It is
possible to explain why the adaptation of exploration rate truly improves
user performance by considering the AIF. With exploratory tasks, users
have diﬃculty in formulating search queries that properly express their
information need, so the search engine cannot trust the queries. Most IR
systems ignore this fact and rank the documents that are most relevant
for the search query at the top. This creates a gap between IR-systempredicted relevance and the actual user-perceived relevance. Particularly
in the case of exploratory search tasks, this gap can become very large
when user familiarity with the domain is low. This would result in an
ecology wherein the result list contains only a few documents that the user
perceives as relevant. When, on the other hand, the IR system returns
more varied results, through employing a higher exploration rate, there is a
better chance of encompassing more topics that the user would perceive as
relevant. This aﬀects the search strategy—with determination that more
of the documents are relevant in the latter case.
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Chapter 7
Discussion

Exploration is a natural human behavior motivated by our thirst for knowledge. With recent leaps forward in technology, we now have the opportunity
to access a vast amount of information much more rapidly via the Web [157].
Although many IR systems and technologies have been designed to improve the retrieval of information, information-seekers still struggle when
undertaking exploratory searches [7]. Hence, better search systems are important, to enable faster and eﬀortless exploration of information. Accordingly, I investigated exploratory and lookup search tasks for the purpose
of revealing solutions to some of the prominent challenges encountered in
information search.
This dissertation has addressed the challenges in information search in
relation to three themes: 1) conceptualizing and understanding information search, 2) modeling and predicting information search behaviors, and
3) providing real-time adaptive support for exploratory and lookup search
tasks. To conceptualize and understand the search strategies applied with
diﬀerent tasks, I used the adaptive interaction framework [123]. The thesis contributes a model designed to predict dynamic information needs—
subjective speciﬁcity—in exploration, a classiﬁer built from interaction logs
to discriminate between exploratory and lookup tasks, and a reinforcement
learning model to predict the adaptive interaction strategies pertinent for
exploratory search. Possible approaches to provision of real-time support
for both exploratory and lookup tasks were proposed through consideration
of these models.
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Summary of the Main Findings

The main ﬁndings yielded by this research are best summarized with reference to the ﬁve key claims.
According to the ﬁrst claim, exploratory search strategies emerge as an
adaptation to ecology, mechanism, and utility in the AIF. In exploratory
search tasks, there is no exact “correct” answer; therefore, the utility involves ﬁnding documents with high levels of user-expected information gain.
This results in an unpredictable distribution with regard to the ecology.
Since this scenario involves a search domain that is less familiar to the
information-seeker, several cognitive constraints (such as comprehension
time and memory) inﬂuence the mechanism alongside common constraints
such as reading time, ﬁxation time, and saccade time. When undertaking
lookup tasks, on the other hand, the user has a clear target in mind, so the
utility would generally involve ﬁnding a single document. Ecology follows a
predictable pattern indicating that the topmost documents are the most relevant here, and the mechanism involves the common cognitive constraints
(reading, ﬁxation, and saccade times). When these diﬀerences in ecology,
mechanism, and utility are borne in mind, it is possible to explain the diﬀerences in rational information-seekers’ search strategy between exploratory
and lookup tasks. Therefore, I was able to propose an approach for implementing a model to predict the rational exploratory search strategies by
training a reinforcement learning agent. I applied formal models of the ecology to generate training data, of utility to deﬁne the reward function, and
of the mechanism to compute the costs involved in the reward function (or
human constraints that contribute negative reward). The model-predicted
strategies of an exploratory searcher closely match the strategies applied
by an actual user. These are exciting ﬁndings that conﬁrm the ﬁrst claim.
The second claim points to exploratory search as the most challenging
and one of the most common search purposes. This claim was arrived
at via case-study research that involved observation of information-seekers
that was followed by a Web-based survey. The study found ﬁve common
purposes for which academics initiate search activities: staying up to date
on the ﬁeld, exploring unfamiliar topics, collaborating, reviewing literature,
and teaching. Of these purposes, exploring unfamiliar topics turned out to
be among the most common search purposes yet one of the most diﬃcult
to address. These ﬁndings emphasize the importance of designing better
tools and techniques to support exploration. Although there has been a
large amount of interest in designing search systems, of various types, clear
room for improvement remains.
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Addressing the third claim—that it is possible to model the dynamic
nature of information needs in exploratory search and explain how they
lead to dynamic search strategies by considering the AIF—I proposed a
model to predict how broad or narrow the search results would be deemed
with respect to the actual information need of the user (i.e., the subjective
speciﬁcity) from observable search behaviors. The model proposed is also
sensitive to in-session knowledge gain and existing knowledge or experience
possessed by the information-seeker. Furthermore, the AIF theoretically
validates the logic behind the model. This ﬁnding has valuable implications
for addressing one of the greatest challenges in the realm of exploratory
search: coping with the dynamic knowledge, goals, and information needs.
One of the biggest hindrances encountered in eﬀorts to advance the design of search systems that adaptively support performing both exploratory
and lookup tasks is a lack of empirical evidence on separating between
the two task types. The next key claim, that it is possible to distinguish
the type of search tasks by training a classiﬁer with user interaction data,
stemmed from the ﬁrst claim, whose theoretical validation entailed using
the AIF to show how diﬀerent search strategies can emerge from certain
task characteristics. The results of a study conducted to validate the classiﬁer empirically demonstrate how the actual search task can be ascertained
while the user is still interacting with the ﬁrst search-engine result page.
This ﬁnding provides insight into how one can design adaptive information
search systems.
The ﬁnal phase of the research involved designing an adaptive information search system that provides real-time support for both exploratory and
lookup tasks. This system was developed through synthesis of the models developed earlier in the doctoral project. The results of a study that
validated this search system allow me to assert that user performance in
information search can be improved via adapting of information retrieval
algorithms to retrieve broader results for exploratory tasks and narrower
results for lookup tasks. The ﬁndings from this research allow supporting
both task types surreptitiously without departing from the list-based search
interfaces familiar to users.

7.2

Implications of the Research

In line with earlier research into information search behaviors with diﬀerent task types, my ﬁndings show that users adapt diﬀerent information
search strategies in keeping with the task type. Yet the ﬁndings go further,
complementing prior work by revealing the factors that could rationally
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explain such adaptive search strategies. The adaptive interaction framework that I used for this purpose has been applied for the menu-search
context [41], but this is the ﬁrst time such a framework has been applied
to information search tasks to provide thorough explanation as to how and
why search behaviors are adaptive. Unlike other models of information
search behaviors, which predict only the task completion time [17,124], the
computational model created via the AIF is capable of predicting other
process variables—clicks and gaze distribution—in addition to task completion time. The proposed reinforcement learning model has important
implications for systems that provide support for exploration. The model
allows information search systems to make empirical estimates of how new
features are going to aﬀect the search behavior. For example, if a search
system introduces a feature that highlights relevant keywords, it is possible
to interpret how this feature would aﬀect the utility, mechanism, and ecology in line with the AIF. It would then allow us to predict how this feature
would change the search strategy.
Chapter 5 presented a model that assesses how broad or narrow the
search results are with respect to the actual information need of the user.
This model can be applied to exploratory search tasks to provide implicit
relevance feedback. The classiﬁcation results show that our model indeed
captures valuable information about the subjective selectivity of results and
can be applied in an actual search system. There are several important implications of this model that can be exploited in the design of adaptive
search systems. It has potential applications in systems that support exploratory search by making query suggestions [59], organizing information
by facet [170], directing search by visualizing relevant keywords [64], and
presenting summaries of results in various ways [95]. These systems could
use the subjective speciﬁcity model to predict whether potential returned
results are too broad or too narrow for the user’s actual information need.
Furthermore, this model could be used as a substitute for relevance feedback techniques that put the user through tedious feedback loops.
The classiﬁcation study that identiﬁed behavioral indicators that separate exploratory tasks from lookup tasks (Section 5.2) also has important
implications for the design of adaptive search systems. The classiﬁcation
analysis indicated that the outcome can be exploited and could be used for
customizing and adapting IR systems. I posit that several aspects of IR systems can be tailored to the predicted task type: interface design, retrieval
algorithm design, and user model design. These aspects are thoroughly discussed in Publication III. Unlike in exploratory searches, in lookup searches
users examine fever result items and prefer a shorter informative summary
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(i.e., snippet) for each result [47]. Since the task type has a signiﬁcant
inﬂuence on search behavior, implicit relevance feedback techniques could
beneﬁt greatly from classifying the task by type early in the interaction.
In a nutshell, the classiﬁer I have proposed allows search systems to adjust the number of result items shown per SERP dynamically, with more
result items for exploratory tasks; to alter the snippet length so as to provide longer summaries in cases of exploratory tasks; and to derive implicit
relevance feedback more accurately.
The adaptive search system proposed in Chapter 6 provides evidence for
the practical applicability of the aforementioned models in real-world search
systems. A similar approach could be followed for making adaptations to
the search interface and to visible features of the IR system.

7.3

Limitations of the Work

All of the user studies were conducted in laboratory settings. All methods
have their drawbacks, and controlled laboratory studies are no exception.
Users in the lab are seldom truly motivated to perform the tasks. However,
the alternative approach is to collect data from search-engine logs, which
would provide little information on the actual task that was performed or
about user satisfaction [132], let alone about the task success [14]. Another
reason for conducting laboratory studies is that they allow us to control
other factors that could aﬀect search behavior. This is vital because search
strategies are inﬂuenced by many additional factors, such as domain knowledge, search expertise, and task diﬃculty [99]. I included realistic search
tasks and follow-up interviews in all of the studies in order to obtain feedback on actual user perceptions. To compensate for the lack of user motivation to perform externally set tasks, the conditions in the exploratory
search studies reported upon in publications II and V allowed the users to
explore topics of their interest. Although the models and adaptive search
engine developed in this research could be validated by methods utilized
in the experiments done in the thesis project, ﬁeld studies or studies in
natural settings are required for addressing the external validity [120].
In all of the studies, the setting for the search tasks was an academic
information search context. The primary reason for this selection is that
the main goal for exploratory search is to obtain new knowledge, which is
particularly important in an academic milieu [165]. In light of this, all the
participants in the user studies were researchers. However, validation of
the models beyond the academic context necessitates conducting studies in
other domains too, with participants who have diﬀerent backgrounds.
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A pool of academic articles from arXiv was the main data source used
by the information search system. This corpus was chosen because arXiv is
one of the most popular open-access digital libraries in the physics, mathematics, and computer science domains and is a free digital library. Another reason for selection of a set of academic articles is that, again, our
studies were conducted in the academic context. Although the modeling
approaches and adaptive information search designs proposed in this thesis
are suitable for other search tasks as well, we have validated them only with
an academic dataset. Generalized studies and information search systems
designed with other datasets are necessary for demonstrating the generalizability of the ﬁndings.
The classiﬁcation exercise conducted in the subjective speciﬁcity research (Study II) suggested that the model’s accuracy improves when the
user examines more items on the SERPs (around 33 items). However,
larger quantities of training data are required for building a more advanced
classiﬁer, one that can make reliable calls while the user is examining the
ﬁrst 10 items on the SERP.
The prototype system developed to provide adaptive support for exploratory and lookup search tasks require the user to provide relevance
feedback on the returned documents. However, prior studies show that due
to the high cognitive load of providing feedback, such techniques are not in
use [88]. Although the relevance feedback is not used in the classiﬁer, the
reinforcement learning algorithm requires some sort of feedback to rate the
documents. Hence, implicit techniques to acquire user feedback is needed
to improve the usability of this system.
The parameters to the reward function in the reinforcement learning
model based on the AIF were set by trial and error. Although this approach
allowed me to build an accurate model of exploratory search, the accuracy
could be further improved by means of parameter optimization techniques.
The associated research could beneﬁt also from having more data as input.

7.4

Directions for the Future

In this thesis, the adaptive information search system was assessed through
assignment of exploratory and lookup tasks to users in a controlled laboratory setting. Validating the practical applicability of this adaptive search
system in a naturalistic setting requires launching the system for use by
the public. Controlling various background factors, among them domain
knowledge, search expertise, and the diﬃculty of the tasks, would have demanded overly complicated experiments and extensive additional analysis
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in order to guarantee realistic tasks and appropriate interpretation of the
results. With future work, I intend to investigate how the system developed
works in the wild. This represents a complex undertaking: ascertaining the
ground truth with respect to the actual search goal that motivated the
search is diﬃcult, not least because users must explicitly specify the search
task at the outset. On many occasions, the information-seeker has doubts
surrounding the type of search task. This requires additional research into
methods for uncovering the actual motivation behind the search.
Extension of this line of research beyond the academic search context
is another element that calls for further study. Exploratory search occurs
in general Web search conditions involving conceptually broad search topics such as a ﬁrst-time property-buyer exploring the domain [15]. Another
typical situations might involve a tourist exploring a new town—a scenario
that, while not directly related to search, does involve a form of exploration.
One interesting avenue for future investigation would be to generalize the
models proposed in this thesis to support exploration in diﬀerent contexts.
Although the application of the proposed approach to general Web search is
rather straightforward (since there are no fundamental diﬀerences between
academic search and general Web search), application to physical exploration would require further investigation. Models such as information
foraging theory provide motivation for this line of inquiry by illustrating
how a theory derived from the behavior of animals foraging for food can
be applied to the completely diﬀerent context of information search [125].
I plan to examine the possibilities for extending this research beyond the
information search context.
In this thesis, I have presented a model to predict the subjective speciﬁcity of search results while the user is actively engaged in search. Though
several valuable implications of this model have been proposed, it has not
yet been integrated into the adaptive search system that I proposed in
the course of this research. That is mainly because the adaptation of either the user interface or the retrieval system would require more thorough analysis of user requirements. This step necessitates more careful
investigation of how to respond to the subjective speciﬁcity and dynamic
changes in user knowledge in exploration while simultaneously avoiding
over-personalization of the results, since that could lead to context traps
[88]. Exploring and critically evaluating the opportunities for dynamic
adaptation of IR systems in line with evolving information needs and user
knowledge could prove to be a highly fruitful endeavor.
Another important open challenge is how to make the exploration–
exploitation tradeoﬀ discussed in Chapter 6 transparent to the user. The
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approach followed in the doctoral research involved unobtrusively adapting
the retrieval algorithm without altering the familiar list-based interface.
However, adapting the interface merits more careful investigation in relation
to how best to show the system-predicted task type to the user and allow
the user to correct the system’s prediction. Yet it is also important to avoid
overloading the user, since providing too much information could create a
distraction [73].

7.5

Conclusion

Exploratory and lookup searches are the two common categories of information search tasks. Although IR systems and technologies have vastly
improved over the last decade, information-seekers still need more support
in performing exploratory search tasks. There is a need to develop a generalizable conceptualization of information search that helps to distinguish
exploratory and lookup searches. Such a conceptualization would enable
the development of adaptive IR systems to support both kinds of searches.
In this dissertation, I propose a conceptualization of information search
based on an existing framework, called Adaptive Interaction Framework
(AIF). Through this conceptualization I explain that the characteristics
of exploratory information search strategies are a result of rational choices
users make to maximize their information gain (or utility) in a given ecological structure with cognitive and perceptual limits. This conceptualization
enables us to explain why exploratory search is challenging and build predictive models.
This research contributes three predictive models of information search
behaviors. The ﬁrst model predicts the dynamic parameters in exploration
from eye gaze movement and click interactions. This model is also capable
of detecting prior user experience in search, and changes in user knowledge
over the course of a search session. The second model is a classiﬁer that
distinguishes exploratory and lookup search tasks from implicit user behaviors. The third model is a computationally rational model of adaptive
exploratory search behaviors that implements reinforcement learning algorithm to predict optimal information search strategies. These models make
important contributions to the development of adaptive IR systems.
The dissertation demonstrates an approach to provide real-time support
for both exploratory and lookup search tasks with the predictive models
developed in this research. The prototype system shows how to distinguish
the search tasks while the user is still searching and dynamically tune the
IR system to better match the user needs in each search task.
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In conclusion, this thesis has chronicled the gradual development of an
approach to providing better support for information search, with important implications. The most important outcomes of this work are a better
understanding of exploratory search through the lens of the AIF, designing
of models based on this understanding, and an adaptive search system that
provides real-time support for information search.
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[1] Iris Adä and Michael R Berthold. Eve: a framework for event detection. Evolving systems, 4(1):61–70, 2013.
[2] Denise E Agosto. Bounded rationality and satisﬁcing in young people’s web-based decision making. Journal of the American Society for
Information Science and Technology (JASIST), 53(1):16–27, 2002.
[3] Antti Ajanki and Samuel Kaski. Probabilistic proactive timeline browser. In Artiﬁcial Neural Networks and Machine Learning
(ICANN), pages 357–364. Springer, 2011.
[4] Anwar Alhenshiri, Carolyn Watters, Michael Shepherd, and Jack
Duﬀy. Building support for web information gathering tasks. In
System Science (HICSS), pages 1687–1696. IEEE, 2012.
[5] John R Anderson. Is human cognition adaptive?
Brain Sciences, 14(03):471–485, 1991.

Behavioral and

[6] Salvatore Andolina, Khalil Klouche, Diogo Cabral, Tuukka Ruotsalo, and Giulio Jacucci. Inspirationwall: Supporting idea generation
through automatic information exploration. In SIGCHI Conference
on Creativity and Cognition (C & C), pages 103–106. ACM, 2015.
[7] K. Athukorala, E. Hoggan, A. Lehtiö, T. Ruotsalo, and G. Jacucci.
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A-2012-7 N. Välimäki: Applications of Compressed Data Structures on Sequences and Structured
Data. 73+94 pp. (Ph.D. Thesis)
A-2012-8 S. Varjonen: Secure Connectivity With Persistent Identities. 139 pp. (Ph.D. Thesis)
A-2012-9 M. Heinonen: Computational Methods for Small Molecules. 110+68 pp. (Ph.D. Thesis)
A-2013-1 M. Timonen: Term Weighting in Short Documents for Document Categorization, Keyword Extraction and Query Expansion. 53+62 pp. (Ph.D. Thesis)
A-2013-2 H. Wettig: Probabilistic, Information-Theoretic Models for Etymological Alignment.
130+62 pp. (Ph.D. Thesis)
A-2013-3 T. Ruokolainen: A Model-Driven Approach to Service Ecosystem Engineering. 232 pp.
(Ph.D. Thesis)
A-2013-4 A. Hyttinen: Discovering Causal Relations in the Presence of Latent Confounders.
107+138 pp. (Ph.D. Thesis)
A-2013-5 S. Eloranta: Dynamic Aspects of Knowledge Bases. 123 pp. (Ph.D. Thesis)
A-2013-6 M. Apiola: Creativity-Supporting Learning Environments: Two Case Studies on Teaching Programming. 62+83 pp. (Ph.D. Thesis)
A-2013-7 T. Polishchuk: Enabling Multipath and Multicast Data Transmission in Legacy and
Future Interenet. 72+51 pp. (Ph.D. Thesis)
A-2013-8 P. Luosto: Normalized Maximum Likelihood Methods for Clustering and Density Estimation. 67+67 pp. (Ph.D. Thesis)
A-2013-9 L. Eronen: Computational Methods for Augmenting Association-based Gene Mapping.
84+93 pp. (Ph.D. Thesis)

A-2013-10 D. Entner: Causal Structure Learning and Eﬀect Identiﬁcation in Linear Non-Gaussian
Models and Beyond. 79+113 pp. (Ph.D. Thesis)
A-2013-11 E. Galbrun: Methods for Redescription Mining. 72+77 pp. (Ph.D. Thesis)
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