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Abstract

Segmentation is a data mining technique yielding simplified representa-
tions of sequences of ordered points. A sequence is divided into some
number of homogeneous blocks, and all points within a segment are de-
scribed by a single value. The focus in this thesis is on piecewise-constant
segments, where the most likely description for each segment and the
most likely segmentation into some number of blocks can be computed
efficiently. Representing sequences as segmentations is useful in, e.g.,
storage and indexing tasks in sequence databases, and segmentation can
be used as a tool in learning about the structure of a given sequence.

The discussion in this thesis begins with basic questions related to
segmentation analysis, such as choosing the number of segments, and
evaluating the obtained segmentations. Standard model selection tech-
niques are shown to perform well for the sequence segmentation task.
Segmentation evaluation is proposed with respect to a known segmenta-
tion structure. Applying segmentation on certain features of a sequence
is shown to yield segmentations that are significantly close to the known
underlying structure.

Two extensions to the basic segmentation framework are introduced:
unimodal segmentation and basis segmentation. The former is concerned
with segmentations where the segment descriptions first increase and then
decrease, and the latter with the interplay between different dimensions
and segments in the sequence. These problems are formally defined and
algorithms for solving them are provided and analyzed.

Practical applications for segmentation techniques include time series
and data stream analysis, text analysis, and biological sequence analysis.
In this thesis segmentation applications are demonstrated in analyzing
genomic sequences.
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CHAPTER 1

Introduction

This chapter provides motivation for studying sequence segmentations,
and outlines the main contributions presented in this thesis.

1.1 Motivation

The process of discovering interesting information, knowledge, from data
is often described by the general term data mining. There are at least
two alternative main goals in data mining: simplifying a given data set by
constructing a model for the entire data, or extracting the most interesting
subsets, features, or patterns from the data.

Here the focus is on the first goal, more specifically, simplifying the
description of sequential data. A sequence is summarized by dividing it
into some number of internally homogeneous, non-overlapping blocks,
segments. When defined and constructed appropriately, the segmentation
model can capture interesting phenomena in the sequence, such as bound-
aries of coding regions and large-scale variation in genomic sequences.
The segmentation problem discussed in this thesis is closely related to the
clustering problem, with the difference that the data points are assumed
ordered with respect to some variable, such as time.

Examples of applications where segmentation techniques are used
include biological sequence analysis and time series analysis, where the
data stems from measurements of, e.g., environmental variables at given
time points. The aim is to find regions in the sequence where some
process or state of the data source stays constant, followed by a sudden
and noticeable change. By defining a segmentation model for the sequence,
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2 1 Introduction

a large-scale description of the entire data is created. The model can then
be used by experts in the respective field to formulate and test hypotheses
about the underlying processes from which the data stems.

The main application area studied in this thesis is DNA sequence
analysis. In genomic sequences, structure exists at various scales. The
coding-noncoding organization of a genome is one example of segmental
structure. The large-scale variation in G+C (nucleobases guanine and cy-
tosine) content is another example. The variation in G+C along a chromo-
some reflects changes in, e.g., replication timing, recombination rate, and
gene concentration between different regions of the sequence [OCRR+02].
The goals in DNA segmentation include describing the structure of the
sequence, detecting segments that clearly differ from their sequence envi-
ronment, or comparing structures between sequences [BM98].

The work presented in this thesis is focused on piecewise-constant
modeling of sequential data. The data points in each segment are assumed
independent and stemming from the same distribution. In the case of
real-valued data, the model for each segment is a normal distribution with
a mean and a variance. Furthermore, the data in segments of binary or
categorical sequences are assumed to stem from independent Bernoulli
or categorical trials, with some constant probability for each possible
outcome.

The best piecewise-constant model for a given sequence is efficiently
computable, and such a simple model is convenient when developing ex-
tensions to the basic segmentation framework. The best parameter values
for the segment distributions can be computed in constant time, given the
points in a segment. For example piecewise-linear models could also be
considered, but computing their parameter values is computationally more
demanding. Furthermore, for the applications considered in this thesis the
piecewise-constant assumption yields intuitive results.

The main computational questions related to segmentation include

• How to transform the data into a sequence to be segmented?

• How to represent the sequence optimally with k segments?

• What is the best number of segments, k, for a given sequence?

• How to evaluate the goodness of a segmentation model?

The answer to the first question depends on the application. The examples
in this thesis involve dividing a DNA sequence into some number of
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windows and computing the value of the feature of interest within each
window, yielding a sequence of feature vectors. On the other hand, for
example time series measurements can be used directly.

The answer to the second question can be found in time O(n2k) [Bel61],
where n is the length of the sequence, assuming piecewise-normally dis-
tributed segments and the optimal segmentation defined as the one that
maximizes the likelihood of the data.

The third question of choosing the number of segments k is explored
in this thesis; two existing model selection techniques are experimentally
shown to yield intuitive results on sequence segmentations.

Perhaps the most challenging question is the last one. It is not clear how
good the optimal segmentation is, just that it is the best piecewise-constant
model for the given data. A possible approach, comparing similarity
between segmentations, to partially answer this question is discussed in
Section 3.2.

Further questions studied in this thesis include recognizing special
structures such as unimodality of the sequence, or the interplay between
different dimensions in different regions of the sequence.

1.2 Summaries of original publications

Brief summaries of the original publications included in this thesis are
given below.

Paper I

In Paper I we study the performance of two general model selection tech-
niques, Bayesian information criterion (BIC) and cross validation (CV), in
choosing the best number of segments when representing a sequence with
piecewise-constant segments. The question of choosing the best number
of segments is not trivial, especially on noisy real data. It is also not clear
that general model selection techniques would perform well in choosing
the best number of segments.

We conducted extensive experimental studies to verify the performance
of BIC and CV. We found that both techniques often find the correct
number of segments in synthetic sequences. BIC is slightly more accurate
on synthetic sequences, while CV is more robust against outliers, which
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are presumably frequent in real sequences. We demonstrate the effects of
outliers and linear trends on the model selection results.

Detailed definitions of segmentation likelihood are discussed for nor-
mally, Bernoulli and multinomially distributed segments. We show that
also segments defined by changes in variances as well as in means are
identified on real-valued data.

The model selection techniques are applied on real genome sequences
reflecting codon, G+C, and bigram frequencies in a genome. The result-
ing segmentations describe coding and noncoding regions in a bacterial
genome, and large-scale structures in the human genome. We also dis-
cuss the question of choosing the level of detail to represent a genomic
sequence with, i.e., determining the window size.

Paper II

In Paper II the focus is on evaluating the similarity between two segmen-
tations. Our main contribution is the introduction of a randomization
technique to evaluate the significance of segmentation similarity. The
underlying sequences are assumed unknown, and the similarity is decided
according to the segment boundaries only.

The similarity between two segmentations is measured by conditional
entropy. The background distribution of conditional entropies is experi-
mentally constructed by sampling from a class of randomized segmenta-
tions, and the significance of the given conditional entropy is decided with
respect to the sampled distribution.

We consider a randomization class that includes segmentations with the
same number of segments as in the compared segmentations, and a class
where the segments in one of the compared segmentations are shuffled,
thus maintaining the segment lengths. The randomization framework is
useful when deciding if segmentations provided by different segmenta-
tion techniques or sequence features are significantly close to a known
segmentation structure or to each other.

We apply the randomization technique on segmentations of genomic
sequences with respect to various sequence features. Some of the fea-
tures are shown to yield segmentations that are significantly close to a
known structure. Using some other features, on the other hand, provides
results only as good as those obtained by randomly assigning the segment
boundaries.
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Paper III

In Paper III we introduce the unimodal segmentation problem, and give
an optimal O(n2k) time algorithm for solving it. Proof of optimality is
provided, along with a greedy O(n logn) time algorithm that is experi-
mentally shown to yield results close to optimal. We discuss the general
problem of monotonic and unimodal regression and segmentation with
respect to real-valued and binary sequences.

Unimodal segmentation is demonstrated to be useful in unimodality
detection. We introduce three techniques for unimodality detection, each
based on comparing unimodal segmentations and segmentations without
unimodality constraints, showing that they perform well on real sequences.

Paper IV

In Paper IV we introduce the basis segmentation problem. The problem
consists of segmenting the sequence while representing it with a basis
of reduced dimensionality. We give three O(n2k) time approximation
algorithms for solving the problem. Two of the algorithms are shown to
have an approximation factor of 5 with respect to the reconstruction error
of the L2-optimal solution. Each algorithm is analyzed in detail.

The algorithms are applied on synthetic sequences, generated from
a small number of basis vectors that are used in different proportions
in different segments. The results show that the underlying segment
boundaries are recovered accurately.

We demonstrate basis segmentation applications on real sequences,
including exchange-rate data, environmental measurements, and genomic
sequences. On genomic sequences, connections are studied between the
frequencies of certain bigrams that are often associated with each other.

Paper V

In Paper V we study the biological problem of discovering isochores with
the piecewise-constant segmentation framework. Isochores denote large
genomic regions relatively homogeneous in their G+C content, observed
in warm-blooded vertebrates such as human.

The obtained segmentations are evaluated by comparing their least-
squares errors to those of randomized segmentations. An advantage of
the piecewise-constant framework over other techniques is that it finds the
globally optimal segmentation, instead of focusing on local differences.
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We give experimental results for several regions of the human genome,
and compare the results to those previously suggested in the literature. The
results are consistent and similar to those obtained by other techniques.
Each human chromosome is studied separately and, e.g., the major histo-
compatibility complex (MHC) region in chromosome 6 is studied in more
detail. We discuss the effect of a log-transformation and the window size
on the results.

1.3 Main contributions

The main contributions of this thesis are given below, listed in the order of
the original publications.

I. Two general model selection techniques are experimentally shown
to perform well on sequence segmentations. Their limitations due
to outliers and linear trends in real data are discussed.

II. The concept of and a technique for evaluating segmentation similar-
ity via randomization are introduced, and shown to yield intuitive
results on DNA segmentations.

III. The problem of unimodal segmentation is introduced, and a provably
optimal algorithm is given for solving it. A greedy algorithm and
applications in unimodality detection are discussed.

IV. The basis segmentation problem and three algorithms for solving it
are introduced. Approximation factors for two of the algorithms are
proved and applications on real data are demonstrated.

V. The piecewise-constant segmentation framework is shown to be
useful in solving the biological problem of identifying large G+C
homogeneous DNA regions, isochores.

The author of this thesis contributed to choosing the research question
and techniques studied in Paper I, wrote the majority of the text and
performed the experimental evaluation. In Paper II the author contributed
to the development of the randomization techniques, to choosing the
applications, and to the writing and experimental evaluation. The proof of
optimality in Paper III, majority of the text, as well as the experimental
evaluation (except subsection 6.2) are by the author. In Paper IV the



1.3 Main contributions 7

author contributed to the discussion leading to the developed problem
and algorithms, was responsible for experimental evaluation on genome
sequences (subsection 5.3), and was involved in revising the manuscript.
The author contributed to choosing the problem and the data studied in
Paper V, performed the experimental evaluation and wrote the majority of
the text.

* * *

The rest of this thesis is organized as follows. The segmentation frame-
work is discussed in Chapter 2, along with related work. The basic com-
putational questions of choosing the number of segments and evaluating
the obtained segmentations are outlined in Chapter 3. Extensions to the
framework, dimensionality reduction and unimodality, are discussed in
Chapter 4. In Chapter 5 applications of the segmentation framework in
DNA sequence analysis are demonstrated. Finally, Chapter 6 concludes
this thesis.
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CHAPTER 2

The segmentation problem

The basic segmentation problem and the optimal algorithm for solving it
are discussed in this chapter. Transforming certain types of data, e.g., DNA
sequences, into representations on which the algorithm can efficiently be
applied is also described. A visualization technique for studying segment
boundaries with varying numbers of segments is introduced. Finally,
alternative segmentation problems and algorithms appearing in related
literature are discussed.

2.1 Problem de�nition

An informal description of the so-called k-segmentation problem is as
follows. Divide the input sequence into k non-overlapping pieces, seg-
ments, such that the similarity between each point and the summary of
all points in the same segment is maximized. This definition captures
two main points of the segmentation problem: each point is assigned to
exactly one segment, and the segments are formed in a way that maximizes
the within-segment similarity of points. The summary of a segment is
called its description. Similarity of the points in a segment is captured by
segment likelihood, discussed shortly.

Solving the k-segmentation problem on a sequence X involves three
interconnected tasks:

• Deciding the locations of boundaries B = {b0, . . . ,bk} that define
segments S = {s1, . . . ,sk}.

9



10 2 The segmentation problem

• Defining segment descriptions Φ = {φ1, . . . ,φk} for the segments
in S.

• Measuring how likely the k-segmentation Mk = (S,Φ) is, given the
sequence X .

When the focus is on real-valued sequences with piecewise-constant
segments, a natural and simplistic model family includes k-segmenta-
tions where each segment is generated from a normal distribution with
a given mean and a variance. Alternative model families, such as linear
segments or polynomials of higher degree, could also be considered.
When each segment s j is assumed to stem from the normal distribution
described by two values, mean µ j and variance σ2

j , it is natural to define
the description of segment s j as φ j = (µ j,σ

2
j ). For a d-dimensional

sequence φ j ∈Rd ×Rd
+, where R+ denotes nonnegative real numbers, but

in this thesis the focus is mainly on the case where the variance σ2
j is

constant across segments S and dimensions d, yielding φ j ∈Rd×R+. The
dimensions and segments are assumed independent. Variations where a
variance is defined per segment, per dimension, or both, are discussed in
Paper I. For discussion on applying the k-segmentation problem on binary
and categorical data, see Paper I.

The k segments of a sequence X = 〈x1, . . . ,xn〉 are described by k−1
segment boundaries 1 < b1 < .. . < bk−1 ≤ n that define segments
S = {s1, . . . ,sk}. To simplify the notation, b0 = 1 and bk = n + 1 are
also defined. A segment s j is a subsequence of the original sequence X
that contains those points xi that have i ∈ {b j−1, . . . ,b j−1}. The length of
segment s j is n j = b j−b j−1. An example of a k-segmentation with k = 2 is
given in Figure 2.1. The discussion above is summarized by the following
formal definition.

Definition 2.1. (k-segmentation) Let X be a sequence X = 〈x1, . . . ,xn〉,
where xi ∈ Rd for all i = 1, . . . ,n, and let k ≤ n be a positive integer. A k-
segmentation Mk of X consists of k+1 integer boundaries b0, . . . ,bk, where
1 = b0 < b1 < .. . < bk−1 < bk = n+1, defining segments S = {s1, . . . ,sk},
where s j = 〈xb j−1 , . . . ,xb j−1〉, and k segment descriptions φ j = (µ j,σ

2
j ) ∈

Rd ×Rd
+.

Next the focus is on the question of likelihood, i.e., how good is a
model Mk in describing the sequence X . Intuitively, likelihood L(X |M)
states how likely the observed data X is, given model M. A general
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Figure 2.1: An example of a k-segmentation for one-dimensional sequence
X = 〈x1, . . . ,x10〉 with 2 segments s1 = 〈x1,x2,x3〉 and s2 = 〈x4, . . . ,x10〉.
Boundaries B = {b0 = 1,b1 = 4,b2 = 11} and segment means µ1 and µ2

are shown. The segment lengths are n1 = 3 and n2 = 7.

definition of likelihood is L(X |M) ∝ f (X |M), where f (X |M) denotes
the value of the probability density function for data X , given a parameter-
ized model M (see [Tan96, Chapter 2]). In the case of a k-segmentation,
the data in segment s j is assumed to stem from the normal distribution
N(µ j,σ

2
j ), and the segments are assumed independent. The likelihood of

the data, given a k-segmentation Mk = (S,Φ), is defined to be

L(X |Mk) = f (X |Mk) =
k

∏
j=1

f (s j | φ j), (2.1)

where f (s j | φ j) denotes the value of the probability density function of
the normal distribution N(µ j,σ

2
j ) for the data in segment s j.

The likelihood for a segment s j with d independent dimensions, de-
noted simply by L(s j), is

L(s j)=
d

∏
l=1

∏
xi∈s j

1
σ jl
√

2π
e
− 1

2

(
xil−µ jl

σ jl

)2

=
d

∏
l=1

(
2πσ

2
jl
)− n j

2 e
− 1

2σ2
jl

∑xi∈s j (xil−µ jl)2

,

(2.2)
where the notation xil refers to the l:th dimension of xi. The likelihood of
the entire data is a product of k segment likelihoods,

L(X |Mk) =
k

∏
j=1

L(s j) =
k

∏
j=1

d

∏
l=1

(
2πσ

2
jl
)− n j

2 e
− 1

2σ2
jl

∑xi∈s j (xil−µ jl)2

. (2.3)
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The log-likelihood l(X |Mk) = ln(L(X |Mk)) of a k-segmentation Mk is

l(X |Mk) =−1
2

k

∑
j=1

d

∑
l=1

(
n j ln(σ2

jl)+
∑xi∈s j(xil −µ jl)2

σ2
jl

)
− nd

2
ln(2π).

(2.4)
The segment descriptions Φ̂S that maximize the likelihood of given

segments S yield, together with S, a segmentation denoted by M̂S
k = (S,Φ̂S).

Next Φ̂S are defined for any given S. Then it is shown how to obtain Ŝ that
maximizes L(X | M̂S

k ) over all M̂S
k , providing a segmentation M̂k = (Ŝ,Φ̂Ŝ)

that maximizes Equation 2.1.
The sums ∑xi∈s j(xil − µ jl)2 in Equation 2.4 are minimized when

µ jl = 1
n j

∑xi∈s j xil , the segment means. These maximum-likelihood es-
timates for the segment means are denoted by µ̂ jl . Maximizing Equa-
tion 2.4 also requires defining the variances σ2

jl ; their maximum likelihood
estimates are σ̂2

jl = 1
n j

∑xi∈s j(xil − µ̂ jl)2 (see, e.g., [BA98]). When all seg-
ments are assumed to have a single variance, its maximum likelihood
estimate is σ̂2 = 1

nd ∑
d
l=1 ∑

n
i=1(xil − µ̂(i)l)2. Here µ̂(i) denotes µ̂ j for the

segment s j that point xi is assigned to.
When each µ jl is assigned the value µ̂ jl and σ2

jl the value σ̂2 in Equa-
tion 2.4 the maximum likelihood for any k-segmentation with segments S
and a single variance is obtained. The maximally likely segmentation is de-
noted M̂S

k = (S,Φ̂S), where Φ̂S = {φ̂1, . . . , φ̂k} and φ̂ j = (〈µ̂ j1, . . . , µ̂ jd〉, σ̂).
The maximum log-likelihood for any k-segmentation with segments S is

l̂(X | M̂S
k ) =−nd

2
ln

(
∑

n
i=1 ∑

d
l=1(xil − µ̂(i)l)2

nd

)
− nd

2
(1+ ln(2π)). (2.5)

Note that maximizing the log-likelihood equals minimizing the sum of
squared errors, that is, the squared L2 distance between the model and the
data. The model-independent constants can be ignored and the maximum-
likelihood segmentation M̂k identified by simply minimizing the L2 (i.e.,
Euclidean) distance. Now the k-segmentation problem can be written as
follows.

Problem 2.1. (k-segmentation) Given a sequence X = 〈x1, . . . ,xn〉, where
xi ∈ Rd for all i = 1, . . . ,n, and a positive integer k ≤ n, find the k-segmen-
tation M̂k = (Ŝ,Φ̂Ŝ) that minimizes ∑

n
i=1 ∑

d
l=1(xil − µ̂(i)l)2.

L2-optimal piecewise-polynomial models for a given sequence can
be computed by dynamic programming, as shown already by Bellman
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in 1961 [Bel61]. The k-segmentation problem for piecewise-normal mod-
els can be solved in time O(n2k). The dynamic-programming algorithm
proceeds by filling an n× k table E, where entry E[i, p] denotes the
maximum log-likelihood of the subsequence 〈x1, . . . ,xi〉 when segmented
with p segments. The recurrence for the table E is

E[i, p] = max
1≤t≤i

{E[t−1, p−1]+ l̂(t, i)}, (2.6)

where l̂(t, i) is the maximum log-likelihood of the subsequence 〈xt , . . . ,xi〉
when represented with a single segment. The table is first initialized with
entries E[i,1] = l̂(1, i) for all i = 1, . . . ,n. The best k-segmentation is found
by storing the choices for t at each step in the recursion in another table T ,
and by reconstructing the sequence of choices starting from T [n,k]. Note
that the table T also gives the optimal k-segmentations for all k′ < k, which
can be reconstructed by starting from T [n,k′].

Suboptimal but faster algorithms for solving the segmentation problem
have been introduced, e.g., in [GKS01, TT06]. However, using the opti-
mal segmentation algorithm is required for applying the model selection
techniques discussed in Section 3.1. For a more detailed discussion on the
k-segmentation problem and related algorithms see [Ter06].

Hierarchical segmentation techniques, such as those in [BGRRO96,
Li01a], do not in general produce optimal segmentations. This is because
the optimal segmentations are not necessarily hierarchical, as demonstrated
in Section 2.3. Furthermore, there are no guarantees on the similarity of
the hierarchical segmentations to the optimal ones. Therefore the compu-
tationally more demanding optimal k-segmentation is applied throughout
this thesis. Obtaining optimal segmentations is especially important when
applying the model selection techniques discussed in Section 3.1.

Hidden Markov models (HMMs) are an alternative and widely ap-
plied technique for dividing a sequence into segments, see, e.g., [Chu89,
TAR07]. In the basic HMM formulation, the data is modeled as a sequence
of observations, such that each observation stems from one of h possible
states. That is, the number of possible segment descriptions (states) h is
fixed, instead of fixing the number of segments k. The model parameters
describe the probability that an observation stemming from state si is fol-
lowed by an observation stemming from state s j. The optimal description
of a sequence is often determined by the expectation maximization (EM)
algorithm [DLR77], where the state sequence is determined by the Viterbi
algorithm, and the model parameters for a given state sequence by, e.g.,
the Baum–Welch algorithm, see [RJ86].
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In HMMs the segments are not independent of each other, and tran-
sition probabilities may vary between states. Mixture models (MMs),
however, are a special case of HMMs where the independence assumption
holds: the transition probabilities from one state to another are equal,
see [FJ02]. Note that the probabilistic segmentation results obtained
by HMMs and MMs are only local optima, whereas the deterministic
dynamic-programming algorithm obtains the globally optimal solution for
the k-segmentation problem.

The segmentation problem is also related to the clustering problem. The
difference is that in clustering, a point xi can be assigned to any cluster c j

(analog of segment s j), regardless of the assignments of its neighbors xi−1

and xi+1. Therefore clustering may not yield very intuitive results to the
segmentation problem, where the ordering of the data points should be
considered when grouping them. Clustering has, however, been applied
on sequential data. For a review of existing approaches see [RW05].

Extensions to the basic k-segmentation problem are discussed in Chap-
ter 4. The extensions define further constraints on acceptable solutions,
such as requiring the segment means to behave unimodally, or the segment
descriptions to be projections of the d dimensions onto an m-dimensional
subspace.

2.2 Data transformation

Applying a segmentation algorithm to a given data sequence is straight-
forward when the sequence consists of real-valued, binary, or categorical
points, and each point represents an equally important portion of the data.
This is the case with, e.g., physical measurements of variables such as
temperature at regular time intervals. However, care should be taken to
sample the data at a rate that adequately captures the behavior of the se-
quence to ensure meaningful results. This type of sequences are also called
time series. Time-series data may need to be normalized or preprocessed
in an application-dependent manner, but it is already in a format that
is ready to use in segmentation analysis. If the sequence is too long to
be efficiently segmented with the O(n2k) time algorithm, it may first be
aggregated into windows.

Windowing refers to dividing the sequence into subsequences of a fixed
size, and computing the values of some statistics, features, in each window
separately. The features describe each window as a multidimensional
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point, and the original sequence is transformed into a concatenation of
these points. Choosing the appropriate features and windowing scheme,
including deciding if the windows should overlap or not, depends on the
application.

When the data sequence is, for example, a very long sequence of
characters, transformation is required to obtain an input sequence for
segmentation analysis. Applications discussed in Chapter 5 involve seg-
menting DNA sequences that consist of characters from a 4-letter alphabet
{A,C,G,T}. These sequences consist of potentially billions of characters,
which means the quadratic-time segmentation algorithm cannot handle
them efficiently. Both the data type and size issues are solved by perform-
ing windowing on the original sequence.

Segmental structures exist at various size scales and feature domains
in DNA sequences. Therefore the choices of the windowing scheme and
features are essential in capturing the desired biological phenomenon.
An example of the effect of the window size is given in Figure 2.2 for
a 100 Mb (Megabase) DNA sequence from human chromosome 22. The
segmentation feature is the G +C density in each window. The best
segmentation models, according to the model selection criterion BIC
discussed in the next chapter, differ considerably between the transformed
sequences at different granularities. The effect of the window size when
segmenting genomic sequences is briefly explored in Papers I and V.

The best segmentation model for a given sequence may depend heav-
ily on the granularity induced in the data transformation. Choosing the
optimal granularity ultimately depends on the application and the computa-
tional resources available, therefore the general question is not considered
here in more detail. However, an important question given an input se-
quence of any granularity is deciding how many segments the sequence is
best described with. This question is studied in Section 3.1.

2.3 Visualizing segmentations

Studying segmentations with different values of k may provide insights
into the general structure of the sequence. A hierarchical segmentation
structure is a result from always splitting one existing segment into two
new segments when k is increased by one. If segmentations are indeed
hierarchical, the data may be analyzed by hierarchical techniques. A coun-
terexample is shown in Figure 2.3, where the underlying data is linear.
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Figure 2.2: The G +C density in 100 kb (kilobase) (A) and 4 kb (B)
non-overlapping windows in a sequence from human chromosome 22.
The optimal segmentations with k = 8 (A) and k = 64 (B) segments are
shown. The values of k are optimal according to BIC.

The resulting structure of optimal boundaries with increasing values of k
shows a complete lack of hierarchy: increasing k by one always rearranges
the boundaries.

Another example of visualizing optimal k-segmentations with different
values of k is given in Figure 2.4. The underlying data is a 12-dimensional
sequence describing codon usage in bacterium Rickettsia prowazekii, dis-
cussed in more detail in Section 5.1. Again, increasing k does not al-
ways split an existing segment. Instead, adding a segment boundary may
change the locations of multiple other boundaries, in some cases even
considerably.

Figures such as 2.3 and 2.4 give insights into the stability of segmen-
tal structures when increasing the number of segments, but they do not
provide answers to the questions of deciding which number of segments
best describes the sequence, or how good the segmentations actually are
in modeling the sequence. These questions are explored in Chapter 3.
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Figure 2.3: Optimal segment boundaries for linear data. Data sequence (A)
and positions of segment boundaries in optimal segmentations with differ-
ent numbers of segments (B).

Systematically comparing the optimal segmentations of a sequence with
different values of k would be an interesting topic for further studies.

2.4 Related work

Sequence segmentation is a simple and general technique for summariz-
ing and modeling sequential data, such as time series. It follows that
segmentation algorithms have been devised for various applications, and
multiple versions of the basic k-segmentation problem exist. The under-
lying generative model can be adapted to virtually any setting, as long
as the values for the segment descriptions, and the likelihood of the data
given a segmentation can be computed efficiently. The only, possibly
limiting, assumption about the data sequence is that it consists of a number
of relatively homogeneous blocks.

The literature on segmentation models and their applications span a va-
riety of fields across statistics, data mining, time series analysis, and signal
processing, including applications in statistical modeling [BBL99], pale-
oecological data analysis [VT02], event sequence segmentation [MS01],
context recognition in mobile devices [HKM+01], trajectory segmen-
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Figure 2.4: Positions of segment boundaries in optimal segmentations
with different numbers of segments, Rickettsia prowazekii data.

tation [AVH+06], time series indexing and representation [KCMP01],
data stream segmentation [KCHP01], locating haplotype block bound-
aries [KPV+03], transcription tiling array analysis [Pic07], and DNA
sequence analysis [LBGHG02], to name a few. See [Ter06] for recent de-
velopments including variants of the basic segmentation problem. In statis-
tics, when the focus is on locating regions where significant changes occur
in the sequence, segmentation is often referred to as the change-point prob-
lem [CSM94, Pet79, BH93, Bro97, LL01, Fea06, MDF07]. See [Sal01]
for algorithms and applications for change-point detection on event se-
quences.

Extensions to the basic k-segmentation problem include the (k,h)-
segmentation problem [GM03], with related problems discussed
in [ARLR02, PRL+05, ZS07]. There the aim is to divide the sequence
into k homogeneous blocks such that each segment is assigned one of
only h < k segment descriptions, thus assuming some segments stem from
an identical generative model. Other extensions include, e.g., segmen-
tation with outliers [MSV04] and the unimodal and basis segmentation
problems discussed in Chapter 4.

All L2-optimal k-segmentations having up to k segments can be ob-
tained in time O(n2k) [Bel61], but sometimes this is too slow due to the
length of the studied sequences. The approximate segmentation algorithm
by Guha et al. [GKS01] and those by Terzi and Tsaparas [TT06] are ex-
amples of suboptimal segmentation algorithms for which approximation
guarantees exist.
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Besides the L2-optimal framework, hierarchical (also known as re-
cursive) techniques [BGRRO96, ORRPBG99, BGGC+00, Li01a, Li01b,
OCHBG04], Bayesian techniques [BH93, LL99, RMRT00, HW02, Fea06,
ZS07, Hut07, MDF07], and hidden Markov models (HMMs) [Chu89,
PG99, LL01, BH04, Gué05, TAR07] are among the most popular ap-
proaches, especially when segmenting genomic sequences. For a review
of various approaches to DNA sequence segmentation, see [BM98].

Recursive segmentation algorithms start with the entire sequence as
one segment and partition it recursively into smaller segments until some
stopping criterion is met. At each step the algorithm chooses to split the
segment that results in two maximally different new segments. The differ-
ence between segments is measured by, e.g., Jensen–Shannon divergence
as first proposed in [BGRRO96]. These hierarchical techniques require
setting a threshold for the minimum segment length, or the divergence
between two segments that are split from an existing segment. The number
of segments k is a result of applying the framework, and further model
selection is not required. See Figure 2.3 for a counterexample of the
optimality of hierarchical segmentation: a bad split in the early stages of
the process can result in a poor model for the sequence.

Bayesian techniques approach the segmentation problem from the per-
spective of looking at all possible segmentations. This makes it possible
to compute, e.g., the likelihood of a segment boundary occurring at each
position in the sequence. Thus the basic problem is not obtaining the
single best segmentation with k segments, but rather a more complete
modeling of the data. Recently, algorithms for exact Bayesian analysis
of sequence segmentations have been provided [Hut07]. However, even
in this statistically well-founded approach hyperparameters such as in-
segment variance need to be approximated for the analysis to go through,
and long sequences need to be studied in shorter pieces to ensure compu-
tational efficiency. Bayesian model averaging has also been applied in the
segmentation context [RMH97].

In hidden Markov models the assumption of related segments is inbuilt,
resembling the (k,h)-segmentation problem. The basic HMM-formulation
assumes the lengths of the segments of a given type to stem from the same
distribution, which might not be desirable in some applications. Mixture
models (MMs) are a special case of HMMs with independent states. MMs
have also been applied in, e.g., characterizing DNA sequences by regions
of different patterns of sequence evolution, see [LP04, PM04].
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Segmentation has also been studied in conjunction with martin-
gales [Bro97], circular techniques [VO07], and significance-testing in-
spired techniques [Pet79]. Other approaches include heuristics such as
starting the segments from some seed points and extending them [NL00],
so-called cumulative sum, cusum, procedures [Pet79], and wavelet mul-
tiresolution analysis [WZ03].

The framework applied in this thesis assumes independently and nor-
mally distributed segments, and the focus is on finding the most likely
segmentation into k segments. Therefore the more complex Bayesian
formulations and Markov models are not considered. The most likely
segmentation can efficiently be retrieved by the optimal segmentation al-
gorithm using dynamic programming, so applying hierarchical techniques
or heuristics is not necessary either.



CHAPTER 3

Model selection and evaluation

This chapter contains discussion on topics studied in Papers I and II. First
the focus is on model selection, i.e., choosing the number of segments
to best represent a given sequence with. Then the question of evaluating
segmentation results is studied, and a technique is described for deciding
if two segmentations are significantly close to each other.

3.1 Choosing the number of segments

In the previous chapter the focus was on obtaining and visualizing the op-
timal segmentations with different values of k, but the important question
of choosing the best value of k has not yet been discussed. This model
selection question is studied in detail in Paper I.

Many existing model selection techniques are complexity-penalizing.
They combine the error that is introduced by representing the data by a
model with p parameters, and the cost of describing the parameter val-
ues. These criteria include Bayesian information criterion (BIC) [Sch78],
Akaike information criterion (AIC) [Aka73], minimum description
length (MDL) [Ris78], minimum message length (MML) [OBW98], and
their variants. In the segmentation context, p is related to the number of
segments. Defining a k-segmentation includes describing k−1 segment
boundaries, mean values in each dimension of the segments, and a vari-
ance. Thus p = k+dk. It is common to only consider segments defined by
changes in their means, but in Paper I also changes in variances are con-
sidered, as in [PRL+05, MDF07]. In that case the number of parameters
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increases, and so does the data likelihood if the variance indeed changes
between segments.

Other techniques such as the likelihood ratio test, on the other hand,
study the increase in likelihood as the number of parameters grows. The
distance in likelihood between models of adjacent complexities approxi-
mately follows some probability distribution, assuming specified regularity
conditions hold. The likelihood ratio test can also be applied with boot-
strap [McL87] to estimate the distribution when the regularity assumptions
fail. Heuristics such as the relative reduction of error study the behavior of
the likelihood curve when increasing the number of parameters. A change
point, knee, in the curve indicates the number of parameters required to
adequately describe the data.

In Paper I two well-known model selection techniques, Bayesian infor-
mation criterion (BIC) and cross validation (CV), are applied on sequence
segmentations. Both techniques have successfully been applied on a range
of problems, including choosing the correct number of clusters in a cluster-
ing [Smy00, CG98, SC04], and choosing the number of states in a hidden
Markov model [CD06]. Both BIC and CV can easily be applied on real-
valued, binary and categorical data. BIC balances the likelihood and the
number of parameters with a separate term for model complexity, which
is added to the data likelihood. The answers of CV, on the other hand,
are based on a machine-learning framework. The segmentation model is
constructed on training data, after which the likelihood of test data given
this model is computed.

The BIC or Schwarz Criterion [Sch78] and its variants are approxima-
tions to complex Bayesian formulas. The approximations seem to work
well in practice, yet their accuracy has been criticized [Wea99, BGM03].
Furthermore, it has been suggested that BIC should only be applied
when there is exactly one correct model and it is critical to choose that
one [BS94]. In cases where multiple models could provide meaning-
ful results, techniques such as cross validation may be more appropri-
ate [SBCvdL02].

In the experiments in Paper I the basic BIC equation was found to
perform well in the segmentation model selection context, yielding results
close to those of CV and being slightly more accurate on generated data.
BIC is said to favor simple models, see [Wea99], but in the experiments in
Paper I this was not the case, at least when compared to CV.
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The definition of BIC for a model with p parameters is

BIC =−2l̂ + p ln(N)+C, (3.1)

where l̂ is the maximum log-likelihood of a model with p parameters,
e.g., Equation 2.5 with k = p/(1+d) segments, C is a model-independent
constant, and N is the sample size. The model yielding the smallest
value of BIC is chosen as the best description of the data. Defining N is
not always straightforward. Defining a separate effective sample size for
each parameter has been suggested [Pau98, RNSK07], corresponding to
the amount of data from which the parameter value is estimated. In the
segmentation framework, the parameter for the mean in each dimension
in segment s j would have sample size n j, the length of the segment. If
a single variance was defined for each segment, its effective sample size
would be dn j. However, these choices did not yield intuitive answers for
the experiments in Paper I, unlike the traditional estimate N = n.

Cross validation has been found to be a robust technique for model
selection, performing well also on noisy data [Smy00]. This was also
confirmed in the experiments in Paper I. CV can be applied with a variety
of cost functions, and there is no need to define a penalty for the model
cost. Furthermore, CV is intuitively simple: build a model using a part of
the original data and compute the goodness-of-fit of another part of the
data given the model.

The CV technique applied in Paper I is based on the idea of repeated
random sampling from the data. A random subset of the original data,
training data, is selected and the most likely k-segmentation of that data is
obtained. After that, the likelihood of the remaining data, test data, given
this model is computed. Because the division into training and test data is
randomized, this process is iterated I times and the mean of the test data
likelihoods is computed. The number of segments k that yields the largest
mean likelihood is chosen as the best model. This type of a resampling
procedure is called Monte Carlo cross validation (MCCV) or repeated
learning-testing, see [Sha93, Bur89]. The fraction of data β that is used
for training is typically ≥ 0.5, the value 0.5 appearing robust for a variety
of problems [Smy96]. Decreasing β decreases the time that a single
iteration takes. For these reasons β = 0.5 was used in the experiments
in Paper I, sampling approximately half of the points in each segment for
training.

Other commonly applied resampling methods include k-fold cross
validation, see [Bur89], and bootstrapping, see [Efr79]. In k-fold cross
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Figure 3.1: An example of CV model selection. Training data, test data,
and segment averages in the optimal segmentations of training data with 2,
3 and 4 segments. The likelihood of the test data is maximized when k = 3.

validation the data is partitioned into k disjoint sets, each of size N/k,
where N is the size of the data. Each set is in turn used to evaluate the
model that is trained on the union of all the other sets. The number of itera-
tions is thus the number of sets k. The main difference between k-fold CV
and MCCV is that in k-fold CV each point belongs to only one test set,
whereas in MCCV the test set is chosen independently at random in each
iteration; the test sets for different iterations can overlap. In bootstrapping,
training data is selected with replacement, i.e., a single point may appear in
the training set multiple times. The original data is used as test data. There
is some experimental evidence for favoring MCCV over other types of
cross validation [Sha93, Smy96], though it seems hard to show one tech-
nique to be better than the others in general. See [Koh95] for a summary
of some comparative studies on cross validation and bootstrapping.

An illustration of the CV procedure on 3 versus 2 and 4 segments
is shown in Figure 3.1. The example shows how the 2-segment model
computed on the training data does not describe the test data well, and
the 3-segment model is clearly a better fit. Furthermore, a 4-segment
model overfits the training data, yielding a smaller likelihood on the test
data than the 3-segment model. The BIC and CV curves for the same data
are given in Figure 3.2. Curves for the likelihood and model complexity
terms in Equation 3.1 are shown separately. In this case both methods
clearly identify the correct generating model with k = 3 segments.

Though BIC was found to perform slightly better than CV in general
in Paper I, there are situations where CV outperforms BIC. The presence of
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Figure 3.2: Examples of BIC (A) and CV (B) curves for the data in
Figure 3.1. Both techniques identify the correct model k = 3. Data cost
refers to the first term and model cost to the second term in Equation 3.1.

single outliers is perhaps the clearest case. While BIC attempts to find the
best model describing the entire data, CV focuses on the generalizability
of the model to unseen data.

The model selection task can be defined as choosing the best k
from 1, . . . ,kmax. The time complexity of BIC is that of obtaining all opti-
mal k-segmentations with up to kmax segments, i.e., O(n2kmax), see Sec-
tion 2.1. CV, however, is based on random sampling and needs to be run
for a number of iterations I to obtain a reliable answer. Each iteration
involves computing all optimal k-segmentations with up to kmax segments.
Therefore CV is slower than BIC by a constant factor I. In the experiments
in Paper I, the value I = 10 gave good results. The time complexity of both
techniques becomes cubic if all models up to n segments are considered.

When the sequence contains linear trends, the results of both techniques
are unreliable, since the piecewise-normal assumption fails. Linear trends
are common in real data, and this effect should be taken into account when
applying model selection on real data sequences. Model selection results
on real DNA sequences are discussed in Paper I and in Chapter 5.

3.2 Evaluating segmentations

Techniques for identifying the most likely k-segmentation for a given k,
and for choosing an appropriate value for the number of segments k were
discussed in the previous sections. Next the focus lies in how well the best
model actually describes the original sequence.
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Validating obtained models, such as segmentations and clusterings, is
in general a challenging task. In the context of segmentations, one option
would be to study the changes in likelihood, i.e., Equation 2.5, when
shifting the segment boundaries. The goodness-of-fit of the optimal k-seg-
mentation would be compared to those of alternative segmentations with
the same number of boundaries. If changes in the model result in a sharp
decrease in likelihood, the optimal k-segmentation is deemed significantly
better than its alternatives. This approach is briefly explored in Paper V.
The problem of deciding segmentation significance with respect to the
underlying data sequence has also been addressed in, e.g., [HW02].

General approaches to evaluating, e.g., clustering results include study-
ing their stability by permutation, resampling or bootstrapping techniques,
see [KC01, ACPS06]. Permuting the data has been explored in Paper III,
where it was studied if a certain structure of the data, unimodal segmental
structure (discussed in Section 4.1), is maintained if the order of some
points in the sequence is permuted. The idea of permuting the segment
boundaries is similar to switching the cluster labels of some points in a
clustering. A measure of goodness-of-fit would then be computed on the
permuted model and its value would be compared to that on the original
model. Resampling with respect to segmentations could resemble the
cross-validation technique discussed in Section 3.1. Instead of comparing
the test data likelihoods between different models, the distribution of the
test data likelihoods for the best model would be studied in more detail. If
the variance between the likelihoods for different random subsets of the
data is small, it indicates that the model is robust and indeed meaningful.

Since the problem of model validation is a challenging one, a sys-
tematic approach for solving it is not proposed here. However, a related
subtask is considered in Paper II and discussed below. Paper II defines the
similarity between two segmentations and introduces a technique for eval-
uating the significance of the similarity. This approach could be applied
when alternative segmentation results exist, and their similarities are of
interest. For example, if the results of different algorithms are similar, it
may indicate that the proposed segmentation structure is indeed a good
model for the sequence. A special case is that where a true underlying
segmentation structure is known. Now the aim is to evaluate the results
of the segmentation algorithms against this true model. Examples of this
approach are given in Paper II for DNA sequence segmentations.

Distance between the locations of segment boundaries in segmenta-
tions M and M′ can be measured in a variety of ways. Possible measures
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include the entropy and disagreement distances, see [MTT06, Ter06].
However, the value of a distance measure in itself is uninformative. In Pa-
per II the conditional entropy between a candidate and the true segmenta-
tion is compared to the entropies between the candidate and randomized
segmentations. This is used to assess the significance of the similarity
between the candidate and the true segmentation. A similar approach to
comparing clusterings is given in [Mei05]. Conditional entropy H(M |M′)
measures the amount of uncertainty about segmentation M, given segmen-
tation M′. Intuitively, it captures the uncertainty about the segment s j

that point x belongs to in segmentation M, when x is known to belong to
segment s′i in segmentation M′.

Entropy of a k-segmentation M is H(M) = −∑
k
j=1(n j/n) log(n j/n),

where n j/n is the fraction of the sequence spanned by segment s j, cor-
responding to the probability that a randomly chosen point belongs to
segment s j. The maximum value that the entropy of a segmentation
can have is logn. The conditional entropy [CT91] of M given another
segmentation M′ of points 〈x1, . . . ,xn〉 is defined as

H(M |M′) =−
k′

∑
i=1

k

∑
j=1
|s′i∩ s j| log(|s′i∩ s j|/n′i), (3.2)

where |s′i ∩ s j| denotes the number of points that belong to segment s′i
in M′ and to segment s j in M, and n′i is the length of the i:th segment
of M′. Segmentation M′ has k′ segments, which may differ from the
number of segments k in M. Let U be the union of boundaries in segmenta-
tions M and M′. Then H(M |M′) = H(U)−H(M′), as shown in Paper II.
This yields an O(k + k′) time algorithm for computing the conditional
entropy H(M |M′).

The segmentations M and M′ are assumed to span n points each, but
the number of segments in them can vary. Generally, if k and k′ differ
considerably, either H(M |M′) or H(M′ |M) is large, indicating that the
segmentations are not similar. The conditional entropy H(M |M′) is small
when k′ is large and large when k′ is small, relative to k. This motivates
studying the conditional entropies in both directions separately. Both
entropies are required to be significantly small to imply that M and M′

are significantly similar. The definition of significance stems from the
randomization experiments described below.

The two classes of randomized segmentations considered in Paper II
are denoted Cn,k and Cn,k,`. The first class includes all k-segmentations of n
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points. The second is a subset of the first, including those k-segmentations
whose lengths are exactly `, the segment lengths in M′. Thus ` is a set
of k segment lengths that sum to n. These classes are useful in checking if
knowing the number of segments in M′, or the segment length distribution
of M′, is enough to obtain by chance a segmentation M that is similar
to M′. Random sampling from these classes is done by choosing k− 1
distinct boundaries from {2, . . . ,n} for Cn,k, or by shuffling the segments
in M′ for Cn,k,`.

The idea of the randomization approach is to compare H(M | M′) to
several H(R |M′), where each R is randomly sampled from Cn,k or Cn,k,`.
If the empirical p-value of H(M |M′) is sufficiently small, the similarity
of M to M′ is found significant. The empirical p-value is defined as the
fraction of randomized segmentations R that give H(R |M′) < H(M |M′).
The process is repeated for H(M′ |M) with respect to H(M′ | R).

This type of significance testing is useful when comparing the results
from different segmentation techniques or different features of the data. If
some segmentation technique or feature systematically produces results
significantly close to the underlying known structures, it is likely to be
informative in determining structures in previously unannotated sequences.
Examples of results in DNA segmentation that are shown significantly
close to known structures are given in Paper II, and briefly discussed
in Chapter 5.



CHAPTER 4

Extensions: unimodal and basis

segmentation

Extending the segmentation framework to include unimodality constraints
and dimensionality reduction is introduced in Papers III and IV, respec-
tively, and discussed in this chapter.

4.1 Unimodal segmentation

In fields such as statistical modeling [RWD88], image processing [RB93],
medicine and drug design [HS01], and operations research [KT93], it is
sometimes of interest to define a model for a given sequence where the
values in the model are first increasing and then decreasing. Such repre-
sentations are called unimodal regressions, and monotonic (increasing or
decreasing) regressions are special cases of these models. One example of
time series exhibiting unimodal behavior is the commonness of organisms
at paleontological time scales [FCB+07]. In the main application of seg-
mentation analysis considered in this thesis, genomic sequence analysis,
however, there are no reported applications for unimodal modeling.

The L2-optimal unimodal regression can be found in time O(n) for
a sequence with n points [Sto00]. If the original sequence is indeed
unimodal, the representation error of the unimodal regression is small.
The unimodal regression model can be further simplified by defining
a unimodal segmentation model. The size r of the optimal unimodal
regression depends on the sequence, and can be anywhere in {1, . . . ,n}.
The unimodal regression of size r can be further compressed by describing
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the sequence with k < r segments. The segment descriptions are required
to behave unimodally, thus yielding a simplified but still unimodal model
for the sequence. The definitions of unimodal regression and unimodal
k-segmentation are given next.

Definition 4.1. (Unimodal regression) Unimodal regression U of se-
quence X = 〈x1, . . . ,xn〉, where xi ∈ R for all i = 1, . . . ,n, is a mapping
xi 7→ x̂i ∈ R, where x̂1 ≤ . . .≤ x̂t ≥ . . .≥ x̂n for some t ∈ {1, . . . ,n}.

One point in the sequence X is mapped to x̂t , the top of the regres-
sion. The L2-optimal unimodal regression is such that it minimizes
ER = ∑

n
i=1(xi− x̂i)2, see [Sto00]. The size r of the unimodal regression is

the number of intervals in 〈x̂1, . . . , x̂n〉, where an interval is the maximal
set of successive x̂i with the same value, also called a regression point.

Definition 4.2. (Unimodal k-segmentation) Let X = 〈x1, . . . ,xn〉 be a
one-dimensional sequence, where xi ∈ R for all i = 1, . . . ,n and let k ≤ n
be a positive integer. A unimodal k-segmentation Mk,U consists of k + 1
integer boundaries b0, . . . ,bk, where 1 = b0 < b1 < .. . < bk−1 < bk =
n + 1, defining segments S = {s1, . . . ,sk}, where s j = 〈xb j−1 , . . . ,xb j−1〉,
and k segment descriptions φ j ∈ R s.t. φ1 ≤ . . .≤ φt ≥ . . .≥ φk for some
t ∈ {1, . . . ,n}.

The unimodal k-segmentation problem is identical to the standard k-seg-
mentation problem, Problem 2.1, with the added restriction that the input
sequence is one-dimensional and that the resulting k-segmentation Mk,U

is unimodal. The unimodal regression and segmentation problems could
also be considered in higher dimensions, but here the focus is on one-
dimensional sequences.

The L2-optimal unimodal k-segmentation minimizes the sum of L2 dis-
tances between each point and the description of the segment that it belongs
to. The segment description that minimizes the distances in segment s j

of length n j is the segment mean: φ̂ j = 1
n j

∑xi∈s j xi, analogously to the
discussion in Section 2.1. Thus the optimal unimodal k-segmentation is
the Mk,U minimizing ∑

k
j=1

(
∑xi∈s j(xi− φ̂ j)2

)
.

It is not immediately clear how to efficiently find the optimal unimodal
segmentation of a sequence by applying, e.g., dynamic programming.
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However, if the underlying data sequence is unimodal, its optimal seg-
mentation is also unimodal, as shown in Paper III. Also, if a regression
point in the optimal increasing regression is split into two groups of points,
the mean of the suffix is at most as large as the mean of the remaining
prefix. Combining these observations gives the main result in Paper III:
the optimal unimodal k-segmentation can be constructed by merging re-
gression points in the optimal unimodal regression of the sequence. An
algorithm for solving the unimodal segmentation problem is also given
in Paper III. In other words, segmenting the optimal unimodal regression
into k segments yields the optimal unimodal k-segmentation.

It follows that the unimodal k-segmentation problem can be solved
in time O(n + r2k). Furthermore, if instead of finding the optimal k-
segmentation a greedy segmentation algorithm is applied on the unimodal
regression, the time complexity becomes O(n+ r logr). However, in this
case the result is no longer optimal. In the experiments in Paper III the
results of the greedy algorithm were very close to optimal though.

An example of unimodal regression and segmentation for two se-
quences X1 and X2 with n = 2000 points is given in Figure 4.1. In the top
plots, the value of each unimodal regression point is plotted against the
mean of the indices of points xi that are mapped to that regression point.
The bottom plots show the optimal unimodal k-segmentations with k = 20.
The unimodal regression and the resulting segmentation are clearly better
models for the sequence X1 on the left, compared to the less unimodal
sequence X2 on the right. The size of the unimodal regression may also
give an indication of unimodality, though this is not always the case. Here
the regression size r1 for X1 is more than twice the size r2 for X2, already
hinting that X1 is more unimodal than X2.

Unimodal segmentation can be applied in unimodality detection, as
discussed in Paper III. Approaches include comparing the L2 error of the
optimal k-segmentation to that of the optimal unimodal k-segmentation. If
the sequence is unimodal, the two errors should be similar, i.e., the best k-
segmentation of the sequence is close to being unimodal. An alternative
is to randomly permute the segments in the unimodal k-segmentation,
followed by unimodal k-segmentation of the permuted sequence. The idea
is that breaking the unimodal structure should result in a large L2 error for
the unimodal k-segmentation on permuted data, compared to the original
data. A BIC-inspired scoring scheme is also applied, with the intuition
that the scores for k-segmentation and unimodal k-segmentation should be
approximately the same, if the sequence is unimodal.
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Figure 4.1: An example of unimodal regression and segmentation. Optimal
unimodal regressions of sequences X1 (A) and X2 (B). The larger red dots
denote the r1 = 262 and r2 = 117 regression points. Optimal unimodal
segmentations of X1 (C) and X2 (D) with k = 20 segments.

4.2 Basis segmentation

So far all dimensions of the input sequence have been assumed to be
independent and equally important when choosing the locations of segment
boundaries and assigning the segment descriptions. However, in the case
of high-dimensional sequences, it may be reasonable to assume that some
dimensions are more important than others in describing the underlying
segmental structure. Furthermore, some dimension of the data may behave
more or less constantly along the sequence, except that their values change
at the boundaries of some specific segments.

The idea of representing a sequence as a linear combination of basis
vectors while dividing it into segments is explored in Paper IV. The basis
vectors reduce the dimensionality of the sequence from d to some m < d.
One option for achieving this is to first reduce the dimensionality of the
data with principal component analysis (PCA) and then perform k-seg-
mentation on the sequence of lower dimensionality represented by m basis
vectors. Another variant is to first segment the sequence and then build
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the basis vectors according to the segmentation result: each segment is
considered a single weighted point and the basis vectors are built according
to a sequence that has only k points. This process can also be iterated in
an EM-type algorithm.

To study the interplay between different dimensions in the data while
dividing it into segments, the basis segmentation problem was introduced
in Paper IV, defined as follows.

Problem 4.1. (Basis segmentation) Given a sequence X = 〈x1, . . . ,xn〉,
where xi ∈ Rd , and positive integers k ≤ n and m ≤ d, find a basis seg-
mentation Mk,m = (S,V,A) that uses k segments and a basis of size m. A
basis segmentation consists of k +1 integer boundaries b0, . . . ,bk, where
1 = b0 < b1 < .. . < bk−1 < bk = n+1, defining segments S = {s1, . . . ,sk},
where s j = 〈xb j−1 , . . . ,xb j−1〉, and k segment descriptions φ j ∈Rd . Each φ j

is a linear combination of d-dimensional basis vectors V = {v1, . . . ,vm}
with coefficients A = {a1, . . . ,ak}, where a j = 〈a j1, . . . ,a jm〉. Thus
φ j = ∑

m
t=1 a jtvt . Here φ(i) denotes the segment description of the segment

that point xi belongs to. The task is to find Mk,m such that it minimizes the
reconstruction error

E(X ;S,V,A) =
n

∑
i=1
||xi−φ(i)||2.

Now Φ denotes the k× d matrix of segment descriptions φ j, i.e., in
the piecewise-normal framework the segment means. The descriptions φ j

are considered weighted points when applying PCA on them, the weight
being the length of the corresponding segment s j.

An illustration of the proposed algorithms for solving the problem is
given in Figure 4.2. The time complexity of the algorithms is dominated
by the complexity of k-segmentation, O(n2k). The algorithms differ in the
order in which the basis vectors V and the coefficients A are found:

• SEG-PCA: First apply k-segmentation to obtain segments S and
their descriptions Φ. Then decompose the descriptions to Φ≈A×V
to obtain the basis vectors and their segment-wise coefficients.

• SEG-PCA-DP: First apply SEG-PCA to obtain segments S, basis
vectors V and coefficients A. The sequence X is now described
by X ′ = C×V , where C is an n×m matrix that best approximates
the original sequence with the given vectors V . Then apply dynamic
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Figure 4.2: Flowchart of the basis segmentation algorithms. Either seg-
mentation or PCA is first applied on the data X . In the first case, PCA
is applied on the k×d matrix of segment descriptions, Φ. In the second
case, segmentation is applied on the matrix C that approximates X with
the m-dimensional basis vectors V .

programming on X ′ to obtain refined segment boundaries S′ and
their descriptions Φ′ = A′×V .

• PCA-SEG: First decompose X to X ′ = C×V , where C is an n×m
matrix. Then obtain the segments S and their coefficients A by
segmenting the m-dimensional sequence C.

There exist an L2-optimal technique for k-segmentation (dynamic pro-
gramming [Bel61]) and a technique for dimensionality reduction that
minimizes the reconstruction error, i.e., the sum of element-wise L2 dis-
tances between the original d-dimensional data and its representation in
an m-dimensional space (PCA, see [Jol02]). However, the computational
complexity of the basis segmentation problem remains unknown. It is not
clear if combining these two techniques could be done in a way that always
yields optimal results. However, approximation guarantees for the above
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algorithms are proved in Paper IV. It is shown that the representation error
of any solution by the algorithms SEG-PCA or SEG-PCA-DP can be at
most 5 times the error of the optimal solution. Such guarantees PCA-SEG

have not been found. The error of the optimal k-segmentation gives a
lower bound for the reconstruction error of the optimal basis segmentation.
In the experiments in Paper IV the reconstruction errors of the algorithms
were always less than two times the reconstruction error of the optimal
k-segmentation, indicating that in practice the approximations may be
much better than the approximation factor of 5 suggests.

The basis segmentation problem is applied on DNA sequences and also
on other types of real data in Paper IV with intuitive results. However,
more experimental evidence is needed to demonstrate the usefulness of the
problem in practice. An example of applying basis segmentation in DNA
analysis is discussed in Section 5.2.
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CHAPTER 5

Applications in DNA

segmentation

This chapter contains discussion on applying the k-segmentation frame-
work in discovering segments in DNA sequences. Applications on gene
and genome scales are presented in Sections 5.1 and 5.2, respectively. Seg-
menting DNA into homogeneous regions has been studied since the 1950’s,
by using measurements of chemical and physical properties of DNA as
a data source, see [MSV57, SBH68, Elt74]. Currently, with abundant
genomic sequence data existing for a multitude of species, segmentation
techniques are applied directly on data describing the series of nucleotides
in a DNA sequence. Existing segmentation techniques, including those
that are applied in DNA segmentation, are reviewed in Section 2.4. For a
more comprehensive review of historical and current techniques in DNA
segmentation, see [BM98].

5.1 Delineating coding and noncoding

regions

In this section the focus is on discovering structure in a genomic sequence
of alternating coding and noncoding regions by applying the k-segmenta-
tion framework. The discussed experiments and results are explained in
more detail in Paper I.

A recent definition states that “A gene is a union of genomic se-
quences encoding a coherent set of potentially overlapping functional pro-
ducts” [GBR+07]. The coding-noncoding structure of genomes is a ques-
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tion attracting wide interest in biology and bioinformatics. For a review
of various tools and latest developments in bioinformatics see [MSSR02,
SRVdP07]. In prokaryotic genomes, such as bacteria, the absence of
introns makes the computational prediction of gene boundaries simpler,
though still not easy. Introns, alternative splicing of protein products
from far-apart exons, and other complex phenomena make the gene pre-
diction task more complicated in the genomes of eukaryotes, such as
human [MSSR02].

Protein-coding genes encode proteins consisting of a series of amino
acids, while codons refer to nucleotide triplets encoding a single amino
acid. Since there are 43 = 64 possible codons and only 20 amino acids,
some codons encode the same amino acid. For example codons AAA
and AAG both encode the amino acid Lysine. In the segmentation studies
in Paper I, a transformation scheme introduced in [BGGC+00] was applied.
The transformation captures differences in codon usage patterns between
coding and noncoding regions, and also between adjacent genes. Thus
boundaries between genes and noncoding regions can be identified by
segmenting the transformed data.

The data transformation scheme is defined as follows. Consider a
window Q of length q on a DNA sequence. Let Q = 〈x1,x2, . . . ,xq〉,
with xi ∈ {A,C,G,T}, i = 1, . . . ,q. The feature vector f for the win-
dow Q has 12 dimensions, one for each pair (x,m) with x ∈ {A,C,G,T}
and m ∈ {0,1,2}. The feature f (x,m) tells the frequency of nucleotide x
in the positions i of the window such that i≡ m (mod 3). In other words,
the 12-symbol alphabet has three symbols for each of the four nucleotides:
one symbol for each of the three positions within a codon.

In the experiments in Paper I segmentation was applied on a 25 kb (kilo-
base) region of the genome of bacterium Rickettsia prowazekii [AZA+98]
(positions 535 kb to 560 kb). This region of the genome contains 13
genes, two of them on the complementary strand, each surrounded by
noncoding regions. Windows of length q = 10 were used, with no overlap
between neighboring windows. A visualization of the 12-dimensional
feature vector sequence is given in Figure 5.1. A connection between
the high-dimensional data and the true segmental structure is not clear
from the figure, yet it is recovered remarkably well in the segmenta-
tion analysis. The figure also shows the true gene locations, and the
segments resulting from k-segmentation with k = 25. The conditional
entropies of the boundaries with 25 segments, B25, and the true bound-
aries, A, are H(A | B25) = 0.219 and H(B25 | A) = 0.284. These values
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Figure 5.1: Codon usage feature in Rickettsia prowazekii sequence, and lo-
cations of known genes. The color of the rectangles denote the frequencies
of each codon feature dimension in each sequence window. Locations of
known genes are shown as white, genes on the complementary strand are
light gray (A). Segments in the optimal k-segmentation with k = 25 (B).

have empirical p-values 0 in 10000 randomizations with respect to both
randomization classes Cn,k and Cn,k,` discussed in Section 3.2, indicating
that the segmentations are significantly similar.

Segmentations of the same data with different values of k are shown
in Figure 2.4 on page 18. The CV-optimal number of segments for this
data is k = 15, while BIC gives a simpler model of k = 11. Conditional
entropies for the CV-optimal boundaries B15 w.r.t. the known boundaries A
are H(A | B15) = 0.484 and H(B15 | A) = 0.129, which have p-values 0
w.r.t. both randomization classes Cn,k and Cn,k,`. Thus the CV-optimal
segmentation is significantly similar to the true structure.

The number of segments, 11, in the BIC-optimal segmentation is small
relative to the number of true segments, 25. As noted in Paper II, similarity
should only be studied between segmentations with approximately the
same number of segments. This could mean that the result cannot be
significant even if the boundaries B11 are a subset of the true boundaries A.
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For the BIC-optimal boundaries B11, the conditional entropies
are H(A | B11) = 0.855, which has p-value 0.33 w.r.t. class Cn,k and
p-value 0.12 w.r.t. class Cn,k,`, and H(B11 | A) = 0.083 having p-value 0
w.r.t. both classes. In this case the conditional entropy H(A | B11) is not
significant, which could be due to the difference in the number of segments
in the BIC-optimal and true segmentations.

The high similarity between the true model that has 25 segments and the
maximum likelihood k-segmentation with k = 25 is confirmed in Paper II.
Also other features are shown to be significant in locating boundaries be-
tween coding and noncoding regions. These features include the frequency
of T , the 4-dimensional vector of frequencies of individual nucleotides
{A,C,G,T}, and the 16-dimensional vector of frequencies of bigrams
{AA,AC, . . . ,T G,T T}.

The k-segmentation framework finds many segment boundaries near
the actual boundaries between genes and noncoding regions, as shown
in Paper I. It is interesting that this simple segmentation technique is able
to find in silico segmentation models that delineate the sequence into
regions reflecting different biological functionalities.

Codon usage on a genome-wide scale in bacteria and its relation to
gene function has also been studied recently [BBDI+06]. This would
make an interesting topic for further genome-scale segmentation analysis
with the codon usage feature.

5.2 Identifying large-scale structures

The existence and identification of large-scale segmental structures in DNA
sequences has been discussed in, e.g., [EWH01, LBGHG02, CCAB06].
The hypothesis is that changes in some sequence feature may reflect
changes in the evolutionary origin or functionality between different re-
gions of the genome. Examples of such features are the combined density
of guanine and cytosine (G+C density) and the distribution of bigrams
{AA, . . . ,T T} along chromosomes. There is also ongoing discussion re-
garding long-range correlations in DNA sequences [PBG+92, BGRRO96,
CBGC+07]. The existence of such correlations would violate the assump-
tion of independent segments. However, the independence assumption
is usually made due to its benefits in sequence analysis in theory and in
practice, while still largely capturing the relevant structure [BM98]. On
the other hand, the effect of correlations on statistics such as sequence
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alignment scores has recently been demonstrat- ed [MBVA07]. Even if the
biological foundations of large-scale structures are still unclear, modeling
and detection of such structures has been approached by a multitude of
techniques discussed in Section 2.4. Examples of segmentation results for
various sequence features are included in Papers I and II.

Discovering isochores, large (over 300 kb) regions of DNA relatively
uniform in their G+C density, has attracted attention in biology [Ber89,
EWH01, PPCB02, CCAB06] and bioinformatics research [Li01a, WZ03,
OCHBG04]. In Paper V the segmentation framework was applied in
discovering isochores in the human genome. The results consist of iso-
chore structures that are close to previously suggested ones. The previous
isochore structures were computationally identified by studying 100 kb
sequence windows that were assigned to one of 5 isochore classes.

In Paper V, previously studied benchmark regions in the human ge-
nome were also segmented with respect to changes in their G +C den-
sity. The end of chromosome 1 segmented in [CCAB06], the MHC
region in chromosome 6 segmented in [Li01a, Li01b, LBGHG02, WZ03,
OCHBG04], and regions of chromosomes 21 and 22 segmented in [Li01a,
OCRR+02, WZ03] were studied. The set of human chromosomes was
also segmented as in [CCAB06]. The results demonstrate strong similarity
to structures identified by other techniques; novel biological discoveries
were not made in the analysis. The main advantage of studying these
sequences with k-segmentation comes from finding the globally optimal
segmentation models, instead of concentrating on local differences in the
sequences like some of the other existing techniques. A log-transformation
of the data as a preprocessing step is also discussed in Paper V, smoothing
out the larger variance in G+C density in G+C rich regions.

Extensions to the basic k-segmentation problem in the genome segmen-
tation context include finding recurrence in the segments, i.e., discovering
groups of segments whose descriptions are similar to each other. This
so-called (k,h)-segmentation problem (discussed in Section 2.4) was intro-
duced in [GM03], and similar problems are discussed in [ARLR02, ZS07].
Describing the sequence with a HMM is closely related to this problem. In
DNA sequences, the segments sharing a description could relate to regions
originating from the same source, e.g., bacterial or viral inserts within the
genome of a host species.

Instead of grouping different segments with each other, the extension
discussed in Section 4.2 involves grouping different dimensions of a
multidimensional sequence. Dimensionality reduction combined with
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SEG-PCA SEG-PCA-DP PCA-SEG

SEG-PCA – 0.334 0.248
SEG-PCA-DP 0.427 – 0.291
PCA-SEG 0.244 0.193 –

Table 5.1: Similarity scores H(A | B), where A is a column and B is a row,
for the basis segmentations shown in Figure 5.2.

segmentation yields insights into which dimensions in the sequence are
most prominent in defining the segments, and how different dimensions
behave in the different segments. An initial exploration of this issue is
provided in Paper IV, including comparison with (k,h)-segmentation.

An example of the results of segmentation and dimensionality reduction
is given in Figure 5.2. The figure shows a 16-dimensional sequence of
bigram frequencies in 500 kb windows along human chromosome 22. A
sliding step of 50 kb was used when dividing the sequence into windows,
thus each window overlaps by 450 kb with the previous one. The basis
segmentations with k = 20 segments projected onto m = 2 dimensions are
shown, resulting from applying the algorithms described in Section 4.2.
Another example of segmenting the same sequence with k = 15 is given
in Paper IV.

The two basis vectors are given in Table 5.2; the vectors for algorithms
SEG-PCA and SEG-PCA-DP are identical. The segmentations obtained
by the different algorithms are quite similar, but the basis vectors differ
notably. The basis vectors, unlike the segment boundaries, clearly depend
on the order in which PCA and k-segmentation are applied. The segment
boundaries seem robust with respect to the order of the two steps. The
pairwise segmentation similarity scores, discussed in Section 3.2, are
given in Table 5.1. The empirical p-values for these scores are 0 (in 10000
randomizations), indicating that all the segmentations are significantly
similar to each other.

The segmentations and the corresponding basis vectors may be more
interesting when comparing sequences from different species, possibly
providing insights into their similarities and differences with respect to
certain features, such as bigram frequencies or codon usage patterns.
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Figure 5.2: Basis segmentation of a 16-dimensional sequence of bigram
frequencies in 500 kb windows in human chromosome 22. The basis
segmentation has k = 20 segments and m = 2 vectors. Original frequen-
cies (A) and normalized original data and basis segmentations (B).

Vector AA AC AG AT CA CC CG CT

SEG-PCA v1 0.16 0.43 0.08 -0.05 0.33 0.08 0.16 -0.26
SEG-PCA v2 0.33 0.13 -0.19 0.33 -0.06 -0.33 -0.32 -0.21
PCA-SEG v1 -0.18 -0.48 -0.23 0.00 -0.46 -0.08 -0.04 0.14
PCA-SEG v2 0.31 0.09 -0.23 0.33 -0.10 -0.34 -0.31 -0.23

Vector GA GC GG GT TA TC TG TT

SEG-PCA v1 -0.06 0.10 0.02 -0.44 -0.02 -0.37 -0.40 -0.25
SEG-PCA v2 0.07 -0.33 -0.34 -0.07 0.33 0.03 -0.19 0.29
PCA-SEG v1 -0.19 -0.04 -0.00 0.47 0.01 0.12 0.35 0.22
PCA-SEG v2 0.04 -0.33 -0.34 -0.04 0.33 0.02 -0.18 0.30

Table 5.2: Basis vectors v1 and v2 for algorithms SEG-PCA and PCA-SEG

on chromosome 22 bigram frequencies in 500 kb windows.



44 5 Applications in DNA segmentation



CHAPTER 6

Conclusions

The problem of dividing sequences into homogeneous regions, segments,
is studied in detail in this thesis. Starting with the definition of the
piecewise-normal segmentation problem in Chapter 2, and the basic ques-
tions of choosing the number of segments and evaluating the obtained
segmentations in Chapter 3, the discussion extends to applying k-seg-
mentation in DNA sequence analysis in Chapter 5. Extensions to the
piecewise-normal framework are discussed in Chapter 4.

Choosing the number of segments is an important question in segmen-
tation analysis. Two general model selection techniques, BIC and CV, are
shown to perform well on sequence segmentations in Paper I. Linear trends
and outliers, for example, may cause difficulties on real data, but overall
the techniques yield intuitive results. CV was found to be more robust than
BIC in the presence of single outliers. An evaluation of a larger number of
existing model selection techniques on sequence segmentations would be
an interesting topic for future work. The model selection question could
also be studied with respect to, e.g., piecewise-linear or other types of
segment descriptions. Furthermore, the question of effective sample size
for BIC could be looked into in more detail.

Variants of the basic segmentation problem, unimodal segmentation and
basis segmentation, are introduced in Papers III and IV. A provably optimal
efficient algorithm for the unimodal segmentation problem is given, as
well as a faster but suboptimal greedy algorithm. Unimodal segmentation
could be applied in detecting unimodality of a given sequence. Algorithms
for the basis segmentation are given, and a 5-approximability result is
proved for the algorithms that combine k-segmentation with PCA. The
computational complexity of the problem remains an open question. Basis

45



46 6 Conclusions

segmentation may be useful in discovering connections between different
dimensions in a multidimensional sequence. Applying the unimodal and
basis segmentation problems and algorithms on real data is demonstrated,
but further studies are required to prove their significance in practice.

Perhaps the most interesting, and challenging, further question comes
from evaluating the obtained segmentation results. The segmentation
framework discussed in this thesis produces the most likely segmentation
under the assumption of piecewise normally, Bernoulli, or multinomially
distributed data, given the number of segments. However, little can be said
about the goodness of the segmentation model on the original sequence.
The goodness of a segmentation model ultimately depends on the knowl-
edge that an expert in the respective field receives from that model. A
systematic approach to evaluating the goodness of a segmentation is given
in Paper II, relative to a segmental structure that is known to occur in the
data. With the proposed randomization technique it is possible to show
that a segmentation technique or a feature of the data is significant, relative
to a certain data mining question. Examples of such questions include
delineating coding and noncoding regions in genomic sequences.

Another further question involves studying the locations of segment
boundaries with different numbers of segments. A visualization tech-
nique introduced in Section 2.3 could provide valuable insights into the
organization of the sequence at different levels of detail. The aspect of
studying segmentations at different granularities could be looked into in
more detail.

The basic k-segmentation framework applied in this thesis assumes
piecewise-normally distributed, independent segments of arbitrary lengths,
and non-overlapping windows are used in the experiments. The time
complexity of the dynamic-programming algorithm for optimally solving
Problem 2.1 is quadratic in the number of data points, setting a limit to
the length of the sequences that can efficiently be studied. Increasing
the dimensionality of the sequence also multiplies the time complexity
by a constant factor. Computationally more efficient heuristics, such as
recursive segmentation, could be used to reduce the computational cost,
and to ensure a minimum length for the discovered segments. In some
applications, e.g., in isochore detection, it may be more meaningful to
apply techniques such as HMMs that assume certain segments to stem
from the same distribution, e.g., from an isochore class.

Segmentation applications in DNA analysis are demonstrated in detail
in Papers I, IV and V. Other types of sequential data, such as environ-
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mental time series and data streams, could also be analyzed with the
techniques discussed in this thesis. From a biological point of view,
studying codon usage on a genome-wide scale provides an interesting
question for further studies. A type of microarray data, comparative
genomic hybridization (CGH) data, has also been analyzed with segmen-
tation techniques [PRL+05, VO07, ZS07], and could easily be studied
with the techniques discussed in this thesis. Sequence analysis is currently
an important field of study in biological data mining, with efficient new
sequencing techniques steadily emerging. There segmentation could be
applied to obtain an overview of genomes of newly sequenced species.
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[PPCB02] A. Pavlíĉek, J. Paĉes, O. Clay, and G. Bernardi. A compact
view of isochores in the draft human genome sequence.
FEBS Letters, 511(1–3):165–169, 2002.

[PRL+05] F. Picard, S. Robin, M. Lavielle, C. Vaisse, and J.-J.
Daudin. A statistical approach for array CGH analysis.
BMC Bioinformatics, 6:27, 2005.

[RB93] A. Restrepo and A. C. Bovik. Locally monotonic regres-
sion. IEEE Transactions on Signal Processing, 41(9):2796–
2780, 1993.

[Ris78] J. Rissanen. Modelling by the shortest data description.
Automatica, 14:465–471, 1978.

[RJ86] L. Rabiner and B. Juang. An introduction to hidden
Markov models. IEEE ASSP Magazine, 3(1):4–16, 1986.

[RMH97] A. E. Raftery, D. Madigan, and J. A. Hoeting. Bayesian
model averaging for linear regression models. Journal
of the American Statistical Association, 92(437):179–191,
1997.

[RMRT00] V. E. Ramensky, V. J. Makeev, M. A. Roytberg, and V. G.
Tumanyan. DNA segmentation through the Bayesian ap-
proach. Journal of Computational Biology, 7(1–2):215–
231, 2000.

[RNSK07] A. E. Raftery, M. A. Newton, J. M. Satagopan, and P. N.
Krivitsky. Estimating the integrated likelihood via poste-
rior simulation using the harmonic mean identity. In J. M.
Bernardo et al., editors, Bayesian statistics 8: Proc. 8th
Valencia International Meeting, pages 371–416. Oxford
University Press, 2007.

[RW05] X. Rui and D. Wunsch, II. Survey of clustering algorithms.
IEEE Transactions on Neural Networks, 16(3):645–678,
2005.



58 References

[RWD88] T. Robertson, F. T. Wright, and R. L. Dykstra. Order
Restricted Statistical Inference. Wiley, 1988.

[Sal01] M. Salmenkivi. Computational Methods for Intensity Mod-
els. PhD thesis, Department of Computer Science Series of
Publications A, Report A-2001-2, University of Helsinki,
2001.

[SBCvdL02] D. J. Spiegelhalter, N. G. Best, B. P. Carlin, and A. van der
Linde. Bayesian measures of model complexity and
fit. Journal of the Royal Statistical Society: Series B,
64(4):583–639, 2002.

[SBH68] A. Skalka, E. Burgi, and A. D. Hershey. Segmental distri-
bution of nucleotides in the DNA of bacteriophage lambda.
Journal of Molecular Biology, 34(1):1–16, 1968.

[SC04] S. Salvador and P. Chan. Determining the number of
clusters/segments in hierarchical clustering/segmentation
algorithms. In Proc. IEEE International Conference on
Tools with Artificial Intelligence, pages 576–584, 2004.

[Sch78] G. Schwarz. Estimating the dimension of a model. The
Annals of Statistics, 6(2):461–464, 1978.

[Sha93] J. Shao. Linear model selection by cross-validation. Jour-
nal of the American Statistical Association, 88(422):486–
494, 1993.

[Smy96] P. Smyth. Clustering using Monte Carlo cross-validation.
In Proc. International Conference on Knowledge Discov-
ery and Data Mining (KDD), pages 126–133. AAAI, 1996.

[Smy00] P. Smyth. Model selection for probabilistic clustering
using cross-validated likelihood. Statistics and Computing,
10(1):63–72, 2000.

[SRVdP07] Y. Saeys, P. Rouze, and Y. Van de Peer. In search of
the small ones: improved prediction of short exons in
vertebrates, plants, fungi and protists. Bioinformatics,
23(4):414–420, 2007.



References 59

[Sto00] Q. F. Stout. Optimal algorithms for unimodal regression.
In E. Wegman and Y. Martinez, editors, Computing sci-
ence and statistics, volume 32, pages 348–356. Interface
Foundation of North America, 2000.

[Tan96] M. A. Tanner. Tools for Statistical Inference: Methods for
the Exploration of Posterior Distributions and Likelihood
Functions. Springer, 1996.

[TAR07] V. Thakur, R. K. Azad, and R. Ramaswamy. Markov
models of genome segmentation. Physical Review E,
75(1):011915, 2007.

[Ter06] E. Terzi. Problems and Algorithms for Sequence Segmen-
tations. PhD thesis, Department of Computer Science
Series of Publications A, Report A-2006-5, University of
Helsinki, 2006.

[TT06] E. Terzi and P. Tsaparas. Efficient algorithms for sequence
segmentation. In Proc. SIAM International Conference on
Data Mining (SDM), pages 314–325, 2006.

[VO07] E. S. Venkatraman and A. B. Olshen. A faster circular
binary segmentation algorithm for the analysis of array
CGH data. Bioinformatics, 23(6):657–663, 2007.

[VT02] K. Vasko and H. Toivonen. Estimating the number of seg-
ments in time series data using permutation tests. In Proc.
IEEE International Conference on Data Mining (ICDM),
pages 466–473, 2002.

[Wea99] D. L. Weakliem. A critique on the Bayesian information
criterion for model selection. Sociological Methods &
Research, 27(3):359–397, 1999.

[WZ03] S.-Y. Wen and C.-T. Zhang. Identification of isochore
boundaries in the human genome using the technique
of wavelet multiresolution analysis. Biochemical and
Biophysical Research Communications, 311(1):215–222,
2003.



60 References

[ZS07] N. R. Zhang and D. O. Siegmund. A modified Bayes infor-
mation criterion with applications to the analysis of com-
parative genomic hybridization data. Biometrics, 63(1):22–
32, 2007.



Paper I

Niina Haiminen and Heikki Mannila:

Evaluation of model selection techniques for sequence segmentations

Submitted for publication (2007).

c© 2007 Authors





Paper II

Niina Haiminen, Heikki Mannila, and Evimaria Terzi:

Comparing segmentations by applying randomization techniques

BMC Bioinformatics 8:171 (2007).

c© 2007 Haiminen et al.





Paper III

Niina Haiminen, Aristides Gionis, and Kari Laasonen:

Algorithms for unimodal segmentation with applications to unimodal-
ity detection

Knowledge and Information Systems 14:1 (2008), pages 39–57.

c© 2006 Springer. Reprinted with kind permission from Springer Science
and Business Media.





Paper IV

Ella Bingham, Aristides Gionis, Niina Haiminen, Heli Hiisilä, Heikki
Mannila, and Evimaria Terzi:

Segmentation and dimensionality reduction

In Proc. SIAM Conference on Data Mining, Bethesda (MD), USA (2006),
pages 372–383.

c© 2006 Society for Industrial and Applied Mathematics. Reprinted with
permission.





Paper V

Niina Haiminen and Heikki Mannila:

Discovering isochores by least-squares optimal segmentation

Gene 394:1–2 (2007), pages 53–60.

c© 2007 Elsevier B. V. Reprinted with permission from Elsevier.




	Title page
	Introduction
	Motivation
	Summaries of original publications
	Main contributions

	The segmentation problem
	Problem definition
	Data transformation
	Visualizing segmentations
	Related work

	Model selection and evaluation
	Choosing the number of segments
	Evaluating segmentations

	Extensions: unimodal and basis segmentation
	Unimodal segmentation
	Basis segmentation

	Applications in DNA segmentation
	Delineating coding and noncoding regions
	Identifying large-scale structures

	Conclusions
	References

