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Abstract

In rotation invariant template matching one wants to find finding from
the given input image the locations that are similar to the given pat-
tern template, so that the pattern may have any orientation. Template
matching is an old but important problem in computer vision and pat-
tern recognition, and thus there have also been many attempts to solve
it. Most of the most succesful solutions so far come from the signal
processing community, based on fast computation of cross correlation
or correlation coefficient. The existing combinatorial approaches have
ignored the template rotations. This thesis fills in this gap by pre-
senting the first rotation invariant combinatorial template matching
algorithms.

The thesis begins by giving the definition, from the combinatorial
point of view, of a rotated approximate occurrence of a pattern tem-
plate in an image. The accuracy of the approximation can be mea-
sured by several different distance functions. The consequenses of this
definition to the problem complexity are then analyzed.

We present several algorithms for solving the problem. There is a
trade–off of complexity, efficiency and generality between the algo-
rithms. The simplest one of the algorithms is also the most general
one, in terms of distance functions allowed. It evaluates the distance
between the pattern and all image positions and pattern rotations in
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an optimal time. The subsequent algorithms assume that there is a
certain limit (threshold) to the maximum allowed distance between
the pattern and the image. We give several different algorithms for
this thresholded matching, varying in complexity and generality. For
the exact matching we give also an algorithm that is optimal on the
expected case.

We consider also indexing. The image is preprocessed to build an index
structure that can be used for fast queries of the pattern occurrences.

Finally, we compare the performance of our algorithms against the
traditional FFT–based correlation approach. It turns oout that the
new methods can be orders of magnitude faster for the thresholded
matching. Preliminary results of a biological application are reported.

Computing Reviews (1998) Categories and Subject Descrip-
tors:
E.1 Data Structures—trees
F.2.2 Analysis of Algorithms and Problem Complexity: Nonnumer-

ical Algorithms and Problems—pattern matching, sorting and
searching, geometrical problems and computations

H.3.1 Information Storage and Retrieval: Content Analysis and In-
dexing

H.3.3 Information Storage and Retrieval: Information Search and
Retrieval

General Terms:
Algorithms, Theory

Additional Key Words and Phrases:
Template matching, rotation invariance, indexing
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Chapter 1

Introduction

– “I think we’ve got enough information now, don’t you?”
– “All we have is one ‘fact’ you made up.”
– “That’s plenty. By the time we add an introduction, a

few illustrations, and a conclusion, it will look like a
graduate thesis.”

— Calvin & Hobbes

This chapter gives a brief summary of the template matching problem,
the contributions of this thesis, and an outline of the rest of the thesis.

1.1 Template matching

This thesis is about pattern matching. There exists many different
types of pattern matching problems, and hence approaches to solve
them. Without trying to list them all, let us concentrate on template
matching.

Let us have an image I and a pattern template P , which are two–
dimensional arrays of pixel color values. The colors are referred to
by P [x1, y1] and by I[x2, y2]. Solving a template matching problem
is to find such a transformation of the pixel coordinates of P , that
brings P to such a location on top of I that gives a “best match”
for their corresponding overlapping pixel colors, or in a more general
case, to evaluate the distance of P and I in every location. The choice
of distance or similarity function defines how to actually compare the
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2 1 Introduction

overlapping colors. The distance measure can be e.g. the number of
mismatching pixels between the image and the pattern (Hamming
distance).

Besides the choise of the distance function, one must limit the
transformations allowed. For example, one may use the general affine
transformation

(
x2

y2

)
=

(
tx
ty

)
+

(
a1 a2

a3 a4

) (
x1

y1

)

to map the pixels of P to the pixels of I. The task is then to find
the six parameter values, tx, ty, a1, a2, a3 and a4 that give the “best
match” according to the distance function of choice. Without the
translation vector (tx ty)

T , the above transformation becomes linear.
This transformation can account for many spatial distortions of the
template. The simpler transformation

(
x2

y2

)
=

(
tx
ty

)
+ s

(
cos θ − sin θ
sin θ cos θ

) (
x1

y1

)

allows only translations, rotations and scalings. We will concentrate
on this simpler problem, with s = 1, i.e. no scalings.

1.2 Applications

Rotation invariant template matching has numerous important appli-
cations in image and volume processing, e.g. character recognition,
fingerprint identification, (bio)medical imaging, remote sensing and
feature tracking. Template matching can also be an important low
level building block of a high level vision system.

The original motivation to this work comes from the structural
biology of viruses. In computational structural biology, 3D arrays of
density values are used as the data structure for representing three–
dimensional models of biological viruses and other macromolecular
assemblies. Such models are produced, e.g. from two–dimensional
electron microscopy images (projections) of the virus. The model con-
struction itself is a very challenging problem in computer tomography
(see e.g. [Fra96]).
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Once a model has been constructed, it is of interest to compare
different models against each other and especially to search for known
substructures inside the new model. Such a substructure can be, e.g.,
a protein that is known to occur in the shell of the virus. The sub-
structure can again be represented as a 3D array of density values.

1.3 Previous work

This thesis is about combinatorial pattern matching, and hence we
mainly survey the previous combinatorial approaches to the problem.

Much of this work can be seen as a continuum from traditional
string matching work [KMP77, BM77, GL89, AC75, CCG+99, Wei73,
Ukk95, Riv76, WM92]. There are two reasons for this. First, the
approaches used herein to solve the present problem are similar to
those in string matching. Second, some of the algorithms use the 1D
string matching algorithms as their building blocks. There are some
previous two–dimensional generalizations of the string matching algo-
rithms [Ami92, ABF92, KU94, LV94, Tak96, Tar96, BYN00, CIKR98]
but those do not handle pattern rotations. However, scaling invari-
ance was considered in [AC00]. That algorithm can scale the size of
the pattern only to integer values ≥ 1, allowing no errors in the pixel
values.

An interesting variation of the two–dimensional pattern matching
problem and techniques to solve it was presented in [LV94]. That
work considers a pattern matching problem in which the pattern and
the text are specified in terms of their “continuous” properties. The
pattern matching problems arising from this point of view and the
techniques used to solve the problem are somewhat similar to ours.
Also, the idea of generalizing the methods to handle pattern rotations
was briefly mentioned.

There are many other approaches to rotation invariant template
matching, such as geometric hashing [LW88], general methods to com-
pute the distance of some sets of weighted features [RTG00], and graph
matching based approaches, see e.g. [BYV00]. Other than combina-
torial methods are summarized in e.g. [Bro92, Woo96].

A traditional approach [Bro92] to the problem is to compute the
cross correlation between each image location and each rotation of the
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pattern template. This can be done reasonably efficiently using the
Fast Fourier Transform (FFT). This approach rquires time propor-
tional to O(K|I| log |I|) where |I| is the number of pixels in the input
image, and K is the number of rotations sampled.

Many traditional methods concentrate on constructing filters for
recognition, that is, to compute a value somehow measuring the dis-
tance/similarity between two images of different size and orientation.

1.4 Results and contributions

This thesis presents the founding work on combinatorial rotation in-
variant template matching. The previous attempts in combinatorial
template matching have not considered the pattern rotations. Thus,
our results are novel, beginning from the definitions of how to compare
rotated pixel lattices, and how many relevant rotations there are for
the pattern template. However, some (but not all) of the techniques
used in the algorithms, are well known in the 1D/2D string matching
community. Still, new insights are required in order to apply those to
the present problem.

The main emphasis of the work is to develop algorithms that have
fast expected running times. This is achieved by quickly filtering out
the uninteresting parts of the image, and spending more time on ver-
ifying the potential candidate positions. The algorithms are not de-
veloped with the worst case situations in mind.

However, our simplest algorithm is optimal in the case in which
we want to evaluate the distance between P and I in all possible
orientations and locations of P in I. We also give an algorithm for the
exact matching case whose expected running time matches the lower
bound of [Yao79, KU94].

In more detail, our main results are as follows. Let us have a two–
or three–dimensional pattern P of size |P | pixels/voxels, and a two–
dimensional image I of size |I| pixels, and a three–dimensional volume
V of size |V | voxels. The pixels/voxels have a color in a finite alphabet
of size σ. Then we have the following results for Hamming distance.

1. There areO(|P |3/2) rotations for the pattern in 2D, such that the
distance functions we use may have different values for successive
rotations. In 3D the number of rotations is O(|P |11/3).
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2. Our basic algorithm can evaluate the distance/similarity of P
for all rotations in a given position in I in time O(|P |3/2), and
in the entire I in time O(|I||P |3/2). In 3D these become O(|P |4)
and O(|V ||P |4). In 3D a lower bound for the actual distance
can be evaluated in time O(|P |2) for one volume position, or in
time O(|V ||P |2) for all volume positions.

3. In 2D the exact matching case is solved in O(|I| log |P |/|P |)
expected time using linear features. In 3D this becomes expected
time O(|V | log |P |/|P |).

4. Given a threshold κ to limit the search to the cases in which the
distance between the pattern and the image to at most κ, the
following results are obtained using on–line algorithms.

(a) The basic algorithm is extended to an O(|I|κ3/2) expected
time algorithm in 2D, and O(|V |κ4) in 3D. Evaluating only
a lower bound for the distance in 3D requires O(|V |κ2)
expected time.

(b) With an exact pattern partitioning technique the basic al-
gorithm becomes O(|I|κ) expected time in 2D, and with
inexact partitioning O(|I|κ3/2

√
log |P |/|P |) expected time.

In 3D this becomes O(|V |κ2 log |P |/|P |) expected time for
evaluating lower bound distances.

(c) Using circular features we obtain an O(|I|√κ) expected
time algorithm in 2D. This becomes O(|V |κ2/3) expected
time in 3D.

(d) Using linear features we obtain an O(|I|κ log |P |/|P |) ex-
pected time algorithm in 2D, and O(|V |κ logσ |P |/|P |) ex-
pected time in 3D.

5. Using an index of size O(|I|) in 2D, and of size O(|V |) in 3D,
the following off–line algorithms are obtained.

(a) The 2D exact matching case is solved in O((log |I|)5/2)
expected time, and in O((log |V |)14/3) expected time in
3D. Using a larger index these improve to O(log |I|) and
O(log |V |) respectively.



6 1 Introduction

(b) In 2D the κ–threshold problem is solved in sublinearO(|I|λ)
expected time, for λ < 1.

The above expected time results hold only for certain range of val-
ues of κ. Similar results hold for some other distance functions, as
well. Some of the algorithms are implemented, and their performance
is compared to the traditional cross correlation based method, com-
puted using FFT. Depending on κ, our algorithms can be orders of
magnitude faster then the cross correlation.

Most of the results of this thesis have appeared in the following
original publications. Some of the results in these papers are not
included in this thesis.

1. Kimmo Fredriksson and Esko Ukkonen: Rotation Invariant Fil-
ter for Two–dimensional String Matching. In Proceedings of
CPM’98, LNCS 1448, pages 118–125, 1998.

2. Kimmo Fredriksson and Esko Ukkonen: Combinatorial Methods
for Approximate Image Matching Under Translations and Ro-
tations. Pattern Recognition Letters (PRL), Volume 20, Issue
11–13, pages 1249–1258, November 1999.

3. Kimmo Fredriksson, Gonzalo Navarro and Esko Ukkonen: An
index for two dimensional string matching allowing rotations.
In Proceedings of IFIP TCS 2000, LNCS 1872, pages 59–75.

4. Kimmo Fredriksson and Esko Ukkonen: Combinatorial methods
for approximate pattern matching under rotations and transla-
tions in 3D arrays. In Proceedings of SPIRE’2000, IEEE CS
Press, pages 96–104.

5. Kimmo Fredriksson: Rotation invariant histogram filters for sim-
ilarity and distance measures between digital images. In Proceed-
ings of SPIRE’2000, IEEE CS Press, pages 105–115.

6. Kimmo Fredriksson and Esko Ukkonen: Faster template match-
ing without FFT. In Proceedings of ICIP’2001, IEEE CS Press,
pages 678-681.
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7. Kimmo Fredriksson, Gonzalo Navarro and Esko Ukkonen: Faster
than FFT: rotation invariant combinatorial template matching.
To appear in the book Recent Research Developments in Pattern
Recognition, Transworld Research Network.

1.5 Organization

In what follows, only the 2D case is treated in detail. At the end of
each chapter/section the often simple generalization for 3D is given.

The thesis is organized as follows. Chapter 2 gives the basic defi-
nitions and formulation of the problem and gives some analysis of the
complexity of the problem. In Chapter 3 a simple (but optimal) algo-
rithm for evaluating the distance between the pattern and the image
in each position and orientation of the pattern is developed. Chap-
ter 4 analyzes the matching probabilities for the thresholded matching.
The thresholded matching itself is considered in Chapters 5, 6 and 7.
Indexing algorithms are given in Chapter 8. Some of the algorithms
are implemented. Chapter 9 gives some experimental results on the
performance of the algorithms. The performance is compared against
the traditional FFT–based approach. Chapter 10 presents the pre-
liminary results of the new algorithms applied to a structural biology
related problem. Chapter 11 concludes the thesis.
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Chapter 2

Definitions and matching
models

Judge a man by his questions rather than his answers.

— Voltaire

In this chapter we define the problem of template matching , and give
the basic definitions that are used throughout the thesis. We define
several different matching models, and analyze the consequent prob-
lem complexity.

2.1 Basic definitions

Let In = {i1, i2, . . . , in} and Pm = {p1, p2, . . . , pm}, where n� m, be
sets of points in two–dimensional space R2. Each point x is associated
with a point sample of color , color(x) ∈ Σ, where Σ = {0, .., σ − 1} is
the alphabet. The points are samples of some “natural” images. In
practice σ can be e.g. 2 (black and white images) or 256 (8–bit gray
level images).

There are several possibilities to define a mapping from Pm to In

(or vice versa), that is, how to compare the colors of Pm to colors
of In. Our approach to the problem is combinatorial. Assume that
Pm has been put on top of In, in some arbitrary position. Then
we will compare the color of each sample point of Pm against the
color of the closest point of In. The distance between the points is

9
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simply the Euclidean distance. This is also technically convenient. We
may compute the Voronoi diagram V(In) for the sample points of In.
Then, if the location of Pm is fixed, we can compare each point p of
Pm against the point i of In whose Voronoi cell VC(i) contains p.
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(a) (b)

Figure 2.1: (a) In and V(In). (b) Pm.

Assume now that Pm has been moved on top of In using a rigid
motion (translation and rotation), such that the point p1 is trans-
formed to the position (u, v), and the rest of the points of Pm are
rotated by angle θ around p1. The location of Pm with respect to
In can be uniquely given as ((u, v) , θ). A match (or more generally,
distance) between In and Pm at the location ((u, v) , θ), is defined by
comparing the colors of the points of Pm to the colors of points of In,
whose corresponding Voronoi cell covers the point of Pm. When Pm

is rotated, i.e. θ is changed, the points of Pm move from one Voronoi
cell of In to another. Obviously, there are only a small (polynomial)
number of different mappings between Pm and the Voronoi cells of In

as θ varies.
Both from the applications’ and algorithms’ point of view, there are

important special cases of Voronoi diagrams. In many practical cases
the set In consists of pixels, which means that the Voronoi diagram
V(In) is a regular grid. Our basic algorithm works in this setting.
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Figure 2.2: Matching the sets of points for In and Pm.

The other algorithms assume that both V(In) and V(Pm) are regular
grids. For the rest of the thesis, we will concentrate on regular grids.

P:

y
(9,9)

(0,0)

center of P

(5,5)

y’

(0,0) x’x

I:

Figure 2.3: The array of pixels for I and P (n = 9, m = 5).

To this end, we may define that the image I is an array I =
I[1..n, 1..n] consisting of n2 unit squares (pixels) in the real plane R2

(the (x, y)–plane). The corners of the pixel for I[i, j] are (i − 1, j −
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1), (i, j − 1), (i − 1, j) and (i, j). The center of the pixel for I[i, j] is
(i− 1

2
, j − 1

2
). The array of pixels for the pattern P = P [1..m, 1..m] is

defined similarly. The center of the whole pattern P is the center of
the pixel in the middle of P . Precisely, assuming for simplicity that m
is odd, the center of P is the center of pixel P [m+1

2
, m+1

2
]. The colors

are now associated with the center points of the pixels, that is, the
centers are the sampling points.

Assume now that P has been moved on top of I using a rigid
motion (translation and rotation), such that the center of P coin-
cides exactly with the center of some pixel of I. The location of P
with respect to I can be uniquely given as

((
i− 1

2
, j − 1

2

)
, θ
)
, where(

i− 1
2
, j − 1

2

)
is the location of the center of P in I, and θ is the angle

between the x–axis of I and the x–axis of P .
A match (or more generally, distance) between I and P at some

location, is defined by comparing the colors of the pixels of I and
P that overlap. We will use the centers of the pixels of P for se-
lecting the comparison points. That is, for the pattern at location((
i− 1

2
, j − 1

2

)
, θ
)
, we look for the pixels of I that cover the centers of

the pixels of P , and compare the corresponding colors of those pixels.
As the pattern rotates, the centers of the pixels of the pattern move
from one pixel of I to another. It is shown in Sec. 2.2 that this hap-
pens O(m3) times, so there are O(m3) relevant orientations of P to
be checked.

More precisely, let us define the matching function M as follows.

Definition 2.1 Assume that P is at location ((u, v) , θ). For each
pixel P [r, s] of P , let I[r′, s′] be the pixel of I such that the center
of P [r, s] belongs to the area covered by I[r′, s′]. Then M(P [r, s]) =
I[r′, s′].

Hence the matching function is a function from the pixels of P to
the pixels of I. We may assume that function M is uniquely defined;
otherwise adjust θ “infinitesimally” such that no center of P hits the
pixel boundaries of I. Note that M is many–to–one mapping. This
fact must be reflected by the algorithms. We sometimes use the nota-
tion Mθ(p) to emphasize that the angle for the matching function is
θ.

We use a distance function d(p) to give the distance between the
colors of the pixels p and M(p). Some of the algorithms take the
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y

x(0,0)

u

v

y’

x’

θ i

j

Figure 2.4: Illustration of M at location ((u, v) , θ). For each pixel of
P [r, s], the matching function M(P [r, s]) returns the pixel of I that
covers the center of pixel P [r, s]. The matching functions are not one–
to–one, the pixel i of I covers no center of P , and the pixel j of I
covers two centers of P , for example.

distance function as a “black box”, and assume only that it can be
computed in a unit time per pixel.

The distance between the pattern template and the image is de-
fined as follows.

Definition 2.2 The distance D between I and P positioned at loca-
tion ((u, v) , θ) in I is D = D(P, I, ((u, v) , θ)) =

∑
r,s d(P [r, s]).

Typical distance functions d(p) can be, e.g.,

• d(p) = 0, if color(p) = color(M(p)), and 1 otherwise

• d(p) = |color(p)− color(M(p))|,

where color(p) denotes the integer encoding of the color of pixel p.

The template matching problem in general is to compute
D(P, I, ((u, v) , θ)) for each location ((u, v) , θ) of P in I, and in par-
ticular to find the location that gives the minimal value of D. We
mostly concentrate on the following version of the problem.
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Definition 2.3 The template matching problem is, given P and I, to
find the locations ((u, v) , θ) of P in I, so that D(P, I, ((u, v) , θ)) ≤ κ,
where κ is a given parameter.

2.2 Matching functions

Having defined M , it is of interest to know how many different func-
tions M there are, as a function of the rotation angle θ of P . We make
first a so–called center–to–center assumption, which considerably sim-
plifies the situation. We assume that the center of P coincides with
the center of some pixel of I, say pixel I[i, j]. Hence location ((u, v) , θ)
equals

((
i− 1

2
, j − 1

2

)
, θ
)
. This restricted case turns out to be useful

also in the evaluation of a lower bound for the distance in the unre-
stricted case.

Theorem 2.4 Assuming the center–to–center translation, there are
O(m3) different matching functions for each fixed pixel I[i, j] of I.

Proof Assume that P is at location
((
i− 1

2
, j − 1

2

)
, θ
)
. Consider

what happens to M when angle θ grows continuously, starting from
θ = 0. Function M changes only at the values of θ such that some
pixel center of P hits some pixel boundary of I. Some elementary
analysis shows that the set of such angles θ, 0 ≤ θ ≤ π/2, is

A = {β, π/2− β | β = arcsin
h+ 1

2√
i2 + j2

− arcsin
j√

i2 + j2
;

i = 1, 2, . . . , bm/2c; j = 0, 1, . . . , bm/2c;h = 0, 1, . . . , b
√
i2 + j2c},

see Fig. 2.5. By symmetry, the set of possible angles θ, 0 ≤ θ < 2π, is

A2D = A ∪ A+ π/2 ∪ A+ π ∪ A+ 3π/2.

Let (β1, β2, . . . , βK) be the elements of A2D in increasing order. By
construction, M stays unchanged for θ such that βi ≤ θ < βi+1.
Obviously, the size of A2D is O(m3). 2

Moreover, the set A2D with the information of what pixels of P hit
the boundaries for each angle in A2D can be constructed and sorted
in time O(m3 logm).
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pixel
P[i,j]

pixel boundary of I

j h+1/2

β

i

Figure 2.5: Computing the relevant angles for P .

Note that a corresponding analysis is also easy to do for the case
where the Voronoi diagram for P is not a regular grid.

Without the center–to–center assumption the number of matching
functions is much higher.

Theorem 2.5 Assume that the location ((u, v) , θ) of P varies so that
the center of P is inside a pixel I[i, j] of I and θ varies freely. Then
there are O(m7) different matching functions M for I[i, j].

Proof Our aim is to derive a canonical name for each possible M .
The result then follows as the name space is of size O(m7).

Consider a fixed M , and let ((u, v) , θ) be a location of P that gives
M ; note that (u, v) must stay inside I[i, j]. It is possible to apply to
P at this location some rigid motions until some pixel center of P hits
a pixel boundary of I. The locations ((u′, v′) , θ′) that can be reached
without changing M form a set L in the three–dimensional space of
locations. Let β be the maximum value such that ((u′, v′) , β) ∈ L
for some (u′, v′). Because β is the maximum possible rotation for M ,
increasing the rotation at ((u′, v′) , β) is blocked because some pixel
centers of P now hit pixel boundaries of I. The blocking is only
possible if there are two pixel centers p1 and p2 of P and two parallel
pixel boundaries b1 and b2 of I (both b1 and b2 must be horizontal
or vertical; b1 can be the same as b2) with the following property.
In the original location ((u, v) , θ) centers p1 and p2 are both either
in between b1 and b2 or both outside this area. The motion from
((u, v) , θ) to ((u′, v′) , β) moves p1 to hit b1 and p2 to hit b2. Rotating
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beyond β would force either of p1 and p2 to move away from its original
pixel in I.

Having associated p1 with b1 and p2 with b2, there is still one degree
of freedom to move P . Pattern P is moved in the direction of b1 and b2

until some pixel center of P hits a pixel boundary of I (the boundary
must be perpendicular to b1 and b2). Let p3 be this pixel of P .

The canonical name of M is (p1, b1, p2, b2, p3). Here p1 can be
selected in m2 different ways and b1 in m + 1 different ways. After
this p2 can also be selected in m2 − 1 different ways. With no loss of
generality we may assume that the distance from the center pixel of P
to p1 is at least as large as to p2. Because the center pixel must stay
in I[i, j], it follows that after fixing p1, b1, and p2, there are only a
constant number of choices for b2. Finally p3 can be selected in O(m2)
different ways. In summary, there are O(m7) canonical names. This
proves the theorem because two different functions M always have
different canonical names. 2

2.3 Matching models

The previous sections gave the basic definitions for the matching func-
tion M , and for the distance (similarity) D between P and I. However,
it is not obvious why M was defined using the centers of the pixels of
P . Another possibility would have been to use the centers of the pixels
of I. In some algorithms to be presented, this alternative definition is
more useful, or even necessary. Unfortunately M is not bijective, so
using the centers of I instead of P , would in general mean different
values of the distance D for a fixed location of P . In practice this dif-
ference is negligible (except for some uninteresting degenerate cases),
and from the point of view of the applications, the direction of M
seems to be unimportant.

The matching function M̂ from the pixels of I to the pixels of P
is defined as follows. Assume that P is at location ((u, v) , θ).

Definition 2.6 For each pixel I[r, s] of I whose center belongs to the
area covered by P , let P [r′, s′] be the pixel of P such that the center
of I[r, s] belongs to the area covered by P [r′, s′]. Then M̂(I[r, s]) =
P [r′, s′].
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The corresponding distance function d̂ and distance D̂ are defined
in an analogous way as their counterparts d and D. The bounds given
in Theorems 2.4 and 2.5 for the number of the matching functions
obviously hold for M̂ , as well.

Another issue is the choice of d. This is somewhat application de-
pendent, but it obviously affects the algorithms also. We concentrate
on the following cases:

1. d(p) = dhd(p) = 0, if color(p) = color(M(p)), and 1 otherwise.

The corresponding distance D = Dhd is called the Hamming
distance.

2. d(p) = dsad(p) = |color(p)− color(M(p))|.
The corresponding distance D = Dsad is called the sum of abso-
lute differences .

3. d(p) = dssd(p) = (color(p)− color(M(p)))2.

The corresponding distanceD = Dssd is called the sum of squared
differences .

4. d(p) = ddd(p) = 0, if color(p) ∈ I(M(p)) and 1 otherwise.

The corresponding distance D = Ddd is called the delta dis-
tance.

5. d(p) = dcc(p) = color(p) · color(M(p)).

The corresponding distance D = Dcc is called (un–normalized)
cross–correlation. Note that Dcc is actually not a distance but
rather a similarity function.

Here color(p) denotes the color of pixel p, and I(I[i, j]) gives the
interval of pixel values corresponding to pixel I[i, j]. Formally, we
define the interval I(I[i, j]) as follows. Let lo(i, j) = min{color(I[i +
i′, j + j′]) | i′, j′ ∈ {−1, 0, 1}} and hi(i, j) = max{color(I[i + i′, j +
j′]) | i′, j′ ∈ {−1, 0, 1}}, and let δ ∈ Σ be a given parameter that is
used to adjust the interval for tighter or looser approximation of the
matching.

Definition 2.7 The interval I(I[i, j]) at position (i, j) of I is I(I[i, j])
= [max{lo(i, j)− δ, 0},min{hi(i, j) + δ, σ − 1}].
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In the delta distance, pixel p of P should match the interval of
pixel values defined by the pixel M(p) and its eight neighbors. The
interval is spanned by the minimum and maximum pixel values in this
neighborhood.

The delta distance can be thought of as another Hamming
distance measure, with alphabet size σ/∆, where ∆ denotes the
size of the interval. In the uniform Bernoulli model of probability,
the average of ∆ is ∆ = (4/5)σ, which in effect means alphabet size
σ = 5/4. In practice ∆ is much smaller, because in “typical” images
the local variation of the colors is often small.

The delta distance can be advantageous in many applications.
It tolerates small systematic distortions in the pixel values, while al-
lowing to set the threshold number κ of mismatches low.

The Hamming distance is the simplest distance measure, but not
very useful in most practical applications, except for binary alphabets.
sad and ssd are very useful and traditional distance measures. A
close relative to ssd is cross–correlation (cc). The similarity function
dcc(p) = color(p) · color(M(p)) actually comes from ssd:

dssd(p) = (color(p)− color(M(p)))2

= color(p)2 − 2 dcc(p) + color(M(p))2.

The distance D for cc has to be normalized, but this cannot be ex-
pressed using just d. The whole normalized similarity Dcc is usually
defined as follows:

Dcc =

∑
p∈P dcc(p)√∑

p∈P color(M(p))2
.

The reason why cc has often been used instead of ssd, is the compu-
tational efficiency; it can be efficiently computed in the Fourier domain
by FFT for all translations of P . However, Dcc fails to work as in-
tended: The similarity Dcc is in a location of I in which M(P ) exactly
matches P smaller than in a location in which M(P ) is filled with the
largest possible color value.

The correctly normalized similarity is called the correlation coeffi-
cient

Dcce =

∑
p∈P (color(p)− µp)(color(M(p))− µM(p))√(∑

p∈P (color(p)− µp)2
)(∑

p∈P (color(M(p))− µM(p))2
) ,
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where

µp =

∑
p∈P color(p)

|P | ,

that is, the mean value of the pixel colors of P , and

µM(p) =

∑
p∈P color(M(p))

|P | ,

the mean value of the overlapped image pixels. In Dcce the image
and pattern vectors are normalized to unit length, yielding a cosine–
like similarity measure, normalized into range [−1..1]. The efficient
computation of Dcce was considered in [Lew95].

2.4 Extension to 3D

All the algorithms to be presented also have versions that work in
three–dimensional inputs. The definitions above have their obvious
counterparts in 3D, which are briefly covered in this section, to give
the notation.

Let the volume V = V [1..n, 1..n, 1..n] and the pattern
P = P [1..m, 1..m, 1..m] be three–dimensional arrays of point sam-
ples. Again, each sample has a color in alphabet Σ = {0, .., σ − 1}.
The arrays P and V can be seen as point samples of colors taken from
a regular cubic grid of sample points of some “natural” volumes in the
real space R3. For simplicity we restrict the consideration to cubic ar-
rays V and P only. The Voronoi diagram for the samples is a regular
array of unit cubes in R3, which we call voxels.

P:
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V:
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n mm
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γ
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Figure 2.6: a) An n× n× n volume V with voxel V [i, j, k] shown. b)
An m×m×m pattern P . c) A possible location of P in V .
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In the real space R3, the eight corners of the voxel V [i, j, k] are
(i−1, j−1, k−1), (i, j−1, k−1), (i−1, j, k−1), (i, j, k−1), (i−1, j−
1, k), (i, j−1, k), (i−1, j, k), and (i, j, k). Hence the voxels for V form
a regular n×n×n array that in R3 covers the space between (0, 0, 0),
(n, 0, 0), (0, n, 0), (n, n, 0), (0, 0, n), (n, 0, n), (0, n, n) and (n, n, n).
Each voxel has a center which is the geometric center point of the
voxel, i.e., the center of the voxel for V [i, j, k] is (i− 1

2
, j− 1

2
, k− 1

2
) ∈ R3.

The array of voxels for pattern P is defined similarly.
The center of the whole pattern P is the center of the voxel in

the middle of P . Precisely, assuming for simplicity that m is odd,
the center of P is the center of voxel P [m+1

2
, m+1

2
, m+1

2
], that is, point

(m
2
, m

2
, m

2
) ∈ R3.

Now assume that P has been moved inside of V using a rigid
motion (translation and rotation). The location of P with respect to
V can be uniquely given as ((u, v, w) , (α, β, γ)), where (u, v, w) is the
location of the center of P in V , and (α, β, γ) is the rotation of P in
respect of the z, y and x axes of V (and applied in this order). Now
P is said to be at location ((u, v, w) , (α, β, γ)) inside of V .

The matching function M in a 3D case, when P is at location
((u, v, w) , (α, β, γ)), is defined as follows.

Definition 2.8 For each voxel P [r, s, t] of P , let V [r′, s′, t′] be the
voxel of V such that the center of P [r, s, t] belongs to the area covered
by V [r′, s′, t′]. Then M(P [r, s, t]) = V [r′, s′, t′].

The distance function d in 3D is defined exactly as in 2D.

Definition 2.9 The distance (similarity) D between V and P located
at position ((u, v, w) , (α, β, γ)) in V is

D = D(P, V, ((u, v, w) , (α, β, γ))) =
∑
r,s,t

d(P [r, s, t]).

The number of matching functions in 3D is analyzed next. We first
make the center–to–center assumption. Assume that the center of P
coincides with the center of some voxel of V , say voxel V [i, j, k]. Hence
location ((u, v, w) , (α, β, γ)) equals

((
i− 1

2
, j − 1

2
, k − 1

2

)
, (α, β, γ)

)
.

Consider what happens to M when angle α grows continuously,
starting from α = 0. Function M changes only at the values of α such
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that some voxel center of P hits some voxel boundary of V . The same
happens for growing β, for each α, and for growing γ, for each α and
β.

The set of rotation angles A3D, at which M changes is obtained as
follows; here i′, j′, k′, h = −bm/2c, . . . , bm/2c, such that the formulas
are defined, and Rz(α) is the rotation matrix [HB94] in respect of the
z–axis by angle α:

Aα = {arcsin
h+ 1

2√
i2 + j2

− arcsin
j√

i2 + j2
,

arccos
h+ 1

2√
i2 + j2

− arcsin
j√

i2 + j2
|

(i, j, k)T = (i′, j′, k′)T }.

Aβ(α) = {arcsin
h+ 1

2√
i2 + k2

− arcsin
k√

i2 + k2
,

arccos
h+ i− bic√
i2 + k2

− arcsin
k√

i2 + k2
|

(i, j, k)T = Rz(α)(i′, j′, k′)T }.
Aγ(α, β) = {arcsin

h+ j − bjc√
j2 + k2

− arcsin
j√

j2 + k2
,

arccos
h+ k − bkc√

j2 + k2
− arcsin

j√
j2 + k2

|

(i, j, k)T = Rz(α)Ry(β)(i′, j′, k′)T }.

A3D = {(a, b, c) | a ∈ Aα; b ∈ Aβ(a); c ∈ Aγ(a, b)}.
The size of A3D, that is, the number of orientations of P with dif-

ferent M is O(m4m4m4) = O(m12) = O(|P |4). Notice, however, that
Aα is a multi–set, and contains only O(m3) different angles (because
the voxels P [i, j, k] for fixed i and j hit the voxel boundaries at the
same time), so there are actually only O(m11) different orientations
for P . We have obtained the following.

Theorem 2.10 Assuming the center–to–center translation, there are
O(|P |4) different matching functions for each fixed voxel V [i, j, k] of
V . 2
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Theorem 2.11 Without the center–to–center assumption, there are
at most O(|P |5 1

3 ) different matching functions for each fixed voxel
V [i, j, k] of V .

Proof (Sketch.) Assume that P is at location ((u, v, w) , (α, β, γ)).
Translate P in the direction of the x–axis, such that some center of P
hits some voxel boundary of V . There are O(m3) voxel centers, that
can hit O(m) voxel boundaries, which gives a total of O(m4) different
translations. Each such translation brings some center of, say voxel p0,
to coincide with some voxel boundary of V . Now for each translation,
fix the voxel p0, and begin another translation. Rotate P by the y axis,
around the center of p0, so that the center of another voxel p1 hits some
voxel boundary of V . There are again O(m4) such rotations. Fix also
p1, and rotate P again, now around the line defined by p0 and p1,
until the center of a voxel p2 hits a voxel boundary. This gives again
O(m4) possible rotations. Now allow p0, p1, and p2 to move along
the voxel boundaries they touch, until the center of a voxel p3 hits a
voxel boundary of V , giving an additional O(m4) translations. Now
the location of P is fixed, if we fix the voxel boundaries that p0, p1, p2,
and p3 touch. That is, P cannot be translated in any direction without
disconnecting p0, p1, p2, and p3 from their corresponding boundaries of
V . We have O(m4) different choices for each of the four voxels, hence
the total number of possible translations and rotations is O(m16) =

O(|P |5 1
3 ). 2

2.5 Problem complexity

There exists a general lower bound for d–dimensional exact pattern
matching. In [Yao79] Yao showed that the one–dimensional string
matching problem requires at least time Ω(n logm/m) on average,
where n and m are the lengths of the string and the pattern respec-
tively. In [KU94] this result was generalized for the d–dimensional
case, for which the lower bound is Ω(nd logmd/md) (without rota-
tions). The above lower bound obviously holds for the rotation invari-
ant case also. In Chapter 6 we give an algorithm whose expected case
running time matches this lower bound.

A lower bound for the κ differences problem (approximate string
matching with ≤ κ mismatches, insertions or deletions of characters)



2.5 Problem complexity 23

was given in [CM94] for the one dimensional case. This bound is
Ω(n(κ+ logm)/m), where n is the length of the text string and m is
the length of the pattern. This bound is tight; an algorithm achieving
it was also given in [CM94]. This lower bound can be generalized to
the d–dimensional case also. Let I and P be d–dimensional.

Theorem 2.12 The lower bound complexity of finding all locations
where Dhd(P, I) ≤ κ, requires time Ω(|I|(κ+ log |P |)/|P |) on average.

Proof By the result of [Yao79, KU94], the d–dimensional exact
matches can be found in time Ω(|I| log |P |/|P |). In [CM94] it was
shown that, for 1–dimensional case, in each window of I of size |P |
symbols, any algorithm must examine at least κ + 1 symbols of I to
guarantee that occurrences of P can not overlap that window. The
argument generalizes also for d–dimensional case, and the lower bound
follows. 2

We are now ready to describe the algorithms to efficiently compute
D, as well as lower and upper bounds of it.
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Chapter 3

Basic algorithm

In this chapter simple incremental algorithms for computing the exact
and upper and lower bound distances are given.

For finding the best occurrences of P in I, it suffices to evaluate
the distance D(P, I, ((u, v) , θ)) for each I[i, j] (that is, the center of
P is located somewhere in the area of pixel I[i, j] of I).

Precisely, for each pixel I[i, j] of I, let

Dmin(i, j) = min{ D(P, I, ((u, v) , θ)) | (u, v) ∈ I[i, j], 0 ≤ θ < 2π }.
and in the center–to–center case,

Dmin
c (i, j) = min

{
D

(
P, I,

((
i− 1

2
, j − 1

2

)
, θ

)) ∣∣∣∣∣ 0 ≤ θ < 2π

}
.

Obviously, Dmin
c is an upper bound for Dmin: Dmin

c (i, j) ≥ Dmin(i, j)
for all 1 ≤ i, j ≤ n. Next, the problem of evaluatingDmin

c is considered.
Then, a method for finding a lower bound for Dmin is presented.

Assuming the center–to–center assumption, Theorem 2.4 suggests
the following algorithm for evaluating Dmin

c (i, j): Evaluate

D

(
P, I,

(
i− 1

2
, j − 1

2

)
, θs

)

for each θs such that θ0 = 0, and θs = (βs + βs+1)/2, for s =
1, . . . , K − 1. This would take O(m5) time because there are O(m3)
angles θi and evaluating the distance for each θi takes O(m2) time
with a trivial algorithm. This is unnecessarily slow, however using
incremental evaluation of the distance we obtain an O(m3) algorithm
as follows.

25
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3.1 Incremental algorithm

When preprocessing P to obtain the angles A2D = (β1, β2, . . . , βK)
from (2.1) we also associate with each βs the set Cs containing the
corresponding pixel centers that must hit a pixel boundary at βs.
Hence we can evaluate D(P, I,

(
i− 1

2
, j − 1

2

)
, θs+1) incrementally from

D(P, I,
(
i− 1

2
, j − 1

2

)
, θs) just by re–evaluating the distance for the

pixels restricted to set Cs. This is repeated for each θ = θ0, . . . θK−1,
and for each pixel I[i, j] of I.

Theorem 3.1 The distance Dmin
c (i, j) for all pixels I[i, j] of I can be

evaluated in time O(|I||P |3/2).

Proof Evaluating D for angle θ0 takes time O(|P |). Updating the
distance for the pixels restricted to the set Cs takes time O(|Cs|).
Hence the total time of finding the smallest distance at I[i, j] when
θ = θ0, . . . θK−1 is O(

∑
s |Cs|). This is O(m3) because each fixed pixel

center of P can belong to some Cs at most O(m) times. To see this,
note that when P is rotated the whole angle 2π, any pixel of P tra-
verses through O(m) pixels of I. Repeating this for all the positions(
i− 1

2
, j − 1

2

)
of I we obtain the O(|I||P |3/2) time algorithm. 2

Then consider evaluating Dmin(i, j). Using Theorem 2.5 a similar
method with an impractically high degree polynomial running time
seems possible. Here we will develop a variation of the center–to–
center method that gives a fast lower bound for Dmin(i, j). The
method for comparing the pixels between P and I will change; in-
stead of comparing a pixel of P with one pixel of I, as suggested by
the matching function, the pixel is compared with a four–pixel neigh-
borhood.

Define first a set M2×2 as follows.

Definition 3.2 M2×2(P [r, s]) = {I[r′ − i, s′ − j] | i, j ∈ {0, 1} and
M(P [r, s]) = I[r′, s′] }.

Now the distance function d must be redefined to useM2×2 instead
of M . For the sad the new definition is as follows:

d2×2
sad (p) = min

{|color(p)− color(v)|
∣∣ v ∈M2×2(p)

}
.
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The other choices of d are modified in an analogous way, that is, the
distance is minimized over the four choices of pixel colors given by
M2×2. Denote now by D2×2 and LDmin

c the distances that correspond
to D and Dmin

c and are computed using the new distance function
d2×2. Obviously LDmin

c is a lower bound for Dmin
c . It also gives a

lower bound for Dmin in the following sense.
Let LDmin(i, j) = min{LDmin

c (i, j), LDmin
c (i + 1, j), LDmin

c (i, j +
1), LDmin

c (i+ 1, j + 1)}.

Theorem 3.3 LDmin(i, j) ≤ Dmin(i, j).

Proof We have to show that LDmin(i, j) ≤ D(P, I, ((u, v) , θ)) for all
(u, v) ∈ I[i, j] and for all θ. The proof is by cases, according to what
quadrant of I[i, j] the point (u, v) belongs to.

Let (u, v) belong to the upper right–hand side quadrant. Move
P so that its new location is

((
i− 1

2
, j − 1

2

)
, θ
)
, that is, center–to–

center becomes true while the rotation angle stays the same. As a
consequence, some pixel centers of P may have moved to a pixel of
I that is above, to the right or diagonally above and right of the
original one. This means that D2×2(P, I, (((i+ 1)− 1

2
, (j + 1)− 1

2
), θ))

must be ≤ D(P, I, ((u, v) , θ)) because all matches that contribute to
D(P, I, ((u, v) , θ)) must be present in D2×2(P, I, (((i+1)− 1

2
, (j+1)−

1
2
), θ)), as well. Value D2×2(P, I, (((i + 1) − 1

2
, (j + 1) − 1

2
), θ)) can

be evaluated with the technique of Theorem 3.1 using θs instead of θ
where s is such that βs−1 < θ < βs, because the matching functions are
the same for θ and θs by our construction. Hence LDmin

c (i+1, j+1) ≤
Dmin(i, j).

The remaining cases are similar. If (u, v) belongs to the upper
left–hand quadrant, lower left–hand or lower right–hand quadrant of
I[i, j] then, respectively, LDmin

c (i, j+1), LDmin
c (i, j), or LDmin

c (i+1, j)
is ≤ Dmin(i, j). As ((u, v) , θ) in the evaluation of Dmin is arbitrary,
the theorem follows. 2

Corollary 3.4 The lower bound LDmin for Dmin can be evaluated in
time O(|I||P |3/2). 2

Note that it is also possible to use a 3×3 subarray, instead of 2×2.
This gives slightly looser lower bound for Dmin(i, j) as LDmin(i, j), and
is slightly slower to compute. However, using the 3×3 neighborhood is
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somewhat cleaner, as LDmin = LDmin
c ≤ Dmin, if LDmin

c was computed
using the 3× 3 neighborhood.

E.g. for the Hamming distance the net result in efficiency is that
the alphabet size effectively becomes τ = 1/(1− (1− 1/σ)9), meaning
that a pixel matches with probability 1/τ .

3.2 Lower bound for D with O(m) rota-

tions

The lower bounds LDmin and LDmin
c can be evaluated using onlyO(m)

rotations of P . This is possible by using the 3× 3 pixel neighborhood
of M(P [r, s]) in the distance function d, if the set of rotation angles
is chosen properly. The trick is to choose such angles that the pixel
of P that is farthest away from the center of rotation moves at most
distance 1 in each step, which guarantees that the center of that pixel
cannot move outside of its 9 pixel neighborhood. It then follows that
no center of any other pixel of P moves outside its corresponding
9 pixel neighborhood [FU99]. However, even though there are less
angles, the evaluation time is not asymptotically improved. As there
areO(m) angles and the distance evaluation takesO(|P |) time for each
angle, evaluating the lower bound of Dmin

c (i, j) takes time O(|P |3/2).
Define first a set M3×3 as follows.

Definition 3.5 M3×3(P [r, s]) = {I[r′+i, s′+j] | i, j ∈ {−1, 0, 1} and
M(P [r, s]) = I[r′, s′] }.
Again, the distance function d is redefined to use M3×3, to obtain
d3×3. This is done in an analogous way to the definition of d2×2 in
Sec. 3.1.

Define the new set of angles Â2D for the orientations of P as

Â2D = {iθ̂ | 0 ≤ iθ̂ < 2π, i ∈ N},
where θ̂ =

√
2/(m− 1). For each pixel I[i, j] of I, define

LLDmin
c (i, j) = min

{
D3×3

(
P, I,

((
i− 1

2
, j − 1

2

)
, θ̂

)) ∣∣∣∣∣θ̂ ∈ Â
2D

}
,

where distance D3×3 is computed using M3×3 and d3×3.
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Theorem 3.6 LLDmin
c (i, j) ≤ Dmin

c (i, j).

Proof The distance between the rotation center and the pixel p =
P [m,m] farthest away from it is r = (m − 1)/

√
2. Assume that P is

at location
((
i− 1

2
, j − 1

2

)
, θ
)
, and that M(p) = Mθ(p) = I[r, s]. We

are interested in such an angle θ̂ that if P is rotated to angle θ + θ̂,
then the center of p is covered by the area corresponding to I[r, s] or
its eight neighbors for any θ. One such angle is

θ̂ = 2 arcsin 1/2r >
√

2/(m− 1).

If p cannot move out of the neighborhood of I[r, s], then clearly no
other pixel p′ of P can move out of its corresponding neighborhood.
Therefore,

∀p ∈ P : {Mβ(p) | θ − θ̂ < β < θ + θ̂ } ⊆ M3×3(p),

where M3×3(p) corresponds to Mθ(p). It now follows that

D3×3

(
P, I,

((
i− 1

2
, j − 1

2

)
, β

))
≤ D,

where D = D
(
P, I,

((
i− 1

2
, j − 1

2

)
, θ
))

, and therefore LLDmin
c (i, j) ≤

Dmin
c (i, j). 2

The size of Â2D is 2π divided by the step size θ̂, which gives 2π√
2
(m−

1), which is O(m). If the center–to–center assumption is not used,
then p is allowed to move only distance 1

2
for angle θ̂. This gives

θ̂ > 1/((m − 1)
√

2), and a lower bound LLDmin(i, j) ≤ Dmin(i, j)
follows.

3.3 Generalization to 3D

The algorithm works in 3D in the same way as in 2D. With the center–
to–center assumption, Dmin

c

(
i− 1

2
, j − 1

2
, k − 1

2

)
can be evaluated in

timeO(|P |4 2
3 ) using a brute force algorithm. We can apply the method

of incremental scanning of the critical angles also in the 3D case, and
get an O(|P |4) time algorithm as follows.
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Assume that the angles in A3D are in the lexicographic order. Cal-
culating and sorting the angles takes O(m11 logm) time.

Again, when preprocessing P to obtain the anglesA3D = ((α, β, γ)0 ,
(α, β, γ)2 , . . . , (α, β, γ)K−1), we also associate with each (α, β, γ)s the
set Cs containing the corresponding voxel centers that must hit a voxel
boundary at (α, β, γ)s. This information can be obtained in O(|P |4)
time. Hence we can evaluateD(P, V, (

(
i− 1

2
, j − 1

2
, k − 1

2

)
, (α, β, γ)s+1))

incrementally from D(P, V, (
(
i− 1

2
, j − 1

2
, k − 1

2

)
, (α, β, γ)s)) just by

re–evaluating the voxel distances restricted to set Cs. This takes
time O(|Cs|). Hence the total time of finding the smallest distance
at V [i, j, k] when (α, β, γ) = (α, β, γ)0 , . . . (α, β, γ)K−1 is O(

∑
s |Cs|),

which is O(|P |4), because there are O(|P |4) matching functions, and
updating the sum for each of them takes O(1) time.

Repeating the above method for each voxel of V we obtain the
following result.

Theorem 3.7 The distance Dmin
c (i, j, k) for all voxels V [i, j, k] of V

can be evaluated in time O(|V ||P |4). 2

Theorem 3.3 and Corollary 3.4 also have their counterparts in 3D.
The neighborhood is 2 × 2 × 2 (or 3 × 3 × 3) voxels in this case.
This results in O(|V ||P |4) time algorithm, to evaluate for all V [i, j, k]
the lower bound LDmin(i, j, k) of Dmin(i, j, k). However, extending
Theorem 3.6 to 3D gives the lower bound faster, contrary to the 2D
case. Using the 3× 3× 3 voxel neighborhood and O(|P |) rotations, it
is possible to evaluate LLDmin(i, j, k) in time O(|P |2).

Theorem 3.8 The lower bound LLDmin(i, j, k) for Dmin(i, j, k) can
be evaluated for all V [i, j, k] in time O(|V ||P |2).

Proof As the proof of Theorem 3.6. This time the distance to the
voxel farthest away from the center of rotation is r = (m − 1)/

√
3,

and the rotation step should be halved, as the centers of P may move
in the same direction for two of the rotations. 2

3.4 Improving the lower bound

Assume that the pixels of I are divided into four squares of the same
size, such that they all have one common corner that is the center of
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the pixel. The new sub–pixels inherit the color of their original large
pixels. Call the new array of pixels I ′.

Definition 3.9 Let I ′ = I ′[1..2n, 1..2n] be an array of sub–pixels,
such that color(I ′[i, j]) = color(I[di/2e, dj/2e]).
Note that it is not necessary to generate I ′ explicitly, it is used here
only to get a simple mapping from the quadrants to pixels. The match-
ing function now maps the pixel centers of P to pixels of I ′, which are
quadrants of I. Now it is possible to use the 3 × 3 neighborhood of
quadrants of M(p) to compute the lower bounds. These 9 quadrants
cover only 4 pixels of I. This observation gives a method to compute a
better lower bound than Theorem 3.3 suggests. However, the method
is more complex, as the four pixel neighborhood must be chosen ac-
cording to which quadrant M(p) belongs to.

Again, we redefine the set M3×3 as follows.

Definition 3.10 M3×3
θ (P [r, s]) = {I ′[r′ + i, s′ + j] | i, j ∈ {−1, 0, 1}

and Mθ(P [r, s]) = I ′[r′, s′] }.
Again, the distance function d is redefined to use M3×3, to obtain
d3×3. Define the new set of angles Â2D for the orientations of P as

Â2D = {iθ̂ | 0 ≤ iθ̂ < 2π, i ∈ N},
where θ̂ = 1/(

√
2(m− 1)). For each pixel I[i, j] of I, define

LLDmin
c (i, j) = min{ D3×3(P, I, (

(
i− 1

2
, j − 1

2

)
, θ̂)) | θ̂ ∈ Â2D },

where distance D3×3 is computed using M3×3 and d3×3.

Theorem 3.11 LLDmin
c (i, j) ≤ Dmin

c (i, j).

Proof The distance between the rotation center and the pixel p =
P [m,m] farthest away from it is r = (m−1)/

√
2. Assume that P is at

location
((
i− 1

2
, j − 1

2

)
, θ
)

with respect to I, and that M(p) = I ′[r, s].
We are interested in such an angle θ̂ that if P is rotated to angle θ+ θ̂,
then p is covered by the area corresponding to I ′[r, s] or its eight
neighboring quadrants for any θ. One such angle is

θ̂ = 2 arcsin 1/4r > 1/(
√

2(m− 1)).
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If p cannot move out of the neighborhood of I ′[r, s], then clearly no
other pixel p′ of P can move out of its corresponding neighborhood.
Therefore,

∀p ∈ P : {Mβ(p) | θ − θ̂ < β < θ + θ̂ } ⊆ M3×3
θ (p).

It now follows that

D3×3

(
P, I,

((
i− 1

2
, j − 1

2

)
, β

))
≤ D,

where D = D(P, I,
((
i− 1

2
, j − 1

2

)
, θ
)
), and therefore LLDmin

c (i, j) ≤
Dmin
c (i, j). 2

The size of Â2D is O(m), and LLDmin
c (i, j) can be evaluated in time

O(|P |3/2).
It is possible to compute even better lower bounds, using a dynamic

neighborhood. The neighborhood of M(p) can be computed on the
fly, for each rotation, and for each pixel. In this way, the neighborhood
can be smaller than four pixels. See Fig. 3.1 for an example. The arc
illustrates the path of the pixel p, when it is rotated around the center
pixel of P , denoted by q. As can be seen, in this case the neighborhood
of M(p) is only three pixels. We do not pursue this approach further.

The same method also works in 3D. In this case the voxels of V
are divided into eight octants . Now the 3 × 3 × 3 neighborhood of
octants is covered by eight original voxels of V .

3.5 Concluding remarks

Altough simple, the algorithm for evaluating the distance between the
pattern and all image locations is optimal for the center–to–center
case, as the time is the same as the number of different possible trans-
lations and rotations. However, faster algorithms are desired, and
this is achieved by introducing a certain threshold for the maximum
allowed distance. This is done in the following chapters.

When the pattern P is at location ((u, v) , θ), for θ 6= 0, the discrete
grids of pixels of P and I do not map nicely one to one. Therefore, in
some applications one might want to use interpolation of pixel values.
That is, when P is rotated, the center of some pixel p of P falls to some
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q

p

Figure 3.1: Computing lower bound. The path of the pixel p intersects
only three pixels of I in the neighborhood of M(p) for the rotation in
the example.

point (u, v) in I. Then four pixels of I, nearest to the point (u, v), are
selected, and their colors are used to produce an interpolated value c
that is compared against the color of p. Interpolation is not meaningful
for Hamming distance, but for sad and similar distance measures it
would be. Our algorithms can not address this problem directly, as the
interpolated pixel values change continuously as the pattern rotates.
However, by using a 2 × 2 neighborhood of M(p), it is possible to
compute a lower bound for sad (or similar distance functions) for
interpolated pixel values.
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Chapter 4

Thresholding and filtering:
the statistics

“He uses statistics as a drunken man uses lampposts —
for support rather than illumination.”

— Andrew Lang

In the following chapters we present filtering algorithms, whose ex-
pected running times will depend on the parameter κ. Before going to
the algorithms, some basic statistics (i.e. the probability of a match
as a function of κ) of the problem are derived, and it is shown how
the problem can be reduced to an “easier” problem using a pattern
partitioning technique.

4.1 Filtering and pattern partitioning

In the following chapters, the problem of computing D as such is
not considered. Instead, we concentrate on the following filtration
approach: given a parameter κ, decide quickly if D ≤ κ (or similarly
D ≥ κ), for any angle θ. In some applications one may want to find
only reasonably good matches of the pattern template. Therefore, we
may use some threshold value κ to filter out uninteresting parts of I
quickly, and thus solve the original problem efficiently.

The algorithms have the following property. If they state that the
distance D ≤ κ, they may be wrong, so this must be verified using

35
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some other algorithm, but if they state that the distance D > κ, it
is always correct. Hence the algorithms do not miss any good enough
positions, that is, there are no false negatives in the filtration.

The algorithms will have two phases: the filtering phase and the
verification phase. The aim is to get fast filtering phase. The filtering
algorithm examines the image I quickly, and reports the candidate
locations ((u, v) , θ) where it is possible that D(I, P, ((u, v) , θ)) ≤ κ.
The filtering phase can be efficient as it does not compute the exact
values of D. After the filtering, the candidate locations are checked in
the verification phase. The verification algorithm can be substantially
slower than the filtering algorithm. However, the number of candi-
date locations is also usually (depending on κ) small, and hence the
verification algorithm has little work to do. The total algorithm is
therefore fast for κ small enough.

The approximate matching algorithms can be improved by a pat-
tern partitioning technique. The idea is to reduce the error level κ by
partitioning P . The pattern is cut in j pieces along each dimension,
thus obtaining j2 pieces of size (m/j)× (m/j) pixels, in the 2D case.
In each match with κ errors or less, at least one of those pieces must
occur with at most bκ/j2c errors. This type of method was first used
in [Riv76, WM92]. The filtering algorithm may now search each of the
j2 pieces with at most bκ/j2c errors, and for each matching piece, ver-
ify if there is a complete match with at most κ errors. Thus a speedup
is achieved in the search, but now the matches must be verified.

To reduce the problem to exact matching, we cut the pattern using
j = b√κc+1. Now, in each match with κ differences or less necessarily
one of those pieces is preserved without differences, since otherwise
there should be at least one difference in each piece, for a total of
j2 = (b√κc+ 1)2 > κ differences overall.

The method obviously works in 3D, as well. In this case, the
pattern is just partitioned to j3 pieces, and now one piece must occur
with at most bκ/j3c errors.

In the uniform Bernoulli model the probability of an exact match
of a piece for some rotation is 1/σ|P |/j

2
in 2D and 1/σ|P |/j

3
in 3D. The

matching probabilities for κ > 0 for the Hamming distance and the
sad problems are derived in the next sections.
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4.2 Matching statistics for the Hamming

distance

Consider the Hamming distance problem under the uniform Bernoulli
model of probability. Then each pixel of I and P gets its color from
Σ so that each color occurs with the same probability, independently
of the other pixels. The probability of a single pixel to match, is
p = 1/σ, and the probability of a mismatch is q = 1− p. For simplic-
ity, assume that M is one–to–one mapping. The number of matches
(and mismatches) has a binomial distribution. The expected number
of matches in |P | trials is therefore |P |p, and the expected number of
mismatches is |P |q.

Now assume that we have a parameter κ, that tells that at most
κ mismatches are allowed, that is, we require that Dmin ≤ κ for an
occurrence of P . The relative error level is denoted by α = κ/|P |.
This is assumed to be a constant in the following analysis. Let the
random variable X denote the number of mismatching pixels. The
probability of a match for P in location ((u, v) , θ) is therefore

Pr{X ≤ κ} =
κ∑
i=0

(|P |
i

)
p|P |−iqi ≤

(|P |
κ

)
p|P |−κ.

By using Stirling’s approximation of the factorial x! = (x/e)x
√

2πx(1+
O(1/x)), the previous is

|P ||P |
√

2π|P |
κκ(|P | − κ)|P |−κ

√
2πκ

√
2π(|P | − κ)

p|P |−κ
(

1 +O
(

1

|P |
))

.

Now √
2π|P |√

2πκ
√

2π(|P | − κ)
=

1√
2πα|P |(1− α)

.

Similarly we get

|P ||P |
κκ(|P | − κ)|P |−κ

p|P |−κ =
|P ||P |−κ

(κ/|P |)κ(1− κ/|P |)|P |(1−κ/|P |)(σ|P |)|P |−κ

=
1

ακ((1− α)σ)|P |(1−α)

=

(
1

αα((1− α)σ)1−α

)|P |
= ω|P |.
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Now the matching probability is bounded by

Pr{X ≤ κ} ≤ ω|P |√
|P |

(
1√

2πα(1− α)
+O

(
1

|P |
))

= ω|P |O
(

1/
√
|P |
)
.

where ω = ωhd(α, σ) = 1/((αα/(1−α)(1− α)σ)1−α).
Therefore the matching probability is exponentially decreasing with

|P | if and only if ω < 1, that is,

σ >

(
1

αα(1− α)1−α

) 1
1−α

=
1

α
α

1−α (1− α)

As e−1 ≤ α
α

1−α ≤ 1 if 0 ≤ α ≤ 1, it suffices that σ > e/(1 − α), or
equivalently,

α < 1− e/σ
is a sufficient condition for the probability to be exponentially decreas-
ing with |P |. Hence, the matching probability is high for α = κ/|P | ≥
1− e/σ, and that otherwise it is O(ω|P |/

√
|P |), where ω < 1.

Theorem 4.1 For α < 1−e/σ, the probability that D(P, I, ((u, v) , θ))
≤ κ is at most O(ω|P |/

√
|P |). 2

If we assume independence of the number of mismatches between suc-
cessive rotations of P , the probability that Dmin

c (i, j) ≤ κ is ω|P ||P |.
Similar results can be obtained for 3D. Similar bounds for 1D string
matching are obtained in [Nav98].

4.3 Matching statistics for the sad

The expected absolute difference between two random pixel colors is
σ/3. Summing this over |P | pixels, we get that the expected sum of
absolute differences is |P |σ/3 for random P and I. We now derive
the probability of a match for the sad (sum of absolute differences)
problem.

We are therefore interested in the probability that for two random
strings of length |P | the sum of absolute differences between pixel
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colors is at most κ. Denote the sequence of |P | absolute differences
between the two strings as δ1 . . . δ|P |. The matching condition states

that
∑|P |

i=1 δi ≤ κ.

The number of sequences of differences satisfying this is
(
κ+|P |
|P |
)
.

This can be seen as the number of ways to insert |P | divisions into a
sequence of κ elements. The |P | divisions divide the sequence in |P |+1
zones. The sizes of the first |P | zones are the δi values and the last
allows the sum to be ≤ κ instead of exactly κ. Note that this allows
that some δi > σ. This will result in a pessimistic bound, but is easier
to analyze. Each difference δi can be obtained in 2(σ− δi) ≤ 2σ ways
from two random pixel values. The number of two different strings of
lenght |P | can be obtained in σ2|P | ways. Therefore, the total matching
probability is upper bounded by

Pr{X ≤ κ} ≤ (2σ)|P |

σ2|P |

(|P |+ κ

κ

)
=

2|P |

σ|P |

(|P |+ κ

κ

)
.

Again, denote α = κ/|P | and take it as a constant. By using Stirling’s
approximation, the matching probability Pr = Pr{X ≤ κ} is

Pr ≤ 2|P |

σ|P |
(κ+ |P |)κ+|P |√2π(κ+ |P |)
κκ|P ||P |√2πκ

√
2π|P |

(
1 +O

(
1

|P |
))

=
2|P |

σ|P |
(|P |(α + 1))|P |(α+1)

√
|P |(α + 1)

(|P |α)|P |α|P ||P |
√

2π|P |α
√
|P |

(
1 +O

(
1

|P |
))

=

(
2(|P |(α + 1))α+1

σ(|P |α)α|P |
)|P |
|P |− 1

2

(√
1 + α

2πα
+O

(
1

|P |
))

=

(
2(1 + α)1+α

σαα

)|P |
|P |−1/2

(√
1 + α

2πα
+O

(
1

|P |
))

This formula is of the form ω
|P |
sad O(1/

√
|P |), where

ω = ωsad(α, σ) =
2(1 + α)1+α

σαα

Therefore the probability is exponentially decreasing with |P | if
and only if ω < 1, that is,

2(1 + α)

σ

(
1 +

1

α

)α
< 1
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Note that (1 + 1/α)α ≤ e, so

α < σ/(2e)− 1

is a sufficient condition for the probability to be exponentially decreas-
ing with |P |.

Hence, the matching probability can be high only if α = κ/|P | ≥
σ/(2e)− 1, and otherwise it is O(ω|P |/

√
|P |), where ω < 1.

Theorem 4.2 For α < σ/(2e) − 1, the probability that
Dmin
c (P, I, ((u, v) , θ)) ≤ κ is at most O(ω|P |/

√
|P |). 2



Chapter 5

Filtering with square
features

We are now ready to describe the filtering algorithms. Note that the
algorithms in Chapter 3 for computing the lower bounds for D can also
be thought of as filters. For example, LLDmin can be used as a filter
for Dmin. If LLDmin ≤ κ, then it is also possible that Dmin ≤ κ, but it
is not certain. On the other hand, if LLDmin > κ, then certainly also
Dmin > κ. In the following chapters more efficient filtering algorithms
are developed. Their running times will essentially depend on the
parameter κ; the smaller the parameter is, the faster the algorithms
are. We call this a thresholded matching.

5.1 Square features

This is the most flexible of the filtering techniques, but it is also the
slowest.

The algorithms presented in Chapter 3 can be easily modified so
that their expected running time depends on κ. Assume the Ham-
ming distance and the uniform Bernoulli model. Consider counting
the mismatches between I and P at ((u, v) , θ). The expected number
of mismatches in N tests is Nq = N σ−1

σ
. Requiring that Nq > κ gives

that about N > κ/q tests should be enough in typical cases to find
out that the distance must be > κ.

This suggests an improved algorithm for the threshold case. In-
stead of using the whole P , select the smallest subpattern P ′ of P , with

41
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the same center pixel, of size m′×m′ such that m′×m′ > κ/q = κσ
σ−1

.
Use the algorithm of Theorem 3.1 (or Corollary 3.4 as well) to find
if D(P ′, I, ((u, v) , θ)) ≤ κ. If it is, then check with gradually grow-
ing subpatterns P ′′ whether or not D(P ′′, I, ((u, v) , θ))) ≤ κ, until
P ′′ = P . If not, continue with P ′ at the next location. For the
center–to–center case, the expected running time of the algorithm is
O(|I||P ′|3/2) which is O(|I|κ3/2).

Theorem 5.1 The κ–threshold Hamming distance Dmin
c (i, j) for

all pixels I[i, j] of I can be evaluated in expected time O(|I|κ3/2) for
α < 1− e/σ. 2

The same technique can obviously be used for computing lower
bound distances for the general case, i.e. without the center–to–center
assumption, and for the other distance functions. For example, as
the expected difference between two pixel values is σ/3, we obtain the
following result.

Theorem 5.2 The κ–threshold sad Dmin
c (i, j) for all pixels I[i, j] of

I can be evaluated in expected time O(|I|(κ/σ)3/2) for α < σ/(2e)−1.
2

The method generalizes in an obvious way to 3D. For example, apply-
ing the method to Theorem 3.8 gives an O(|V |κ2) expected time algo-
rithm for Hamming distance, and for sad we get an O(|V |(κ/σ)2)
expected time algorithm.

5.2 Pattern partitioning under Hamming

distance

The previous algorithm can be improved by the pattern partitioning
technique. As explained in Sec. 4.1, the pattern is partitioned in j2

pieces. The filtering algorithm may now search each of the j2 pieces
with at most bκ/j2c errors, and for each matching piece, verify if
there is a complete match with at most κ errors. Since we search
j2 pieces with bκ/j2c errors, the total search cost for the pieces is
O(|I|j2(κ/j2)3/2) = O(|I|κ3/2/j). Thus a j–fold speedup is achieved
in the search, but now the matches must be verified.
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However, the incremental algorithm assumes that the center of P
coincides with some center of the pixels of I, and this is not necessarily
true when searching the pieces 1. Therefore, we use the algorithm
of Theorem 3.3 to compute a lower bound distance for the pieces.
This is not a problem, because verification is required in any case.
The net result in efficiency is that the alphabet size becomes τ =
1/(1 − (1 − 1/σ)9), meaning that a pixel matches with probability
1/τ .

5.2.1 Exact partitioning

If we select j = b√κc+1, then one of the j2 pieces must occur without
errors, and the matching probability for one piece is 1/τ (m/j)2

. This
has to be multiplied by O(j2(m/j)3) = O(|P |3/2/j) to account for all
the rotations of all the pieces.

Once a piece matches we check the complete match. For simplicity,
assume that we are interested in computing LDmin

c , and that we use
the O(κ3/2) time thresholded version of algorithm of Theorem 3.3 for
the checking. If we have j = b√κc+ 1, then the total time is

O
(
|I|
(
κ3/2

j
+
|P |3/2
jτ (m/j)2 κ

3/2

))
=

O
(
|I|
(
κ +

|P |3/2
τ |P |/κ

κ

))
= O

(
|I|κ

(
1 +

|P |3/2
τ |P |/κ

))
.

Filtering dominates the time bound for κ < |P |/ logτ |P |3/2).

Theorem 5.3 The κ–threshold LDmin
c Hamming distance problem

can be solved in average time O(|I|κ) for κ ≤ Θ(|P |/ logτ |P |3/2), and
in average time O(|I|κ|P |3/2/τ |P |/κ) for larger κ. 2

This method can also be generalized for computing Dmin
c and Dmin.

5.2.2 Inexact partitioning

Now consider that the partitioning is not exact, that is, j <
√
κ. This

means that the pieces are searched for with bκ/j2c errors. Now the
1However, the incremental method can be generalized so that the pieces can be

searched for in time O(κm), without the neighborhood heuristic, but this would
give too slow a total time.
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matching probability of a piece is ω|P |/j
2
/
√
|P |/j2, with p = 1/τ . This

results in total time

O
(
|I|
(
κ3/2

j
+
|P |3/2κ3/2ω|P |/j

2

jm/j

))
=

O
(
|I|κ3/2

(
1/j + |P |ω|P |/j2

))
,

which gets minimum when both terms meet, i.e.

1/j = |P |ω|P |/j2

j = Θ(
√
|P |/ log1/ω |P |).

For this optimum value the average time is O(|I|κ3/2
√

log |P |/|P |).
This requires that j <

√
κ, that is κ > Θ(|P |/ log |P |).

Theorem 5.4 The κ–threshold LDmin
c Hamming distance problem

can be solved in average time O(|I|κ3/2
√

log |P |/|P |), for
κ > Θ(|P |/ log |P |). 2

Again, this method can be generalized for computing Dmin
c and

Dmin.

5.3 Partitioning under other models

The above method obviously can be generalized to the other dis-
tance functions also. For example, for the sad model we can use
the O(|I|(κ/σ)3/2) average time algorithm to search the pieces.

Theorem 5.5 The κ–threshold LDmin
c sad problem can be solved in

average time O(|I|(κ/σ)3/2
√

log |P |/|P |). 2

5.4 Extensions to 3D

The algorithms can be extended in a straight–forward manner to work
in 3D. Consider the algorithm of Theorem 3.8 that works in time
O(|V ||P |2). The filtering version for the Hamming distance now
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works in time O(|V |κ2). Using the pattern partitioning, the filtering
time becomes O(|V |j3(κ/j3)2) = O(|V |κ2/j3). Similarly as above, the
complexity for inexact partitioning becomes

O
(
|V |κ2

(
1/j3 +

√
|P |j3ω|P |/j

3
))

.

This is minimized for j = Θ( 3
√
|P |/ log |P |), resulting in total average

time O(|V |κ2 log |P |/|P |).

Theorem 5.6 The κ–threshold LDmin
c Hamming distance problem

in 3D can be solved in O(|V |κ2 log |P |/|P |) average time. 2

The other distance models generalize in a similar way.

5.5 Concluding remarks

In the above algorithms we have used small square (cube) shaped sub-
patterns as features. In the following chapters other feature shapes
are proposed, leading to more efficient algorithms. However, the algo-
rithms to come are less versatile as those proposed in this chapter, in
terms of the distance functions they allow.
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Chapter 6

Filtering with linear features

In this chapter a faster filtering algorithm is developed. However, the
algorithm is not as flexible as the previous one, in terms of distance
functions allowed. The algorithm is based on the fact that if there is
an (approximate) occurrence of P in I, then there must also be an
(exact) occurrence of a certain linear string of pixels, extracted from
P , at a corresponding position in I. These strings, called features, can
be searched for very efficiently in I.

6.1 Linear features

The matching function M̂ (Definition 2.6) is used throughout this
chapter. We begin by defining a set of linear features. (see Fig-
ure 6.1). Such features are strings of colors read from P . The length
of a particular feature is denoted by u, and the feature for angle θ and
row q is denoted by F q(θ). Assume for simplicity that q and u are
odd. To read a feature F q(θ) from P , let P be on top of I, on location((
i− 1

2
, j − 1

2

)
, θ
)
. Consider the pixels I[i−m+1

2
+q, j− u−1

2
], . . . , I[i−

m+1
2

+ q, j + u−1
2

]. Denote them as tq1, t
q
2, . . . , t

q
u.

Definition 6.1 The (horizontal) feature of P with angle θ and row q
is the sequence F q(θ) = color(M̂θ(t

q
1)) . . . color(M̂θ(t

q
u)).

Note that F q(θ) depends only on u, q, θ and P , not on I. The
centers of the pixels of I are used only as a technical trick for defining

47
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q = m+1
2

y

(0,0)

i

x

y’

x’

j

θ θ

θ θ

q = m+1
2

+ 1 q = m+1
2

+ 2

Figure 6.1: For each angle θ, a set of features is read from P .

the features.

The sets of angles θ that give all possible features are obtained in
the same way as the set of angles for the whole pattern P . That is,
the set of angles B2D(q) for F q is obtained by computing the angles
so that the centers of tqi ’s hit some pixel boundary of P .

The size of B2D(q) varies from O(u2), (when q = m+1
2

and the
features cross the center of P ) toO(um) (the features at distance Θ(m)
from the center of P ). Note that B2D(q) ⊂ A2D for any q. Therefore,
if a match of some feature F q(θ) is found, there are O(|A2D|/|B2D(q)|)
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possible orientations to be verified for an occurrence of P . In other
words, the matching function M̂ can change while F q(θ) does not
change.

More precisely, let (γ1, . . . , γK) be the angles of B2D(q) in increasing
order. A feature F q(γi) = F q(θ) can be read using any θ such that
γi ≤ θ < γi+1. On the other hand, there are O(|A2D|/|B2D(q)|) angles
β ∈ A2D such that γi ≤ β < γi+1. If there is an occurrence of F q(θ),
then P may occur with such angles β.

6.2 Exact matching

In [FU98, FU99] the basic form of the filtering algorithm based on
linear features was given. In the method only the features crossing the
center of P and of length m are extracted from P , i.e. q = m+1

2
and

u = m. The image is then scanned row–wise to find the occurrences of
all features, and upon such an occurrence the whole pattern is checked
in the appropriate angles.

6.2.1 Filtering

Following [BYN00, BYR93] we search features from several rows of the
pattern to reduce the number of image rows that need to be scanned.
This has obvious advantages since the search time per character is
independent on the number of features if an Aho–Corasick machine
(AC) [AC75] is used. Alternatively, we can use a suffix automaton
(dawg–match algorithm) [CCG+99] to get an optimal average search
time. The worst case time for the suffix automaton is the same as for
the AC automaton. In [BYR93] a 2–dimensional search algorithm
(not allowing rotations) is proposed that works by searching all the
pattern rows in the image. Only every mth row of the image need to
be considered because one of them must contain some pattern row in
any occurrence.

We take a similar approach. Instead of taking the O(u2) features
that cross the center of the pattern, we also take some not crossing
the center. More specifically, we take features for q in the range m−r

2
+

1 . . . m+r
2

, where r is an odd integer for simplicity. For each such q,
we read the features at all the relevant rotations. This is illustrated
in Fig. 6.1. This allows us to search only one out of r image rows,
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but there are O(rum) features now. Figure 6.1 also shows that the
features may become shorter than m when they are far away from the
center and the pattern is rotated. On the other hand, there is no need
to take features farther away than m/2 from the center, since in the
case of unrotated patterns this is the limit. Therefore we have the limit
r ≤ m. If we take features from r = m rows then the shortest ones (for
the pattern rotated at 45 degrees) are of length (

√
2− 1)m = Θ(m).

All features do not cross the pattern center now, but they are still
fixed if the pattern center coincides with the center of an image pixel.

6.2.2 Verification

We show how verifications can be performed fast, in O(1) expected
time. Imagine that a feature taken at angle θ has been found in
the image. Since the feature has length u and can be at most at the
distance Θ(m) from the center, there are then at most O(um) different
angles for F q, whose limits we call γ1 to γK , and we have γi ≤ θ < γi+1.

We first try to extend the match of the feature to a match of
the complete rotated “row” (the feature extended to its maximum
length Θ(m)) of the pattern. There are at most O(m2/(u2)) possible
angles for the complete row, which lie between γi and γi+1 (as the
feature is enlarged, the matching angles are refined). However, we
perform the comparison incrementally: first try to extend the feature
by 1 pixel. There are O(((u + 1)m)/(um)) = O((u + 1)/u) = O(1)
possible angles, and all of them are tried. The probability that the
(u+ 1)th pixel matches in the O(1) permitted angles is O(1/σ). Only
if we succeed we try with the (u + 2)th pixel, where there would be
O(((u+ 2)r)/((u+ 1)r)) different angles, and so on.

In general, the probability of checking the (u+ i+ 1)th pixel of the
feature is that of passing the check for the (u+ 1)th, then that of the
(u+ 2)th and so on. The average number of times it occurs is at most

(
u+ 1

u

)
1

σ
×
(
u+ 2

u+ 1

)
1

σ
× ...×

(
u+ i

u+ i− 1

)
1

σ
=

(
u+ i

u

)
1

σi

and by summing for i = 0 to Θ(m)− u we obtain O(1). The checking
is done in both directions from the center, in any order.

The same scheme can be applied to extend the match to the rest
of the pattern. Each time we add a new pattern position to the com-
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parison we have only O(1) different angles to test, and therefore an
O(1/σ) probability of success. The process is geometric and it finishes
in O(1) time on average.

Note that this result holds even if the pixel values are not uni-
formly distributed in the range 1 . . . σ. It is sufficient that there is
an independent nonzero probability q of mismatch between a random
pattern pixel and a random image pixel, in which case 1/σ is replaced
by 1− q.

6.2.3 Analysis

Using the AC machine the search time for the features is O(|I|/r)
since we inspect one image row out of r and the cost per inspected
image pixel is constant. Using the suffix automaton the average search
time becomes O(|I| logσ ru

2m/(r(u− logσ ru
2m))): there are O(rum)

features, meaning that the search enters to depth O(logσ ru
2m) on

average, we scan only every O(r)th row of the image, and the shift
the automaton makes is on average O(u − logσ ru

2m). The filtering
time is minimized for r = u = Θ(m), and the average time then
becomes

O(|I| logσ |P |2/(m(m− logσ |P |2))) = O(|I| logσ |P |/|P |)
The verification time per feature that matches isO(1) as explained,

and there are O(rum/σu) features matching each image position on
average. This results in a total search cost

O
(
|I|1
r

(
logσ ru

2m/
(
u− logσ ru

2m
)

+ rum/σu
))

=

O(|I|(logσ ru
2m/(r(u− logσ ru

2m)) + um/σu))

The minimum is again at r = u = Θ(m), which leads to total average
time

O(|I|(logσ |P |/|P |+ |P |/σm)) = O(|I| logσ |P |/|P |).
By Theorem 2.12 the bound is the best possible. We have

Theorem 6.2 The exact matching problem can be solved in optimal
average time O(|I| log |P |/|P |). 2
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Using the simple AC machine the total search cost is O(|I|/r (1 +
rum/σu)) = O(|I| (1/r + um/σu)). The optimum is r = Θ(m) and
u = x logσm with any x > 2, giving a total search cost of O(|I|/m).
Since the same complexity is achieved for any large enough u, we prefer
the minimum u = d(2+ε) logσme, since the space requirement for the
AC machine is O(ru2m) = O(m2 log2m).

The space requirement of the suffix automaton is O(m4) if the
paths are compressed in a suffix tree style. Otherwise the space re-
quirement is O(m5).

Again, this analysis is valid for non–uniformly distributed pixel
values, by replacing 1/σ by 1 − q, where q is the probability of a
mismatch.

6.3 Searching under delta distance

Let us briefly consider the exact (κ = 0) delta distance problem.
In this case, the AC–machine is of no use, as there would be many dif-
ferent branches to take for each image pixel. Instead, it is possible to
use a trie data structure (AC machine without the failure links) repre-
senting the features. The downside is that the search still must enter
exponentially in the trie. This can be taken care of with some tricks,
so that the search time per pixel becomes only O(logm), see [FU99]
for details. The above verification technique still works, so the total
time is O(|I| logm/m)

There is an interesting connection between the set of features and
the trie, if the features are read beginning from the center of the
pattern. This means that only one edge goes out from the root node,
and from that node exactly eight edges go out, and then only two,
three or four (in the case where the same pixel of P is read twice) edges.
In depth `, there are O(`2) nodes in the trie. Figure 6.2 illustrates
this property. This leads us to observe that if the features are read as
shown in Fig. 6.2, the search enters only to a constant depth (assuming
constant p = ∆/σ) to the trie, regardless of the size of the pattern.
This is stated more precisely in the following Theorem.

Theorem 6.3 If the features stored into the trie are read beginning
from the rotation center of P , the search inspects O(ln−3 p) nodes of
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Figure 6.2: Trie of features beginning from the center of P (root node
not shown).

the trie on average for each image position, where p = ∆/σ < 1 is the
probability that a pixel matches an interval.

Proof As the number of nodes in the trie at depth ` is O(`2), the
expected time, i.e. the number of nodes inspected, for each image
position is

u∑

`=1

`2p` ≤
∫ ∞

0

`2p`d` =
p`

ln p

(
`2 − 2

ln p
`+

2

ln2 p

) ∣∣∣∣∣

∞

0

= − 2

ln3 p
.

2

It follows that each step in the search takes only a constant time
(i.e., not it does not depend on the size of the pattern), and therefore
the total filtering time is O(|I|). The verification is as above, and the
total time is therefore O(|I|). Although slower, this method would be
easier to implement.

6.4 Pattern partitioning under Hamming

distance

The idea is again to reduce the problem to an exact search problem.
We cut the pattern in j pieces along each dimension, for j = b√κc+1,
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thus obtaining j2 pieces of size (m/j) × (m/j). So we search for all
the j2 pieces exactly and check each occurrence for a complete match.

Observe that this time the pieces cannot be searched using the
center to center assumption, because this holds only for the whole
pattern. However, what is really necessary is not that the piece center
is aligned to an image center, but just that there exists a fixed position
to where the piece center is aligned. Once we fix a rotation for the
whole pattern, the matching function of each pattern piece gets fixed
too. Moreover, from the O(|P |3/2) relevant rotations for the whole
pattern, only O(mu) are relevant for each one–dimensional feature of
length u. There is at most one matching function for each relevant
rotation (otherwise we would have missed some relevant rotations).
Hence when matching pieces, we can work exactly as before for the
entire P . The same considerations of the previous section show that
we can do the verification of each matching piece in O(1) time.

The search algorithm can look for all the features of all the j2 pat-
terns together, so the search time has two parts: the AC machine takes
O(|I|/(m/j)) time (since the pieces are of size (m/j)2). The verifica-
tion of the whole piece once each feature is found takes O(1). Since
there are j2 pieces of size (m/j)2, there are r = O(m/j) feature sets,
which when considering all their rotations make up O(j2(m/j)mu)
features that can match. Hence the total verification time is

O(|I|j2(m/j)mu/σu).

The suffix automaton takes time

O

|I| logσ jm

2u2

m
j

(
m
j
− logσ jm

2u2
)

 .

Note that for each piece of size (m/j)2 there will be O(m(m/j)2)
relevant rotations, because the piece may be far away from the pattern
center. Once an exact piece has been found (which happens with
probability O(m(m/j)2/σm

2/j2)) we must check for the presence of the
whole pattern with at most κ differences. Although after comparing
O(κ) pixels we will obtain a mismatch on average, we have to check
for all the possible rotations. There are O(m3/(m(m/j)2)) = O(j2)
relevant orientations where the whole pattern can occur. Using the
incremental algorithm, the verification can be done in O(κ+ j2) time.
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This verification has to be carried out

O(j2m(m/j)2|I|/σm2/j2) = O(|I||P |3/2/σ|P |/j2)

times on average. Therefore the total search time is of the order of

O

|I|


 logσ jm

2u2

m
j

(
m
j
− logσ jm

2u2
) +

j2(m/j)mu

σu
+
|P |3/2
σ|P |/j2

(
κ+ j2

)



 ,

where all the terms increase with increasing j. If we select j = Θ(
√
κ),

and u = Θ(m/j) = Θ(m/
√
κ), the cost is

O
(
|I|
(
κ logσ |P |
|P | +

|P |3/2
σ
√
|P |/κ

+
|P |3/2κ
σ|P |/κ

))

The filtering time dominates for

κ logσ |P |
|P | ≥ |P |3/2

σ
√
|P |/κ

κ ≤ |P |
log2

σ
|P |5/2

κ logσ |P |
= Θ

( |P |
log2

σ |P |

)

In particular, we have the following result.

Theorem 6.4 The κ–threshold Hamming distance problem
can be solved in O(|I|κ logσ |P |/|P |) average time for
κ ≤ Θ(|P |/ log2

σ |P |). 2

6.5 Searching under sad

In principle any result for the Hamming distance holds for sad as
well, because if a pattern matches with total color difference κ then
it also matches with κ mismatches. However, the typical κ values are
much larger in this model, so using the same algorithms as filters is
not effective if a naive approach is taken.

In the case of sad, the search can be improved by reducing the
number of different colors, i.e. quantizing s consecutive colors into a
single one. The effect is that σ is reduced to σ/s and κ is reduced
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to 1 + bκ/sc = Θ(κ/s) too. The average cost for searching under the
Hamming distance model is

O(|I|κ logσ |P |/|P |)
for κ ≤ Θ(|P |/ log2

σ |P |). This is

O(|I|(κ/s) logσ |P |/|P |)
for κ/s ≤ Θ(|P |/ log2

σ/s |P |). For example binarizing the image means
s = σ/2 and gives a search time of

O(|I|(κ/σ) log2 |P |/|P |)
for κ ≤ Θ(|P |σ/ log2

2 |P |).
The above seems to show that the best is to maximize s, but

the price is that we now have to check whether or not the poten-
tial matches found are real, because some may not really satisfy the
matching criterion on the original gray levels. After a match with
reduced alphabet is found we have to check for a real match, which
occurs O(|I|ωhd(α/s, σ/s)|P ||P |) times on average, where ωhd is from
Theorem 4.1.

It is clear that this final verification is negligible as long as ωhd < 1.
The maximum s satisfying this is

σ/s = e/(1− α/s)⇒ s = Θ(σ).

Therefore, the following is obtained.

Theorem 6.5 The κ–threshold sad problem can be solved in the ex-
pected O(|I|(κ/σ) log2 |P |/|P |) time for κ ≤ Θ(|P |σ/ log2

2 |P |). 2

This means that if we double the number of gray levels and conse-
quently double κ, we can keep the same performance by doubling s.

6.6 Extensions to 3D

The results of this chapter can be extended to 3D. In three dimen-
sions there are O(m11) different rotations for P , and O(um2) features
of length u. However, the 3D volume must be scanned in two di-
rections, e.g. along the x–axis and along the y–axis, to find out the
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candidate rotations for P . Only if two features are found (that sug-
gest the same center position of P in V ), we enter the verification
phase, see Figure 6.3. For the exact matching, the method works
in O(|V | log |P |/|P |) average time. The κ–threshold Hamming dis-
tance problem can be solved in expected time O(|V |κ logσ |P |/|P |).
The other results can be also extended.

z

x

y

T:

P:

P:

Figure 6.3: Matching features in 3D.

6.7 Concluding remarks

It is also possible to make the verification probability lower by re-
quiring that several pieces must match before going to the verification
phase. This means smaller pieces or more differences allowed for the
pieces. It is also possible to scan the image in two (in 2D) or in three
(in 3D) ways instead of only one or two, using the same set of features
as in the basic algorithm.

Note also that, until now, we have assumed that the center of
P must be exactly on top of some center of the pixels of I. It is
also possible to remove this restriction, but the number of matching
functions (and therefore the number of features) grow accordingly.
This, however, does not affect the filtering time, but the verification
would be slower.
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Chapter 7

Filtering with circular
features

7.1 Circular features

In [SB91] a method called color indexing was introduced for an ap-
plication in image database indexing. These techniques use color his-
tograms as indices of images stored in a database.

In the present work, color histograms will be used to produce rea-
sonably fast and flexible filters for online algorithms. As the signatures
to be compared, we use histograms of colors taken from certain cir-
cular areas of the template and the image. The filter decides whether
the pattern may have an occurrence in any orientation, for each loca-
tion of I. Unlike our previous approaches, the histogram filter does
not give any suggestions of the possible orientation of the template.
The filtering algorithms are reasonably flexible, but still also reason-
ably fast. They can also be adapted to many other distance/similarity
measures.

There is another way to look at the algorithms. Instead of filtering
out unpromising positions of I, one may take the value given by the
filter as a distance measure of P for each position of I. Accordingly,
we might say that the best approximate occurrence of P in I is at
the position where the filter gives the highest score of similarity. It is
easy to find degenerate cases where this would give very bad results
as compared to the “right” distance function of Chapter 2. However,
in despite of the flaws of this definition, this would probably give the

59



60 7 Filtering with circular features

desired result in many applications.

7.2 Histogram composition

The filter resembles the 1D string matching filter of Grossi and Luccio
[GL89]. Consider each pixel p of P such that the distance from the
center of p to the center of P is at most r ≤ (m− 1)/2 (assuming odd
m). These pixels fall inside a circle whose radius is r. Now compute a
histogram of the color distribution of those pixels. This histogram is
(almost, see later) rotation invariant, and together with corresponding
histograms from I it can effectively filter unpromising positions of I.

Histogram H has one bin H(c) for each color c ∈ Σ. H(c) tells
how many pixels of color c there are in H. The size of the histogram
is |H| = ∑cH(c).

The histogram for position I[i, j] is defined as follows.

Definition 7.1 HI[i,j](c) =
∣∣{(i′, j′) | color(I[i + i′, j + j′]) = c;√

i′2 + j′2 ≤ rI}
∣∣.

The radius rI equals r+
√

2/2, or r+
√

2, depending on whether or not
the center–to–center assumption is made. It is easy to obtain HI[i,j+1]

from HI[i,j] incrementally in time O(r). This is based that when the
circle of HI is translated by one pixel to the right, O(r) new pixels
of I will come inside the circle, and O(r) pixels of I will go out the
circle.

We also need a histogram HP for P . This is slightly more compli-
cated to obtain than HI . Assume that P is at location ((u, v) , θ) on
top of I. Consider the matching function at that location. It may hap-
pen for e.g. pixels p = P [q, s] and p′ = P [q+ 1, s] that M(p) = M(p′).
In this case, if the colors of p and p′ are different, then there cannot be
an exact match at location ((u, v) , θ), because the color M(p) cannot
agree with the two colors of p and p′. This means that κ must be at
least one for an approximate match. On the other hand, if the colors
of p, p′ and M(p) are the same, then a single pixel of I matches exactly
two pixels of P . This means that we may get different histograms for
different angles θ. If the color of p has already been counted, then the
color of p′ should be ignored. Let P be at location ((u, v) , θ) so that
(u, v) ∈ I[i, j]. Let q′ and s′ be such that M(P [q, s]) = I[q′, s′]. Let
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gcq′,s′ denote the number of pixels (that is, 1 or 2) of P of color c, that
map to the pixel I[q′, s′] when P is in location ((u, v) , θ). Now the
histogram of P for location ((u, v) , θ) is

HP ((u,v),θ)(c) =
∑
q,s

{1/gcq′,s′ | color(P [q, s]) = c;

M(P [q, s]) = I[q′, s′];√
(i− q′)2 + (j − s′)2 ≤ r}.

Note that I is used only as a technical trick in here; the contents of I
does not matter.

In some situations we may need a different kind of histogram. Let
ĝ be 1, if only one pixel p of P maps to I[q′, s′]. More precisely, if
two pixels p0 and p1 of P map to I[q′, s′], then let ĝq′,s′(p0) = 0 and
ĝq′,s′(p1) = 1 (or vice versa). That is, we count only the color of one
of the pixels of P that map to the same pixel of I. The choice is
arbitrary. Let

ĤP ((u,v),θ)(c) =
∑
q,s

{ĝq′,s′(P [q, s]) |

color(P [q, s]) = c;

M(P [q, s]) = I[q′, s′];√
(i− q′)2 + (j − s′)2 ≤ r}.

As the matching function is a many–to–one mapping, the number
of colors in each bin of HP may change as P rotates. As the correct
displacement and angle of rotation are not known in the filtering phase,
the exact number of colors in each bin is unknown. Therefore, for some
distance functions we need to use “minimum–histogram” for P :

Definition 7.2 Hmin
P (c) = min

((u,v),θ)
{HP ((u,v),θ)(c)}.

Definition 7.3 Ĥmin
P (c) = min

((u,v),θ)
{ĤP ((u,v),θ)(c)}.

The histograms Hmin
P and Ĥmin

P can be computed in time O(r3) for
the center–to–center case. This is possible by going through all the
matching functions for the histogram contained subpattern, and by
keeping two histograms for the pattern. The first histogram is for the
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current rotation, and the second one is the histogram whose bins are
being minimized.

7.3 Histogram filtering

The filter compares HI[i,j] and HP at each position (i, j) of I. In
the following sections we consider different distance and similarity
functions d, and derive efficient algorithms for them.

7.3.1 Hamming distance

For Hamming distance dhd(p) = 0 if color(p) = color(M(p)), and
1 otherwise. Now Hmin

P tells for each color the minimum number of
pixels of that color that is required for a complete match. The differ-
ence between HI[i,j] and Hmin

P gives a lower bound of the number of
mismatches at position (i, j) of I. This is computed as the number of
colors missing from Hmin

P :

LDmin
hd (i, j) =

∑
c∈Σ

max{ 0,Hmin
P (c)−HI[i,j](c) }.

Theorem 7.4 LDmin
hd (i, j) ≤ Dmin

hd (i, j).

Proof Hmin
P (c) gives the lower bound of color c in the circular sub-

pattern (of radius r) of P . If HI(c) < Hmin
P (c), then there are at

least Hmin
P (c)−HI(c) mismatches for pixels of P with color c already

in the circular subpatterns that correspond to the two histograms.
The radius rI was chosen so that if color(p) is counted in Hmin

P , then
color(M(p)) is counted in HI . 2

If LDmin
hd (i, j) ≤ κ, then there may be an approximate occurrence

of P centered at I[i, j] with Hamming distance at most κ. Note
that LDmin

hd can also be computed incrementally in time O(r), in the
same way as histograms HI[i,j]: When the histogram is updated with
a new incoming (outgoing) pixel color, the sum is updated for that
pixel value, in time O(1).

To get a good filtration capacity, the radius r must be chosen so
that the expected LDmin

hd (i, j) is greater than κ. At a minimum, the
number of pixels inside the circle must be greater than κ. This gives
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approximately πr2 > κ and thus r >
√
κ/π. If r = O(κ1/2), the

filtering takes time O(|I|κ1/2). To get expected O(|I|κ1/2) total time,
the number of verifications must be small.

For the verification, we may use e.g. a brute force algorithm that
takes time O(m5), or the more sophisticated method of Theorem 5.1
that takes O(m3) worst case time, or O(κ3/2) expected time.

Theorem 7.5 Assuming uniform distribution of colors, and that κ <
πr2e−πr

2/σ, the κ–threshold Hamming distance problem can be solved
in the expected time O(|I|κ1/2).

Proof We adapt the (somewhat pessimistic) analysis of the “counting
filter” [Nav98] for the histogram filter.

To get a pessimistic bound, we simplify the situation as follows.
The probability p that some pixel in Hmin

P does not match any pixel
in HI is (1− 1/σ)|HI |, and |Hmin

P | ≈ |HI | ≈ πr2, so this assumes that
each pixel in Hmin

P is independently in HI with probability p, meaning
that Hmin

P (c) > 1 can be matched succesfully (without mismatches),
if HI(c) ≥ 1. This means that p is a pessimistic upper bound for the
real probability. This results in binomial distribution Bin(|Hmin

P |, κ)
with expected value µ = |Hmin

P |p ≈ πr2 (1 − 1/σ)πr
2 ≈ πr2e−πr

2/σ.
Assume now that κ < µ.

Let X be the number of mismatching pixels in HI . The expected
number of verifications is therefore Pr{X ≤ κ} |I|. Trying to maxi-
mize µ, and hence the limit for κ, means that πr2 must be O(σ), so
µ ≈ πr2, and we can choose r = O(κ1/2). To get a fast overall time,
we require that

Pr{X ≤ κ} |I| κ3/2 < |I| κ1/2 ⇒ Pr{X ≤ κ)} < 1/κ.

The probability Pr{X ≤ κ} < κPr{X = κ}, because we assumed
that κ < µ, so it suffices to show that Pr{X = κ} < 1/κ2. Let
h = |HI |, and α′ = κ/h, and assume that α′ is a constant. Then, by
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using Stirling’s approximation, we obtain

Pr{X = κ} =

(
h

κ

)
pκ(1− p)h−κ

=
hh
√
h pκ(1− p)h−κ

κκ
√
κ(h− κ)h−κ

√
2π(h− κ)

(
1 +O

(
1

h

))

=
hh pκ(1− p)h−κ
κκ(h− κ)h−κ

O(1 + 1/
√
h)

=

(
pκ/h(1− p)1−κ/h

(κ/h)κ/h(1− κ/h)1−κ/h

)h

O
(

1 + 1/
√
h
)

=

(
pα
′
(1− p)1−α′

α′α
′
(1− α′)1−α′

)h

O
(

1 + 1/
√
h
)

= βh O
(

1 + 1/
√
h
)

If κ < µ, i.e. if α′ < p, then β < 1, and hence the probability is
exponentially decreasing in h, and βhO(1 + 1/

√
h) = O(1/κ2). 2

The above Theorem 7.5 means that the filter works if κ < πr2 < σ.
Unfortunately the filter is not alphabet independent, but fortunately
most real world images are not random. Thus the limit for κ can be
quite large in practice even for small alphabet sizes. Fig. 7.1 illustrates
the predicted bound for κ for various alphabet sizes. The somewhat
surprising consequence of this is that to maximize the filtering capa-
bility, it is not always best to maximize r.

7.3.2 delta distance

In order to derive a histogram filter for this distance measure, we use
two histograms from I, one that corresponds to values of lo(i, j), and
the other that corresponds to hi(i, j); lo and hi are as in Definition 2.7.
Let us denote those by Hlo

I and Hhi
I . In order to compute LDmin

dd , let
us define H′loI as follows.

H′loI (0) ← Hlo
I (0)

H′loI (c) ← Hlo
I (c) + max{H′loI (c− 1)− Ĥmin

P (c− 1), 0}
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Figure 7.1: Maximum allowed κ for different values of r and for several
alphabet sizes, as predicted by Theorem 7.5. Note the logarithmic
scale on r–axis.

H′hiI is defined in a similar way.

H′hiI (σ − 1) ← Hhi
I (σ − 1)

H′hiI (c) ← Hhi
I (c) + max{H′hiI (c+ 1)− Ĥmin

P (c+ 1), 0}

The lower bound distance LDmin
dd is now defined as

LDmin
dd (i, j) =

∑
c

max(0, Ĥmin
P (c)−H′loI (c), Ĥmin

P (c)−H′hiI (c)).

Theorem 7.6 LDmin
dd (i, j) ≤ Dmin

dd (i, j).

Proof As the histogram loses the spatial information of the lo and hi
values, the colors in Ĥmin

P can be matched separately against Hlo
I and

Hhi
I . Moreover, because the cost of a mismatch is always the same, we

can freely choose the mismatching colors of Ĥmin
P . Now, H′loI (c) tells

the “free” (not matched against the colors 0 . . . c−1) number of colors
in Hlo

I that are smaller or equal to c. The same holds symmetrically
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for H′hiI (c). Now max(0, Ĥmin
P (c) − H′loI (c)) is a lower bound for the

number of mismatching lo values for the color c, i.e. at least that many
times a pixel of P with color c is less than the corresponding lo value.
Likewise, max(0, Ĥmin

P (c)−H′hiI (c)) gives a similar lower bound for the
hi values. As both are lower bounds for the same color value, we can
safely take their maximum, and sum them to obtain LDmin

dd , the lower
bound for D. 2

7.3.3 sad

As already noted in Sec. 6.5, the sad problem can be reduced to
the Hamming distance problem. However, this time binarizing the
image and the pattern would not give good results, as the filtering
capability depends heavily on the size of the alphabet, as indicated by
Theorem 7.5. However, it is also possible to compute a lower bound
distance directly from the histograms, without the above reduction.

When computing HP ((u,v),θ) in the Hamming distance case, if
two pixels of P with different colors are mapped to the same pixel
of I, the histogram bins for these colors were both incremented by
one. This means that at least one of the two pixels mismatches. This
pixel of P can be thought to be matched against some pixel of I
that is different from the pixel that the pixel was actually mapped to.
This can be done in the Hamming distance case, as the cost of the
mismatch is always one, regardless of the actual color values. This is
not true for other distance measures. If two pixels of P map to the
same pixel of I, then only one or the other corresponding histogram
bin of P should be incremented, as we do not know against what pixel
value the other would be compared. This means that we must use
Ĥmin
P .

For general distance functions, the histogram matching can be re-
duced to weighted bipartite graph matching [WPR84, Fre00]. We form
a complete bipartite graph G = (VP , VI) from the histograms of P and
I as follows. Create a node v ∈ VP for each pixel in Ĥmin

P , and a node
w ∈ VI for each pixel in HI[i,j]. Note that |VP | ≤ |VI |. For each node
v ∈ VP , create an edge (v, w) for each w ∈ VI . The edge (v, w) has a
weight corresponding to the distance between the colors of v and w.
This can be e.g. the absolute difference of the two colors. The lower
bound distance LDmin

sad (i, j) is now defined using the minimum weight
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matching of G. Let w(G) denote the weight of the minimum matching
of G, and let

LDmin
sad (i, j) = w(G).

Theorem 7.7 LDmin
sad (i, j) ≤ Dmin

sad (i, j).

Proof By definition, each pixel in Ĥmin
P is matched against a pixel in

HI so that the total sum of the color differences is minimized. This
minimum matching may ignore the spatial structure of P and I. Hence
its weight LDmin

sad (i, j) is at most Dmin
sad (i, j), which can be seen as the

weight of a structurally constrained matching. 2

For general weights, there exists an O(|V |3) (where |V | = |HI | +
|Ĥmin

P | is the number of nodes in G) time algorithm for computing
w(G). This is far too slow for our purposes. Fortunately, there is
an O(|V |) time algorithm for the special case of the problem that
assumes that the nodes are homeomorphic to either a line or a cir-
cle, and the cost function is given by the Euclidean distances along
the curve [ABNK+92]. In our case, this means that we can use dis-
tance d(p) = |color(p) − color(M(p))|. The O(|V |) time algorithm
requires that the points (pixel colors) in the curve (line) are given in
sorted order. Using the histogram, the input can be generated in time
O(|HI |+σ). (For small |HI |, one may forget the histograms, and use a
list of pixel colors instead, and sort the input in time O(|HI | log |HI |).)

The O(|V |) bound in [ABNK+92] is both best and worst case,
whereas for our algorithm it is the worst case. Before entering the
graph matching algorithm, the input histograms are modified as fol-
lows: for each pair of bins Ĥmin

P (c),HI(c), subtract the smaller bin
from the larger, and set the smaller bin to 0. This can be done,
because there exists a minimum weight matching where those colors
would be matched against each other anyway, with cost 0. Therefore,
in many cases |V | � |HI |. The resulting filtering algorithm needs
time O(r2 + σ) to evaluate LDmin

sad (i, j). Hence the run time for the
entire I is O(|I|(r2 + σ)) in the worst case.

In [ABNK+92] the corresponding transportation problem on a line
or circle was also solved efficiently. This algorithm is much more com-
plex to implement, but it is asymptotically fast; it can be used to
compute LDmin

sad (i, j) in time O(σ log σ) as follows.
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Again, form a complete bipartite graph G = (VP , VI) from the his-
tograms of P and I: Create a node v ∈ VP for each bin in Ĥmin

P , and
a node w ∈ VI for each bin in HI[i,j]. For each node v ∈ VP , create an
edge (v, w) for each w ∈ VI . The edge (v, w) has a weight correspond-
ing to the distance between the colors of v and w. The nodes in VI are
called sources, and the nodes in VP are called sinks. Each source has
an integer supply (the value of the corresponding histogram bin), and
each sink has an integer demand (the value of the bin). The total sup-
ply is at least as large as the total demand. The lower bound distance
LDmin

sad (i, j) is now the minimum cost transportation in G, denoted by
w(G):

LDmin
sad (i, j) = w(G).

This gives exactly the same lower bound as the minimum bipartite
graph matching method, but is faster to compute. The O(σ log σ)
time bound can be thought of as a (large) constant in this application.

The heuristic mentioned above, which subtracts the smaller bin
from the larger for all bin pairs, also works in this case. Therefore,
some of the sources and sinks may disappear, and theO(σ log σ) bound
becomes the worst case bound, and the best case bound is O(σ). The
resulting filter proceses the entire I in O(|I|(r + σ log σ)) worst case
time.

It is possible to make the filter faster, with loss of sensitivity. The
idea is to compute the mass of the histograms.

Definition 7.8 The mass of histogram H is m(H) =
∑

c cH(c).

Consider dsad(p) = |color(p)−color(M(p))|. If we require that D ≤ κ,
then the following is true:

m(HI)− κ− (|HI | − |Ĥmin
P |) σ ≤ m(Ĥmin

P ) ≤ m(HI) + κ.

If P matches with a distance of at most κ, then Ĥmin
P can have at

most κ units more mass than HI . The same holds symmetrically if
Ĥmin
P is lighter than HI , expect that we must take into account the

size difference between Ĥmin
P and HI . Note that the masses of the two

histograms can be the same, while the real distance can be very large.
This fact leads to a new filter that is easy to evaluate incrementally.
The filter needs only the sum of pixel colors in the histograms. Now



7.3 Histogram filtering 69

the distance bound LDmin
sad is

b′ = max{0,m(HI)−m(Ĥmin
P )− (|HI | − |Ĥmin

P |)σ}
b′′ = max{0,m(Ĥmin

P )−m(HI)}
LDmin

sad = min{b′, b′′}

This filter has some useful properties that are utilized in Sec. 7.5.1.
It can also be used for the Hamming distance or delta distance
problems, but the filtering capability would be poor in most cases.
The filter runs in time O(|I|r).

Note that for binary alphabets (σ = 2) the Hamming distance
and the sad are the same problems. Also, the filters for these two
problems reduce to the mass–filter in the case of binary alphabets.

7.3.4 ssd

In ssd the distance function is d(p) = (color(p)− color(M(p)))2. The
bipartite graph matching algorithms would result in very poor per-
formance when applied to ssd (O(r6) time). Reducing the problem
to a transportation problem would result in an algorithm whose time
bound depends only on σ, and thus it would be a constant time algo-
rithm (i.e. not depending on r).

However, we now show how to reduce the ssd problem to the sad
problem.

Theorem 7.9 If Dmin
sad > (κ|Ĥmin

P |)1/2, then Dmin
ssd > κ.

Proof The key question is “how large can Dmin
sad =

∑ |color(p) −
color(M(p))| be, in order to get Dmin

ssd =
∑

(color(p)−color(M(p)))2 ≤
κ”? Note that Dmin

sad is maximized while Dmin
ssd is minimized when the

differences δ = |color(p)− color(M(p))| are all equal. We get Dmin
ssd =∑

δ2 = |Ĥmin
P |δ2, and require that this is ≤ κ, to satisfy the filtering

condition. This means that δ is at most (κ/|Ĥmin
P |)1/2, and hence

Dmin
sad =

∑
δ =

∑
(κ/|Ĥmin

P |)1/2 = (κ|Ĥmin
P |)1/2. It now follows that if

Dmin
sad > (κ|Ĥmin

P |)1/2, then certainly also Dmin
ssd > κ. 2

Corollary 7.10 The ssd filtering problem can be reduced to the sad
filtering problem, with parameter κsad = (κ|Ĥmin

P |)1/2. 2
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7.3.5 Cross–correlation

In this section we show how to use HP for filtering out locations of
low cross correlation Dcc between P and I.

As we are now maximizing, we use a maximum histogram is Hmax
P :

Definition 7.11 Hmax
P (c) = max

((u,v),θ)
{HP ((u,v),θ)(c)} = H(P (u,v),0)(c).

Hmax
P can clearly be computed in time O(|Hmax

P |).
To get an upper bound for the correlation, we maximize the prod-

uct of the colors in the two histograms. To achieve this, let us denote
by hP an array of the pixel values that contribute to Hmax

P , in de-
creasing order, that is, hP (i) ≥ hP (i+ 1). Define hI[i,j] for HI[i,j] in a
similar way. Now the upper bound for the similarity can be computed
as follows:

b(i, j) =

|HI |−|Hmax
P |∑

u=1

hP (u) hI[i,j](u).

This is trivially computed in time O(σ) using directly the histograms
HI and Hmax

P . The radius r has to be set to its maximum, as we are
maximizing, that is, r = (m− 1)/2.

To get a lower bound for the normalization factor

√∑
p∈P

color(M(p))2,

we use

bN =

√√√√√
|HI |∑

u=|HI |−|Ĥmin
P |

hI(u)2.

The upper bound for the cross correlation Dcc is

UDcc =
b

bN
.

The filter works in time O(|I|(σ + |P |1/2)). However, note that
this filter is just a heuristic, as the size of the histogram circle is less
than the size of the pattern, so all pixels of P cannot contribute to
the upper bound.
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This problem could be fixed (resulting in looser upper bound),
but as this work concentrates on distance functions, we leave that
for future work. Therefore, with low probability, it may happen that
UDcc < Dcc. On the other hand, Dcc itself may fail to give the highest
correlation value for an exact match, see the discussion of Sec. 2.3.

7.4 Skipping image positions

Imagine that LDmin(i, j) > κ, so we shift HI to position (i+1, j). But
if LDmin(i, j)� κ, then it might be possible to use a shift that is larger
than only one pixel position. That is possible because we may be able
to tell in advance that LDmin(i+ 1, j) � κ In general, if LDmin(i, j) is
high enough, we deduce that LDmin(i+a, j) � κ, for some a. Note that
this is invariant to the direction of the shift. If it can be guaranteed
that LDmin(i + a, j) � κ by using only the value of LDmin(i, j), then
also LDmin(i, j+a) � κ, and LDmin(i+a0, j+a1) � κ, for some a0, a1.
We formalize this notion, and derive fast algorithms utilizing it.

Let us assume that s = s(LDmin(i, j)) gives the shift for histogram
position (i, j). That is, after computing LDmin(i, j), one may shift
HI in any direction at most distance s. There are some subtleties in
computing s, since it may actually depend on the direction of the shift,
e.g. the shift along a diagonal differs somewhat from the shift along a
coordinate axis. However, the variation is bounded by a multiplicative
constant, and it will not affect the time bounds of our algorithms. For
simplicity of presentation, and without loss of generality, we assume
that s does not depend on the direction of the shift, that is, s can be
thought of as a radius of a circle. The value of s depends also on d.

As HI can be shifted O(s) pixels in any direction, it means that
by a single evaluation of LDmin, it is possible to prune O(s2) positions
of I. We now describe an algorithm that handles the bookkeeping of
the pruned area efficiently, by maintaining a boundary between the
two areas.

7.4.1 Marking the pruned positions

The most straightforward method to prune the uninteresting positions
of I is to have a bit–matrix of the same size as the image, and simply
set the bit for every position pruned. However, there are two major
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drawbacks. The same positions would be very likely marked many
times, and secondly we cannot directly jump to the next position not
yet pruned, but we must scan the matrix to find that position. This
would make the algorithm slow even in the best case. Also, the method
would require O(|I|) space.

Instead, we propose a method that keeps track of the boundary of
the area already pruned. The boundary will divide the search space
in two.

Definition 7.12 Let e = e[1..n] be an array of row numbers of I,
such that e[i] = j, iff elements I[i, j], I[i, j + 1], . . . , I[i, n] are pruned.
Hence e represents the boundary separating the contiguous pruned
area from the rest on each column of I.

The pruning is done as follows. Assume that HI is in position (i, j)
of I, and that the histogram comparison tells that it is safe to move
s + 1 pixels in any direction, that is, one may prune positions of I
using a circle of radius s. Let y(x) = b√s2 − x2c for −s ≤ x ≤ s.
Now for each x set

e[i+ x]← j − y(x),

iff e[i+x] < j+ y(x). Otherwise, leave e[i+x] untouched. In practice
y(x) is precomputed and stored into a table. The next position of I
to jump to can be e.g. (i+ s+ 1, e[i+ s+ 1]).

See Fig. 7.2 for an example. Note that the width of the boundary
is the width of the image I, so the boundary is not necessarily con-
tiguous. The advantage is that the boundary is very simple to index.
Pruning means moving the boundary “down” and the next position
to be checked can be an any position in the boundary.

i

j

boundary

I

Figure 7.2: Pruning and boundary representation.

The disadvantage of the method is that our simple boundary can
not always present all prunings that would be possible, see Fig. 7.3.
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This problem could be solved by using contiguous boundary, but it
would be more time consuming to index.

On average we should be able to prune approximately πs2/2 pixels
at a time at each non–matching position not yet pruned. The pruning
takes time proportional to the length of the section of the boundary
that will change, i.e. O(s).

Start from here

Stop in here

s

Figure 7.3: Pruning using a circle of radius s. The pruning of the
shaded area can not be represented.

7.4.2 Time bounds using pruning

As HI is shifted O(s) pixels, about O(sr) new pixels will enter HI ,
and exactly the same number of pixels will leave HI . The time for
updating HI is therefore O(sr). Updating m(HI) can be done in
time O(r), regardless of s. However, this requires O(|I|) time and
space preprocessing of the image, as follows. Compute the row–wise
cumulative mass for each pixel I[i, j]:

cum(i, j) = cum(i, j − 1) + color(I[i, j]), j > 0,

where cum(i, 0) = 0. Now the mass of any convex (actually, y–
monotone) object is trivial to compute in time proportional to its
height, using cum.

The time bounds given below show that the mass filter is the fastest
of the histogram methods. However, its filtering capability is low.
Therefore, the histogram method can be used as a second order filter,
in the image areas where the mass filter fails. Generally, the time
bounds are divided by s, or by s2 for the mass filter, if we fix r.



74 7 Filtering with circular features

Theorem 7.13 By using the boundary method, we achieve a speed–
up by a factor of O(1/s), or by a factor of O(1/s2) for the mass filter.

2

Below we give the exact time bounds for each distance/similarity mea-
sure, along with the bounds for the shifts s.

In the time bounds below, it seems that minimizing r would give
fast algorithms. However, this would also make the expected s small.
The use of the boundary method never makes the algorithm asymp-
totically slower than without using it. So regardless of r, the shift is
s ≥ 1.

Hamming distance. As HI is shifted O(s) pixels, about O(sr)
new pixels will enter HI , and exactly the same number of pixels will
leave HI . The total time is therefore O((|I|/s2)(sr+ s)) = O(|I|r/s).
If LDmin > κ, then at least LDmin − κ new pixels are needed for
HI , to make it possible that LDmin ≤ κ. This gives that the shift
is s = O((LDmin − κ)/r). Otherwise, s = 1. By Theorem 7.5 the
expected LDmin is µ = πr2e−πr

2/σ, so the shift is O((µ− κ)/r).

delta distance. For the delta distance we get time O((|I|/s2)(σ+
sr + s)) = O(|I|(σ/s2 + r/s)). As for the Hamming distance, if
LDmin > κ, then at least LDmin − κ new pixels (intervals) are needed
for HI , to make it possible that LDmin ≤ κ. This gives that the shift
is s = O((LDmin − κ)/r).

sad. By using the graph matching algorithm, we achieve the time
bound O((|I|/s2)(r2 + σ + sr + s)) = O(|I|((r2 + σ)/s2 + r/s)).
The transportation version needs time O((|I|/s2)(σ log σ+ sr+ s)) =
O(|I|(σ log σ/s2+r/s)). If LDmin > κ, then at least (LDmin−κ)/σ new
pixels are needed for HI , which gives that the shift is s = O((LDmin−
κ)/(σr)).

With mass filter we get time O((|I|/s2)(r + s)) = O(|I|r/s2).
The shift in this case is s = O(min{s′, s′′}), where s′ = (m(HP ) −
mmin)/(σr), and s′′ = (mmax − m(HP ))/(σr), where mmin and mmax

are the minimum and maximum masses allowed for m(HP ) by the
mass–filter.
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Fast thresholded circular average. In some applications it is use-
ful to compute a circular average m(HI)/|HI | for each image position.
Assume that it is possible to set some threshold value κ for the av-
erage, such that it is required that a = m(HI)/|HI | ≥ κ (or a ≤ κ)
for the actual value to be of any interest. In this case, the pruning
method can be used to solve the problem in expected time O(|I|r/s2).
Assuming that a < κ, the shift is s = O((κ−m(HI)/|HI |)/(rσ/|HI |)).

7.5 Extensions and improvements

It is possible to further improve the time bounds given, and general-
ize the algorithms. For example, other distance/similarity measures,
such as the correlation coefficient could be used. Below some gen-
eralizations are discussed briefly, including the extension to 3D, and
generalization to filtering that finds also orientations.

7.5.1 Getting rid of r

The filtering time for the mass–filter essentially depends on how quickly
the mass m(HI) can be computed. Using the cumulative mass tech-
nique of Sec. 7.4.2, this time is O(r). However, if the histogram was
computed from a square area (of size (2r + 1) × (2r + 1) pixels), the
mass would be easy to compute in O(1) time (or actually in O(|I|)
time, to compute all O(|I|) masses). This is achieved as follows. First
compute incrementally sums of length 2r + 1 pixels, using a sliding
window of the same length, along the rows of I. Then compute using
the same technique the sums along the columns of I, using the partial
sums computed along the rows.

Now all the mass that was in the original circular histogram, is also
present in the square histogram, plus some more. The histogram for P
is still computed using the rotation invariant circle. The size difference
between HP and HI is already taken into account in our basic mass–
filtering method, where already |HI | ≥ |HP |. So the square mass–
filter works correctly, is faster to compute, but its filtering capability
is lower.

The filtering capability can be improved, while retaining the fast
computation time. Instead of a square, the circle may be approx-
imated by e.g. an octagon. The area of a minimum octagon that
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encloses a circle is 8(
√

2− 1)r2 < 3.314r2. This means that there are
at most (8(

√
2 − 1) − π)r2σ units of extra mass. A similar method

was used in [GJ97].
These methods also work for the other histogram filters, but the

time bound for computing all O(|I|) histograms HI would be O(|I|σ).
So the method is attractive only for small alphabet sizes.

7.5.2 Extensions to 3–D

It is straight–forward to extend the algorithms to three (or more)
dimensions. In the 3D case, updating HI after shifting s voxels costs
O(sr2). Updating the mass (using cum for two of the dimensions),
costsO(r2). Pruning with a sphere of radius s costsO(s2). Computing
the actual distances is obviously done exactly in the same way as in
the 2D case. Therefore, filtering e.g for Hamming distance needs
time O((|V |/s3)(sr2 + s2)) = O(|V |(r2/s2)). Filtering for sad needs
time O((|V |/s3)(σ log σ + sr2 + s2)) = O(|V |(σ log σ/s3 + r2/s2)).

Preprocessing in the 3D case is quite slow, as it requires going
through all the matching functions. There is also a heuristic way
to obtain HP efficiently, but the resulting lowerbounds LDmin(i, j, k)
would be looser. Observe that for any voxel v of V , there can be at
most four voxels of P , that map to the voxel v for any given location
((u, v, w) , (α, β, γ)) of P . This means that we can always use Hmax

P

for P , if we multiply the bins of HV by four. This ensures that there
is always a matching pair in HV for the color in Hmax

P , corresponding
to the real matching function.

The above method obviously also works in 2D, but this time there
are only two pixels of P that can map to the same pixel of I.

7.5.3 Filtering for the orientation

Our filtering algorithms based on histograms give possible coordinates
of the locations where the pattern template may occur, but no hint
about the orientation that minimizes the distance between the tem-
plate and the image. In [SH97] an orientation search method based on
the histograms of different sectors of a circle was proposed. We now
briefly describe how our basic filtering method also can be utilized in
the orientation search.
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Consider first the 2D case. The idea is to take two different his-
tograms, centered on two different positions, from both P and I. Call
these histograms Ha

P ,Hb
P ,Ha

I and Hb
I . Finding the positions of these

histograms relative to each other gives two points which gives the pos-
sible (approximate) orientation of the pattern. If these histograms are
not found in correct relative positions, then the distance is greater
than κ.

There are two possibilities in this approach. The first is to search
the position of the first histogram as described in the previous sec-
tions, and if that is found, then search for the second histogram from
positions that are in the correct distance from the first histogram. It
is again possible to use our boundary techique to prune the search.

The other possibility is to search simultaneously both histograms.
We can compare the histograms for both circles simultaneously and
prune using common boundary and the smallest LDmin. If an oc-
currence of one of the histograms is found, we make note of it in a
two–dimensional matrix, and lookup the matrix for the occurrence of
the other histogram. We consider this second approach further. The
filtering time bounds given above apply to this case also only about
twice as much time is used now for the filtering.

The search cost for the second histogram from the matrix depends
on how far the centers of the two histograms are from each other. If
the distance is r′, then there are O(r′) positions to check. Therefore,
the search is faster if the distance r′ is small. On the other hand, the
closer the histograms are, the coarser the orientation grid is.

If κ is very large, then the radius r of the histograms must be
large too, and hence r′ must be small, as otherwise the histogram
circles would not fit inside P . Note that overlapping of histograms
can be allowed. Assume that Ha

P is taken at the center of P , and Hb
P

from distance r′ from the center of P , and that the center–to–center
assumption is used. Note that Hb

P must be preprocessed without the
center–to–center assumption, as the displacement of the center of the
histogram inside a pixel varies as P rotates. Assume that Ha

P and Hb
P

are found in correct relative positions in I, so that the center of Hb
P

is inside pixel I[r, s]. Now the candidate occurrence must be verified.
Possible rotations for P are now those that bring the center of Hb

P

inside the pixel I[r, s]. There are K = O(|P |3/2/r′) such rotations.
Verifying all these costs O(|P |+K) in the worst case.
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P:

r

r

´

I:

Figure 7.4: Orientation search with two histograms of radius r, having
distance r′ from each other.

For r′ = O(m) the verification cost is at most O(|P |) for a single
match of Hb

P . As there are at most O(r′) matches for Hb
P for each

match of Ha
P , the total verification cost for a matching Ha

P is still
O(|P |3/2) in the worst case.

Now consider combining the heuristic of Theorem 3.6 and the
above method in 3D. There are now O(r′2) positions for Hb

P to oc-
cur (surface of a sphere of radius r′). Assume that the center of Hb

P is
inside a voxel v. In the verification phase, rotations around two of the
axes is sufficient to bring the center of Hb

P inside the voxel v. There-
fore, using the method of O(m) angles per axis, there are O((m/r′)2)
rotations that bring the center of Hb

P inside v. Now introduce a third
histogram Hc

P , that is at distance r′ from Ha
P , and at distance

√
2r′

from Hb
P . This is searched for each of the O((m/r′)2) rotations of

Hb
P , from a perimeter of voxels of length O(r′), that is perpendicular

to the line between the centers of Ha
P and Hb

P . In total there are
at most O((m/r′)2r′) = O(m2/r′) positions for Hc

P to occur. There
are O(m/r′) rotations to verify for each occurrence of Hc

P . Assuming
again that r′ = O(m), the worst case cost of this method is O(|P |2),
the same as with the brute force method of Theorem 3.8. In the best
case the occurrence (i.e. the lower bound distance of Theorem 3.8) is
verified in time O(|P |), and if there is no occurrence, the best case
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time is just O(r′2) = O(|P |2/3).

7.5.4 Improving the filtering capability

The histogram filter loses all the information on the spatial distri-
bution of the pixel colors. Therefore, the filtering capability may
be poor in some cases. We can improve it by taking many con-
centric ring shaped histograms from P , and likewise in I. The ring
histogram HR

i with radius ri > ri−1 is obtained from ordinary his-
togram Hi by subtracting the bins of Hi−1 from the bins of Hi. That
is, HR

i (c) = Hi(c)−Hi−1. Therefore, HR
i contains a color distribution

of a ring shaped area of the pattern or an image position 2.
Now the filtering condition says that all the histogram rings taken

from P should have at most distance κ to the counterparting his-
togram rings in I. Moreover, if the histogram rings with radius r0

have distance κ0, then the next histogram rings with radius r1 should
have a distance of at most κ1 ≤ κ− κ0, and so forth. The histogram
ring with radius ri should have a distance of at most

κi ≤ κ−
i−1∑
j=0

κj

to satisfy the filtering condition.
In practice, this could be considered only as a second order filtering,

that is, only if the first phase filtering says that LDmin ≤ κ. The
running time of this filter is at most O(|P |), plus the time used in
the computation of the lower bound distance, which depends on the
distance function.

7.6 Concluding remarks

The histogram algorithms are relatively fast and easy to implement,
they give useful correlation information as such, and can be used as
filtering algorithms for more sophisticated methods.

The filtering method could be improved, by selecting the center
point of the histogram HP intelligently. In order to give good filtering

2The details are slightly more compilcated than this, as the radius for the
histograms of I are little larger than those for P .
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capabilities, the signature histograms should be sparse [SS94], i.e. the
histogram should have only a few large bins, and the other bins should
be very small or empty. This could be achieved by spending some time
in selecting a good center point (currently the center point is the center
of the pattern). This should result in fewer verifications.



Chapter 8

Indexing

In this chapter offline searching, that is, indexing is considered. The
idea is to build an index over the image that allows fast querying. The
data structure used is based on trie data structure. Suffix trees for
2D images have been considered, e.g. in [Gia95, GG96, Gon88]. The
idea of searching a rotated pattern using a “suffix” array of spiral–like
strings is mentioned in [Gon88], but only for rotations of multiples of
90 degrees. The problem is much more complex if we want to allow
any rotation.

We aim at o(|I|) search times, using O(|I|) space. The algorithms
are easily generalized for handling large databases of images, as we
may store any number of images in the index, and search the query
pattern simultaneously from all the images. The time complexities
remain the same, assuming that |I| denotes the size of the whole image
library.

8.1 The data structures

We propose to use a trie–based index of the image, defined as fol-
lows. Trie is a well–known tree structure for storing strings in which
each edge is labeled by a character. Common prefixes are represented
by tree branches, and the unique suffixes are stored at the leaves.
Each pixel of the image defines a string of colors which is obtained
by reading image positions at increasing distances from the center of
the pixel. The first character is the color of the starting pixel, then
come the four colors for the four closest pixel centers (from the pixels

81
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above, below, left and right of the central pixel), then the other four
neighbors, and so on. The pixels at the same distance are read in
some predefined order, the only important thing is to read the pixels
in the order of increasing distance from the center pixel. This effec-
tively utilizes the O(m3) result to restrict the number of rotations the
algorithms must consider on average. If such a string hits the border
of the image, it is considered finished there. We will call the strings
obtained in this way sispirals (for “semi–infinite spirals”), as prposed
in [Gon88]. Figure 8.1 shows a possible reading order. For that read-
ing order the corresponding sispiral for the image in Fig. 8.1 (c) is
< 3, 2, 19, 2, 6, 7, 5, 5, 28, 3, 12, 1, 12, 13, 31, 1, 56, 1, 9, 23, 22, 2, 2, 3, 4 >.

Definition 8.1 Let I ′[−∞..∞,−∞..∞] be an array of pixels, such
that I ′[i, j] = I[i, j], where defined. Let (q1, q2, ..., qw, qw+1) be the
pixels of I ′ sorted by their increasing distance from the pixel I ′[i, j],
such that qw+1 is the first pixel that is not anymore contained in I.
Now the sispiral character number k for the sispiral starting at I[i, j]
is Sk = SkI[i,j] = color(qk), for k ≤ w.

For the indexing algorithms we first use Definition 2.6, that is, we use
the matching function M̂ . The sispirals for P are defined in using M̂ ,
see Definition 8.2. In Sec. 8.5 the use of M is considered.

1213 2021 24

0 249 11

1016 1722 23

15 615 18

3 7814 19

1213 222 4

2 52831 23

3 1963 1

2 5 9

1256 12 3

1 7

(a) (b) (c)

Figure 8.1: A possible reading order (“spiral”) for the sispiral that
starts in the middle of a image of size 5 × 5. Figure (a) shows the
reading order by enumerating the pixels, and figure (b) shows the
enumeration graphically. Figure (c) shows an example of color values
of an image.

Therefore each image pixel I[i, j] defines a sispiral Si,j of length
O(|I|). We build a trie on those strings. The trie is called the sispiral
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trie. The unary paths of such a trie can be compressed, in similar
manner as used to compress the suffix trees. In such a tree each new
string adds at most one leaf and one internal node, so the size is O(|I|).

Still another possibility is to construct an array of |I| pointers to
I, sorted in the lexicographic order of the |I| sispirals in I. Such an
array, called the sispiral array , can be formed by reading the leaves
of a sispiral trie in the lexicographic order, or directly, by sorting the
sispirals. The array needs O(|I|) space, but is much smaller than the
sispiral trie or tree in practice. Hence the sispiral array is the most
attractive alternative from a practical point of view.

The sispiral trie can be built in O(|I| logσ n) average time. The
sispiral array can be built in O(|I| log |I|) string comparisons, which
has to be multiplied by O(logσ |I|) to obtain the average number of
character comparisons. The sispiral array is very similar to the suffix
array [MM93], which in turn is a compact representation of a suffix
tree [Wei73, McC76, Ukk95].

For simplicity, we describe the algorithms for the sispiral trie, al-
though they run with the same complexity over sispiral trees. For sispi-
ral arrays one needs to multiply the search time results by O(log |I|)
as well, because searching the array uses binary search. The sispiral
trie is denoted by T (S).

We consider now a property of the sispiral trie that is important for
all the results that follow. Under a uniform Bernoulli model of prob-
ability, the number of sispiral trie nodes at depth ` is Θ(min(σ`, |I|)).
This is roughly to say that in levels ` ≤ h, for h = logσ(|I|) = 2 logσ n,
all the different strings of length ` exist, while from that level on the
Θ(|I|) sispirals are already different. In particular this means that
nodes deeper than h have O(1) children because there exists only one
sispiral in the image with that prefix of length h (note that a sispi-
ral prefix is graphically seen as a spiral inside the image, around the
corresponding image pixel).

To prove this property, consider that there are |I| sispirals uni-
formly distributed across σ` different prefixes, of length `, for any
`. The probability of a prefix not being “hit” after |I| attempts is
(1− 1/σ`)|I|, so the average number of different prefixes hit (i.e. exist-
ing sispiral trie nodes) is

σ`(1− (1− 1/σ`)|I|) = σ`(1− e−Θ(|I|/σ`)) = σ`(1− e−x)
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for x = Θ(|I|/σ`). Now, if |I| = o(σ`) then x = o(1) and 1 − e−x =
1− (1−x+O(x2)) = Θ(x) = Θ(|I|/σ`), which gives the result Θ(|I|).
On the other hand, if |I| = Ω(σ`) then x = Ω(1) and the result
is Θ(σ`). Hence the number of sispiral trie nodes at depth ` is on
average Θ(min(σ`, |I|)), which is the same as the worst case. Indeed,
in the worst case the constant is 1, i.e. the number of different strings
is at most min(σ`, |I|), while on average the constant is smaller. The
result is needed for giving bounds for the maximum number of sispiral
trie nodes inspected by the algorithms.

8.2 Exact matching

Consider first the algorithm for the exact matching. The other al-
gorithms are relatively straight–forward extensions of it. Make the
center–to–center assumption. A brute force approach would be to
consider the O(m3) pattern orientations in turn and search each one
in the sispiral trie. To check the pattern in a given orientation we have
to see in which order the pattern pixels have to be read so that they
match the reading order of the construction of T (S).

Definition 8.2 Let P be at location
((
i− 1

2
, j − 1

2

)
, θ
)

on top of I.
Let (q1, q2, ..., qw, qw+1) be the pixels of I sorted by their increasing
distance from the pixel I[i, j], so that the pixel center of qw+1 is not
covered by P . Now the sispiral character number k for the sispiral of
P is Sk = SkP = color(M̂(qk)), for k ≤ w.

Fig. 8.2 shows the reading order induced in the pattern by a rotated
occurrence, using the spiral–like reading order given in Fig. 8.1. For
each possible rotation compute the induced reading order, build the
string obtained by reading the pattern in that order from its center,
and search that string in the sispiral trie. Note in particular that
some pixels of P may be read twice and others may not be considered
at all. Observe that in our example the pixels numbered 30, 32, 34,
and 36 are outside the maximum circle contained in the pattern, and
are therefore ignored in the sispiral trie search. This is because those
values cannot be used unless some levels are skipped in the search,
which would mean entering into all the branches after reading pixel
number 20. Image pixels 21–29, 31, 33, 35, and 37– all fall outside the
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pattern.

The algorithm first considers the sispiral S of P for angle θ = 0.
The sispiral is searched from T (S), until some pixel of P mismatches,
say S`, at depth `. Now the pattern must be rotated a little in order
to read the next sispiral. The next rotation to try is such that any of
the first ` pixels of the previous sispiral changes, that is, any of the
centers of the pixels of I hits some border of the first ` sispiral pixels
of P .

121314

3 789 20

0 2415 19

15 6 1116

10 17 18 36

32

34

30 67 52 4

2 5129 3

3 463 1

2 5 9

719 1 3

1 7

2

(a) (b) (c)

Figure 8.2: The reading order induced in the pattern by a
rotated occurrence. Figure (a) shows the pattern superim-
posed on the image, Figure (b) shows the enumeration of the
induced reading order, and Figure (c) shows the color val-
ues for the pattern pixels. The corresponding sispiral is <
3, 2, 4, 2, 6, 7, 5, 5, 12, 9, 19, 9, 5, 6, 7, 3, 1, 7, 1, 1, 3 >. Pixels numbered
30, 32, 34, and 36 are ignored in the trie search.

The number of rotations to try depends on how far we are from
the center. That is, the number of the image centers that any pixel of
P may cover depends on how far the pixel is from the rotation center.
If the distance of some pixel of P from the rotation center is d, then
it may cover O(d) centers of I. In general, there are O(m3) rotations
for a pattern of size m×m pixels. The number of rotations grows as
we get farther from the center, and they are tried only on the existing
branches of T (S). As the pattern is read in a spiral form, when we are
at depth ` in T (S) we are considering a pattern pixel that is at distance
O(
√
`) from the center. This means that we need to consider O(`3/2)

different rotations at this depth `. For each rotation we assume in the
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analysis that the sispiral is read and compared from the beginning.
The fact (Sec. 8.1) that on average every different string up to

length h = logσ |I| exists in the sispiral trie means that the search
always goes at least to depth h. The number of sispiral trie nodes
considered up to depth h is thus

h∑

`=1

`3/2 = O(h5/2)

At this point there are O(h3/2) candidates that are searched deeper
in the sispiral trie. Now, each such candidate corresponds to a node
of T (S) at depth h, which has O(1) children because there are O(1)
image sispirals which share this prefix with the pattern (a “prefix”
here means a circle around the pattern center).

Consider all the O(h3/2) candidates together as the search moves
to deeper levels ` > h in T (S). There are on average |I|/σ` sispirals
of length ` matching a given string, so the total work done when
traversing the deeper levels of T (S) until the candidates get eliminated
is ∑

`≥h+1

|I|
σ`
`3/2 =

∑

`≥1

(`+ h)3/2

σ`
= O(h3/2)

Therefore the total average search cost is O((logσ |I|)5/2). This
assumes that the pattern is large enough, i.e. that we can read h
characters from the center in spiral form without hitting the border
of the pattern. This is equivalent to the condition

|P | ≥ 4

π
logσ |I|

which is a precondition for the analysis.

Theorem 8.3 The expected time for finding all exact occurrences of
P in T (S), is O((logσ |I|)5/2). 2

8.3 Hamming distance

Again we denote the error levell by α = κ/|P |, and require that 0 ≤
α < 1, as otherwise the pattern would match everywhere.
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The problem is much more complicated now. Even for a fixed rota-
tion, the number of sispiral trie nodes to consider grows exponentially
with κ. To see this, note that at least κ characters have to be read in
all the sispirals, which gives O(σκ) nodes. This means in particular
that if κ ≥ h then we will consider the |I| sispirals and the index will
be of no use, so we assume that κ < h; still stricter conditions will
appear later. We first present a standard technique and then a pattern
partitioning technique.

8.3.1 Standard Searching

Imagine that for each possible rotation we have to backtrack on the
sispiral trie, so that all the possible branches are entered, and a path i
abandoned when more than κmismatches have occurred. As explained
above, up to depth κ all the branches are inspected. Since h > k, we
have to analyze which branches are searched at depths κ < ` ≤ h.
Since all those strings exist in the sispiral trie, this is the same as
asking how many different strings of length ` match a pattern prefix
of length ` with at most κ mismatches.

A pessimistic model assumes that there are
(
`
κ

)
ways to choose the

pixels that will not match, and σκ selections for them. As this assumes
that a pixel can be replaced by itself, the model already counts the
cases with less than κ errors. So the model is pessimistic because not
all these choices lead to different strings. At depth `, there are O(`3/2)
different strings that must be searched. Hence, the total number of
T (S) nodes touched up to level h is

κ∑

`=1

`3/2σ` +
h∑

`=κ+1

`3/2

(
`

κ

)
σκ = O

(
h3/2σκ

(
h

κ

))

For the second part of the search, we consider that there are on average
|I|/σ` sispirals of length ` > h equal to a given string. So the total
amount of nodes touched after level h is

∑

`≥h+1

`3/2

(
`

κ

)
σκ
|I|
σ`

=
∑

`≥h+1

`3/2|I|
(
`

κ

)
1

σ`−κ
.

According to the proof of Theorem 4.1,
(
`
κ

)
1

σ`−κ = O(ω(`/κ, σ)`/
√
`).
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Then the previous sum is

O
(
|I|

∑

`≥h+1

`ω(`/κ, σ)`

)
.

Again, by Theorem 4.1, ω`/
√
` is exponentially decreasing with ` for

κ/` < 1− e/σ, or

` > κ∗H =
κ

1− e/σ
while otherwise it is Ω(1/

√
`).

Therefore, the result depends on whether or not h > κ∗H . If
h ≤ κ∗H , then the first term of the summation alone is Ω(h|I|) and
there is no sublinearity. If, on the other hand, h > κ∗H , we have an ex-
ponentially decreasing series where the first term dominates the whole
summation. That is, the cost of the search in levels deeper than h is

h3/2|I|
(
h

κ

)
1

σh−κ
= h3/2

(
h

κ

)
σκ = O ((logσ |I|)κ+3/2σκ

)

which matches the cost of the first part of the search as well. Therefore,
the condition for a sublinear search time is κ∗H < h < |P |. This in
particular implies that α < 1− e/σ.

Theorem 8.4 Using T (S), the Hamming distance Dmin
c (i, j) can

be computed in average time O ((logσ |I|)κ+3/2σκ
)

for all Dmin
c (i, j) ≤

κ. 2

8.3.2 Pattern partitioning

The above search time is still polylogarithmic in |I|, but exponential
in κ. Now we present a pattern partitioning technique that obtains
a cost of the form O(|I|λ) for λ < 1. As in the filtering algorithms,
the idea is again to split the pattern in j2 pieces (j divisions across
each coordinate). If there are at most κ mismatches in a match, then
at least one of the pieces must have at most bκ/j2c errors. So the
technique is to search for each of the j2 pieces (of size (m/j)× (m/j))
separately allowing κ/j2 errors, and for each (rotated) match of a piece
in the image, go to the image directly and check if the match can be
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extended to a complete occurrence with κ errors. Note that the α
value for the pieces is the same as for the whole pattern.

The center–to–center assumption does not hold when searching for
the pieces. However, for each possible rotation of the whole pattern
that matches with the center–to–center assumption, it is possible to fix
some position of the center of each piece inside its image pixel. (The
center of the piece is ambiguous, as there are infinitely many angles for
the matching pattern: there are O(m3) different relevant rotations of
the pattern, and between the corresponding angles, there are infinitely
many angles where the occurrence status does not change. However,
any of the possible positions for the center of the pieces can be chosen).
The techniques developed to read the image in rotated form can be
easily adapted to introduce a fixed offset at the center of the matching
subpattern.

Let us consider a piece of size (m/j)× (m/j) which is at distance
Θ(m) from the center of the pattern. As the pattern rotates, each pixel
of the piece touches O(m) different image pixels. Therefore, the total
number of relevant rotations (each involving a different relevant center
displacement) is O((m/j)2m) = O(m3/j2). Therefore we search each
of the j2 pieces in every of the O(m3/j2) different rotations that are
relevant to them.

The search cost for this technique becomes m3 times the cost to
search a piece (with a fixed rotation and center offset) in the sistring
trie plus the cost to check for a complete occurrence if the piece is
found.

If we assume that (m/j)2 ≤ h, then all the sispirals corresponding
to pattern pieces exist in the trie. Therefore the cost to traverse the
sispiral trie for a piece at a fixed rotation is equivalent to the number
of strings that can be obtained with κ/j2 mismatches from it, i.e.

U =

(
(m/j)2

κ/j2

)
σκ/j

2

.

On average there are |I|/σ(m/j)2
image sispirals matching these U

strings. Each of these strings have to be checked in the image for
a complete occurrence. The cost to check an occurrence is O(κ),
which is the average time to find κ mismatches when comparing two
sispirals, the pattern and the image candidate. So the total amount
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of verification work per piece is Uκ|I|/σ(m/j)2
and the overall cost is

O
(
m3

(
U + Uκ

|I|
σ(m/j)2

))

where the first term decreases and the second term increases as a
function of j. The minimum is found when both terms meet, i.e.

U = Uκ
|I|

σ(m/j)2

j = m/
√

logσ κ|I| = m/
√

logσ κ+ logσ |I|
= Θ(m/

√
logσ |I|).

This is at the limit of our condition that (m/j)2 ≤ h, i.e. (m/j)2 =
Θ(logσ |I|) = h.

The second term of the bound is
(

(m/j)2

κ/j2

)
κ|I|σκ/j2
σ(m/j)2 =

(
(m/j)2

κ/j2

)
κ|I|

σm2(1−α)/j2
= κ|I|ω|P |/j2O

(
j

m

)
.

So, the second term is decreasing only for α < 1− e/σ. The first term
is

U =

(
1

αα(1− α)1−α

)|P |/j2
O(j/m)σκ/j

2

Using the j that gives the minimum, the total time bound becomes

O
(
|P |3/2

(
1

αα(1− α)1−α

)logσ |I|
|I|α
)
.

Now, to simplify this, let us write

|I|HH
σ (α) =

(
1

αα(1− α)1−α

)logσ |I|

HH
σ (α) = log|I|

(
1

αα(1− α)1−α

)logσ |I|

= −α logσ(α)− (1− α) logσ(1− α).

The time bound becomes now

O
(
|P |3/2 |I|(α+HH

σ (α))
)
.

This bound is sublinear as long as α < 1− e/σ.
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Theorem 8.5 If the error level α is < 1 − e/σ, then by using T (S)
and pattern partitioning, the Hamming distance Dmin

c (i, j) can be
computed in average time O(|I|λ), where λ < 1, for all Dmin

c (i, j) ≤ κ.
2

If κ < m2/h, then bκ/j2c = 0, i.e. the search is reduced to exact
matching. This happens for α < 1/ logσ |I|. Now the search cost can
be analyzed using the exact matching algorithm. The cost to search
a (fixed rotation) piece is O(logσ |I|), resulting only O(1) candidate
positions to be verified. The verification cost is O(κ), which is at most
O(|P |/ logσ |I|). Therefore, the total cost is

O
(
|P |3/2

(
logσ |I|+

|P |
logσ |I|

))
.

8.4 sad

As for the Hamming distance, we have to enter, for each relevant
rotation, into all the branches of the sispiral trie until we obtain an
accumulated difference larger than κ. We present first a standard
approach and then a pattern partitioning technique.

8.4.1 Standard searching

We enter into all the branches of the sispiral trie until we can report a
match or the sum of the differences exceeds κ. As shown in Sec. 4.3,
the number of strings matching a given string of length ` under this
model is at most 2`

(
κ+`
κ

)
. Since up to length h all of them exist, we

have to traverse

h∑

`=1

`3/22`
(
κ+ `

κ

)
= O

(
h3/22h

(
κ+ h

κ

))

nodes in the trie. For the deeper parts of the trie the average number
of strings matching a given string is O(|I|/σ`), so the rest of the search
takes

∑

`>h

`3/2 |I|
σ`

2`
(
κ+ `

κ

)
=

∑

`>h

`3/2 |I| 2`

σ`

(
κ+ `

κ

)
.
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According to Theorem 4.2, (2/σ)`
(
κ+`
κ

)
is O(ω(`/κ, σ)`/

√
`). Then

the previous sum is

O
(
|I|

∑

`≥h+1

`ω(`/κ, σ)`

)
.

Again, by Theorem 4.2, ω`/
√
` is exponentially decreasing with `

for κ/` < σ/(2e)− 1, otherwise it is Ω(1/
√
`). Therefore, we define

κ∗A =
κ

σ/(2e)− 1

and if h ≤ κ∗A the summation is at least O(h|I|) and therefore not
sublinear. If, on the other hand, h > κ∗A, then the first term of the
summation dominates the rest, for a total search cost of

O
(
h3/22h

(
κ+ h

κ

))
= O ((logσ |I|)κ+3/2|I|logσ 22κ

)

which is sublinear in |I| for σ > 2. On the other hand, σ = 2 means a
bilevel image, where the Hamming distance is the adequate choice.
Hence we obtain sublinear complexity (albeit exponential on κ) for
κ∗A < logσ |I|.

Theorem 8.6 Using T (S), the sad distance Dmin
c (i, j) can be com-

puted in average time O ((logσ |I|)κ+3/2|I|logσ 22κ
)

for all Dmin
c (i, j) ≤

κ. 2

8.4.2 Pattern partitioning

As for the Hamming model, we can partition the pattern to j2 sub-
patterns that are searched exhaustively in the sispiral trie. Again
considering (m/j)2 ≤ h the total search cost becomes

C = m3

(
U + Uκ

|I|
σ(m/j)2

)

where this time

U = 2(m/j)2

(
(m/j)2 + κ/j2

κ/j2

)
.
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In the formula of C the first term decreases and the second term
increases as a function of j. The minimum is found when both terms
meet, which is again for

j = Θ(m/
√

logσ |I|),

which is consistent with our condition (m/j)2 ≤ h. The second term
is decreasing only for α < σ/(2e)− 1.

For this optimal j, the overall complexity is

O
(
|P |3/2 |I|(logσ 2+HA

σ (α))
)

where we have HA
σ (α) = −α logσ(α) + (1 + α) logσ(1 + α).

This complexity is sublinear as long as α < σ/(2e)− 1.

Theorem 8.7 If α < σ/(2e)−1, then by using T (S), the sad distance
Dmin
c (i, j) can be computed in average time O(|I|λ), where λ < 1, for

all Dmin
c (i, j) ≤ κ. 2

8.5 Alternative matching models

Up to now, M̂ was used as the matching function. This has been
done for technical convenience, although an equally reasonable alter-
native would have been M (as in the basic (Chapters 3 and 5) and
in the histogram methods (Chapter 7)). We now consider these prob-
lems. Moreover, it is reasonable to try to remove the center-to-center
assumption.

8.5.1 Matching with M

The algorithms adapted to use M are more complex in practice, be-
cause there may be more than one pattern center lying at the same
image pixel, and even no pattern center at all. This means that in
some branches of the sispiral trie one may have more than one con-
dition to fit (which may be incompatible and then the branch can be
abandoned under some models) and there may be no condition at all,
in which case one has to follow all the branches at that level of the
trie.
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On average, however, we still have Θ(`) conditions when entering
in the sispiral trie with a pattern string of length `, and therefore all
the time bounds still hold. However, in exact matching, we can do
better using the pattern centers.

Consider now indexing the rotated versions of the image sispirals,
instead of considering the rotated versions of the pattern at search
time. Hence, the pattern is simply searched with no rotations. Imagine
that we index all the rotations of the image up to depth H. This means
that there will be O(|I|H3/2) sispirals, and the sizes of the sispiral trie
or sispiral array will grow accordingly.

However, this requires that we use M as a matching function. That
is, the colors of the rotated image sispirals are read using the centers
of rotated pattern sispirals.

The benefit comes at search time: in the first part of the search
one does not need to consider rotations of the pattern, since all the
rotated ways to read the image are already indexed. Since O(|I|H3/2)
sispirals are indexed now, all the different sispirals will exist until
depth h′ = logσ(|I|H3/2) = logσ |I| + 3/2 logσH. First assume that
H ≥ h′. This means that until depth H we pay O(H). After that
depth all the surviving rotations are considered. Since H ≥ h′, they
all yield different strings, and the summation, as in Section 8.2, yields
O(|I|H3/2/σH). Therefore the total search time is

O
(
H +

|I|H3/2

σH

)

which is optimized for H = logσ |I|+(1/2) logσH. Since this is smaller
than h′ we take the minimal H = h′. For instance H = x logσ |I| works
for any x > 1.

This makes the total search time O(logσ |I|) on average. The space
complexity now becomes O(|I|(logσ |I|)3/2). Trying to use H < h′

worsens the complexity.

Theorem 8.8 The expected time for finding all exact occurrences of
P in T (S), of size O(|I|(logσ |I|)3/2), is O((logσ |I|)5/2). 2

8.5.2 Center–to–center assumption

It is possible to extend the model by removing the center–to–center
assumption. In this case the number of patterns grows as high as
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O(m7) and therefore there are O(`7/2) sistrings to search at depth `.
The search time for the exact matching becomes O(logσ |I|)9/2. By
indexing all the rotations and center displacements we get O(logσ |I|)
time again, but at a space cost of O(|I|(logσ |I|)7/2).

8.6 Extensions to 3D

It is also possible to extend the methods to three dimensions. With the
center–to–center assumption we have O(m11) rotations. This means
O(`11/3) sistrings at depth `. Therefore, at O(|V |) space the total
search time becomes O((logσ |V |)14/3) for exact searching. If we index
all the rotations up to H = x logσ |V | with x > 1 we will have a space
requirement of O(|V |(logσ |V |)11/3) and a search cost of O(logσ |V |).
All the other techniques can be extended as well.

8.7 Concluding remarks

Currently our partitioning method searches all the pieces separately
from the trie. However, it would also be possible to build a trie on the
sistrings of the pieces, and compare that trie against the trie of the
text.

The sispiral method could be used in online filtering algorithms as
well. Consider exact partitioning, and building a trie of all the strings
that match the sispirals of all the pieces of the pattern for all rotations
and displacements. Then by using this trie as an online filter against
the image, we can obtain a O(|I| logσ |P |) average time algorithm for
Hamming distance problem for κ < |P |/ logσ |P |3/2. However, this
is somewhat slower than the fastest algorithms in Chapter 6.
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Chapter 9

Experimental comparison

“In theory practice and theory are the same. In practice
they are not.”

— Anonymous

In this Chapter we investigate the practical performance of some of
the algorithms, and compare the results to the traditional FFT (Fast
Fourier Transform) based approach. The experiments include the in-
cremental algorithms, the histogram algorithms (without the bound-
ary method) and indexing algorithms, for Hamming distance and
sad. We have implemented the algorithms in C, compiled them with
gcc 2.91.66, running under Linux, on Pentium III 700MHz processor.

Fig. 9.1 shows our input images of our test problem for the 2D
experiments. The template which is one of the planes, was extracted
from that image. We also experimented with random images. In such
images, each color was sampled from a uniform distribution of the
colors in use.

9.1 Template matching in Fourier domain

The traditional approach to rotation invariant template matching is
to compute the cross–correlation between P and I for each position
and a sample of rotations of P [Bro92]. Cross correlation without the
normalization can be easily computed by FFT. The computation is
based on the well known convolution theorem. The standard FFT

97
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Figure 9.1: Input image of size 768 × 768 pixels for the experiments.
The pattern template is one of the airplanes, and is of size 41 × 41
pixels. The alphabet size σ is 35.

based algorithm works as follows. It computes the Fourier transform
of both P and I, and then computes their convolution in Fourier
domain. The convolution is then transformed back to real domain,
and interpreted as a correlation (after normalization). This is repeated
for all the rotation of P , and the maximum correlation is obtained for
each rotation. This gives the similarity measure Dcc. For efficient
computation of Dcce, the correlation coefficient, see [Lew95].

To make it easier to compute the normalization factors for Dcc,
the following technique was adopted. After rotating the pattern P , we
extracted from the rotated pattern P a subpattern P ′ with rotation
θ = 0, and of size m/

√
2 × m/

√
2 pixels from it, and searched that

from the image I. In this way, the normalization factors become the
same for each rotation, and they can be computed incrementally in
spatial domain in time O(|I|) for all image locations. This is because
now the subpattern is always a square shaped, and has always rotation
angle θ = 0. However, this makes the FFT–based approach a filter
(i.e. it computes the correlation only for a subpattern of P ), while
computing the true correlation would require more time.



9.2 Experiments on square features 99

For the rotational sampling, a step size of 1/m radians was used.
This means that the FFT method requires time Θ(m|I| log |I|). Note
that there are no additional parameters.

For the FFT, we have used the FFTW (Fastest Fourier Transform
in the West) library [FJ98].

The FFT–based method takes 230.39 seconds for the test problem.
The top–left image of the Fig. 9.5 shows the corresponding correlation
image. Each pixel value shows how similar the corresponding image
position and the template are; the brighter the color, the higher the
similarity. The pixel (correlation) value is maximized over all rota-
tions. The implemented method makes also the center–to–center as-
sumption. Removing it would mean more sampling, and hence slower
execution. Note that the histogram filter runs in the same time re-
gardless of the center–to–center assumption (this is not true for the
verification).

9.2 Experiments on square features

Fig. 9.2 shows timings for the O(|I|κ3/2) (Theorem 5.1) and
O(|I|(κ/σ)3/2) (Theorem 5.2) expected time incremental algorithms
for the Hamming distance and sad functions for the test problem.
The figure shows the curves of the times predicted by the analysis
(fitted by gnuplot), as well. The predicted and experimental curves
agree very well. Similar curves are obtained for random images for
alphabet size 4 and 256, see Figs. 9.3 and 9.4.

9.3 Experiments on circular features

We also experimented with the histogram filters for Hamming dis-
tance and sad (Chapter 7). The implementation does not use the
boundary method. The “correlation” images for the test problem for
some distance measures are shown in Fig. 9.5. The pixel values show
how similar the corresponding image position and the template are,
according to the histogram filter; the brighter the color, the higher
the similarity. The correlation images may be useful as such, as the
highest peak seems to be in correct position, so verification may be
ignored. This may not be true for all inputs.
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Fig. 9.6 shows the filtering capability of the histogram filter on
random images of size |I| = 768 × 768 and |P | = 41 × 41 pixels. As
predicted by Theorem 7.5, the filtering capability greatly depends on
the size of the alphabet. For small alphabets (and random images)
the filter does not work at all. However, for real images the situation
is much better, as the spatial color distribution is not so random, and
hence the histograms are sparse. This means that the histograms give
much tighter lower bounds.

Fig. 9.7 shows the filtering capability for the Hamming distance
and sad filters for the test problem. Both filters work reasonably well
for real images. However, the sad filter does not work for uniformly
distributed random images for any reasonable high κ values.

Fig. 9.8 shows the filtering times for Hamming distance and
sad. The sad filter implementation uses the simpler and slower graph
matching algorithm (instead of the transportation algorithm). Fig. 9.9
shows the total times, i.e. the filtering time plus the verification time.
The verification was done using the incremental algorithm.

9.3.1 Experiments in 3D

For the 3D experiments the test data was a three–dimensional ar-
ray of densities representing a reconstruction of sus1 mutant of the
PRD1–bacteriophage [BBF95]. The size of the density (voxel) map
was 119 × 119 × 119 voxels. A pattern of size 11 × 11 × 11 was ex-
tracted from the shell of the virus. Computing cc by the FFT requires
approximately 111 hours of computation time. The performance of the
histogram method (Sec. 7.5.2) is reported in Fig. 9.11. For the small
κ values the histogram method is orders of magnitude faster. For the
verification, the O((κ/σ)2) algorithm (Sec. 5.1) was used to compute
the lower bound distance. It should be noted that the times could be
substantially improved by filtering also for the rotation, as presented
in Sec. 7.5.3.

Especially in 3D, our algorithms are superior to FFT based cc
method for moderate κ. Note that the relative time gap between the
methods should increase as |V | and |P | increase. Besides time, FFT
also uses a lot of memory compared to our methods.
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9.4 Experimental results on indexing

We have implemented the algorithms for exact (with index of size
O(|I|)), Hamming distance, and sad models, with and without
the pattern partitioning technique (Theorems 8.4, 8.5, 8.6 and 8.7).
For the index structure, we used a sistring array. The array based
implementation is much more space efficient, but the search time is
also higher (both asymptotically and by the constant factors).

Table 9.1 shows timings for the exact matching. For comparison,
times for the O(|I|κ3/2) expected time online algorithm are shown as
well, run using κ = 0. The indexing algorithms are orders of magni-
tude faster for small κ.

image planes random, σ = 4 random, σ = 256

time (construction) 4.6 5.25 3.5
time (indexing) 0.006 0.0005 0.000036
time (online) 0.68 2.30 0.60

Table 9.1: The index construction times in seconds and search times
(in seconds) for exact searching for the test problem and random im-
ages.

Figs. 9.12, 9.13 and 9.14 show the timings for the Hamming dis-
tance and sad models for different inputs.

9.5 Concluding remarks

We have shown that the histogram filtering algorithms can be very
effective in rotation invariant template matching, when one is inter-
ested in only ”good enough” matches. This is especially true in 3D,
where the FFT spends over 111 hours, whereas our method solves the
problem in about an hour for κ = 2000, and in mere minutes in small
error levels. Unfortunately the effectiveness of the method drops fast
when the parameter κ grows past a certain limit. However, there is
another way to look at our algorithms. Instead of filtering out un-
promising positions of I or V , we may assume that our algorithms
compute the approximate distance/similarity of P for each position of
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I or V . That is, we might define that P occurs in I at the position
where the filter gives the highest peak of similarity. It is easy to find
degenerate cases where this would give very bad results. However,
despite of the flaws of this definition, in many applications this would
give the desired result, and in that context the algorithms are very
fast indeed.

The indexing algorithms are very fast for small κ. Large κ val-
ues are a problem if pattern partitioning is not used, as the search
branches exponentially as a function of κ. The pattern partitioning
method enlarges the range of useful κ values, but if κ grows too large,
then almost all of the index is necessarily retrieved. Currently our
partitioning method searches all the pieces separately from the trie.
However, it would be possible to build a trie also on the sistrings of
the pieces, and compare that trie against the trie of the text. This
approach has been used before to find autosimilarities in biological
databases [BYG98]. There could also be other useful indexing meth-
ods. For example, histograms taken from the image could be indexed.

The algorithms of Chapter 6 are not currently implemented. How-
ever, they would be faster than the histogram methods. The filtering
capability would be better too, because the spatial distribution of the
pixel values is not lost.
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Figure 9.2: Run times of the O(|I|κ3/2) algorithm for Hamming dis-
tance and the O(|I|(κ/σ)3/2) algorithm for sad for the test problem.
The x–axis is κ, and the y–axis is the time in seconds. The curves
predicted by the theory are shown also.
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Figure 9.5: Correlation images. From left to right, top to bottom:
cc (FFT), cc (histogram), sad, and Hamming distance. The his-
togram filter images were run using r = 20.
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Figure 9.10: Isosurface visualization of the reconstruction of the sus1–
mutant of the PRD1 bacteriophage.
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Figure 9.13: Retrieval times for the test problem for random images
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The x–axis is κ, and y–axis is the time in seconds. Note the logarith-
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Chapter 10

Application to structural
biology

Give me a match and I shed some light to the problem.

— An anonymous desperate PhD student

In this chapter we present preliminary results of our methods applied
to biological data. The application domain comes from structural
biology of bacteriophages.

10.1 The problem domain

Structural virology studies the functions and biological processes of
viruses by investigating their structure. The structure of a biological
molecule reveals its function, and hence it is of interest to compare
similar structures to each other. Other motivations for comparing
structures are validation and refinement. Models (3D arrays of den-
sity values) of biological (macro) molecules can be obtained by several
techniques, and comparison of the models can validate the different
techniques; all methods should produce similar structures (with pos-
sibly different resolutions). The building blocks (such as proteins) of
the viruses might be known in very high resolution, but the structure
of the whole virus might be known only in a low resolution. Hence
the matching information of the substructures against the whole virus
can be used to refine the virus model.

117
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10.2 Previous work

The attempts of substructure matching reported in the literature are
mostly based on handiwork, that is refined using computer [Ros00,
Pea01, Lea01, Fea01, Mea01]. First some “promising” area of where
the substructure might occur is chosen by eye, and then some iterative,
usually heuristic, method is applied to find the correct displacement
and rotation of the substructure. In the first part good visualiza-
tions and biological knowledge of the problem is often useful. When
a matching substructure is found, the match information is then di-
rectly copied to other locations using the information of the symmetry
of the virus. For example, many viruses have icosahedrical symmetry,
so if a match is found, then we immediately know where the other
matches should be. The symmetry information is also used in the
model building process to reduce and simplify the already huge task
[Fra96].

In many cases scaling of both the voxel size and the voxel (density)
values is required before the substructure matching [Ros00], because
the pattern and the virus may come from different sources. For exam-
ple, the virus model is usually reconstructed using electron microscopy
(EM) techniques, while the pattern (protein) may be modelled using
e.g. X–ray crystallography. The former method produces low resolu-
tion density maps (3D arrays of density values), and the latter method
obtains coordinates of the individual atoms in 3D space. Our methods
assume that both are 3D arrays of voxel values, and so a conversion
from atom coordinate lists to density maps would be required, with
appropriate scalings. The EM method also brings some artefacts to
the final result, such as the “negative mass” phenomenon. The virus
particles are in ice when the EM images are taken, which also affects
the final reconstruction.

There are currently no published work that compares the previous
methods with each other (and the handiwork part and the diversity
of the distance/similarity methods would make it hard to do in any
case). Many different distance measures and matching heuristics have
been used. For an example, a typical local search heuristic is in brief
the following [Ros00]: The pattern is first manually fitted to some
location in the virus. Then an iterative refining search procedure of
the six parameters ((u, v, w) , (α, β, γ)) is applied. First, the pattern
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is rotated using a large angular increments (20 or 30 degrees) over all
Eulerian angles, retaining the best 100 fits. Then each of these best
fits are subjected to a further refinement. The pattern is rotated by
the first axis using increments (decrements) of 10 degrees, as long as
the match improves. Then the same is applied to the second axis, and
then to the third. After this, the same type of method is applied to
the translational parameters. This procedure is then repeated using
smaller increments, until the increments became small enough. The
final best fits are then accepted as the result. It is clear that this
procedure may stuck to a local optimum.

Our aim is to remove the handiwork part, and to directly find
all the occurrences of the substructure, without the symmetry infor-
mation. Our methods also do not suffer from the problem of local
optima.

10.3 Substructure matching

For a primary test for the methods we extracted a small 5×5×5 sized
pattern from the shell region of a reconstruction of a sus1–mutant of
the PRD1 bacteriophage [BBF95]. The reconstruction is visualized
in Fig. 9.10, and the “animation” in the left margin of this thesis.
The reconstruction is of size 119× 119× 119 voxels, and the alphabet
size is σ = 256. Fig. 10.2 shows the density distribution of the model,
with and without the background value (“water”, this may also include
some of the real virus density). Fig. 10.1 shows the density distribution
of the extracted pattern.

The extracted pattern was searched from the virus, using the his-
togram filter and sad distance measure. Fig. 10.3 shows some slices of
the 3D correlation image, generated using maximum histogram size.
The filter gives the smallest distance bounds in the shell region of the
virus, and the variation of the bound in that area is small. This is
expected, as the virus shell is mostly formed by a single protein (P3–
trimer), and the histogram filter loses the spatial locations of individ-
ual voxels, thus the histogram HV has a small variation. This in turn
triggers a lot of (false) verifications in the shell region, while in other
regions the filter works very well. The filtering capability was 94%
for κ = 100. The verification was done using the O((κ/σ)2) expected
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Figure 10.1: The density distribution of the pattern of the first exper-
iment.

time algorithm which produces a lower bound distance for the sad
distance. After verification (using κ = 100), several matches of the
pattern survived. The virus has a 60–fold symmetry, but the model is
not exactly symmetrical, due to the approximations in the modeling
process. However, the extracted pattern was also directly searched
using the incremental lower bound verification algorithm from the
symmetrical locations. The pattern was found with distances vary-
ing up to 1831, the average distance being 312.25, Several matches
had distance ≤ 100. The search took 13 hours 24 minutes.

The first experiment was repeated with another pattern of the same
size, extracted from the virus reconstruction. Filtering capability was
93% for κ = 25. Fig. 10.4 shows the density distribution, and Fig. 10.5
shows some slices of the sad “correlation” image. The search took 10
hours 35 minutes.

We also experimented with two different models of sus1. The first
one was the above 119 × 119 × 119 sized model, and the second one
was of size 256 × 256 × 256 voxels. We took a 11 × 11 × 11 sized
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pattern from the larger one, scaled it down, shifted the density dis-
tribution to match the smaller one, and then searched it from the
small model. Fig. 10.6 shows the density distribution of the larger
model, and Fig. 10.7 shows isosurface visualizations of the two mod-
els. Fig. 10.8 show some “correlation” slices of the sad histogram filter
of the search. The pattern was found in several locations with κ = 80,
the filtering capability being 88%. The search took 146 minutes.

10.4 Concluding remarks

The histogram filter’s ignorance of the spatial distribution of the voxel
values makes it’s performance suffer from the periodical shell region
of the virus. Using the linear features would effectively solve this
problem, but this remains for future work. Still, the histogram filter
gives reasonably good results for our test problem.

A more challenging task would be to compare 3D structures that
have been produced with different techniques. The pattern could be a
protein whose structure is known by X–ray crystallography, while the
volume could be a virus reconstruction, based on electron microscopy.
This would require that a correct spatial scaling (magnification) and
the scaling of the density values of the pattern with respect to the
virus were known, or that the algorithms themselves were invariant to
this type of scalings.
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Figure 10.2: The density distributions of the sus1 model (of size 1193

voxels), with and without the background (126).
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Figure 10.3: Slices of the 3D correlation image for the first substruc-
ture experiment. The brighter the color is, the smaller the lower bound
given by the histogram filter.
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Figure 10.4: The density distribution of the second pattern.
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Figure 10.5: Slices of the 3D correlation image for the second sub-
structure experiment.
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voxels), without the background (92).

(a) (b)

Figure 10.7: The two models of sus1, from different viewing angles.
The figure (a) is of size 1193 voxels, and (b) 2563 voxels.
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Figure 10.8: Slices of the 3D correlation image for the large vs. small
sus1 experiment.
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Chapter 11

Conclusions

“A conclusion is simply the place where you got tired of
thinking.”

— Anonymous

The rotation invariant combinatorial pattern matching is a new way to
solve old problems. We have defined the problem in a novel way, ana-
lyzed its inherent properties, and presented several algorithms to solve
it efficiently, both online and offline. The algorithms either solve the
problem exactly, or compute lower bounds for the distance between
the pattern and the image. The algorithms are fast in the expected
case, assuming uniform distribution of colors (gray–scale values). Im-
proving the worst case behavior is left for future work.

Some of the presented methods are compared to the traditional
FFT based cross–correlation method. Depending on the maximum
error level κ, the new algorithms can be orders of magnitude faster
than the FFT based method. We have also experimented with a real
world application, and the results are promising, but not conclusive.

If we interested only in the best match, we could set the parameter
κ to its maximum value allowed (e.g. for Hamming distance κ =
|P |), and then progressively reduce it as better and better matches are
found. Therefore the algorithm also executes faster as better matches
are found.

This far, we have only concentrated on algorithms that do not fail
to report any matches of the pattern (no false negatives), according
to our definition of a match. However, if we relax this property, it
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would be possible to obtain algorithms that are simpler and faster,
but may fail to report some true occurrences of the pattern, with
some (hopefully low) probability. For example, randomized algorithms
usually have just these properties, applied to pattern matching or to
any other problem.

We have considered an error model where only “substitutions”
are permitted, i.e. a pixel value changes its value in order to match
another pixel, so we substitute up to κ values in the image occur-
rence and obtain the pattern (or vice versa). More sophisticated error
models exist which permit displacements (such as inserting/deleting
rows/columns) in the occurrences, and search algorithms for those
models (albeit with no rotations) have been developed for two and
more dimensions [BYN00]. It would be interesting to combine the
ability to manage those types of errors and rotations at the same
time.

Another future issue is the problem of scalings: the pattern and its
occurrence in the image may differ systematically in the color values,
or the absolute size (magnification) of the pattern may differ its occur-
rence. Incorporating the scaling invariance to the algorithms would
make them truly powerful tools of template matching.



Dissertations are not finished; they are abandoned.

— Frederick Brooks
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[AC00] A. Amir and G. Cǎlinescu. Alphabet independent and
dictionary scaled matching. J. Algorithms, 36(1):34–62,
2000.

[Ami92] Amihood Amir. Multidimensional pattern matching: A
survey. Technical Report GIT-CC-92/29, Georgia Insti-
tute of Technology, College of Computing, 1992.

[BBF95] S. J. Butcher, D. H. Bamford, and S. D. Fuller. DNA
packaging orders the membrane of bacteriophage PRD1.
EMBO Journal, 14:6078–6086, 1995.

[BM77] R. S. Boyer and J. S. Moore. A fast string searching
algorithm. Commun. ACM, 20(10):762–772, 1977.

133



134 References

[Bro92] L. G. Brown. A survey of image registration tech-
niques. ACM Computing Surveys, 24(4):325–376, De-
cember 1992.

[BYG98] R. Baeza-Yates and G. Gonnet. A fast algorithm for all-
against-all sequence matching. In Proc. String Process-
ing and Information Retrieval (SPIRE’98), pages 16–23.
IEEE CS Press, 1998.

[BYN00] R. Baeza-Yates and G. Navarro. New models and algo-
rithms for multidimensional approximate pattern match-
ing. J. Discret. Algorithms, 1(1):21–49, 2000.

[BYR93] R. A. Baeza-Yates and M. Régnier. Fast two-dimensional
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