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Classifiers for educational data mining

W. Hämäläinen and M. Vinni

1 Introduction

The idea of classification is to place an object into one class or category,

based on its other characteristics. In education, teachers and instructors are

all the time classifying their students for their knowledge, motivation, and

behaviour. Assessing exam answers is also a classification task, where a mark

is determined according to certain evaluation criteria.

Automatic classification is an inevitable part of intelligent tutoring sys-

tems and adaptive learning environments. Before the system can select any

adaptation action like selecting tasks, learning material, or advice, it should

first classify the learner’s current situation. For this purpose, we need a

classifier – a model, which predicts the class value from other explanatory

attributes. For example, one can derive the student’s motivation level from

her/his actions in the tutoring system or predict the students who are likely

to fail or drop out from their task scores. Such predictions are equally useful

in the traditional teaching, but computerized learning systems often serve

larger classes and collect more data for deriving classifiers.

Classifiers can be designed manually, based on expert’s knowledge, but

nowadays it is more common to learn them from real data. The basic idea is

the following: First, we have to choose the classification method, like decision
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trees, Bayesian networks, or neural networks. Second, we need a sample of

data, where all class values are known. The data is divided into two parts, a

training set and a test set. The training set is given to a learning algorithm,

which derives a classifier. Then the classifier is tested with the test set, where

all class values are hidden. If the classifier classifies most cases in the test set

correctly, we can assume that it works accurately also on the future data. On

the other hand, if the classifier makes too many errors (misclassifications) in

the test data, we can assume that it was a wrong model. A better model can

be searched after modifying the data, changing the settings of the learning

algorithm, or by using another classification method.

Typically the learning task – like any data mining task – is an iterative

process, where one has to try different data manipulations, classification ap-

proaches, and algorithm settings, before a good classifier is found. However,

there exists a vast amount of both practical and theoretical knowledge which

can guide the search process. In this chapter, we try to summarize and ap-

ply this knowledge on the educational context and give good recipes how to

succeed in classification.

The rest of the chapter is organized as follows: In Section 2, we survey

the previous research where classifiers for educational purposes have been

learnt from data. In Section 3, we recall the main principles affecting the

model accuracy and give several guidelines for accurate classification. In

Section 4, we introduce the main approaches for classification and analyze

their suitability to the educational domain. The final conclusions are drawn

in Section 5.
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2 Background

We begin with a literature survey on how data-driven classification has been

applied in the educational context. We consider four types of classification

problems which have often occurred in the previous research. For each group

of experiments, we describe the classification problems solved, type and size

of data, main classification methods, and achieved accuracy (expected pro-

portion of correct classifications in the future data).

2.1 Predicting academic success

The first group consists of experiments where the task was to classify the

student’s academic success in the university level. The objectives were to

predict drops-outs in the beginning of studies (Dekker et al., 2009; Superby

et al., 2006; Herzog, 2006), graduation in time (Herzog, 2006; Barker et al.,

2004), general performance (Nghe et al., 2007), or need for remedial classes

(Ma et al., 2000).

The data sets were relatively large (500–20 000 rows, in average 7200

rows), because they were collected from the whole university or several uni-

versities, possibly during several years. The number of available attributes

was also large (40–375), and only the most important were used. In addition

to demographic data and course scores, the data often contained question-

naire data on student’s perceptions, experiences, and financial situation.

All experiments compared several classification methods. Decision trees

were the most common, but also Bayesian networks and neural networks

were popular. The achieved accuracy was in average 79%, which is a good

result for so difficult and important tasks. In the largest data sets (> 15 000

rows), 93–94% accuracy was achieved.
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2.2 Predicting the course outcomes

The second group consists of experiments where the task was to classify the

student’s success in one course. The objectives were to predict passing/failing

a course (Zang and Lin, 2003; Hämäläinen and Vinni, 2006; Hämäläinen

et al., 2006; Bresfelean et al., 2008), drop-outs Kotsiantis et al. (2003), or

the student’s score (Minaei-Bidgoli et al., 2003; Romero et al., 2008; Mühlen-

brock, 2005). In most cases, the course was implemented as a distance learn-

ing course, where failure and drop-our are especially serious problems.

The data sets were relatively small (50–350 rows, in average 200), because

they were restricted by the number of students who take the same course.

Usually the data consisted of just one class of students, but if the course had

remained unchanged, it was possible to pool data from several classes.

The main attributes concerned exercise tasks and the student’s activity

in the course, but also demographic and questionnaire data were used. The

original number of attributes could be large (> 50), but was reduced to 3–10,

before any model was learnt.

A large variety of classification methods were tried and compared in these

experiments. The most common methods were decision trees, Bayesian net-

works, neural networks, K-nearest neighbour classifiers, and regression-based

methods. The average accuracy was only 72%, but in the best cases nearly

90%. The most important factors affecting the classification accuracy were

the number of class values used (best for the binary case) and at how early

stage the predictions were done (best in the end of the course, when all

attributes are available).
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2.3 Succeeding in the next task

In the third group of experiments the task was to predict the student’s success

in the next task, given her/his answers to previous tasks. This is an important

problem especially in computerized adaptive testing, where the idea is to

select the next question according to the student’s current knowledge level.

Jonsson et al. (2005); Vomlel (2004); Desmarais and Pu (2005) predicted

just the correctness of the student’s answer, while Liu (2000) predicted the

student’s score in the next task.

The data sets were relatively small (40–360 rows, in average 130). The

data consisted of students’ answers in the previous tasks (measured skill

and achieved score) and possibly other attributes concerning the student’s

activities in the learning system.

All experiments used probabilistic classification methods (Bayesian net-

works or Hidden Markov models). The accuracy was reported only in the

last three experiments and varied between 73% and 90%.

2.4 Metacognitive skills, habits, and motivation

The fourth group covers experiments, where the task was to classify metacog-

nitive skills and other factors which affect learning. The objectives were to

predict the student’s motivation or engagement level (Cocea and Weibelzahl,

2006, 2007), cognitive style (Lee, 2001), expertise in using the learning system

(Damez et al., 2005), “gaming” the system (Baker et al., 2004), or recom-

mended intervention strategy (Hurley and Weibelzahl, 2007).

Real log data was used in the first five experiments. The size of data varied

(30–950 rows, in average 160), because some experiments pooled all data on

one student’s actions together, while others could use even short sequences of
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sessions. The attributes concerned navigation habits, time spent in different

activities, number of pages read, number of times a task was tried, etc. Only

a small number of attributes (4–7) was used to learn models.

In Hurley and Weibelzahl (2007), a large set of artificial data was simu-

lated. Four attributes were used to describe the student’s metacognitive skills

(self efficacy, goal orientation, locus of control, perceived task difficulty). The

idea was that later these attributes could be derived from log data.

The most common classification methods were decision trees, Bayesian

networks, K-nearest neighbour classifiers, and regression-based techniques.

Classification accuracy was reported only in four experiments and varied

between 88% and 98%. One explanation for the high accuracy is that the

class values were often decided by experts using some rules and the same

attributes as the classifier used.

2.5 Summary

These 24 reviewed experiments give a good overview of the typical educa-

tional data and the most popular classification methods used.

In most cases the class attribute concerned a student, and there was just

one row of data per each student. In the university level studies, the size of

the data was still large, but in the course level studies, the data sets were

small (50–350 rows). Larger data sets were available for tasks, where each

sequence of log data was classified separately.

Typically, the original data contained both categorical and numeric at-

tributes. Often, the data was discretized before modelling, but sometimes

both numeric and categorical versions of the data were modelled and com-

pared. Purely numeric data occurred when all attributes were task scores or

statistics on log data (frequencies of actions, time spent in actions). How-
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ever, the task scores had often just a few values, and the data was discrete.

This is an important feature, because different classification methods suit for

discrete and continuous data.

The most common classification methods were decisions trees (16 exper-

iments), Bayesian networks (13), neural networks (6), K-nearest neighbour

classifiers (6), support vector machines (3), and different kinds of regression-

based techniques (10).

3 Main principles

In this section, we discuss the general principles which affect the selection

of classification method and achieved classification accuracy. The main con-

cerns are whether to choose a discriminative or probabilistic classifier, how to

estimate the real accuracy, the tradeoff between overfitting and underfitting,

and the impact of data preprocessing.

3.1 Discriminative or probabilistic classifier?

The basic form of classifiers are called discriminative, because they determine

just one class value for each row of data. If M is a classifier (model), C =

{c1, ..., cl} the set of class values, and t a row of data, then the predicted class

is M(t) = ci for just one i.

An alternative is a probabilistic classifier, which defines the probability

of classes for all classified rows. Now M(t) = [P (C = c1|t), ..., P (C = cl|t)],
where P (C = ci|t) is the probability that t belongs to class ci.

Probabilistic classification contains more information, which can be useful

in some applications. One example is the task where one should predict

the student’s performance in a course, before the course has finished. The
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data often contains many inconsistent rows, where all other attribute values

are the same, but the class values are different. Therefore, the class values

cannot be determined accurately, and it is more informative for the course

instructors to know how likely the student will pass the course. It can also

be pedagogically wiser to tell the student that she or he has 48% probability

to pass the course than to inform that she or he is going to fail.

Another example occurs in intelligent tutoring systems (or computerized

adaptive testing) where one should select the most suitable action (next task)

based on the learner’s current situation. Now each row of data t describes the

learner profile. For each situation (class ci) there can be several recommend-

able actions bj with probabilities P (B = bj|C = ci) which tell how useful

action bj is in class ci. Now we can easily calculate the total probability

P (B = bj|t) that action bj is useful, given learner profile t.

3.2 Classification accuracy

The classification accuracy in set r is measured by classification rate, which

defines the proportion of correctly classified rows in set r. If the predicted

class by classifier M for row t is M(t) and the actual class is C(t), then the

accuracy is

cr =
#rows in r where M(t) = C(t)

#rows in r
,

where #rows is an abbreviation for the number of rows.

The classification error in set r is simply the proportion of misclassified

rows in r: err = 1− cr.

If the class value is binary (e.g. the student passes or fails the course),

the rates have special names:
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predicted predicted

class c1 class c2

true true positive rate false negative rate

class c1
#rows where M(t)=c1=C(t)

#rows where M(t)=c1

#number of rows where M(t)=c2 6=C(t)=c1
#rows where M(t)=c2

true false positive rate true negative rate

class c2
#rows whereM(t)=c1 6=C(t)=c2

#rows where M(t)=c1

#rows where M(t)=c2=C(t)

#rows where M(t)=c2

If the accuracy in one class is more critical (e.g. all possible failures or

drop-outs should be identified), we can often bias the model to minimize false

positive (false negative) rate, in the cost of large false negative (positive) rate

(see e.g. (Witten and Frank, 2005)[ch. 5.7]).

When r is the training set, the error is called the training error. If r

has the same distribution as the whole population (e.g. all future students

in a similar course), the training error gives also a good estimate for the

generalization error. Unfortunately, this is seldom the case in the educational

domain. The training sets are so small that they cannot capture the real

distribution and the resulting classifier is seriously biassed. Therefore, we

should somehow estimate the generalization error on unseen data.

A common solution is to reserve a part of the data as a test set. However,

if the data set is already small, it is not advisable to reduce the training set

any more. In this case, m-fold cross-validation is a better solution. The idea

is that we partition the original data set of size n to m disjoint subsets of

size n/m. Then we reserve one subset for validation and learn the model

with other m− 1 subsets. The procedure is repeated m times with different

validation sets and finally we calculate the mean of classification errors. An

extreme case is leave–one–out cross-validation, where just one row is saved

for validation and the model is learnt from the rest n− 1 rows.

9



3.3 Overfitting

Overfitting is an important problem related to accuracy. Overfitting means

that the model has fitted to the training data too much so that is expresses

even the rarest special cases and errors in data. The resulting model is so

specialized that it cannot generalize to future data. For example, a data set

which was collected for predicting the student’s success in a programming

course contained one female student, who had good it-skills and self-efficacy,

and knew the idea of programming beforehand, but still dropped out the

course. Still, we could not assume that all future students with the same

characteristics would drop out. (In fact, all the other female students with

good self-efficacy passed the course.)

Overfitting happens, when the model is too complex relative to the data

size. The reason is that complex models have higher representative power,

and they can represent all data peculiarities, including errors. On the other

hand, simple models have lower representative power but they generalize

well to future data. If the model is too simple, it cannot catch any essential

patterns in the data, but underfits. It means that the model approximates

poorly the true model or there does not exist any true model.

Figure 1 demonstrates the effects of overfitting and underfitting, when

the model complexity increases. In this example, we used the previously

mentioned data set from a programming course. The attributes were added

to the model in the order of their importance (measured by Information Gain)

and a decision tree was learnt with ID3 algorithm. The simplest model used

just one attribute (exercises points in applets), while the last model used

23 attributes. In the simplest models both the training and testing errors

were large, because there were not enough attributes to discriminate the

classes, and the models underfitted. On the other hand, the most complex
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Figure 1: Effects of underfitting and overfitting. The training error decreases

but testing error increases with the number of attributes.

models achieved a small training error, because they could fit the training

data well. In the same time, the testing error increased, because the models

had overfitted.

In the educational domain, overfitting is a critical problem, because there

are many attributes available to construct a complex model, but only a little

data to learn it accurately. As a rule of thumb it is often suggested (e.g. Jain

et al. (2000); Duin (2000)) that we should have at least 5–10 rows data per

each model parameter. The simpler the model is, the fewer parameters are

needed. For example, if we have k binary-valued attributes, a naive Bayes

classifier contains O(k) parameters, while a general Bayesian classifier has in

the worst case O(2k) parameters. In the first case, it is enough that n > 5k

(10k), while in the latter case, we need at least n > 5 · 2k (10 · 2k) rows of

data. If the attributes are not binary-valued, more data is needed.
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In practice, there are two things we can do: 1) use simple classification

methods requiring fewer model parameters, and 2) reduce the number of

attributes and their domains by feature selection and feature extraction.

3.4 Linear and non-linear class boundaries

The main aspect of representative power is the form of class boundaries that

can be represented. Linear classifiers can separate two classes only, if they

are linearly separable, i.e. there exists a hyperplane (in two-dimensional case

just a straight line) that separates the data points in both classes. Otherwise,

the classes are linearly inseparable (Figure 2). It is still possible that only

few data points are in the wrong side of the hyperplane, and thus the error

in assuming a linear boundary is small. Depending on the degree of error, a

linear classifier can still be preferable, because the resulting model is simpler

and thus less sensitive to overfitting. However, some classes can be separated

only by a non-linear boundary and a non-linear classifier is needed.
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Figure 2: Linearly separable and inseparable class boundaries.
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3.5 Data preprocessing

Before the modelling paradigm can be selected, we should know what kind

of data is available. Typically, educational data is discrete-valued, either

numeric or categorical. The numeric values like exercise points are either

integers or represented with a low precision (e.g. 1/2 or 1/4 points). Log-

based data can contain also continuous values like time spent on a task or

average reading speed.

Real data is often incomplete in several ways. It can contain missing or

erroneous attribute values. Erroneus values are generally called noise, but

in some contexts noise means only measurement errors. Educational data

is usually quite clean (free of noise), because it is either collected automati-

cally (log data) or checked carefully (student’s scores). Missing values occur

more frequently, especially when we combine data from different sources. For

example, questionnaire data on students’ attitudes and habits could be com-

bined with their performance data, but it is possible that some students have

skipped the whole questionnaire or answered only some questions.

Outliers refer to data points which deviate significantly from the majority

so that they do not fit the same model than others. Outliers can be due to

noise, but in educational data they are often true observations. There are

always exceptional students, who succeed with little effort or fail against all

expectations.

The goal of data preprocessing is to improve the quality of data and

produce good attributes for classification. The main tasks are data clean-

ing, feature extraction, and feature selection. In data cleaning, one should

fill in the missing values and try to identify and correct errors. In feature

extraction, new attributes are produced by transforming and combining the

original ones. In feature selection, an optimal set of attributes is selected.
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The most commonly used feature extraction technique in educational

classification is discretization. In discretization, the range of numeric values

is divided into intervals, which will be used as new attribute values. In

the extreme case, all attributes can be binarized. For example, the exercise

points can be divided into two categories, low (0) and high (1). Even if

some information is lost, the resulting model can produce a more accurate

classification. The reason is that small variation in exercise points or exact

point values is not important, but the general tendency; if the student has

done a little or a lot of them. Generally, discretization smooths out the effect

of noise and enables simpler models, which are less prone to overfitting.

Feature selection can be done by analyzing the dependencies between the

class attribute and explanatory attributes (e.g. correlation analysis, infor-

mation gain, or association rules). Another approach is to use a learning

algorithm and select the most important attributes in the resulting classifier.

For example, one can first learn a decision tree and then use its attributes

for a K-nearest neighbour classifier (Witten and Frank, 2005).

Some techniques perform feature extraction and feature selection simulta-

neously. For example, in principal component analysis (PCA) (Jolliffe, 1986)

and independent component analysis (ICA) (Jutten and Herault, 1991) new

attributes are produced as linear combinations of the original ones. In the

same time, they suggest which of the new attributes describe the data best.

The dilemma is that the goodness of feature extraction and selection can-

not be evaluated, before the classifier is learnt and tested. If the number of

attributes is large, all possibilities cannot be tested. That is why all feature

extraction and selection methods are more or less heuristic. Overviews of fea-

ture extraction and selection techniques can be found in (Han and Kamber,

2006)[ch 3] and (Witten and Frank, 2005)[ch 7.1–7.3].
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4 Classification approaches

In the following, we will briefly introduce the main approaches for classifica-

tion: decision trees, Bayesian classifiers, neural networks, nearest neighbour

classifiers, support vector machines, and linear regression. The approaches

are compared for their suitability to classify typical educational data.

4.1 Decision trees

Decision trees (see e.g. Witten and Frank (2005)[ch 6.1]) are maybe the best-

known classification paradigm. A decision tree represents a set of classifica-

tion rules in a tree form. Each root–leaf path corresponds to a rule of form

Ti1 ∧ ...∧ Til → (C = c), where c is the class value in the leaf and each Tij is

a Boolean-valued test on attribute Aij .

The earliest decision trees were constructed by human experts, but nowa-

days they are usually learnt from data. The best known algorithms are ID3

(Quinlan, 1986) and C4.5 (Quinlan, 1993). The basic idea in all learning al-

gorithms is to partition the attribute space until some termination criterion

is reached in each leaf. Usually, the criterion is that all points in the leaf

belong to one class. However, if the data contains inconsistencies, this is not

possible. As a solution, the most common class among the data points in the

leaf is selected. An alternative is to report the class probabilities according

to relative frequencies in the node.

Decision trees have many advantages: they are simple and easy to un-

derstand, they can handle mixed variables (i.e. both numeric and categorical

variables), they can classify new examples quickly, and they are flexible.

Enlargements of decision trees can easily handle small noise and missing at-

tribute values. Decision trees have high representative power, because they
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can approximate non-linear class boundaries, even if the boundaries are ev-

erywhere piecewise parallel to attribute axes. However, it should be remem-

bered that the resulting model can be seriously overfitted, especially if we

have a small training set.

The main restriction of decision trees is the assumption that all data

points in the domain can be classified deterministically into exactly one class.

As a result all inconsistencies are interpreted as errors, and decision trees are

not suitable for intrinsically non-deterministic domains. One such example

is course performance data, where a significant proportion of rows can be

inconsistent. Class probabilities have sometimes been suggested as a solution,

but the resulting system is very unstable, because each leaf node has its own

probability distribution (Hand et al., 2002)[p. 346]. Thus, even a minor

change in one of the input variables can change the probabilities totally,

when the data point is assigned to another leaf node.

Another problem is that decision trees are very sensitive to overfitting,

especially in small data sets. In educational applications the future data

seldom follows the same distribution as the training set and we would need

more robust models. For example, Domingos and Pazzani (1997) recommend

to use naive Bayes instead of decision trees for small data sets, even if the

attributes were not independent, as naive Bayes assumes.

Often overfitting can be avoided if we learn a collection of decision trees

and average their predictions. This approach is generally called model averag-

ing or ensemble learning (see e.g. Valentini and Masulli (2002)). In ensemble

learning we can combine several models with different structures, and even

from different modelling paradigms. In practice, these methods can improve

classification accuracy remarkably.

Finally, we recall that learning a globally optimal decision tree is an NP-
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complete problem (Hyafil and Rivest, 1976). That is why all the common

decision tree algorithms employ some heuristics and can produce suboptimal

results.

4.2 Bayesian classifiers

In Bayesian networks (see e.g. Pearl (1988)) statistical dependencies are rep-

resented visually as a graph structure. The idea is that we take into account

all information about conditional independencies and represent a minimal

dependency structure of attributes. Each vertex in the graph corresponds to

an attribute and the incoming edges define the set of attributes, on which

it depends. The strength of dependencies is defined by conditional probabil-

ities. For example, if A1 depends on attributes A2 and A3, the model has

to define conditional probabilities P (A1|A2, A3) for all value combinations of

A1, A2 and A3.

When the Bayesian network is used for classification, we should first learn

the dependency structure between explanatory attributes A1, .., Ak and the

class attribute C. In the educational technology, it has been quite common

to define an ad hoc graph structure by experts. However, there is a high risk

that the resulting network imposes irrelevant dependencies while skipping

actually strong dependencies.

When the structure has been selected, the parameters are learnt from the

data. The parameters define the class-conditional distributions P (t|C = c)

for all possible data points t ∈ S and all class values c. When a new data

point is classified, it is enough to calculate class probabilities P (C = c|t) by

the Bayes rule:

P (C = c|t) =
P (C = c)P (t|C = c)

P (t)
.
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In practice, the problem is the large number of probabilities we have to

estimate. For example, if all attributes A1, ..., Ak have v different values and

all Ais are mutually dependent, we have to define O(vk) probabilities. This

means that we also need a large training set to estimate the required joint

probability accurately.

Another problem which decreases the classification accuracy of Bayesian

networks is the use of Minimum Description Length (MDL) score function for

model selection (Friedman et al., 1997). MDL measures the error in the model

over all variables, but it does not necessarily minimize the error in the class

variable. This problem occurs especially, when the model contains several

attributes and the accuracy of estimates P (A1, ..., Ak) begins to dominate

the score.

The naive Bayes model solves both problems. The model complexity

is restricted by a strong independence assumption: we assume that all at-

tributes A1, ..., Ak are conditionally independent, given the class attribute

C, i.e. P (A1, ..., Ak|C) =
∏k

i=1 P (Ai|C). This Naive Bayes assumption can

be represented as a two-layer Bayesian network (Figure 3), with the class

variable C as the root node and all the other variables A1, ..., Ak as leaf

nodes. Now we have to estimate only O(kv) probabilities per class. The use

of MDL score function in the model selection is also avoided, because the

model structure is fixed, once we have decided the explanatory variables Ai.

In practice, the Naive Bayes assumption holds very seldom, but still the

naive Bayes classifiers have achieved good results. In fact, Domingos and

Pazzani (1997) have shown that Naive Bayes assumption is only a sufficient

but not a necessary condition for the optimality of the naive Bayes classifier.

In addition, if we are only interested in the ranked order of the classes, it

does not matter if the estimated probabilities are biassed.
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C

A1 A 2 A k

Figure 3: A naive Bayes model with class attribute C and explanatory at-

tributes A1,...,Ak.

As a consequence of Naive Bayes assumption, the representative power of

the naive Bayes model is lower than that of decision trees. If the model uses

nominal data, it can recognize only linear class boundaries. When numeric

data is used, more complex (non-linear) boundaries can be represented.

Otherwise, the naive Bayes model has many advantages: it is very simple,

efficient, robust to noise, and easy to interpret. It is especially suitable

for small data sets, because it combines small complexity with a flexible

probabilistic model. The basic model suits only for discrete data and the

numeric data should be discretized. Alternatively, we can learn a continuous

model by estimating densities instead of distributions. However, continuous

Bayesian networks assume some general form of distribution, typically the

normal distribution, which is often unrealistic. Usually, discretization is a

better solution, because it also simplifies the model and the resulting classifier

is more robust to overfitting.

4.3 Neural networks

Artificial neural networks (see e.g. Duda et al. (2000)) are very popular in

pattern recognition, and justly so. According to a classical phrase (J. Denker,

quoted in Russell and Norvig (2002)[585]), they are “the second best way of
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doing just about anything”. Still, they can be problematic when applied

to educational technology, unless you have a lot of numeric data and know

exactly how to train the model.

Feed-forward neural networks (FFNN) are the most widely used type of

neural networks. The FFNN architecture consists of layers of nodes: one for

input nodes, one for output nodes, and at least one layer of hidden nodes.

On each hidden layer the nodes are connected to the previous and next layer

nodes and the edges are associated with individual weights. The most general

model contains just one hidden layer. This is usually sufficient, because in

principle any function can be represented by a three-layer network, given suf-

ficiently many hidden nodes (Hecht-Nielsen, 1989). This implies that we can

also represent any kind of (non-linear) class boundaries. However, in practice

learning a highly non-linear network is very difficult or even impossible. For

linearly separable classes it is sufficient to use a perceptron, a FFNN with no

hidden layers.

The learning algorithm is an essential part of the neural network model.

Even if neural networks can represent any kind of classifiers, we are seldom

able to learn the optimal model. The learning is computationally hard and

the results depend on several open parameters like the number of hidden lay-

ers, number of hidden nodes on each layer, initial weights, and the termina-

tion criterion. Especially the selection of the architecture (network topology)

and the termination criterion are critical, because neural networks are very

sensitive to overfitting. Unfortunately, there are no foolproof instructions

and the parameters have to be defined by trial-and-error. However, there

are some general rules of thumb, which restrict the number of trials needed.

For example, Duda et al. (2000)[317] suggest to use a three-layer network

as a default and add layers only for serious reasons. For stopping criterion
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(deciding when the model is ready), a popular strategy is to use a separate

test set (Mitchell, 1997)[111].

Feed-forward neural networks have several attractive features. They can

easily learn non-linear boundaries and in principle represent any kind of

classifiers. If the original variables are not discriminatory, FFNN transforms

them implicitly. In addition, FFNNs are robust to noise and can be updated

with new data.

The main disadvantage is that FFNNs need a lot of data – much more

than typical educational data sets contain. They are very sensitive to over-

fitting and the problem is even more critical with small training sets. The

data should be numeric and categorical data must be somehow quantized,

before it can be used. However, this increases the model complexity and the

results are sensitive to the quantization method used.

The neural network model is a black box and it is hard for people to

understand the explanations for the outcomes. In addition, neural networks

are unstable and achieve good results only in good hands (Duin, 2000). Fi-

nally, we recall that finding an optimal FFNN is an NP-complete problem

(Blum and Rivest, 1988) and the learning algorithm can get stuck at a local

optimum. Still, the training can be time consuming, especially if we want to

circumvent overfitting.

4.4 K-nearest neighbour classifiers

K-nearest neighbour classifiers (see e.g. Hand et al. (2002)[347-352]) repre-

sent a totally different approach to classification. They do not build any

explicit global model, but approximate it only locally and implicitly. The

main idea is to classify a new object by examining the class values of the K

most similar data points. The selected class can be either the most common
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class among the neighbours or a class distribution in the neighbourhood.

The only learning task in K-nearest neighbour classifiers is to select two

important parameters: the number of neighbours K and distance metric d.

An appropriate K value can be selected by trying different values and

validating the results in a separate test set. When data sets are small, a

good strategy is to use leave–one–out cross-validation. If K is fixed, then the

size of the neighbourhood varies. In sparse areas the nearest neighbours are

more remote than in dense areas. However, defining different Ks for different

areas is even more difficult. If K is very small, then the neighbourhood is

also small and the classification is based on just a few data points. As a

result the classifier is unstable, because these few neighbours can vary a lot.

On the other hand, if K is very large, then the most likely class in the

neighbourhood can deviate much from the real class. For small dimensional

data sets suitable K is usually between 5 and 10. One solution is to weigh

the neighbours by their distances. In this case, the neighbourhood can cover

all data points so far and all neighbourhoods are equally large. The only

disadvantage is that the computation becomes slower.

Defining the distance metric d is another, even a more critical problem.

Usually, the metrics take into account all attributes, even if some attributes

were irrelevant. Now it is possible that the most similar neighbours become

remote and the ”wrong neighbours” corrupt the classification. The problem

becomes more serious, when more attributes are used and the attribute space

is sparse. When all points are far, it is hard to recognize real neighbours

from other points and the predictions become inaccurate. As a solution, it

has been suggested (e.g. Hinneburg et al. (2000)) to give relevance weights

for attributes, but the relevant attributes can also vary from class to class.

In practice, appropriate feature selection can produce better results.
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The nearest neighbourhood classifiers have several advantages: there are

only two parameters to learn (or select), the classification accuracy can be

very good in some problems, and the classification is quite robust to noise

and missing values. Especially weighed distance smooths the noise in at-

tribute values and missing values can be simply skipped. Nearest neighbour

classifiers have very high representative power, because they can work with

any kind of class boundaries, given sufficiently data.

The main disadvantage is the difficulty to select distance function d. Edu-

cational data often consists of both numeric and categorical data and numeric

attributes can be in different scales. It means that we need a weighed distance

function, but also a large data set to learn the weights accurately. Irrelevant

attributes are also common in some educational data sets (e.g. questionnaire

data) and they should be removed first.

The lack of an explicit model can be either an advantage or a disadvan-

tage. If the model is very complex, it is often easier to approximate it only

locally. In addition, there is no need to update the classifier, when new data

is added. However, this kind of ”lazy methods” are slower in classification

than model-based approaches. If the data set is large, we need some index to

find the nearest neighbours efficiently. It is also noteworthy that an explicit

model is useful for human evaluators and designers of the system.

4.5 Support vector machines

Support vector machines (SVMs) (Vapnik, 1998) are an ideal method, when

the class boundaries are non-linear but here is too little data to learn complex

non-linear models. The underlying idea is that when the data is mapped to

a higher dimension, the classes become linearly separable. In practice, the

mapping is done only implicitly, using kernel functions.
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SVMs concentrate on only the class boundaries; points which are any way

easily classified, are skipped. The goal is to find the “thickest hyperplane”

(with the largest margin), which separates the classes. Often, better results

are achieved with “soft” margins, which allow some misclassified data points.

When the optimal margin is determined, it is enough to save the support

vectors, i.e. data points which define the class boundaries.

The main advantage of SVMs is that they find always the global optimum,

because there are no local optima in maximizing the margin. Another benefit

is that the accuracy does not depend on the dimensionality of data and the

system is very robust to overfitting. This is an important advantage, when

the class boundary is non-linear. Most other classification paradigms produce

too complex models for non-linear boundaries.

However, SVMs have the same restriction as neural networks: the data

should be continuous numerical (or quantized); the model is not easily in-

terpreted, and selecting the appropriate parameters (especially the kernel

function) can be difficult. Outliers can cause problems, because they are

used to define the class borders. Usually, the problem is avoided by soft

margins.

4.6 Linear regression

Linear regression is actually not a classification method, but it works well,

when all attributes are numeric. For example, passing a course depends on

the student’s points, and the points can be predicted by linear regression.

In linear regression, it is assumed that the target attribute (e.g. total

points) is a linear function of other, mutually independent attributes. How-

ever, the model is very flexible and can work well, even if the actual de-

pendency is only approximately linear or the other attributes are weakly
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correlated (e.g. Xycoon (2000-2006)). The reason is that linear regression

produces very simple models, which are not as risky for overfitting as more

complex models. However, the data should not contain large gaps (empty

areas) and the number of outliers should be small (Huber, 1981)[162].

4.7 Comparison

Selecting the most appropriate classification method for the given task is a

difficult problem and no general answer can be given. In Table 1, we have

evaluated the main classification methods according to eight general criteria,

which are often relevant when educational data is classified.

The first criterion concerns the form of class boundaries. Decision trees,

general Bayesian networks, FFNNs, nearest neighbour classifiers, and SVMs

can represent highly non-linear boundaries. Naive Bayes model using nomi-

nal data can represent only a subset of linear boundaries, but with numeric

data it can represent quite complex non-linear boundaries. Linear regression

is restricted to only linear boundaries, but it tolerates small deviations from

the linearity. It should be noticed that strong representative power is not

desirable, if we have only little data and a simpler, linear model would suf-

fice. The reason is that complex, non-linear models are also more sensitive

to overfitting.

The second criterion, accuracy on small data sets is crucial for the educa-

tional domain. An accurate classifier cannot be learnt if there is not enough

data. The sufficient amount of data depends on the model complexity. In

practice, we should favour simple models, like naive Bayes classifiers or linear

regression. Support vector machines can produce extremely good results, if

the model parameters are just correctly selected. On the other hand, decision

trees, FFNNs, and nearest neighbour classifiers require much larger data sets
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Table 1: Comparison of different classification paradigms. Sign + means that
the method supports the property, − that it does not. The abbreviations are
DT=decision tree, NB=Naive Bayes classifier, GB=general Bayesian clas-
sifier, FFNN= feed-forward neural network, K-nn=K-nearest neighbour
classifier, SV M=support vector machine, and LR= linear regression.

DT NB GB FFNN K-nn SV M LR
Non-linear boundaries + (+) + + + + −
Accuracy on small data sets − + +/− − − + +
Works with incomplete data − + + + + − −
Supports mixed variables + + + − + − −
Natural interpretation + + + − (+) − +
Efficient reasoning + + + + − + +
Efficient learning +/− + − − +/− + +
Efficient updating − + + + + − +

to work accurately. The accuracy of general Bayesian classifiers depends on

how complex structure is used.

The third criterion concerns whether the method can handle incomplete

data, i.e. noise (errors), outliers (which can be due to noise), and missing

values. Educational data is usually clean, but outliers and missing values oc-

cur frequently. Naive and general Bayesian classifiers, FFNNs, and nearest

neighbour models are especially robust to noise in the data. Bayesian classi-

fiers, nearest neighbour models, and some enlargements of decision trees can

handle also missing values quite well. However, decision trees are generally

very sensitive to small changes like noise in the data. Linear regression can-

not handle missing attribute values at all and serious outliers can corrupt

the whole model. SVMs are also sensitive to outliers.

The fourth criterion tells whether the method supports mixed variables,

i.e. both numeric and categorical. All methods can handle numeric attributes,

but categorical attributes are problematic for FFNNs, linear regression and

SVMs.

Natural interpretation is also an important criterion, since all educational
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models should be transparent to the learner (e.g. O’Shea et al. (1984)). All

the other paradigms except neural networks and SV Ms offer more or less

understandable models. Especially decision trees and Bayesian networks have

a comprehensive visual representation.

The last criteria concern the computational efficiency of classification,

learning, and updating the model. The most important is efficient classifica-

tion, because the system should adapt to the learner’s current situation im-

mediately. For example, if the system offers individual exercises for learners,

it should detect when easier or more challenging tasks are desired. Nearest

neighbour classifier is the only one which lacks this property. The efficiency

of learning is not so critical, because it is not done in real time. In some

methods the models can be efficiently updated, given new data. This is an

attractive feature because often we can collect new data when the model is

already in use.

5 Conclusions

Classification has many applications in both traditional education and mod-

ern educational technology. The best results are achieved, when classifiers

can be learnt from real data, but in educational domain the data sets are

often too small for accurate learning.

In this chapter, we have discussed the main principles which affect clas-

sification accuracy. The most important concern is to select a sufficiently

powerful model, which catches the dependencies between the class attribute

and other attributes, but which is sufficiently simple to avoid overfitting.

Both data preprocessing and the selected classification method affect this

goal. To help the reader, we have analyzed the suitability of different classi-
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fication methods for typical educational data and problems.
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