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Recommender systems can support everyday digital tasks by retrieving and recommending useful informa-
tion contextually. This is becoming increasingly relevant in services and operating systems. Previous research
often focuses on speci�c recommendation tasks with data captured from interactions with an individual ap-
plication. The quality of recommendations is also often evaluated addressing only computational measures of
accuracy, without investigating the usefulness of recommendations in realistic tasks. The aim of this work is
to synthesize the research in this area through a novel approach by (1) demonstrating comprehensive digital
activity monitoring, (2) introducing entity-based computing and interaction, and (3) investigating the previ-
ously overlooked usefulness of entity recommendations and their actual impact on user behavior in real tasks.
The methodology exploits context from screen frames recorded every 2 seconds to recommend information
entities related to the current task. We embodied this methodology in an interactive system and investigated
the relevance and in�uence of the recommended entities in a study with participants resuming their real-
world tasks after a 14-day monitoring phase. Results show that the recommendations allowed participants to
�nd more relevant entities than in a control without the system. In addition, the recommended entities were
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also used in the actual tasks. In the discussion, we re�ect on a research agenda for entity recommendation in
context, revisiting comprehensivemonitoring to include the physical world, considering entities as actionable
recommendations, capturing drifting intent and routines, and considering explainability and transparency of
recommendations, ethics, and ownership of data.

CCS Concepts: � Information systems � Users and interactive retrieval; Recommender systems; �
Human-centered computing� Human computer interaction (HCI);

Additional Key Words and Phrases: Proactive search, user intent modeling
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1 INTRODUCTION
Recommender systems are increasingly becoming an integral part of a person�s everyday digital
life by continuously monitoring and updating user models to recommend information that may be
useful without requiring explicit user actions [20, 36, 91]. Some recommender systems have taken
advantage of app-speci�c entities and data structures (such as movie recommenders), while other
recommenders operate across apps by using generic textual input (like predictive keyboards) but
they tend to recommend shallow textual structures. This work is targeting both cross-app input
and cross-app rich entities. Research in this area has produced over the past few decades examples
of implementation of similar systems, but remains unclear to which extent these are e�ective in
supporting people in realistic situations. Moreover, research should investigate their ability to infer
tasks and address their complexity to recommend the right information at the right time.
We present an approach for entity recommendation in every digital task, based on learning

from continuous image captures of the screen. Users are recommended information entities such
as people, applications, documents, or topics based on their current task.We evaluate the approach
in a study demonstrating the relevance and usefulness of recommendations.
Our aim is to de�ne entity recommendation in everyday digital tasks informed by previous con-

tributions, providing an approach and open challenges to consolidate and revise this area with a
research agenda. We propose for the approach the following core principles: comprehensive digi-
tal activity monitoring and entity-oriented computing and interaction. To validate this approach,
we present the implementation of a system based on these principles and investigate entity rec-
ommendation based on real-world everyday digital task data. More importantly, we conduct an
evaluation to measure the performance beyond relevance by quantifying the usefulness and in-
�uence of the recommended entities on user behavior. We use the term entity recommendation as
the central task of a recommender system is providing personalized recommendations based on a
user�s personal preferences and historical behavior [57, 96]. With the term �everyday� we denote
that the research is interested to move toward realistic studies. The hypothesis is that monitoring
the information entities displayed on the screen reveals information relevant to tasks and can be
useful in predicting user entities that are interesting and useful to the task the user is performing.
Evaluation approaches in this area have focused on the algorithmic e�ectiveness of information

retrieval and recommendationmethods [41], overlooking the in�uence of themethods on everyday
digital tasks [45] and with less appreciation for human�computer interaction (HCI) aspects
such as realistic task evaluation [44, 45, 65].
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To operationalize such research, we need a method that is general enough to perform user mod-
eling on a variety of everyday digital tasks. Instead of more traditional modeling approaches (e.g.,
[55, 74]) based on the logs of interaction events (e.g., the opening of a �le, the browsing of a
web page, or the execution of an application), which have limited access to semantic information
apart from a �le�s metadata, we propose an entity-centric strategy [4, 53]. The recent use of en-
tity approaches in search stems from semantic computing and from e�orts to create Internet-wide
knowledge bases and graphs to support semantic search. Entities are semantic data objects with a
collection of properties corresponding to real-world objects they represent, and they can be linked
to other entities [15, 71]. This allows for easier extraction of meaning from the user�s activity and
can thus be used to provide users with less ambiguous, actionable information.
The solution we employ uses digital activity monitoring capable of extracting the texts shown

on people�s computer screens. We use this rich source of context to extract relevant entities such
as documents, applications, people, and topics. To compute a model of relevant information to the
user, we implement an online machine learning method to learn about users� interest across all
entities by proactivelymonitoring users� digital activity inside the screen and/or interactivelymon-
itoring it through explicit feedback. The method exploits the information in thousands of screen
frames collected from the user�s screen to detect the context and to recommend novel entities
related to the current user task. The method is implemented in a system named EntityBot.
To understand the e�ectiveness and usefulness of recommended entities in everyday digital

tasks, we conducted a study using participants� real-life data and tasks. EntityBot was installed
on users� laptops for 2 weeks to conduct unsupervised learning of the entities� representation and
their relationship during actual work tasks. After this, users participated in an experimental ses-
sion resuming previous work tasks. EntityBot is set up as a separate screen where recommended
entities are visualized during users� work. Users may open recommended documents, applications,
and contacts or give feedback by selecting an entity that, in turn, performs an update on the model
and recommends new entities. Figure 1 illustrates this system setup. In the experiments, we use
a control condition to investigate the bene�t of the EntityBot system and verify, without visual-
ization and user feedback, to which extent the recommended entities are relevant and not already
present. The user study demonstrates the viability of the approach by showing the bene�t provided
by EntityBot in terms of discovering novel and relevant entities. More importantly, the results indi-
cate that the recommended entities were found to be useful and in�uenced the user tasks, leading
to improved user experience in completing the task. Our contributions include the following:

� an approach informed by previous work for Entity Recommendation for Everyday Digital
Tasks characterized by comprehensive digital activity monitoring and entity-oriented com-
puting and interaction;

� a study in realistic everyday digital tasks, answering the overlooked question of whether the
recommended entities are useful and impact user behavior.

In the discussion, we propose elements of a research agenda in terms of open challenges uncovered
by this approach and study. In the next section, we provide an overview of previous work and we
introduce the two principles at the core of our approach.

2 RELATEDWORK AND BACKGROUND PRINCIPLES
Recommendation systems are increasingly a�ecting users� everyday lives due to their ability to
help them �nd relevant information in the fast-expanding digital universe. They monitor contex-
tual signals to create and update a user pro�le, which is then used to provide users with infor-
mation tailored to their context (e.g., [39, 63]). Contextual signals may include page visits [104],
click-through data [19], or pre-search context [55], or a combination of behavioral signals [96].
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Fig. 1. An example where a user is drawing a picture for a scientific paper on the laptop (le�). The EntityBot
continuously extracts information from the user�s screen, in this case the picture (e.g., containing entities
EEG, STIM, ET, Adobe Illustrator, ...), and discovers the user�s evolving interest. It recommends entities in
real-time and displays them on a separate screen on the right (e.g., the related manuscript, other related
vector graphic files, or co-authors to contact and seek feedback on the figure) that could help with the task.

The evaluation of whether the provided information is actually useful and can in�uence users� be-
havior in real-world tasks has remained less studied [44]. In particular, a large body of research has
targeted algorithmic approaches that aim to retrieve or recommend relevant items to individual
users based on their context away from realistic task evaluation. [17, 19, 28, 39, 56, 62, 104].

Recommender systems do not require users to perform a speci�c action but leverage their con-
text and past interactions to anticipate their needs [55, 94] and provide themwith information that
is likely to be relevant in an automatic way. Ourwork focuses on such systems, more speci�cally on
recommender systems that operate just-in-time [77], meaning that aim at delivering information
at that moment when the user needs it, but without the user explicitly requesting it.
Such systems extract the context from the user�s data to form a representation of the current

user�s possible interests and predict contextually relevant information. Previous works have con-
sidered mainly speci�c tasks or speci�c user data for context (e.g., only email or browser data),
or focused more on conventional recommendation tasks predicting the value of immediate search
results after a query issued by a user by using speci�c behavioral signals. Entity recommendation,
based on analyzing the task context, can be seen as a mixed-initiative system [2]. This feature is
shared by some of the systemswe review here and by recent search bots [5, 100] and conversational
search agents, raising the question of the impact of such recommendations that are not initiated by
the user on the user�s subsequent behavior. Table 1 summarizes several attempts to create recom-
mendation systems or information retrieval based on context for a variety of tasks varying from
conventional web search [29, 55, 59, 94] to document writing and meeting preparation [28, 56, 109].
They mainly di�er in their ability to capture the context, in the type of information they provide
for the users, and in the extent to which they allow users to explicitly a�ect their models through
interactive feedback. This prior workmainly focused on how relevant document recommendations
could be provided within tasks that were either simulated [29, 56], or otherwise limited in scope
[77, 109], thus failing to provide a clear picture of the more interesting problem of understand-
ing how recommendations in�uence real-world tasks. Evaluations are typically conducted using
simulation studies on pre-existing data sets with the goal of measuring whether a novel algorithm
improves e�ectiveness or e�ciency over existing ones. Unfortunately, while such approaches have
led to major algorithmic improvements, they often provide only limited insights on the in�uence
of the methods on everyday digital tasks [45].
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Over the years, works have observed that advances in algorithmic e�ectiveness may sometimes
provide only little practical added value and have promoted evaluations based on usefulness and
more realistic tasks [17, 61, 74, 76]. Currently, the perception, use, and experience of recommen-
dations are important topics [87] as well as going beyond accuracy in the evaluation, for example,
in the case of recommender systems in the health domain [97]. We introduce a method for en-
tity recommendation that would be able to support people in a wide variety of everyday digital
tasks; in turn, this would permit studying the in�uence and usefulness of the recommendations
on everyday digital tasks with more rigor.
In this section, we �rst review Section 2.1 insights originating from earlier related systems with

a special focus on those supporting primary tasks. After this analysis (summarized in Table 1)
and informed by how previous work addressed how to monitor users and what types of items
should be recommended, we introduce two principles on which our approach is based. We intro-
duce comprehensive digital activity monitoring Section 2.2, brie�y introducing how digital activity
monitoring has evolved and proposing to model users more holistically by capturing everything
that is displayed on a computer screen. We �nally propose entity-based interaction Section 2.3
that generalizes how previous systems considered di�erent types of items to be recommended to
enable entities to be actionable and allow interaction for the user.

2.1 Related Recommendation Systems and Studies
Many existing studies in information-seeking research promote a view of the search activity as
something belonging to awider high-level task [46]. As a result, a large body of research has started
investigating novel ways to model the context of users and use such models to infer users� inter-
ests and search intents. This has led, for example, to the emergence of paradigms such as search
personalization, where the user�s task or search context is modeled [12, 93, 96] using previous
queries and page visits [104], or click-through data [19], or by modeling the immediate pre-search
context [55], or the task that motivates the information need [51, 66].

Proactive search [29] (or anticipatory search [60]) is a natural extension of search personalization
[96] with the explicit query step removed. Here, the user�s context is continuously beingmonitored
and the user model is being updated to anticipate the upcoming information need. An early exam-
ple of this paradigm is the Remembrance Agent [76] which monitors a user�s personal data (e.g.,
emails and text documents) and continuously displays a list of documents related to what the user
is doing now. Here, document relevance is simply estimated based on the frequency of common
words in the currently active text, and there is no long-term modeling. Letizia [59] is a similar
early example that provides automatic recommendations during web browsing. A more modern
application can be found in current smartphones (e.g., in the form of Google Assistant), which
tries to model not only short-term search intents but also long-term interests and habits based on
several months of collected data [36]. Here, user-speci�c context classes (e.g., tasks, interests, or
habits) are identi�ed from their search history. Another approach is to extract patterns related to
the time of the day [92](e.g., that a certain task is usually done in the morning) and use these to
anticipate resources the user will need at that time.
Researchers have also studied recommendations o�ered to users while they are performing

speci�c tasks. For example, in [17], contextual text and image queries are performed based on the
text written by the user in a word processing application, and, in [62], reference recommendations
are shown in a similar scenario. Other examples include showing personal documents related
to the current email being read or written by the user [28], or during authoring of a PowerPoint
presentation [61]. In [56], a more generic approach to capturing the search intent from the primary
task context is proposed. However, the experimental part mainly studies the writing task. Other
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Table 1. Comparison of Related Retrieval and Recommendation Systems

Recommended
Entities

Context
Extraction

Interactive
Feedback

Just-in-
time

Activity
supported

Evaluation of
usefulness

Letizia [59] Web
documents

Browsing
behavior No Yes Web search No

Remem-
brance
Agent [76]

Documents Emails and
written notes No Yes

Writing a
newspaper-style
article [77]

Subjective scores

Query-free
News Search
[40]

Web
documents Caption data No Yes News search No

Elliot and
Jose [29] Documents Browser On

keywords Yes Multi-session
search No

Koskela et al.
[56]

Web
documents

Text from
text editor

On
keywords Yes Document

writing

Number of
selected
recommendations

Watson [17]
Web
documents and
images

Text from
text editor
and browser

No Yes
Document
writing and web
search

Potential
usefulness of �rst
recommendation
(subjective scores)

SidePoint
[61]

Text snippets
and images

Text from
presentation
authoring
software

No Yes Presentation
writing

Qualitative
feedback on the
system (lab study)

CAPERS
[109] Emails Calendar No Yes

Meeting
preparation in
an enterprise

Number of
clicking and
hovering actions
(�eld experiment)

Reply With
[98]

Attachable
items in emails

Email
conversation No No

Assist users
with composing
emails

No

IQ [28] Documents,
people, topics Emails

On overall
quality of
results

Yes
Reading or
composing
emails

No

CAAD [74]
Documents,
applications,
email addresses

Apps that
make native
OS calls

Update
clusters of
context
structures

Yes

Computer-
based
information
work

Perceived
usefulness from
questionnaires and
interviews (�eld
experiment)

Vuong et al.
[102]

Documents and
keywords Any app No No

Task detection
and proactive
retrieval within
a closed set of
tasks

No

EntityBot
(our system)

Documents,
people,
applications,
and topics

Any app

One-click
explicit
feedback on
entities
(Optional)

Yes Everyday digital
tasks

In�uence of
recommendation
on tasks plus
interviews (�eld
data collection
followed by a lab
phase)

examples include recommending personal documents related to the current email being read or
written by the user.

In contrast to these earlier approaches, we propose a more general approach based on screen
recording, which is not restricted to a speci�c task or application. For example, unlike the
ACM Transactions on Computer-Human Interaction, Vol. 28, No. 5, Article 29. Publication date: August 2021.
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Remembrance Agent [76], which watches whatever is typed or read in a word processor to
recommend documents, our approach uses both system logs and textual context from any
application to recommend entities. Similar to [29] and [56] that support speci�c tasks and allow
users to a�ect the recommendation of documents through interactive feedback, we enable user
feedback on recommended entities, but we do so to support any digital task. Compared to other
approaches that monitor the context more comprehensively through logs of interaction events
[74, 83], we couple system logs with screen monitoring (SM) to also capture textual context
that might otherwise be missed. In addition to dramatically expanding the scope of its usage, our
approach also facilitates collecting data across most of the computer activities and thus enables
a more complete modeling of the entire HCI.
Contrary to prior work, we demonstrate a system that is used to study the relevance and

usefulness of entity recommendations in supporting a variety of heterogeneous everyday digital
tasks, with a particular focus on understanding the actual in�uence that recommended entities
have on tasks.
Prior studies have pointed out the need to more rigorously evaluate the usefulness of recom-

mended information [17, 77], as relevance does not necessarily correlate with usefulness. In [17],
to determine whether the sources returned by Watson were useful in the context of a particular
task, the authors asked six participants to send them a copy of the last paper they wrote, fed the
paper to Watson, and returned the �rst list of recommendations retrieved by the system to the par-
ticipants for subjective assessment of usefulness. Similarly, researchers have conducted qualitative
evaluations of usefulness: in Remembrance Agent, through subjective scores given by participants
[77], and in SidePoint, through qualitative feedback on the system [61]. Othermore quantitative ap-
proaches have considered interaction events such as the number of clicks on recommended items
as proxies of usefulness [56, 109]. Although these studies reveal potential bene�ts and challenges
in more realistic settings, they typically rely on simulated work tasks, thus failing to provide a
realistic picture of the actual in�uence of proactive recommendations in real-world situations.
The study that comes closest to our vision is presented in [74] with the evaluation of the CAAD

system. CAAD automatically generates task representations (as context structures) from the logs
of low-level interaction events. Contrary to most systems, CAAD captures context from most ap-
plications (i.e., those that make a native OS call). The researchers conducted an evaluation of the
system in the participants� working environment over the course of three days. In addition, the
researchers used questionnaires of perceived usefulness and interviews to gather qualitative feed-
back on the system. One limitation of the study was that some participants used applications that
did not make any native OS calls and were therefore invisible to CAAD. Although the study used
real-world tasks, it shared most of the limitations of other studies, including the missed opportu-
nity to measure the in�uence of recommendations on tasks and the overall focus on the perceived
accuracy of suggestions. All these studies also missed the opportunity to recommend semantically
rich items. This is a factor that a�ects the overall actionability of recommendations and, conse-
quently, their perceived usefulness.
In contrast, we study how entity recommendations can be useful in everyday digital tasks by

measuring their actual in�uence on people�s tasks both quantitatively and qualitatively through
an in-the-wild data collection followed by a lab phase where people resumed their real-world tasks.
Contrary to other studies, we also employ a system that can provide actionable entity recommenda-
tions through an entity-centric approach and the use of interactive feedback. As typical everyday
digital tasks require users to switch across several applications, our system is not con�ned to spe-
ci�c applications. By employing screen recording, our system is able to model task-related context
comprehensively, avoiding compatibility issues experienced in prior research [74].
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2.2 Comprehensive Digital Activity Monitoring
Sensing, collecting, and storing data on people�s activities have been the focus of a large body of
research [9, 22, 31�33, 68]. Both physical and digital activities have been monitored to study chal-
lenges related to proactive delivery of information, such as noti�cations [68], interruptibility [22],
and interaction [9]. More recently, research on digital activity monitoring and the prediction of
user behavior has typically focused on large-scale tracking (e.g., based on what people are sharing
on social media) [107, 110]. This mass-monitoring approach has important drawbacks, including
loss of privacy and lack of trust in the system [21]. In contrast, other lines of research have started
to investigate technologies that empower individuals to monitor their personal data, thus placing
the collection and analysis of data into the hands of the individuals themselves [24, 89]. The work
described in this article completes the picture by providing the modeling and user interaction for
facilitating this vision.
Most of the approaches mentioned so far have focused on monitoring speci�c applications or

other limited information sources. However, recent work [101, 102] has explored using screenmon-
itoring SM, which captures the entire visual content of the computer screen for task recognition.
Already early research found that techniques, such as latent semantic analysis [25], with a sim-
ple bag-of-words data representation, can be e�ective in detecting users� tasks and were helpful
for context-aware recommendations. This tracking �inside the screen� paradigm has the bene�t of
beingmore general, as any visually communicated information can potentially be captured and uti-
lized for building a richer task model. An approach similar in spirit, but more limited, is described
in [38], where seen text snippets are associated with �les opened at the same time.

Our work builds on the same idea of long-term SM, but we utilize an online machine learning
approach that learns about user search intents and information interest in real-time based on SM
and, if available, explicit feedback. Compared to previous user-modeling solutions, such as [36],
our approach through themodeling algorithm is fully personalized (trained independently for each
user), does not need to model the user�s actions (e.g., searching on the web or clicking an item in
an application), and is computationally inexpensive.

2.3 Entity-Based Interactions in Information Retrieval
In IR, entities are references to real-world objects or concepts (e.g., persons, places, movies, topics,
or products). In web searches, most emitted queries pivot around a speci�c entity [73]. This can
be seen as a generalization of the keyword concept used by previous systems, but with clearer
a�ordances in the computer interface (e.g., clicking on a people entity could initiate an action to
contact that person).
Entity-based queries in existing search engines result not only in a relevant entry (e.g., from

Wikipedia) but in a knowledge graph with relevant information and related entities, providing
quick links to further the exploration. Miliaraki et al. [67] studied the behavior of users of Ya-
hoo Spark, a system that recommends related entities alongside Yahoo Search results; the users
take advantage of the system to engage in exploratory entity search by discovering information
through successive clicks on recommended entities. Recent research work explores novel interac-
tion techniques through direct manipulation of displayed entities [3, 52, 54, 80]. These systems
display results as interactive objects that can be used as a query or part of a query in a new search.
The bene�ts of these entity-based approaches come mainly from their reliance on users having to
interact with the information they recognize (e.g., recommended or retrieved entities) over users
having to recall information (e.g., when typing a query). When providing both options, entity-
based systems have been shown to substantially reduce the need for typing, which makes them
especially useful for touch devices [52].
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In this article, we propose using entities as the basic unit for representing the user�s evolving in-
terests. Unlike other approaches for search intent visualization and manipulation mainly based on
keywords [82], we adopt an entity-centric approach. Entities allow the computation of a sophisti-
cated user model and, as discussed above, more actionable recommendations for the user. Entities
represent familiar real-world objects and concepts and could, as interactive objects, provide the
right a�ordances to interactively feedback on representations of their interest.

3 ENTITYBOT: IMPLEMENTING OUR APPROACH IN A SYSTEM
To study entity recommendation in everyday digital tasks, we implement the EntityBot system.
Below we describe the design goals that led to its main features.

3.1 Design Goals
�Entity-centric approach. Everyday digital tasks may require users to perform several actions,

such as opening a document, contacting a person, or searching for resources associated
with given topics [86]. Therefore, the items recommended by the EntityBot system were
not limited to documents but included various kinds of information entities�such as peo-
ple, applications, documents, and topics�that can be used to represent the task but also to
perform speci�c actions related to the tasks. Moreover, to make the recommended entities
more actionable, the user interface (UI) included hyperlinks that permit direct access to
the entities.

�Task-related context. Everyday digital tasks often require access to information that is dis-
tributed across several applications and services [13]. To study entity recommendation in
everyday digital tasks, we designed EntityBot with the capability to access task-related in-
formation across application boundaries. Unlike priorworkwith access to partial data, which
are only obtainable through prede�ned applications or services [42], EntityBot was designed
to function without the need for special application-dependent customization.

�Interactive feedback and learning. Complex search tasks are highly interactive [48, 64],
but current recommendation systems typically do not include support for interactivity
[17, 59, 61, 76, 109]. Allowing users to interactively a�ect the provided recommendations
[84] could improve the overall quality of recommendations [79, 84], but people may not al-
ways be willing to provide this kind of input [34, 103] if the mechanism is too orthogonal to
their current task. Therefore, we designed the EntityBot to provide users with the possibility
to a�ect the recommendation through interactive relevance feedback. While EntityBot can
properly work with implicit relevance feedback alone, its UI design includes easy mecha-
nisms to provide explicit relevance feedback on recommended entities when needed.

EntityBot recommends entities beyond application boundaries. From this point of view, it is
similar to Siri suggestions [7], which recommend people and applications mostly based on the fre-
quency of usage and routines. Most previous works (see Table 1) recommend information within
an application (e.g., email, web browsing). In Table 1 the closest is CAAD [74], which extracts �le
names, applications, and email addresses through operating system (OS) calls. EntityBot, in addi-
tion, operates entity extraction (EE) in processing on all text available in a given active window.
More importantly, most systems including Siri suggestions do not provide possibilities for explicit
user feedback. The practical implementation of the system consists of three main components.
A digital activity monitoring module extracts entities across application boundaries. An online
machine learning method learns about user interests in real-time based on SM data and, if avail-
able, explicit feedback. A UI presents the list of recommended entities. In this section, we describe
these three main components.
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3.2 Digital Activity Monitoring Module
Collecting real-life data and tasks is a prerequisite for making relevant recommendations. We
aimed for a methodology that is able to unobtrusively collect all possible digital activities on a
user�s computer. Capturing the text read by users on the computer screen o�ers great potential to
capture important information, including the visually communicated input and output (i.e., visual
content that is generated and presented to a user on a computer screen). Traditional approaches to
capturing text are based on Accessibility Application programming interface (APIs) [78, 99].
These APIs can identify the visible text in the UI [106]. Although reliability may di�er across plat-
forms, this is a viable approach that should be tested. We have opted for screen capture as it o�ers
further opportunities to process visual content and gives the research full control over the pro-
cessing of the data. Accessibility and other system-level APIs are generally insu�cient to process
content and analyze the interaction, as previous work has required additional data or sensors [10].
Whereas SM is capable of capturing all possible information across application boundaries. It is
also able to capture users� ongoing task-related context that can be used to infer their potential
intents and to recommend relevant information supporting users� tasks. Apart from audio, it cap-
tures all user inputs and presentation of content that occurs on the computer screen, providing
a rich documentation of the user�s interaction. Due to comprehensive logging mechanisms and
support for a variety of applications, we chose to use SM in the experiments. The digital activity
monitoring system is composed of four components: SM, optical character recognition (OCR)
system, EE system, and OS logger.

� SM captures screenshots of active windows at 2-second intervals or, alternatively, captures
the text read by the users on the screen. SM is developed into two versions: a Mac OS ver-
sion and an MS Windows version. We utilized the Core Graphics framework to implement
the Mac OS version and the Desktop App UI to implement the MS Windows version. Both
perform an identical function that saves the screenshots of active windows as images.

� OCR system detects and extracts text from the screenshots. We utilized Tesseract 4.0,1 which
is a commonly used and very accurate OCR implementation.

� EE system detects and extracts available entities from the OCR-processed screenshots. We
utilized the IBM Bluemix Natural Language Understanding API2 to extract two types of
entities that included people�s names and keywords.

� OS logger collects information associated with the screenshots recorded, such as names of
active applications, titles of active windows, available URLs of web pages, or available �le
paths of documents that are stored on the computer. In addition, the OS logger also collects
timestamps of when the screenshots are captured.

All OCR-processed screenshots, extracted entities, and collected OS informationwere encrypted
and stored as log �les on the laptops for further access in the later phase. The digital activity mon-
itoring system had a pause button that allowed participants to temporarily pause the monitoring
when they did not want to share some of their private activities.

3.3 Learning and Recommendation
The learning method receives the logged data from the digital activity monitoring (Section 3.2) and
prepares recommendations for display on the UI (Section 3.4). The user then may provide explicit
feedback on the recommended entities, which helps themethod to update the recommendations. In
our solution, the relationship between entities is established mainly based on their co-occurrence

1https://github.com/tesseract-ocr/tesseract/wiki.
2https://www.ibm.com/watson/services/natural-language-understanding/.
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