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Context Recognition in Infrastructure-free
Pedestrian Navigation - Towards Adaptive Filtering
Algorithm
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Abstract—In this paper, we study machine learning methods
for recognizing the motion context of a user of a infrastructurefree navigation system. Motion context is information about
whether the user is running, crawling or lying down, for instance.
This can be valuable information for the command and control
of a tactical or rescue operation, and it can also be used to adapt
the positioning algorithm accordingly in order to improve the
positioning result. We test our approach in collaboration with the
Finnish Defence Forces. With only about 5 minutes of training
data, we are able to detect the users motion context over 93 % of
the time using a Random Forest classifier. However, our tests show
that the performance of the classifier is highly dependent on the
user of the system. For this reason we experiment with different
classification algorithms in order to find a user-independent
classifier providing a good compromise between accuracy and
computational complexity. With a Naı̈ve Bayesian classifier, we
achieve 85 % detection rate in case when the training data is
not produced by the user. In addition, we demonstrate how the
motion recognition can be used to adjust the Zero Velocity Update
threshold in order to improve the performance of a footmounted
inertial navigation algorithm.
Index Terms—activity recognition, adaptive estimation, context
awareness, indoor navigation

I. I NTRODUCTION
N military or first response operations situational awareness
is critical for safety of life. Situational awareness is defined
as knowledge about environment and existing conditions, and
is also often known as context awareness [1]. Key part of
situational awareness is the knowledge of soldiers or first
responders location in often previously unfamiliar building.
Positioning with traditional methods in these situations is
challenging. Global Navigation Satellite System (GNSS) signals are degraded indoors, and one cannot expect to have a
working infrastructure-based navigation system, such as WiFi
positioning, to be available. Especially in tactical applications
there may be jamming or spoofing preventing the use of GNSS
positioning also outdoors, and there is no guarantee of having
a working infrastructure as for example the power lines may
have been disabled.
In our previous work [2] we evaluated the performance
of different sensor setups for the motion recognition and
selected the used sensor setup based on the results. Based
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on our earlier results, we chose to use Inertial Measurement
Units (IMUs), barometer, camera and sonar in a carry-on
situational awareness system [2]–[4]. In this paper we will
focus on two aspects of situational awareness, motion context
and location. We study methods to recognize user’s motion
context, such as whether the user is walking, running, crawling
or lying still, based on the wearable sensor readings. Reason
to find user’s motion context is twofold. First, information of
the user’s way of movement can be valuable to the command
and control of the tactical or rescue operation, especially if
the user is in distress. Second, the positioning algorithm can
be adapted according to the user’s movement. Pedestrian dead
reckoning (PDR) can be challenging if the user is crawling
instead of walking, and in that case the navigation algorithm
could be altered to be suitable for this kind of movement. In
this work we demonstrate adapting the positioning algorithm
according to two types of motion, walking and running.
In order to demonstrate the performance of our approach
in a realistic tactical situation, we conduct a test campaign
in collaboration with the Finnish Defence Forces. In the
tests soldiers perform exercises in a realistic setup with our
wearable sensors, without having any knowledge of how to
move in order to achieve a good navigation result.
In this work we aim for 80-90 % accuracy in motion
recognition, which in principle should be sufficient for context
adaptivity. However, such performance is obtained only when
the particular user of the navigation system has also provided
the data to train the classifier. Simply put, the performance
of a classifier is highly dependent of the user. In tactical and
rescue applications there generally is no time to gather training
data, and the system has to work immediately when don on
by the user. For that reason we study different classifiers in
order to find one that generalizes well regardless of the person
producing the data. Also, as an illustrative example we propose
a method to modify Zero Velocity Update (ZUPT) threshold
value based on whether the user is moving fast or slow. This
is shown to improve the performance of the footmounted
inertial navigation system. Furthermore, for future work we
will discuss how the motion context information could be
used in more challenging situations, such as when the user
is crawling.
This paper is constructed as follows: in Section II we
create the context of this paper and discuss related work. In
Section III we will describe the theoretical background of this
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work, and in Section IV we will describe how we apply this
background in practice. In Section V we present the tests we
conducted to verify our approach and the obtained test results.
Finally, in Section VI we will conclude our work and discuss
future work.
II. R ELATED WORK
In this section we will review publications that are related to
the work done in this paper. First we will discuss sensor-based
motion recognition, and second adaptivity in navigation.
A. Motion recognition
Choudhury et al. [5] describe a general activity recognition
system consisting of three main components: sensing module,
feature processing and selection module, and classification
module. Sensing module consists of different sensors, that can
either be attached to different parts of body or to be enclosed
in one casing. Feature processing and selection are done
programmatically based on the sensor outputs. Similarly, the
classification is done programmatically based on the computed
features.
Coincidentally, the navigation system used in our work
and described in Section IV utilizes mainly the same sensors
that have been used in research focusing solely on activity
recognition and not related to navigation. Accelerometers are
a common choice. Mannini et al. [6] study activity recognition
using accelerometers located at the test persons hip, wrist, arm,
ankle and thigh. Pärkkä et al. [7] use several kinds of sensors
including accelerometers, but also magnetometers, barometers,
and different kinds of physiological sensors such as heart rate
monitors. Most of the sensors in their research are located
in a rucksack carried by the test person. Maurer et al. [8]
test the classification accuracy using an eWatch located in
different body parts. The watch has an accelerometer, a light
sensor, a thermometer and a microphone enclosed. In their
paper, the motion recognition capability of a decision tree is
not significantly affected by the location of the eWatch, except
for ascending or descending stairs.
As smartphones are popular nowadays, several publications study activity recognition using sensors included in the
smartphone hardware, see for example [9], [10]. However, for
example in [5] it is discussed that sensors located solely on a
mobile phone or a similar single device may not be enough
to provide acceptable recognition accuracy. This is also true
for strapdown inertial navigation, however the accumulation
of sensor errors [11] can be mitigated using a footmounted
inertial sensor [12]. Wagstaff et al. [13] study activity recognition using a single footmounted IMU, and apply the activity
recognition result in footmounted inertial navigation. In this
paper we will use a similar approach as an illustrative example
of how to use the context information in navigation application. In addition, one interesting aspect of context recognition
is collaboration suggested by Mäntyjärvi et al. [14]. They
study how nearby devices, such as mobile phones, could
exchange individually obtained context information over an
ad hoc proximity network in order to reach a consensus of
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the existing situation. This resembles the way humans obtain
situational awareness.
It seems that in motion recognition tasks the raw sensor
outputs are not generally used as features, but are processed
further. Often the computed features are time domain features,
such as means, variances, medians or other statistical measures of the raw sensor outputs over some predefined time
period [8]. In addition, different frequency domain features,
such as frequency peaks and corresponding power estimates,
spectral centroids and spreads etc. [2], [5]–[7] are used.
However, obtaining the frequency domain features may be
computationally costly [8], which has to be taken into account
in resource-constrained applications [10]. Guinness [10] states
that usually it is not possible to determine the suitable set of
features in advance, and therefore feature selection is needed.
Different machine learning approaches, that are independent
of the application in question, can be utilized for feature
selection [15]. However, for example Pärkkä et al. [7] do
feature selection based on visual analysis of different features
and a priori information of the application. This approach can
yield good results, but may be problematic as features initially
assumed to be useful may turn out to be negligible [10].
The No Free Lunch Theorem [15] states that, in general,
no machine learning algorithm is better than other. Thus the
best suited algorithm for the problem at hand has to be found
through a process of trial and error, and depends on the
details of the chosen approach. In motion recognition, the
choice of sensors and their locations on the body, as well
as the chosen features computed from the sensor outputs, all
affect the performance of the machine learning algorithm. For
this reason a systematic comparison of different algorithms in
existing motion recognition research is challenging and not
necessarily meaningful.
Different variations of decision trees are one popular approach for motion recognition. Decision trees are computationally light to train and to use, and therefore a compelling
choice in resource-constrained applications such as tactical and
rescue operations. Pärkkä et al. [7] use both automatically
generated and custom made decision trees achieving over
80 % classification accuracy on average using leave-onesubject-out cross validation. Decision trees are also tested for
motion recognition in [6], [8], [10], for example, and in our
previous work [2]. Also for example Bayesian classifiers [6],
[8], [10], [16], Support Vector Machines [6], [10], [13], [16]
and artificial neural networks [7], [10] are tested. The temporal
nature of the movement should also be taken into account [5].
Mannini et al. [6] compare a Hidden Markov Model to other
machine learning approaches in motion recognition, whereas
Pärkkä et al. [7] apply median filtering to the consecutive
classifier outputs.
One key issue in training a classifier for motion recognition
is the generalization of the classifier from user to user. In
literature there are generally two different approaches; either
a separate classifier is trained for each user [6], [13], or a
classifier is trained with data obtained from multiple users [2],
[5], [7], [8], [10], [16]. In the research of Choudhury et al. [5]
data gathered from six to eight individuals usually resulted in
comparable classification accuracy also for new users of the
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system. They also discuss a partially unsupervised training of
a classifier in order to be able to obtain more training data
and to personalize the classifier. Parviainen et al. [16] suggest
a method to adapt the classifier parameters based on binary
input from the user. Unfortunately, none of these approaches
suit for tactical and rescue applications. Collection of labeled
training samples of a variety of motion contexts in a realistic
tactical setup and from several users can be too costly and time
consuming process. Also, in these situations there generally is
no time to collect personal training samples or to feed any
input to the system. For this reason, in this work we aim to
develop a motion recognition classifier, that is able to detect
the motion type of the user based on the training samples
obtained from another individual.
B. Adaptive navigation
The core idea in context adaptive filtering is that the
automatically recognized navigation conditions can influence
the filter calculations. For example, the navigation system
presented in [17] automatically determines whether it is better
to use GNSS or indoor localization, and whether a Kalman
filter can be used instead of a particle filter to conserve
processing power. The transition is seamless and requires no
input from the user. The motion context in tactical applications
can be very variable, so the algorithms designed for walking
motion are not necessarily suitable and may need to be adapted
according to the movement type [18].
Foxlin [12] developed a method to use a Zero Velocity
Update (ZUPT) in inertial pedestrian navigation. It is based on
the fact that if an IMU is placed on the foot of the user, during
each step the IMU will momentarily be stationary. When this
period of stationarity is detected, it can be used as a pseudo
measurement in computations to greatly reduce the cumulative
errors that are problematic in inertial navigation. The method
has been used successfully in many studies. Since the work of
Foxlin, numerous ways to detect these stationary periods have
been presented. The detection can be done, for example, by
measuring the acceleration values, which should be low when
the foot is in contact with the ground.
Instead of acceleration measurements, angular rate measurements or their mean values can also be used to detect
stationary stance as is done in [18]–[20]. Romanovas et al. [21]
do stationarity detection separately for both acceleration and
angular rate. Peltola et al. [22] use a threshold for acceleration
while walking, but switch to a threshold for pitch angle change
when climbing stairs. This is also an interesting example
of the use of context information in stationarity detection.
In [23] several detectors, including variation of acceleration,
magnitude of acceleration, angular rate energy and generalized
likelihood ratio test, have been derived and named Stance
Hypothesis Optimal detection (SHOE). The last two detectors
performed best in general, but during slow gait the magnitude
of acceleration can be a better indicator for ZUPT.
The key problem with ZUPT and pedestrian navigation
seems to be that there is no optimal detector for all circumstances. The results in literature are difficult to compare, since
different studies have used different metrics for accuracy. For
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example, navigation solution accuracy or stationarity period
detection accuracy have been used. Also, testing conditions are
often very different. Walder et al. [24] use an adaptive threshold that takes into account both velocity and acceleration. This
approach is tested with three types of motion: walking, running
and crawling. In [25] and [26] pedestrian gait segmentation is
used to identify different parts of the gait, such as foot rising
up, swing and the stationary period. In [13] the adaptation
to movement type is accomplished by first recognizing the
motion context with a machine learning approach, and then
the information is used to choose the correct threshold for
stationarity detection. Similar idea is studied later in this paper,
when the navigation measurements done for this work are
processed with different ZUPT threshold values. However,
we use different machine learning methods and different ZUPT
detector.
In this work we experiment with different machine learning
approaches, of which many have been studied in existing
literature on motion recognition. However, for training and
testing the classifiers we use data gathered in a realistic
proof of concept test scenario conducted in collaboration with
Finnish Defence Forces. It seems that in existing literature the
data is usually gathered either in a laboratory setup or in a
everyday life scenario, and realistic tactical data has not been
used. Moreover, in literature the classifiers are either trained
with data from several people, or a separate classifier is trained
for each test person. Neither of these approaches suits well for
tactical or rescue applications where time is of the essence.
Therefore we aim for a cost-effective method to train a userindependent classifier using training data produced by only
one person in a realistic tactical scenario. The tests presented
in this paper show that this may not be straightforward, as a
classifier trained with data from one person does not easily
generalize to another person, but with careful classifier design
the outcome can be improved. We also demonstrate how
applying motion recognition results to footmounted inertial
navigation decreases loop closure error in navigation tests
done, again, in a realistic tactical setup.
III. T HEORETICAL BACKGROUND
This section will discuss the mathematical methods and algorithms used in this work. More specifically, we will describe
the machine learning methods used in motion detection, as
well as the estimation methods used in navigation.
A. Pattern recognition
In this work we compare several types of classifiers for
pattern recognition. Some of these methods, as well as the
feature selection method used in this work, will be briefly
discussed in the following subsections. For more detailed
description the reader is referred to a pattern recognition
textbook, such as [15].
1) Feature selection: In feature selection the aim is to improve prediction performance and to seek a better understanding of the underlying process generating the data. A reduced
number of features usually results in better computational
performance in both classifier training and use. In addition,
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with a limited amount of training data and a large number
of features, feature selection is usually necessary in order to
avoid the curse of dimensionality [27].
In this work we use a so called One Rule (1R) -classifier
for feature selection, although there are also several other
options. The 1R-classifier is a one-level decision tree, in other
words it uses only a single feature for classification [28].
The performance of the classifier is tested using ten-fold
cross validation, and the feature is valued based on how large
amount of the samples is classified correctly using the feature
in question. The different features are then ranked based on
their performance, and a suitable number of features is used
to train a more sophisticated classifier. There is no simple
way to determine the sufficient number of features to be used,
as it depends on the application and the available amount of
training data, for example. Often the number is determined
through a process of trial and error.
2) Pattern classification: In this work we experiment with
several types of classifiers. This section will discuss the
classifiers that, based on the tests presented in Section V, we
consider most suitable for the target application.
A decision tree is a classifier that finds the class of a
sample by series of questions. The sequence of questions can
be presented as a directed tree, where starting from the root
node the nodes represent a question and the answer to that
question determines which branch one should follow to the
next question. Finally, the leaf node, from which there are no
more branches, tells the class of the sample [15].
In decision tree training the goal is to find at each node
a decision outcome, so called split, that best separates the
samples in different classes. This is usually done based on
some chosen measure of impurity. In the case of Random
trees or Random forests (being an ensemble of Random trees),
the features considered for a split are a randomly chosen
subset of the whole feature space. Furthermore, a Random
forest is constructed using a random subset of the training
samples for each tree. Forests trained with randomly chosen
inputs and features have been shown to produce good results
in classification tasks [29].
A Bayesian classifier is based on the Bayesian decision
theory, which is a fundamental statistical approach to pattern
classification problems [15]. Given a finite set of possible
classes and corresponding prior probabilities, a new sample
can be classified based on Bayes’ rule. The class of the
sample is the one that has the highest posterior probability
given the prior probabilities of each class and class-conditional
probabilities of the sample.
In practical applications the probability distributions usually
need to be estimated from data. One common method is
to assume that the data is normally distributed and to use
the sample mean and variance in modeling the distribution.
However, this will lead to problems if the data in fact is
not normally distributed. The distribution of the measurements
can be estimated using nonparametric methods, such as kernel
density estimation or discretization [30]. In this work we use
supervised discretization [31] to estimate the distributions of
different features. In supervised discretization the range of
feature values is divided into subsections using an information
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entropy minimization heuristic. For each class in the data, a
distribution is formed based on how large portion of the samples falls into each subsection, and applying Laplace smoothing [32]. This results in more descriptive density estimation
of the data, compared to assuming a normal distribution. It is
assumed that the features are conditionally independent, and
thus the Bayesian classifier is naı̈ve [15].
A Support Vector Machine (SVM) is a hyperplane that
separates the samples in different classes. The samples are
often preprocessed such that they are represented in a higher
dimension than the original data [15]. The transforming function can be for example a polynomial or be derived based
on domain-specific knowledge. The separating hyperplane is
defined using the support vectors. Support vectors are training
samples that all lie, in principle, from an equal distance from
the separating hyperplane. For good generalization of the
classifier the margins should be as large as possible. However,
all datasets are not linearly separable even after transformation
to a higher dimension. In that case it is still possible to train a
SVM with a slightly modified optimization scheme that finds
a compromise between a large margin and a small number of
training samples falling on the wrong side of the separating
hyperplane [33].
The SVM is trained by solving a certain optimization
problem, often utilizing quadratic programming (QP) [15],
[33]. However, in principle training an SVM using standard QP
techniques can be computationally demanding especially for
large datasets. Sequential Minimal Optimization (SMO) can
solve the QP problem for SVM training more efficiently [33].
A binary-class SVM can be generalized into multiclass classifier by training several binary SVMs, either one for each pair
of classes in the training data, or one to separate each class
from all of the other classes [15].
B. Footmounted Inertial Navigation
The classical strapdown mechanization of inertial navigation
is based on a numerical integration of gyroscope measurements to resolve the attitude followed by double integration
of accelerometer measurements to estimate the position, which
is well known to be susceptible to rapid position and velocity
error accumulation [11]. Integrated navigation systems traditionally employ a Kalman filter to estimate the evolution of
the inertial navigation errors based on position or velocity
updates from, e.g., GNSS. In this study, the filter estimates
the evolution of attitude, velocity, and position errors using
the traditional state-space model [11].
Footmounted inertial navigation hinges on the assumption
that during human gait, the foot is periodically at rest1 .
Detecting these stance phases from the sensor output makes it
possible to exploit the knowledge of stationarity as a pseudomeasurement; this method is commonly known as ZUPT.
Although only velocity updates are made, position errors are
mitigated considerably because of the high correlation between
these two. However, ZUPT cannot mitigate the accumulation
1 Existing studies suggest that the foot is not necessarily perfectly stationary
during the stance phase but may be subject to rotation [34], [35].
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of heading errors or any residual position error accumulation
when ZUPTs are applied [35].
Several algorithms to detect the foot stance phase have been
proposed based on various approaches, ranging from measurement variance thresholds to hidden Markov models [12], [23],
[26]. In this article, we use the angular rate energy detector
where the test statistic T is based on a time series of N
measurement vectors w(i), i = 1, . . . , N from a three-axis
gyroscope [23]:
T =

N
1 X w(i)> w(i)
N i=1
σg2

(1)

where σg denotes the standard deviation of gyroscope measurement noise (assumed equal for each measurement axis).
If the value of the test statistic T falls below a pre-defined
detection threshold T ∗ , the foot is determined to be stationary
and a ZUPT is triggered.
Determining suitable detector parameters is not a trivial
task: any choice of the detection window length N and the
detection threshold T ∗ leads to different detector behavior
under different types of motion: for instance, the higher foot
dynamics during running calls for a faster response time
(smaller N ) than when walking slowly, which in turn increases
the false detection (type I error) rate.
In this study we experiment with the size of the detection
threshold value for the angular rate energy detector described
above, and different movement paces. The foot-mounted inertial navigation algorithm is able to use a different threshold
for each processing step, but the detection window size is
kept unchanged. This allows the change of threshold every
time the movement type is changed. Here the threshold for
the navigation algorithm is defined in post-processing in order
to evaluate, whether the threshold must be changed for the
used footmounted inertial navigation algorithm to perform
optimally in tactical applications.
IV. M OVEMENT RECOGNITION AND ADAPTIVE FILTERING
METHODS

In this section we will describe how the methods discussed
in Section III are applied in practice in motion recognition
and adaptive filtering. The sensor readings should first be
passed through feature extraction and to the classification. The
obtained motion category should be passed to the navigation
algorithm with the sensor readings, that is then adapted according to the motion category in order to produce the positioning
solution.
A. Feature extraction from the sensors
The core sensors in our situational awareness system are the
ones used for navigation. The footmounted IMU and camera,
that is used as a visual odometer and visual gyroscope, are
used for horizontal positioning [4]. IMU and camera have
different error sources and thus complement each other in
sensor fusion. Sonar and barometer are used for vertical positioning [3]. As the barometer is enclosed with an IMU [36],
we also obtain accelerometer and gyroscope readings from
the backmounted sensor. In addition, our earlier research has

shown that motion recognition benefits from including features
computed from head- and bodymounted IMU outputs [2].
In order to do motion recognition we attempt to find a more
descriptive and compact representation of the data by computing different features from the raw sensor measurements. The
measurements are divided into one second frames, and the
movement category is assumed to stay the same during that
second. The different features are listed in Table I for each
sensor and sensor output used. In the table, componentwise
sensor output, such as Acceleration, componentwise, means
acceleration along all axes x, y and z separately. On the
other hand, magnitude of sensor output, such as Acceleration,
magnitude, means the total acceleration combined from all the
accelerations along different axes. Corresponding applies also
for other types of output.
The extracted features are means, variances, medians and
frequency related features. Our earlier research has found these
features to suit the problem at hand for example in [2]. Mean
of the raw sensor measurements, as well as the variance and
median, are taken over all of the given sensor measurements
over the one second period of interest. To extract the frequency
related features we first take the Fourier transform of the
measurements made during the one second period. After that
we choose 5 dominant frequencies as features, that is the
frequency components that have largest magnitudes, and the
corresponding magnitude values. In addition, we also calculate the distances between these dominant frequency peaks,
resulting in 4 frequency difference values.
Sonar and camera have very low sampling frequencies (8 Hz
and 10 Hz, respectively), and therefore Fourier transform
on the measurements from these sensors does not provide
significant information. For pressure, that is measured by the
backmounted sensor unit including barometer, we compute the
slope of the pressure in order to find whether it is increasing or
decreasing during the one second period. It is done by fitting
a line to the pressure values obtained during the one second
period of interest, 50 data points in total, and choosing the
slope value of the resulting line as a feature. We use the camera
for computing heading change and translation measurements
via vision aiding processing and evaluate the performance
using a Line Dilution of Precision (LDOP) method [37].
For cameras LDOP value we use 7 as a limit to determine
whether or not the computation of the visual odometer and
gyroscope values was reliable. If the LDOP is larger than 7,
the computations failed. That can happen for instance when the
test person is lying down on the ground and thus the camera
is facing the floor. The Computation OK -feature value is true,
if five or more of the LDOP values computed during the one
second of interest are smaller than 7, otherwise the value is
false.
B. Movement categories
The different movement categories used in this work are
based on the ones defined in our earlier research, for instance in [2]. However, the previously defined 14 motion
categories contain some less relevant classes, such as Rising
from crawling to standing or Getting down to crouching. The
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components
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Sensor

Frequency features

TABLE I
E XTRACTED FEATURES FROM DIFFERENT WEARABLE SENSORS .

the dominance of the larger-valued features, and reduce in its
part the classifier’s dependency on the user. Both training and
test data are processed in the same manner before training the
classifiers.
V. T ESTS AND TEST RESULTS
In this section we present the tests and the achieved test
results of motion recognition and adaptive filtering. The tests
show that motion recognition is fairly straightforward, when
all of the data is produced by the same person. However,
problems arise when the training data is not produced by
the end user. We also present results we achieved, when the
motion category information is used in footmounted inertial
navigation.
A. Test setup

×
×

×

duration of these movements is usually very short compared
to other categories, such as Walking. In addition, it can be
deduced that this movement happened if the detected motion
category changes from Crawling to Standing or from Standing
to Crouching, for example. Therefore, in order to be able to
detect the most relevant motion categories with good accuracy,
we reduced the number of different categories and modified the
existing ones. This resulted in 8 different motion categories,
that are listed in the first column of Table II.
C. Classifier training
All classifiers in this work are trained using a separate
training set. The classifiers are then tested using a different
test set, obtained from either the same person that produced
the training data or from another test person. Separate training
and test sets are used in order to avoid overfitting the classifier.
Even though for instance the Random Forest classifier’s
performance does not depend much on data preprocessing,
other classifiers can benefit from more careful handling of
the data. In principle this should aid especially in training
a classifier that is independent of the user of the system. In
preprocessing we first replace all of the missing values in the
data with the mean value of the corresponding feature in the
training data. Second, based on the training data, we scale
all of the feature values to range from 0 to 1. This can limit

Next we will describe the test equipment we used and the
data collection campaign.
1) Test equipment: Our test system consists of several
individual sensors connected to a RaspberryPi [38], a single
board computer for data collection. The test system can be
worn as a backpack type harness with the computer, inertial
measurement unit (IMU), downward pointing sonar range
finder and a portable battery attached on the upper back. The
IMU mounted to the back is a Xsens MTi-G-710 [36], which
also has an integrated air pressure sensor and a GNSS receiver.
The sonar is HRUSB-Maxsonar [39]. Another IMU unit is
attached to the test persons shoe on the instep of the foot and
a third unit is attached on the side of the head. These are
MIMU22BT type IMUs produced by Inertial Elements [40].
All sensors are connected with an USB cable to the computer.
Finally, a forward pointing video camera, equipped with its
own internal memory card, is attached on the center of the
chest.
The test setup during the second measurement campaign in
September was the same with three added IMUs. Both feet
were equipped with a wireless IMU unit in addition to the
existing MIMU22BT unit, and one wireless unit was attached
to the chest. These were Xsens Awinda [41] type IMUs with
integrated barometer and a wireless connection to a laptop
that recorded the data. In motion recognition tests we use the
MIMU22BT as a footmounted IMU, but in navigation tests we
use the wireless Xsens Awinda. The test equipment, worn by
one of the test persons, is displayed in Figure 1.
2) Data collection: The data collection campaign was
carried out in collaboration with the Finnish Defence Forces.
Similar tests were done in two separate sessions, one in February and another in September 2017. The test persons were
Finnish conscripts and thus did not have any knowledge of how
one should move in order to obtain a good navigation result.
This intentional or unintentional adjustment of movement can
happen when test persons are the ones conducting the research
themselves.
Navigation was tested in a building that had both small
confined hallways and one larger hall approximately 20 by
40 meters in size. The tests were performed so that two tests
persons traveled the same test route twice each. The route
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TABLE II
N UMBER OF SAMPLES IN EACH CLASS AND DATASET.
Motion category
Walking
Running
Crawling
Crouching
Lying down
Standing
Climbing up
Climbing down
Total

Fig. 1. Test person wearing the navigation equipment.

started outside, entered the building, traveled trough several
smaller rooms and a narrow hallway to a large hall, and
ended back outside on the same location where it started. For
the first round the test person was instructed to walk slowly
and stop occasionally on marked locations. This round is the
baseline for navigation algorithm to evaluate the performance
in uncomplicated conditions. On the second round the test
person traveled the exact same route, but moved at a faster
pace while occasionally sprinting short distances or stopping
to a crouching pose. The second round tested the navigation
algorithm in a more realistic conditions.
Data collection for motion recognition was done in the
following manner. First one test person wore the test equipment and moved in a controlled manner, such that for each
movement category approximately one minute of data was
collected. After that the same person moved freely in the same
space and was choosing independently the movement from
the predefined categories. Next the same test equipment was
moved to another test person, who then moved freely in the
same space in a similar manner than the first test person. The
amount of collected samples is presented in Table II.
B. Motion recognition tests
The motion recognition tests were done using the navigation
equipment measurements from two test persons, as described

Training set
53
39
37
40
34
79
20
17
319

Test set 1
35
39
35
14
2
4
4
133

Test set 2
32
65
33
22
25
15
14
14
220

in previous section. The feature extraction was done in the
manner described in Section IV-A. The amounts of resulting
training and test samples for each motion category are shown
in Table II. One test person produced both the Training set and
Test set 1, whereas another test person produced the Test set 2.
For both training and testing the classifiers we utilized WEKA
(Waikato Environment for Knowledge Analysis) [42].
1) Random Forest classifier test: We first tested the Random Forest algorithm described in Section III. Our previous
research has shown that the Random Forest algorithm suits
well for motion recognition purposes [2], as it performs well
and it is computationally light to train and use. With a
slightly different feature set and more carefully chosen motion
categories, we were able to further improve the classification
accuracy to the total of 93 % of correctly classified samples.
The confusion matrix is presented in Table III, where the
numbers are the percentage of correctly classified instances.
It should be noted that due to rounding errors the rows in the
confusion matrices do not always sum up to 100 %. The test
data set in this case did not contain any samples of crawling,
but 97 % of the crawling samples in the training data were
classified correctly when the classifier was tested using 10-fold
cross validation.
This good accuracy was achieved only when the test and
training data sets were produced by the same test person.
When using the same classifier to classify samples from
another person, the results were significantly worse. The
confusion matrix is presented in Table IV. Especially Crawling
is mixed with Crouching, and Climbing up and Climbing down
with each other, resulting in the classifiers total accuracy being
only 67 % of correctly classified samples. This result suggests
that personal moving styles affect the classifiers ability to
recognize different categories of movement.
2) Comparison of classifiers: Based on the results obtained
with the Random Forest classifier, we wanted to find a classifier that performs well independent of the user. Therefore we
preprocessed the data more carefully in the manner described
previously in this section.
After these preprocessing steps we experimented in WEKA
with different classifiers, classifier hyperparameters and sets of
features in order to find the best classifier for our application.
However, the hyperparameter optimization was not done in an
exhaustive manner since for some classifiers there would be
a nearly infinite number of different parameter combinations.
Based on these experiments we chose seven different classifiers, listed in Table V, for closer inspection. The classifiers
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TABLE IV
C ONFUSION MATRIX FOR THE Random Forest CLASSIFIER WHEN THE

Classified as

Climbing down

Climbing up

Standing

Lying down

Crouching

Crawling

Running

%

Walking

TRAINING AND TEST DATA WERE PRODUCED BY DIFFERENT PERSONS .

Walking 88 0 0 3 0 6 0 3
Running 5 91 2 2 0 0 0 2
Crawling 0 0 18 82 0 0 0 0
Crouching 5 0 14 82 0 0 0 0
Lying down 0 0 4 32 32 32 0 0
Standing 20 7 0 0 0 67 0 7
Climbing up 0 0 0 0 0 7 71 21
Climbing down 7 0 0 0 0 0 29 64
Actual class

were tested using the training and test data from different
persons. When applicable, such as with Random Forest, the
result is obtained by averaging 100 iterations each with a
different random number seed. Otherwise the classifier is
trained and tested only once.
The results from experimenting with different classifiers are
displayed in Table V. In the table there is the best achieved
percentage of correctly classified samples with each classifier
using either original or merged classes, and either with or
without feature selection. When feature selection was applied,
the number of selected features that gave the best achieved
performance is given in parenthesis. The feature selection
was done using the 1R-classifier described in Section III, the
original number of different features being 239.
The first column of Table V shows the accuracy of each
classifier with all features and motion categories. The kNearest Neighbors (KNN)-classifier (in this case k = 8) performs best with 77 % of correctly classified samples. Feature
selection, results presented in the second column, improves
the performance of some classifiers. For example, the Naı̈ve
Bayesian classifier classifies 70 % of the features correctly
using 74 features, whereas with all features only 64 % of the
samples are classified correctly. All classifiers do not benefit
from feature selection in terms of accuracy, but classifiers such
as Multilayer Perceptron (MLP) or KNN are able to achieve
similar or slightly better performance with a significantly

64
69
69
73
75
72
77

70
72
71
73
76
76
77

81
87
83
85
89
86
87

85
87
86
85
89
89
88

(74)
(173)
(170)
(209)
(236)
(34)
(24)

Test set

Merged,
feature selection

Naı̈ve Bayes
Random Forest
Random Tree
BayesNet
Support Vector Machine
Multilayer Perceptron
k-Nearest Neighbors
Classifier

Merged categories

Walking 100 0 0
0
0 0
0
0
Running 3 97 0
0
0 0
0
0
Crawling - - Crouching 0
0 0 100 0 0
0
0
Lying down 0
0 29 0 64 7
0
0
Standing 50 0 0
0
0 50 0
0
Climbing up 0
0 0
0
0 0 100 0
Climbing down 25 0 0
0
0 0 25 50
Actual class

%

Original,
feature selection

Classified as

Climbing down

Climbing up

Standing

Lying down

Crouching

Crawling

Running

%

Walking

THE TRAINING AND TEST DATA WERE PRODUCED BY THE SAME PERSON .

TABLE V
OVERALL PERFORMANCES OF DIFFERENT CLASSIFIERS . I N PARENTHESIS
THERE IS THE NUMBER OF SELECTED FEATURES IN EACH CASE .
Original categories

TABLE III
C ONFUSION MATRIX FOR THE Random Forest CLASSIFIER WHEN BOTH

(67)
(144)
(159)
(209)
(236)
(159)
(35)

reduced number of features.
3) Effect of merged categories: We also decided to test the
effect of merging some similar motion categories. Crawling
and Crouching were merged into Moving forward in a low
posture and Climbing up and Climbing down were merged
into Climbing. Crawling and Crouching are quite similar
movements, if considering from the situational awareness point
of view. Furthermore, in both movement categories PDR with
ZUPT does not work, so some other navigation algorithm
has to be used. One option that should be able to produce
location estimates for both Crawling and Crouching is inertial
navigation based solely on the backmounted IMU. Also, in
principle the performance of footmounted inertial navigation
should not be degraded by climbing, so recognizing the direction of climbing is not necessarily that crucial. However, when
considering situational awareness and SLAM the direction of
climbing may be needed. By using measurements from a wellpointed sonar it is possible to recognize the direction when
using stairs, as has been shown in [3]. In principle, this could
also be deduced from the foot-PDR, however, the navigation
algorithm output was not used here for classification.
Using the merged categories for Crawling and Crouching,
and Climbing up and Climbing down all tested classifiers
achieve 81-89 % of correctly classified samples. Applying
feature selection somewhat improves the performance of most
of the classifiers, but none exceed the accuracy of 89 % of
correctly classified samples.
4) Discussion: None of the tested classifiers really stands
out in terms of classification accuracy, as for each the best
achieved accuracy lies between 85 and 89 %. In these tests
the 4 % difference in accuracy means about 9 samples out
of 220. Therefore the choice of the classifier for the navigation
application in question depends on the performance in terms
of computational complexity of the classification phase. Also
the computational burden of feature extraction phase has to be
taken into account. Since the target application is a carry-on
situational awareness system, these things affecting the power
consumption need to be carefully considered.
The Support Vector Machine (SVM) or MLP look compelling in terms of accuracy. However, MLP has in this case 9
hidden layers, that combined with 159 features that need
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3
0
0
4
67
0

22
5
0
12
33
100

Slow movement
Fast movement
10

5

3

4

5

(c)

6
10

Running

Forward low

Lying down

Standing

Climbing

72
5
0
0
0
0

3
94
2
0
7
0

6
2
98
36
0
0

0
0
0
64
0
0

6
0
0
0
93
0

13
0
0
0
0
100

Classified as

Walking

Walking
Running
Forward low
Lying down
Standing
Climbing
Actual class

to be extracted result in a somewhat computationally costly
approach. The computational cost of the SVM is reasonable
even with a polynomial kernel, however it requires a large
number of features to be extracted. Furthermore, in this case
implementing a SVM for multiclass classification problems
requires training 15 binary classifiers.
The KNN performs quite well with a small number of
features (35). However, the practical implementation of a KNN
classifier involves storing a possibly large amount of labeled
samples. The sample that is to be classified has to be compared
against all of these in order to find the k labeled samples
closest to it. The computational cost of the classification phase
can thus be large, even though there exists methods that can
be used to reduce the computational burden [15].
Random Forest, Random Tree and BayesNet all perform
also quite well, but the number of features that provided the
presented results in these tests is somewhat large for all of
these. The Naı̈ve Bayesian classifier seems to be a good choice
in terms of computational complexity of the classification
phase and the number of needed features (67).
Table VI shows the confusion matrix for the Naı̈ve Bayesian
classifier. The density estimation for the class-conditional
probability density functions of the features was done using
supervised discretization described in Section III. The classifier recognizes Running, Moving forward in a low posture and
Climbing well. Lying down and Standing are not recognized as
well; Lying down is often mixed with Moving forward in a low
posture and Standing with Climbing. This is probably due to
the fact that people are rarely completely still when standing
or lying down, and thus these categories are easily confused
with more mobile but otherwise similar categories. Walking is

1

4

Person 2, left foot

10

2

3

4

5

6
10 4

ZUPT Treshold

15

(d) Person 2, right foot

10

5

0

%

5

0
2

ZUPT Treshold

15

(b) Person 1, right foot

10

0
1

TABLE VII
C ONFUSION MATRIX FOR THE SVM CLASSIFIER WHEN THE TRAINING AND
TEST DATA WERE PRODUCED BY DIFFERENT PERSONS .

15

Loop closure error [m]

0
0
0
52
0
0

(a) Person 1, left foot

Loop closure error [m]

Climbing

3
3
100
32
0
0

Loop closure error [m]

Standing

3
91
0
0
0
0

15

Loop closure error [m]

Lying down

69
2
0
0
0
0

Classified as

Forward low

Walking
Running
Forward low
Lying down
Standing
Climbing
Actual class

Running

%

Walking

TABLE VI
C ONFUSION MATRIX FOR THE Naı̈ve Bayesian CLASSIFIER WHEN THE
TRAINING AND TEST DATA WERE PRODUCED BY DIFFERENT PERSONS .

5

0
1

2

3

4

5

ZUPT Treshold

6
10

4

1

2

3

4

ZUPT Treshold

5

6
10 4

Fig. 2. Loop closure errors from the navigation test processed with different
values for ZUPT threshold. The blue lines represent the results from slow
movement and red lines from fast movement.

also often mixed with Climbing, which are quite similar except
that in climbing the movement happens up or down instead of
forward. For comparison, Table VII shows similar results for
the SVM classifier implemented with a normalized polynomial
kernel. Even though the overall accuracy of the SVM (89%)
is higher than the accuracy obtained with the Naı̈ve Bayesian
classifier (85%), it has similar issues with recognizing Lying
down, for instance.
C. Adaptive filtering tests
A test for different movement paces was performed to
demonstrate the use of context information in navigation. A
ZUPT based footmounted inertial navigation, also known as
foot-PDR, was performed for two different test sets from two
test persons. The stationarity detection is done comparing the
test statistic in Equation (1), computed with N = 4 and
σg = 0.15, against a threshold value. Different values for
the threshold are used for the two navigation tests performed
by two test persons on the same route as described above in
Section V-A2. Because the test persons wore a sensor on both
feet it was possible to process each test twice with different
data.
Results were processed for 12 different ZUPT threshold
values ranging from 5000 to 60000 at equal intervals. The test
route started and ended at the same location and we investigate
the loop closure error, which is the difference between the first
and last position estimates along the route. Each processing
round with a different threshold resulted in a slightly different
route, and the loop closure errors of these routes are plotted in
Figure 2. The blue line presents the loop closure errors for the
first round of testing and the red line for the second round of
testing. In three cases out of four the minimum loop closure
error is obtained from the first round with a lower threshold
value than from the second round. These optimal values are
presented in Table VIII.
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TABLE VIII
T HE OPTIMAL ZUPT THRESHOLD VALUES OBTAINED IN THE NAVIGATION
TEST.
Test
Test person 1 (left)
Test person 1 (right)
Test person 2 (left)
Test person 2 (right)

Optimal threshold value
Slow movement
Fast movement
50000
60000
40000
50000
50000
40000
20000
50000

In these two tests fast and slow movement have different
optimal thresholds for stationarity detection for loop closure
error. For example [13] goes into more detail on choosing
the correct threshold values. However, this test was done as a
proof of concept of tactical application navigation system. The
test was as close to a realistic scenario as possible in order to
show that, even under these circumstances, adaptive threshold
can reduce the loop closure error.
An interesting detail is that the left and right foot of the
same test person produce quite different loop closure errors,
this is especially clear for Test person 1 in Figure 2. This
may be due to slightly different placements of the sensors on
different feet, as other wireless IMU used in the navigation
tests was located on top of the enclosure of another footmounted IMU. Also, as people generally are either “leftfooted”
or “rightfooted”, there may be slight movement differences
between left and right leg of a person.
For slow pace even very small threshold values seem to
give good results. The ZUPT threshold should not be larger
than necessary in order to being able to observe most of the
stationary periods. If the threshold is larger than presented
here, there are more false positive detections of zero velocity,
which will result in the estimated route appearing too short.
This gives erroneous navigation results, even though it might
result in a smaller loop closure error. In these tests there was
no location reference available. High grade inertial navigation
reference system equipment was too heavy to allow realistic
user movement and the use of an application appropriate user
equipment. The test route was indoors, so satellite navigation
was not an option, and there were no other indoor navigation
systems available at the location. For this reason the loop closure error was used for evaluating the accuracy. Further study
of the effect of different threshold values to the navigation
with different movement types would include a more detailed
analysis of the accuracy.
VI. C ONCLUSIONS AND FUTURE WORK
In tactical and rescue operations the knowledge of soldiers
or first responders location can make the difference between
life and death. For this reason we have studied recognizing
user’s motion context based on the readings from the sensors
used for infrastructure-free navigation. The motion context
can be used to improve the performance of the navigation
algorithm in an adaptive manner. We presented an illustrative
example of modifying ZUPT threshold based on whether the
movement is fast or slow. The research is still ongoing, but
we have presented first steps towards an adaptive navigation
algorithm.
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We defined 8 different motion contexts that we want to be
able to recognize. These contexts support both the situational
awareness purposes and development of an adaptive navigation
algorithm. In order to test the performance of our approach we
conducted a test campaign in collaboration with the Finnish
Defence Forces.
The sensors used in infrastructure-free navigation are head-,
back- and footmounted inertial sensors, a barometer, a camera
and sonar. Coincidentally, especially the inertial sensors are
also commonly used in research focusing solely on motion
recognition. From the raw sensor readings we computed
numerous time and frequency domain features, that were then
used in different classifiers.
Previous research [2] has shown that Random Forests are
well suited for motion recognition, as they are computationally
light to both train and to use. Using a Random Forest classifier
we obtained over 93 % classification accuracy with only about
five minutes of training measurements, when both the training
and test data were produced by the same person. However,
our tests showed that if the training data is produced by
someone else than the end user of the system, the classification
performance degraded significantly to 67 %.
In order to find a user-independent motion recognition
method we preprocessed the data, merged some similar motion categories and applied feature selection. The classifiers
we chose to test achieved 85-89 % of correctly classified
instances. The differences are fairly small, so the choice
of the suitable classification method depends more on the
computational cost of the feature extraction and classification
phases rather than on differences in accuracy. SVM and MLP
perform well in terms of classification accuracy, however they
require a quite large number of features. KNN performs well
with a small number of features, but the classification phase
can be computationally too demanding. Based on the presented
results the Naı̈ve Bayesian classifier seems to be the best
option in terms of computational complexity.
We demonstrated how to use the motion context by experimenting with different ZUPT threshold values used in the
footmounted inertial navigation algorithm. The threshold was
modified based on whether the user of the system was moving
slow or fast. Our preliminary results show that the loop closure
error can be reduced when the motion context is recognized
and the navigation algorithm is modified accordingly. However, further study on adaptive navigation algorithm is needed.
Our results show that the performance of the footmounted
inertial navigation algorithm can benefit from adaptation, when
the user is either walking or running. However, there is a
need to adapt the method to use the motion context also in
other situations. Footmounted inertial navigation can not be
used if no steps are taken, such as when crawling. In this
case the algorithm could, for example, switch from foot-PDR
to inertial navigation using only the backmounted IMU. In
a similar manner, when the user is detected to be lying or
standing still, the navigation algorithm could seize processing
the sensor outputs until movement is again detected.
In principle, for an adaptive navigation algorithm the required motion recognition accuracy is between 80-90%, which
is achieved in this work. However, improving the classification
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method further is preferable as this accuracy requirement is
not yet verified. Improvements could be done, for instance,
by looking into modeling human movement and finding better, user-independent features from that field. More careful
class-conditional probability density estimation for different
features could also improve the performance of the Naı̈ve
Bayesian classifier. In addition, for Bayesian classification a
cost function could be developed. Regarding the adaptivity
options we discuss above, it is not as costly to mix Crawling
with Crouching as it is to mix it with Lying down, for
example. Based on this kind of reasoning the performance
of the Bayesian classifier could be further improved using a
custom-made cost function.
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