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1. Introduction
Our current understanding is that the indivisible particles of matter are quarks,
bound together by massless gluons. Quantum chromodynamics (QCD) is the the-
ory of strong interactions, describing this strange world at the length scale of around
10−15 meters. A peculiar aspect of QCD is that due to a property called color con-
finement, these quarks and gluons can never be directly observed at the macroscopic
level. Instead, they form composite particles known as hadrons. The familiar pro-
tons are composed of three quarks, namely two up quarks and one down quark. At
the Large Hadron Collider (LHC) these protons are accelerated to a velocity that
is slower than the speed of light only by a minuscule fraction. The real excitement
begins once these protons are collided together, and particles of even more extraor-
dinary nature emerge. Particle detectors, such as the Compact Muon Solenoid
(CMS), collect the signals and try to reconstruct the collision event to the best of
their abilities.

QCD leaves its signature all around proton collisions in the form of jets. They are
collimated sprays of particles, initiated by individual quarks and gluons as they gain
high extra momenta in the collisions. The accelerated quarks and gluons fragment
repeatedly into more quarks and gluons, eventually forming a cascade of hadrons.
Superficially, the measured jets initiated by gluons and the lightest three quarks
(known as up, down and strange quarks) are very similar. From a physical point
of view, they are however very different. Many interesting physics analyses and
precision measurements suffer from uncertainties emerging from the inability to
accurately distinguish between the two types of jets. This procedure of identifying
the jets is called quark/gluon discrimination.

In recent years, improvements in the research field of deep neural networks have
commenced a significant leap in the performance of machine learning methods and
brought the words ’artificial intelligence’ to everyone’s lips. In machine learning,
an algorithm learns how to perform a task purely from a training data set that
is presented to it. This is in contrast to classical programs, which are given ex-
plicit commands by the programmer. Several studies have shown that deep neural
networks are capable of achieving excellent jet identification performance and may
outclass the more traditional likelihood-based quark/gluon discriminators. In this
thesis, three different implementations of deep neural networks for quark/gluon dis-
crimination are studied. The study is done in the context of the CMS experiment.
A quantitative comparison of the quark/gluon discrimination models is presented
at the end.
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The structure of the thesis is the following. Chapter 2 begins with a brief overview
of the standard model of particle physics, followed by a description of quantum
chromodynamics and the process of simulating collision events. Chapter 3 delves
into the theory of machine learning and deep neural networks. The LHC accelera-
tor and the CMS detector are summarized in Chapter 4. Chapter 5 describes the
process of reconstructing collision events and jets at CMS. The deep neural network
implementations are presented in Chapter 6, followed by the results of the study in
Chapter 7. The conclusions are given and discussed in Chapter 8.



2. Particle physics theory

This chapter lays out the theoretical background for modern particle physics, the
simulation of particle collision events and the emergence of jets from those collisions.
First the standard model of particle physics is introduced and explained, with a
closer look at quantum chromodynamics, the component of the standard model
that describes the strong interaction. Then a few relevant conventional variables
and quantities that are used in collider physics are defined. In the last section of the
chapter, the step-by-step process of the modelling of collision events is presented in
necessary detail, ending with a description of the algorithmic clustering of observable
particles into jets.

2.1 Standard model of particle physics

The standard model of particle physics is, as its name suggests, the benchmark and
measuring stick to which all experimental results are compared. Any measurement
significantly deviating from the theoretical predictions based on the standard model
would indicate a possible discovery of new, unknown physical phenomenon. Steven
Weinberg, a pivotal contributor to its creation, offers in Ref. [1] a historical review
of how the standard model was conceived over the period of several decades. While
the theory was in many places assembled to fit experimental data, its remarkable
success comes from the subsequent predictions of then unobserved particles and
phenomena, which were later experimentally discovered.

The standard model is a relativistic quantum field theory, built upon the idea of local
gauge symmetries. Particles are interpreted as local excitations of specific quantum
fields. The standard model is a gauge group comprising of three symmetry groups
corresponding to three fundamental forces of nature:

SU(3)c × SU(2)L × U(1)Y , (2.1)

where the subscripts refer to specific quantum numbers carried by particles. The
non-Abelian Lie group SU(3)c describes the strong interaction between quarks and

3



2.1. STANDARD MODEL OF PARTICLE PHYSICS 4

Figure 2.1: The elementary particles of the standard model. Figure taken from Ref. [2].

gluons, with c indicating the color charge. The weak interaction is described by the
non-Abelian Lie group SU(2)L. Here L is in reference to the fact that only particles
of left-handed chirality interact weakly. The Abelian Lie group U(1)Y describes the
electromagnetic interaction. Y is called the weak hypercharge.

The generators of the symmetry groups are in the physical sense spin-1 gauge bosons,
which mediate the interactions between particles. Photons mediate the electromag-
netic interaction. W+, W− and Z bosons are the mediators of the weak interaction,
while the strong interaction is mediated by eight different gluons.

The matter particles in the standard model are spin-1/2 fermions. There are three
generations of fermions with each generation consisting of two quarks and two lep-
tons. The quarks are either of the positively charged up-type or the negatively
charged down-type. They are also split into two groups by their mass scale: there
are light quarks (up, down, strange) and heavy quarks (charm, bottom, top). A lep-
ton generation consists of a negatively charged particle and a corresponding neutral
neutrino.

The standard model is completed by the spin-0 Higgs boson, an observable con-
sequence of the spontaneous symmetry breaking of the electroweak vacuum. The
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Higgs field is coupled to the massive fermions and weak interaction bosons. It is
this coupling that essentially gives mass to the elementary particles of the standard
model. Figure 2.1 assembles together the known elementary particles.

Additionally, there are also antimatter particles, which are sometimes thought to
be separate particles, even though they are excitations of the same quantum fields.
They are charge conjugates of the matter particles. The charged particles and their
corresponding antiparticles are capable of annihilating each other.

A piece of puzzle glaringly missing from the current standard model is the quantum
theory of gravity. However, this absence is not detrimental to the theory’s excep-
tional ability to explain and give astonishing predictions of the nature’s ways in
phenomena where the quantum effects of gravity are negligible. Other fundamental
shortcomings of the standard model include the lack of explanation for the existence
of dark matter and the experimentally observed masses of the neutrinos. The asym-
metry between the amount of matter and antimatter in the observable universe is
also an unresolved problem of the standard model.

2.2 Quantum chromodynamics

Strong interaction is at the core of the proton-proton collision process and the subse-
quent emergence of jets. The theory of strong interaction is also known as quantum
chromodynamics (QCD), as the associated quantum numbers of quarks and gluons
are three color charges. The nomenclature originates from an analogue to the RGB
color model, in which the addition of red, blue and green results in white. QCD was
successfully conceived to simplify the theory of baryons (composed of three quarks
or antiquarks) and mesons (composed of a quark and an antiquark), together known
as hadrons. In terms of QCD, hadrons are colorless bound states of quarks.

QCD is based on the SU(3)c gauge symmetry group. A quark field has a color
index ranging from 1 to 3 representing the color charges. There are 8 gluons, which
carry different mixtures of color charges and can be represented by the linearly
independent Gell-Mann matrices. A gluon changes the color of a quark as it mediates
the interaction. The non-Abelian property of the symmetry group consequently
enables the interaction and color exchange between gluons themselves. The gauge
invariance of QCD requires gluons to be massless. Collectively, the quarks and
gluons are known as partons.

Two phenomenologically important properties of QCD are color confinement and
asymptotic freedom. The principle of color confinement is that we are able to
observe only color singlet states, meaning that there are no free color-charged partons
at macroscopic scales. Color confinement has not been theoretically proven, but
it is consistent with all empirical observations. At very high energies, or small
distances, the opposite occurs and partons effectively behave as free particles. This
is known as asymptotic freedom and it is a consequence of the running of the QCD
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coupling constant αs. Figure 2.2 shows experimental measurements and theoretical
predictions of the coupling constant as a function of momentum transfer Q. The
coupling gets asymptotically weaker as the energy increases, or equivalently as the
distance decreases.

Figure 2.2: Experimental evidence of the running of αs. Figure taken from Ref. [3].

The major challenge of QCD calculations at low energy scales is also illustrated
by Figure 2.2. Perturbation theory can be applied to quantum field theories by
expanding equations in powers of the coupling constants. For example, in the case of
quantum electrodynamics it has been the best framework for predicting the values
of observables. Perturbative expansions fail and break down when the coupling
constant becomes too large, which is what happens in QCD at low energy scales. In
this region, there are two common numerical non-perturbative approaches to solving
QCD. In lattice QCD, the theory is discretized and made solvable by considering
a lattice of points in time and space. This approach is however computationally
demanding and of limited usefulness in studying dynamic interactions. The second
approach is the construction of Monte Carlo models, which combine theoretical
perturbative models and phenomenological models motivated by empirical evidence.
This allows calculating the observables of a high energy collision event, in which
phenomena at both low and high energy regimes are relevant.
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2.3 Collider physics conventions

It it necessary to go over certain variables and quantities, which have become stan-
dardized in the field of collider physics. Firstly, the routine convention of natural
units c = ~ = 1 is used throughout this document. Therefore, the energies, mo-
menta and masses of particles all have the same dimensionality and are denoted in
the units of GeV.

The coordinate system used here is a right-handed one in which the origin is set in
the center of the particle detector, x-axis points towards the center of the circular
collider, y-axis is directly upwards from ground and z-axis is along the particle beam
pipe. As the (x, y)-plane is perpendicular to the beam, it is called the transverse
plane. The particle detectors are cylindrical in shape, so it is practical to use cylin-
drical coordinates. The polar angle θ is measured from the z-axis and the azimuthal
angle φ from the x-axis in the transverse plane.

A commonly used kinematic variable in collider physics is the pseudorapidity η,
which is the massless limit of rapidity y, defined as

y = 1
2 ln

(
E + pz
E − pz

)
, (2.2)

where E and pz are, respectively, the energy and longitudinal momentum of a physi-
cal object. Rapidity is a useful variable for the reason that the differences in rapidity
are Lorentz invariant under boosts in the z-direction. It can be shown that if E ≈ |p|,
then this can be expressed as the pseudorapidity

η = − ln
(

tan θ2

)
. (2.3)

The assumption of massless particles is justified as they are accelerated to such high
energies that their momenta far exceeds their masses. Pseudorapidity ranges from
0 to infinity, where 0 is perpendicular to the beam and infinity is along the z-axis.

In particle collisions, the cross section σ of an interaction corresponds to the proba-
bility of its occurrence. Cross section has the dimension of area and is expressed in
the unit of barns (1 b = 10−28 m2). Luminosity L is a quantity that characterizes
the number of interactions happening in the collision of two particle beams and has
the unit of b−1s−1 (often given in cm−2s−1). The multiplication of an interaction’s
cross section by luminosity gives the occurrence rate for that particular interaction
per unit time. If the interaction rate is integrated over time, it is possible to deter-
mine how many interactions of that sort are expected to have occurred. Since the
particles are collided at constant energies during data collection periods, the cross
sections of all interactions are constant, but the instantaneous luminosity varies.
Hence, the amount of integrated luminosity effectively indicates the amount of data
recorded by a particle detector.
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2.4 Collision event simulation

Running a collision experiment of the LHC’s scale is an expensive affair that requires
tremendous amounts of both material and human resources. Fortunately, the under-
lying physical processes that govern what happens in the accelerator, the collisions
and the detectors are known well enough, either at theoretical or approximative
phenomenological level, so that they can be simulated with a fraction of the cost.
Simulations are utilized in every stage of experimental particle physics: all the way
from the initial detector design phase to the final analysis of measured data. The
jets used in this study are extracted from simulated collision events.

This section outlines in a logical order the multi-step procedure used in the simula-
tion of proton-proton collisions. Starting from the initial scattering event with the
highest momentum transfer, complications are successively added to the simulation
until the result is sufficiently close to a real collision event measured by a detector.
After describing the procedure, a few established event generator and detector sim-
ulation software are introduced. The section ends with a description of how jets are
clustered from the reconstructed event, allowing an unambiguous definition of an
observable jet. With quark/gluon jet discrimination in mind, this section focuses
on simulations where standard model QCD jets are produced and thus ignores, for
example, the kinds of collision events with W or Higgs boson production. Figure 2.3
depicts the different stages of the collision event simulation procedure.

Figure 2.3: A schematic diagram of the proton-proton collision event simulation procedure. The
different stages of the simulation chain are in their own colors. The two red blobs represent the
incoming protons. The black circle in the middle is where the main interaction happens. From
there, partons fly out with high transverse momenta. The color-charged partons radiate gluons,
which split into quark-antiquark pairs or radiate more gluons. The result of the iterative process
is a parton shower, shown in brown. At each step of the parton shower process, the particles give
up energy, until the hadronization scale is reached and the partons start to form hadrons. This
hadronization process is shown in yellow. The remnants of the protons are also color-charged, so
they undergo radiative processes and produce the underlying event, shown in green. Figure taken
from Ref. [4].
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2.4.1 Hard scatter

Collision event simulation begins with the modeling of the initial collision of two
protons. At the center of a collision is the hard scatter process, which is called such
because it is where the highest momentum transfer occurs. Hard scatter is the single
most characteristic feature of a collision event. In order to model the hard scatter
process correctly, an accurate description of a proton is first needed.

Protons are composite particles of two up quarks and one down quark. To be more
precise, these are the valence quarks of a proton, which constantly interact through
gluons. The presence of gluons allows spontaneous emergence of quark-antiquark
pairs. These are called the sea quarks. This means that a proton is in fact a
profoundly complex particle that can appear remarkably different depending on the
energy scale at which it is observed. The composition of a proton needs to be
probed experimentally, since there are no theoretical predictions for it. The proton
is described by a set of parton distribution functions (PDFs). For each parton i
there is a PDF fi(x,Q2), where x is the longitudinal momentum fraction that the
parton carries of the composite particle and Q is the momentum transfer of the
interaction. While the PDFs themselves cannot be determined from first principles,
once a set of PDFs is measured, their evolution in Q is given by the Dokshitzer-
Gribov-Lipatov-Altarelli-Parisi (DGLAP) differential equations [5–8]. Due to being
derived from experimental data, PDFs are a fundamental source of uncertainties in
the simulation process, most notably in the region of low x.

The initial state partons involved in the hard scatter process are sampled from the
PDFs at a predetermined energy scale Q using Monte Carlo methods. The cross
section for the process ij → kl is then given by the integral equation

σij→kl =
∫ 1

0

∫ 1

0
dxidxjfi(xi, Q2)fj(xj, Q2)σ̂ij→kl, (2.4)

where σ̂ij→kl is the parton-level cross section of the process and is proportional to
the corresponding matrix element. The matrix element may be calculated using
perturbation theory. In common hard scatter simulations, the calculation is limited
to the leading order (LO) or the next-to-leading order (NLO) of the perturbative
expansion.

The hard scatter process leaves the collision in a state where only two partons of
the protons have interacted, often at high momentum transfer. The result is a state
with a few partons flying off the center of the collision and the rest of the implicit
colliding protons still untouched. The simulation requires several more steps for it
to be realistic and able to give observable predictions.
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2.4.2 Parton shower

After the hard scatter process has been simulated, additional radiation is added to
the scattering. The color-charged partons radiate gluons (g → gg, q → qg), which
in turn may then split to a pair of quarks (g → qq̄) or further radiate more gluons.
Figure 2.4 illustrates these basic QCD splittings. Quarks might also emit photons
(q → qγ). The emission of such particles as W bosons would change the nature of
the collision event to such extent that they are ignored here. Additional radiation
can be simulated by two methods: either by exact calculation of the matrix ele-
ment of each branching or by an approximative method, called the parton shower
modeling. The calculation of matrix elements becomes computationally infeasible
as the number of branchings increases, whereas there is no upper limit when using
the parton shower model, which doesn’t rigorously compute the matrix elements.

In the parton shower model, the partons iteratively branch off and evolve until some
threshold for a chosen evolution parameter is reached. The resulting cascade of
partons is what is called the parton shower. Additional complexity to the modeling
arises from the fact that the initial partons may also radiate. These two types of
radiation are called initial state radiation (ISR) and final state radiation (FSR).
With the hard scatter process as the starting point, FSR evolves in the forward
direction of time, while ISR evolves backwards.

Figure 2.4: Diagrams of the basic quark and gluon splitting processes.

The branching of quarks and gluons can be modeled using the DGLAP equations.
In the collinear limit, the differential probability of a→ bc splitting is

dPa→bc = αs
2π

dq2

q2

∫ 1−Q2
0/q

2

Q2
0/q

2
dz Pa→bc(z), (2.5)

where Pa→bc are called splitting functions and z is the fraction of momentum carried
by one of the final state partons. The other parton carries the remaining fraction
1 − z due to momentum conservation. The parameter q2 = z(1 − z)E2θ2 is called
the virtuality of the parent parton and Q2

0 is some cutoff. E is the parent parton’s
energy and θ the angle between the two final state partons. For the relevant QCD
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splittings, the spin-averaged splitting functions are

Pq→qg = CF
1 + (1− z)2

z

Pg→gg = CA
z4 + 1 + (1− z)4

z(1− z)
Pg→qq̄ = TR(z2 + (1− z)2),

(2.6)

where CA ≡ Nc = 3, CF ≡ N2
c−1

2Nc
= 4

3 and TR = 1
2 are algebraic relations of

the SU(3)c group. In this context, they are also called the color-factors. In the
q → qg and g → gg splitting functions, z denotes the momentum fraction carried
by the gluon. As z → 0, the probability of the emission of infinitely soft gluons
diverges. Here softness refers to low momentum, and this phenomenon is called
infrared divergence. Equation (2.5) also exhibits divergent behavior as θ → 0,
which is collinear divergence.

The ratio CA/CF = 9/4 is noteworthy. Gluon splittings are determined by CA and
quark splittings by CF . Considering a hard scatter process which results in a quark
or gluon with high transverse momentum, the gluon with its higher color-factor
fragments more intensely. Thus, in average, a gluon produces a parton cascade of
higher multiplicity in comparison to a quark.

Event simulation software differ in how the parton shower model is implemented and
which evolution parameter is used. The main requirement is that in the collinear
limit of parton splitting, the parton shower model should coincide with the DGLAP
equations. The phase space can be parametrized in different ways, which all give the
same results in the collinear limit, but differ in other regions. Three collinearly equiv-
alent parametrizations are angularity (θ), virtuality (q) and transverse momentum
with respect to the parent parton’s direction of motion (kT ), since dθ2

θ2 = dq2

q2 = dk2
T

k2
T

as θ → 0. Here k2
T = z2(1− z)2E2θ2. In order to connect the branchings correctly,

they need to be ordered by the evolution parameter. Hence, we get the common
event generation terminology referring to angular, virtuality and kT -ordering.

The modeling of the parton shower is admittedly a complicated process that requires
careful consideration. More thorough examinations of the many intricacies of the
parton shower model can be found, for example, in Ref. [9–11]. In light of the
eventual formation of observable hadronic jets, parton shower plays an essential role
in increasing the particle multiplicity to a realistic level.

2.4.3 Hadronization

Hadronization of the final state parton showers is a direct consequence of the color
confinement and asymptotical freedom properties of QCD, and the step that brings
the event simulation to a scale that is possible to be observed experimentally. As its
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name implies, the hadronization process connects the color-charged partons together
to form color-neutral hadrons. The transition from partons to hadrons happens at
some hadronization scale Qhad, which corresponds to the infrared threshold used for
the evolution parameter in the parton shower modeling. It is a non-perturbative
process, meaning that the exact mechanism is unknown. Thus theoretically and
observationally motivated phenomenological models are utilized. Currently there
are two commonly used hadronization models: the Lund string model [12, 13] and
the cluster model.

The Lund string model is based on the linear confinement of color-charged partons.
The static potential between two color-charged particles is simulated by combining
a Coulomb-like potential term with a confining linear potential term [14]. In the
Lund string model, the distances are of such magnitude that the Coulomb term is
neglected, so the potential is of the form V (r) ∼ κr. The coefficient κ is analogous to
string tension with a value of order 1 GeV/fm. Color-connected partons are thought
to have a color flux tube between them, which acts like a string that stretches as
the distance between the two partons increases. When the stored potential energy
exceeds the order of a hadron’s mass, the tension in the string can be resolved by the
emergence of a hadron from the vacuum, which breaks the string into two. Gluons
and quarks are different in the sense that a gluon is attached to two flux tubes,
whereas quarks are attached only to one. The consequence is that the presence of
highly energetic gluons induces more intense hadronization.

There are a few separate cluster hadronization models, but they are all based on a
so-called preconfinement property of perturbative QCD [15]. At each point of the
simulation of the parton shower, the partons can be divided into color-neutral clus-
ters. The invariant mass distribution of the clusters is independent of the scale of the
hard scatter when the parton shower evolution parameter is well below it. There-
fore the invariant mass distribution depends only on the threshold of the evolution
parameter. In each cluster, gluons are split into quark-antiquark pairs and hadrons
are then formed from all the final state quarks. Figure 2.5 shows a visualization of
the two hadronization models.

As the hadronization models operate in the non-perturbative region of QCD, they
are not, strictly speaking, physical. However, for practical purposes they perform
well enough to be useful. This is another aspect of the collision event simulation
process where event generators fundamentally differ, as they have to choose which
hadronization model to implement.

Before going further into the simulation process, the collision event generator also
handles resonant decays of unstable hadrons and tau leptons. Even though these
particles generally travel close to the speed of light, some spontaneously decay before
they manage to travel the necessary distance to reach even the first layers of realistic
particle detectors.
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Figure 2.5: Visualization of the cluster hadronization model on the left and the Lund string
model on the right. In the cluster model, the gluons are split into quark-antiquark pairs to form
hadrons, while in the Lund string model the hadrons emerge from the color flux tubes. Figure
taken from Ref. [4].

2.4.4 Underlying event

After hadronization, the simulation has been brought up from the hard scatter
process to an observable level. However, it is not yet enough to be a realistic
picture that a real-life particle detector records. Everything else that is observed in
a detector, but isn’t directly traceable to the hard scatter, is collectively known as
the underlying event.

Firstly, the remnants of the colliding protons need to be dealt with, since they
are left in a color-charged state. These so-called multiparton interactions (MPI) are
handled much in the same fashion as ISR and FSR. It is clear that this may result in
a remarkably complex simulation, so restrictions on the extent of the MPI modeling
are placed. It is worth noting that if the parton showers from MPI are simulated,
they may intertwine with the parton showers that followed from the hard scatter
process, complicating the procedure even further.

Moreover, the reality in particle collider experiments is that, instead of trying to aim
two miniscule protons at each other, beams containing enormous amounts of protons
are collided together at once. While the probability of two protons interacting at the
scale of QCD is low, in the era of the LHC, multiple proton collision events happen
in practically every crossing of the proton beams. The observable particles from
each proton collision consequently mix together, and it is a formidable challenge for
the detector experiments to be able to identify the particles that originated from
the interesting hard scatter process. The momentum exchange in these additional
collisions is usually considerably smaller than in the hard scatter. The particles
originating from the additional collisions are called pileup.
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The simulation of pileup differs from the other steps in the sense that it is added
afterwards on top of the central hard collision, and is not necessarily part of the
event simulation chain. In fact, in some situations it is preferable to not add any
pileup to the collision event simulation at all. The pileup collision events are in
general simulated much in the same fashion as the central event, starting from the
simulation of the initial scatter process.

2.4.5 Monte Carlo event generators

The simulation of a collision event comprises of many steps, with many non-obvious
choices that have to be made on the way. In order to create a logical collision event
simulation chain, general-purpose Monte Carlo collision event generators have been
developed. They are called general-purpose because they are capable of carrying
out all the simulation steps described previously. There are also numerous special-
ized generators dedicated to specific parts of the event simulation procedure, most
notably the hard scatter process. They need to be used in conjunction with other
simulation software to create full collision events. Ref. [9] offers an overview of
the general-purpose generators used in the era of the LHC. It suffices here to only
mention the two most commonly utilized generators in the CMS collaboration.

Pythia 8 [16] is the latest version in a family of general-purpose event generators.
It was conceived as a modernized C++ implementation of the software. The older
Fortran-based Pythia 6 [17] was prominently used during the first operational years
of the LHC, but still has its use today. The most distinguishing feature of Pythia is
that it implements the Lund string model for hadronization. In the modeling of the
parton showers, both virtuality and kT -ordering have been available for use. Pythia
has a large number of tunable free parameters to make the physical predictions fit
real measurements.

The other prevalent general-purpose event generator is Herwig++ [18]. It is like-
wise the C++ implementation of an older Fortran software. The history of the
Herwig family of generators does not reach as far as Pythia’s does, but it has
managed to establish itself as the second most widely used event generator. In con-
trast to Pythia, the hadronization process relies on the cluster model and angular
ordering is used in the parton showers.

Due to the variety in the chosen simulation models, the two generators give differing
results in some respect. However, one is not distinctly better than the other. For
this reason, it is especially in precision measurements necessary to cross-evaluate
results from multiple generators when event simulations are utilized as part of a
data analysis process.
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2.4.6 Detector simulation

A simulated collision event produced by an event generator is essentially an idealized
picture. At this point, the event is a final state as a hypothetical perfect detector
would measure it, with absolute minimum of interaction. This state is also what is
often colloquially referred to as the ’Monte Carlo truth’ or ’truth-level information,’
as it is the ’true’ particle-level depiction of the collision event. For some theoretical
studies it is justifiable to focus on just the truth-level information, but in research
involving accurate experimental measurements, the realistic physical detector is an
indispensable addition to the simulation chain.

In experimental particle pysics, Geant [19] is the most widely used toolkit for sim-
ulating the traversal of particles through different materials. The real-life detectors
are a collection of deliberately positioned subdetectors made of a variety of materi-
als. Geant is capable of taking it all into account and produce a simulation of the
detector’s response as the particles interact with the materials and deposit energy
to the different subdetectors.

The complexity of the detector is reflected in the computational requirements of the
detector simulation, making it the most resource intensive step in the collision event
simulation procedure. Delphes [20] is a quick-and-dirty parametrized detector
simulator, which operates much faster than Geant, but doesn’t offer the same
accuracy. It is still a very useful alternative for research purposes in which high
precision is not the main concern.

Detector simulation effectively brings the event to a level in which it is a huge col-
lection of electronic read-out signals. The event needs to be reconstructed from
the signals using specially designed algorithms specific to each detector collabora-
tion. The reconstruction of events as done by the CMS collaboration is described
in chapter 5.

2.4.7 Jet clustering

The reconstruction of events maps the detector signals back to particle level. Ide-
ally we would want to retrace the observed reconstructed event back to the initial
collision. As was established in this chapter, the partons interacting in the hard
scatter process undergo fragmentation, which results in a shower of partons and
finally hadrons. This observable collimated spray of particles is called a jet. A jet
clustering algorithm aims to recombine the collection of reconstructed particles into
one physical object that corresponds to the particle that initiated the particle spray.
So far mainly QCD phenomena have been considered here, but other particles such
as the massive bosons and tau leptons also produce jets as they decay.

The use of a jet algorithm has the consequence that the very definition of a well-
defined observable jet is dependent on the chosen algorithm and its parameters.
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Another component of a jet definition is the recombination scheme, which dictates
how the particles should actually be merged. As motivated by the theoretical con-
cerns described in section 2.4.2, a good jet algorithm should be insensitive to both
infrared and collinear divergences, which on an observable level correspond to soft
particle radiation and collinearly split particles inside a jet. Such an algorithm is
said to be infrared and collinear (IRC) safe.

Two types of jet algorithms have been traditionally used: cone algorithms and se-
quential recombination algorithms. Cone algorithms weren’t IRC safe until the
Seedless Infrared-Safe Cone (SISCone) algorithm [21] was introduced. Sequential
recombination algorithms are IRC safe, but were deemed computationally too slow.
This changed when the implementation of the sequential recombination algorithms
was improved [22]. Now sequential recombination algorithms are used ubiquitously.

Figure 2.6: Catchment area of jets in an example of a simulated event clustered by the kt,
Cambridge/Aachen, anti-kt and SISCone algorithms. Figure taken from Ref. [23].

Sequential recombination algorithms iteratively combine particles, based on two
distance measures dij and diB:

dij = min (k2p
t,i , k

2p
t,j)

∆2
ij

R2 , (2.7)

diB = k2p
t,i , (2.8)
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where i and j are the indices of the reconstructed objects in an event and B refers
to the particle beam. ∆2

ij = (yi − yj)2 + (φi − φj)2, where y is the rapidity of an
object and φ is the azimuthal angle, and kt is the transverse momentum of an object.
R is a distance parameter chosen by the user that affects how wide the clustered
jet becomes. There are three common sequential recombination algorithms, which
differ in the choice of the parameter p: the kt algorithm (p = 1) [24, 25], Cam-
bridge/Aachen algorithm (p = 0) [26, 27] and anti-kt algorithm (p = −1) [23]. All
the distances dij and diB in an event are calculated. If the smallest value is dij, then
the two objects with the indices i and j are merged together by a recombination
scheme to form a new object. In case the smallest value is diB, then the object with
index i is considered to be a jet and put aside by the algorithm. All the distances are
then recalculated and the process repeated until no objects remain and all particles
in an event have been assigned to some jet.

Figure 2.6 shows an example in which the particles of a simulated event have been
clustered into jets using the three different sequential recombination algorithms and
the SISCone algorithm with R = 1. It displays the area covered by the jets, if the
phase space was thoroughly filled with infinitely soft particles. The anti-kt algorithm
is in a sense the least physically motivated of the three sequential recombination
algorithms, but it is now the most widely used jet algorithm due to the regular and
predictable conically-shaped jets it produces.



3. Machine learning

This chapter describes the statistical methods used in this study for predicting the
flavor of a jet. First, the concept of machine learning is introduced, with the focus
being on supervised machine learning. Deep neural network as the learning method
of choice is then described in detail. After that, the challenges of efficient machine
learning and how to address them is discussed. The machine learning frameworks
used in this study are covered in the final section.

3.1 Basic principles

Machine learning is a subfield of artificial intelligence research, based on the idea
of programming a model that is able to perform some desired task without having
been given explicit instructions on how to do so. Using statistical methods, it is
possible to construct models that can learn complex tasks from experience. The
result of this approach is that a model’s level of performance is less restricted by the
knowledge of the programmer and can potentially surpass human-level performance
in some tasks. In recent years, machine learning models have outplayed Go masters,
indistinguishably imitated human speech and learned to autonomously drive cars.
The previous examples are just a few of many tasks which are thought to be near
impossible for classical logic-based programs to succesfully execute.

While there are numerous fundamentally different machine learning methods and
algorithms, the basic principles are primarily the same. A machine learning algo-
rithm produces a model, which has internal parameters that are tweaked by the
algorithm during a training process in which the model is presented with a set of
training data relevant to the task at hand. The produced model is said to be a
solution to the task. Some models also have external parameters, commonly called
hyperparameters, which are determined by the programmer and are not subject to
changing during the training process.

The most important feature of a useful machine learning model is its ability to
generalize what it has learned. If it is given a test set of inputs it has not encountered
before, ideally its performance on that test set should match the model’s performance

18
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on the training set. Due to the statistical nature of machine learning, the model’s
ability to generalize benefits from large training data sets.

The different machine learning methods are in general roughly divided to supervised,
unsupervised and reinforcement learning algorithms. In supervised learning, the
model is trained to give out a specific target output for each input in the training data
set. Classification and regression are common tasks for supervised learning methods.
In unsupervised learning, there are no specific target outputs, but the model is
expected to find useful features from the data set on its own. Clustering data
points by similarity is an example of an unsupervised learning task. Reinforcement
learning methods are based on rewarding the algorithm based on its performance.
The algorithm learns by trying to maximize the total reward. With this method,
the model can learn to perform such complex tasks as playing games.

3.2 Supervised machine learning

The methods used in this study for classifying the jets are based on supervised
machine learning. The topic of supervised learning is described here as it is relevant
to the specific classification task at hand. More extensive coverage of the topic can
be found in e.g. Ref. [28]

In classification, the goal is to output the correct class label based on the input.
Supervised machine learning requires a labeled training data set in which each in-
put is accompanied with the correct target output. By comparing the output of the
model, also called the prediction of the model, and the correct label, the model’s pa-
rameters can be tweaked towards better classification performance. This is achieved
by choosing a loss function J(y, ŷ), which is some measure of the difference between
the correct target output y and the model’s prediction f(x) = ŷ, given the input x.
In regression problems, where the output is a continuous value, mean square error
is a common choice. For classification problems, cross-entropy is typically used.

In this study, jets are being classified as either light quark or gluon jets. This
is a binary classification problem. The binary cross-entropy loss function can be
expressed as

J(y, ŷ) = − 1
N

N∑
i

(yi log ŷi,1 + (1− yi) log (1− ŷi,1)) , (3.1)

where the sum is over the training data set of size N . It is assumed that the possible
classes yi are either 1 or 0. Here ŷi,1 is the probability given by the model of the input
instance i belonging to the class of value 1. A classifier of this type is probabilistic,
as it produces a probability distribution of the class labels. In the case of binary
classification, ŷi,1 ranges from 0 to 1 and ŷi,0 = 1− ŷi,1, so only one output value is
really needed. For the purpose of actual classification, a set threshold on the ŷ value
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determines how the classes are being predicted. The threshold of 0.5 is intuitive
and clear as it just means that the class with the higher probability value is the
predicted class, but this is not always the optimal choice. Sometimes if the increase
in the number of true positive predictions is deemed more valuable than the relative
increase in the number of false positive predictions, or vice versa, the threshold may
be adjusted accordingly.

In supervised machine learning, the process of learning itself can be defined as min-
imization of the loss function using a chosen optimization algorithm, which changes
the parameters of the model through an iterative process. In the beginning of the
training, the parameters of a model are initialized by some chosen method. One
complete iteration of training over the data set is called an epoch. The optimization
algorithm of choice depends on the type of machine learning model that is being
used. Deep neural networks use gradient-based optimization algorithms, which are
covered in section 3.3.1. If the minimum found by the optimization function is
global, it corresponds to the optimal model, which has the highest classification ac-
curacy that the model can achieve given the training data. In general, there is no
guarantee that the found minimum is global, but in most cases a local minimum is
sufficient.

After the training of the model is finished, its classification accuracy is evaluated on
a test set which it has not seen during the training process. The test set accuracy
reflects how well the model has learned to generalize from the training data and is
the measure of the model’s quality of performance. It is possible for a model to
achieve perfect performance on the training set, but due to statistical uncertainties
in typical real-world data, the performance on the test set is in such case usually
significantly less than optimal. This is a sign of overfitting. An overfitted model
follows the noise specific to the particular training data set too closely. The topic of
overfitting and other challenges of efficient machine learning are further discussed
in the section 3.4.

3.3 Deep neural networks

Inspired by the neural structure of the natural brain, neural networks are a class of
computational models capable of statistical learning. A neural network is composed
of many simple processing units, called neurons. The conceptual history of neural
networks dates back to the 1940s with the simplest neural network model imple-
mentation consisting of a single neuron, called the perceptron [29], being formulated
in the 1950s. While the concept of neural networks is nothing new, they have be-
come the single prominent machine learning method only in the recent years with
improved algorithms and more advanced technology. This section is heavily based
on Ref. [30], which is a comprehensive textbook covering the field of deep neural
network research. The lectures notes in Ref. [31] are also referenced. The addi-
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tion of the word ’deep’ refers to neural networks with multiple layers of connected
neurons.

Next the neural network types relevant to this study are introduced in more detail.
First is the feedforward neural network, which is the classic neural network model
preceding the development of the others. Convolutional and recurrent neural net-
works are then presented. They are specialized models developed to exploit different
structural features of the input data. The flexible nature of the deep neural net-
works makes it possible to produce a composite model that utilizes different types
of network models in different layers. The layer structure and the hyperparameters
define the architecture of the neural network model.

3.3.1 Feedforward networks

The archetypical deep neural network is a feedforward neural network. Such a net-
work consists of ordered layers of several neurons, and the neurons from consecutive
layers are connected to some extent. A neural network is called dense if there is
the maximal number of connections between the neurons of each consecutive layer.
The minimal requirement for a neural network is to have layers for the input and
the output. All the in-between layers are called hidden layers. Figure 3.1 depicts
a diagram of a dense feedforward neural network. The data, or signal, propagates
through the network from the input layer towards the output layer. In this man-
ner, the information is being fed forward in the network and there are no backward
connections to earlier layers of neurons.

Figure 3.1: An illustrative example of a dense feedforward neural network. There are three inputs,
three hidden layers with 10 neurons in each of them and one output neuron. Figure created with
the visualization tool in Ref. [32].

A neural network is customarily called deep if there is more than one hidden layer,
and shallow otherwise. The distinction has historical importance, as deep neural
networks used to be notoriously difficult to train. The width of a single layer refers
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to how many neurons it contains. Technically, the size of a neural network can range
from a single neuron acting both as the input and the output layer to an arbitrarily
deep and wide network of neurons, limited only by the available computing resources.

The mathematical computation performed by a single neuron is

f(x;w, b) = φ(xᵀw + b), (3.2)

where x is the input vector, w is called the weight vector and b is a constant bias
term. The internal parametersw and b are tuned, or learned, in the training process.
The function φ is a non-linear function chosen by the programmer. It is called the
activation function of the neuron. The output of an entire layer of neurons is then

f(x;W , b) = φ(xᵀW + b), (3.3)

where the matrixW contains all the weight vectors of the individual neurons and the
bias vector b contains all the bias terms. The entire neural network is consequently a
single function comprising of a function composition of all the layers of the network.

Several different activation functions are being commonly used. In this study, the
ones utilized are the rectified linear unit (ReLU) function and the logistic sigmoid (σ)
function, which are defined as

ReLU(z) = max (0, z) (3.4)

σ(z) = 1
1 + e−z

(3.5)

The ReLU outputs a value in the range [0,∞), while the sigmoid function is limited
to (0, 1). Sigmoid is a natural choice for the neurons in the output layer giving out
probability values, while ReLU is used in the input and hidden layers.

The training process of neural networks relies on two algorithms: a gradient-based
optimization algorithm and the back-propagation algorithm. Gradient-based algo-
rithms update the parameters of a model by computing the gradient of the loss
function with respect to the model’s internal parameters. Consider a model with
internal parameters θ. By calculating the gradient ∇θJ(y, f(x;θ)), the parameters
can be updated so that the loss function decreases

θ ← θ − ε∇θJ(y, f(X;θ)).

Here ε is a fixed constant called the learning rate. It is a hyperparameter and
determines how drastically the algorithm changes the parameters. This algorithm
is also called the gradient descent algorithm, as the negative gradient gives the
direction in the parameter space in which the loss function decreases the most, so
it descends towards a minimum. The algorithm is iterated until the loss function
over the training data set (y,X) has converged. The gradient descent algorithm is
conceptually quite simple and more advanced variants of it have been developed in
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order to improve the training process. Ref. [33] offers an overview of the different
common gradient descent algorithms. The one used in this study is the Nadam
algorithm [34].

In the context of neural networks, the challenging part of using the gradient descent
algorithm is the computation of the gradient itself, as a complex neural network can
easily have millions of correlated internal parameters. For this purpose, the back-
propagation algorithm [35] is used to propagate information on the loss function
backwards from the output layer towards the input layer. The neural network is
essentially a composition of functions, so the back-propagation algorithm computes
the gradient by extensive use of the chain rule of derivatives.

In general, the key to the success of neural networks is the non-linearity of the
activation function and a sufficiently large amount of neurons. The universal ap-
proximation theorem [36, 37] states that a neural network model with one hidden
layer with a squashed non-linear activation function is capable of approximating any
smooth function, assuming that the hidden layer has enough neurons. The theorem
does not imply that the function is necessarily learned during the training process,
as it can be practically impossible, but it in its own right validates the potential
capabilities of neural networks.

3.3.2 Convolutional networks

The contemporary field of computer vision research is dominated by deep neural
networks. Convolutional neural networks (CNNs) were developed to specifically
perform well on data in which neighboring input variables, also called input features,
are somehow connected. In a real-world 2D image, neighboring pixels usually form
some higher-level feature when put together, such as an edge or a corner. These
higher-level features then form more increasingly more complex shapes. By using the
mathematical operation of convolution, CNNs are capable of recognizing these kinds
of composite features and learning hierarchical representations in data. Furthermore,
the exact location of a feature is not important to a CNN. To provide an example,
if a CNN is trained to recognize dogs in an image, it doesn’t matter where the dog
is found in it. The usefulness of CNNs is extended by its capability of processing
data which comes in layers, or channels. In the 2D image example, there could be
three color channels which form the image. CNNs can be generalized to an arbitrary
number of input data dimensions and channels, which means that their usefulness
is not limited to solving computer vision problems.

Though the mathematical operation that a convolutional neural layer computes
is in this context called the convolution, it is a slight misnomer. The operation
that is often in practice being computed is the cross-correlation operation, which
admittedly is related to the actual convolution operation. In general form, the
convolution operation is denoted by (x∗u), where x is the input tensor of arbitrary



3.3. DEEP NEURAL NETWORKS 24

dimensions and u is called a kernel. The elements of u are the internal trained
parameters of a convolutional layer, with the addition of a trained bias tensor b.

To illustrate the operation with a practical example, consider a 2D image of height
H and width W with C channels. Then x ∈ RC×H×W and u ∈ RC×h×w, where h
and w are the height and width of the kernel, respectively. The quantity h × w is
called the size of the receptive field and determines how large parts of the image
are considered at once. The kernel slides across the input features along the height
and width coordinates of the image. The operation computes the element-wise
product between the input features and the kernel that overlaps it. The element-
wise products are summed up at each location. The output, also called the feature
map, of a regular convolutional layer is of size (H − h + 1) × (W − w + 1). The
elements of the feature map O in this 2D case are

Oi,j =
C−1∑
c=0

(xc ∗ uc)i,j + bi,j

=
C−1∑
c=0

h−1∑
n=0

w−1∑
m=0

xc,n+i,m+j · uc,n,m + bi,j.
(3.6)

The elements of the feature map are then processed through an activation function.
Several kernels can be used to extract different kinds of feature maps from the
input features. The number of kernels is called the depth of the convolutional layer.
Another modification is to change the stride of the convolution, which is how large
steps the kernel takes as it slides across the input features. By default the stride is
1, but it can be useful to have higher values as it reduces the size of the feature map
and consequently the number of trained parameters. To avoid the shrinking of the
feature map from one layer to the next, the size of the input can also be increased
by the addition of padding around the borders of the input features. Zero-padding
is commonly used. The kernel size, number of kernels, amount of padding and the
stride are hyperparameters determined by the programmer for each convolutional
layer.

The reduction of dimensionality by CNNs is very often a desired consequence. A
convolutional layer is typically followed by a so-called pooling layer, which further
reduces the dimensions of the feature map, while preserving the most important
characteristics of the map. The pooling operation is similar to a convolution in the
sense that it slides across the feature map, but the operation performed is different.
Commonly max-pooling and average pooling layers are used. Max-pooling outputs
the maximum value of the elements in each pooling area. Similarly average pooling
computes and outputs the average value of the pooling area.

When CNNs are used for classification, usually the architecture of the network
consists of sequences of alternating convolutional and pooling layers with one or
more dense feedforward layers at the end of the chain giving out the class label
predictions. Figure 3.2 depicts a neural network with the typical CNN classifier
architecture. The training of a CNN with its convolutional and pooling layers is
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similar to a feedforward neural network with backpropagation and a gradient-based
optimization algorithm.

Figure 3.2: An illustrative example of a neural network with alternating layers of 2D convolutions
and max-pooling, followed by dense feedforward layers. The first layer has eight kernels and takes
a feature map of size 128×128 as an input. It outputs 8 feature maps of size 64×64. They are
an input to a max-pooling layer, which further reduces the dimensionality of the feature maps
to 32×32. They are then connected to the 16 kernels in the following 2D convolutional layer.
The resulting feature maps are fed into another max-pooling layer. It has 16 kernels processing
feature maps of size 16×16. After this, the feature maps are flattened out for two consecutive
dense feedforward layers with 100 neurons in each of them. The last hidden layer is connected to
a single output neuron. Figure created with the visualization tool in Ref. [32].

3.3.3 Recurrent networks

A drawback of both feedforward and convolutional neural networks is that the size
of the input and the number of computational steps are fixed. Recurrent neural
networks (RNNs) are a class of flexible neural networks that are capable of processing
and outputting sequential data of varying size. They are especially dominant in
the fields of language and speech processing. In general, RNNs employ internal
loops between the neurons, which allow the network to have memory states and
thus establish correlations between different elements of a sequential input data.
For example, if a sentence is fed into a neural network in a sequential order, the
instructions on how to process one word depends on the words that came before it.

There are many different types of RNNs which are based on the same principles.
The RNN variant used in this study is the Long short-term memory (LSTM) [38]
network, which specializes in storing information for a long period of time. The
LSTM network is composed of LSTM units, which in itself is a composite processing
unit containing an internal loop. The components of an LSTM unit are a cell, a
forget gate, an external input gate and an output gate. The cell holds the memory
state of the unit. The gates control the state of the cell by restricting flow of
information. They use sigmoid functions for the blocking/passing of information as
they see fit. The forget gate controls the weight associated with the internal loop and
can effectively erase the memory of the unit. The external input gate controls how
much new information should be introduced to the memory state, while the output
gate dictates whether a memory state is qualified for output. A more detailed
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mathematical explanation of an LSTM unit is lengthy and thus omitted here for the
sake of brevity.

The trained internal parameters of an LSTM network are sets of weight matrices
associated with each gate. In a similar fashion to the feedforward neural networks
and CNNs, a gradient-based optimization algorithm and backpropagation are used
for updating the internal parameters. It is noteworthy that the training process of
an LSTM network is the most computationally demanding and slowest of the three
types of neural networks presented here.

3.4 Challenges of efficient machine learning

While machine learning and especially deep neural networks have been successfully
implemented to tackle complex computational problems, it has taken decades to
get to this point. This is due to the numerous pitfalls that one may fall into when
implementing a machine learning algorithm. Definitive proofs are scarce in the field
of machine learning and thus the best practices have often been found over time by
trial-and-error.

Perhaps the most crucial problem of efficient machine learning that needs to be
addressed on a regular basis is the aforementioned overfitting of a model that hinders
its ability to generalize. If the model’s training loss function value is drastically lower
than the test loss function value, the model has been clearly overfitted to the training
set. Since we are not allowed to present the test data set to the model until it has
been fully trained, we need to estimate the test set performance during the training
process in order to detect possible overfitting early enough. This is done by utilizing
validation sets, which are subsets of the training data set. The k-fold cross-validation
method is a common way of evaluating an estimation of the test set performance.
In this method, the training set is divided into k equally-sized subsets. The model
is trained k times during each epoch of the training process, with one subset being
withheld from the model and the rest k−1 subsets used for the training. Each time,
the model’s performance on the withheld validation set is being evaluated. The total
validation set performance is the model’s averaged performance on the k mutually
exclusive validation sets. The cross-validation method considerably increases the
training time, so sometimes just one constant validation set is used throughout the
training. By observing the value of the validation set loss during the training process,
it is possible to determine when the performance on the validation sets starts to turn
off for worse. Cutting the training process short to avoid overfitting is called early
stopping.

Methods to internally combat overfitting, or regularize, neural network models have
also been developed. A very commonly used one is the Dropout method [39]. It is
a simple, computationally inexpensive and successful technique based on randomly
deactivating a portion of the network’s neurons during the training process. When



27 CHAPTER 3. MACHINE LEARNING

applied to a layer of neurons, the dropout rate p is the probability for each neuron to
be deactivated, or dropped out, during a training epoch. This means that for each
epoch, the neural network architecture is practically never quite the same. Such
practice prevents certain neural connections from getting high weight values, which
consequently suppresses overfitting.

Batch normalization [40] is another method that has been shown to improve general-
ization in neural networks. In practice, the whole training data set is not propagated
through the network at once, but rather in smaller randomized subsets of the set,
or batches. So during one epoch, the parameters of the neural network are updated
after each batch has propagated through it. This has been found to speed up the
training process and it requires less memory from the hardware, at the expense of
possible non-optimal parameter updates. There is no general optimal batch size, but
usually batch sizes between 32 and 512 are used. Batch normalization effectively
reparametrizes the neural network by normalizing the input features of a layer. This
is achieved by zero-centering and dividing by the standard deviation of the batch.

Another challenge that every programmer of neural networks encounters is choos-
ing the hyperparameters of a model. They determine the architecture of a neural
network and essentially how well the model can perform. This requires practical
knowledge and experience from the programmer on how each hyperparameter af-
fects the model. Automatic hyperparameter optimization algorithms do exist, such
as grid search, but they are quite cumbersome in practice. Many hyperparameter
optimization algorithms themselves also have hyperparameters, which introduces
further complications. The fact of the matter is that there is no easy or obvious
way to build and train a neural network with the best possible performance, nor is
it necessarily obvious why one model performs better than another.

3.5 Machine learning frameworks

One factor for the pervasiveness of deep neural networks is the accessible software
frameworks dedicated to machine learning. Such frameworks exist for several pro-
gramming languages and offer easy to use implementations of all the prominent
algorithms used by the machine learning community.

In this study, the frameworks used are TensorFlow [41] and Keras [42]. TensorFlow
is an open-source library released by Google and it’s dedicated to efficient process-
ing of complex tensor computations. TensorFlow provides a Python application
programming interface (API).

Keras is another open-source library, but it’s dedicated exclusively for neural net-
works. It is a high-level Python API that works as a front-end for TensorFlow,
making the process of building and training neural networks faster and more user-
friendly. The modular nature of its implementation allows for relatively effortless
experimentation on neural networks.



4. Experimental setup

The Large Hadron Collider and the Compact Muon Solenoid provide the real-life
context of this study. This chapter begins with a description of the accelerator com-
plex, followed by a more detailed review of the Compact Muon Solenoid detector.
The utilization of simulated collision events is essential to both this study and ex-
perimental particle physics in general. The final section delves into the principles of
event generation using Monte Carlo methods and detector simulation.

4.1 Large Hadron Collider

The Large Hadron Collider (LHC) [43–45] is a circular particle accelerator with a
circumference of nearly 27 kilometers. It is operated by the European Organization
for Nuclear Research (CERN) near Geneva, right at the border of Switzerland and
France. The LHC was built into the pre-existing underground tunnel of the disas-
sembled Large Electron-Positron (LEP) collider. As its name implies, the LHC is
used to produce high energy collisions of hadrons. Most of the LHC’s data-taking
periods are devoted to proton-proton collisions. A substantial amount of time is also
allocated to heavy ion collisions, which are conducted for the study of quark-gluon
plasma.

CERN hosts numerous experiments, of which seven are connected to the LHC. CMS
(Compact Muon Solenoid) and ATLAS (A Toroidal LHC ApparatuS) [46] are two
general-purpose detectors, built for the widest range of high energy physics studies
at the LHC. They were anticipated to discover the Higgs boson, which they succes-
fully did in 2012 [47, 48]. The two collaborations continue to study the properties
of the standard model and search for new physics beyond the standard model’s
predictions. ALICE (A Large Ion Collider Experiment) [49] is a detector special-
ized for the study of heavy ion collisions and quark-gluon plasma in order to un-
derstand the early universe. LHCb (Large Hadron Collider beauty) [50] has the
primary purpose of measuring CP violation and the properties of the b-hadrons to
unprecedented precision. These studies investigate the matter-antimatter asymme-
try problem. LHCf (Large Hadron Collider forward) [51] and TOTEM [52] are both
smaller experiments designed to study specific physical phenomena in the forward
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region with their detectors positioned very close to the beam pipe. LHCf studies
the properties of neutral pions and neutrons with detectors ±140 meters away from
the ATLAS collision point, improving the understanding of highly energetic cosmic
rays. TOTEM’s detectors are ±147 and ±220 meters away from the CMS collision
point, precisely measuring the total cross section of proton-proton collisions and the
elastic and diffractive scattering of the protons. MoEDAL (Monopole and Exotics
Detector at the LHC) [53] is the most recent of the experiments, sharing the cavern
with LHCb. Mostly a passive detector, it started recording data in 2015 with the
aim of discovering hypothetical magnetic monopoles and dyons.

Figure 4.1: The LHC and its chain of preaccelerators used in the acceleration of protons. Figure
taken from Ref. [54].

The LHC doesn’t operate by itself, but rather requires multiple preaccelerators that
gradually increase the energy of the particles which are to be collided. Figure 4.1
depicts the accelerator chain used in the case of proton physics. The LHC is designed
to accelerate protons to the energy of 7 TeV and produce collisions at the peak
luminosity of 1034 cm−2s−1, though the latter has been exceeded. The maximal fill
that the accelerator complex allows is 2808 bunches of O (1011) protons. The bunch
spacing is 25 ns, which corresponds to a collision rate of 40 MHz. The particles are
accelerated by radio-frequency (RF) cavities and are guided by a large variety of
superconducting multipole magnets.

The first operational run period of the accelerator began in 2010, officially called
Run 1. During the period 2010–2012, protons were collided at the center-of-mass
energies of 7 TeV and 8 TeV, considerably lower than the design value. After this,
the complex was brought to a halt for upgrades. This was the first of the longer
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technical stops, called Long Shutdown 1 (LS1), which lasted for around two years.
Run 2 began in 2015 with the LHC operating at the center-of-mass energy of 13
TeV. This run concluded at the end of 2018, followed by another 2-year technical
stop, Long Shutdown 2 (LS2). Run 3 will commence in 2021 at the design collision
energy of 14 TeV.

4.2 Compact Muon Solenoid

The Compact Muon Solenoid (CMS) experiment was conceived with the intention
of finding the Higgs boson [55]. Since many promising decay channels of the scalar
boson have muons in their final states, the CMS design emphasizes an excellent
capability of muon detection, giving the experiment its middle name. However, the
most distinguishing characteristic of the CMS might be its superconducting solenoid
magnet. The choice to rely on a single powerful magnet is reflected in how all the
subdetectors are designed around the solenoid. The first name of the experiment is
explained by the fact that despite weighing more than any other LHC experiment,
it is relatively compact in size: the volume occupied by the ATLAS is around six
times larger.

A drawing of the CMS detector can be seen in Figure 4.2. The CMS shares its
general layout with the ATLAS detector, but each experiment has their own choices
in design for the same challenges that they face. Ref. [56] offers a review of the
differences in the designs and properties of the two detectors.

The CMS could be described as a cylindrical onion made of layers of different sub-
detectors and structural components. It is roughly divided into three sectors in
pseudorapidity: the barrel region (|η| < 1.3), the endcap region (1.3 < |η| < 2.5)
and the forward region (|η| > 2.5). Figure 4.3 illustrates a transverse slice of the
CMS barrel region. Closest to the collision point is the tracker that records the
trajectories of charged particles. The second layer is the electromagnetic calorime-
ter, which stops and measures the energies of electrons and photons. The hadron
calorimeter comes after that to measure the hadrons, both charged and neutral. The
superconducting solenoid encloses the tracker and the calorimeters. Its presence is
indispensable as the strong magnetic field bends the trajectories of charged particles,
making it possible to measure their momenta and distinguish their charge. Outside
the solenoid are alternating layers of the muon detectors and the iron return yoke.
The muon detectors track muons that pass through the rest of the detector without
disposing much energy. The iron yoke guides the magnetic field and provides most
of the detector’s mass and structural strength. All of the detector systems also cover
the two endcap regions. Additionally, the CMS employs two detectors in the forward
region, named ZDC and CASTOR, close to the beam pipes and further away from
the collision point than the rest of the detector systems. They are utilized only for
specialized analyses.
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Next the different layers of the detector are introduced in more detail, omitting
the two forward detectors. This section is based on Refs. [57] and [58], but a few
detector upgrades that have been done since are also highlighted.

Figure 4.2: A view to inside of the CMS detector. Figure taken from Ref. [59].

Figure 4.3: A transverse slice of the CMS detector. The detector’s response to different types of
particles is also depicted. Figure taken from Ref. [60].



4.2. COMPACT MUON SOLENOID 32

4.2.1 Tracker detectors and magnet

In order to discern single particles from each other, it is essential to closely track
the trajectories of the charged particles. From a trajectory with good resolution, it
is possible to accurately determine the momentum and charge of a particle. Several
issues have to be taken into account in designing the tracking system. First of all,
it must have as little interaction as possible with the particles as they pass through
it. Otherwise, the trajectories and energies of the particles would be substantially
affected. Secondly, it has to be very resistant to radiation damage. Being the closest
subdetector to the interaction point, it has to withstand the largest amount of high
energy radiation. Furthermore, it has to be able to respond quickly enough to
cope with the nominal LHC luminosity. If the signals from different particles would
overlap in time, it would be impossible to distinguish the bunch crossings from each
other.

The CMS employs a solid-state tracking system that consists of two silicon-based
tracker detectors. As a charged particle traverses through the system, ionization
induces a signal in the silicon, which can be readout by dedicated readout electron-
ics. The innermost subsystem in the CMS is a silicon pixel detector and the outer
subsystem is formed of larger silicon strips. Combining the high granularity of the
pixel detector and the large area covered by the strip detector, sufficient level of
tracking performance is achieved.

As of the Phase-1 upgrade of the pixel detector in 2017 [61], there are four layers of
silicon pixel modules in the barrel region and three disks on each side in the endcap
region. The innermost layer is mere 2.9 centimeters away from the interaction point.
The pixel modules add up to about 124 million separate readout signal channels.
Farther away from interaction point, the particle flux decreases and enables the use
of larger silicon strips. The strip detector is structured in two barrel sections and
two groups of disks on each side. There are a total of about 10 million silicon strips
and corresponding readout channels.

The efficiency of the tracker is in general very high. If a collision produces enough
charged particles, the collision point, or primary vertex, can found with a position
resolution of about 10 µm in all spatial dimensions [62].

To bend the trajectories of the charged particles, the CMS utilizes the single largest
superconducting solenoid magnet ever built. It is 12.5 meters long with an inner
diameter of 5.9 meters and weighs 220 tons. The magnet was designed to produce
a very uniform magnetic field with the flux density of 4 T in the center of the
solenoid. In practice, it is operated at 3.8 T. A simulated display of the magnetic
field in different areas of the detector is shown in Figure 4.4. The strong uniform field
is of utmost importance to the detector’s capability of identifying and reconstructing
single particles. Especially highly energetic muons require an exceptionally strong
magnetic field so that their momentum can be accurately determined.
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Figure 4.4: A simulation of the CMS magnetic field displaying the flux density (left) and the
field lines (right) across the detector. Figure taken from Ref. [63].

4.2.2 Electromagnetic calorimeter

The next subsystem a particle encounters after the tracker detectors is the electro-
magnetic calorimeter (ECAL), with the main purpose of stopping and measuring
the energy of the electrons and photons. Heavier particles may also interact with
the ECAL, but they are not stopped completely. It is required that the ECAL has
superb energy and position resolution. This imposes a demand for the calorimeter
system to have high granularity and low amount of noise. The requirements of high
response rate and radiation resistance also stand.

The ECAL is made of homogeneous lead tungstate (PbWO4) crystals. The material
has the high density of 8.3 g/cm3. The weighty crystals are scintillators. An ener-
getic particle interacts with the heavy nuclei of the scintillator, causing a cascade
of photons, electrons and positrons via braking radiation (bremsstrahlung) and pair
production. At the end of the cascade, only relatively low energy scintillation pho-
tons remain. These photons are collected by an attached photodetector that sends
out a signal. The amount of light is proportional to the energy deposited in the
scintillator. The barrel region of ECAL consists of 61 200 crystals, while each of the
two endcaps holds 7324 crystals.

Additionally, there are preshower detectors right in front of the two endcaps. The
preshower detectors are 2-layer sampling calorimeters made of lead radiators and
silicon strip sensors. Their primary purpose is to identify neutral pions within the
specific region of 1.653 < |η| < 2.6. Due to high granularity, they also improve the
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position resolution for electrons and photons within that region.

The parametrized energy resolution was measured with electron beams in the ECAL
barrel to be [64]:
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where the three terms are the stochastic, noise and constant terms, respectively.
The stochastic term corresponds to all kinds of fluctuation on an event-by-event
basis. The noise term’s presence is due to the electronics and the digitization of the
signal. The constant term has contributions from the non-uniformity of the ECAL
crystals, as well as energy leakage. Figure 4.5 shows the effective energy resolution of
reconstructed electrons as a function of true generator-level transverse momentum.

Figure 4.5: The effective resolution in the transverse momentum of reconstructed electrons in
the barrel (blue) and endcap (red) regions. The open symbols correspond to just the ECAL
response and the solid symbols chart the resolution when information from both the ECAL and
the tracker detectors is combined. Golden refers to electrons with little bremsstrahlung, while
showering electrons produce a large amount of bremsstrahlung. The tracker detectors can estimate
the momentum of the golden electors very accurately, so in their case combining the subdetector
information improves the resolution. Figure taken from Ref. [65].
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4.2.3 Hadron calorimeter

As the ECAL effectively stops only photons and electrons, another subdetector
dedicated to catching all the hadrons is necessary. For this purpose, the hadron
calorimeter (HCAL) surrounds the ECAL. The HCAL and ECAL together form a
calorimeter system that enables the measurement of jets. The hadron calorimeter is
required to be thick and massive in order to have enough stopping power. However,
specifically in the CMS, the size of the HCAL is constrained by the presence of the
superconducting solenoid magnet.

The HCAL consists of four different subdetectors in specific regions. The barrel
part and the endcaps are inside the solenoid magnet. Just outside the magnet is
the complementary outer barrel calorimeter, which helps to seize some energy from
hadrons that may have punched through the previous layers. The HCAL is the only
subdetector type to also cover the forward region with separate forward calorime-
ters. The barrel and endcap parts of the HCAL are sampling calorimeters with
alternating thick absorber layers and thin scintillator layers. Most of the absorber
material is brass, but stainless steel is used in the innermost and outermost layers
to increase structural strength. Plastic is used as the scintillating material. The
forward calorimeters need to endure more radiation and are made of quartz fibers
embedded in steel, which measure Cherenkov radiation. In the barrel and endcap
regions, HCAL is segmented into layers and so-called towers. For each tower, the
signals from all scintillator layers within it are combined for the tower’s readout. In
the barrel and endcap regions there are 4608 towers in total, whereas the forward
region has 900 towers.

A test beam of pions was used to measure the combined energy resolution of the
ECAL and the HCAL to be around [66]:
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where the first term is the stochastic term and the second is the constant term. It
is evident that the resolution of the coarse HCAL is much lower than the ECAL.
HCAL is prone to produce noise spikes, which could be mistakenly identified as a
signal from a particle [67].

4.2.4 Muon detectors

As the probability for a particle to emit bremsstrahlung is inversely proportional to
the square of the particle’s mass, the electromagnetic calorimeter isn’t sufficient for
the detection of the relatively heavy muons. Hence, the outermost layers of the CMS
are dedicated to muon detection. While it is difficult to completely stop the muons,
they can be identified with relative ease by additional detectors, which are essentially
muon trackers. The vast majority of the other detectable particles have already
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depleted all their energy to the previous layers, so any charged particle leaving a
trace in the outermost detectors is likely to be a muon. The combination of the
calorimeter system and the muon detectors also enables the indirect measurement
of missing transverse momentum, a signature of neutrinos and hypothetical exotic
particles (such as dark matter) that pass through the CMS without any tangible
signals. The muon detection system needs to cover such a large area that the
requirement for it was to be inexpensive but highly reliable.

The original CMS design employed three types of gaseous particle detectors for muon
detection. A fourth gas detector is in development, with a prototype having been
installed in 2017. The muon detectors all rely on measuring the effects of ionization
caused by a muon as it passes through a gaseous medium.

Drift tube (DT) chambers cover the barrel region. The chambers of varying size
consist of drift tube cells, which each have a positively-charged wire inside. On the
sides of a cell are two cathode and two anode strips. The electric field inside a cell
is then such that the knocked off electrons drift towards the wire.

The two endcaps are covered by cathode strip chambers (CSCs). In the endcap
region the muon hit rate is higher than in the central barrel, which consequently
requires a detector system with faster response rate. Each individual chamber is
trapezoidal in shape and has six gas gaps. In each gap, anode wire planes and
cathode strip planes are placed almost perpendicular to each other. Another solid
cathode plane is on the other side of the wire plane. This closely knit system results
in shorter drift path for the electrons than in the DTs, providing faster response
rate.

Complementary to the DTs and CSCs, resistive plate chambers (RPCs) cover the
whole barrel region and part of the endcap region. The redundancy in η-coverage
is used to improve the efficiency of muon triggering (elaborated further in section
4.2.5). For this purpose, the RPCs were to have rapid response rate and excellent
time resolution. An RPC module consists of two gas gaps, each enclosed by two
bakelite plates. Between the two layers is a plane of copper readout strips, which
combine the induced signals from the single gaps.

A fourth muon detector system is to be installed to the endcaps during the second
and third Long Shutdowns. The new detector uses the gas electron multiplier (GEM)
technology [68]. The main motivation behind the upgrade is improved muon trigger
performance under high-luminosity conditions. The first 10 prototype GEM layers
were installed in 2017 to one of the endcaps.

Additionally, a 10 000-ton iron return yoke is interspersed with the muon detector
layers to both strengthen and guide the magnetic field of the detector. It also stops
all the other particles except muons and neutrinos that may have punched through
the previous detector layers. Together, the muon detectors and the iron yoke provide
the necessary support for the whole machine.
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4.2.5 Trigger system

The LHC is currently capable of producing proton-proton bunch crossings at the
frequency of 40 MHz. This produces an enormous amount of data at such a rate
that with current technology it is impossible to store and process it all. However, the
vast majority of collisions have low momentum transfer and are thus uninteresting
for most research purposes. The system that carefully chooses which collision events
are worth saving for offline storage is called the trigger. In consequence, the events
that don’t pass the trigger system are lost forever. The trigger in the CMS is a
two-stage selection system. The level-1 (L1) trigger is implemented using custom-
designed programmable hardware and is followed by the high-level trigger (HLT)
implemented in software.

The L1 trigger needs to be, first and foremost, fast. The decision to keep or abandon
an event needs to be done in less than 4 µs, of which only 1 µs is allocated to data
processing. Consequently, the L1 trigger makes it decision based on very low-level
information gathered from the collision event. It holds the complete read-out data
of the event in buffers and then transfers it all to front-end readout buffers for the
HLT to access. The maximum output rate of the L1 trigger is currently 100 kHz.

The HLT in turn needs to be easily adjustable for triggering on various types of
collision events. The HLT algorithms partially reconstruct the event and make a
more refined decision based on that. The output rate at which the HLT forwards
the data to offline mass storage is of the order of 100 Hz.

The efficiency of the trigger system is reliant on the detector systems. The detectors
are equipped with fast electronics that combine relevant information for the L1
trigger to a sufficient accuracy. This motivates for example the presence of the RPC
muon detectors, which redundantly cover the same regions as the DTs and CSCs,
but help with the triggering of interesting events containing muons.



5. Event and jet reconstruction at
CMS

In this chapter, the reconstruction of events and jets is described as it is done at
CMS. First, the particle-flow algorithm is outlined. The next section depicts how the
collaboration deals with the effects of pileup. The last three sections are dedicated
to jet energy corrections, defining jet flavors and finally the main topic of this thesis,
jet flavor identification.

5.1 Particle-flow algorithm

The reconstruction of collision events from detector signals is done in the CMS col-
laboration by using the particle-flow (PF) algorithm [67]. It is an algorithm with
the purpose of bringing the recorded picture of the collision event back to particle-
level, as illustrated in Figure 5.1. It makes holistic use of the signals from all the
subdetectors to reconstruct individual particles, called PF candidates. The algo-
rithm produces a list of reconstructed muons, electrons, photons, charged hadrons
and neutral hadrons. The PF algorithm cannot distinguish hadron types from each
other, apart from their electric charge.

The PF algorithm operates by using a linking algorithm to connect signals which
appear to be correlated. To finally reconstruct the particles, it starts with those
which can be identified with the highest confidence. The signals from the identi-
fied particle are removed from the event, and the procedure is repeated until the
algorithm can’t find any new particles that pass specific quality criteria.

Muons are often the easiest particles to discern, as they leave a clear signature.
The signals from the muon detectors are linked with a track and energy deposits in
the preceding subdetectors. Electrons require a track and matching energy deposits
in the ECAL, without any correlated signal in the HCAL. Photons are identified
by energy deposit clusters in the ECAL, which don’t connect to a track. Charged
hadrons leave a track and deposit energy in the ECAL and the HCAL. Neutral
hadrons are in general the most difficult particle type to identify, as they only leave
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a substantial signal in the HCAL and a smaller signal in the ECAL. The algorithm
also links the tracks of the charged particles to the proton collision points, or primary
vertices.

Figure 5.1: Flow chart that illustrates the role of the particle-flow algorithm in the collision event
analysis chain. It maps the detector signals back to particle-level information. Figure taken from
Ref. [69].

Jets are clustered from the event’s list of PF-candidates using the anti-kt algorithm
as it is implemented in the FastJet framework [70]. During the Run 1 period of
the LHC, the distance parameter used was R = 0.5, but R = 0.4 has been used
since Run 2 for less input from pileup. The recombination scheme in the clustering
process is the addition of the four-momenta of the merged objects.

The PF algorithm is remarkably useful for jet research, as it presents jets not only
as one high-level physical object, but also as a collection of individual constituents.
While misidentification of particles does happen to some extent, the performance of
the PF algorithm is in general exceptionally good.

5.2 Pileup mitigation

In the LHC, a triggered collision event of interest is practically always accompanied
by pileup collisions, which introduce soft radiation to the reconstructed event. In the
current luminosity conditions of the LHC, there are O (10) pileup events per proton
bunch crossing. In addition to the pileup coming from the same bunch crossing as
the main interaction, there is also out-of-time pileup originating from the previous
and the next bunch crossings, as the signal processing time of the calorimeters is
not quite fast enough for the 25 ns bunch spacing. Pileup mitigation is a major
challenge of hadron colliders and will only become more relevant as the luminosity
increases in the future. Ref. [71] is an extensive coverage of the pileup mitigation
techniques currently used by the LHC experiments.

In the context of jets, the additional radiation notably affects the energy deposits
in the calorimeters, shifting the energy scales of the reconstructed particles. Also
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the overlapping reconstructed pileup particles get clustered into the jets originating
from the main interaction vertex. One way the PF algorithm combats pileup is by
the Charged Hadron Subtraction (CHS) method. Those charged hadrons, which
can be traced back to pileup vertices via their tracks can be dismissed before the
jet clustering process. The origin of neutral particles is practically impossible to
determine, so their distorting contribution needs to be removed by other methods,
namely by jet energy corrections. The energy corrections related to pileup are
discussed in the next section.

It is also possible that the soft jets from several pileup collisions overlap to such
extent that they form a jet signal of high enough transverse momentum, so it gets
reconstructed as a proper jet. In CMS, a machine learning based algorithm identifies
the pileup jets and rejects them with very high efficiency [72].

A holistic pileup mitigation method, called Pileup Per Particle Identfication (PUPPI)
[73] has also been in use in the CMS collaboration. It assigns weights to all particles
in a reconstructed event based on how likely they are pileup particles. PUPPI is
used by some analyses, but has not, at least yet, caught on as the standard pileup
mitigation method.

5.3 Jet energy corrections

The jets in an event are clustered from the list of reconstructed PF candidates.
The reconstruction of jets corresponds to mapping the detector signals to the true
particle-level jet, as depicted in Figure 5.2. While the jet constituents have been
reconstructed with the help of the PF algorithm, the physical detector causes the
energy of the clustered jet to be different from that of the true particle-level jet.
Hence, jet energy corrections are required. The goal is to correct the jet’s energy
to the level it would be if the jet was recorded by a perfect detector with minimal
interaction. Hence, the jet energy corrections rely on comparing the reconstructed
jets to simulated ones. While in this context it is customary to talk of the jet’s
energy, usually it is the transverse momentum that is being explicitly corrected in
the CMS.

Figure 5.2: The different stages of a jet, starting from the initial collision happening at the
parton-level and ending up as energy depositions in the calorimeters. The energy of the true
particle-level jet can be reconstructed with jet energy corrections. Figure taken from Ref. [74].
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There are several factors which change the reconstructed jet’s energy from that
of the true jet. Thus in CMS, multiple jet energy corrections are applied in an
ordered sequence, each addressing some source of effect to the jet’s energy. Ref. [75]
describes the jet energy correction process thoroughly.

The first jet energy correction factor removes the effects of pileup. CHS removes the
charged pileup hadrons, but another method is used to deal with the contribution
of neutral particles. By determining the average transverse momentum density of
the pileup, denoted by ρ, one can determine how much average pileup there is in the
area that the jet covers. Simulated QCD events are used for the determination of ρ.
In a simplified picture, the pileup offset correction is just a matter of subtraction:

pT,corrected = pT,raw − ρ · Ajet, (5.1)
where pT,corrected is the corrected transverse momentum of the jet, pT,raw is the un-
corrected, or ’raw’, transverse momentum of the jet and Ajet is the jet’s catchment
area.

The contributions of the detector’s imperfections are corrected next. The second
jet energy correction factor is determined by simulating a large number of jets and
reconstructing them with full detector simulation. The detector response is the
ratio pT,rec/pT,gen, where pT,rec is the reconstructed jet’s transverse momentum and
pT,gen is the generator-level jet’s transverse momentum. This correction factor is
determined separately in different pT and η bins, as the detector is not isotropic
and its measurement capabilities are dependent on the jet’s transverse momentum.
On average, scaling the reconstructed jet’s transverse momentum with the inverse
of the response factor gives unity. There is also differences in the reconstructed jets
from simulations and actual recorded data. This residual difference is corrected by
data-driven methods.

The aforementioned jet energy corrections are applied to all reconstructed jets.
There are also additional optional energy correction factors that may be applied, like
flavor-dependent corrections, which are mostly relevant to precision measurement
analyses, such as the top quark mass measurement.

5.4 Jet flavor definitions

The last stage in jet reconstruction is the mapping of the hadronic jet all the way
back to the parton-level where it started. This can be done algorithmically for
generator-level jets. Similarly to how a jet clustering algorithm in itself is part of the
jet definition, the flavor of a jet is defined by the flavor algorithm. Hence, a jet can be
classified as different flavors depending on the definition. With flavor definitions, it
is possible to construct flavor identification algorithms for reconstructed jets without
generator-level information. The flavor identification algorithms can then be utilized
for recorded data.
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A few different flavor definitions have been traditionally used at CMS, but the one
relevant here is the so-called physics definition. A more describing name would be
matrix-element definition, as it attempts to identify the partons interacting in the
hard scatter process. The physics definition matches reconstructed jets to the hard
scatter partons within some ∆R range from the jet axis. A characteristic of the
physics definition is that it is able to assign flavors only to a limited number of jets
per event. Thus many jets are reconstructed with undefined flavor. If, for example,
events with clear signals of two back-to-back jets are selected, the physics definition
works very well as the event generation procedure is more capable of simulating such
an event accurately.

The physics definition is good for classifying gluons and light quarks, but falls short
especially in the case of b-quark and c-quark tagging. The physics definition is
blind to gluon splittings, from which many b- and c-quark jets originate. Other
definitions have been developed for b- and c-tagging purposes. Ref. [76] gives a
detailed description of the jet flavor definitions used at CMS, alongside possible
new, more robust definitions.

It is worth mentioning that the whole concept of identifying a jet as originating from
a single parton is under debate. Ref. [77] touches more upon this issue. From the
experimental particle physics point of view, the current approach is useful however
as it allows concrete treatment of jets with definitive flavor. Conceptually, this is
easier to digest and makes analyses with specific jet flavors more approachable.

5.5 Jet flavor identification

The signature of QCD collision events is quark and gluon jets. These flavored jets
need to be discerned from each other as accurately as possible. The QCD jet flavor
identification algorithms have usually been separated into two categories: b-quark
tagging algorithms and quark/gluon discriminators.

To illustrate this dichotomy, first consider the top quark, the most massive of all
elementary particles. The expected lifetime of a top quark is less than the timescale
in which strong interactions happen, so they don’t form hadrons or usually radiate
gluons. Instead, they decay weakly, commonly to b-quarks. Hence, to identify top
quarks, a reliable b-tagging algorithm is required.

The purpose of a b-tagging algorithm is first and foremost to discern between b-
quark jets and the lighter (up, down, strange and gluon) jets. Bottom quarks form
hadrons with relatively long lifetime, and they usually decay some hundreds of
micrometers away from the primary interaction vertex. Thus, b-tagging algorithms
most importantly look for displaced secondary vertices. Efficient b-tagging requires
excellent tracker performance. The jets originating from c-quarks are the most
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similar to the b-quark jets, but they can also be discerned from each other well.
The current b- and c-quark tagging algorithms and their levels of performance are
covered in Ref. [78].

The next step is to discern between gluon and light quark jets, as they appear
very similar to each other. Since heavy flavor tagging algorithms are in their own
category, the term quark/gluon jet discrimination is understood to refer to only the
three lightest quarks. Discerning between the three light quark flavors themselves
is not relevant for most measurements, so at CMS there is no particular light quark
discriminator that is used. However, such a discriminator might be of interest to
some specific analyses in the future. In Ref. [79] it was shown that efficient up/down-
quark discrimination is certainly possible.

The purpose of this thesis is to compare deep neural network implementations for
quark/gluon discrimination. The standard CMS likelihood-based discriminator [80]
is used as the benchmark for the discrimination performance. The likelihood-based
discriminator is built on three observable high-level jet variables:

1. Jet constituent multiplicity

2. Transverse momentum distribution variable pTD

3. Minor axis σ2

These three variables were chosen as they reflect the theoretically motivated dif-
ferences between the quark and gluon jets, as can be seen from their distributions.
They are depicted in Figure 5.3, alongside the resulting quark/gluon likelihood dis-
crimination variable. All of the variables are calculated from the reconstructed jet
constituents, with some selective cuts made on the particles. Only the charged PF
candidates which can be traced to the main interaction point are considered and
all the neutral PF candidates are required to have transverse momentum of at least
1 GeV. These selections are made so that the variables are more robust and less
affected by pileup effects. The first variable, jet constituent multiplicity, is a natu-
ral choice for a discriminating variable, since the average constituent multiplicity in
gluon jets is higher in comparison to quark jets.

The transverse momentum distribution variable is defined as

pTD =

√∑
i p

2
T,i∑

i pT,i
, (5.2)

where the sum is over the jet’s constituents and pT,i is the transverse momentum of
a single constituent. The variable has the value of 1 if the jet consists of a single
particle and the value approaches 0 as the jet constituent multiplicity gets large with
the jet’s momentum distributed evenly between the constituents. For a gluon jet,
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pTD is on average lower than for a quark jet, as quarks tend to produce jets with
fewer constituents carrying the majority of the jet’s total transverse momentum.

The minor axis σ2 represents the difference in the average jet widths of quark and
gluon jets. Gluon jets are generally less collimated, i.e. wider. Motivated by the
conical shape of clustered jets, they can be approximated as ellipses. The shape
of the ellipse is calculated from the jet’s constituents in the (η, φ)-plane, and each
constituent’s distance from the jet central axis is weighted by p2

T,i.

Figure 5.3: Distributions for the three variables on which the likelihood-based discriminator
is built and the resulting discriminating variable. The quark and gluon jets are extracted from
simulated collision events. Figure taken from Ref. [81].

The likelihood-based discriminator performs very well using just a small number
of discriminating variables. However, a jet reconstructed with the PF algorithm
contains a lot of information on both low and high levels. This fact motivates
studies on improving quark/gluon discrimination performance using more complex
representations of the jets, and machine learning methods, which are capable of
finding more subtle differences from those representations. DeepJet [82] is an effort
from CMS to construct a deep neural network-based jet flavor classifier, which takes
as an input a very large number of variables, covering all aspects of a reconstructed
jet. It is a more general jet flavor classifier, as it is a single framework that is capable
of identifying not just the quark and gluon flavors, but also jets originating from
other particles such as W and Z bosons. One of the neural networks implemented
in this thesis took its inspiration from the DeepJet model and is discussed further
in section 6.3.



6. Studies of quark and gluon jet
discrimination

This chapter covers the quark and gluon jet discrimination studies conducted in this
thesis. The great potential of deep neural networks has also been recognized for the
task of jet flavor classification. Without limiting the scope to quark/gluon discrimi-
nation, published neural network-based jet classification approaches include image-
based visual analysis [83, 84], natural language processing analogue [85, 86], graph
analysis [87], recurrent network built on LSTM units [88] and the DeepJet multiclas-
sifier model that combines sequential particle-level information with high-level jet
variables [82]. In this study, the performance of the following three implementations
of deep neural networks are compared for quark/gluon discrimination:

• Basic feedforward neural network model

• Sequential particle model

• Jet image-based visual recognition model

The models’ jet discrimination performance are evaluated in seven different bins
of the (η, pT ) space, where pT is the transverse momentum of a jet and η is the
pseudorapidity of its axis. The two examined η regions represent the barrel and
endcap regions of the CMS detector, |η| < 1.3 and 1.3 < |η| < 2.5, respectively.
The examined pT bins were 30-100 GeV, 100-300 GeV, 300-1000 GeV and >1000
GeV. The only bin that was left out was (1.3 < |η| < 2.5, pT > 1000 GeV) due to
scarcity of jets in that region. The likelihood-based quark/gluon discriminator that
was explained in section 5.5 is used as a benchmark model for the performance of
the neural networks.

The first section of the chapter shortly describes the data set and the relevant
software used in this study. Then the neural network models are described one by
one. Each section explains the motivation behind the particular model, the data
preprocessing steps and the architecture of the neural network.
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6.1 Data set and software

The jets analyzed in this study were extracted from an official CMS simulated data
set produced with Pythia 8 and the CUETP8M1 [89] parameter set. The collision
events were simulated at the center of mass energy of 13 TeV with the transverse
momentum of the final state hard process partons ranging from 30 to 7000 GeV. The
detector simulation corresponds to the CMS detector as it was in 2016 during Run 2
conditions. The data was originally contained in ROOT [90] files in the Mini-AOD
format [69], and it was processed using the CMS Software framework [91]. The jets
were clustered with the anti-kt algorithm (R = 0.4) and the CHS pileup mitigation
was in effect.

The CMSSW program for the processing of the jets from the original data set is
available in Ref. [92], where the full variable content of the final processed data sets
is also described. The selected collision events had to fulfil certain criteria. The
event was required to have at least two reconstructed jets. The event’s two leading
jets, which have the highest transverse momenta, needed to be in the |η| < 2.5
region and have pT of at least 30 GeV after the jet energy corrections were applied.
Only jets that passed the same η and pT requirements were saved to file.

In each of the seven (η, pT ) bins, the training data set consisted of 200,000 jets and
a set of 50,000 jets was used for validation during the training process. Each test
data set consisted of 50,000 jets. All the data sets have 50% of gluon and 50% of
light quark jets. TensorFlow [41] and Keras [42] were used to implement and train
the neural networks. The first two neural network implementations were trained in
batches of 512 jets, while the jet image-based visual recognition model was trained
in batches of 256. All the networks were trained for maximum of 30 epochs and the
early stopping method was used with patience of 4. This means that if the validation
set loss function hadn’t decreased during the past 4 epochs, the training was stopped
early in order to avoid overfitting. Nadam was used as the optimization algorithm
for the training of all the networks. Binary cross-entropy was the loss function of
choice.

6.2 Feedforward neural network model

The first model implemented in this study is a simple dense feedforward neural
network model that doesn’t make use of any novel tricks. The motivation is to test
out whether a deep neural network in a relatively rudimentary form is able to match
the performance of the benchmark quark/gluon discriminator just by using the same
three input features. They are the multiplicity of the reconstructed jet constituents,
the transverse momentum distribution variable pTD and the minor axis of the jet σ2.
These variables and the motivations behind them were explained in section 5.5.
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6.2.1 Data preprocessing

Due to the simplicity of the model, the only preprocessing step for the data is the
standardization of the variables. For a variable x, this is done by subtracting the
mean 〈x〉 from it and dividing it by the standard deviation σx

x′ = x− 〈x〉
σx

, (6.1)

where x′ is the rescaled variable. The mean and the standard deviation are calculated
from the training data set. Calculating them for each individual test data set is
particularly a mistake. This standardization procedure unifies the scales of the
variables, which makes the training of the neural networks faster. It can also make
the neural network model more robust during the training process, as the values of
the weights of the neurons don’t vary as much in scale.

6.2.2 Neural network architecture

The architecture of the model consists of three hidden dense feedforward layers. The
first and second layer each have 100 neurons and the third layer has 50 neurons. The
third layer is connected to a single output neuron. Dropout layers with dropout rate
of 0.2 are used in between the hidden layers. The ReLU activation function is used
in the hidden layers, while the output neuron is activated by the sigmoid function.

6.3 Sequential particle model

The second approach examined in this study makes effective use of both the jet’s
general properties as well as its individual particles as reconstructed by the PF al-
gorithm. This method is inspired by the neural network model used in the CMS
DeepJet framework [82]. DeepJet is a general jet flavor classifier designed to iden-
tify also jets initiated by the heavy quarks and other particles. For that purpose,
information from particle tracks and secondary vertices is crucial, but less so in the
case of quark/gluon discrimination. The full DeepJet neural network model is very
complex, so for the sake of efficiency and simplicity, the input features that were
deemed irrelevant to quark/gluon discrimination were left out.

First the particles are processed through one-dimensional convolutional layers, with
the goal that the CNN learns a useful simplified representation of each particle. This
representation of the particles is then sequentially fed into a recurrent LSTM layer.
The output of the LSTM layer and the chosen high-level, or global, variables of the
jet are an input to a dense network, which combines all the information to a single
output.
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Global variable Description
pT Transverse momentum of the jet
η Pseudorapidity of the jet
Jet multiplicity Number of jet constituents (see section 5.5 for cuts)
pTD Transverse momentum distribution variable
σ2 Minor axis of the jet
PF candidate variable
pT,i Transverse momentum of a jet constituent

prel
T,i

Transverse momentum of a jet constituent relative
to the jet’s transverse momentum

∆Ri Distance between a jet constituent and the jet axis

Id
A particle identifier variable indicating the type of
the jet constituent
(Charged hadron, neutral hadron, photon etc.)

FromPV
An integer value indicating how tightly a
jet constituent is associated with the primary vertex
(Ranges here from 1 to 3)

Table 6.1: Input variables for the sequential particle model.

The chosen input features for the model are listed in Table 6.1. This model can
be seen as an extension to the previous basic neural network. The same three
likelihood-based discriminator variables are used, with the addition of information
on individual jet constituents. The transverse momentum and pseudorapidity of the
jet are also explicitly given. A practical problem arises as the number of particles
in jets vary, but the first convolutional neural layer requires an input vector of fixed
size. A choice then has to be made as to how many particles to include. In this
study, the choice was to use a total of 20 particles, consisting of 10 charged and 10
neutral particles with the highest transverse momentum in their respective category.

6.3.1 Data preprocessing

All the variables in this model were standardized by subtracting the mean value
of the variable and dividing by the standard deviation as in Equation (6.1). The
PF candidate variables were flattened out, so that the 10 charged jet constituents
and the 10 neutral jet constituents with the highest transverse momentum were
considered. In case there were less than 10 charged or neutral particles, the missing
PF candidate variables were filled with zeros. This gives a total number of 105 input
features to the neural network.
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6.3.2 Neural network architecture

First the PF candidate variables are given as an input to a 1D convolutional layer
with each feature of a PF candidate being in a separate input channel. So the PF
candidates are represented as a vector of length 20 with 5 channels. In the original
DeepJet model, the charged and neutral PF candidates are put through separate
convolutional layers, but in this implementation, the model was found to perform
better when they were an input to the same layer.

The convolutional neural network consists of four layers. The first layer has 64 ker-
nels, the second and third layers has 32 kernels and the final layer has 8 kernels. The
kernel size in all layers is 1×1, as their only purpose is to reduce the dimensionality
of the representation of a single particle. In between the convolutional layers, batch
normalization and dropout layers with the dropout rate of 0.1 are used. The output
of the final convolutional layer is a sequential input to an LSTM layer of 150 units.
It is utilized to find some correlation between the particles. The LSTM layer is
connected to a dense feedforward layer via batch normalization. The same dense
feedforward layer of 200 neurons also takes the global jet variables as an input and
combines the information with the LSTM signal for the individual particles. This
is followed by two more dense layers, each consisting of 100 neurons. Finally there
is one output neuron. Dropout and batch normalization is also used between the
dense layers. In all neural layers except the output, ReLU is used as the activation
function. The single output neuron is activated by the sigmoid function.

6.4 Visual recognition model

In the third approach, the jets are represented as images, created by projecting parti-
cles’ signals onto the (η, φ)-plane. This allows for employment of techniques used in
the well-researched field of computer vision, making a convolutional neural network
the natural choice for the model. The jet image approach was first introduced as an
application to identify W boson jets [83, 93]. Then it was extended to quark/gluon
discrimination [84]. In practice, the jet images could be built using any observable
that can be projected and pixelized on the (η, φ)-plane. In this study, the example
of Ref. [84] is followed and the following three channels are used to compose the
images:

1. Transverse momenta of charged particles

2. Transverse momenta of neutral particles

3. Charged particle multiplicity
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6.4.1 Data preprocessing

Standardizing the jet image input is a prerequisite for efficient training and perfor-
mance of the neural network. In order to create the jet images, we consider each jet
in an event individually and save all the PF candidates (including pileup) within the
distance of ∆R = 1 from the jet axis. Especially gluon jets may have radiated parti-
cles outside of the usual ∆R = 0.4, so this choice allows the neural network to have
a broader picture of the jets. The procedure results in centralized jet images, where
the jet axis is positioned at (η, φ) = (0, 0). It is now possible to produce an image by
taking each of the PF candidates and projecting their observables into a discretized
grid. Here, an image size of 33× 33 pixels was used with an additional zero-padded
pixel on the edges. The image covers the area η, φ ∈ (−1, 1) as measured from the
center of the jet.

Normalizing the jet images helps to make the training of the neural network more
efficient and improve the discrimination performance. The complete jet image pre-
processing procedure consists of the following steps:

1. Pileup mitigation: Removing pileup particles from the jet images is com-
parable to noise reduction in regular images. Instead of utilizing the CHS
algorithm for pileup mitigation, here we consider the ’FromPV’ value given
by the PF algorithm for each particle. The value is an integer with a range
from 0 to 3, where a higher value marks stronger association with the primary
vertex of interest. In this study, all the particles with a value of 0 or 1 are
removed.

2. Translation: All the PF candidates are translated in the (η, φ)-plane so that
the PF candidate with the highest transverse momentum is always in the
center pixel.

3. Reflection: The transverse momentum density of the jet image is calculated
and the image is reflected along the φ-axis so that the part of the image with
higher transverse momentum density is always on the right side.

4. Discretization: The (η, φ)-plane is discretized to 33× 33 pixels and any par-
ticles outside the boundaries of the image are cropped out. The PF candidates
are projected onto the discretized plane in the three separate channels.

5. Standardization: The standardization of the pixel values is done in three
steps. First the values are scaled so that ∑ij Iij = 1. Then the average
jet image is calculated from the training data set, alongside the standard
deviation. The pixel values are zero-centered by substracting the average jet
image’s values µij from each corresponding pixel value. Finally, the values are
divided by the standard deviation in that specific pixel value in the training
data set.
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These preprocessing steps allow the network to focus on learning relevant discrimi-
nating features in the jet images, rather than having to learn, for example, transla-
tions in the (η, φ)-plane. Average jet images of both quarks and gluons are depicted
in Figure 6.1. The differences are truly subtle, but one can see that there is wider
spread in the gluon jets. By subtracting the average gluon jet images from the aver-
age quark images, the differences become more evident, as can be seen in Figure 6.2.

Figure 6.1: Average jet images of 50,000 gluon jets and 50,000 quark jets in the region of (|η| < 1.3,
100 < pT < 300). For increased clarity, the average images were scaled by taking the square root
of each pixel value.

Figure 6.2: The difference between the average jet images in Figure 6.1. The average gluon jet
images were subtracted from the average quark jet images. Red is more quark-like and blue more
gluon-like. The visible circles are an artifact from the preprocessing procedure.
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6.4.2 Neural network architecture

This model follows the typical formula of a convolutional neural network. First
there are three layers of alternating 2D convolutional and max-pooling layers. Each
convolutional layer has 64 kernels. The kernel size in the first layer is 8× 8 and two
others have a smaller kernel size of 4×4. The max-pooling layers have kernels of size
2× 2. The stride length in all layers is 1 and no padding is added anywhere. There
are Dropout layers with the dropout rate of 0.3 between the alternating layers. The
last convolutional layer is connected to a dense feedforward layer with 128 neurons,
which is followed by the output neuron. The convolutional and dense layers have
the ReLU activation function and the output neuron has the sigmoid activation
function.



7. Results

The results on the performance of the quark/gluon discrimination models are pre-
sented in the form of receiver operator characteristic (ROC) curves. They show
the true positive rate (quark jet acceptance) plotted against the false positive rate
(gluon jet acceptance) for each discriminator. The area under the curve (AUC) gives
a numerical value that can be used as a simple measure of a discriminator’s general
level of performance. A perfect discriminator would have a ROC AUC value of 1,
while 0.5 corresponds to a model that guesses at random.

The results for the models’ evaluated performance in the detector’s barrel region of
|η| < 1.3 and all of the four pT bins are shown in Figure 7.1. Figure 7.2 shows the
results in the endcap region 1.3 < |η| < 2.5. The ROC AUC values for each model
in the examined (η, pT ) bins are summarized in Figure 7.3.

Both the sequential particle model and the jet image-based visual recognition model
show definitive improvement over the benchmark likelihood-based discriminator.
Clearly, the addition of the particle-level information provided by the particle-flow
algorithm makes a notable difference in terms quark/gluon discrimination perfor-
mance. The simple feedforward neural network matched the benchmark discrimina-
tor quite closely, though it performed slightly worse in certain bins. The failure of
the feedforward neural network model to surpass the likelihood-based discriminator
demonstrates that with as few as three variables, the simpler approach can yield
perfectly fine and reliable results, while the use of a neural network might just be
an unnecessary complication. However, since we can have more complex representa-
tions of a jet containing additional useful information, neural networks are the right
tool to exploit that.

In general, the performance of every discriminator is worse in the endcap region
compared to the barrel region. This is an expected result, as the quality of the colli-
sion event reconstruction isn’t quite as good in the endcap region. The performance
of each discriminator also improves as pT increases. This is likewise expected, as
the differences in quark and gluon jets become more apparent at high transverse
momenta, but also because the effects of pileup diminish. Pileup is the main reason
why the task of quark/gluon discrimination becomes significantly more difficult as
the jet’s pT approaches 30 GeV.
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Curiously, (|η| < 1.3; 30 GeV > pT > 100 GeV) is the only bin in which the sequen-
tial particle model can’t distinctly match the performance of the visual recognition
model. This implies that the jet image approach is more robust and insensitive to
the effects of pileup. Thus, the visual recognition model is found to offer the best
quark/gluon discrimination performance of the three models compared in this study.
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Figure 7.1: The ROC curves showing the quark jet acceptance rate as a function of the gluon jet
acceptance rate for each quark/gluon discriminator in the detector’s barrel region of |η| < 1.3 and
all the four pT bins. The red line corresponds to the benchmark likelihood-based discriminator.
The blue, green and purple lines correspond to the three neural network models: the feedforward
neural network model, the sequential particle model and the visual recognition model, respectively.
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Figure 7.2: The ROC curves showing the quark jet acceptance rate as a function of the gluon
jet acceptance rate for each quark/gluon discriminator in the detector’s endcap region of 1.3 <
|η| < 2.5 and all the four pT bins. The red line corresponds to the benchmark likelihood-based
discriminator. The blue, green and purple lines correspond to the three neural network models:
the feedforward neural network model, the sequential particle model and the visual recognition
model, respectively.
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Figure 7.3: The ROC AUC values from Figures 7.1 and 7.2 summarized for each quark/gluon
discriminator. The markers are placed in the middle points of the four pT bins. The barrel region
is plotted in solid lines and the endcap region in dashed lines.



8. Conclusions and discussion

Distinguishing light quark jets from gluon jets is a highly important problem relevant
to particle physics experiments conducted with hadron colliders, as QCD jets are
an irreducible part of practically all collision events of interest. In this study, three
different implementations of deep neural networks for quark/gluon discrimination
were presented. Their comparative performance was evaluated in seven different
(∆η; ∆pT ) bins. The sequential particle model and the jet image-based visual
recognition model, which used particle-level information, showed clear improvement
over the benchmark likelihood-based discriminator. A simple feedforward neural
network model performed almost equally well as the benchmark discriminator. From
these results it can be concluded that deep learning models are currently the best
choice for quark/gluon discrimination with their ability to make use of more complex
and nuanced representations of quark and gluon jets.

The sequential particle model and the visual recognition model were of almost equal
performance. The visual recognition model was the better of the two only when
discriminating jets with low transverse momentum in the barrel region. There the
effects of pileup worsen the discrimination performance of all the models, but the
jet image approach appears to be more resilient to them than the sequential particle
model.

Though the visual recognition model gave the best performance in this study, one
should also consider other aspects of the models for practical purposes. The case
for the visual recognition model is that the idea of representing jets as images is
both aesthetically appealing and easy to understand. However, the downsides of
the visual recognition model are the the non-trivial preprocessing of the jet images
and the fact that the approach requires significantly more computational resources
than the sequential particle model, in terms of both storage space and processing
power. If the sequential particle model can be tweaked so that it also becomes less
sensitive to pileup, its ease of use certainly beats the jet image approach.

It must also be emphasized that until a sure way to find the optimal hyperparameters
for a neural network model is discovered, conclusive assertions on the comparative
performance of different approaches are difficult to make. Only the performance of
specific implementations of certain approaches can be fairly compared, rather than
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the approaches themselves. Hyperparameter selection might become automatized
at some point, but until then, the search for the best neural network architecture
remains an arduous and difficult task.

An important caveat of this study that needs to be pointed out is that this study
was based entirely on supervised machine learning models, where the class labels
for the jets came from simulated collision events. It is however known that the
Monte Carlo event generators are not very accurate in the simulation of gluon jets
[77]. When compared to actual recorded data, quark and gluon jets generated with
Pythia appear to be more different than they actually are in data, i.e. more easily
discernible. The opposite holds for Herwig, as it simulates quark and gluon jets
with too much similarity. It can be then argued that with supervised learning,
the model is really just learning to distinguish quark and gluon jets specific to the
event generator that was used. It was shown in [84] that the jet image-based visual
recognition approach is remarkably insensitive to the collision event generator, so
there may be hope yet for supervised machine learning model which can be proven
to be robust enough.

To address the fundamental problem of the use of supervised machine learning in
jet classification, a so-called weakly supervised classification method was developed
[94] and applied to quark/gluon discrimination. It was shown that knowing the
proportions of the two class labels in the training data sample was enough to train a
classifier that matched the performance of a supervised method. The proportions of
quark and gluon jets in a sample can be estimated theoretically, even though there
is some uncertainty in the labels, originating from the uncertainties in the parton
distribution functions. In Ref. [95] the weakly supervised method was extended to
learning from mixed samples without even the knowledge of the class proportions.
The downside to these methods is that we get only a statistical definition of a quark
or gluon jet and we can never be quite sure whether a specific jet belongs to one
class or another. This is more correct from the theoretical point of view [77], but for
experimental particle physics, it is less than ideal. It it practical to have access to
jets with definite flavor, even if it was physically somewhat unsound. One can also
hope that the Monte Carlo event generators are eventually developed to the point
that they are able to simulate gluon jets that match with actual data.

In conclusion, deep neural networks have proven to be powerful statistical tools
that can offer improved quark/gluon discrimination performance in comparison to
the traditional likelihood-based methods. The research on the field remains highly
active, and the future is bound to bring many exciting things with it.
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