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Ionisäteilytys on ollut teollisuuden puolesta merkittävän kiinnostuksen kohteena 1950-
luvulta lähtien. Ionisäteet ovat nousseet käyttöön monilla aloilla johtuen niiden kyvyn muo-
kata materiaalien ominaisuuksia hallitusti. Tärkeimpänä on ollut niiden sovellus puolijoh-
delaitteissa kuten diodeissa ja transistoreissa, missä tarpeellinen seostaminen eli douppaus
yleisesti saavutetaan säteilyttämällä sopivilla ioneilla, mikä mahdollistaa jokapäiväisessä
käytössä näkyvän teknologian kehityksen.

Puolijohdelaitteiden jatkuvan pienentymisen myötä vaadittu tarkkuus valmistusproses-
sissa vastaavasti kasvaa. Näin ollen tarvitaan vahvoja mallinnustyökaluja ionisäteiden
ymmärryksen ja soveltamisen edistämiseksi.

Binääritörmäysapproksimaatio (BCA, binary collision approximation) otettiin käyttöön
simulaatiotyökaluna 1950-luvulla. Se sallii monien säteilyyn liittyvien ilmiöiden ennusta-
misen yksittäisille törmäyskaskadeille, ja on käytössä monissa kokeellisissa laboratorioissa
ja monilla teollisuuden aloilla tehokkuutensa vuoksi. BCA kuitenkaan ei pysty kuvaile-
maan kemiallisia tai termodynaamisia vaikutuksia, mikä rajoittaa sen käyttökelpoisuutta
tilanteissa, joista ballistiset vaikutukset ovat riittämätön kuvaus.

Yhtä aikaa BCA:n kanssa kehitettiin simulaatiotyökalu molekyylidynamiikka (MD,
molecular dynamics). MD sallii tarkemman kuvauksen atomien välisistä voimista eli myös
kemiallisista vaikutuksista. Se on kuitenkin kertaluokkia hitaampi kuin BCA-menetelmä.

Tässä tutkielmassa kehitetään uusi muunnelma MD-algoritmista sekä MD:n että BCA:n
hyötyjen ja vahvuuksien yhdistämiseksi. Törmäyskaskadiin liittyvien simuloitujen atomien
aktivointi ja deaktivointi käytetään tapana säästää laskennallista työtä, keskittäen suo-
ritettu laskenta kiinostuksen kohteena olevaan alueeseen kaskadin ympärillä ja jättäen
ympäröivät, tasapainossa olevat alueet huomiotta. Yhdistämällä tämä algoritmi olemas-
saolevaan nopeutusjärjestelmään saavutetaan yhden kertaluokan nopeutus kovalenteilla
materiaaleilla kuten Si ja Ge, joilla algoritmia testattiin.

Kehitettyä algoritmin avulla tutkitaan Ge-nanolankojen taipumista Xe-ionisäteilytyksessä.
Kokeellisesti on osoitettu, että nanolangat taipuvat joko ionisädettä kohti tai siitä poispäin,
ja tietokonesimulaatiot voivat auttaa taustalla olevan fysikaalisen prosessin ymmärtä-
misessä. Tässä tutkielmassa simuloidaan korkean integroidun vuontiheyden säteilytystä
Ge-nanolankaan, ja analysoidaan siitä seuraavaa defektirakennetta taipumisen tutkimiseksi,
mikä toimii myös testinä kehitetylle algoritmille.
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1. Introduction

Ion beams have been the subject of significant industry interest since the 1950s. They have
gained usage in many fields for their ability to modify material properties in a controlled
manner, such as for improving wear resistance, easing the application of protective
coatings, or shaping of nanostructures. Most important has been the application to
semiconductor devices such as diodes and transistors, where the necessary doping is
commonly achieved by irradiation with appropriate ions, allowing the development of
the technology that we see in everyday use.

With the ongoing transition to ever smaller semiconductor devices, the precision
required of the manufacturing process correspondingly increases. This trend of minia-
turization, popularized as Moore’s law, rules out the older, less controllable method for
doping, via diffusion. The required precision is taken to the extreme when approaching
the limits of current technology, such as with single-electron transistors. A strong suite
of modeling tools is therefore needed to advance the understanding and application of
ion beam methods.

The binary collision approximation (BCA) as a simulation tool was first introduced
in the 1950s, where it was used to study the behavior of ions in solids [1]. It allows the
prediction of many radiation-related phenomena for single collision cascades, such as ion
range profiles, defect production and concentration, and sputtering. BCA has also been
extended to take into account changes in the irradiated material in a statistical manner
through tracking element concentrations [2].

Due to its efficiency, BCA has been adopted in many experimental laboratories and
industries. It is able to provide, in many cases, reasonable results in very short times.
However, the major drawback of BCA is that it fails to describe chemical effects in
interatomic interactions as well as thermodynamic effects, limiting its usefulness for
systems for which ballistic effects are not a sufficient description.

Parallel to BCA, the molecular dynamics (MD) simulation algorithm was developed.
Solving Newton’s equations for a set of particles, it allows a more accurate and precise
description of interatomic forces and therefore chemical effects, provided that the inter-
atomic potentials used are suited for the simulated system. While MD was originally
limited to low-energy particles due to a lack of computational power, it can nowadays
be used even for high-energy radiation studies [3]. Its main weakness is the orders of
magnitude higher computational cost compared to the BCA method.

In this work, a new variant of the MD algorithm is developed to combine the advantages
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of both the MD and the BCA methods. The activation and deactivation of atoms involved
in atomic cascades is introduced as a way to save computational effort, concentrating
the performed computations in the region of interest around the cascade and ignoring
surrounding equilibrium regions. By combining this algorithm with a speedup scheme
limiting the number of necessary relaxation simulations [4], a speedup of one order of
magnitude is reached for covalent materials such as Si and Ge, for which the algorithm
was validated. The algorithm is implemented in the open-source MD code developed at
the University of Helsinki, PARCAS1 [5, 6]. In the course of developing this algorithm,
other improvements to PARCAS were made; see appendix A for details.

The developed algorithm is used to explain the behavior of Ge nanowires under Xe
ion irradiation. The nanowires were shown experimentally to bend towards or away from
the ion beam [7, 8], and computational simulations might help with the understanding
of the underlying physical processes. In this thesis, the high-fluence irradiation of a Ge
nanowire is simulated and the resulting defect structure analyzed to study the bending,
and as a further test of the developed algorithm.

1 https://gitlab.com/acclab/parcas/
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2. Ion–solid interaction

The basis of the physics behind ion irradiation is formed by ion–solid interactions. These
give rise to many phenomena that are experimentally observable, and are of interest for
applications of ion irradiation.

A brief overview of the history of radiation physics is given in subsection 2.1, introducing
relevant subfields and industry interests. The physics of ion irradiation and its phenomena,
such as defect formation and ion-induced mixing, are discussed in subsection 2.2. An
overview of industrial applications of ion beams is given in subsection 2.3.

2.1. History of radiation physics

Radiation has been undergoing constant study since the end of the 19th century, when
X-rays were discovered by Wilhelm Röntgen [9]. Following the subsequent discovery of
radioactivity, the study quickly encompassed also the field of radiation by particles with
mass. Already in the year 1900, Marie Curie suggested that alpha rays are particles
that interact with matter they are traversing, losing some of their “life force” [10], or
more modernly, momentum and energy, presenting as such the most basic explanation of
ion–solid interactions.

Early highlights of radiation physics were concentrated on explaining the structure of
the atom [11]. The famous gold foil experiment with alpha particles backscattering from
nuclei led first to Rutherford’s and subsequently to Bohr’s atom model. In the 1930s
and 1940s, radiation physics mostly concentrated on fission and its products. In the
late 1940s and 1950s, the health effects of radiation became subject of increased interest
(e.g. [12, 13]) following the bombings in Hiroshima and Nagasaki.

Another field of growing importance in the 1950s was the irradiation of semiconductors.
Until the start of the decade, semiconductor applications had used mostly non-irradiated
materials [14]. The invention of the transistor in 1948 with its many industry applications
caused interest in easy to manufacture, robust, and powerful semiconductor devices.
Due to the requirement for doping of semiconductors, ion irradiation of semiconducting
materials was subject to intensive study, both experimental and theoretical [11]. Industry
interest is visible in the amount of related patents that started appearing around 1955,
e.g. [15–17].

By the early 1980s, ion irradiation had overtaken other methods of semiconductor
doping, due to its many technological benefits [18]. One of the most important advantages
of the method was increased precision in the dopant distribution compared to the
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competing method, thermal diffusion. This allowed the further miniaturization of
electronic devices, a process which continues even today.

Despite its long history, applications of ion beams are still being developed today.
Especially in the manufacturing and modification of nanostructures, improvements are
made with methods such as focused ion beams (FIB) and ion beam enhanced etching
(IBEE), allowing the creation of tiny structures of high precision [19, 20].

2.2. Basic concepts of ion–solid interactions

In the field of ion–solid interactions, an ion is an energetic particle that is introduced
into a solid structure, where it interacts with target atoms, transferring energy and
momentum to them [21]. Despite the name, the ion is not necessarily electrically charged,
as the term is used also for neutral atoms [11].

The results of ion irradiation depend on a multitude of factors which can be controlled
in experiments [22]. The chemical elements used for ions [23], as well as their charge
states [24], can be varied. The choice of the ion’s initial kinetic energy and velocity is
critical for determining the effects of the irradiation. The incidence angle of the ion
beam affects several properties of the irradiated material [21]. Also the total fluence of
irradiation (ions per area) is, naturally, a defining parameter.

The parameters above are all related to the ions used in the irradiation. The properties
of the material undergoing irradiation are equally important. The solid can be a metal,
an insulator or a semiconductor, all of which have different electronic and mechanical
properties. The density and purity of the solid can vary. A solid can be amorphous,
poly-crystalline, or a single crystal. The crystal orientation of the irradiated surface
and the incidence angle of the ion beam are important in crystalline materials due to
channeling effects described below.

The manner in which the above parameters affect the results of the irradiation follow
from the physics governing of a single ion’s journey in a solid. As the ion enters the
solid, it comes close to atoms present in the target material, and interacts with them [23].
This interaction can be roughly divided into three parts: non-elastic electronic collisions,
elastic nuclear collisions, and nuclear reactions. Nuclear reactions only occur at very high
energies and are ignored hereafter.

In nuclear collisions, the Coulomb interaction between the nuclei of the two colliding
atoms, screened by the electrons in between, exerts a force on both. This can involve
large transfers of energy and momentum, and is statistically a chaotic process, since even
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small perturbations in energy or position can send both particles in different directions.
Nuclear collisions are mostly responsible for the change in direction of the ion, due to
the small mass of the electrons. As such, nuclear collisions are also mostly responsible
for the lattice disorder and defects created during the irradiation.

In electronic collisions, the ion collides with electrons of the target material [23].
Through excitation of the electrons, the ion loses energy, though its direction is only
mildly perturbed.

The loss in energy caused by nuclear and electronic collisions is called nuclear and
electronic stopping, respectively. The total loss in energy per distance is the stopping
power

𝑆 = −d𝐸
d𝑥

≈ 𝑆n + 𝑆e = −(d𝐸
d𝑥

)
n

− (d𝐸
d𝑥

)
e
, (2.1)

where 𝑆n is the nuclear stopping power and 𝑆e is the electronic stopping power. Despite
its name, stopping powers have force units [11]. The relative magnitude of the nuclear
and electronic stopping powers depends on the ion’s velocity. At low velocities, nuclear
stopping dominates, and electronic stopping is weak due to the ion tending to be neutral
due to electron capture. As shown in figure 2.1, at high velocities, nuclear stopping is
weak, and electronic stopping dominates.

The distance that ions travel through the target material, the ion range, is determined
by the stopping power [23]. Since the actual distance traveled is rarely interesting, the
quantity usually used is the projected range, i.e. the distance parallel to the incident
trajectory, or the depth, i.e. the perpendicular distance from the surface. Since the
ion–solid system is chaotic, there is a range distribution for a series of ion implantations.
The distribution typically has a near-Gaussian shape, with a longer tail. For ions entering
crystalline solids, the size of the tail depends on the incidence direction [25]. Along
specific channeling directions in a crystal structure, an ion may travel long distances
without an energetic nuclear collision.

Atoms that gain significant amounts of energy and momentum from collisions with
the ion are called primary knock-on atoms (PKA) [23]. Since PKAs gain large energies,
it is natural that the same interaction types described above also apply to interactions
between PKAs and other atoms. Atoms which are displaced in this process are called
recoils. Such recoil events create vacancies, i.e. unoccupied lattice sites, and interstitials,
i.e. atoms that exist between lattice sites.

As recoils create other recoils, a collision cascade is formed [21, 23], in which energy
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Figure 2.1: A schematic plot of the the stopping power as a function of the kinetic energy
of the projectile. An approximate division into nuclear and electronic stopping
is shown. Based on data from the SRIM tables [11].

and damage propagate outwards from the high-energy collision sites. Each successive
collision divides the excess energy in the system between more atoms.

The initial phase of the collision cascade lasts around 100 fs [26]. During this ballistic
phase, the distance between collisions is long enough that collisions can be treated as
binary, i.e. happening between two particles. Displacement damage occurs as the result
of these binary collisions with energies higher than the displacement energy threshold.

The second phase of the collision cascade can begin when the distance between collisions
shortens sufficiently for the collisions to affect each other, and the atom energies have
dropped below the threshold [23, 26]. This does not happen for all materials, but occurs
only in materials with a high enough density. The interior of the cascade can melt
temporarily in a nanometer-scale region. This period is called a heat spike or thermal
spike, and lasts on the order of picoseconds. Finally, the excess energy dissipates into the
surrounding material as vibrations in a third phase, the relaxation [27].

During the heat spike and relaxation, the primarily point defects created during the
ballistic cascade can recombine or reorganize themselves into larger defects [20, 26, 28].
There is a large variety of possible defects, such as voids, dislocations, and amorphous
regions. At surfaces, the radiation damage can create craters, blisters, and ripples. The
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coordination of atoms in amorphous regions can be modified. Some point defects can
recombine through in-cascade annealing, in which the heat provided by the cascade allows
the point defects to move. During both the ballistic phase and the heat spike, atoms can
be removed from the material through the surface in a process called sputtering.

When the irradiated region of the target contains more than one phase or material, an
additional form of disorder is introduced in the form of ion-beam mixing [20, 23]. In a
compound material such as quartz or in ordered alloys, chemical disorder can be induced
by displaced atoms ending up as anti-site defects, i.e. taking the place of atoms of a
different species.

Near interfaces between two materials, an ion-beam can cause mixing of the materials,
in both the ballistic and the heat spike phase of the cascade. In the ballistic phase,
single atoms can be thrown across the interface by recoils. In a heat spike, a part of
the interface region can be molten, allowing the mixing of the materials. The resulting
structure depends on the chemical miscibility of the two materials. Several experiments
have shown that ion-beam induced mixing can be used to improve the adhesion of a thin
film on a substrate [29–31].

The concepts of ion–solid interactions discussed above belong to the first picoseconds of
an ion implantation. However, the evolution of an irradiated material does not stop at the
end of a collision cascade. The remaining defects affect the long-term dynamic properties
of the material such as via diffusion. For example, the diffusion rate of a substance grows
with the defect concentration [23]. When defects are produced by irradiation, this effect is
called radiation enhanced diffusion (RED). Since time-scales measurable by experiments
are on the order of microseconds or higher, the effects of the pure collision cascades are
not directly determinable. Instead, as discussed further in section 3, simulations can be
used to study these short time scales.

2.3. Ion beams for industrial applications

As mentioned in section 2.1, ion beams have been used for a variety of industrial
applications that are critical to the functioning of many modern technologies. The goals
of ion beam manipulation of materials vary from influencing their electronic or optical
properties to modifying their shapes at the nanoscale.

The best-known and historically important example of industrial applications for ion
beams is the doping of semiconductors, mainly silicon, to produce the semiconductor
devices that are ubiquitous in everyday life. In order for silicon to be usable for devices
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such as diodes and transistors, appropriate impurities must be implanted into it in a
process called doping [32]. The dopants create electron state in the semiconductor’s
band gap, adding electrons or electron holes to the electronic structure of the doped
material. The implantation of the dopants is performed using ion beams [33, 34]. Unlike
e.g. diffusion, this allows precise control of the distribution of dopants in the target
material, and important property considering the miniaturization of electronic devices in
the past decades. The doping process is still undergoing study as transistor sizes continue
to shrink [35].

Aside from electronic properties, also mechanical properties such as the hardness,
strength and fatigue resistance of materials can be modified for industrial purposes.
Sioshansi [36] lists early examples of the ion beam treatment of materials for industrial
applications. Life time, i.e. wear resistance, improvement by a factor of around 400 for
orthopedic implants was achieved by ion implantation of carbon and nitrogen. Similarly,
nitrogen implantation into the tungsten carbide used for drill heads improved both
their life time and the precision of the holes they produce. Also corrosion resistance for
expensive parts of both aircraft and industrial machines has been increased by implanting
various elements into the surfaces of the parts. Another class of treatment used is the
creation of a thin film with good adhesion on top of a substrate using ion beam sputtering,
in which an ion beam is used to sputter atoms from a second substrate, which then
impact the target substrate with sufficient energy to create the film. This can be used e.g.
to deposit insulators on top of conductors and vice versa. While there are methods to
produce coatings without ion beams, they are not applicable to all the practical situations
where ion beam sputtering can be used.

Not only can ion beams be used to add substances to materials, they can also be used
for the shaping of materials through various ion beam etching methods [20, 37]. This
allows the forming of precisely shaped nanostructures on substrate surfaces, such as
those required for many applications in electronics or optics. Silicon-based structures
can be created using reactive ion etching, in which chemically reactive ions such as
chlorine are accelerated towards a masked surface, such that unmasked parts are etched
away. While this method is sufficient for many materials, it is not usable to achieve
structures needed for optical applications with materials such as lithium niobate due to
difficulties achieving, among others, the necessary smoothness and aspect ratios of the
produced nanostructures. For such cases, ion beam enhanced etching (IBEE) can be
used [20]. In IBEE, the surface layer of the material is damaged by ion beams with an
appropriate distribution of ion energies to the desired depth. The damaged substrate is
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more susceptible to chemical etching, which can then be performed. Since the etching
rate depends strongly on the defect concentration, this allows great precision by masking
desired elevated regions from the ion beam. Thus optical crystals such as wave guides of
greater efficiency can be produced.

A final example of industrial applications for ion beams is the bending of semiconductor
nanowires. While semiconductor nanowires are not yet used as the basis for ready products,
several prototype devices, such as transistors, sensors, and lasers, have been produced [20].
They have the potential to further enable the miniaturization of both specialist and
consumer products, while increasing energy efficiency. As such, the ability to control
their placement is of interest for the mass production of nanowire devices. Such control
is promised by the bending of nanowires under ion irradiation [7, 8, 20]. This topic is
further dealt with in section 5.
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3. Computational models of ion interactions with solids

Computer modeling has been a part of the toolbox available for the study of physical
systems since the middle of the 20th century. Depending on the object of the study,
a large variety of different methods can be chosen from, starting from first principles
calculations of the behavior of a handful of atoms to the modeling of complex machines
on the macroscale.

For ion interactions with solids, the typical choice is for atomistic simulations, in
which each atom is treated as a single entity with its own state, but neglecting the
explicit treatment of electrons. The two most common atomistic simulation methods
are the binary collision approximation (BCA) and molecular dynamics (MD). Both
were introduced in the 1950s, and have evolved since then to describe many physical
phenomena and systems. The BCA method is briefly described in section 3.1. A more
detailed overview of MD is given in section 3.2.

3.1. Binary collision approximation (BCA)

The binary collision approximation (BCA) is a family of methods used to simulate the
dynamics of high-energy particles in solids [21]. Its basic idea is to track energetic
particles as they travel in straight lines from one binary collision to another [38]. Each
collision involves only two atoms, hence binary, and features elastic transfer of momentum
and energy from the traveling atom to the target atom. If the energy transfer is large
enough, the target atom is from then on also treated as a high-energy particle. Inelastic
energy loss happens between collisions, motivated by electronic excitation, which however
does not cause a noticeable change in the direction of the particle’s momentum. Once a
particle’s kinetic energy is small enough, it’s trajectory is no longer simulated. When
studying defect production, the energy cutoff is often the displacement threshold energy.

The particle trajectories caused by collisions are solved using the classical scattering
integral [23]. The scattering integral,

𝜃c = π − 2𝑝 ∫
∞

𝑟min

d𝑟

𝑟2[1 − 𝑉 (𝑟)
𝐸c

− 𝑝
𝑟 ]

, (3.1)

determines the scattering angle 𝜃c in the center of mass system, from which the angles
𝜃 and 𝜙 at which the two atoms leave the collision (see figure 3.1) can be computed.
The results depend on the total kinetic energy of the center of mass system 𝐸c (i.e. the
masses and energies of the atoms), as well as the impact parameter 𝑝 of the collision,
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Figure 3.1: A schematic view of a binary collision. The projectile approaches a target
atom from the left. Both travel through curved trajectories, ending up on
straight lines far away. The distance 𝑝 is the impact parameter. 𝜙 and 𝜃 are
the scattering angle and recoil angle, respectively.

which is defined as the distance at which their original trajectories would make them
pass each other. The minimum distance 𝑟min between the two atoms can be computed
from 𝑝 and from the potential 𝑉 (𝑟).

The resulting energies of atoms after the scattering can be determined from the laws
of conservation of energy and momentum. The transferred energy 𝑇 from the projectile
to the target atom is

𝑇 = 𝛾𝐸0 cos2 𝜃 , with (3.2)

𝛾 = 4𝑚1𝑚2
(𝑚1 + 𝑚2)2 , (3.3)

where 𝐸0 is the initial energy of the projectile.
The scattering integral also depends on the form of the interatomic potential 𝑉 (𝑟)

between the two colliding atoms. Many different potential forms have been considered in
the past [21]. Their common feature is that they depend only on the distance between
the two colliding atoms. As the name binary collision approximation says, the defining
part of the simulation method is that many-body effects are ignored. This is the primary
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reason that the method is only suited for the simulation of energetic particles. For
low-energy atoms, the many-body effects, such as lattice structure, become significant.
This limitation also means that initial damage is found only in the form of Frenkel
pairs [39], and that defect stability is not determinable [38]. Chemical effects on e.g.
mixing cannot be described with pure pair potentials for most materials.

In modern use, the most common BCA potentials are based on the screened Coulomb
potential [11],

𝑉 (𝑟) = 1
4π𝜖0

𝑍1𝑍2𝑒2

𝑟
𝜙( 𝑟

𝑎
) , (3.4)

where 𝑍1 and 𝑍2 are the atomic numbers of the atoms, 𝑒 is the electron charge, 𝑟 is the
distance between the atoms, 𝑎 is a length scale, and 𝜙 is a screening function. The screened
Coulomb interaction takes into account the weakening of the nucleus–nucleus force by
the surrounding electron cloud. There are several possible screening functions and length
scales, of which the most relevant are used in the universal Ziegler–Biersack–Littmark
(ZBL) potential [11], which has been fit to a large variety of elements based on ab initio
simulations.

One of the most visible differences between different BCA implementations is the
way they determine which atom an ion will collide with. The surrounding material can
be assumed to be crystalline, or unstructured. Unstructured materials are simulated
by generating random atoms with which the energetic recoils can collide. They are
unrealistic in the sense that even amorphous materials have short-range order, which
unstructured ones lack [21]. Crystalline materials can be treated realistically, though this
requires taking into account the thermal vibrations in the form of random displacements
from the perfect lattice positions [38]. Common to both approaches is the difficulty of
treating complex geometries, such as pillars, craters, or wires [20]. Also changes to those
geometries through irradiation are not describable through BCA.

Since the binary collision approximation has no concept of temperature except for
the kinetic energy of the chosen energetic atoms, it also ignores thermodynamic effects,
such as those present in heat spikes. Despite the drawbacks mentioned above, the BCA
method is in common use in both research and industry. This is visible foremost in the
success of the BCA software TRIM [11, 40]. The reason for this is that compared to the
alternative, molecular dynamics, BCA is orders of magnitude faster [41].
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3.2. Molecular dynamics (MD)

Molecular dynamics (MD) is a computational method for simulating the time evolution
of a system of particles, first introduced by Alder in 1959 [42]. These particles may be
single atoms (atomistic simulation), or molecules or parts of molecules. The molecular
forms of MD are mostly used in simulations of biological systems and are not further
discussed here. Ion interactions with solids are simulated with single atoms as particles.
Internal degrees of freedom, such as rotation of atoms, are neglected.

The basic MD algorithm is shown schematically in figure 3.2. The simulation’s state
consists mostly of the system’s particles’ positions and their time derivatives. Other
quantities can be computed from these where necessary.

The state must be initialized at the start of the simulation. This involves setting
initial positions for the particles, and some initial velocities, which can be e.g. Gaussian
distributed with parameters appropriate for the desired temperature. Optionally, the
total linear and angular momenta of the system can be removed during velocity creation.

The core of the algorithm is the iteration loop, where the atoms’ trajectories are
numerically solved from Newton’s equations of motion using small, discrete time steps Δ𝑡,
evolving the system’s state from its initial configuration. There are several integration
methods, some of which are discussed in section 3.2.1.

The forces needed for Newton’s equations depend on the system under study. While
quantum mechanical force calculations are possible, they are computationally expensive.
As a cheaper alternative, semi-empirical interaction models which do not explicitly
consider single electrons are often used. Generally, each combination of materials requires
its own interaction model, or potential. Some classes of potentials are further discussed
in section 3.2.2.

In any macroscopic system, the amount of atoms is many orders of magnitude larger
than what can be handled computationally. This requires approximations for the
computational methods such as molecular dynamics. The simulation is limited to a
simulation box, which is typically some tens of nanometers wide, thick and high. The
computational effort is limited to those atoms that are inside the simulation box. The
box is typically chosen to be a cuboid, though other shapes are possible.

There are two main ways to treat atoms coming to the edges of the simulation box. For
simulations of bulk material, the boundaries of the box can be made periodic, meaning
that any atom leaving the box through one side appears at the corresponding position
on the opposite boundary. Periodic boundaries can be imagined as having identical
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Begin: Set initial positions and velocities to match the wanted system.
Set initial accelerations and simulation time to zero.

Predict positions: Compute new predicted positions and velocities
based on current positions, velocities, and accelerations.

Compute forces: Compute forces and accelerations based on the
chosen interaction potential, using the predicted positions.

Correct positions: Compute corrected positions and velocities based
on the predicted ones and the computed forces.

Apply post-processing: Possibly apply thermostats, barostats,
boundary conditions, etc.

Save data: Compute and save interesting data such as atom positions,
pressures, etc.

Update time: Possibly pick a new time step Δ𝑡. Update the simula-
tion time: 𝑡 ← 𝑡 + Δ𝑡.

Check end criteria: Check whether the simulation should be
stopped, e.g. check the maximum simulation time.

Finish the simulation: Possibly print final data and statistics.

Figure 3.2: A flowchart of a simplified molecular dynamics algorithm.
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simulation boxes placed side-by-side, such that each atom in the real simulation box has
corresponding “images” in the neighboring simulation boxes. These images then interact
with the actual atoms over the box boundaries.

For simulations where the opposite boundaries of the box must be treated as separate,
e.g. when simulating an open surface, the boundary can be left open. This means
that atoms reaching the boundary leave the simulation box. They can then be left
as-is, traveling away from the simulation box forever, or they can be removed from
the simulation. A combination of both boundary conditions is also possible, e.g. with
periodic 𝑥 and 𝑦 boundaries and open 𝑧 boundaries for simulating an ion implantation
into a surface.

The limited size of the simulation cell leads to problems when the simulated system has
significant heat conduction or change in size. When a macroscopic system experiences
heating in a small region, the heat dissipates to other parts of the system until the
temperature is again even everywhere. For e.g. ion implantation with large energies, the
heat introduced by the ion would require a very large number of atoms to dissipate the
heat enough to reach approximately the wanted ambient temperature, which would raise
the computational expenses correspondingly. Also, preparing a simulated system to a
chosen temperature is not simple without further refinements to the algorithms.

To solve these heat-related problems, the concept of thermostats for MD simulations
is required. A thermostat modifies the equations of motion such that the temperature
approaches a wanted ambient temperature. The thermostat can be applied for all atoms
or only for a chosen subset, depending on the physical system that is being simulated.

Analogously, ambient pressures are difficult to achieve without further modifying the
equations of motion. For example, thermal expansion of a lattice cannot be simulated
when the simulation box is of fixed size. For this purpose, a barostat can be implemented,
which can resize the simulation box and allow expansion or contraction of the microscopic
system. The thermostat and barostat are further discussed in section 3.2.4.

Since molecular dynamics is a computationally expensive method, it is common to
parallelize it, such that the work can be split between many CPUs or computation nodes.
While there are several ways to achieve such parallelization, the typically chosen one is
domain decomposition (spatial decomposition) [43, 44]. Domain decomposition means
dividing the simulation cell into regions, each of which is assigned to a CPU core. The
atoms in each region are processed in parallel by the assigned CPU. Since there is a
necessary synchronization at least once every time step, the speed of the simulation is
determined by that of the slowest CPU. Load balancing is used to divide the work evenly
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to each of the CPUs. This is typically done by attempting to divide the atoms equally
into each region, since the amount of work is assumed to scale approximately linearly
with the number of atoms.

3.2.1. Integration methods

The main task of molecular dynamics simulations is to produce the trajectories of the
simulated atoms. This is achieved by numerically integrating Newton’s equations of
motion, which are

𝑭𝑖(𝒙1, … , 𝒙𝑖, … , 𝒙𝑁, 𝑡) = 𝑚𝑖𝒂𝑖(𝑡) = 𝑚𝑖�̈�𝑖(𝑡) (3.5)

for atoms 𝑖 = 1, … , 𝑁, where 𝑭𝑖 is the force on atom 𝑖 at time 𝑡, 𝒂𝑖 is its acceleration,
and 𝒙𝑖 its position. The forces 𝑭𝑖 are computed from the interaction potentials discussed
in section 3.2.2. They depend on the position of the atom 𝑖 and all of its neighbors.

The numerical solution to the above equation is found by discretizing time into small
steps Δ𝑡. The positions at time 𝑡 + Δ𝑡 can be computed from the positions at time 𝑡
by taking into account the velocities 𝒗(𝑡) and further time derivatives of the positions.
There are several algorithms to achieve this. Of these, the Velocity Verlet algorithm and
the Gear predictor–corrector algorithm are discussed below.

The Velocity Verlet integrator [45] is based on an earlier integrator by Verlet [46]. The
mathematical basis of the integrator is the truncated Taylor series of the trajectories 𝒙
(the subscript 𝑖 is dropped for readability) [43, 46],

𝒙(𝑡 ± Δ𝑡) = 𝒙(𝑡) ± Δ𝑡 𝒗(𝑡) + 1
2

Δ𝑡2 𝒂(𝑡) ± 1
6

Δ𝑡3 �̇� + 𝒪(Δ𝑡4) . (3.6)

The equations for 𝒙(𝑡 + Δ𝑡) and 𝒙(𝑡 − Δ𝑡) can be summed to give the equation

𝒙(𝑡 + Δ𝑡) = 2𝒙(𝑡) − 𝒙(𝑡 − Δ𝑡) + Δ𝑡2 𝒂(𝑡) + 𝒪(Δ𝑡4) , (3.7)

which was used in the original Verlet algorithm. The algorithm features a truncation
error for positions that is 𝒪(Δ𝑡4). Velocities at time 𝑡 must be computed from the finite
difference of two time steps 𝑡 ± Δ𝑡.

The Velocity Verlet algorithm is a reformulation of the above equation that explicitly
includes the velocities [43, 45]. Since the algorithms are mathematically equivalent, they
share their properties related to accuracy and conservation of energy. The algorithm
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includes the following steps for each time step:

𝒗(𝑡 + 1
2

Δ𝑡) = 𝒗(𝑡) + 1
2

Δ𝑡 𝒂(𝑡) (3.8)

𝒙(𝑡 + Δ𝑡) = 𝒙(𝑡) + Δ𝑡 𝒗(𝑡 + 1
2

Δ𝑡) (3.9)

𝒂(𝑡 + Δ𝑡) = 𝑭 (𝒙(𝑡 + Δ𝑡)) / 𝑚 (3.10)

𝒗(𝑡 + Δ𝑡) = 𝒗(𝑡 + Δ𝑡) + 1
2

Δ𝑡 𝒂(𝑡 + Δ𝑡) (3.11)

This has the advantage that the velocities are computed for the same points in time as
the positions, and that only one set of positions is required instead of two. The Velocity
Verlet algorithm translates into code basically as-is. Since the positions are not corrected
after computing the forces, the correction step in figure 3.2 only updates the velocities.

The Gear predictor–corrector family of algorithms is also based on truncated Taylor
series, but follows a different formalism [47]. Though considered out-dated [43], it still
sees use in MD software. The name predictor–corrector is appropriate due to the way that
new particle positions are first predicted using currently known velocities, accelerations
and further derivatives. Then forces are computed using the predicted positions, after
which the difference between the predicted accelerations and the accelerations from
the forces are taken into account when applying correction terms to the positions and
derivatives. The number of terms from the Taylor series that are taken into account is
freely choosable. The algorithm is explained below using a six term choice.

Defining 𝒙𝑁(𝑡) to be the 𝑁’th derivative term of the Taylor series for the position 𝒙(𝑡),
e.g. 𝒙2(𝑡) = 1

2 Δ𝑡2 (d2𝒙(𝑡) / d𝑡2), the predicted values are

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

𝒙p
0(𝑡 + Δ𝑡)

𝒙p
1(𝑡 + Δ𝑡)

𝒙p
2(𝑡 + Δ𝑡)

𝒙p
3(𝑡 + Δ𝑡)

𝒙p
4(𝑡 + Δ𝑡)

𝒙p
5(𝑡 + Δ𝑡)

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

=

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

1 1 1 1 1 1
0 1 2 3 4 5
0 0 1 3 6 10
0 0 0 1 4 10
0 0 0 0 1 5
0 0 0 0 0 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

𝒙0(𝑡)
𝒙1(𝑡)
𝒙2(𝑡)
𝒙3(𝑡)
𝒙4(𝑡)
𝒙5(𝑡)

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

, (3.12)

where the coefficient matrix is given by the upper Pascal triangle matrix. Defining the
velocities and their derivatives to include the time step and Taylor prefactor simplifies
the coefficient matrix.

After the new forces have been computed using the predicted coordinates, the correction
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term must be applied to all values. The correction for each Taylor series term is
proportional to the error in the predicted accelerations, Δ𝒂 = 𝑭 / 𝑚 − 𝒙p

2. The corrected
values are 𝒙𝑐

𝑁 = 𝒙p
𝑁 + 𝑐𝑁 Δ𝒂, where 𝑐𝑁 is a tabulated coefficient [48]. Then the corrected

values 𝒙c(𝑡 + Δ𝑡) can be used to predict the next values 𝒙p(𝑡 + 2 Δ𝑡).
The choice of integration algorithm depends on several factors. The algorithm

should [43]

1. allow use of a large timestep Δ𝑡 while still accurately yielding correct trajectories,

2. be computationally fast,

3. not require excessive amounts of memory,

4. require only a single evaluation of the forces per time step,

5. conserve energy and momentum on both short and long time scales,

6. be time-reversible, and

7. optimally, be simple to program.

Of these requirements, the single force evaluation criterion is critical, since even with
a single evaluation per time step, most of the computational time is spent evaluating
forces. The computational speed and memory usage of the integration method also
are less important than the possibility to use a large time step, since short time steps
require more force evaluations for the same simulated time. Both Velocity Verlet and
the predictor–corrector described above require a single evaluation of the forces, and are
relatively simple to program.

The accuracy of any integration method over long simulation times is limited by
Lyapunov instability: For two sets of nearly identical initial states, the computed
trajectories will diverge exponentially until they are uncorrelated [49]. Since the errors
introduced e.g. by numerical precision are sufficient to produce such instability, MD
cannot be considered to produce correct trajectories, regardless of the choice of integrator.
The produced trajectories must be understood as one choice from many possibilities. It
is sufficient that the integrator is reasonably accurate over small time scales, less than a
thousand time steps [43].

All integration algorithms show two kinds of non-conservation in the total energy:
fluctuations around the initial value, and long term drift away from it. Both increase
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with larger timesteps. Integrators show differing amounts of drift and short-term fluctua-
tions [50]. The Gear algorithms show smaller short-term fluctuations than the Verlet
schemes. At small time steps, also the drift is smaller. However, it rises faster than for
Verlet schemes when using larger time steps, so the Velocity Verlet algorithm allows the
use of larger time steps without significant drift in the total (conserved) energy.

The choice of time step is limited by the necessary short-term accuracy of particle
trajectories. Since the particles move in finite steps, the forces they experience are discrete
values. To approximate the correct, continuous forces reasonably well, the distance a
particle travels in one time step must be short enough that the change in force is small.
For molecular dynamics simulations that have extremely large forces or energies at some
point of the simulations, such as ion implantation simulations, the time step must be
small enough for the largest force. Since large energies are not present for most of the
simulation time, it is beneficial to use an adaptive time step [51]. The time step is then
limited by the four terms, of which the smallest time step value is chosen:

1. the maximum velocity chosen for the simulation,

2. the largest velocity present in the system,

3. the product of the largest force and the largest velocity, and

4. the previous time step value times a small factor.

This allows large velocities and forces to be handled correctly without slowing down the
rest of the simulation. Since the integration methods mentioned above only save velocities
and derivatives for a single time step, changing the time step is simple to program.

3.2.2. Interaction potentials

The interaction potentials determine the interaction between the simulated particles,
allowing the computation of their potential energies and the forces they experience.
Potentials come in various levels of approximation and accuracy. Quantum mechanical ab
initio computations are the most accurate, but also the most computationally expensive.
As an alternative, semi-empirical potentials are cheaper, but involve larger approximations.
They contain an analytical functional form that is based on quantum mechanical concepts,
such as the directionality of covalent bonds, but contains parameters that must be
determined by fitting to experimental data, or data acquired from quantum mechanical
simulations. Also available are purely empirical potentials that do not have a functional
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form with a well-defined physical background, such as the Lennard–Jones potential [52,
53].

Most interesting for atomistic simulations of solids is the group of semi-empirical po-
tentials, as they occupy a middle-ground between being too simple to produce reasonably
accurate results and being too expensive to allow sufficient system sizes. Often potentials
are created as parameterizations of common functional forms for different materials.
Notable formalisms for solids are the embedded-atom method (EAM) [54, 55] which is
used for many metals, the Tersoff family of potentials [56], and the Stillinger–Weber
family of potentials [57] which are suitable to simulate semiconductor materials, such as
Si and Ge.

The Stillinger–Weber potential is a three-body potential designed to accurately repro-
duce the structure of both liquid and solid Si [57], and has also been parameterized for
Ge [58, 59]. The two-body part resembles a Lennard–Jones potential, with a smooth cut-
off at a finite distance. It is dependent only on the parameterization and the interatomic
distance. The three-body part depends on the angles and distances between the three
atoms. Also featuring a smooth cut-off, it is designed to vanish when the angles between
atoms match the favored tetrahedral shape of the diamond lattice. This leads to the
diamond structure having the lowest potential energy, as it is also known experimentally
as the favored structure for the semiconductors.

The Watanabe–Samela potential is an extension of the Stillinger–Weber formalism
to describe silica [60, 61]. The two-body part of the potential handles Si–Si, Si–O and
O–O atom pairs. It is functionally identical to the Stillinger–Weber formalism, with the
exception of an additional factor in the form of a bond softening function. The bond
softening function is a function of the coordination number of the oxygen atom in an
Si–O pair, and otherwise unity. The coordination number only takes into account Si
atoms. The three-body part of the potential is more complicated, since it has to take
into account the different bond angles for Si and O atoms. It is split into two parts, one
to counter long-range two-body interactions, and one to introduce bond bending. O–O
bonds are not considered in the three-body part. The Watanabe–Samela potential has
also been extended to support Ge [62].

The Tersoff potential is a many-body potential designed originally for the simulation
of Si [56], but has since been extended and parameterized to support a large variety of
materials (see e.g. [63–65]). The PARCAS MD code alone supports 20 different chemical
elements in various compounds using the Tersoff formalism. The potential consists of two
simple exponential pair interactions, one attractive and one repulsive. The many-body
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behavior comes in as a bond order parameter multiplied to the attractive pair interaction.
The bond order parameter is a function of the coordinations of each atom in the pair,
and takes into account the effect of other bonds on the pair bond.

The interaction potentials described above are designed to accurately reproduce the
experimental behavior of atoms in the potential well, near the equilibrium distance.
However, at high energies, such as those encountered in ion irradiation simulations, the
repulsive part of the potential at very short distances is important for effects produced
in the energetic collisions [66]. To accurately describe high-energy collisions, a more
accurate repulsive potential is needed, and can be obtained e.g. from quantum mechanical
simulations. In order to obtain a potential with both the accurate repulsive form and an
accurate potential well, the repulsive potential can be joined to the two-body part of the
main potential with a Fermi function, leading to a smooth transfer from one potential to
the other.

The potentials discussed above describe completely elastic collisions between atoms. For
ion irradiation, this corresponds to nuclear stopping. Electronic stopping as experienced
by energetic ions in matter must be handled separately [11]. Since atomistic MD
simulations do not describe electrons, the energy losses due to excitations cannot be
treated directly. Instead, they can be modeled statistically as a friction force acting on
energetic atoms [51]. The change in atom velocity is then

Δ𝒗𝑖 = Δ𝑡
𝑚𝑖

𝑆e , (3.13)

where Δ𝑡 is the timestep, 𝑚𝑖 is the atom mass and 𝑆e is the electronic stopping power.
The exact form of 𝑆e depends on the model used. A MD code can support many models
by reading the stopping power from a table.

3.2.3. The neighbor list

The interaction between atoms typically diminishes rapidly with increasing interatomic
distance. An exception are Coulomb interactions, which have too long ranges compared
to the scale of an MD simulation. For short-range forces, a cut-off value 𝑟cut can be used
for the distance beyond which interactions are ignored.

A typical value for 𝑟cut is less than one nanometer for atomistic simulations. This
means that the number of atoms that a specific atom interacts with is limited by the
cut-off range. This in turn enables an important optimization in the form of a neighbor
list.
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The general idea of the neighbor list is to keep, for each atom, a list of neighboring
atoms that are within or near its potential cut-off range [43]. The time savings are
achieved by the reduced need to compute distances and forces between far-off atoms, as
atoms that are not in the neighbor list of a specific atom can be ignored when computing
the forces acting on the latter.

To avoid rebuilding the neighbor list at every time step, the neighbor cut-off distance
is set slightly larger than the potential cut-off, e.g. to 1.2𝑟cut. The region between the
force cut-off and the neighbor cut-off is called the skin region. The neighbor list must be
updated whenever an atom has moved further than the thickness of the skin region since
the last update, as it could have then moved inside the 𝑟cut of an atom without being
included as its neighbor.

An optimal choice of the neighbor cut-off balances the time spent updating the neighbor
list with the time needed to compute interatomic distances in the force computation. A
large skin region means that neighbor list rebuilds are rare, but the force computations
take longer. The opposite happens for a small skin region.

3.2.4. Thermostats and barostats

As mentioned earlier, thermostats and barostats exist to control the temperature and
pressure of the simulated system, respectively. They change the equations of motion in a
way that forces the average temperature and/or pressure towards a target value. More
rigorously, thermostats and barostats exist in order to change the sampled statistical
ensemble from the microcanonical (𝑁𝑉𝐸) ensemble to the canonical (𝑁𝑉 𝑇) or isothermal–
isobaric (𝑁𝑃𝑇) ensemble. These correspond to physical systems that are connected to
large thermal or pressure baths at the target temperature and/or pressure. A small
selection of thermostats and barostats are described below.

The temperature 𝑇 of the system is usually defined as [43]

𝑇 = 1
3𝑁𝑘B

𝑁
∑
𝑖=1

𝑚𝑖𝑣2
𝑖 , (3.14)

where 𝑁 is the number of atoms, 𝑘B is Boltzmann’s constant, 𝑚𝑖 is the mass of atom 𝑖,
and 𝑣𝑖 is its velocity. This definition follows from the equipartition theorem. This allows
the temperature to be determined simply at any point during the simulation.

The easiest way to control the temperature is in the form of velocity scaling, where all
velocities are simply multiplied by a factor chosen such that the resulting temperature is
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the target temperature [43, 67]. While this keeps the temperature stable very efficiently
and demonstrates the concept of a thermostat well, it also affects the equations of motion
significantly, and has no meaningful physical interpretation. It is correspondingly used
rarely nowadays.

A slightly more complex thermostat is described by Berendsen [68]. The Berendsen
thermostat describes a system weakly coupled to a thermal bath, with the strength of
the connection being determined by a relaxation time 𝜏𝑇. The scaling parameter 𝜆𝑇 then
depends on the time step, such that

𝜆𝑇 = √1 + Δ𝑡
𝜏𝑇

(𝑇0
𝑇

− 1) , (3.15)

where 𝑇0 is the target temperature, i.e. the temperature of the thermal bath. This
thermostat results in an exponential approach of the mean temperature to the target
temperature, while still allowing thermal fluctuations. However, it does not correctly
sample the canonical ensemble. Due to its simplicity and predictable fluctuations, it is
commonly used when exact adherence to the canonical ensemble is not needed, such as
when removing excess heat after an ion impact, far from the collision cascade.

Analogously to the Berendsen thermostat, a Berendsen barostat is also available. It
scales the lengths of the simulation box’s sides, and all particle coordinates, by a scaling
parameter that depends on the current pressure, the target pressure, a relaxation time
𝜏𝑃, and the time step Δ𝑡. Similarly to the thermostat, the mean pressure approaches the
target pressure exponentially while allowing fluctuations. Also like the thermostat, the
Berendsen barostat does not actually sample the 𝑁𝑃𝑇 ensemble.

When correct sampling of the 𝑁𝑉 𝑇 or 𝑁𝑃𝑇 ensembles is required, the Nosé–Hoover
thermostat and barostat can be used [69, 70]. While significantly more complex, the
correct ensemble statistics are necessary when using the stats to compute many equilibrium
quantities. Both the thermostat and barostat introduce an additional degree of freedom
that describes the energy saved in the external bath. The equations of motion are
modified to take this into account by coupling the additional degree of freedom with the
momenta of the atoms.

All of the above methods scale all atom velocities (or momenta) proportionally, i.e.
the relative velocities do not change. This means that hot areas stay hotter than cold
areas. While this is often wanted, it is undesired when trying to relax a system evenly
everywhere to its equilibrium state. For this case, the massive thermostatting is an

23



option [71]. Massive thermostatting means that each degree of freedom in the system is
connected to its own thermostat. By setting equal target temperatures to all thermostats,
the system is quickly equilibrated. The principle can be applied to both the Nosé–Hoover
and Berendsen thermostats.
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4. Acceleration in computational time

Due to the large computational cost of MD simulations, simulating a large amount of
subsequent or individual collision cascades is challenging. This is a problem both for
collecting statistics on the behavior of single cascades, and for high-fluence irradiation
simulations. The computational times for one complete simulation can be much longer
than even the full set of simulations using widespread BCA software packages. This leads
to a low level of usage of MD, despite its more accurate physical description. There have
been several attempts to speed up MD using various methods. Each has had its own set
of limitations and drawbacks.

Several MD algorithms have been made that dynamically generate the crystal lattice
that the ion is inserted into, minimizing the number of atoms in a system [51, 72]. Atoms
in the region left behind the ion are removed from the simulation. This reduces the
simulation time by requiring the handling of only a small part of the whole system at
any point in time. However, the algorithm is only suited for studying the range and
deposition of ions in matter. Since the lattice is not permanent, it is not possible to
study lattice damage or ion-induced mixing, and only single cascades can be studied. As
with common BCA software, it is also difficult to handle complex geometries. For these
reasons, the algorithm developed for this work does not dynamically generate the system
around the ion.

Various algorithms limiting the computed interactions have also been proposed. While
the correct description of lattice interactions requires many-body forces, at high energies
the pair potentials dominate. Therefore it can be an acceptable approximation to limit the
interaction potential to pair interactions at high energies [72]. Doing so, however, removes
the stability of the lattice, and is suitable only when using a dynamically generated and
destroyed crystal as described above. Even harsher is the recoil interaction approximation
(RIA) [51, 72], limiting the interactions to those between the ion and the lattice atoms
and completely ignoring lattice–lattice interactions. Both methods assume that interest
lies only in the single ion, and high fluence ion irradiation cannot be simulated. Such
approximations are therefore not used in the algorithm developed for this work.

The more general class of algorithms limiting the interactions and movement of
uninteresting atoms is however applicable to the current problem. Such “moving atom”
algorithms or approximations have been used in several studies [72–76], though most
such studies have applied additional approximations that were described above.
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4.1. Developed algorithm

A new adaption of the moving atom algorithm has been developed for this work, and
implemented in the open-source PARCAS MD software [5, 6]. Some basic requirements
for the algorithm were already mentioned above. The algorithm must be appropriate
for complex geometries, with repeated ion impacts. It must therefore maintain a stable
structure, not e.g. reducing lattice forces to pair interactions. It must maintain the
structure permanently, i.e. not generate it dynamically. The moving atom algorithm
detailed here fulfills those requirements.

The point of the algorithm is to reduce the computational effort required while still
producing acceptably accurate results. Since most of the computational effort in MD is
caused by the force computations [77], it makes sense to target the speedup there. To
this end, the standard MD algorithm is modified such that atoms can be either “active”,
or “static” (“deactivated”). Active atoms behave as in normal MD, including complete
force calculations. Deactivated atoms do not move, and the forces they produce are not
computed. For reasons that will be explained later, a third category, “intermediate”, is
also introduced. The designation of an atom as active, intermediate or static (henceforth
the “movestate” of the atom) is dynamic, and can change in each MD time step.

As the developed algorithm is designed for the simulation of ion impacts and the
resulting collision cascades, the division into different movestates is meant to follow the
boundaries of the collision cascade, with active atoms participating in the cascade, and
static atoms outside. The interesting physics happens inside the cascade: Defect creation
and recombination, displacements, amorphization, and mixing. The atoms outside the
cascade mostly undergo thermal vibration around their equilibrium positions. It is
therefore an acceptable approximation to “freeze” the surrounding area, by deactivating
the atoms in it. When the cascade spreads, more atoms are activated. When it cools
down, atoms at the borders can be deactivated again.

The atoms outside the cascade have one important task regarding the development
of the cascade. They conduct heat away from the cascade, letting it cool down. In
normal cascade simulations, the heat is removed at the edges of the simulation cell by
a thermostat, such as the one described by Berendsen [68]. However, static atoms do
not move, so they do not contribute to heat conduction. Activating them to enable the
physical diffusion of heat is counter-productive with regard to the goal of reducing the
computational effort. An alternative is to move the thermostat zone from the simulation
cell borders to the edge of the collision cascade. This is done with the intermediate
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movestate, in which atoms are otherwise active atoms, but the Berendsen thermostat is
applied to them.

The exact method for determining which atoms to activate or deactivate is based on
the magnitude of the forces experienced by the atoms, and the average kinetic energy of
the active atoms in their neighborhood. A flow-chart of the movestates and the possible
transitions between them is shown in figure 4.1.

Active

StaticIntermediate

(1)
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ge
for
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(2)
no
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for
ce

(3) large force

(4) active neighbor

(5) small force and neighborhood
kinetic energy

Figure 4.1: A flowchart of the movestates and the transitions between them.

The arrows (1) and (3) are the activation arrows: When an atom experiences a large
force, it is probably in the collision cascade, and should therefore be active. The arrow (2)
is the opposite: When the force is no longer large, the atom no longer needs to be active,
and its movestate is set to intermediate. If the force is small, and the neighborhood
of the atom is near the ambient temperature, the atom is no longer near the cascade
and can be deactivated via arrow (4). On the other hand, if the atom has an active
neighbor, but the force it feels is not large enough to make it interesting, then it should
be intermediate, to absorb the extra heat from the nearby cascade.

The asymmetry of allowing direct activation of static atoms, but not direct deactivation
of active atoms, is deliberate. The direct connection from active to static was noticed
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to cause atoms to oscillate from active to static, which had unphysical effects. The
intermediate state was added also for that reason, giving a buffer between the two states.
Also, a kinetic energy threshold for activation was studied, but was not found to improve
the results.

There are three threshold values implied by the flowchart in figure 4.1: The large force
for activation, and the small force and neighborhood kinetic energy for deactivation. All
three are defined using the average force and kinetic energy of relaxed bulk material,
𝐹bulk and 𝐸k,bulk. In the current implementation, bulk atoms have a neighbor count that
differs by at most one from the average neighbor count of all atoms. The bulk parameters
are either given by the user or determined at the start of the simulation. For a series of
subsequent ion irradiation simulations, it is recommended that the values are determined
at the start of the first irradiation, and are used for all subsequent simulations.

The force threshold for activation is defined as

𝐹𝑖 ≥ 𝑝1𝐹bulk , (4.1)

where 𝐹𝑖 is the magnitude of the force on atom 𝑖 and 𝑝1 is a unitless parameter. Similarly,
the force threshold for deactivation is

𝐹𝑖 < 𝑝2𝐹bulk , (4.2)

and the kinetic energy threshold for deactivation is

𝐸k,𝑖 < 𝑝3𝐸k,bulk , (4.3)

where 𝐸k,𝑖 is the average kinetic energy of the neighborhood of atom 𝑖. For the purposes
of this comparison, the neighborhood is evaluated using the same neighbor list as for the
force computations, and static neighbors are excluded.

The three parameters 𝑝1, 𝑝2, and 𝑝3 determine how large the approximation made
with the moving atom algorithm is. Setting 𝑝1 = 𝑝2 = 𝑝3 = 0 means that all atoms are
active, and the simulation proceeds as normal MD2. Increasing any of the parameters
increases the amount of static atoms. Of course, 𝑝1 ≥ 𝑝2 is required to stop atoms from
flipping from active to static and back at every step.

2 In the current implementation, thermostatting is disabled by setting 𝑝1 = 𝑝2 = 𝑝3 = 0, as the
Berendsen thermostat is only applied to atoms in the intermediate movestate, of which there would
be none.
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Appropriate values for the parameters must be determined by comparing relevant
physical results to those obtained from full MD simulations. There are no correct or
incorrect values as such, since the correct balance between speed and accuracy must
be a choice made by the user. The parameters can also depend on the material being
simulated, as well as the interaction potential being used. Therefore no general set of
parameters can be produced. However, since the equilibrated areas of the system should
be deactivated, at least 𝑝2 > 1 and 𝑝3 > 1 should apply.

In addition to the three parameters mentioned above, also the 𝜏𝑇 parameter of the
Berendsen thermostat (see section 3.2.4) must be chosen to produce correct results. The
selection of thermostatted atoms around the cascade increases the rate at which energy
is removed from the system, so 𝜏𝑇 should be chosen to be larger than that for normal
MD cascade simulations.

Changes to automatic load balancing are also required. Since forces are not computed
for static atoms, the amount of CPU time required per atom is no longer constant.
Therefore the load balancing mechanism must be changed to take into account the
movestate of atoms. In the current implementation, the computational weight of static
atoms is approximated to be a constant factor of the weight of moving atoms. Basic
testing showed that the factor 0.7 is approximately optimal at least for some systems.
A more rigorous testing should be performed for later, or a more sophisticated load
measuring system implemented, e.g. based on measuring the used CPU time.

Each interaction potential formalism (e.g. Tersoff-like, Stillinger–Weber, or Watanabe–
Samela) requires its own implementation in the molecular dynamics software used. Since
the moving atom algorithm described here does not require the computation of forces
caused by some atoms, the force computation routines must be modified to implement
the algorithm. The changes required are similar for all three mentioned formalisms.

For the Stillinger–Weber formalism, the implementation is shown in algorithm 4.1. It
differs little from the implementation without the moving atom algorithm: Only the checks
for the movestates of atoms 𝑖 and 𝑗 in lines 3 and 9 are added. The speedup is achieved
by line 3. In the outer-most loop where there is the strongest possibility to improve the
computational efficiency, all static atoms are simply skipped. The implementation uses
Newton’s III law to avoid computing the pair interactions twice. If one atom of a pair is
static, then the pair interaction must be computed when the other atom is atom 𝑖. The
check in line 9 implements this correction. Care must be taken to correctly handle the
indexing of the neighbor list in case the position of the first neighbor for each atom is
not known beforehand.
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Input: Atom positions, types, movestates, and neighbors
Output: Potential and forces

1 Initialize forces and energies to zero
2 for 𝑖 = 1 to atom_count do
3 if movestate[i] is static then
4 Skip to next atom
5 end
6 for 𝐽 = 1 to neighbor_count[𝑖] do
7 𝑗 ← neighbor_list[𝑖, 𝐽]
8 Compute and save distance between atoms 𝑖 and 𝑗
9 if movestate[j] is static or 𝑖 is “to the right” of 𝑗 then

10 Compute pair potential and forces for pair 𝑖–𝑗
11 Assign to both 𝑖 and 𝑗 using Newton III
12 end
13 for 𝐾 = 1 to 𝐽 − 1 do
14 𝑘 ← neighbor_list[𝑖, 𝐾]
15 Load distance between atoms 𝑖 and 𝑘
16 Compute three-body potential and force contributions of triplet 𝑗–𝑖–𝑘
17 Assign parts of contribution to each atom 𝑖, 𝑗, 𝑘
18 end
19 end
20 end

Algorithm 4.1: The pseudo-code algorithm for computing the Stillinger–Weber
potential energy and forces, including the moving atom algorithm.

The result of the implementation described above is that for the Stillinger–Weber
potential, the interactions of all atom pairs with at least one non-static atom are correctly
accounted for. Interactions of static–static pairs are naturally skipped. Three-body
interactions are computed in three parts for each triplet, i.e. 𝑗–𝑖–𝑘, 𝑘–𝑗–𝑖, and 𝑖–𝑘–𝑗
(the contributions are symmetric with regard to exchanging the first and last member
of the triplet). Three-body interactions of triplets with at least one static atom are
missing at least one of those parts. While this is unphysical, taking into account that
it only happens at the edge of the collision cascade, this is considered an acceptable
approximation, especially compared to the overall effect of disabling a large fraction of
the system.

Other potential formalisms have slightly different approximations for mixed static–
non-static neighbors. For the Watanabe–Samela formalism, due to complexities in the
implementation, the bond softening function must be set to unity for Si–O pairs where the

30



oxygen atom is static. Since a variant of the potential without the bond softening function
has been successfully used, this is not considered a serious problem. For Tersoff-like
potentials, the bond order function 𝑏𝑖𝑗 for static–non-static pairs is approximated to be
equal to 𝑏𝑗𝑖. Also, force terms that include the derivative of 𝑏𝑗𝑖 are not exact when 𝑗 is
the static atom.

An additional limitation introduced by the moving atom algorithm is that the conser-
vation of energy is not measurable. Since some contributions at the edges of the active
region are missing, the exact potential energy is not known. In order to avoid confusion
with regard to the accuracy of the total energy calculation, the energy contributions
are computed by the force routine, thus the static regions have zero potential energy
recorded.

Also, the static regions necessarily hinder the use of barostats. This is not considered
a problem, since using a barostat in a cascade simulation is not recommended.

4.2. Validation of the algorithm

In order to test the developed algorithm and find suitable values for the parameters 𝑝1,
𝑝2, and 𝑝3, single impacts of energetic ions on the relaxed pristine diamond-structure
(0 0 1) surface of Si and Ge were simulated, with a simulated time of 5 ps each. The
incidence angles were chosen to be 27° around the [1 0 0] direction and 7° off the [0 0 1]
direction (the normal to the surface) to avoid channeling effects [25]. Since MD is a
chaotic process, statistics were gathered for each parameter combination by repeating
the simulation while varying the impact point on the crystal surface. The impact point
was chosen randomly from an area equivalent to one unit cell of the crystal.

The simulated system was a cubic box, periodic in the 𝑥 and 𝑦 directions, containing a
single crystal block. The ions were inserted above the top of the block, near the lateral
center. A two unit cell thick layer at the bottom of the block was fixed to stop the block
from moving. Ions with ranges longer than the size of the box were artificially stopped
shortly before reaching the fixed layers, and their interactions with other atoms removed.
Only a small portion of ions had to be stopped this way.

To estimate the correctness of the results with the moving atom algorithm, equivalent
simulations were performed with normal MD. In these normal simulations, the system was
cooled at the edges and at the bottom in 5 Å thick layers using the Berendsen thermostat.
In simulations with the moving atom algorithm enabled, the Berendsen thermostat was
applied to atoms in the intermediate movestate, as explained in section 4.1. The time
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parameter for the Berendsen thermostat was 𝜏𝑇 = 100 fs in both cases.
The results for two systems are shown below. The first system consists of 75 × 75 × 100

Si diamond unit cells (4 500 000 atoms, 408 Å × 408 Å × 544 Å). Si ions were inserted
7.5 Å above the surface, with an initial kinetic energy of 10 keV. The second system
consists of 40 × 40 × 45 Ge diamond unit cells (576 000 atoms, 226 Å × 226 Å × 255 Å).
Xe ions were inserted 7.5 Å above the surface, with an initial kinetic energy of 6 keV.

The sizes of the simulated blocks were estimates after initial calculations with SRIM [11],
and were refined after initial results with molecular dynamics. They were chosen such
that the number of ions and knock-on atoms reaching the edges of the block was minimal.
Since the direction taken by ions and knock-on atoms depends on the chaotic system
and was therefore spread well in the system, each individual simulation contained large
areas that were unaffected by the ion impact. However, as an aggregate, the simulation
series reached most of each cell.

The interaction potential chosen for all tests was the Watanabe–Samela potential
(including the extension for Ge) modified with an accurate repulsive potential at short
distances, as described in section 3.2.2. The interaction between Xe and Ge is not
modeled by the Watanabe–Samela potential, so it was modeled using a pair potential
derived from ab initio simulations [66, 78]. Electronic stopping was also applied in the
form of a friction force for all atoms with kinetic energies of at least 10 eV.

For each system, four series of MD simulations are presented. The first is “normal” MD,
without the moving atom algorithm. The other three are simulations with the moving
atom algorithm enabled. The value of the activation force threshold 𝑝1 was chosen to be
one of 2, 3, or 4. The physical results were determined to be largely independent of the
values of 𝑝2 and 𝑝3, within a reasonable interval. Varying the kinetic energy threshold 𝑝3

between 1.01 and 1.2 had little effect, as did varying the deactivation force threshold 𝑝2

between 1.0 and 𝑝1 − 0.5, though lower values increased the computational time.
The figures 4.2 and 4.3, and the table 4.1 contain the results of the simulations averaged

over the individual impacts. The analyzed quantities are the projected ion range (depth),
the number and depth of vacancies and interstitials, and the time required for the
simulation to be completed and for only the forces and movestate updates. Both times
are given per CPU core. 48 cores were used for each simulation.

Point defects were identified using the Wigner–Seitz analysis modifier of the OVITO
Open Visualization Tool3 [79]. The modifier assigns each point in space to the atom

3 https://ovito.org
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location to which it was closest in the pristine material, forming Voronoi polyhedra [80]
around the original atom positions. Polyhedra containing no atoms at the end of the
simulation were identified as vacancies. Polyhedra containing more than one atom were
identified as containing interstitials in addition to the lattice atom. Thermal quenching of
the system prior to the defect analysis was tested, but had no effect on the results. The
top-most layer of the material and everything above it was ignored for the identification
of point defects. Wigner–Seitz analysis detected defects that are adatoms or are part of
surface roughness, and therefore should not be included as vacancies or interstitials.

The results show great similarity between all simulation series for each system. For
the Si system, the ion depth distribution, as well as the point defect depth distributions,
are essentially identical, within the limits of the statistics available. The ion depth
distribution shows the typical near-Gaussian peak with a longer tail at large depths.
The sharp rise at the end of the distribution is due to the finite size of the simulated
Si block, near the bottom of which the ions were stopped, and can be ignored for the
purposes of this analysis. The ions at negative depths are scattered. There is a slight
systematic difference in the vacancy and interstitial counts, with the speedup simulations
producing on average one more of each per ion. However, the shapes of the distributions
are also very similar. The difference in the number of point defects can be attributed to
recombinations that may be missed by the speedup method, and is, therefore, expected.

For the Ge system, the mean ion depth is 7 Å larger in the normal MD simulation than
in the speedup simulations. This is due to higher values in the tail of the distribution.
The oscillations in the tail suggest that more statistics are needed, but are not acquired
due the computational cost. The point defect depth distributions also differ between
normal MD and variants using the moving atom algorithm, at the open surface where
the ion entered. The relative excess interstitials and lack of vacancies in the speedup
simulations lead to the conclusion that the moving atom algorithm hinders sputtering
in the tested system. The shape of the depth distribution is, however, well reproduced.
Here the difference between the results with 𝑝1 = 2.0 and higher values is clear: The
number of identified vacancies and interstitials is greater with the higher 𝑝1 values.

For both Si and Ge systems, the computational time required for the full simulations and
the time required to compute forces per time step are both an order of magnitude smaller
with speedup algorithm enabled, compared to the normal MD. The differences between
different speedup parameters are much smaller. Therefore, the parameter set 𝑝1 = 2.0,
𝑝2 = 1.5, 𝑝3 = 1.1 is chosen for further simulations. It provides a significant speedup
while affecting the tested quantities only slightly, which is considered an acceptable
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approximation.
Due to the short time span of each individual simulation, the time parameter for the

Berendsen thermostat has only a negligible effect on the results displayed here. Therefore,
it must be determined separately, which is done for Ge nanowires in section 5.

10 keV Si → Si Normal 𝑝1 = 2 𝑝1 = 3 𝑝1 = 4
𝑁 = 300 𝑁 = 299 𝑁 = 300 𝑁 = 300

Ion depth 200 ± 7 200 ± 7 200 ± 7 201 ± 7
Vacancy depth 136.3 ± 0.9 135.6 ± 0.9 138.8 ± 0.9 135.7 ± 0.9
Vacancy count / ion 38.3 ± 0.4 39.3 ± 0.5 39.6 ± 0.4 39.9 ± 0.5
Interstitial depth 143.7 ± 0.9 142.5 ± 0.9 145.5 ± 0.9 142.4 ± 0.9
Interstitial count / ion 38.6 ± 0.4 39.7 ± 0.4 40.0 ± 0.4 40.2 ± 0.4
Computational time 286 ± 1 23.9 ± 0.1 18.5 ± 0.1 12.7 ± 0.1
Force time 20.32 ± 0.02 0.89 ± 0.01 0.46 ± 0.01 0.50 ± 0.01

(a) 10 keV Si ions inserted into Si

6 keV Xe → Ge Normal 𝑝1 = 2 𝑝1 = 3 𝑝1 = 4
𝑁 = 300 𝑁 = 300 𝑁 = 300 𝑁 = 300

Ion depth 58.3 ± 2.2 51.2 ± 1.5 51.3 ± 1.5 51.4 ± 1.6
Vacancy depth 32.9 ± 0.3 32.7 ± 0.2 32.8 ± 0.2 33.1 ± 0.2
Vacancy count / ion 38.9 ± 0.5 38.5 ± 0.3 41.5 ± 0.4 40.9 ± 0.3
Interstitial depth 43.2 ± 0.3 39.9 ± 0.2 39.6 ± 0.2 39.7 ± 0.2
Interstitial count / ion 33.3 ± 0.3 35.6 ± 0.2 38.5 ± 0.3 38.2 ± 0.2
Computational time 20.66 ± 0.05 2.72 ± 0.01 1.37 ± 0.01 1.00 ± 0.01
Force time 2.69 ± 0.01 0.27 ± 0.01 0.17 ± 0.01 0.20 ± 0.01

(b) 6 keV Xe ions inserted into Ge

Table 4.1: Statistics from validation tests for single ion insertions into a large block for
normal MD and three speedup parameterizations. All depths are in Å. Com-
putational time is the time for the main MD loop in seconds per CPU per ion.
Force time is the time spent on computing forces and updating movestates, in
ms per CPU per ion per time step.
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Figure 4.2: Statistics for insertions of single 10 keV Si ion insertions into a large Si block
(see table 4.1a).
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Figure 4.3: Statistics for insertions of single 6 keV Ge ion insertions into a large Ge block
(see table 4.1b).
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4.3. Speedup scheme for high-fluence irradiation

Another method for speeding up MD simulations has been proposed by Fridlund et al. [4]
for the specific case of high-fluence irradiation of a target structure. There, the MD
algorithm is left unmodified, but the type and order of simulations performed is modified
from the typical choice in a way as to minimize the required computational time while
still producing reasonable results.

A typical high-fluence ion irradiation involves a series of simulations. For each ion,
first the cascade phase of the irradiation event is simulated. This takes some picoseconds.
Then, the system is allowed to relax, reducing stress, allowing excess heat to be removed
by thermostats outside the cascade area, and giving the defects produced by the cascade
a chance to evolve, e.g. by recombining or by creating more stable structures. The
relaxation phase can take tens to hundreds of picoseconds.

Since the relaxation is much more computationally expensive than the actual cascade
simulations, reducing the amount of relaxation necessary would allow the simulation of
higher fluences than is possible with the usual irradiation simulation series. The scheme
by Fridlund et al. reduces the main relaxations by performing them only after every ten
ions. After the ballistic phase of each ion, the temperature is quenched to the initial
temperature, after which a 200 fs relaxation is simulated. The main relaxation is run
with the thermostat enabled for the whole simulation box.

In their tests, Fridlund et al. achieved a speedup of a factor of five compared to
the typical irradiation series. Comparing to a benchmark simulation, the results were
basically identical in the relevant areas. A modification of this scheme is used for the
irradiation of Ge nanowires in section 5.
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5. Simulation of Ge nanowire bending under ion irradiation

Nanostructures in general, and more specifically germanium nanowires, are an interesting
topic in semiconductor devices as a possible basis for the construction of ever-smaller
structures needed to keep Moore’s law alive [20, 81]. Once sufficient control over the
nanowires’ creation and placement has been achieved, they can act for example as the
channel in a new generation of transistors. Germanium offers advantages compared to
the typically used silicon. It has a lower recrystallization temperature and a larger carrier
mobility, which is necessary for further increases in the speed of integrated circuits. With
further development and engineering, these can outweigh the disadvantages in the form
of a lower thermal conductivity and more difficult production.

The control over the placement of nanowires requires an understanding of the ion-
induced bending phenomenon. Ion irradiation of nanowires, as is done for doping, leads to
bending in one of two directions: either towards the ion beam, or away from it. This has
been experimentally proven a multitude of times [20]. The exact mechanism responsible
for the bending, and especially the bending direction, is unknown.

Several different mechanisms have been suggested as the reason for bending towards
the ion beam. Among these are viscoelastic flow [82], density changes from damage
accumulation [83], surface rearrangement of atoms [84–86], and thermal gradients [87].
However, Camara et al. have concluded that of these, only surface rearrangement of
atoms is a possible explanation in Ge nanowires [7, 8].

In experiments where most of the damage to the wire is produced in the half that is
facing the ion beam, damage accumulation should lead the wire to bend away from the
ion beam due to the density difference caused by the irradiation. The increase in volume
from accumulation of interstitials is in Ge slightly larger than the volume reduction
around vacancies [88]. Also, amorphization of Ge increases its volume by around 10 % [89],
producing the same effect.

Camara et al. observed that nanowires with damage concentrated on the irradiated
side can also bend towards the ion beam [8], starting from an average damage depth4

of around 35 %. Though this threshold depends on the species and energy of the ion,
and the target species, this indicates that another mechanism must be found. For this,
Camara et al. suggest that the two mechanisms, damage accumulation on the irradiated
side and surface effects, compete. When surface effects are stronger, the wire bends

4 The article by Camara et al. [8] defines the average damage depth 𝛺 as the average depth of atomic
displacement, such that 0.5 is in the middle of the wire, 0 is the irradiated side, and 1 is the far side.
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towards the ion beam. Proposed surface effects include the rearrangement of surface
atoms, changes in surface roughness, and the reduction of surface area.

In this section, the irradiation of a Ge nanowire is simulated. Due to the large size of
the wires used by Camara et al., they cannot be simulated directly without unreasonable
computational cost. Therefore, a smaller wire diameter, 10 nm is chosen, and the ion
energy is scaled down to 6 keV to produce the same normalized average damage depth.
The energy was determined by running the BCA code SRIM [11], and by gathering
statistics from single ion impacts using MD simulations. The corresponding nanowire in
the work by Camara et al. was found to bend towards the ion beam.

5.1. Simulations

To investigate the bending of nanowires under ion irradiation, a single-crystalline, cylindri-
cal Ge nanowire was created and relaxed at 300 K. The nanowire was 10 nm in diameter
and 50 nm long, consisting of 172 938 atoms. A 6 Å thick layer at the bottom of the wire
was artificially fixed in place to stop the wire from moving under irradiation. The crystal
orientation was such that the ends of the wire were (1 0 0) surfaces.

A series of 1000 Xe ion impacts with an initial kinetic energy of 6 keV on the nanowire
was simulated. The ions were inserted one at a time into the system at a horizontal
distance of 10 Å from the vertical wire. The ion positions were chosen such that they
entered the wire in its upper half. The ions’ angle of incidence was 42°, and their initial
horizontal angle was chosen to minimize channeling.

The potential used for Ge was Stillinger–Weber with the parameterization by Ding
and Andersen [58]. Electronic stopping was modeled as discussed above, as was the
repulsive short-range pair potential. Ge–Xe interactions were modeled with the the same
pair potential derived from ab initio simulations [66, 78] as was used for the speedup
validation simulations in section 4.2. To counteract the inadequate description of Ge–Xe
interactions in the lattice, each ion was removed from the wire before the next relaxation
or insertion. No effect from the removal was noticed.

Three separate types of simulation series were performed: One series with normal
MD, one using a modification of the Fridlund speedup scheme (see section 4.3), and
four similar series using the modified Fridlund speedup scheme combined with the newly
developed moving atoms algorithm (see section 4.1), using different parameters for the
Berendsen thermostat.

In the normal MD series, each ion impact was simulated for 100 ps with the Berendsen

39



thermostat applied to the bottom of the wire (𝜏𝑇 = 100 fs unless otherwise specified),
and the rest of the wire in the microcanonical ensemble. After this, the ion was removed
and the wire was allowed to relax for 37.5 ps with the Berendsen thermostat applied
everywhere. Since the thermal conductivity of the wire was too small to allow thermal
equilibration within reasonable time scales, massive thermostatting (see section 3.2.4) was
applied for the following 2.5 ps, followed by 10 ps more with the Berendsen thermostat
applied everywhere to reacquire a more realistic velocity distribution. The total relaxation
time was therefore 50 ps. After that, the next ion was inserted.

In the series with the modified Fridlund speedup scheme, each ion impact was simulated
for 2.5 ps with the Berendsen thermostat applied to the bottom of the wire, and the
rest microcanonical. Then the ion was removed. After every fifth ion, a 10 ps relaxation
simulation was performed. The first 2.5 ps were using massive thermostatting, the rest
using the usual Berendsen thermostat. Unlike the Fridlund scheme, no quench was
performed after each ion.

The series with the moving atom algorithm were performed like the modified Fridlund
speedup scheme, with the exception that the moving atom algorithm was employed in
the irradiation simulations. Relaxations parameters were identical to the Fridlund series.
The speedup parameters picked were 𝑝1 = 2.0, 𝑝2 = 1.5, and 𝑝3 = 1.05. The time scale
𝜏𝑇 for the Berendsen thermostat, applied only to the intermediate movestate atoms in the
irradiation simulations, was varied. Values tested were 100 fs, 200 fs, 500 fs, and 1000 fs.

5.2. Results and discussion

With the exception of one simulation series, all wires behaved very similarly. The sides
facing the ion beam were amorphized, as were the tops of the wires. Bending occurred in
the direction of the ion beam. In all wires, most of the irradiation damage was created
on the side facing the ion beam, while the far side contained discrete defects. Figure 5.1
shows the cross-sections of four of the wires after irradiation.

The exceptional wire was the one simulated with the moving atoms algorithm and
𝜏𝑇 = 100 fs (see figure 5.1c). It bent slightly away from the ion beam, and its top end
was not amorphized as much as the other wires. The lack of amorphization at the top
can be explained by the bending direction: Fewer ions reached the top due to it bending
away, while the other wires exposed the top more to the ion beam by bending towards it.

To analyze the effects of the irradiation on the internal structure of the wires, the
degree of crystallinity, the coordination number, and the atomic volume were averaged
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(a) Normal MD (b) Modified
Fridlund scheme

(c) Moving atom,
𝜏𝑇 = 100 fs

(d) Moving atom,
𝜏𝑇 = 500 fs

Ions

Figure 5.1: The final states of four wire simulations. Moving atom algorithm parameters
were 𝑝1 = 2, 𝑝2 = 1.5, and 𝑝3 = 1.05. Blue atoms are in a cubic diamond
structure. Other structures (i.e. amorphous regions and defects) are colored
yellow. The wires have been cut in half to show the inner structure. The ion
beam comes from the right hand side.

over the length of the wire. The curve of the bent wire was taken into account by
computing coordinates in the horizontal plane relative to the center of mass of the atoms
in the plane, thereby in effect cutting the wire into slices and moving them on top of each
other. This was done in slices of 10 Å over the irradiated area of the wire, ignoring the
near-pristine bottom and the fully amorphous top. The averaging was done in 60 × 60
bins in the horizontal plane. The results for the crystallinity and atomic volume are
shown in figures 5.2 and 5.3. The plots for the coordination numbers did not show
significant changes in any of the simulations compared to pristine Ge, and are therefore
not included.

The results of the regular MD run were used for the benchmarking of the other
simulations. They show that a crescent-shaped area of the cross-section of the wire has
been fully amorphized on the side facing the ion beam. At the widest part of the wire, the
amorphous region reaches approximately the middle of the wire, with the sides stretching
further. The average damage depth is over the 35 % threshold set by Camara et al. (see
above), and the expectation is therefore that the wire should bend towards the beam.
That fits the observed behavior.

The atomic volume is larger in the amorphous region than that in the crystal region,
fitting the experimental prediction. Despite having fewer atoms than the pristine wire
due to sputtering, the total volume of the amorphous region is larger. Also compared to
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the far side of the irradiated region in each slice, the volume of the amorphous regions is
larger. Therefore, the theory that pure damage accumulation could explain the bending
direction is contradicted by the simulation results: Since the irradiated side swells, the
wire should bend away from the beam. This reinforces the suggestion by Camara et al.
that a second mechanism is responsible for the bending towards the ion beam, at least
for cases where most of the damage is on the irradiated side of the wire.

Compared to the normal MD simulation series, the modified Fridlund scheme described
above produces very similar results. The wire cross-sections in figures 5.1, 5.2 and
5.3 show that there is no qualitative difference between the simulations, and that any
quantitative differences are insignificant. The scheme achieves this accuracy while also
reducing the computational time from nearly 20 days to just over one day (see table 5.1).
Therefore the modified Fridlund scheme is suggested as a method to significantly speed
up the simulation of ion irradiation while not distorting the achieved results noticeably.

The simulation series using the moving atom algorithm developed for this work
show large differences in outcome. This emphasizes the importance of determining the
appropriate value for the time scale of the Berendsen thermostat. The simulations with
𝜏𝑇 = 100 fs and 200 fs visibly overestimate the degree of crystallinity remaining in the far
side of the irradiated wire. The smaller time scale also leads to the wire bending in the
wrong direction. These values of 𝜏𝑇 can therefore be concluded to be too small for the
material and geometry simulated here.

The moving atom algorithm simulations with the larger thermostat time scales are
closer to the normal MD simulation. The wires bend in the correct direction, and have
approximately the same degree of crystallinity and atomic volume in the horizontal
cross-section. Compared to the modified Fridlund scheme, they save around 30 % of
the computational time. With a different geometry, e.g. a bulk material, the speedup
is expected to be larger, as the thin wire guarantees that a large portion of the wire is
activated during each cascade. With these parameters, the moving atom algorithm can
be recommended for further simulations.

Simulation Time
Normal MD 19 d 16.2 h
Modified Fridlund scheme 1 d 4.5 h
Moving atoms, 𝜏𝑇 = 1000 fs 20.6 h
Moving atoms, 𝜏𝑇 = 500 fs 19.5 h
Moving atoms, 𝜏𝑇 = 200 fs 18.6 h
Moving atoms, 𝜏𝑇 = 100 fs 16.5 h

Table 5.1: Wire simulation times. Contains the full time including startup and shutdown
of the MD software, and pre- and post-processing of data files between runs.
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Figure 5.2: Nanowire crystallinity after irradiation, with different speedup methods. The
value one corresponds to pure crystal, and zero means purely amorphous. The
ion beam comes from the right. All coordinates are in Å.
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Figure 5.3: Atomic volume after irradiation, with different speedup methods. Surface atoms
have been removed and the volume values have been smoothed for visualization.
The ion beam comes from the right. All coordinates are in Å.
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6. Conclusions

In this work, an extension to the commonly used molecular dynamics (MD) algorithm was
proposed, with the goal to combine the efficiency of the binary collision approximation
(BCA) approach with the accuracy of MD for ion irradiation studies. The developed
algorithm has its basis in the various types of moving atom approximation suggested in
earlier studies. These moving atom algorithms limit the type and number of interatomic
forces taken into account, and many programmatically generate the system in which an
energetic ion moves, limiting the irradiation to single ions. The latter method of speedup
is not used in the developed algorithm due to a need to model complex geometries, and
high fluence irradiation.

From BCA, the developed variant of the moving atom algorithm integrates the feature
of only taking into account those atoms that are of immediate interest, and the speedup
that follows, while the basic outline of the algorithm, many-body interatomic potentials
and freely selectable geometries are influenced by MD.

By selectively disabling atoms, thereby ignoring them in force calculations, a speedup
of up to one order of magnitude, depending on the details of the simulated system, is
achieved. This is concluded to bring the time scales of MD simulations down to a level
acceptable for industrial application, which is not the case for normal MD simulations.
With properly chosen parameters for the moving atom algorithm, the physical results
produced by the algorithm are close to those of full MD simulations, making the speedup
algorithm an attractive approximation when reducing computational effort is more
important than the highest accuracy in the eternal trade-off between time and precision.

The required parameters have to be determined separately for different materials and
energies. There can be no set of general parameters, since the trade-off in speed versus
accuracy is subjective, and the harshness of the approximation caused by the method
has to be chosen by the user. The algorithm itself is implemented in the open-source
PARCAS MD code for the Stillinger–Weber, Watanabe–Samela, and Tersoff potential
formalisms, which together cover a large portion of the materials for which ion irradiation
is simulated. An extension to other potentials is fairly straight-forward following the
example of the existing implementations.

The bending of Ge nanowires under high-fluence Xe-ion irradiation was simulated
with classical MD, with a modified Fridlund speedup scheme involving the reduced
relaxation times, and with the developed algorithm. The solely damage-accumulation
based explanation of the nanowire bending towards the ion beam was refuted based on
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the results. Further study is required to determine the competing method, which causes
the wire to bend towards the beam despite the amorphization of the irradiated side. Both
the modified Fridlund speedup scheme and the developed algorithm combined with it
were found to give a reasonable approximation of the physics in the simulation, once a
suitable parameterization for the thermostatting of the developed algorithm was found.
The use of the developed algorithm can therefore be recommended for similar simulations
in the future, following a thorough parameterization.
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A. Improvements to PARCAS

This appendix contains a list of improvements made to the PARCAS molecular dynamics
code while working on this project. The improvements were mostly included in versions6

V5.20 and V5.21. This appendix does not include the moving atom speedup algorithm
introduced in this work.

Should any questions arise regarding PARCAS, whether regarding the changes below
or in other matters, I can be contacted at risto.toijala@gmail.com. Help will always
be given to those […] who ask for it. — J. K. Rowling

A.1. Bug-fixes

EAM potential (potmode 1 and 2)

• Forces with iac 2, most commonly between the recoil and other atoms, were
doubled with moviemodes 5, 6, 15, 16, 17, and 18.

• Virials were computed incorrectly unless moviemode was one of 5, 6, 15, 16, 17, or
18. For each atom pair, one atom got double the virial and the other got none.
This was visible in the atoms.out file, and had a minor effect on the pressures in
pressures.out.

Stillinger–Weber potential (potmode 3 and 4)

• The pair potential energy of atoms near process borders was incorrect due to
missing communication. This only had an effect on the energy prints, since nothing
else uses the computed potential energy.

• The three-body forces near process borders were slightly incorrect in mixed Si–Ge
systems, due to asymmetric handling of the atom pairs 𝑖𝑗 and 𝑖𝑘 when selecting the
parameter 𝜆. This was fixed by making the parameter symmetric, i.e. √𝜆𝑖𝑗𝜆𝑖𝑘.

• The code was redundantly computing distances between atoms many times. Caching
the distances leads to speedups of around 35 %.

Watanabe–Samela potential (potmode 210 and 211)

• The repulsive potential was double what it should have been for iac 1, i.e. interac-
tions between Si, Ge, and O.

6 https://gitlab.com/acclab/parcas/releases
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• The three-body term (the 𝜆 parameter) was incorrect for cases where the heterotype
coordination number was zero, due to an incorrect hand-optimization attempt.
This affected especially systems containing only Si or only Ge.

• Several parameters for mixed Si–Ge systems were slightly incorrect.

• The bond-softening function was incorrectly set to unity when crossing process
boundaries.

• The derivatives of the coordination number used for the three-body potential and
for the bond softening were neglected. This had only a small effect, though energy
conservation is now improved.

• The coordination number used for the three-body potential was being computed
incorrectly if the PARCAS type number used for oxygen was not 2.

• The coordination number was being computed incorrectly when there was more
than one PARCAS type of the same element, e.g. more than one type called O.

• The neighbor list for each atom was being sorted for no reason.

• Computational costs were reduced by 65 % to 75 %.

Watanabe potential (potmode 212)

• When the number of atoms in one processor grew by more than 5 % relative to the
start of the simulation, the simulation crashed.

• Forces with iac 2 were off by a factor of 1/𝑟 (in Å−1).

• Some potential energy values near process borders were computed incorrectly.

Ohta silica potential (potmode 200 to 209)

• When computing the coordination function, the interatomic distance was in Å, but
the cut-offs were in SW units of 2.0915 Å.

• When computing the coordination function for some oxygen atoms, some neighbors
of other atom types were incorrectly ignored.

• The coordination function was incorrect for some oxygen atoms near process borders,
since it did not make sure that its neighbor atoms were present in the processor.
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• The forces from derivatives of the smoothing function were neglected. This had
only a small effect, though energy conservation is now improved.

• Due to the above bugs, the bond-softening function was incorrect.

• The rcut cut-off values were computed incorrectly, so some interactions in Si–Si–O
and O–Si–Si triplets could have been missed. This is mostly mitigated by the
neighbor cut-off skin neiskinr.

• The number of atom types is no longer artificially limited to 5.

• Computational costs were reduced by around 90 %.

To summarize, the Ohta potential was unusable.

Mota 1998 Si–N potential (potmode 91 and 92)

• An arbitrary value was used for the lambda3 parameter due to a copy-paste mistake.
Debug builds crashed instead.

EDIP potential (potmode 30 to 39)

• The potential energy given to atoms in iac 2 interactions across process borders
was half of what it should have been. Forces were correct.

Pressures in spherical shells

• The pressures.out file is no longer created when it would not be printed to.

• For non-cubic simulation boxes, the shells that an atom belong to were determined
inconsistently. Temperatures were always computed in internal units, resulting in
ellipsoidal shells. Atoms counts and pressures were sometimes computed similarly,
and sometimes produced spherical shells instead.

• With irec not equal to −2 and latflag not equal to 3, when running with more
than one processor, the center point of the shells was inconsistent in the first few
frames due to a lack of communication between processes.

• As with the slice.movie files, the center point of the shells (ECM) was not always
computed at the correct times.

To summarize, all output for non-cubic simulation boxes was untrustworthy.
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Binary input/output (mode 9)

• Binary IO was at some point in the past completely broken by removing Fortran
COMMON blocks that it relied on. Results were completely arbitrary. All other
points here assume that this problem is fixed.

• Writing element names to the binary files could crash or produce incorrect output.

• Periodicity of the simulation box was incorrectly excluded from produced files.

• Velocities of atoms of type 0 were replaced with arbitrary values when reading and
writing.

• When writing, all velocities were off by some type-dependent factor due to an
indexing bug.

• When writing, 𝑊𝑥𝑥 virials had an extra factor of 1/box(1).

To summarize, binary IO was completely untrustworthy.

Miscellaneous output files

• Moviemode 6 with virkbar 1 printed incorrect values for the virials, since it only
did the unit conversion for the 𝑊𝑧𝑧 virial before summing 𝑊𝑥𝑥 + 𝑊𝑦𝑦 + 𝑊𝑧𝑧.

• Moviemode 18 sometimes included incorrect atoms in block_atoms.dat, and
excluded correct ones, when using more than one processor, due to checking the
wrong buffer.

• When writing atoms.out, the code was incorrectly checking which position fields
required more space, which could lead to bad output, i.e. “**********” with atoms
that are very, very far away.

• With moviemode 8 (positions and forces), the last frame in md.movie contained
arbitrary values for the forces.

• The header field size in slice.movie files contained arbitrary values. This was
fixed to show the width of the slice (in sliced dimensions) or −1 (in other dimensions).

• The point ECM around which slices were centered was not always computed at the
correct times, leading to slices not being centered in the correct place. Now the
ECM is always computed before writing a slice frame.
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Miscellaneous

• The swift heavy ion track creation feature with trackmode 1 was broken. Instead
of adding energy once, it added energy every timestep after the time trackt was
reached.

• For both trackmode 1 and 2, the maximum velocity after adding energy was
computed incorrectly, leading to too long time steps.

• When adding random initial displacements with latflag 5, the wrong atoms mass
was used for the Debye temperature for atom types other than 1. This resulted in
an incorrect displacement distribution.

• Creating recoil atoms with irec −2 could have created duplicated atom indexes,
when the initial atom indexes were not contiguous and in the range [1, natoms].
The fix is to generate atom indexes above max(atomindex).

• When using the FzmaxYz and Fzmaxtyp parameters, the atom type of the wrong
atom was being compared to Fzmaxtyp for applying the force in 𝑦-direction.

• When using pscale 1, the velocities of fixed atoms became arbitrary (possibly
infinite) due to an indexing bug. This could crash the simulation.

• When removing angular momentum with remrot > 1, any atom that had an exactly
zero velocity caused NaNs, eventually crashing the simulation.

• The zmin feature (stopping the simulation when no atoms are above the value
zmin) did not work for more than one processor.

• Any process not having any atoms caused the simulation to hang.

• The broken and undocumented parameters nvac and vaczmin were removed.

A.2. New features

• A 3D process grid division, i.e. also in the 𝑧-direction, was implemented. The
number of nodes in each direction can be controlled with the new parameters
nnodes(1), nnodes(2), and nnodes(3).

• Load balancing at regular intervals or at the start of the simulation was implemented.
It shifts the processor areas to minimize the maximum number of atoms in one
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processor’s area. It is controlled by the parameter nbalance, which can be set to 0
for balancing once at the start of the simulation, a positive number 𝑛 for balancing
every 𝑛 steps, or −1 to disable balancing. −1 is the default. Recommended is
setting nbalance to 0.

• natoms is now automatically determined by default, or if natoms is given as −1 in
md.in. The value is either the number of atoms in the input file, or is the product
of ncell times the generated lattice basis size. Giving a positive natoms still checks
whether the same number of atoms is generated or read.

• The adaptive time step can be enabled even without a recoil by setting adaptivet

to 1, or forcibly disabled by setting it to 0. The default −1 is the old behavior, i.e.
enabling it for recoils.

• The split between the binaries parcas_eamal for EAM alloys and parcas for others
no longer exists. The EAM variant is now automatically detected at run-time based
on the given parameters (iac, eamnbands).

• A new parameter recindex is introduced to allow manually specifying the atom-
index of the created recoil atom via irec −2. It also applies to recoildata.in,
increasing the index by one for each atom.

• Movie files now contain the periodic boundary condition information in a format
that OVITO understands.

• Writing of movies, slices, atoms.out, and mdlat.out was sped up by using MPI-IO.

• The final state of the simulation can be written to an XYZ file using the finalxyz

parameter. E.g. finalxyz = "out/end.xyz".

• A TTtau parameter, similar to e.g. TTtim, was added to the temperature–time
program for changing the Berendsen thermostat’s btctau parameter.

• Many rarely used or changed parameters such as toll, amp, tdebye, damp were
made optional, with appropriate default values.

• The parameter binmode for defining the attributes to include in binary output
files can now be given as a string, e.g. "Epot;EkiN;V.x;V.y;V.z" (including the
quotes).

• Added the Hodille Be–H–O Tersoff parameterization.
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• The reppot and elstop input files can now contain comments. There is no longer
a maximum number of lines.

• A new Makefile system was implemented, allowing release and debug versions to co-
exist. To build a debug version, run make build=debug. To build a release version,
run make. By default, GNU compilers (GFortran) are used. To use Intel compilers,
run make platform=intel, or for Cray compilers, make platform=cray. The
build and platform specifiers can be used together.
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