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1 Introduction
In many modern statistical applications, a natural way to model a problem involving
stochasticity is as simulator-based model. A simulator-based model is a stochastic
mechanism that specifies how the data are generated. Simulator-based models can
be as complex as needed, but they must allow exact sampling. Such simulatorbased models enable accurate modeling and are thus widely used in many areas of
natural sciences and engineering like in evolutionary biology [1], ecology [2], disease
epidemics [3], cosmology [4] and econometrics [5].
The common diﬃculty with the simulator-based models is that learning the model
parameters from the observed data is generally diﬃcult because their likelihood
function is typically intractable. Hence, we cannot use traditional likelihood-based
Bayesian inference. To overcome this problem, we can perform likelihood-free inference, which does not rely on the availability of the likelihood function. One such
class of methods is known as Approximate Bayesian Computation (ABC) and relies
on finding parameter values for which the simulator produces data similar to the
observed data. However, a major problem with the ABC method is the computational cost. This cost is mostly due to the need to repeatedly from simulate the
simulator-based model and use these simulated data to build an estimate of the
posterior distribution.
In this thesis, we propose a new likelihood-free inference method for simulator-based
models that is able to overcome some major diﬃculties in the ABC method. The
proposed method is based on transforming the original likelihood-free problem into
a machine learning problem. We demonstrate that the proposed method is able
to reduce computational cost while the accuracy of the posterior inference remains
comparable. Furthermore, the method requires less expert knowledge and user input
than traditional ABC methods.
We begin with giving a brief introduction to machine learning, Bayesian inference
and ABC, which are the key concepts in this thesis. The high-level contribution of
this thesis is outlined in Section 1.4, and the outline for the rest of this thesis is
provided in Section 1.5.
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1.1

Machine Learning

Consider the problem introduced in [6] where we are given a data set containing
n number of face images x represented as d-dimensional vectors and corresponding
classes y 2 {male, female}. Our task is to find an accurate model that maps the
face images x correctly to the classes y. This challenging task is being solved using
traditional programming because specifying how male faces diﬀer from female faces
is relatively diﬃcult. An alternative approach is to use machine learning.
Machine learning can be defined in many ways. Murphy [7] defines it as a set
of models that can learn interesting patterns in data, and then use the learned
model to predict future data. Practically, machine learning gives computers the
ability to solve problems without being explicitly programmed, as Arthur Samuel1
has expressed. Currently, the two main types of machine learning are supervised
learning and unsupervised learning.
In supervised learning, we are interested in finding a model that provides an accurate
prediction. Usually, we are given a data set that contains correct outputs for all
inputs. We then split the given data set into a training set and a test set using
some split ratio, train a chosen model against the training set, and test it against
the test set using some error metric. An error metric tells us how well a trained
model performs on previously unseen data. A supervised learning problem can be
either a classification or regression. When the output is categorical, the supervised
learning problem is classification, and when the output is continuous or real-valued
the supervised learning problem is regression.
In unsupervised learning, we are given a data set that contains only inputs. Our
task is to find a model that provides a compact description of the data and exposes
how the data are generated. Since we do not know the correct outputs for inputs, we
cannot set any error metric to directly measure how well our model performs. Some
common examples of unsupervised learning are dimension reduction and clustering.
In this thesis, we use a supervised machine learning technique as a part of likelihoodfree inference. We transform the original likelihood-free inference problem into a
classification problem. Then the complete arsenal of diﬀerent classification algorithms becomes available for problem solving. Gutmann et al. [9] have studied this
idea earlier.
1

Arthur Samuel (1901-1990) was a pioneer of artificial intelligence research [8].
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1.2

Modeling and Bayesian Inference

To analyse and understand real-world phenomena and randomness, we need scientific
methods that help us describe them in a reasonable way. Modeling is one such
method. In modeling, our ambition is to specify a model that most accurately
describes the problem, makes the best prediction and provides all the information
of interest. Often, real-world problems are too complex to be fully described and
modeled. Thus, some simplifying assumptions have to be made and we end up using
a reduced version of the true model. Once we have specified our model, we have to
determine how to infer the model parameters based on the observed data. This is
where Bayesian inference comes into picture.
Bayesian inference is a process of fitting a probability model to a set of observed
data [10]. In practice, this model specifies a full probability distribution, determining
a conditional probability distribution of the model parameters given the observed
data and evaluating the model’s predictive performance. Let us thus review the
main aspects of Bayesian inference.
Suppose we have observed some data D, which consist of n possibly dependent data
points, and specified a probability model that has, according to our belief, generated
the data. Then, Bayesian inference allows us to infer unknown model parameters ✓
and calculate the posterior distribution using the famous Bayes’ theorem
p(✓)p(D | ✓)
p(✓ | D) =
,
p(D)

p(D) =

Z

p(✓)p(D | ✓) d✓

(1.1)

where p(✓) is the prior distribution, p(D | ✓) is the likelihood function and p(D) is
the marginal distribution of the data.
The posterior distribution incorporates our prior belief about the model parameters
✓ and allow us to evaluate the uncertainty about them after we have observed the
data D. In other words, the distribution updates our prior belief with the observed
data D.
The prior distribution specifies our belief about the model parameters ✓ before observing the data D. In practice, the prior distribution is often specified so that it
is computationally convenient. That is, we like to choose a prior distribution such
that both the evaluation of prior probabilities and random generation of values of ✓
are relatively straightforward.

3

The likelihood function specifies the probability of the observed data D given the
model parameters ✓. In other words, the likelihood expresses how probable the
observed data D are for diﬀerent settings of the model parameters ✓.
The marginal distribution is a normalization constant, which ensures that the posterior distribution is a valid probability distribution, i.e., the posterior distribution
has a unity integral over the parameter space. Usually, the normalization constant
is a multi-dimensional integral, which is often computationally intractable. Due to
the computational issues, it is common to leave this constant out and consider the
relative posterior distribution:
posterior = prior ⇥ likelihood.

(1.2)

Clearly, the two key components of the posterior distribution are the prior distribution and the likelihood function. The prior distribution is fully under our control
and observable since we have the freedom choose it. Thus, the most important component of the posterior distribution is the likelihood function, as the observed data
aﬀect the posterior distribution only through this function. In this thesis, our main
interest is in the likelihood function.

1.3

Approximate Bayesian Computation (ABC)

In the previous section, we pointed out the importance of the likelihood function in
the posterior distribution. Unfortunately, for many complex models, the likelihood
function cannot be represented in a closed form, and evaluating it can be timeconsuming. Thus, we need reliable computational methods that are able to bypass
these problems accurately in a reasonable time. Approximate Bayesian Computation
is one such a class of methods.
The ABC constitutes a class of computational methods rooted in Bayesian statistics
that are able to find parameter values for complex simulator-based models [11].
A simulator-based model is a stochastic mechanism that specifies how the data
are generated. In practice, this model can be viewed as a function that takes the
simulation parameters as input and returns generated data as an output [3].
The simplest form of the ABC algorithm samples parameter values from the assigned
priors, generates synthetic data from a simulator-based model using the sampled parameter values and finally measures, somehow, the similarity between the generated
4

and the observed data. Generally, the goal is to find regions in the parameter space
that result in the generated data being similar to the observed data.
By allowing simulator-based models to be as general as possible, we typically encounter some diﬃculties in the ABC. Sunnåker et al. [11] have listed potential risks
and remedies in the ABC. In this thesis, we consider solving three of them.
Firstly, there is a threshold that controls the trade-oﬀ between computational and
statistical eﬃciency in the ABC as it determines whether the simulated data will be
accepted as a sample. Currently, finding an appropriate threshold value is diﬃcult,
since there is no general rule explaining the process. Hence, we need to either avoid
using the threshold or develop methods to select an appropriate threshold value. In
this work we considered the first option.
Secondly, higher-dimensional data is often reduced to lower dimensional summary
statistics to increase computational eﬃciency in the ABC. However, generating
highly informative summary statistics is not trivial, and we may ultimately try
to use a large number of them. In this case, we will face another problem known
as the curse of dimensionality. Therefore, we need a method that allows us either
use a large number of candidate summary statistics or specify a small set of highly
informative summary statistics. We considered the first option.
Lastly, the naive ABC methods tend to be time consuming since they need to generate a large collection of new data, of which only a minor portion will be accepted.
Therefore, quickly and sensibly finding favorable regions in the parameter space is
essential. Fortunately, there has been recent success on this field. The currently
leading approach is introduced by Gutmann et al. [3] who achieved substantial
acceleration with Bayesian optimization for likelihood-free inference (BOLFI).

1.4

Contribution of the Thesis

The main goal in this thesis is to speed up the likelihood-free inference by ratio estimation (LFIRE) method developed by Thomas et al. [12]. This method is designed
to solve the first two problems listed in the previous section. Hence, our primary
work is to replace a time-consuming grid evaluation by Bayesian optimization and
demonstrate that the proposed method can reduce the computational cost while the
statistical eﬃciency remains comparable. We measured the computational and statistical eﬃciency of the proposed method by applying it to three diﬀerent real-world
5

time series models.

1.5

Structure of the Thesis

Thus far, we have introduced the main problems of learning the model parameters for
simulator-based models with intractable likelihood functions. We have also provided
a brief overview of machine learning, Bayesian inference and ABC, the key concepts
in this thesis. Finally, we have outlined the contribution of this study. The rest of
this thesis is organized as follows.
In Chapter 2, we consider the general theory of ABC. First, we give a formal definition for simulator-based models. Next, we introduce two traditional ABC methods
that can be used to learn model parameters of simulator-based models with intractable likelihood functions.
In Chapter 3, we consider the theory of Bayesian optimization for likelihood-free
inference. We begin by introducing Bayesian optimization. Then, we consider the
theory of Gaussian processes and acquisition functions and present how they are
used in Bayesian optimization. Finally, we demonstrate how Bayesian optimization
can be used in ABC to speed up the inference process.
In Chapter 4, we consider the theory of likelihood-free inference by ratio estimation
(LFIRE). We present the proposed method (BOLFIRE), which extends the earlier method (LFIRE) by replacing the time consuming fine mesh-grid search with
Bayesian optimization. We also discuss the benefits and weaknesses of the earlier
method and its extensions and briefly compare them to other methods.
In Chapter 5, we consider measuring the computational and statistical eﬃciency of
the proposed method by applying it to three diﬀerent real-world time series models
with intractable likelihood functions.
Finally, in Chapter 6, we provide a concluding discussion of results, list some challenges associated with the proposed method, and suggest possible extensions and
potential areas for future work.
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2 Theory of ABC
In this chapter, we consider the theory of ABC. First, we provide a definition for
simulator-based models and introduce the stochastic version of the Lotka–Volterra
model that describes interaction between two species, namely preys and predators.
We then present the Rejection ABC algorithm, use it to infer the model parameters
of the stochastic version of the Lotka–Volterra model and illustrate how the choice of
the threshold and summary statistics aﬀect the inference. The structure and content
of this chapter roughly follows the relevant pieces of the review papers [11, 13].

2.1

Simulator-based Models

Lintusaari et al. [13] define simulator-based models as functions M that map model
parameters ✓ and some random variables V to the observed data D. In practice,
the functions M are computer programs that take diﬀerent model parameters ✓ as
input and return simulated data D✓ as output. The simulated data D✓ are generated
drawing samples from the random variables V using the given model parameters ✓.
The functions M may be as complex and flexible as needed as far as exact sampling
is possible. This kind of generality allows us to describe sophisticated data generating mechanisms without having to make strong simplifying assumptions from
computational and mathematical points of view.
Since the random variables V represent the stochastic fluctuation in the data generating mechanism, we may obtain diﬀerent outputs from the functions M even if we
use exactly the same model parameters ✓ as the input. The data generating mechanism consequently defines a random variable Y✓ , which has a distribution indirectly
determined by the random variables V.
For complex and flexible models, deriving the distribution of Y✓ in a closed form
is typically not possible. This limitation is crucial because the random variable Y✓
determines the likelihood function, which is our main interest. However, it is possible
to empirically test whether the simulated data D✓ are in an "-neighborhood B" (D)
around the observed data D, allowing us to approximate the likelihood function.
7

This central idea of the ABC is illustrated in Figure 2.1.
Outcome space

B" (D)

Simulator

"

M(✓, V)

D

Figure 2.1: Illustration of the simulator-based model M run six times with fixed
model parameters ✓. The black dot D represents the observed data and the arrows
point to the six simulated data sets. The dots marked in green are accepted, and
the dots marked in red are rejected. The proportion of the green and the red dots
provides an approximation of the likelihood function of ✓ for the observed data D.
The illustration is adapted from [13].

2.1.1

The Lotka–Volterra Model

One commonly used simulator-based model for benchmarking and illustrative purposes is the Lotka–Volterra model, which describes interaction between two species,
prey (x1) and predators (x2 ). This model is popular because it is one of the simplest
models describing non-linear dynamics between two populations and thus simulating
from it is relatively easy.
Wilkinson [14] introduced the stochastic version of the Lotka–Volterra model that
is specified by the following three reactions:
r1 : x1 ! 2x1
r2 : x1 + x2 ! 2x2
r3 : x 2 ! 0

(2.1)
(2.2)
(2.3)

The first reaction represents prey production with rate r1 , the second reaction repre8

sents predator-prey interaction and predator production with rate r2 , and the third
reaction represents death of predators with rate r3 . Our interest is in inferring the
rate parameters (r1 , r2 , r3 ) based on observed data.
The Lotka–Volterra model can be simulated using the Gillespie algorithm described
in [14, 15]. In our examples, we use a Lotka–Volterra simulator implemented in ELFI
(Engine for Likelihood-Free Inference) [16] and the setup described in [17, 18]. That
is, every simulation starts with initial populations (x1 , x2 ) = (100, 50) and consists
of 30 time units. The sizes of prey and predator populations are recorded after
every 0.2 time units, and Gaussian noises "1 , "2 ⇠ N (0, 10) are added. The result of
one simulation is two time series containing 151 observations for prey and predator
populations. Figure 2.2 illustrates the typical stochastic oscillatory behavior of the
Lotka–Volterra model.

Figure 2.2: Illustration of the Lotka–Volterra model simulation run four times with
fixed rate parameters (r1 , r2 , r3 ) = (1, 0.01, 0.5).
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2.2

The Rejection ABC Algorithm

The Rejection ABC algorithm is one of the most basic forms of ABC algorithms.
This algorithm samples a parameter ✓ from the prior distribution and then samples
data D✓ from the specified simulator-based model M using the given sampled parameter ✓. The generated parameter ✓ will be rejected if the generated data D✓ are
too diﬀerent from the observed data D. The pseudo-code for the Rejection ABC
algorithm is provided in Algorithm 1.
Algorithm 1 Rejection ABC algorithm producing N independent samples from
the approximate posterior distribution.
1: for i = 1 to N do
2:
repeat
3:
Generate ✓ from the prior p(✓)
4:
Generate D✓ from the simulator-based model M
5:
until d(D✓ , D)  "
6:
✓(i)
✓
7: end for
The diﬀerence between the generated data D✓ and the observed data D is usually
measured using some distance function d that specifies the level of discrepancy
between the data sets. A popular distance function is the Euclidean or squared
Euclidean distance.
The acceptance is controlled by the threshold "
0. By loosening the threshold
more samples will be accepted, but the result of the inference tends to be poor
as the implied conditional distribution of the parameters will be far from the true
posterior. Conversely, by tightening the threshold fewer samples will be accepted;
the result of the inference will be more accurate, but the computing time required
to obtain enough samples can become impractically large. Thus, there is a trade-oﬀ
between computational and statistical eﬃciency in the ABC.
Often the probability of observing small distance values between the data sets becomes relatively small as the dimensionality of the data increases. This decreases
the computational eﬃciency of the inference since more simulations tend to be rejected and more simulation runs are needed. Thus, the simulated data D✓ and the
observed data D are usually replaced with summary statistics S before using the distance function. The summary statistics are used to capture the relevant information
in the data and to reduce the dimensionality of the data.
10

Clearly, there are at least two notable problems that aﬀect to the computational and
statistical eﬃciency in the ABC. The first question is how to choose the summary
statistics. The second is how to choose the threshold. We concentrate on answering
these questions in Sections 2.3 and 2.4.
The outcome of the ABC rejection algorithms is a sample of parameter values from
the approximate posterior distribution
pd," (✓ | D) / p(✓)p(d(D✓ , D)  ")

(2.4)

that is obtained without needing to directly evaluate the intractable likelihood function. Instead it is replaced with the approximate likelihood function
pd," (D | ✓) / p(d(D✓ , D)  ")

(2.5)

Example
Recall the Lotka–Volterra model and the experimental setup that we introduced in
Subsection 2.1.1. We will use them in our illustrative examples across this chapter. In addition to the described experimental setup, we define the priors over
the rate parameters r1 , r2 and r3 to be uniform in the logarithmic space. That is,
we set log r1 , log r2 , log r3 ⇠ U( 5, 2). The true rate parameters are (r1 , r2 , r3 ) =
(1.0, 0.01, 0.5) like in Figure 2.2, and we use them to generate the observed data D.
The distance function d is chosen to be the squared Euclidean distance
d(x, y) =

n
X

(xi

yi ) 2

(2.6)

i=1

where xi and yi are elements of the vectors x and y, and n is the number of elements
in each vector. We use the same true rate parameters, priors and distance function
in later examples across this chapter.
Instead of specifying any explicit threshold value " for the acceptance, we accept
here a small portion of simulations. That is, we run one million simulations in total
from which we accept the 100 samples associated with the smallest distances for the
Rejection ABC algorithm. In this example, the resulting threshold is 7.8·105 and the
observed sample means of the rate parameters are (r1 , r2 , r3 ) ⇡ (1.150, 0.011, 0.426).
Figure 2.3 and Figure 2.4 present these results.
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Figure 2.3: The inference results of the Rejection ABC algorithm for the stochastic
Lotka–Volterra model. The blue distributions are prior distributions, and the orange
distributions are marginal posterior distributions. The black dots are the estimated
parameter values, and the black crosses are the true parameter values. The violin
plots present estimated Gaussian kernel densities of which bandwidths are estimated
by Scott’s rule [19].

2.3

Threshold

After we have specified the distance function d, the remaining question is how to
choose the threshold value ". The impact of the threshold value " in the inference is
dual-faceted. By increasing this value more simulated samples will be accepted, but
the accuracy of the inference decreases. Conversely, by decreasing the value, fewer
simulated samples will be accepted, but the accuracy of the inference increases.
Therefore, the goal is to find a good balance between the computational eﬃciency
and the accuracy of the inference, since also the Monte Carlo error caused by small
numbers of accepted values may be substantial.
12

Figure 2.4: The pairwise inference results of the Rejection ABC algorithm for the
stochastic Lotka–Volterra model. The orange distributions are marginal posterior
distributions, and the black dots are the accepted parameter values.
The choice of a threshold is typically made by experimenting with a precomputed
pool of simulation-parameter pairs. Rather than setting the threshold manually, it
is often determined by accepting a small portion of simulations. Then, we need to
run the simulation only once, and we can store it for later use. The stored simulation
can be used for testing diﬀerent threshold values or accepting diﬀerent numbers of
samples from it.
One way to select a suitable threshold value " is to use the Sequential Monte Carlo
ABC algorithm (SMC-ABC). The SMC-ABC algorithm is an adaptation of importance sampling, which is a popular technique in statistics [13]. Beaumont [20]
provides a detailed explanation of how the SMC-ABC algorithm works. In the
beginning, the user specifies a decreasing sequence of thresholds {"t }Tt=1 , where T
denotes the total number of decreasing thresholds. Then, in the first step, the SMC13

ABC algorithm runs like the Rejection ABC algorithm producing a sample from an
approximate posterior distribution. Then, a density kernel is fitted
q(✓) =

N
X
k=1

(k)

(k)

!t 1 N (✓ | ✓t 1 , ⌃t 1 )

(2.7)

around the sample, and parameter values are sampled from the fitted density kernel.
Here, we use a Gaussian kernel, which is a typical choice, but other distributions
are also possible. Afterward, the threshold value "t is reduced and a new sample
from an approximate posterior distribution is sampled, as in the first step. Now,
each point of the sample is given a weight p(✓)/q(✓) that takes into account that
the points are not sampled from the prior. The weighted sample is an improved
approximation of the posterior distribution because the threshold value "t decreases
at each step. The process continues until all the pre-specified threshold values are
processed. The pseudo-code for the SMC-ABC algorithm is provided in Algorithm
2. We note that there are other variants of the SMC-ABC algorithm in which one
can for example use fixed quantiles of the distance distribution to choose a threshold
for shrinking the proposal distribution for the next iteration.
The advantage of the SMC-ABC algorithm over the Rejection ABC algorithm is
that SMC-ABC samples from the prior only on the first iteration, after which it
uses the fitted density kernel to produce new parameter values. This method speeds
up the inference process and provides more accurate results because the number of
rejected samples is typically substantially lower than those in the Rejection ABC
algorithm.

Example
We define a decreasing sequence of thresholds starting from "1 = 1.46 · 106 and
ending at "T = 5.35 · 105 . The other thresholds are calculated by using a decay rule
"t = "1 · q t , where q = 0.977, until the ending threshold "T is met. The resulting
decreasing sequence of thresholds is a size of 44. We adapted this from [17].
We run 947 380 simulations in total from which we accept 100 samples for the SMCABC algorithm. In this example, the final observed threshold is 5.35 · 105 and the
observed sample means of the rate parameters are (r1 , r2 , r3 ) ⇡ (1.160, 0.011, 0.468).
Figure 2.5 and Figure 2.6 present these results.
In the earlier example, the observed threshold was 7.8 · 105 for the Rejection ABC
14

Algorithm 2 SMC-ABC algorithm producing N independent samples from the
approximate posterior distribution.
Require: Specify a decreasing sequence of thresholds "1
"2
···
"T for T
iterations
1: for i = 1 to N do
2:
repeat
3:
Generate ✓ from the prior p(✓)
4:
Generate D✓ from the simulator-based model M
5:
until d(D✓ , D)  "1
(i)
6:
✓1
✓
(i)
7:
!1
1/N
8: end for
9: ⌃1
2cov(✓1 ) {Twice the empirical variance}
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

for t = 2 to T do
for i = 1 to N do
repeat
Draw ✓⇤ from among ✓i 1 with probabilities !i 1
Generate ✓ from N (✓⇤ , ⌃t 1 )
Generate D✓ from the simulator-based model M
until d(D✓ , D)  "t
(i)
✓t
✓
P
(i)
(k)
(k)
!t
p(✓)/( N
k=1 !t 1 N (✓ | ✓t 1 , ⌃t 1 )) {weights can be scaled with
constant}
end for
⌃t
2cov(✓t ) {twice the empirical variance}
end for
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Figure 2.5: The inference results of the SMC-ABC algorithm for the stochastic
Lotka–Volterra model. The blue distributions are prior distributions, and the orange
distributions are marginal posterior distributions. The black dots are the estimated
parameter values, and the black crosses are the true parameter values. The violin
plots present estimated Gaussian kernel densities of which bandwidths are estimated
by Scott’s rule [19].
algorithm. Thus, the SMC-ABC algorithm is able to reach a lower threshold and
therefore produce more accurate results while the number of simulations stays approximately the same.

2.4

Summary Statistics

In Section 2.2, we explained that it is a common practice to reduce high-dimensional
data to lower dimensional summary statistics to increase the computational efficiency of the inference. However, when using summary statistics, we face two
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Figure 2.6: The pairwise inference results of the SMC-ABC algorithm for the
stochastic Lotka–Volterra model. The orange distributions are marginal posterior
distributions and the black dots are the accepted parameter values.
additional problems: the suﬃciency of the summary statistics and the curse of dimensionality.
The summary statistics should be chosen so that they capture the relevant information in the observed data D. In other words, they should be suﬃcient with respect to
the model parameters ✓. Suﬃciency implies that all information in the observed data
D about the model parameter ✓ is captured by S(D). However, choosing suﬃcient
summary statistics can be problematic. Typically, identifying a finite-dimensional
set of suﬃcient summary statistics outside the exponential family of distributions is
impossible [11]. Thus, non-suﬃcient but informative summary statistics are often
used in practice.
If we are unable to find suﬃcient summary statistics, the next rational question
is how many non-suﬃcient summary statistics are needed to capture the relevant
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information in the observed data D. Since there is no exhaustive answer to the question, we may eventually use a large number of summary statistics. However, as the
number of summary statistics increases, the inference’s accuracy and computational
eﬃciency tend to become extremely poor. This trade-oﬀ occurs because the more
summary statistics we use, the more opportunities for random discrepancies between
S(D) and S(D✓ ), and we need to run more simulations with a large threshold to
achieve a reasonable number of accepted samples [21]. This well-known phenomena
is called the curse of dimensionality.
Prangle [21] discusses diﬀerent strategies for creating and selecting summary statistics. The latter include subset selection and projection methods that use training
data to reduce a set of candidates to relevant summary statistics. The present work
addresses summary statistic selection with a data-driven method that builds on ratio estimation [12]. The method is somewhat similar to the projection methods,
but the training data are generated slightly diﬀerently and the selection problem
is converted into a classification rather than regression problem. We will introduce
our method in Section 4.1.

Example
We reduce the simulated data D✓ and the observed data D to nine diﬀerent summary
statistics before passing them to the distance function. The summary statistics are
calculated from the predator-prey time series as follows:
• The mean of each time series x = n

1

Pn

i=1

xi , where n is the sample size.

• The logarithmic variance of each time series log (1 + s2xn 1 ), where s2xn
P
(n 1) 1 ni=1 (xi x)2 .

1

=

• The autocorrelation coeﬃcient of each time series at lag 1 and lag 2 ⇢x (k) =
P
((n k)s2xn 1 ) 1 ni=1k (xi x)(xi+k x), where k 2 {1, 2}.
• The cross-correlation coeﬃcient between the two time series ⇢xy (k) =
P
((n k)s2xn 1 s2yn 1 ) 1 ni=1k (xi x)(yi+k y), where k = 0.

Figure 2.7 presents the estimated mean autocorrelations for the prey and predator
populations and the estimated mean cross-correlations between them. The estimates
are calculated from a sample of 1000 observations generated from the simulator with
the true rate parameters (r1 , r2 , r3 ) = (1.0, 0.01, 0.5). We use lags from 1 up to
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100 for the autocorrelations and lags from 0 up to 100 for the cross-correlations,
respectively. Autocorrelations represent a useful procedure for checking randomness in the prey and predator populations. If one or more of the autocorrelations
are significantly non-zero, then the populations are not evolving totally randomly.
Cross-correlations measure the similarities between the two populations.

Figure 2.7: The estimated mean autocorrelations and mean cross-correlations for
the prey and predator populations based on a sample of 1000 observations generated from the simulator with the true rate parameters (r1 , r2 , r3 ) = (1.0, 0.01, 0.5).
The upper left panel presents the estimated autocorrelations for the prey population, the upper right panel presents the estimated autocorrelations for the predator
population and the bottom panel presents the estimated cross-correlations between
the prey and predator populations.
The above summary statistics may have considerably diﬀerent scales. Hence, we use
a procedure proposed by Wilkinson [22] that normalizes them on a pilot run. That
is, we calculate and store the mean and standard deviation of each summary statistic
across the pilot run, and use them in all subsequent simulations to normalize each
summary statistic by subtracting the pilot mean and dividing by the pilot standard
deviation. The pilot run consists of 1000 simulations.
Instead of specifying any threshold value " for the acceptance, we accept a small fraction of simulations, like in the first example. That is, we run one million simulations
in total from which we accept 100 samples for the Rejection ABC algorithm with
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the summary statistics. In this example, the observed threshold is 0.358 and the
observed sample means of the rate parameters are (r1 , r2 , r3 ) ⇡ (1.020, 0.011, 0.575).
Figure 2.8 presents these results, and Figure 2.10 provides the comparison of the
marginal posterior distributions for the rate parameters that we have estimated in
the previous examples.

Figure 2.8: The inference results of the Rejection ABC algorithm for the stochastic
Lotka–Volterra model where the observed and simulated data are reduced to the
lower dimensional summary statistics. The blue distribution are prior distributions,
and the orange distributions are marginal posterior distributions. The black dots are
the estimated rate parameters, and the black crosses are the true rate parameters.
The violin plots present estimated Gaussian kernel densities of which bandwidths
are estimated by Scott’s rule [19].
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Figure 2.9: The inference results of the Rejection ABC algorithm for the stochastic Lotka–Volterra model where the observed and simulated data are reduced to
the lower dimensional summary statistics. The orange distributions are marginal
posterior distributions, and the black dots are the accepted parameter values.
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Figure 2.10: The violin plots present estimated Gaussian kernel densities of marginal
posterior distributions of the rate parameters. The black dots are the estimated rate
parameters, and the black crosses are the true rate parameters. The Gaussian kernel
density bandwidths are estimated by Scott’s rule [19].
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3 Theory of Bayesian Optimization
for Likelihood-Free Inference
In this chapter, we consider the theory of Bayesian optimization for likelihood-free
inference (BOLFI). We begin with introducing Bayesian optimization and the general idea behind it. Then, we consider the theory of Gaussian process and acquisition
functions and present how they are used in Bayesian optimization. Finally, we use
Bayesian optimization for likelihood-free inference in practice. As an example, we
infer the rate parameters of the stochastic Lotka–Volterra model, as we did in the
previous chapter. The structure and content of this chapter follows the relevant
pieces of the review papers [23, 24] and books [7, 25].

3.1

Bayesian Optimization

In many practical optimization problems, we are interested in maximizing some
objective function f over a compact set A ⇢ Rd . Formally, the problem is
arg max f (x)
x2A

(3.1)

We typically assume that the objective function f is convex and can be expressed
in a closed form, meaning we also know the detailed properties of it. However, in
many realistic scenarios, these assumptions are too strong and cannot be completely
fulfilled.
Bayesian optimization is a powerful tool to find extreme values of objective functions that are expensive to evaluate and that cannot be expressed in a closed form.
The only requirement is that we can evaluate the objective functions at sampled
values. This requirement ensures that we do not have to either investigate the convexity properties of the objective functions or have access to their gradients. Thus,
Bayesian optimization is also called a black-box optimization.
Essentially, Bayesian optimization is a sequential model-based approach to solve any
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black-box optimization problem. The sequential model-based approach refers to an
iterative process where one designs an algorithm that precisely fits the problem at
hand. The optimization procedure starts with at least one point D1 = (x1 , y1 ),
where y1 = f (x1 ), and at each iteration, the acquisition function ↵ is maximized
to provide information and guidance on where next to query the objective function.
This decision-making process represents the natural trade-oﬀ between exploration
and exploitation that aims to minimize the number of objective function evaluations.
Finally, the observed data Dn = {(x1 , y1 ), . . . , (xn , yn )} is augmented with the new
observation (xn+1 , yn+1 ), and the statistical model is updated with the augmented
data Dn+1 = {Dn , (xn+1 , yn+1 )}. The role of the statistical model is to estimate the
unknown objective function. A common choice is to use a Gaussian process as a
statistical model because it has useful properties, as described later in this chapter.
Algorithm 3 presents the pseudo code for Bayesian optimization.
Algorithm 3 Bayesian Optimization
1: for n = 1, 2, . . . do
2:
Select new xn+1 by optimizing acquisition function ↵
xn+1 = arg max ↵(x | Dn )
x

3:
4:
5:
6:

Query objective function to obtain yn+1
Augment data Dn+1 = {Dn , (xn+1 , yn+1 )}
Update statistical model
end for

Bayesian optimization is called Bayesian as it uses iterations of the Bayes theorem
in Equation 1.1 to update the statistical model with the augmented data. In this
case, the posterior is
p(f | Dn+1 ) / p(f )p(Dn+1 | f )
(3.2)
where f is the objective function, p(f ) represents our prior beliefs about the shape
and the properties of the objective function, and p(Dn+1 | f ) is the likelihood function. Traditionally, the objective function f is modeled as a Gaussian process.
Bayesian optimization can be initialized with training data to make the exploration
of parameter space more eﬃcient. For example, in ABC, we can model the relationship between the model parameters and the discrepancy and use Bayesian
optimization to find parameter values that produce the smallest discrepancy between the observed data and the generated data. In such case, we can use a data
generation mechanism, like in the Rejection ABC algorithm, to generate the train24

ing data Dn = {(✓1 , 1 ), . . . , (✓n , n )}, where n is the number of samples, ✓i are
sampled parameter values and i are discrepancies between the observed data and
the generated data.
Obviously, we do not want to run Bayesian optimization longer than needed. Thus,
we typically use a predefined number of iterations after which we stop the process. We also may stop the process after obtaining only small improvements in the
optimization results. The number of iterations is typically chosen based on computational expectations or user input.

3.2

Gaussian Process

A Gaussian process is defined as a collection of random variables, any finite number of which have a joint Gaussian distribution [25]. The process is completely
specified by its mean function m(x) and covariance function k(x, x0 ), whereas the
Gaussian distribution is specified by its mean vector µ and a covariance matrix ⌃.
In addition, a Gaussian process is a distribution over functions, whereas a Gaussian
distribution is a distribution over vectors. Thus, a Gaussian process can be viewed
as a generalization of a Gaussian distribution to infinite dimensionality.
The Gaussian process can be written as
(3.3)

f (x) ⇠ GP(m(x), k(x, x0 ))
where the mean function m(x) and covariance function k(x, x0 ) are defined as

(3.4)

m(x) = E[f (x)]
k(x, x0 ) = E[(f (x)

m(x))(f (x0 )

m(x0 ))]

= cov((f (x), f (x0 ))).

(3.5)
(3.6)

For any finite set of points, this process defines a joint Gaussian
f | X ⇠ N (f | µ, K)

(3.7)

where X is a data matrix containing the data points x1 , . . . , xn , f is a vector containing the observations f (x1 ), . . . , f (xn ), K is a covariance matrix containing the
covariance entries k(xi , xj ) and µ = (m(x1 ), . . . , m(xn )). Using a mean function of
m(x) = 0 is common, for the simplicity of notation, or if there is no prior knowledge
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about the mean function available. Further, this puts the focus on the more interesting question of defining the covariance function k(x, x0 ). One traditional choice
is the squared exponential function
0

k(x, x ) = exp

✓

1
||x
2

0 2

x ||

◆

(3.8)

which is also known as the radial base function or as the Gaussian function. This
covariance function has two interesting properties: it approaches 1 as values move
closer together and 0 as they move further apart. Furthermore, two points that are
close together can be expected to have a large influence on each other, whereas distant points have almost none. Other covariance functions are discussed in Subsection
3.2.2.

3.2.1

Regression with noisy observations

In regressions, we are interested in finding a model that maps the real-valued inputs correctly to the real-valued output variable and provides accurate predictions
on the unseen data. An example of a regression problem is the prediction of tomorrow’s stock market price given the current market conditions and other possible
information [7].
However, in many realistic modeling situations, we are not able to observe noisefree function values themselves, but only a noisy versions of the underlying function
y = f (x)+", where " ⇠ N (0, y2 ) is independently and identically distributed for each
observation. Now, suppose that we have observed a training set D = {(xi , yi )}ni=1 .
Then, the covariance of the observed noisy outputs is
cov(yi , yj ) = k(xi , xj ) +

2
y ij

(3.9)

or in other words
cov(y) = K +
= Ky

2
y In

(3.10)
(3.11)

where y is a vector containing the noisy observations (y1 , . . . , yn ) and ij = I(i =
j) is the Kronecker delta function, which is one if and only if i = j and is zero
otherwise. The second matrix is diagonal because we assumed the noise terms were
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independently added to each observation.
The joint density of the observed data and the latent, noise-free function of the new
data points X⇤ is given by
" #
y
⇠N
f⇤

"

Ky K⇤
0,
K>
K⇤⇤
⇤

#!

(3.12)

where we assume the mean is zero for notational simplicity. Here, X⇤ is a data
matrix containing the new data points x⇤1 , . . . , x⇤m , f⇤ is a vector containing the new
observations f (x⇤1 ), . . . , f (x⇤m ), K⇤ is a covariance matrix containing the covariance
entries k(xi , x⇤j ) and K⇤⇤ is a covariance matrix containing the covariance entries
k(x⇤i , x⇤j ). Now, the posterior predictive density is
f⇤ | X⇤ , X, y ⇠ N (f⇤ | µ⇤ , ⌃⇤ )
1
µ⇤ = K>
⇤ Ky y

⌃⇤ = K⇤⇤

1
K>
⇤ Ky K⇤

(3.13)
(3.14)
(3.15)

Another way to see the posterior mean is to consider it as a linear combination of
kernel functions. In the case of a single test point x⇤ , we can write
f (x⇤ ) =

n
X
i=1

↵i k(xi , x⇤ )

= k>
⇤↵

(3.16)
(3.17)

where ↵ = Ky 1 y and k⇤ = (k(xi , x⇤ ), . . . , k(xn , x⇤ )). The first term is especially
useful when estimating the hyper-parameters, as we describe in Subsection 3.2.3.
In Section 3.1, we explained that the unknown objective function f is traditionally
modeled as a Gaussian process. Here, the new predictions f⇤ are the predicted
values of the unknown objective function queried at the new data points x⇤ , which
are obtained by optimizing the acquisition function. This exploration process works
iteratively, so we first query the unknown objective function at a new location xn+1
where the acquisition function is optimized. Then, the training set is augmented
with the observed data (xn+1 , yn+1 ), and the mean vector in Equation 3.14 and
covariance matrix in Equation 3.15 are updated with the augmented training set.
The posterior predictive density in Equation 3.13 is also updated as it is defined by
the mean vector and covariance matrix. This aﬀects the acquisition function as well
and usually changes the location where it is optimized, leading to either exploitation
27

or exploration. The hyper-parameters of the Gaussian process can be updated after
every iteration or less frequently after several iterations.

3.2.2

Covariance Functions

In Section 3.2, we chose the mean function m(x) to be zero for notational simplicity.
Therefore, the only factor left is the covariance function. The covariance function is
crucial for the Gaussian process, as it represents our prior beliefs about the shape
and the properties of the objective function. Here, we introduce covariance functions
that are popular in Bayesian optimization. The most common covariance functions
are the squared exponential function in Equation 3.8 and the Matérn function. For
other possible choises see, for example, Rasmussen et al. [25] and Bishop et al. [26].
Usually, the squared exponential function is generalized by adding hyper-parameters
to it. The generalized squared exponential function is
k(xi , xj ) =

2
f

exp

✓

1
||xi
2`2

xj ||

2

◆

+

(3.18)

2
y ij

where ` is the length scale parameter that determines the horizontal scale over which
the function changes, f2 is the signal variance that controls the vertical scale of the
function, y2 is the noise variance and ij = I(i = j).
The length scale parameters ` can be set separately for each input variable. Then,
a covariance function implements automatic relevance determination (ARD) since
the inverse of the length scale matrix determines the relevance level of each input
[25]. The greater the length scale, the more independent of that input variable a
covariance will be. In that case, the input variable can be eﬃciently removed from
the inference.
Another important kernel for Bayesian optimization is the Matérn function family
21 ⌫
k(xi , xj ) =
(⌫)

p

2⌫
· ||xi
`

xj ||

!⌫

K⌫

p

2⌫
· ||xi
`

xj ||

!

(3.19)

where ⌫ is a smoothing parameter that controls the degree of smoothness of sample
functions as the sample functions are b⌫ 1c times diﬀerentiable, ` is the length
scale parameter, is a gamma function and K⌫ is a modified Bessel function of the
second kind of order ⌫ [27].
The Matérn function has one interesting property: if we set ` = 1 and let ⌫ ! 1,
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then the Matérn function reduces to the squared exponential function in Equation 3.8. The most interesting cases for machine learning and Bayesian optimization
are ⌫ = 3/2 and ⌫ = 5/2, for which
k⌫=3/2 (xi , xj ) =
and
k⌫=5/2 (xi , xj ) =

p

3
1+
· nij
`

p

!

exp

5
5
1+
· nij + 2 · n2ij
`
3`

!

exp

p

3
· nij
`
p

!

5
· nij
`

(3.20)
!

(3.21)

where nij = ||xi xj || for notational simplicity. The Matérn function family can
also be generalized the same way as the squared exponential function. Further, the
length scale parameters ` can be set separately for each input variable, allowing us
to use ARD with Matérn functions as well.
Snoek et al. [28] suggest using the Matérn 5/2 function with ARD for practical
optimization problems. They argue that the sample functions of the Matérn 5/2
function are twice diﬀerentiable without requiring the smoothness of the squared
exponential function. Hence, the Matérn 5/2 can achieve better results in practice.
Figure 3.1 illustrates how the generalized squared function and Matérn 5/2 function
aﬀect the posterior estimation when they are fitted to the same data. The true
objective function is f (x) = x cos (x), and the observed data are seven noisy observations generated from the true objective function with Gaussian noise. We fix the
noise variance y2 = 1 and optimize other hyper-parameters after observing the full
data. The hyper-parameters are the length scale ` and signal variance f2 for the
generalized squared exponential function and the length scale ` for the Matérn 5/2
function. The optimized hyper-parameter values are (`, f2 ) = (0.87, 5.71) for the
squared exponential function and ` = 0.64 for the Matérn 5/2 function, respectively.
The generalized squared exponential function leads to a smoother approximation of
the true objective function.

3.2.3

Estimating the hyper-parameters

Since the covariance functions may have hyper-parameters ✓, the natural question
is how to choose the hyper-parameters ✓. While there are several diﬀerent methods,
we consider finding their optimal values by maximizing the log marginal likelihood
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Figure 3.1: Illustration of how the generalized squared exponential function and
Matérn 5/2 function aﬀect the posterior estimation. The shaded area represents the
95% confidence interval in each panel, the dashed line represents the true objective
function and the black dots represent the observed data in panels (b) and (d).
Panel (a) displays four functions sampled from the generalized squared exponential
function. Panel (b) depicts the mean of the posterior distribution (the constant line)
fitted to the observed data. Panel (c) indicates four functions sampled randomly
from the Matérn 5/2 function. Panel (d) presents the posterior mean of the posterior
distribution (the constant line) that is fitted to the observed data.
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function

1 > 1
1
n
y Ky y
log |Ky |
log (2⇡)
(3.22)
2
2
2
where the first term is a data fit term, the second term is a model complexity term
that depends only on the covariance function and the inputs, and the third term is
a normalization constant.
log p(y | X, ✓) =

We can use a sophisticated stochastic gradient decent solver to find optimal values
for the hyper-parameters. To accomplish this, we need the partial derivatives with
respect to the hyper-parameters
✓
◆
@
1 > 1 @Ky
1
1
1 @Ky
log p(y | X, ✓) = y Ky
K y
tr Ky
@✓j
2
@✓j y
2
@✓j
✓
◆
1
@Ky
= tr (↵↵> Ky 1 )
2
@✓j

(3.23)
(3.24)

where ↵ = Ky 1 y.
However, whenever using a stochastic gradient descent solver, we may face a local
optimum problem since the log marginal likelihood function may not be convex.
Here, the local optimum problem refers to a situation where we have only a few
data points, and therefore, there is not enough evidence confidently decide which
optimal is best for the hyper-parameters. Hence, the local optimum problem can
aﬀect Bayesian optimization.
Figure 3.2 illustrates the local optimum problem. The true objective function is
Gaussian process prior with zero mean function and generalized squared exponential
covariance function. The hyper-parameters `, f2 and y2 are fixed as 1, 1 and 0.1,
respectively. The observed data are seven noisy observations sampled from the true
objective function. We use the generalized squared exponential function for which
we try to find optimal hyper-parameters ` and y2 . We see that one optimum leads
to a more complicated model, whereas the other leads to a simpler model. Since the
observed data have only seven data points, rejecting either of the two possibilities
is diﬃcult.

3.3

Acquisition Functions

The role of the acquisition function in Bayesian optimization is to provide information and guidance on where next to query the objective function. There are several
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Figure 3.2: Illustration of how the local optima problem aﬀects the posterior estimation. The shaded area represents the 95% confidence interval, the black dots
represent the observed data and the black solid lines represent the posterior means
in panels (a) and (b). Panel (c) displays the log marginal likelihood as a function of
the hyper-parameters ` and y2 for the observed data. There are two local optimum
indicated by the black crosses. Panel (a) illustrates the mean of the posterior distribution for the right-hand side local optimum and panel (b) depicts the posterior
mean of the posterior distribution for the left-hand side local optima.
choices of acquisition functions, but two popular classes are improvement-based
functions and confidence bound functions. The improvement-based and confidence
bound functions are defined through a statistical model selected to estimate the
objective function. For example, these functions take into account the mean and
standard deviation of the statistical model. Since we model the objective function
as a Gaussian process, we can compute the mean µ(x) and standard deviation (x)
in a closed form.

3.3.1

Improvement-based Functions

Kushner [29] introduced a strategy called probability of improvement (PI) that
measures the probability that a point x leads to an improvement upon f (x+ ), where
x+ = arg maxxi 2x1:n f (xi ) and f is modeled as a Gaussian process. When f is
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a Gaussian process, the posterior function of the unknown objective function is
Gaussian, we can express the probability in a closed form
↵P I (x | Dn ) = p(f (x) > f (x+ ) + ⇠)
✓
◆
µ(x) f (x+ ) ⇠
=
(x)

(3.25)
(3.26)

where is the standard normal cumulative distribution function, µ is the mean of the
Gaussian process, is the standard deviation of the Gaussian process and ⇠ 0 is a
hyper-parameter controlling the trade-oﬀ between exploitation and exploration. In
many cases, the exact choice of ⇠ is left to the user. However, Kushner [29] suggests
keeping ⇠ relatively high in the beginning of the optimization, and decreasing it
towards zero as the optimization continues.
Močkus [30] introduced another improvement-based function called the expected
improvement (EI), which takes into account not only the probability of improvement
but also the amount of improvement. Formally, the expected improvement function
is defined as
8
<(µ(x) f (x+ ) ⇠) (Z) + (x) (Z) if (x) > 0
↵EI (x | Dn ) =
(3.27)
:0
if (x) = 0
where

Z=

8
< µ(x)

f (x+ ) ⇠
(x)

:0

if (x) > 0
if (x) = 0

(3.28)

and is the standard normal probability density function; ⇠ is defined as in the
probability improvement. For the full derivation of the EI, see the tutorial [23].

3.3.2

Confidence Bound Functions

Cox et al. [31] introduced the confidence bound criteria in their sequential design
for optimization (SDO) algorithm in 1977. They assumed that if the chosen model
models the unknown function well, they can select the prediction site with the
smallest value of the of the lower confidence bound (LCB) as a possible minimum
of the unknown function. The LCB is defined as
↵LCB (x | Dn ) = µ(x)
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(x)

(3.29)

where
0 is a parameter that controls the trade-oﬀ between exploitation and
exploration. Correspondingly, for the maximization, problem we can maximize the
upper confidence bound (UCB)
↵U CB (x | Dn ) = µ(x) +
where

(3.30)

(x)

is defined as in Equation 3.29.

More recently, Srinivas et al. [32] proposed the Gaussian process upper confidence
bound (GP-UCB) algorithm as a Bayesian optimization algorithm with provable cumulative regret. The cumulative regret measures the diﬀerence between the optimal
strategy and the selected one. The GP-UCB is defined as
↵GP

U CB (x

| Dn ) = µ(x) +

p

⌫⌧n (x)

(3.31)

where ⌫ > 0 is typically set to one and ⌧n = 2 log(nd/2+2 ⇡ 2 /3 ), where d is the
dimensionality of the covariance function and 2 (0, 1) is a preselected constant.
For these selections and for reasonably smooth covariance functions, the GP-UCB
is demonstrated to have a no-regret method. That is
RN
lim
= lim
N !1 N
N !1

PN

n=1

f (x⇤ )
N

f (xn )

=0

(3.32)

where RN is the cumulative regret, f (x⇤ ) is the best possible reward, f (xn ) is the
observed reward at time step n and N is the total number of iterations to be run.
The next natural question is how to choose these hyper-parameter values. These
values are usually left to the user. However, for the GP-UCB, Srinivas et al. [32]
provide theoretical motivated guidelines for setting and scheduling the values to
achieve the optimal regret.
Figure 3.3 illustrates how the local optimum problem and choice of the acquisition
function aﬀects to Bayesian optimization. We use trade-oﬀ parameters
= 3,
⇠ = 0.01 and ⇠ = 0.01 for the UCB, PI and EI acquisition functions, respectively.
We see that the PI and EI acquisition functions are less sensitive to the GP posterior
estimation than the UCB acquisition function in this case.
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Figure 3.3: Illustration how the local optimum problem and choice of the acquisition
function aﬀects to Bayesian optimization. The solid lines represent the mean of the
posterior distribution, the dots represent the observed data and the shaded area
represents the 95% confidence interval in panels (a) and (b). In other panels, the
dashed lines represent the location where the acquisition function is maximized and
the triangles represent the maximum value of the acquisition function. Panels (c)
and (d) provide the results for the UCB, panels (e) and (f) present the results for
the PI, and panels (g) and (d) display the results for the EI.

3.4

Bayesian Optimization for Likelihood-Free Inference

Bayesian optimization can be used in the ABC to speed up the inference process.
Gutmann et al. [3] connected Bayesian optimization to the likelihood-free inference
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and demonstrated that the proposed framework can speed up the inference process
by several orders of magnitude.
The central idea in BOLFI is to model the expectation of the discrepancies
J (✓) = E[

✓]

(3.33)

as a regression function where the model parameters ✓ are considered the inputs and
the discrepancy ✓ is the output variable. Gutmann et al. [3] have demonstrated
that the regression function J can be used to approximate the likelihood function.
Hence, our goal is to infer and minimize J while avoiding unnecessary computations.
That is, we are interested in finding a region in the parameter space where the
discrepancy ✓ tends to be small as quickly as possible.
Now, if we model the regression function J as Gaussian process and use some
acquisition function to provide guidance and information as to where to next sample
the parameter space to minimize J , we can use Bayesian optimization to solve the
problem.
While BOLFI can boost the inference process by several magnitudes, it has its own
diﬃculties. For example, the trade-oﬀ between computational and statistical eﬃciency is still present but in another form: the trade-oﬀ is the size of the training
data D✓n used in the regression. The regression function J can be estimated more
accurately using larger training data, but generating larger training data then requires more computation. However, the size of the training data is fully under our
control, and more importantly, we can choose where in the parameter space we
collect training data. Other diﬃculties are related to scalability, performing highdimensional inference, parallelism and probabilistic modeling. For further details
see Gutmann et al. [3].

Example
We continue with the stochastic Lotka–Volterra model. We use the same experimental setup that we had in the summary statistics example in Section 2.4. In
this example, we use the log Euclidean distance instead of the squared Euclidean
distance in Equation 2.6, and we infer the rate parameters in a logarithmic space.
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The log Euclidean distance is
v
u n
uX
d(x, y) = log t (xi

(3.34)

yi ) 2

i=1

where xi and yi are elements of vectors x and y, and n is the number of elements
in each vector.
We followed the same guidelines that Gutmann et al. [3] used in their BOLFI
experiments. That is, we modeled the regression function J in Equation 3.33 as
Gaussian process. The mean functions are chosen to be a sum of convex quadratic
polynomial
3
X
m(✓) =
aj ✓j2 + bj ✓j + c
(3.35)
j=1

where ✓j are elements of ✓, and the constants aj are assumed to be non-negative
since we are interested in minimization. The covariance functions are chosen to be
the generalized squared exponential function with ARD
3

k(✓, ✓0 ) =

2
f

exp

where n is the size of data and

n

1X 1
(✓j
2 j=1 `2j

✓j0 )2

!

+

2
n n

(3.36)

is n ⇥ n identity matrix.

The quantities aj , bj , c, f2 , `j and n2 are hyper-parameters that are learned by maximizing the log marginal likelihood in Equation 3.22. The hyper-parameters are
slowly updated as new data are acquired. This is a common practice that, for example, Wang et al. [33] used. In our experiment, we updated the hyper-parameters
after each batch of 10 new data points were acquired.
The acquisition function is assumed to be the GP-LCB
↵GP

LCB (✓

| Dn ) = µ(✓)

p

⌫⌧n (✓)

(3.37)

where ⌫ > 0 and ⌧n = 2 log(nd/2+2 ⇡ 2 /3 ). In our experiment, the parameters d, ⌫
and were 3, 1 and 0.1, respectively.
We initialized Bayesian optimization with 20 data points and ran 500 iterations in
total. Afterward, we produced a sample of 100 000 observations from the log posterior distribution using the Metropolis–Hastings algorithm with Gaussian proposals.
Finally, the log posterior distributions were transformed back to the original space.
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The standard deviations of the Gaussian proposals were ( 1 ,

2,

3)

= (0.1, 0.1, 0.1).

Figure 3.4 illustrates marginal discrepancies and estimated Gaussian process surfaces for the stochastic Lotka–Volterra model in a logarithmic space. The marginal
discrepancies have relatively high and narrow spikes around the true rate parameters, which was expected. Figure 3.5 presents the estimated marginal posterior
distributions. The observed threshold is 0.932, and the observed sample means of
the rate parameters are (r1 , r2 , r3 ) ⇡ (0.979, 0.011, 0.535).

Figure 3.4: Marginal discrepancies and estimated Gaussian process surfaces for the
stochastic Lotka–Volterra model in a logarithmic space. Each surface panel shows
slices of the estimated regression function J when two of three variables are varied
at a time. The white stars are the locations where J is minimized, and the black
dots are the locations of the acquired parameters. The intensity map is the same in
all surface panels where white corresponds to smallest value. The constant orange
line is the smallest value of J .
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Figure 3.5: Estimated marginal posterior distributions for the stochastic Lotka–
Volterra model. The black dots represent the estimated parameter values, and the
black crosses the true parameter values. The marginal posterior distributions are
estimated by Gaussian kernel densities of which bandwidths are estimated by Scott’s
rule [19].
The inference results are sensitive to selections of Gaussian process formulation and
discrepancy function. Järvenpää et al. [34] made the same observations in their
comprehensive experiments. In our experiments, we tried the squared Euclidean,
Euclidean and log Euclidean discrepancy functions with the generalized squared exponential and Matérn 5/2 covariance functions. The best results were obtained with
the log Euclidean discrepancy function and the generalized squared exponential covariance function combination. Furthermore, the stochastic Lotka–Volterra model is
sensitive to the use of the stochastic acquisition rule that Gutmann et al. [3] used to
avoid acquiring successively from the same location. In practice, they simply added
a small amount of Gaussian noise to the point where the objective function was
evaluated. We obtained better performance without using the proposed stochastic
acquisition rule for the Lotka-Volterra application.
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4 Theory of Likelihood-Free Inference
by Ratio Estimation
In this chapter, we consider the theory of LFIRE and demonstrate it can be extended
further to speed up the inference process by replacing the time consuming fine meshgrid search with Bayesian optimization. We also discuss the benefits and weaknesses
of LFIRE and its extension and briefly compare them to other methods.

4.1

Likelihood-free Inference by Ratio Estimation

The central idea of LFIRE [12] is to estimate the posterior p(✓ | D) by estimating the
ratio r(D, ✓) between the likelihood function p(D | ✓) and the marginal distribution
p(D). The ratio
p(D | ✓)
r(D, ✓) =
(4.1)
p(D)
✓
can be estimated by generating a set of n✓ independent samples D✓ = {x✓i }ni=1
with
a fixed value of ✓ from the likelihood function p(D | ✓) and generating a set of nm
nm
independent samples Dm = {xm
i }i=1 from the marginal distribution p(D). We can
generate samples from the marginal distribution p(D) by first sampling from the
joint distribution of (D, ✓) and then ignoring the sampled parameters

✓i ⇠ p(✓)

xm
i

⇠ p(D | ✓i )

(4.2)
(4.3)

Now, we can define a classification problem where the goal is to determine whether
some data D was sampled from the likelihood function p(D | ✓) or from the marginal
distribution p(D). This step can be accomplished using logistic regression, where
the probability for x 2 D✓ is parametrized by some non-linear function h
p(x 2 D✓ , h) =

1
1 + ⌫ exp ( h(x))
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(4.4)

where ⌫ = nm /n✓ is a weighting parameter for unequal class sizes. A suitable
function h is typically found by minimizing the loss function J on the training data
D✓ and Dm
1
J (h, ✓) =
n

(

n✓
X

⇥

⇤

log 1 + ⌫ exp ( h(x✓i )) +

i=1

nm
X
i=1



1
log 1 + exp ( h(xm
i ))
⌫

)

(4.5)

where n = n✓ + nm . The dependency of the loss function on ✓ is due to the dependency of the training data D✓ . For finite sample sizes nm and n✓ , the minimizing
function
ĥ = arg min J (h, ✓)
(4.6)
h

provides an estimate r̂(D, ✓) for the ratio r(D, ✓) between the likelihood function and
the marginal distribution. Furthermore, the estimate r̂(D, ✓) also leads to estimates
for the posterior
p̂(✓ | D) = p̂(✓) exp (ĥ(D, ✓))
(4.7)
and the likelihood function
(4.8)

p̂(D | ✓) / exp (ĥ(D, ✓))
Figure 4.1 illustrates the inference process of LFIRE described earlier.

Thomas et al. [12] modeled the ratio r(D, ✓) as a linear combination of summary
statistics. That is, they considered functions h that are members of the family
spanned by n summary statistics Si (D)
h(D) =

n
X
i=1

=

>

(4.9)

i Si (D)

(4.10)

S(D)

where i 2 R, = ( 1 , . . . , n ) and S(D) = (S1 (D), . . . , Sn (D)). Then, the ratio
estimation estimates the coeﬃcients i , which can be estimated, via minimizing
1
J ( , ✓) =
n

(

n✓
X
i=1

⇥

log 1 + ⌫ exp (

>

⇤

Si✓ ) +

nm
X
i=1



1
log 1 + exp (
⌫

>

Sim )

)

where n = n✓ + nm and the terms Si✓ = S(x✓i ) and Sim = S(xm
i ) denote the summary
statistics of the simulated data sets x✓i 2 D✓ and xm
i 2 Dm , respectively. Now, the
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p(✓)

✓1

···

✓

D

✓n m

Model: p(D | ✓)
xm
1

···

xm
nm

···

x✓1

Dm

x✓n✓

D✓
log-ratio ĥ(D, ✓)

Logistic regression: ĥ = arg maxh J (h, ✓)

ĥ(D, ✓)

p̂(✓ | D) = p(✓) exp (ĥ(D, ✓))

Figure 4.1: A schematic view of LFIRE where logistic regression is used to estimate
the posterior distribution p̂(✓ | D). The illustration is adapted from [12].
estimate for the ratio becomes
r̂(D, ✓) = exp ( ˆ(✓)> S(D))

(4.11)

that determines the estimates for the posterior
p̂(✓ | D) = p̂(✓) exp ( ˆ(✓)> S(D))

(4.12)

and the likelihood function
p̂(D | ✓) / exp ( ˆ(✓)> S(D))

(4.13)

The estimated coeﬃcients ˆ(✓) are weights that determines the level of how much
each of the summary statistics Si (D) contributes to the approximation of the posterior. Thomas et al. [12] used lasso penalized logistic regression to determine the
coeﬃcients in Equation 4.9. Then, the coeﬃcients can be estimated as the solution

42

of the lasso penalized logistic regression problem
ˆreg (✓, ) = arg min J ( , ✓) +
2Rn

n
X
i=1

(4.14)

| i|

where the value of determines the level of the regularization. Higher values leads
to heavier regularization, forcing some of the coeﬃcients to be zero or close to zero.
While there are many schemes to choose , in this thesis, we follow common practice
and recommendations, where we choose by minimizing the prediction risk
1
R( ) =
n

(

n✓
X

⇧ (x✓i )<0.5

i=1

+

nm
X
i=1

⇧ (xm
i )>0.5

)

(4.15)

which is estimated by ten-fold cross-validation, where n = n✓ + nm and ⇧ (D) =
P(D 2 D✓ | h(D) = ˆreg (✓, )> S(D)). The minimizing value min determines the
coeﬃcients
ˆ(✓) = ˆreg (✓, min )
(4.16)
that are used in the ratio estimation and also in the posterior and likelihood function
estimations. Algorithm 4 presents the pseudo-code for posterior estimation by lasso
penalized logistic regression. Algorithm 4 is a special case of the scheme described
in Figure 4.1.
Algorithm 4 Posterior estimation by lasso penalized logistic regression
1:
2:
3:

Consider n-dimensional summary statistics S(D) 2 Rn .
nm
Simulate nm samples {xm
i }i=1 from the marginal density p(D).
To estimate the posterior pdf at parameter value ✓ do:
✓
a. Simulate n✓ samples {x✓i }ni=1
from the model pdf p(D | ✓).
b. Estimate ˆreg (✓, ) by solving the optimization problem in Equation 4.14
for 2 [10 4 0 , 0 ] where 0 is the smallest value for which ˆreg = 0.

c. Find the minimizer min of the prediction risk R( ) in Equation 4.15 as
estimated by ten-fold cross-validation, and set ˆ(✓) = ˆreg (✓, min ).

d. Compute the value of estimated posterior pdf p̂(✓ | D) according to Equation 4.12.
For results in this thesis, we always used nm = n✓ . To implement steps b and c,
we used the glmnet package implemented by Friedman et al. [35].
LFIRE has many benefits over other likelihood-free inference methods, such as ABC.
Firstly, using the ratio estimation we can avoid selecting a distance function and a
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threshold value that are critical to the success of the inference process in traditional
ABC methods. Secondly, the lasso penalized logistic regression is able to cure the
curse of dimensionality by oﬀering a data-driven way to select relevant summary
statistics from a large set of candidates.
Just like ABC methods, LFIRE has its own weaknesses. Firstly, the trade-oﬀ between computational and statistical eﬃciency is also present in LFIRE, but in a
diﬀerent form. That is, LFIRE requires a large number of data generations: we
need to generate D✓ for each ✓ separately while Dm needs to be generated once.
However, since the sample sizes are fully under our control and are our choice, we
can control the trade-oﬀ between computational and statistical eﬃciency reasonably
well. Furthermore, both D✓ and Dm can be constructed in a parallel manner that
speeds up the data generating phase. Secondly, LFIRE does not use any sophisticated mechanism for parameter exploration. That is, Algorithm 4 does not give
any instructions how the parameter space should be explored, or in other words,
how to select parameter values where the posterior distribution will be estimated.
Obviously, this shortage drastically aﬀects the computational eﬃciency of LFIRE.
Thomas et al. [12] have used a grid evaluation over a fine mesh-grid of parameter
values to overcome this problem.
The first problem in LFIRE remains an open question since there is no method
telling us how much training data is needed to obtain an accurate estimate of the
posterior distribution or the likelihood function. However, the second problem in
LFIRE is solvable. In this thesis, we consider replacing a grid evaluation by Bayesian
optimization.

4.2

Speeding up LFIRE with Bayesian Optimization

Thomas et al. [12] used LFIRE to estimate the posterior pdf over a fine mesh-grid
of parameter values. When doing so, the computation time grows rapidly as the
number of parameters increases. In fact, the time complexity in such case is O(nd ),
where n is the number of grid points for each parameter and d is the number of
parameters in total. This rapidly growing time complexity makes the posterior pdf
estimation extremely slow. In Section 3.4, we pointed out that Bayesian optimization
can be used in the ABC to speed up the inference process. Here, we consider speeding
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up LFIRE with Bayesian optimization. We call this framework BOLFIRE.
The idea in BOLFIRE is to model the estimated posterior pdf
J (✓) = p̂(✓ | D)

= p̂(✓) exp ( ˆ(✓)> S(D))

(4.17)
(4.18)

as a regression function where the model parameters ✓ are considered the inputs and
the estimated posterior value is the output. The estimated posterior pdf value is
computed using Algorithm 4. Now, like in BOLFI, our goal is to infer and maximize
J while avoiding unnecessary computations. The same principles applies when
approximating the estimated likelihood function. Then, the regression function is
J (✓) = p̂(D | ✓)
/ exp ( ˆ(✓)> S(D))

(4.19)
(4.20)

Our method (BOLFIRE) has one common weakness with LFIRE. We still do not
know how much training data is required to obtain an accurate estimate of the
posterior distribution or the likelihood function.

4.3

Method comparison

Both LFIRE and BOLFIRE are designed to solve the same problems as the traditional ABC methods introduced in Chapter 2. The traditional ABC methods tend
to be slow, suﬀer from the curse of dimensionality and are not able to detect the
relevance of selected summary statistics. In Chapter 3, we introduced BOLFI, which
was able to boost the inference process by several orders of magnitude. However,
BOLFI also suﬀers from the curse of dimensionality when using a large number of
summary statistics and can only approximate the likelihood function.
In LFIRE and BOLFIRE, the curse of dimensionality is cured with regularization,
and both methods can directly approximate the posterior distribution. However,
they require more data generations than BOLFI. In BOLFI, we have to generate
data only once on each iteration, but in LFIRE and BOLFIRE, we need to generate
data many times depending on the desired size of training data. In the next chapter,
we present our results on the performance of BOLFIRE.
There is another method that does not require the threshold. Wood [2] introduced
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the synthetic likelihood method, which infers the parameters by modeling summary
statistics of the data by a Gaussian probability distribution. Formally, the synthetic
ˆ ✓ ) 2 Rn to the summary
likelihood method fits a multivariate Gaussian N (µ̂✓ , ⌃
statistics S of n simulated data sets, which can be used to estimate the likelihood
function
1
ˆ 1 (S(D) µ̂✓ ) 1 log |⌃
ˆ ✓|
p(D | ✓) =
(S(D) µ̂✓ )> ⌃
(4.21)
✓
2
2
where D is the observed data. The synthetic likelihood does not use a threshold,
but it assumes that each summary statistic follows a Gaussian distribution. This
kind of assumption is often too limiting. Furthermore, the synthetic likelihood has
other weaknesses. The method does not use a data-driven mechanism to choose
relevant summary statistics and may require further inference to obtain a posterior
distribution.
In LFIRE and BOLFIRE, we can loosen the Gaussian assumption and directly estimate the posterior distribution. Equation 4.12 illustrates that the estimated posterior belongs to the exponential family with the summary statistics being suﬃcient
for the family, and the estimated coeﬃcients being the vector of natural parameters. As the Guassian family belongs to the exponential family, both LFIRE and
BOLFIRE include the synthetic likelihood as a special case.
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5 Applications
In this chapter, we present the application of our method (BOLFIRE) on three
diﬀerent real-world time series models with intractable likelihood functions. These
models are the ARCH model, the Ricker model and the stochastic Lotka–Volterra
model.

5.1

Setup for Bayesian optimization

We use the same general setup for Bayesian optimization in BOLFIRE across this
chapter. In each experiment, we directly modeled either the posterior pdf in Equation 4.18 or the likelihood function in Equation 4.20 with the regression function J ,
which itself was modeled as a Gaussian process. In addition, ELFI [16] was used for
computations.
We followed the same guidelines we used in our BOLFI example in Section 3.4. That
is, the Gaussian process mean function was chosen to be a sum of convex quadratic
polynomial
d
X
m(✓) =
aj ✓j2 + bj ✓j + c
(5.1)
j=1

where d is the total number of parameters, ✓j are elements of ✓ and the constants
aj are assumed to be non-negative since we are interested in minimization. The
covariance functions were chosen to be the generalized squared exponential function
with ARD
!
X 1
1
k(✓, ✓0 ) = f2 exp
(✓j ✓j0 )2 + n2 n
(5.2)
2 j `2j
where n is the size of data and

n

is n ⇥ n identity matrix.

The quantities aj , bj , c, f2 , `j and n2 are hyper-parameters learned by maximizing
the log marginal likelihood in Equation 3.22. The hyper-parameters were slowly
updated as new data were acquired. Precisely, in each experiment, we updated the
hyper-parameters after each batch of 10 new data points were acquired.
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The acquisition function is assumed to be the GP-LCB
↵GP

LCB (✓

| Dn ) = µ(✓)

p

(5.3)

⌫⌧n (✓)

where ⌫ > 0 and ⌧n = 2 log(nd/2+2 ⇡ 2 /3 ). In our experiments, the parameter d
was either 2 or 3 depending on the number of parameters in the model, and the
parameters ⌫ and were 1 and 0.1, respectively.

5.2

The ARCH Model

Engle [36] introduced the autoregressive conditional heteroskedasticity model. The
ARCH model is a statistical model for time series data that describes the variance of
the current error term or innovations as a function of the actual sizes of the previous
time periods’ error terms [36]. This model is commonly used in econometrics to
model financial time series with time-varying volatility and volatility clustering.
Volatility clustering describes the tendency of large changes in financial time series
to follow large changes and small changes to follow small changes [37].
Here, we considered the same setup used in [12]. That is, the observed data were a
time series produced by a lag-one ARCH(1) model
yi = ✓1 y i 1 + e i
q
ei = ⇠i ↵ + ✓2 e2i

(5.4)
(5.5)

1

where ↵ = 0.2, y0 = 0, i = 1, . . . , 100, and ⇠i and e0 are independent standard normal
random variables. The parameters in the model ✓1 and ✓2 are correspondingly the
mean and variance process coeﬃcients. The observed data D are generated with true
parameters (✓1 , ✓2 ) = (0.3, 0.7). In addition, we took the priors over the unknown
parameters ✓1 and ✓2 to be uniform. That is, we set ✓1 ⇠ U( 1, 1) and ✓2 ⇠ U(0, 1).
We also reduced the simulated data D✓ and the observed data D to 17 diﬀerent
summary statistics. The set of 17 summary statistics are the following:
• The mean of each time series y = n
• The variance of each time series s2yn

1

1

Pn

i=1

= (n

yi , where n is the sample size.
1)

1

Pn

i=1 (yi

y)2 .

• The autocorrelation coeﬃcient of each time series at lag 1 up to lag 5 ⇢y (k) =
P
((n k)s2yn 1 ) 1 ni=1k (yi y)(yi+k y), where k 2 {1, 2, 3, 4, 5}.
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• All pairwise combinations of the autocorrelation coeﬃcients ⇢y (k)⇢y (k 0 ), where
k k0.
To check the robustness of the proposed approach, we also augmented the above
set of summary statistics by 17 white-noise random variables, creating 34 diﬀerent
summary statistics in total.

Results
We ran posterior inference 100 times in total for each training data size n✓ = nm 2
{100, 500, 1000} with and without the white-noise variables. On each posterior inference round, we generated new observed data D with the true parameter values
(✓1 , ✓2 ) = (0.3, 0.7) and new marginal data p(D). After that, we initialized Bayesian
optimization with 20 data points and ran 300 total iterations to obtain the maximum
a posteriori (MAP) estimates. Finally, the MAP estimates were used in posterior
inference.
Figure 5.1 presents example results for one noise-free posterior inference round,
where n✓ = nm = 500. The location ✓MAP = (0.29, 0.74) where the regression function J is minimized is close to the true parameter values ✓ = (0.3, 0.7). Similarly,
Figure 5.2 provides example results for one posterior inference round with the whitenoise variables, where n✓ = nm = 500. The location ✓MAP = (0.29, 0.73) at which
the regression function J is minimized is also close to the true parameter values
✓ = (0.3, 0.7). However, this time we obtained increased uncertainty in the variance
process coeﬃcient.
Figure 5.3 displays average MAP estimates over 100 inference rounds as a function
of Bayesian optimization iterations for n✓ = nm = 500. The convergence is fast
and stable, even though the white-noise variables slightly increase the uncertainty
in the variance process coeﬃcient. In addition, the optimal number of Bayesian
optimizations could be less than 300.
To more systematically assess the average performance, we computed the root mean
squared error (RMSE) between the true parameters and the MAP estimates for
n✓ = nm 2 {100, 500, 1000}. The root mean squared error is defined as
RMSE =

r Pn

i=1 (✓iMAP

n

✓)2

(5.6)

where n is the number of posterior inference rounds, ✓iMAP is the MAP estimate
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Figure 5.1: Negative marginal posteriors and estimated Gaussian process and acquisition surfaces for the ARCH model. The white star is the locations where J is
minimized, and the black dots are the locations of the acquired parameters. The intensity map is slightly diﬀerent in each surface panel, but in both, white corresponds
to smallest value. The constant orange line is the minimum value of J .
at round i and ✓ is the true parameter value. Table 5.1 presents the average the
root mean squared errors for n✓ = nm 2 {100, 500, 1000}. The average root mean
squared errors decrease almost monotonically as the size of training data increases.
In both cases, the best average performance was obtained when n✓ = nm = 1000.
Table 5.1: Average root mean squared errors between the true and estimated parameter values for n✓ = nm 2 {100, 500, 1000}. Smaller values of the root mean
squared error mean better results.
n✓
100
500
1000

Noise-free
✓1
✓2
0.182 0.276
0.177 0.258
0.164 0.254

White
✓1
0.153
0.203
0.171

noise
✓2
0.288
0.260
0.269

The true posterior distribution of the parameters (✓1 , ✓2 ) can be computed numerically (e.g., Gutmann et al. [9]), which allows us to compare the estimated posterior
with the true posterior using the symmetrized Kullback-Leibler divergence (sKL).
This divergence is a symmetric measure of the dissimilarity of two probability dis50

Figure 5.2: Negative marginal posteriors and estimated Gaussian process and acquisition surfaces for the ARCH model with the white-noise variables. The white
star is the locations at which J is minimized, and the black dots are the locations
of the acquired parameters. The intensity map is slightly diﬀerent in each surface
panel, but in both, white corresponds to smallest value. The constant orange line is
the minimum value of J .
tributions p and q, and for two continuous distributions with densities p and q, the
divergence is defined as follows
1
sKL(p, q) =
2

Z

p(x)
1
p(x) log
dx +
q(x)
2

Z

q(x) log

q(x)
dx
p(x)

(5.7)

Table 5.2 displays the average value of the symmetrized Kullback-Leibler divergence
for n✓ = nm 2 {100, 500, 1000}, where the values for LFIRE in the table are taken
from the earlier work [12]. The symmetrized Kullback-Leibler divergences behave
monotonically and are lowest for the noise-free and white noise case when n✓ = nm =
1000. In our results, Bayesian optimization sometimes kept exploring between two
minimum candidates close together, causing multimodal posterior. This problem,
of course, aﬀected the symmetrized Kullback-Leibler divergence values.
We further compared the number of non-zero summary statistic coeﬃcients in the
logistic regression classifier for n✓ = nm 2 {100, 500, 1000}. Table 5.3 presents
these results for single example runs. The logistic regression classifier selects more
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Figure 5.3: Average MAP estimates over 100 inference rounds as a function of
Bayesian optimization iterations for n✓ = nm = 500. Panels (a) and (b) illustrate
results for the mean and variance process coeﬃcients in the noise-free case. Similarly,
panels (c) and (d) provide results for the mean and variance process coeﬃcients in the
white-noise case. In each panel, the dotted solid line is the average MAP estimate,
the dashed line is the true parameter value and the shaded area is the average MAP
estimate plus or minus one standard deviation.
summary statistics when there is more training data available. Additionally, the logistic regression classifier is able to detect the white-noise variables since the average
number of non-zero summary statistics does not increase much.
Thomas et al. [12] estimated the posterior distribution on 100 ⇥ 100 mesh-grid over
the parameter space. They needed 10 000 diﬀerent evaluations in total, whereas
BOLFIRE needs only 300 evaluations to achieve comparable results in terms of
statistical eﬃciency. In fact, according to Figure 5.3, the number of evaluations
could be even less than 300 since we obtained the lowest absolute error relatively
early.
Although, LFIRE has better performance in terms of the symmetrized KullbackLeibler divergence, the diﬀerences are quite small as the average symmetrized KullbackLeibler divergence value for the joint prior distribution is approximately 17 when
compared to the true posterior distribution. However, we cannot reduce the num52

Table 5.2: Average symmetrized Kullback-Leibler divergence between the true and
estimated posterior for n✓ = nm = {100, 500, 1000}. Smaller values of the divergence
mean better results.
Method
BOLFIRE
BOLFIRE with 50% noise
LFIRE
LFIRE with 50% noise

n✓ = 100 n✓ = 500 n✓ = 1000
4.02
3.62
2.56
3.71
2.89
2.65
2.04
1.57
1.48
3.24
1.60
1.51

Table 5.3: The average number of non-zero summary statistic coeﬃcients in the
logistic regression classifier for n✓ = nm 2 {100, 500, 1000}.
Method
BOLFIRE
BOLFIRE with 50% noise

n✓ = 100
2.31
2.42

n✓ = 500
2.65
3.73

n✓ = 1000
3.77
4.22

ber of evaluations in LFIRE without decreasing its statistical eﬃciency while this is
possible in BOLFIRE.
Based on these observations and the results presented earlier, our method is able to
increase the computational eﬃciency by two orders or magnitude while the statistical
eﬃciency remains comparable to the earlier method.

5.3

The Ricker Model

Ricker [38] introduced an ecological simulator model that describes the evolution of
the size of some animal population over time. The dynamics of the population size
is modeled as
log N (t+1) = log r + log N (t)

N (t) + e(t) ,

t = 1, . . . , T,

N (0) = 0

(5.8)

where N (t) is the size of some population at time t, e(t) are independent standard
normal random variables, log r is a log growth rate, is a noise standard deviation
and T = 50. It is assumed that we cannot directly observe the true population size
N (t) but rather a Poisson distributed noisy observation y (t)
y (t) | N (t) ,

⇠ Poisson( N (t) )
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(5.9)

where is a scaling parameter. The model parameters are the log growth rate log r,
the noise standard deviation and the scaling parameter .
Here, we considered a case where the observed data D are generated from the Ricker
model with the true parameters (log r, , ) = (3.8, 0.3, 10). In addition, we took the
priors over the unknown parameters log r, and to be uniform. That is, we set
log r ⇠ U (3, 5), ⇠ U (0, 0.6) and ⇠ U (5, 15). We also reduce the simulated and
observed data to 13 diﬀerent summary statistics, as suggested by Wood [2]. The set
of 13 summary statistics are as follows:
• The mean of time series y = T

1

PT

t=1

y (t) , where T is the sample size.

• The number of zero observations in the time series.
• The auto-covariance coeﬃcient of time series at lag 1 up to lag 5
PT k (t)
y)(y (t+k) y), where k 2 {1, 2, 3, 4, 5}.
t=1 (y
(t)

(t)

(t)

(k) =

(t)

• The coeﬃcients of a cubic regression y 0 = a + by + c(y )2 + d(y )3 , where
(t)
the ordered diﬀerences are y = y (t) y (t 1) for the simulated data and
(t)
(t)
(t 1)
y 0 = y0
y0
for the observed data.
• The least square estimates of the coeﬃcients for the model (y (t) )0.3 = a(y (t) )0.3 +
b(y (t) )0.3 + e(t) , where e(t) are independent standard normal random variables.

Results
We ran posterior inference just once. We initialized Bayesian optimization with 20
data points and ran 300 total iterations to obtain MAP estimates. Afterward, we
produced a sample of 100 000 observations from the posterior distribution using the
Metropolis–Hastings algorithm with Gaussian proposals. The standard deviations
of the Gaussian proposals were ( 1 , 2 , 3 ) = (0.2, 0.1, 0.5). The size of training data
was n✓ = nm = 200.
Figure 5.4 displays negative marginal posterior distributions and estimated Gaussian process surfaces for the Ricker model. The negative marginal posteriors have
relatively narrow spikes around the true rate parameters. Figure 5.5 provides the
estimated marginal posterior distributions. The observed sample means of the parameters were (log r, , ) = (4.03, 0.32, 10.22), whereas the MAP estimates were
3.92, 0.29 and 10.18, respectively.
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Figure 5.4: Negative marginal posteriors and estimated Gaussian process surfaces
for the Ricker model. Each surface panel depicts slices of the estimated regression
function J when two of three variables are varied at a time. The white stars are
the locations where J is minimized, and the black dots are the locations of the
acquired parameters. The intensity map is the same in all surface panels where
white corresponds to the smallest value. The constant orange line is the minimum
value of J .

Figure 5.5: Estimated marginal posterior distributions for the Ricker model. The
black dots represent the estimated parameter values, and the black crosses are the
true parameter values. The marginal posterior distributions were estimated by Gaussian kernel densities of which bandwidths are estimated by Scott’s rule [19].
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The marginal posterior distributions in Figure 5.5 have fat tails. That is, they are
non-zero nearby the boundary areas and also have non-zero probabilities outside the
defined intervals. This result is mostly due to modeling the posterior distribution as
a Gaussian process with a smooth covariance function. We tried to use a zero mean
Gaussian process with a smooth covariance function, but this process was not able
to fix the problem. However, by increasing the size of training data, we managed to
reduce the problem’s eﬀect. In the future, investigating other mean and covariance
functions would be beneficial.

5.4

The Lotka–Volterra Model

We begin with revisiting the stochastic version of the Lotka–Volterra model and the
experimental setup that we have used in our earlier examples. We repeat all the
necessary information here so that the reader does not have to review the earlier
examples.
Wilkinson [14] introduced the stochastic version of the Lotka–Volterra model specified by the following three reactions:
r1 : x1 ! 2x1
r2 : x1 + x2 ! 2x2
r3 : x 2 ! 0

(5.10)
(5.11)
(5.12)

where the first reaction represents prey production with rate r1 , the second reaction
represents predator-prey interaction and predator production with rate r2 , and the
third reaction represents death of predators with rate r3 .
The Lotka–Volterra model can be simulated using the Gillespie algorithm described
in [14, 15]. Here, we use a Lotka–Volterra simulator implemented in ELFI [16]
and the setup described in [17, 18]. That is, every simulation started with initial
populations (x1 , x2 ) = (100, 50) and consisted of 30 time units. The sizes of prey
and predator populations were recorded after every 0.2 time units and Gaussian
noises "1 , "2 ⇠ N (0, 10) were added.
We took the priors over the rate parameters r1 , r2 and r3 to be uniform in the
logarithm space. That is, we set log r1 , log r2 , log r3 ⇠ U ( 5, 2). The true rate
parameters were (r1 , r2 , r3 ) = (1.0, 0.01, 0.5), and we used them to generate the
observed data D.
56

We also reduced the simulated and observed data to nine diﬀerent summary statistics:
• The mean of each time series x = n

1

Pn

i=1

xi , where n is the sample size.

• The logarithmic variance of each time series log (1 + s2xn 1 ), where s2xn
P
(n 1) 1 ni=1 (xi x)2 .

1

=

• The autocorrelation coeﬃcient of each time series at lag 1 and lag 2 ⇢x (k) =
P
((n k)s2xn 1 ) 1 ni=1k (xi x)(xi+k x), where k 2 {1, 2}.
• The cross-correlation coeﬃcient between the two time series ⇢xy (k) =
P
((n k)s2xn 1 s2yn 1 ) 1 ni=1k (xi x)(yi+k y), where k = 0.

Results
We ran posterior inference just once. We initialized Bayesian optimization with 20
data points and ran 300 iterations in total to obtain the maximum likelihood estimates. Afterward, we produced a sample of 100 000 observations from the posterior
distribution using the Metropolis–Hastings algorithm with Gaussian proposals. The
standard deviations of the Gaussian proposals were ( 1 , 2 , 3 ) = (0.1, 0.1, 0.1). The
size of training data was n✓ = nm = 200.
This time, we modeled the likelihood function in Equation 4.20 with the regression
function J . We noticed that the exponential uniform priors caused problems nearby
the left-hand bounds as they approach infinity. In fact, one poor classification led
us to obtain a large value from the joint prior, which was multiplied by a nonzero likelihood value. Bayesian optimization was not able to recover from this poor
classification, and consequently we failed in the posterior inference. However, this
problem can be avoided by increasing the size of the training data.
Figure 5.6 presents negative marginal likelihoods and estimated Gaussian process
surfaces for the stochastic Lotka–Volterra model in a logarithmic space. The negative marginal likelihoods have deep and narrow spikes around the true rate parameters, which was expected. Figure 5.7 provides the estimated marginal posterior
distributions. The observed sample means of the rate parameters were (r1 , r2 , r3 ) =
(1.08, 0.01, 0.55), whereas the maximum likelihood estimates were 1.06, 0.01 and
0.55, respectively.
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Figure 5.6: Negative marginal likelihoods and estimated Gaussian process surfaces
for the stochastic Lotka–Volterra model in a logarithmic space. Each surface panel
shows slices of the estimated regression function J when two of three variables are
varied at a time. The white stars are the locations where J is minimized, and the
black dots are the locations of the acquired parameters. The intensity map is the
same in all surface panels where white corresponds to the smallest value.

Figure 5.7: Estimated marginal posterior distributions for the stochastic Lotka–
Volterra model. The black dots represent the estimated parameter values, and
the black crosses the true parameter values, respectively. The marginal posterior
distributions were estimated by Gaussian kernel densities of which bandwidths were
estimated by Scott’s rule [19].
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Table 5.4 presents the posterior means for the Rejection ABC, SMC-ABC, BOLFI
and BOLFIRE. The computational eﬃciency was measured in terms of simulations
needed from the simulator. In BOLFI and BOLFIRE, Bayesian optimization and
Metropolis-Hastings sampling added some extra cost, but their aﬀect is small on
the total cost. Each method was able to find posterior mean estimates close to
the true rate parameter values (r1 , r2 , r3 ) = (1.0, 0.01, 0.5), but their computational
eﬃciencies diﬀer. The most eﬃcient method is BOLFI, requiring 500 total simulations. The next is BOLFIRE requiring 60 000 total simulations, and the traditional
ABC methods required around one million simulations in total. These results are
only directional as the number of simulations needed from the simulator was not
fully optimized for each method. Furthermore, the comparison between BOLFI and
BOLFIRE is not fair in that sense the summary statistics were carefully chosen in
advance. To make the comparison fairer we could either increase the number of
summary statistics or add white-noise random variables.
Table 5.4: The posterior mean values for the rate parameters (r1 , r2 , r3 ) and the
number of simulations n needed from the simulator. The first two methods use
plain time series instead of the summary statistics.
Method
r1
r2
Rejection ABC (plain) 1.15 0.01
SMC-ABC (plain)
1.16 0.01
Rejection ABC
1.02 0.01
BOLFI
0.98 0.01
BOLFIRE
1.08 0.01
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r3
n
0.43 1 000 000
0.47 1 000 000
0.58
947 380
0.54
500
0.55
60 000

6 Discussion
In this thesis, we proposed a new likelihood-free inference method for simulatorbased models. We demonstrated that the proposed method (BOLFIRE) was able
to avoid using a threshold value that controls the trade-oﬀ between computational
and statistical eﬃciency in traditional ABC methods to oﬀer an automated and
data-driven way to select summary statistics from a large pool of candidates and to
reduce computational cost by some orders of magnitude while the accuracy of the
posterior inference remains comparable. Since the earlier method (LFIRE) solved
the first two problems, our main contribution was to speed up the earlier method
by replacing a time-consuming grid evaluation with Bayesian optimization and to
verify that the earlier method’s key features still hold.
We applied the proposed method to three diﬀerent real-world time series models
with intractable likelihood functions to measure its computational and statistical
eﬃciency. The time series models were the ARCH model, the Ricker model and
the stochastic Lotka–Volterra model. We ran more extensive experiments for the
ARCH model to more systematically assess the average performance of the proposed
method. The results were compared to the earlier method and work completed by
Thomas et al. [12]. For the Ricker and the stochastic Lotka–Volterra models, we
ran a single experiment to determine that the proposed method was able to infer
the model parameters for the more complex models as well.
We noticed that Bayesian optimization, together with the lasso penalized logistic
regression classifier, sometimes (but not often), aﬀected the shape of the estimated
posterior distribution or the likelihood function. This eﬀect occurred when the lasso
penalized logistic regression classifier failed to give reliable predictions, and Bayesian
optimization consequently kept exploring between multiple optimal candidates that
were not close together. This then resulted in a multimodal estimate for the posterior
distribution or the likelihood function. This problem is also present in the earlier
method but in a more stable form as that method uses a grid evaluation that ensures
a more even and stable estimation over the parameter space.
Inventing error-free supervised machine learning classifiers is obviously extremely
diﬃcult. Hence, we suggest tuning Bayesian optimization specifically for likelihood60

free problems. We used a rather basic version of Bayesian optimization with smooth
mean and covariance functions, but more advanced versions of Bayesian optimization
could be used instead. By improving Bayesian optimization, we could not only
increase its error-freeness but also decrease the number of Bayesian optimization
evaluations needed. In fact, the computational cost of one Bayesian optimization
evaluation is approximately equal to the computational cost of generating training
data, which most often dominates the total computational cost.
We also noticed that the proposed method was sensitive to failure when the size of
the training data was small. For example, the stochastic Lotka–Volterra model was
diﬃcult with its exponential uniform joint prior distribution. In the worst case, one
poor classification near the left-hand boundary area of the exponential uniform joint
prior was enough to make the posterior inference fail.
How to choose the size of training data still remains an open question. Thus, we
suggest both finding a supervised machine learning classifier that has desirable computational and statistical eﬃciency but requires less training data and developing a
data-driven method for choosing the optimal size of training data.
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