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1 Introduction

Text classification is a well-studied subject with statistics, data mining, machine
learning and natural language processing (NLP) approaches. This thesis discusses
machine learning and NLP solutions. NLP is an interdisciplinary subject between
artificial intelligence and linguistics, which aims at understanding and processing
human language with contemporary computational techniques. The main applica-
tions of NLP include speech recognition, question answering, machine translation,
automatic summarization, and text categorization. Machine learning is a subfield
of artificial intelligence. Its task is to make computers think like a human and solve
problems automatically. Nowadays machine learning has developed as an interdis-
ciplinary subject among probabilistic, statistics, computational complexity theory,
and so on. Machine learning is widely used in fields such as data mining, computer
vision, speech recognition, and medical diagnosis. Three main categories of machine
learning algorithms are supervised learning, unsupervised learning, and reinforce-
ment learning. Supervised learning is often used in regression and classification with
labeled data, while unsupervised algorithms are usually for clustering problems with
unlabeled data. Reinforcement learning exploits the feedback from the dynamic en-
vironment and emphasizes how to act to maximize the expected reward. In recent
decades, researchers are getting more and more interested in solving NLP problems
with machine learning techniques. Especially as the computational capability ex-
ploded, the application of deep learning in NLP leads outstanding improvement.
There are different kinds of text classification problems, such as sentiment analysis
and topic classification. The former is more complicated as it depends on the emo-
tions expressed in the context, while the latter depends more on specific keywords.
Also, the data analysis of text can be in various granularities, such as document
level, sentence level, or entity level. This thesis solved a topic classification problem
in document level.

As social networks emerge in last few decades, which carry a huge amount of poten-
tial information, industries and activities such as finance, journalism, advertising,
and election are eager to analyze the social media data and benefit from it. Text ex-
tracted from social media, unlike the traditional news text, brings a new challenge.
First, the text generated is large-scale. According to a recent report of Domo, an
enterprise data analysis company, 2.5 quintillion bytes of data is generated each day
on average, most of which are from social media [Dom18]. Second, the social media
text is usually not in good shape. The length and distribution of the documents can
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Figure 1: Text classification process.

be dramatically imbalanced. What’s more, as to the topic classification problem,
it is common that each document may belong to multiple categories. That is, the
text is multi-label. Though there are mature materials studying traditional text
classification, the problem turns out to be tricky in the context of multi-label data.
Most text classification processes are designed for binary and multi-class problems
with single-label data. To compare the performance of different types of classifiers,
all the procedures, for example, classification algorithms and data balancing, need
to adjust or even redesign. In addition, a text is considered as unstructured data.
Unlike the structured data from databases, it needs special processing before clas-
sification. There are two mainstream text representation strategies. One is based
on counts of words, also known as bag-of-words (BoW) method. The other is based
on word embedding, which works like a look-up table. The former is more common
currently. However, it will generate a high dimensional matrix of sparse data. The
latter is getting more popular with the rising of deep learning.

The general process of text classification is shown in Figure 1. First, the text
data is collected and extracted from social systems and preprocessed. Then the
feature selection procedure reduces the dimensionality of the input. After that,
the cleaned data will be transformed into a vector representation. Most of the
machine learning classifiers accept only numerical data. They classify the indexing
data and output the predictions. Finally, data analysts will evaluate the results.
Almost all the solutions follow the common process, but the implementation of each
procedure may differ. BoW-based vectors and word embedding are two typical kinds
of text representation, and there are two aspects of classification algorithms, which
are large linear classification and deep learning. The combination paradigms are
whether BoW + linear classifier or word embedding + deep learning. However,



3

other combinations are also studied by researchers. The BoW + linear classifier
solution is simple and fast, but the drawback is that the BoW-based representation
is usually extremely sparse and high dimensional. It also discards the word order
information. As to the word embedding + deep learning, it can effectively make
use of the word order, and the dimensionality of the input can be controlled with
the embedding model. It can also apply the knowledge transferred from the pre-
trained model. However, it may be overburdened to handle large-scale data with
deep learning neural networks.

In this thesis work, we selected four typical supervised machine learning classifiers,
of which two stand for large linear algorithms and the other two represent deep
learning solutions. The research questions are summarized as:

• What’s the performance of the large linear classifiers and deep learning ap-
proaches on the social media dataset?

• How to balance the simplicity, efficiency, and accuracy of the solutions?
• How can word embedding, dimensionality reduction, and balancing help im-
prove the results?

• What business insight can be gained through this study?

We went over the whole text classification process and compared the performance
of the two trends. Finally, we picked up the most suitable algorithm to solve the
specific text classification problem. The main contributions of the thesis include
sorting out a clear and feasible end-to-end solution to the large-scale and multi-
label classification problem in social media, comparing the suitability of two active
trends of classification algorithms, and providing a stratified resampling method for
multi-label data.

We provide the classification scores of accuracy, macro precision, macro recall, macro
F1 score, micro precision, micro recall, micro F1 score, and also the training time of
each classifier. However, accuracy is just an auxiliary reference here, as it is not re-
liable in the context of multi-label and imbalanced data. Macro F1 score and micro
F1 score are more convinced. As the data is extremely imbalanced, we also evaluate
the classifiers by showing the per-label precision, recall, and F1 score. Results show
that the large linear classifier fastText achieved the highest macro F1 score and mi-
cro F1 score, which is slightly better than the shallow neural network TextCNN. The
classic Support Vector Machine (SVM) with LIBLINEAR implementation, which is
designed specifically for large-scale data, is inferior to the novel ones, but still beat
the general baselines Logistic Regression, naive Bayes classifier, and Random For-
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est. However, the deep neural network model VDCNN, which achieved the highest
accuracy on 8 large-scale sentiment datasets [JGBM16], is proved to be not suitable
at this task. Its result is severely biased by the majority class. We conclude that
though deep learning is emerging and has got breakthrough improvement in NLP,
large linear classifiers are still competitive with large-scale data. When the volume of
data is large enough, the simpler classifiers may work better. Also, balance learning
can help to discover the minority classes in the imbalanced dataset.

The rest of the thesis is organized as follows. Section 2 reviews the literature related
to the text classification problem on the large-scale, imbalanced and multi-label data
in social media. Section 3 describes the problem and explore the data being analyzed
in this thesis work. Section 4 and 5 go over the preprocessing and feature selection
process, which follow the text classification workflow. Section 6 explains the key
process, that is, text representation in detail. It is critical in helping to understand
the performance and applicability of each classifier. Section 7 outlines the baselines
and representatives of large linear classifiers and deep learning classifiers we selected,
depicts the architecture, and illustrates the principle. Section 8 explains the balance
strategy we exploited. Section 9 shows the experimental setup and reports the
evaluation results. Finally, section 10 concludes the outcomes and points out the
possible directions for future work.

2 Related Work

Text from social media such as Twitter and Facebook, has distinct aspects from
traditional media like newspapers, including time sensitivity, short length, unstruc-
tured phrases, and abundant information [HL12]. Text in social media tends to be
informal. For example, “r u kidding”, which should be “are you kidding” in standard
English. There is much interesting work to normalize social media text. Han et al.
proposed a method to normalize lexical variants in short text messages [HCB13].
Wang and Ng integrated various types of normalization operations such as missing
word recovery and punctuation correction, besides replacing an informal word with
its formal form [WN13]. Yang and Eisenstein developed a model for unsupervised
text normalization, taking the special characteristics of social media data such as
streaming, fast-changing and lack of annotated data into consideration [YE13]. Con-
sidering that pre-trained models based on standard news text inherently don’t fit
social media text well, Godin et al. released a Twitter word2vec model trained on
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400 million tweets [GVDV15], and Trieu et al. provided a Twitter-based Doc2Vec
model [TTT17]. Chen et al. enriched short text by learning multi-granularity topics
[CJS11]. The text in this thesis work, extracting news text from Facebook posts,
is neither as standard and well-shaped as traditional news text nor as colloquial as
typical social media text. It is more like press releases. At this extent, the pipeline
to preprocess news text is more suitable for the dataset.

The most common document representation is to first represent the document in
a BoW manner and then weight the terms to a vector space model (VSM). Term
frequency-inverse document frequency (TF-IDF) is one of the commonly used VSMs.
A survey reviewing 132 text classification papers shows that 83% of the papers used
BoW as their word representation technique [JMJ15]. One drawback is that it
results in a huge sparse matrix with high dimensionality. The social media data,
due to its extremely imbalanced length and large volume, aggravates this situation.
Besides, it gives up the information about the word order. In most BoW-based
representations, they try to make up for this defect by using n-grams. However,
the number of features introduced by using n-gram is O(|V |n), where |V | is the
vocabulary size. So most of them only extend the features to bi-gram or even
tri-gram, but not able to take all combinations into consideration. Moreover, the
BoW-based representations assume each word is independent, while the distributed
representations, such as word embedding, can compute the semantic distance among
any words.

There are several ways of compensation. One direction is to exploit large linear
classification algorithms. Joachims explained why SVM classification has the ad-
vantage to deal with sparse high-dimensional text from a theoretical perspective
[Joa02]. Fan et al. proposed LIBLINEAR and demonstrated that it performed well
in practice and had good theoretical properties for large sparse data [FCH+08]. Jo
raised the Neural Network Classifier (NTC), which encoded documents into string
vectors instead of numerical vectors [Jo09]. It not only avoided the dimensionality
and sparseness problem but also made use of the word order. Joulin et al. developed
fastText based on linear classification. It established a baseline for text classification,
which can reach the state-of-the-art accuracy of the recent deep learning approaches,
but much simpler and more efficient [JGBM16].

Deep learning is another direction to solve this problem, and it has achieved great
success in speech recognition and image processing in recent years. Researchers also
interest in applications in NLP and more specifically, document classification. Zhang
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et al. introduced character-level convolutional networks [ZZL15]. Lee and Dernon-
court developed an approach with Recurrent and Convolutional Neural Networks,
especially for sequential short-text classification [LD16]. Conneau et al. proposed
a very deep convolutional networks architecture VDCNN, which outperformed the
state-of-the-art on several public tasks, and most probably the innovator to leverage
very deep convolutional networks in text classification [CSCB17].

There is no silver bullet. The linear classifiers designed for large-scale problems
are efficient and scalable, but they’re not good at catching the underlying semantic
relations among words. Deep learning classifiers got breakthrough accuracy recently,
but they are not efficient at handling large-scale data. In this thesis, we try to
find the most suitable learning method for a particular social media classification
problem through a comparative study. This thesis doesn’t aim to traverse all possible
solutions, but interests in some baseline, typical, or novel approaches.

3 Problem Description

This thesis is based on a research for a social media monitoring company, which
collects streaming data from comprehensive sources on social networks.1 It helps
journalists and publishers with intelligent social media analysis by providing news-
rooms services of fast content discovery and news tracking. The data analyzed in this
thesis is extracted from its data monitor system. It’s a dataset of Facebook posts
being labeled manually based on industry standard. The challenge is to implement
the automatic categorization.

3.1 Problem Definition

As the dataset has been annotated manually, supervised machine learning solutions
are the best choices. The direct target is to investigate which ones are optimal to
solve it. Moreover, we would like to figure out the intrinsic properties and applicabil-
ity of the two factions, that is, large linear classifiers and deep learning algorithms,
to this kind of problems.

Given a new Facebook post, we want to assign it to one or more of 31 categories.
Hereafter we use the numbers 1 to 31 to indicate the category names for anonymiza-
tion. Each row may belong to several categories, so it is a multi-label text cate-

1Reference withheld for anonymity.
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gorization problem. Also social media text, unlike news text, is usually short and
informal, which makes the task more challenging. However, we can still take advan-
tages of the notable specificities. Though it is a multi-label problem, the proportion
of instances with multiple labels is small. To simplify the task, we solved the prob-
lem in two stages. First is to filter out the multi-label instances and solve a pure
single-label problem. Then we included the remaining data and solved the whole
problem. There are three main characteristics of the problem:

Large-scale The dataset contains approximately 0.4 millions of instances. And
the research of this problem is probably being extended to a larger volume of data
as the streaming data increases explosively on social networks daily.

Multi-label The format of the data is like:
text_1, label_1 label_2
text_2, label_2
text_3, label_1 label_3
In the dataset, each post may belong to more than one, and up to 31 categories.

Imbalanced

• Distribution of Categories
As shown in Figure 2, the distribution of data points per class is quite imbal-
anced. The number of Category 11 is dominant, with more than half of the
data points, while there is a severe lack of examples in the categories 4, 5, 8,
24 and 30.

• Distribution of Length
Unlike typical social media text such as Twitter with a length limit of 140
characters, the difference of length in the Facebook dataset is huge as shown
in Figure 3 and Table 3. The longest text is longer than ordinary news text,
while the shortest contains only one word. It tends to cause “structural curse”
and “semantic gap” with conventional text representation.

3.2 Dataset Description

The dataset contains 423,797 examples, each of which represents a Facebook post
that may have a link to an article. Or, the posts may have a photo attachment or
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description Leave it to CNN to cherry pick and spin a headline
caption CNN Busted in Another Fake News Attempt
message Leave it to CNN to cherry pick and spin a headline
category [29]

Table 1: A data instance.

video only. The textual elements in the data are what we see when a Facebook post
appears in a newsfeed. There are 31 categories. An example may belong to several
categories. So it is a multi-label document classification problem.

An example in the dataset is shown in Table 1. The text fields are the description,
caption, and message. The category is a list of integers from 1 to 31. In this project,
we used the text columns as features and category as labels. The instances with
values of all three text columns missing would be removed. The category column
was categorized as an n-hot vector so that the classifiers can process with it.

3.3 Data Exploration

The distribution of the examples is shown as Figure 2. The number of articles per
category is imbalanced. The documents are heavily biased towards Category 11.
In this case, the accuracy would be biased towards the majority class, omitting the
minority classes or even treating them as outliers. In some cases that the minority
is more important, such as fraud detection or cancer prediction, the dataset needs
to be balanced by undersampling or oversampling techniques, so as to increase the
weights of the minorities. However, in some other cases, the business interest would
be actually the majority classes, which also reflects the distribution of the data.
If a class is a majority, which means it is common, it should gain high prediction
accuracy, while minority classes with less attention may be trivial. In this work, we
will compare the results of balanced and original distribution, and choose one most
fits the business requirements.

After filling missing values with whitespaces, concatenating the text fields caption,
description, and message by whitespaces, and filtering out the instances with text
length zero, we built a numerical feature matrix by TF-IDF transformation and then
extracted the most correlated unigrams and bigrams based on the features. Table 2
shows the results. Most of the terms make sense. For example, for Category 15, the
most correlated unigrams are UFC and Liverpool, and the most correlated bigrams
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Figure 2: Distribution of the Facebook dataset.

are premier league and Manchester United. Another finding is that the terms www,
http and com show significance in the social media text.

Figure 3 and Table 3 show the length distribution and some statistics about the
dataset. The difference between the maximum and minimum words count is ex-
tremely large. Convention transformation from text to representation matrix, such
as BoW is of dimensions (number_of_examples, vocabulary_size), where num-
ber_of_examples is the height, and vocabulary_size is the width. It can be very
large and sparse. Some word embedding based models require fixed-length input, or
else they will pad the short documents. In this case, the difference between minimum
and maximum document length matters.

Cardinality and density are two statistics for multi-label datasets. Cardinality is the
average number of categories per document, and density is the number of categories
per instance, divided by the total number of categories, averaged over all instances.
Table 4 shows the statistics in the cleaned multi-label training set. As there are not
many instances with multiple labels, the cardinality is just slightly greater than 1.
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ClassUnigrams Bigrams ClassUnigrams Bigrams

1
drivetast
mecum

http petro
petro li

17
mum
emmerdal

kati price
coron street

2
bworldonlin
hellenicshippingnew

hellenicshippingnew com
www hellenicshippingnew

18
pixel
googl

pixel xl
googl pixel

3
vale
essencefestdbn

avocado wolf
jack vale

19
fox6now
ndtv

ndtv profit
http via

4
avant
cv

com au
classic car

20
travel
cntrvlr

http cntrvlr
cntrvlr co

5
acc
higgin

help shape
polic scotland

21
purai
dog

zoomin tv
imgur com

6
gamespot
ntd

gamespot univers
seen everyth

22
almond
zenit

best movi
curb enthusiasm

7
dlsh
recip

full recip
recip http

23
scientist
scienc

gravit wave
scienc insid

8
eu
europa

nation guard
coast guard

24
startup
sprout

chanc meet
ultim guid

9
fubiz
shefind

like fubiz
shefind com

25
whoa
payn

develop stori
turnbul govern

10
leed
elledcr

http elledcr
vogu uk

26
infograph
leighton

also like
page http

11
polic
patch

octob 2017
real estat

27
workout
spr

http spr
spr ly

12
uw
fark

helen unlimit
fark com

28
flyeaglesfli
nhl

atnhl com
nhl com

13
ukip
wapo

http wapo
wapo st

29
templar
whaleoil

whaleoil media
oil beef

14
ghettoradio
fm

www ghettoradio
ghettoradio co

30
finest
onion

told report
news sourc

15
ufc
liverpool

premier leagu
manchest unit

31
lgbt
gay

lgbt peopl
gay men

16
instafashion
fashionbombdaili

instafashion style
style instastyl

Table 2: The most correlated terms per category.
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Figure 3: Document length distribution. The y-axis is in logarithmic scale.

Maximum
Words Count

Minimum
Words Count

Maximum
Characters Count

Minimum
Characters Count

Vocabulary
Size

2,121 1 10,168 2 345,098

Table 3: Count statistics of the Facebook dataset.

#Instances #Labels #Labelsets Cardinality Density

337,200 31 100 1.045 0.034

Table 4: Data and label set statistics of the Facebook dataset.

4 Preprocessing

Preprocessing plays an important role in the text classification process. Appropri-
ate preprocessing steps may improve the performance by a considerable percentage.
General pipeline to convert text to vector includes tokenizing, removing stop words,
stemming or lemmatization, or other text normalization techniques. After explo-
ration, though the text documents are collected from Facebook, most of the words
are formal. Only few documents contain informal words, such as “6-yr-old” and “isa
world jr”, which should be “6-year-old” and “isa world junior”, respectively. The ex-
tremely small proportion makes it trivial, so there is no need to apply normalization
special for social media text. Uysal and Gunal compared the effects of all possi-
ble combinations of the four preprocessing tasks, that is, tokenization, stop-word
removal, lowercase conversion and stemming [UG14]. It concluded that lowercase
conversion helps in improving accuracy and dimension reduction regardless of do-
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Figure 4: Preprocessing pipeline.

main and language, while the results of others depend on the specific task. As the
results are empirical, also the original preprocessing procedures are different in the
chosen classifiers of our work, we made a standard pipeline for preprocessing.

We used the nltk.stem package for stemming [BLK09]. There are several options of
stemmers, of which PorterStemmer is the most common in NLP. LancasterStemmer
is the most aggressive, it converts terms in a form as short as possible. Word-
NetLemmatizer is more gentle. It uses WordNet’s built-in morph function and only
changes words when they are in WordNet. Examples of them are:

(1) Input: Tester tests testing.

Output:
PorterStemmer: “tester”, “test”, “test”
LancasterStemmer: “test”, “test”, “test”
WordNetLemmatizer: “tester”, “test”, “testing”

Intuitively, LancasterStemmer can dramatically reduce the vocabulary size and
shrink the feature matrix, while WordNetLemmatizer can keep more information.
It’s a trade-off to choose an appropriate stemmer or lemmatizer. For the conve-
nience of comparison, we tested on the single-label dataset. The vocabulary size
and average accuracy of 4 baselines are in Table 5 and Table 6. The vocabulary
size in Table 3 is for the whole multi-label dataset without preprocessing, while the
value of No stemming in Table 6 is for the single-label training set, after lowercase
conversion, tokenization, and stop words removal. We chose PorterStemmer, as it
is more popular and it can reduce the vocabulary size without sacrificing much per-
formance. Then we made a lowercase conversion, tokenization, stop-words removal
and stemming pipeline.

Figure 5 shows the length distribution after preprocessing. The values of length are
more focused within 100. The maximum word count is reduced to 1,054, and the
maximum character count is 5,357, which is half of the original maximum, respec-
tively. The length imbalance doesn’t have much impact on the BoW-based text rep-
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Model name Porter Lancaster Wordnet Snowball No stemming

Logistic Regression 0.661 0.659 0.662 0.661 0.662
Naive Bayes 0.631 0.629 0.633 0.631 0.634
Random Forest 0.547 0.546 0.548 0.548 0.547
SVM 0.678 0.675 0.678 0.678 0.679

Table 5: The accuracy of different stemmers.

Stemmer Porter Lancaster Wordnet Snowball No stemming

Vocabulary size 170,910 155,010 191,671 171,046 201,207

Table 6: Vocabulary size of different stemmers.

resentation, as the shape of the feature matrix depends on (number_of_examples,
vocabulary_size). However, it dramatically increases the matrix height of classi-
fiers which needs fixed-size input such as TextCNN [Kim14]. In the latter case, we
truncated the length of the documents, assuming the first part of the documents
carries most of the information, as we concatenated the text in the order of caption,
description, and message.

Due to the specific input format design of different classifiers, the preprocessing may
be a bit different. In this section, we aim to clean the raw texts, split and save them
as training and test sets, which can be used to fit and evaluate models later.

5 Feature Selection

Features can be words in the corpus or a sequence of terms. N-grams is the concept
to represent these features.

5.1 N-grams

The N-gram is a sequence of items in a given piece of text or speech in the field of
computational linguistics and probability theory. They are called unigram, bigram
and trigram if there is one, two and three items in the sequence, respectively.
In Text 1: Shelly likes to go shopping, Mia likes too,
the source is a text, and the items are words. Its unigrams and bigrams are as
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Figure 5: Document length distribution after preprocessing. The y-axis is in logarithmic
scale.

follows.
Unigrams:
<Shelly>, <likes>, <to>, <go>, <shopping>, <,>, <Mia>, <likes>, <too>
Bigrams:
<Shelly likes>, <likes to>, <to go>, <go shopping>, <shopping ,>, <,
Mia>, <Mia likes>, <likes too>
If the source is a string and the items are characters, for example “shopping”, then
the bigrams are: [sh, ho, op, pp, pi, in, ng].
Currently, the most useful application of N-grams is the automatic classification in
NLP. The simple BoW/VSM model or TF-IDF based on it discards the order of
words. The N-gram model commonly works as a complement in this case.

5.2 Feature Selection

Feature extraction and feature selection is a key process of text classification. The
dimensionality of the features space heavily impacts the time and complexity to
train a model. In BoW/VSM-based models, which are vocabulary-based, the vo-
cabulary is a dictionary mapping from feature names to their numerical values. The
feature names are usually words or n-grams. To make use of word order, a model
may take both unigram and bigrams as input, which dramatically increases the fea-
ture numbers. Especially for linear models such as Logistic Regression and SVM,
the complexity is proportional to the number of features. In this case, feature selec-
tion techniques aim to reduce the dimensionality of the feature space. In practice,
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the hashing trick would often be applied, which would very effectively restrict the
dimensionality of the input space.

It is worth mentioning that, for models using word embedding, there is a mapping of
terms from vocabulary to their fixed-length numerical representation. In this case,
the size of feature space is determined by the embedding dimension, rather than the
vocabulary size.

In our baseline experiments, we used unigram and bigrams as features, the dimension
increased up to hundreds of thousands, so we reduced the dimension by setting cut-
off to ignore terms with the frequency lower than a given threshold.

6 Text Representation

Text is an unstructured format of data, so it needs transformation before most
machine learning algorithms can process with. Most representation techniques are
word-based in document classification. Representation is a key phase in text pro-
cessing. Different representations suit different machine learning algorithms. Linear
classifiers often work with BoW or TF-IDF models, while neural network classi-
fiers prefer word embedding techniques. Using the right representation can greatly
improve the performance of a classifier.

6.1 Bag-of-Words Model

Bag-of-Words (BoW) model is one of the simplest text representations, which is
widely used in NLP and information retrieval. It assigns the counts to each distinct
word respectively, like a bag of the words. In the application of text classification,
the counts can be treated as the features of the data. In this model, only counts of
the words matter, the grammar and word order information will be discarded. Here
is an example of BoW. Given two text documents,

(2) Text 1: Shelly likes to go shopping, Mia likes too.

Text 2: Shelly also likes to go swimming.

The BoW representations of them are,
{“Shelly”:1, “likes”:2, “to”:1, “go”:1, “shopping”:1, “Mia”:1, “too”:1}
{“Shelly”:1, “likes”:1, “to”:1, “go”:1, “also”:1, “swimming”:1}
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They are in a json manner and the order of items in the BoW doesn’t matter.
BoW is a traditional model. Thought it’s simple, it’s still effective nowadays. For
the convenience of processing, it usually needs to map into a vector space.

6.2 Vector Space Model

Vector Space Model (VSM) is an algebraic model to transform a text into a vector
of identifiers or indexes. With the word vectors, it’s easy to calculate the similarity
between text documents. In NLP and information retrieval, VSM usually works as
a complement of BoW.

Given a text, BoW/VSM first assigns an index for each distinct word in a dictionary
and then records the counts of them in a vector.

Based on the documents in Example (2), a dictionary can be constructed:
{1:“Shelly”, 2:“likes”, 3:“to”, 4:“go”, 5:“shopping”, 6:“also”, 7:“swimming”, 8:“Mia”,
9:“too”}
There are nine distinct words, the documents can be represented as 9-dimension
vectors based on the indices in the dictionary:
Text 1: [1, 2, 1, 1, 1, 0, 0, 1, 1]
Text 2: [1, 1, 1, 1 ,0, 1, 1, 0, 0]

6.3 TF-IDF

Term Frequency-Inverse Document Frequency (TF-IDF) is a common weighted sta-
tistical measure in information retrieval and data mining. It’s often used in auto-
matic keyphrase extraction.

Term frequency (TF) is the number of times a term appears in a document. As the
length of documents varies, TF may be larger in long text than in short one. So
TF is usually normalized. Given a corpus D consisting of |D| documents and the
corresponding vocabulary V, the normalized frequency of term ti is

TF i,j =
ni,j∑

k:tk∈dj
nk,j

, (1)

where i ∈ {1, . . . , |V |}, j ∈ {1, . . . , |D|}, ti ∈ V , dj ∈ D, ni,j is the number of times
term ti appears in document dj, {tk : tk ∈ dj} is the set of distinct terms in dj, and∑
k:tk∈dj

nk,j is the total number of terms in the document.
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Inverse document frequency (IDF) reflects the importance of a term while TF mea-
sures the frequency.

IDF i = log
|D|

|{j : ti ∈ dj}|+ 1
, (2)

where |D| is the total number of documents in the corpus, and {dj : ti ∈ dj} is the
set of documents which contains term ti. The denominator adds 1 to avoid being
divided by zero.

Finally, TF-IDF is calculated as

TF -IDF i,j = TF i,j · IDF i, (3)

which indicates the importance of a term in a document of a corpus or a file set.
It increases proportionally to the frequency of a term in a document but decreases
inversely with the frequency of it in a corpus. Therefore, TF-IDF tends to filter
out the common words but keep the significant ones. An intuitive example is, in a
document describing cats, the term “cat” and “of” may appear the same times and
are treated equally important, but in the whole corpus of animal information, the
frequency of “of” increases, which means it’s most likely common but nonsense, so
“cat” is more important in the document.

The principle of TF-IDF is simple and it’s easy to implement. However, this
frequency-based measure is not accurate especially when the frequency of the im-
portant terms are not enough. Moreover, it can’t reflect the importance of a term
in the context because it treats terms equally without taking care of their position.

6.4 Word Embedding

Word embedding is a text representation technique that can reflect the semantic
similarities among words from their representation. Usually, the matrices of word
embedding are condensed and low-dimension.

6.4.1 History

Word embeddings are one type of distributed representation. It is an old topic
but becomes popular in the recent decade as the revival of deep learning. Hinton
raised the concept of distributed representation, though not being used in word
embedding, yet [Hin86]. Roweis and Saul proposed an embedding for dimensionality
reduction [Row00]. Bengio et al. described it systematically in the paper Neural
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Probabilistic Language Model [BDVJ03]. Collobert and Weston demonstrated how
the pre-trained word embeddings can be effectively used in a CNN architecture
[CW08]. However, word embedding hadn’t attracted much attention until Mikolov
et al. (2013) created word2vec, a toolkit including several embedding functions
which are fast and high-quality [MSC+13, MCCD13]. So far, word2Vec and GloVe
are two of the state-of-the-art [PSM14].

6.4.2 Word Vectors

It is necessary to understand word vectors before in-depth illustration of word em-
bedding. There are two types of vector representations.

• One-hot Representation
• Distributed Representation

One-hot representation is the most straight-forward and most common in NLP. It
first one-hot encodes each word in a document and then sums the ones of distinct
words respectively. BoW/VSM is one on the example (2). This method supposed the
dimension of the matrix is unlimited. It tends to generate a large-scale sparse data
structure. It can be concise if stored in a compressed format such as Compressed
Sparse Row (CSR). Combining this representation with machine learning algorithms
such as max entropy, SVM and Conditional Random Field (CRF) can complete
all kinds of mainstream tasks in NLP. However, words are independent of each
other in this representation. It can’t reflect the correlations between pairs of words.
What’s more, the unlimited assumption may lead to “curse of dimensionality”, so it
intrinsically doesn’t suit for deep learning.

Distributed representation, which can reflect the semantic distance among vectors,
complements the drawback of one-hot representation. Distributed representation
means all values can carry information of a vector, contrasting to one-hot represen-
tation, only one dimension of which stores information. It was first proposed by
Hinton in 1986 [Hin86]. Usually, it is in low dimensions such as 50, 100, or 300.
The similarity can be measured in Euclidean or cosine distance. Distributed repre-
sentation has been a trend since the 21st century due to its low dimensionality and
semantic effectiveness. Word embeddings, compared to the traditional distributed
representation, first construct a set of features for each word from the text and then
make a distributed representation of the group of features.
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6.4.3 Word2vec

Word2vec is one implementation of word embedding and it is the state-of-the-art.
The two papers of Mikolov et al. brought this tool to public [MSC+13, MCCD13].
Though it is widely used in deep learning training as a pre-trained tool, it is intrinsi-
cally a shallow neural network. There are two models of word2vec to compute word
vectors, which are Continuous Bag-of-Words (CBoW) and Skip-gram. The main
difference of them is that the CBoW architecture takes the context as input, and
outputs the current word, while the Skip-gram predicts the context based on the
current word. Due to lack of details in the papers, Rong made use of the open-source
code and provided a detailed explanation of the parameters [Goo18b, Ron14].Figure
6 shows the word vectors trained by Skip-gram from the Google news dataset with
one billion words. It intuitively illustrates the ability of the model to recognize orga-
nizations and learn latent relationships among concepts. What’s more, mathemati-
cal additions and subtractions on the word vectors make sense for the syntactic and
semantic similarity. For example, vector(“King”) − vector(“Man”) + vector(“Woman”)
≈ vector(“Queen”).

The common usage of word2vec is to use the off-the-shelf word vectors trained on
the Google news corpus (100 billion words) [MSC+13]. It says that the pre-trained
vectors can be used for general purposes [Kim14], while some researchers proved
that word vectors trained on task-specific datasets may work better [JZ15]. There
is a trade-off between generality and specificity.

6.5 Other Embedding Techniques

Besides word embedding, there are embedding techniques based on other levels, such
as sentence and document level embedding [LM14], region-based embedding [JZ14],
and even fine-grained as character-based representation [LA17].
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Figure 6: Country and capital vectors projected by PCA [MSC+13].
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7 Supervised Learning Classifiers

Supervised learning is a kind of machine learning which trains the classifiers making
use of the labels of the dataset, and can predict labels of upcoming examples. In
this task, the dataset is annotated, so we chose several supervised learning classifiers
to solve it.

7.1 Baselines

Here Logistic Regression, SVM, naive Bayes classifier, and Random Forest are used
as baselines.

7.1.1 Logistic Regression

Logistic Regression is a binary classification algorithm. It is based on the Sigmoid
function:

g(z) =
1

1 + e−z
, (4)

where z is a linear combination of input x and parameters w

z(x) = w0 + w1x1+, . . . ,+wpxp, (5)

and g(z) is the predicted probability of y = 1.2 As the input of the Sigmoid function
is a linear combination of x and w, Logistic Regression is a linear classifier. The
image of the function is shown as Figure 7. The range of g(z) is [0, 1]. It is a
regression function, but it is often used in classification. If the probability g(z) is
above a threshold, for example, 0.5, then the prediction will be one, otherwise, it
will output zero.
In text classification problems, the number of features depends on the vocabulary
size and the number of n-grams. Though the feature space can be reduced to an
extent by feature selection, it is still quite large in this kind of large-scale sparse
problem. The number of features makes the model excessively complex and prone
to overfitting. The common ways to avoid overfitting are increasing the size of
the dataset, early stopping, and regularization. In our experiments, we used L2

2For consistency, hereafter p denotes number of features, c denotes number of classes, and n
denotes number of instances.
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Figure 7: Sigmoid function.

regularization. The regularization term is

λ

2
‖w‖2 = λ

2

p∑
j=0

w2
j , (6)

, where λ is the hyperparameter that controls the relative importance of the pa-
rameters. The application of L2 regularization is to add the above term to the loss
function. If λ is zero, that is, the regularization term is zero, then the effects of
the parameters are maximized. So we can increase λ to shrink the weights of the
parameters.
Though Logistic Regression is simple and traditional, it is effective and commonly
used. What’s more, it is easy to extend to multi-class classification. The general-
ized version is based on the Softmax function, which is also known as the normalized
exponential function

p(y = j|x) = eηj∑C
k=1 e

ηk
=

ex
Twj∑C

k=1 e
xTwk

. (7)

7.1.2 Support Vector Machine

Support Vector Machine (SVM) is a classification algorithm that finds a hyperplane
with maximum margin to separate data instances, so as to classify them.

As shown in Figure 8, the boundaries of the margin are two hyperplanes, which can
be represented by

wTx− b = 1 (8)

and
wTx− b = −1. (9)
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Figure 8: Support vector machine [Wik08].

The maximum-margin hyperplane is in the middle between them. So the target
is to maximize the distance between two boundary hyperplanes, which is 2

‖w‖ , or
equivalently minimize ‖w‖. The solution of the maximum margin can be converted
to an optimization problem:

min‖w‖2 s.t., yi(w
Txi − b) ≥ 1, i = 1, . . . , n. (10)

In the general case the data are not linearly separable for the large-scale high di-
mensional problems in text classification, so soft margin classification, an extended
version of hard margin, is usually exploited. The SVM optimization problem with
slack variables is

min(‖w‖2 + C
n∑
i=1

ξi) s.t., yi(w
Txi − b) ≥ 1− ξi, ξi ≥ 0, i = 1, . . . , n. (11)

This somehow allows misclassification in the training process, with a penalty on
each ξi, so that the data don’t need to be strictly linearly separable. It is worth
mentioning that, it is not the same case as the misclassification in the test set.
The hyperparameter C is the penalty strength for regularization, which helps avoid
overfitting. SVM can also support non-linear classification by kernel trick. However,
in our experiments, we used a linear kernel due to its scalability and efficiency. SVM
has been widely applied to text classification and achieved fruitful results.
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7.1.3 Naive Bayes Classifier

Naive Bayes classifiers are classification algorithms based on the Bayes rule and the
conditional independent hypothesis. The basic form of the Bayes rule is

p(y = k|x) = p(x, y = k)

p(x)
=

p(y = k)p(x|y = k)∑C
j=1 p(y = j)p(x|y = j)

, (12)

where C is the number of classes. As it is hard to collect the data to calculate the
conditional probability P (x|y = k), a naive Bayes classifier assumes that all the
variables are independent, so that

p(x|y = k) = p(x1, . . . , xn|y = k) =
n∏
i=1

p(xi|y = k). (13)

In text classification, n is the number of words in a document. Given a document x,
we would like to know which category it belongs to. The problem can be represented
as

f(x) = argmax
k

p(y = k|x). (14)

As the denominator
C∑
j=1

p(y = j)p(x|y = j) is the same for all k, the problem can be

simplified as

f(x) = argmax
k

p(y = k)
n∏
i=1

p(xi|y = k). (15)

That is, to pick up a category k so that the posterior probability is maximized. The
likelihood of a multinomial naive Bayes classifier, which we used in our experiments,
is

p(x|y = k) =
n∏
i=1

pxiki, (16)

where pki is the probability of class k generating the term xi. It is linear in log space
as

log p(y = k|x) ∝ log(p(y = k)
n∏
i=1

pxiki)

= log p(y = k) +
n∑
i=1

xi log pki

= b+wT
k x,

where b = log p(y = k) and wki = log pki.
Naive Bayes classifiers are not easy to overfit because the conditional independence
assumption is simple and ignores the mutual information among words. They are
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Figure 9: Decision tree.

considered as classifiers of high bias and low variance. Laplace smoothing is mainly
used to avoid being divided by zero count when calculating probabilities such as
Equation 16. Meanwhile, it is also a method to avoid overfitting, as it somehow av-
erages the probabilities, which are treated as parameters in the naive Bayes models.
Though the conditional independent hypothesis is merely impossible in reality, naive
Bayes classifiers can still achieve good results in some applications. In addition, the
simplicity of them makes the training process extremely fast.

7.1.4 Random Forest

Random Forest is an algorithm that ensembles the results of multiple decision trees
through bagging. As it defines, its basic units are decision trees. It’s one of ensemble
learning methods. A decision tree is a tree structure as shown in Figure 9. In
the tree, each internal node is a decision process on an attribute, each edge is a
current output, and each leaf is the final prediction. Decision trees are nonlinear
classifiers, and the result of random forest is a combination of many trees, so it is
also nonlinear. Decision trees tend to overfit. If a tree is too deep, usually the leaves
indicate noises, so pruning by setting a maximum depth is a straightforward way to
avoid overfitting of decision trees. The overfitting of random forest can be limited
by fitting more trees, and then aggregate the results of them. However, that may
also reduce efficiency. Random Forest can work efficiently on large-scale and high
dimensional dataset without dimension reduction.
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7.2 Large Linear Classifiers

We chose two representatives of large linear classifiers, that is, LIBLINEAR [FCH+08]
and fastText [JGBM16] and assessed their performance. Here linear classifiers are
non-kernel classifiers.

7.2.1 LIBLINEAR

LIBLINEAR is a library for large-scale classification using linear models [FCH+08].
Date back to 2000, its research laboratory has developed its antetype LIBSVM,
whose implementation details were not presented until 2011 [CL11]. LIBSVM sup-
ports non-linear classification with kernels, while LIBLINEAR is more lightweight
for handling large-scale problems on sparse data sets. LIBLINEAR is developed for
general problems. However, it specifically suits for document classification. Unlike
fastText, which is born for text classification problems, data needs to be digitized
before using LIBLINEAR. Currently there is a practical guide for the data prepa-
ration [FCH+08]. LIBLINEAR deals with large sparse data using LIBSVM format.
The format is:
<label> <index1>:<value1> <index2>:<value2> . . .
...
It only stores non-zero values in a compact format [CL18a]. An example is:

(3) 1 0 2 0
is represented as
1:1 3:2
That is, if the value of xi,j is non-zero, then j+1 : xi,j is stored [CL18b].3

In fact, the implementation of LinearSVC in sklearn, one of the most popular ma-
chine learning toolkits, is based on LIBLINEAR [PVG+11]. Sklearn provides a
function to convert dataset into LIBSVM format. However, LinearSVC accepts
CSR matrix as default input. It states that SVM with the use of CSR sparse matrix
format is much faster using the parallel computational capability of GPU [DS16].

3It doesn’t explain why it uses one-based indexing, but some sparse matrices also allow zero-
based indexing.
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7.2.2 FastText

Recently, neural network models achieved good performance in NLP. However, the
training is very slow compared with linear models, which constrains their application
in a large corpus. With the intention to reach performance in par with neural
network models but as fast and scalable as linear classifiers, researchers developed a
simple but efficient model fastText [JGBM16]. The architecture of fastText is similar
to CBoW [MCCD13], and it also takes advantage of linear classifiers. Zolotov and
Kung gave a more detailed explanation and optimization of fastText [ZK17].

The architecture of fastText is shown in Figure 10. It is quite similar to CBoW,
but the output is a label instead of a middle word among the context. A document
or a sentence is first converted into a bag of n-gram features, which can capture
the information of local word order. Then the hidden variables are generated by
embedding and averaging the n-gram features. The hidden variables are reusable as
a pre-trained model. Unlike word2vec, which trains a model through unsupervised
learning, fastText makes use of labels, so that it can train models for more specific
tasks. After that, the hidden variables are fed into a linear classifier, which is
optimized by minimizing the cross-entropy loss:

− 1

N

N∑
n=1

yn log(f(BAxn)), (17)

where yn ∈ {0, 1} is the label, xn is the n-gram features, A and B are weight
matrices, and f is the softmax function computing the probabilities. In multi-class
classification problems, the outputs need to be categorized first, that is, to convert
into one-hot vectors. The loss is got by first calculating a separate loss for each class
per instance and then summing the result.

− 1

N

N∑
n=1

C∑
c=1

yn,c log(pn,c), (18)

where pn,c is the probablity of class c in the softmax output. Thus, fastText can be
used in both text representation and text classification.

As fastText applies a bag of n-gram features in character level, instead of BoW,
it can capture the information of local word order. Hence it can generalize in the
context where some classes have a lack of examples and the case when some words
are out-of-vocabulary. That is, it is suitable for imbalanced datasets. Also using
the neural network to train the distributed representation enables it to capture the
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Figure 10: The architecture of fastText.

information of global word order. What’s more, fastText uses a hierarchical softmax
based on the Huffman coding tree to drop computational complexity during training
and adopts hashing trick to store n-grams, which make it dramatically efficient. In a
word, fastText takes the advantages of the combination of BoW representation and
linear classifiers, and benefits from the word embedding to catch word order through
neural networks. The scalability to very large corpus and the capability to deal with
imbalanced data make it inherently suit for social media text classification.

7.3 Deep Learning Classifiers

Deep learning revivals with the explosive growth of computational capability. In
the field of text classification, SVM and KNN dominated before 2015, which were
used in 65% of 132 papers being surveyed [JMJ15]. However, deep learning, due
to its ability to discover intrinsic structures of language, has shown great potential
in NLP after the success stories in computer vision [KSH12] and speech recognition
[GMH13]. Mikolov et al. introduced word2vec [MSC+13]. Then Kim showed that
a simple CNN on top of the pre-trained word2vec vectors from the Google news
corpus can achieve remarkable results on sentence classification [Kim14]. Johnson
and Zhang proposed a region-based embedding with CNN, and claimed that they
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were the first to effectively made use of word order to improve performance in topic
classification [JZ14, JZ15]. Though Socher raised a series of recursive deep models
for sentiment analysis [SPW+13], so far CNN and Recurrent Neural Network (RNN)
are the most widely used types of deep neural networks in text classification, which
have gained fruitful achievements.

CNN achieved remarkable results in computer vision, and it’s intuitively under-
standable in the field. Recently, much work also shows that CNN can benefit NLP
tasks [Kim14, JZ14, JZ15]. CNN in NLP can be understood by comparing CNN
in computer vision. Figure 11 illustrates a simple CNN used in computer vision.
Typically, the original image would be represented in a numerical matrix and fed
into one or more pairs of convolution and pooling layers. There are a number of
filters in each convolution layer, usually square, which are called Convolution. They
can be considered as sliding windows to detect edges of parts of the image. Af-
ter a linear combination of the features and weights, the layers output results of a
non-linear activation function such as ReLU and tanh. Pooling layer extracts the
most representative feature of each feature map, so as to shrink the oversized feature
maps. Above them, there would be one or more fully-connected layers, and finally,
the output layer.

The architecture of CNN in NLP is quite similar to computer vision, except that it
is one-dimension rather than two-dimension. There are different types of represen-
tations of the documents, but embedding is the most common. The filters are not
necessary to be square, its height is the length of n-grams and its width is the same
as the representation, that is, the embedding width. The sliding windows can cap-
ture the latent pattern of the text, mainly the local co-occurrence of words within
a filter.

Figure 11: A simple CNN in computer vision [Bri15].



30

Figure 12: TextCNN architecture with embedding layer shown.

7.3.1 TextCNN

Kim used a simple one-layer CNN model and demonstrated that it achieved leading
results in most benchmark text classification tasks, hereinafter TextCNN [Kim14].
First, a document or a sentence is mapped into an n × k matrix, where n is the
fixed document length, and k is the size of the embedding vector. If the length is
shorter than n, then the document is padded with a specific token. Then the text
representation is fed into a convolutional layer with multiple filter widths, of each
width there would be a number of filters. The filter width, also known as region size,
is the counterpart of n-grams in BoW based models. After that, each filter would
generate a feature map through an activation layer. Then only one value would be
left by a pooling layer. The value remained is usually the maximum value in the
feature map, but it can also be the other metrics, for example, average. It is called
k-max-pooling if there are k values left. The pooling layer can shrink the number
of parameters effectively. The univariate vectors are concatenated to form a single
feature vector. The penultimate layer is a fully-connected layer with dropout for
regularization. Finally, a softmax layer is used to output the probabilities. As shown
in Figure 12, there are three layers with weight matrices, which are the embedding
layer, the convolutional layer and the fully-connected layer, whose shapes are (vo-
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cabulary_size, embedding_size), (filter_size, embedding_size, 1, num_filters), and
(num_filters_total, num_classes), respectively. The weights in the embedding layer
can be initialized with random uniform distribution, or from pre-trained models such
as word2vec or GloVe. The mapping from a document to its vector representation
is through a lookup manner, not by multiplication. TextCNN is actually a very
shallow neural network model. Nonetheless, it outperformed many baselines when
the application of deep learning was introduced in text classification and is still
competitive to the state-of-the-art.

7.3.2 VDCNN

Conneau et al. proposed a very deep CNN model and claimed that it is the first
time that very deep CNN have been applied to text processing, hereinafter VDCNN
[CSCB17]. Unlike TextCNN, which is word-based and quite shallow, VDCNN is
based on character level and very deep with 9, 17, 29, 49 layers or even deeper.
Using only small convolutions and pooling operations makes it possible to grow
deep. Figure 13 illustrates the architecture of VDCNN. The key building block is the
Convolutional block shown in Figure 14. It consists of two groups of convolution-
batch normalization-ReLU layers. The kernel size of each temporal convolution
layer (1D convolution layer) is 3, and there are 4 types of convolution layers with
64, 128, 256 or 512 filters. VDCNN uses temporal batch normalization layers for
regularization instead of dropout layers. ReLU is used as an activation function.
There is a limited number of parameters of very small convolution layers, so it is
possible to extend to very deep models. The paper compared the results of four
depths, 9, 17, 29 and 49, of which 29 achieved the best performance. In Figure 13,
the model starts from a lookup table layer of size (f0, s), where f0 is the embedding
size, with default value 16, and s is the maximum sequence length, whose default
value is 1024. Then it is a single temporal convolutional layer with 64 feature maps.
After that, there is a stack of convolutional blocks. In the figure, the number of
layers is 17, which is calculated by 1 + 2 · (2 + 2 + 2 + 2). Three types of down-
sampling techniques are mentioned in the paper, which is linear, k-max pooling, and
max-pooling. Finally, there are three fully connected layers.

Both fastText and VDCNN experimented on the 8 large-scale sentiment datasets
in [ZZL15]. It showed that the overall accuracy of VDCNN is a bit higher than
fastText, while the training time of fastText is much shorter [JGBM16].
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Figure 13: VDCNN architecture
[CSCB17].

Figure 14: Convolutional block in
VDCNN [CSCB17].
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8 Multi-label Data Balancing

Ideally, all the categories should be equally important in this kind of news topics
classification problem, so we should keep the original data distribution. In this case,
the classifiers can achieve the highest accuracy in a single-label situation or the
highest micro-average scores in a multi-label situation. Theoretically, the classifier
which achieved the best scores here should be picked. However, considering the
business requirements, the dominant category General accounts for more than half
of the whole data, while it may be too ambiguous to provide sufficient information.
What’s more, as the dataset is extremely skewed, the prediction results of other
categories may be severely biased by the majority. In reality, readers won’t expect
more than half of the news is classified as General, especially those who are inter-
ested in minority topics. Hence, we need to make a compromise between the strict
evaluations and the business requirements.

Multi-label data balancing is an active field. There are three common ways to deal
with data imbalance [Mor16].

• Resample the training data
• Use a weighted loss function
• Ensemble sampling

Among these methods, resampling the training data is classifier-independent. It can
work as a part of preprocessing, so nothing of the classifiers needs to be changed. As
the purpose of this thesis is to compare the results of different classifiers, we chose
resampling as our balancing solution.
Overall, there are three resampling strategies:

• Oversampling the minority class
• Undersampling the majority class
• A combination of the two

Oversampling is to increase the sample size of the minority classes. Random over-
sampling (ROS) and synthetic minority oversampling technique (SMOTE) are two
of the most common oversampling techniques. On the other hand, undersampling
is to decrease the sample size of the majority classes, common techniques of which
are random undersampling (RUS) and NearMiss. Moreover, a combination of both
strategies may yield better results, such as SMOTE + Tomek Link Removal and
SMOTE + ENN [Mor16].

Resampling multi-label dataset is another challenge. The techniques to deal with
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data imbalance in traditional classification problems such as binary and multi-class
classification are well studied. However, class imbalance, alongside with high dimen-
sionality, are two main challenges when handling multi-label data [HCRd16]. The
traditional solution to tackle this problem is to convert it into a single-label problem
first via data transformation. There are two typical implementations, which are
binary relevance [GS04] and label powerset (LP) [BLSB04]. With binary relevance
transformation, it outputs a binary dataset for each label, while with label pow-
erset transformation, each labelset is treated as a category. This solution is quite
simple and straight-forward. Also, there are various extensions based on them.
Charte et al. proposed two resampling algorithms LP-RUS and LP-ROS, which
are just performing random undersampling and random oversampling after label
powerset transformation [CRdH13]. After that, the authors proposed another two
algorithms ML-RUS and ML-ROS which evaluate the frequency per label, rather
than per label combination [CRdH15a]. Giraldo-Forero et al. raised three strate-
gies to extend SMOTE to multi-label application [GJRC13]. Charte et al. studied
multi-label version of SMOTE and ENN, which are named MLSMOTE and MLeNN
[CRdH14, CRdH15b]. They also provided a technique to take the correlation among
labels into consideration [CRdH17].

As the number of the majority class Category 11 is 172,216, while the number
of the minority class Category 4 is 15 in the training set, if we undersample the
majority class, almost half of the information will be discarded. But oversampling
the minority class with 11,481 times is exaggerated. To compromise, a combination
of both is reasonable. In this work, we used a combination of LP-RUS and LP-
ROS. However, unlike the standard RUS and ROS, which either undersamples the
majorities with the minimum size of them or oversamples the minorities with the
maximum size, the solution is a stratified version, as shown in Algorithms 1 and 2.
That is, the algorithm would undersample all the majority classes and oversample
all the minority classes with a given percentage. After that, the original majority
classes are still majorities, vice versa. This resampling strategy can respect the data
distribution, meanwhile, balance it to an extent. If we set both the percentages
to undersample and oversample the same, for example, 25%, the whole size of the
dataset won’t be changed.4 The 25% is a probing proportion for research purposes,
the company can adjust it according to the business requirements. The distribution
per label combination before and after balancing is shown in Figure 15.

4In practice, there will be a slight change in the whole size due to the rounding operations.
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Algorithm 1 Stratified LP-RUS.
1: procedure stratified-lp-rus(D, reducePercentage)
2: labelSets ← unique combinations of labels in D
3: for i← 1 to |labelSets| do
4: labelSetBagi ← samplesWithLabelSets(i)

5: meanSize ← |D |
|labelSets|

6: for each labelSetBagi ∈ labelSetBag do
7: if |labelSetBagi | > meanSize then
8: Add labelSetBagi to majBag

9: numToReduce ← |D | · reducePercentage
10: aboveMean ←

∑
i majBagi −meanSize · |majBag |

11: . numToReduce should not exceed aboveMean

12: . Ensure majorities are still majorities after resampling.
13: if aboveMean < numToReduce then
14: numToReduce ← aboveMean

15: majReducePercentage ← |numToReduce|
|aboveMean|

. in a stratified manner

16: for each majBagi ∈ majBag do
17: numToDeletei ← (|majBagi | −meanSize) ·majReducePercentage

18: for n ∈ [0, numToDeletei) do
19: x← random(0 , |majBagi |)
20: deleteSample(majBagi , x )

21: return concatenate(majBag)
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Figure 15: Data distribution before and after resampling.
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Algorithm 2 Stratified LP-ROS.
1: procedure Stratified-LP-ROS(D, increasePercentage)
2: labelSets ← unique combinations of labels in D
3: for i← 1 to |labelSets| do
4: labelSetBagi ← samplesWithLabelSets(i)

5: meanSize ← |D |
|labelSets|

6: for each labelSetBagi ∈ labelSetBag do
7: if |labelSetBagi | < meanSize then
8: Add labelSetBagi to minBag

9: numToIncrease ← |D | · increasePercentage
10: belowMean ← meanSize · |minBag | −

∑
i minBagi

11: . numToIncrease should not exceed belowMean

12: . Ensure minorities are still minorities after resampling.
13: if belowMean < numToIncrease then
14: numToIncrease ← belowMean

15: minIncreasePercentage ← |numToIncrease|
|belowMean|

. in a stratified manner

16: for each minBagi ∈ minBag do
17: numToAddi ← (meanSize − |minBagi |) ·minIncreasePercentage

18: for n ∈ [0, numToAddi) do
19: x← random(0 , |minBagi |)
20: addSample(minBagi , x )

21: return concatenate(minBag)
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9 Experiment and Evaluation

In this section, we described the details of the experiments conducted in this work
and evaluated the results. First, the data was preprocessed by lowercase conversion,
tokenization, stop-words removal and stemming. Then the cleaned dataset was split
into 80/20 training set and test set, and every time 20% of the training data was
used for validation. The test set, also known as holdout set, is assumed totally
unseen in the fitting process. The validation set is used for hyperparameters tuning
and model selection, whereas the reserved test set is to evaluate the trained models.
We evaluated all the models with accuracy, macro precision, macro recall, macro F1
score, micro precision, micro recall, micro F1 score and training time. Besides, as
the classifiers SVM (LIBLINEAR), fastText, TextCNN, and VDCNN are our main
interests, we also evaluated them with per-label classification reports.

9.1 GPU

Researchers have taken advantages of graphics processing units (GPUs) to acceler-
ate the computation and achieved breakthrough improvements in machine learning
applications such as computer vision, speech recognition, and NLP. The features
make it suit for the task are mainly its bandwidth and float point calculation ca-
pability. CPUs can access memory very quickly while GPUs access memory very
slowly with high latency. However, the bandwidth of CPUs is limited. If the number
of packages is large, CPUs need multiple round trips to complete the access, while
GPUs can transport a lot of packages at once. Hence, CPUs suit for processing
small data while GPUs benefit for dealing with big data. On the other hand, CPUs
are designed for general-purpose computing, while GPUs perform better at parallel
floating-point calculations. To train deep neural networks, it needs the ability to ac-
cess and calculate huge floating-point matrices which consist of weights and biases.

Figure 16: Train-validate-test splits.



38

So GPUs are intrinsically good at deep learning.

To run through the neural network models with the large-scale dataset, we need the
computational capability of GPU. We used Tesla K80 provided by Google Colabo-
ratory as auxiliary [Goo18a]. The memory limit of the CPU is around 268M and
the memory limit of the GPU is approximately 11G.

9.2 Evaluation Metrics

Because the social media text data is “naturally skewed”, that is, the data distribu-
tion is extremely imbalanced, and also it is multi-label, accuracy is not suitable to
evaluate the performance of the classifiers. If the minor categories matter, then the
high accuracy can be an illusion because the results would be dominantly affected
by the majority classes, while they can’t reflect the truth of the minority classes.
Moreover, as to a multi-label classification problem, it only takes the predictions
which exactly match the true labels into account, which may underestimate the
performance of the classifiers.

The commonly used evaluation metrics are the macro-averaged and micro-averaged
recall, precision and F1 score [YJ08]. Besides, we evaluated the results by per-class
precision, recall, and F1 score.

Precision, Recall and F1 Score Precision, also known as positive predictive
value (PPV), is the fraction of true positive instances among the predicted condition
positive, which is

Precision =
TP

TP + FP
. (19)

It indicates the proportion of the relevant instances among the retrieved ones. Re-
call, also known as sensitivity, is the fraction of true positive instances among the
condition positive, which is

Recall =
TP

TP + FN
. (20)

It indicates the proportion of the relevant instances that have been retrieved among
all the relevant instances. And F1 score is the harmonic mean of precision and recall,
that is

F1 = 2 · Precision · Recall
Precision + Recall

. (21)
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Macro-average Extending the definitions of binary classification to multi-class
problems, assume there are C classes, with TP i, FP i, TN i, and FN i being the True
Positive, False Positive, True Negative, and False Negative of class i. Then the
macro precision is

Precisionma =

C∑
i=1

Precision i

C
. (22)

Analogously, the macro recall is

Recallma =

C∑
i=1

Recall i

C
. (23)

Finally, the macro F1 score is

F1ma = 2 · Precisionma · Recallma

Precisionma + Recallma

. (24)

Micro-average The micro-average scores take the class weights into considera-
tion. The micro precision is defined as

Precisionmi =

C∑
i=1

TP i

C∑
i=1

(TP i + FP i)

. (25)

Similarly, the micro recall is

Recallmi =

C∑
i=1

TP i

C∑
i=1

(TP i + FN i)

. (26)

Finally, the macro F1 score is

F1mi = 2 · Precisionmi · Recallmi

Precisionmi + Recallmi

. (27)

The metric macro F1 score reflects the performance with the same weight of each
class when computing the average metric, while micro F1 score aggregates the con-
tributions of all instances. Hence macro F1 treats all classes equally, while micro F1
takes the vote of each instance, that is, the size of each class into consideration.

Please note that in single-label multi-class cases, the micro-average precision, recall,
and F1 score are always the same, because

C∑
i=1

FP i =
C∑
i=1

FN i (28)
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will always be true in this situation. A descriptive interpretation is, assume we solve
a multi-class classification problem by one-vs-all strategy. Every FP prediction for
a class will contribute to a FN for another class.

The elapsed time depends on machines. Here it is a relative indicator to show the
efficiency of the algorithms.

9.3 Single-label Stage

Statistics of the single-label stage:

• Dataset Size: 404,646
• Training/Validation/Test Splits: 258,974/64,743/80,929

Table 7 lists the results of different classifiers in the single-label stage on the Face-
book dataset. The maximum accuracy, macro-average F1 score, and micro-average
F1 score are highlighted, as they are the best results of the most representative in-
dicators. Accuracy makes sense in the single-label stage, but as the micro F1 score
is always the same as accuracy, we can focus on the analysis of macro F1 score and
micro F1 score. Among all the 7 classifiers, fastText achieved the highest micro F1
score of 0.702, and its macro F1 0.386 is just a bit lower than TextCNN’s 0.387.
Moreover, it took only 6 minutes to train the model, which is comparable with
the simpler baselines, and much faster than the neural network models. Besides,
TextCNN and SVM follow closely with a bit lower scores. Though the micro F1
score and the macro F1 score of SVM are 0.013 and 0.041 lower than TextCNN’s,
respectively, it took only 2 minutes to finish the training, while TextCNN took al-
most 3.5 hours to run 5 epochs. Random Forest and VDCNN performed the worst,
whose macro F1 scores are just a bit higher than zero, and the micro F1 scores
are approaching 0.532, which is the proportion of the majority class. As macro F1
indicates the ability to identify the minorities, it shows that these two classifiers are
not good at extremely imbalanced data, and being affected severely by the majority.
Three embedding strategies are compared in the experiments, which are random ini-
tialization, using word2vec and using GloVe pre-trained models. Results show that
both pre-trained models can improve the scores of TextCNN.

We also illustrated the hyperparameters tuning process in this stage. We did sensi-
tivity analysis, that is, comparing the results on different choices. The hyperparam-
eters to train SVM (LIBLINEAR), fastText, TextCNN and VDCNN are in tables
8, 9, 10, and 11.
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Model Accuracy
M_average µ_average Training

TimePrec Rec F1 Prec Rec F1

LogisticRegression 0.661 0.463 0.210 0.259 0.661 0.661 0.661 00:02:22
NaiveBayes 0.631 0.422 0.157 0.180 0.631 0.631 0.631 00:00:03
RandomForest 0.547 0.428 0.053 0.059 0.547 0.547 0.547 00:06:37
SVM(LIBLINEAR) 0.678 0.478 0.298 0.346 0.678 0.678 0.678 00:00:45
fastText 0.702 0.522 0.336 0.386 0.702 0.702 0.702 00:06:01
TextCNN+word2vec 0.691 0.565 0.330 0.387 0.691 0.691 0.691 03:39:26
TextCNN+GloVe 0.691 0.565 0.320 0.376 0.691 0.691 0.691 03:26:30
TextCNN(random) 0.673 0.533 0.237 0.280 0.673 0.673 0.673 01:37:06
VDCNN 0.518 0.047 0.034 0.028 0.518 0.518 0.518 06:55:46

Table 7: Results of the single-label stage. Prec, Rec, and F1 are short for precision, recall,
and F1-score. Training time is in the format hh:mm:ss.

Hyperparameter Value Description

C 1 Penalty parameter of the error term.
dual True Solve either the dual or primal optimization

problem.
max_iter 1000 The maximum number of iterations to be run.

Table 8: Hyperparameters to train LIBLINEAR.

LIBLINEAR Explained in Section 7.2.1, sklearn.svm.LinearSVC is implemented
in terms of LIBLINEAR, hence we combined the SVM with LIBLINEAR in Table
7. We tuned the hyperparameters by grid search, and it achieved the best score by
using the default values. The results is in Table 8.

FastText The parameters used to train the model are shown in Table 9. FastText
stores the n-gram features with hashing trick to limit the memory usage. The option
bucket is the fixed number of buckets used in this case. It turns out that using tri-
grams achieved the best results in this dataset.

TextCNN Due to the memory limit, we truncated the documents and remained
100 words in each row. As the maximum words count of the dataset is 2,121 and
minimum is 1, we assume this length is reasonable. We increased the batch size
and reduced the number of epochs from the default values because our dataset is
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Hyperparameter Value Description

LR 0.5 learning rate [0.1]
wordNgrams 3 max length of word ngram [1]
epoch 10 number of epochs [5]
dim 50 size of word vectors [100]
bucket 10000000 number of buckets [2000000]

Table 9: Hyperparameters to train fastText.

large-scale. Also, we took the advantages of GPU, so we can process more data in
a batch. What’s more, it tends to be overfitting after 5 epochs. The filter sizes
[1,2] caused almost no change to the results from the default values [3,4,5]. We used
unigrams and bigrams in the baseline models and LIBLINEAR, so here we chose
them as the counterparts for comparison. The model avoids overfitting by dropout,
which is a common regularization technique for neural networks. It randomly drops
out edges in the fully connected layer, so as to reduce the number of parameters.

Figure 17 shows the training-validation accuracy and loss. Word2vec embedding
got the highest smoothed validation accuracy and the lowest validation loss, while
GloVe embedding achieved quite closed results. After 5-epoch training, the models
with pre-trained embedding are a bit over-fitting. The pre-trained models help to
improve the performance, but the effects weaken as the number of epochs increase.
This may be due to there is sufficient training data.

VDCNN Table 11 lists the hyperparameters fitting VDCNN. We kept the best
practices in paper [CSCB17], except the learning rate, batch size and the number of
epochs. The reason to change the latter two is the same as TextCNN’s. Decreasing
the learning rate to 1e-4 can smooth the fluctuation during gradient descent and
helps it to reach the minimum point. Figure 18 shows the training-validation loss
and accuracy. The results of VDCNN is unsatisfactory with this task. One possible
reason is VDCNN aims to learn hierarchical representations of whole sentences.
So it works excellently in sentiment classification tasks, while topic classification
depends less on the hierarchical structure. The average validation accuracy is quite
approximate to the proportion of the majority class Category 11, which is 0.532. It
shows that the results are strongly biased by the majority. It turns out VDCNN is
not suitable for this extremely imbalanced task.
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Hyperparameter Value Description

dev_sample_percentage 0.2 Percentage of the training data to use for validation
embedding_dim 128 Dimensionality of character embedding (default: 128)
filter_sizes 1,2 Comma-separated filter sizes (default: ‘3,4,5’)
num_filters 128 Number of filters per filter size (default: 128)
dropout_keep_prob 0.5 Dropout keep probability (default: 0.5)
l2_reg_lambda 0 L2 regularization lambda (default: 0.0)
batch_size 200 Batch Size (default: 64)
num_epochs 5 Number of training epochs (default: 200)

Table 10: Hyperparameters to train TextCNN. The embedding_dim are 128, 300 and 300
for random initialized, GloVe pre-trained and word2vec pre-trained models, respectively.

Hyperparameter Value Description

sequence_max_length 1024 Sequence Max Length
downsampling_type maxpool Types of downsampling methods, use either three of

maxpool, k-maxpool and linear
depth 29 Depth for VDCNN, use either 9, 17, 29 or 47
use_he_uniform True Initialize embedding lookup with he_uniform
optional_shortcut False Use optional shortcut
learning_rate 1e-4 Starter Learning Rate
batch_size 200 Batch Size
num_epochs 5 Number of training epochs

Table 11: Hyperparameters to train VDCNN.
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(a) Training accuracy (b) Validation accuracy

(c) Training loss (d) Validation loss

Figure 17: TextCNN training-validation accuracy and loss.

(a) Accuracy (b) Loss

Figure 18: VDCNN training-validation accuracy and loss.
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9.4 Multi-label Stage

Statistics of the multi-label stage:

• Dataset Size: 421,500
• Training/Validation/Test Splits: 269,760/67,440/84,300
• Number of instances with more than one label in the training set: 13,468

FastText, TextCNN and VDCNN support multi-label classification by returning the
probabilities of all classes. As the number of labels of each document is not fixed, we
set a threshold θ here. If the probabilities are over θ, then output the corresponding
labels. Table 12 lists the results of different classifiers in the multi-label stage on
the Facebook dataset.

The accuracy declined to a large extent as it is harder to match the predicted and the
actual labels exactly under the multi-label situation. In most cases, the recall scores
decreased while the precision scores increased. The overall F1 scores were slightly
reduced. The reduction in F1 scores may be due to multi-label instances increased
the ambiguity in the dataset. The overall increase in precision and decrease in recall
reflect that it tends to be biased by the majority more easily. The training time
of VDCNN decreased. One reason is that in the single-label stage, we evaluated
every 100 steps to trace the change of accuracy and loss, and visualized them by
tensorboard, while in the multi-label stage, we only evaluated them per 200 steps.

Model Accuracy
M_average µ_average Training

TimePrec Rec F1 Prec Rec F1

LogisticRegression 0.503 0.547 0.128 0.184 0.831 0.500 0.624 00:02:38
NaiveBayes 0.431 0.358 0.098 0.137 0.808 0.434 0.565 00:00:04
RandomForest 0.333 0.220 0.023 0.029 0.842 0.324 0.468 00:14:16
SVM(LIBLINEAR) 0.540 0.678 0.204 0.282 0.819 0.544 0.654 00:00:48
fastText 0.656 0.524 0.305 0.368 0.718 0.661 0.688 00:06:40
TextCNN+word2vec 0.593 0.656 0.247 0.324 0.792 0.604 0.685 04:21:24
VDCNN 0.422 0.042 0.042 0.036 0.451 0.495 0.472 05:26:16

Table 12: Results of the multi-label stage. Prec, Rec, and F1 are short for precision, recall,
and F1-score. Training time is in the format hh:mm:ss.
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Model Accuracy
M_average µ_average Training

TimePrec Rec F1 Prec Rec F1

LogisticRegression 0.474 0.655 0.177 0.256 0.821 0.481 0.607 00:03:02
NaiveBayes 0.428 0.451 0.124 0.172 0.780 0.439 0.562 00:00:04
RandomForest 0.163 0.370 0.013 0.022 0.918 0.158 0.270 00:12:32
SVM(LIBLINEAR) 0.519 0.576 0.269 0.349 0.775 0.540 0.636 00:00:54
fastText 0.640 0.544 0.325 0.388 0.719 0.648 0.681 00:06:47
TextCNN+word2vec0.556 0.612 0.274 0.360 0.791 0.572 0.664 03:41:57
VDCNN 0.300 0.044 0.051 0.041 0.360 0.449 0.400 05:28:45

Table 13: Results of the multi-label stage after balancing. Prec, Rec, and F1 are short for
precision, recall, and F1-score. Training time is in the format hh:mm:ss.

9.5 Balanced vs. Unbalanced Training

In previous experiments, we respected the original distribution of the data. As the
distribution is extremely imbalanced, the results may be biased by the majority class.
Generally, the dataset needs balancing when the rare classes are more interesting, for
example, fraud detection and disease screening. In this work, all categories should
be equally important. However, the dominant majority class General is too vague.
In this section, we also provided results after balancing.

Statistics of the balancing stage:

• Dataset Size: 421,462
• Training/Validation/Test Splits: 269,730/67,432/84,300

Comparing the results in Table 12 with Table 13, almost all the macro F1 scores
increased, while the micro F1 scores slightly decreased. It means the ability to
distinguish the minorities is enhanced. It is a trade-off to balance the macro F1 and
micro F1 scores. To increase one may decrease the other. How to assign weights
to them depends on whether the native distribution or the minorities are more
important.

The per-label classification reports before and after balancing are compared. We are
more interested in the results of LIBLINEAR, fastText, TextCNN, and VDCNN, so
we only list them here. From the per-class classification reports, we see that overall
the recall scores increased, while the precision scores decreased. The F1 scores of
the minority classes increased, while the ones of the majority classes decreased.
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Figure 19: Per-class classification report of SVM.
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Figure 20: Per-class classification report of fastText.
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Figure 21: Per-class classification report of TextCNN.
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Figure 22: Per-class classification report of VDCNN.
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9.6 Error Analysis

As fastText outperformed the other chosen classifiers, we particularly analyzed its
error trained on the resampled dataset. Especially, we are more interested in the
classification results on the multi-label instances and the minorities, so we picked
some examples in random and looked into them. The text in Table 14 is normalized
by preprocessing. We manually picked up and highlighted the key words that may
strongly indicate the categories.

The results show that the categories with more instances are easier to identify,
such as General (Category 11) and Sport (Category 15), while the minorities are
still hard to identify though there are strong indicators in the text, such as LGBT
(Category 31). For instance, “gay” in the third text is obviously mentioning LGBT,
but the classifier can’t distinguish it because there is a lack of support. Besides,
the correlation among categories affects the results. Controversial and Political
often appear together. In this case, the correlation helps to predict the labels.
However, the categories Health and Sport are hard to distinguish from each other
in some cases. Actually, they are highly relevant. Though the prediction Sport is
misclassified, it makes sense. The scores gave out above are strict evaluations, but
the “wrong” predictions may be relevant to the ground truth. Based on the fact that
these examples do not contribute to the strict scores, the actual classification results
are more optimistic. From another perspective, the dataset is manually annotated,
so the match between the text and the true labels is determined by human factors
to an extent.

10 Conclusions and Future Work

In this thesis, we followed the text classification process, discussed the effects in
each procedure, and compared the performance of two trends of classifiers in this
problem. We also balanced multi-label data by stratified resampling. We conducted
the experiments in three stages: in the single-label stage, we analyzed the impact
of the hyperparameters to each classifier; in the multi-label stage, we discussed the
change of performance by mixing in the multi-label data; and in the balancing stage,
we compared the effects of resampling.

We selected seven classifiers, which are Logistic Regression, naive Bayes classifier,
Random Forest, SVM with LIBLINEAR implementation, fastText, TextCNN, and
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Text Actual Predicted

watch puerto rico governor break silenc expos sick
liber lie wake hurrican maria puerto rico left devast in-
stead view disast need proper attent democrat decid
would great excus drill presid video governor puerto
rico broke silenc expos nasti liber lie trump fan stun

Controversial,
Political

Controversial,
Political

runner finish marathon peni ball hang short want
look away realli realli want see look like runner finish
marathon peni ball fulli hang short luck

Health Sport

trump back senat candid prais russia gay propaganda
law trump confirm last week issu candid homophob
view

General,
LGBT

General

leicest citi see appeal sign sport lisbon adrien silva reject
fifa fifa reject leicest citi request sign adrien silva sport
lisbon leicest citi footbal club seen appeal sign sport
lisbon adrien silva reject fifa kickoff

Magazines,
Sport

Sport

curvmodel chang fashion industri ladi find jean flatter
gym hone booti

Lifestyle,
Health

Style

Table 14: Classification examples analysis of multi-label instances.

VDCNN. The former three are used as baselines, while the performance of the latter
four on the large-scale, multi-label and imbalanced dataset is our research interest.
Results show that fastText outperformed the other classifiers in this problem. It
achieved the highest macro-average F1 score and micro-average F1 score, training
over 400 thousand instances in less than seven minutes, which is quite effective. As it
leverages the bag of n-gram features and linear classifier, and also it trains the model
with a neural network layer, it takes the advantage of traditional linear classifiers
and is able to identify the local word order in character level and global word order
in word level. The ability to deal with minorities and out-of-vocabulary words makes
it suitable for imbalanced datasets. What’s more, it exploits hierarchical softmax
and hashing trick, making it more efficient.

TextCNN and SVMwith LIBLINEAR implementation closely follow fastText. TextCNN
got higher scores, while SVM was much faster. Though TextCNN is shallow, it can
learn the potential word order through convolutional neural networks. In addition, it
can leverage the knowledge of pre-trained models. On the other hand, LIBLINEAR
is designed specifically for the sparse and high dimensional data. It has a dominant
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advantage in efficiency.

VDCNN turns out to have difficulty to this extremely imbalanced data, even though
we used 29 layers to train the model. It may be because VDCNN is good at mining
hierarchical structure under sentences, so it is more applicable in sentiment clas-
sification and traditional news data. In this dataset, the document is from social
media, and concatenated with the description, caption and message, which means
it is informal and there would be repetition. Besides, the length of the documents is
highly different, and the distribution is extremely imbalanced. All of these factors
make VDCNN hard to handle.

The resampling procedure in multi-label data helps to improve the macro-average
F1 score and enhance the ability to identify the minorities. In this dataset, the
categories should ideally share the same weights. However, the category with the
largest size, that is, General, counts for over half of the proportion, and too general
to carry clear information. To balance the importance of real distribution and
minorities, we resampled the data in a stratified manner. Results show that this
solution can effectively balance the per-class precision and recall, as well as the
macro-average F1 score and micro-average F1 score.

Back to the research questions:

• What’s the performance of the large linear classifiers and deep learning ap-
proaches on the social media dataset?
Overall, comparing the two groups of the large linear classifiers and deep learn-
ing approaches, the former performed better, from both accuracy and efficiency
perspectives.

• How to balance the simplicity, efficiency, and accuracy of the solutions?
FastText beat the other solutions in all these aspects in this task, so there is no
need to balance among them. If we compare SVM and TextCNN, TextCNN
is a bit more accurate, while SVM is much more efficient. Both of them are
simple. It depends on the resource the users have and the desire to the higher
accuracy.

• How can word embedding, dimensionality reduction and balancing help im-
prove the results?
Word embedding, the distributed representation, helps to identify the corre-
lation among words, so it can help to improve the accuracy, as shown in the
results among word2vec, GloVe and random initialized TextCNN. However,
the effects of it weakened after numbers of epochs in this large-scale dataset.
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FastText also uses char n-gram embeddings, which has advantages over gen-
eral linear algorithms. Dimensionality reduction helps to raise the efficiency,
meanwhile limit the memory occupied. It reflects in the feature selection pro-
cedure in the experiments. Balancing can reduce the bias to the majority and
enhance the ability to distinguish the minorities.

• What business insight can be gained through this study?
According to the per-class classification report, the more data per class, the
better its precision, recall and F1 score. Therefore, in practical applications,
the performance of the minorities can be improved by collecting more data at
the cost of a slight decline in the performance of the majorities. Besides, the
quality of the manually annotated data may affect the performance.

In this work, we dealt with the length imbalance by padding the short text and
truncating the long documents. It may benefit from exploiting extra data to enrich
the short text [CJS11]. In Facebook posts, trending topics can be made use of
for classification [LPN+11]. Pre-trained models leveraging unlabelled data may help
improve the performance. For social media data, there is a large volume of unlabelled
data but lack of annotated data, so we can train word representation by word2vec
or fasttext [BGJM16] using the unlabelled data from the same system, and then use
the pre-trained model to enrich the annotated dataset.
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