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1. Introduction

1.1 Problem
In this thesis I present a user evaluation study that aims to evaluate the usability of 

InnovationMap, also known as InnoMap (IM), a novel system by Khalil Klouche, 

Tuukka Ruotsalo and Giulio Jacucci as introduced in their paper ’From Hyperlinks to 

Hypercues: Entity-Based Affordances for Fluid Information Exploration’ [1]. In 

essence, the system is a browser-based search interface (like Google, Bing etc.) for 

searching information online. The formulation of queries can be a challenge for users, 

especially when the information space they are searching is unfamiliar to them. The 

problem lies in formulating queries that are specific enough to deliver the user the exact 

information they are looking for in a situation where the user cannot resort to a simple 

lookup search phrase. Searching through unfamiliar information space is known as 

exploratory searching, and is discussed in more detail in the background section of this 

thesis.

As Ritter, Baxter and Churchill state in the book ‘Foundations for Designing User-

Centered Systems’ [2], ‘Evaluation should be a routine and regular part of system 

development. […] The ultimate goal of user testing is to make sure that the users can 

get the delivered system to do what they want it to do.’ In the case of InnoMap, 

however, the approach must be a little bit different, since the system is experimental and

has not been born out of a direct user request. The users do not know exactly what they 

would like the system to do; we have only hypothesised that the system will improve 

searching the information space in various ways. The users must therefore be observed 

while they are using to new system in order to find evidence to either support or defeat 

that hypotheses; if there is no indication that the prototype is somehow better than the 

existing systems, there is very little reason to continue along its current course of 

development process. 

According to Ritter et al. evaluations often fall into either of two categories, verification

and validation. In verification you are making sure you are ‘building the product right’, 

whereas in validation you are making sure you are ‘building the right product’. What 

this means is that verification is typically an internal process, where the various 

development processes and techniques are evaluated to make sure best practices are 

being adhered to. Validation, on the other hand, aims to make sure the released product 
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actually meets the purpose it was originally envisioned to meet. Validation is therefore 

the aspect of evaluation this thesis focuses on.

1.2 Research questions
In order to evaluate whether the system shows promise of being or becoming ’better’ 

than the existing solutions (i.e. search interfaces), four research questions are presented:

RQ1: How does the usability of InnoMap compare to that of existing solutions? 

RQ2: Could the usability of IM be further improved and how?  

RQ3: Does the entity explorer (InnoMap) better support gaining understanding of an 

unknown information space than conventional search tools?

RQ4: Does the entity explorer better support long term exploration than conventional 

search tools?

The purpose of the first question is to explore the usability, i.e. the ease of use, of 

InnoMap as a system, compared to the various systems already in existence. We are 

using an ‘average’ existing search interface to represent the typical, commonly used 

search systems, which acts as the baseline to compare InnoMap’s usability against. 

Usability has many facets, including the responsiveness, intuitivity, placement of 

various functions, colours, and so forth.

The second question endeavours to find if InnoMap’s usability has room for 

improvement. We hope to identify usability issues that clearly stand out, and suggest 

improvements based on our observations of user behaviour and user feedback.

The third question aims to find out if the experimental system performs better than the 

conventional ones when the information space is unknown to the person performing the 

search. This refers to a situation where the person is not performing what is known as a 

‘lookup’ search, where they already know exactly what they want to find, but instead an

‘exploratory search’ where they are collecting information from the information space 

as they go along, with only a vague idea of what they are looking for. This would 

typically happen when doing original research in academia, for example, or in certain 

more commercial contexts as well.

The fourth question assumes that unlike the simpler lookup searches, the more complex 

exploratory searches can and will span multiple search sessions over a long time period.
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We want to find out if the experimental system is better than the existing options in 

supporting such long term search operations.

1.3 Method
To find answers to the research questions, a research method was devised in cooperation

with Khalil Klouche and Giulio Jacucci. The method is based on the published papers 

dealing with similar experiments [6-11]. We compare the experimental system 

(InnoMap) against a baseline system, namely TUHAT; a search portal that is currently 

in use at the University of Helsinki for searching for research works and research 

personnel from the university databases. 

We use a within-subject methodology, where each participating test user carries out the 

same task using both systems, one after another. Both system are setup to explore the 

same information base, namely the university of Helsinki databases and resources, and 

the users are tasked with finding information on research projects involving certain 

computer science related topics. To ensure the users are searching through an equally 

unknown information space, the topics are chosen for each one personally, based on a 

questionnaire they complete before beginning the actual task. They are assigned topics 

that they are the least familiar with.

To enable assessing how the two systems support long term exploration of the 

information space, the experiment spans two search sessions, set one week apart, with 

the assigned topics remaining the same for both sessions. This simulates a long term 

search scenario, where the user explores a previously unknown information space over a

longer time period. 

The participants type their answers on answer sheets, which are evaluated double blind 

by field experts. Double blind in this instance means the experts are unaware of the 

participants’ identities as well as the system the user used to produce the answers. This 

ensures full objectivity in appraising the answers. 

In order to evaluate the usability and general feasibility of the experimental system, two 

methods are employed. At the end of the first session the user fills in a SUS (System 

Usability Scale) questionnaire, to evaluate the usability of the system. The SUS 

questionnaire is an established industry standard method for evaluating the usability and

easy-of-use of a computer application, and it will produce a rough but reliable estimate 

on whether the system in question is above, below, or at par with the usability of an 
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average system. At the end of the second session the users are interviewed in a semi-

structured interview concerning the general usability and usefulness of the system. The 

answers provided by the users are collected and analysed by the author. 

As the sample size of the study was always bound to be very modest for practical 

reasons, the general method of this experiment is a qualitative analysis rather than a 

quantitative. The expert-analysed answers combined with the SUS questionnaire and the

interview answers should, nevertheless, provide for a solid base for reliably answering 

the four research questions.

2. Background
This section provides information on some of the key principles and concepts relevant 

for the topic, as well as some examples of existing solutions. Together these will 

provide a base on which this thesis is based.

2.1 Key concepts:
The following are the key concepts for understanding the system and the user study 

presented in this paper.

2.1.1 Exploratory search

Exploratory search is a term used in the research and development of human-computer 

interaction (HCI) and information retrieval (IR) fields, and describes a search activity 

involving various learning and investigating actions, as described by Marchionini in his 

article ‘Exploratory Search: From Finding to Understanding’ [3]. Marchionini present 

three main types of search actions: Lookup, Learn and Investigate. In reality, these will 

slightly overlap, since an actual information search is likely to include elements from 

more than one of these main action types. According to Marchionini, Lookup is the 

most basic kind of search task that has been the main focus of development for database

management systems and web search engines. In a typical Lookup search the user aims 

to formulate a query that is as specific as possible, which will then return ‘discrete and 

well-structured objects such as numbers, names, short statements, or specific files of 

text or other media.’ As such, Lookup searching is most suited for search scenarios 

beginning with carefully specified queries which yield precise results requiring minimal

result set examination and item comparison. This is the typical web search scenario, 
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where the user, for example, wants to look up a specific piece of information such as the

weather forecast for tomorrow, or the names of various breeds of cats.

In contrast, Exploratory searching involves both the learning and investigation aspects 

of searching, which in turn consists of aspects such as knowledge acquisition, 

comprehension, interpretation, comparison, aggregation, analysis, exclusion, synthesis, 

evaluation, and discovery. Exploratory searching comes into question whenever the 

information space is mostly unknown to the person conducting the search. Such 

searches involve multiple iterations and return sets of objects often requiring cognitive 

processing and interpretation from the user, as well as requiring the information seeker 

to ‘spend time scanning/viewing, comparing, and making qualitative judgements’. 

To put it simply, in exploratory searching the information seeker aims to explore a 

mostly unknown information space with multiple searches while attempting to learn 

from the various results and piece together a mental image of the information space. 

Gaining new knowledge this way allows them to focus each consecutive search closer 

around the topics that interest or help them the most.

2.1.2 Entity-oriented searching

Entity-oriented search refers to a search paradigm relying on a complex underlying 

information graph, also known as a ’knowledge graph’, or KG. This is a fairly novel 

concept when compared to the more conventional paradigm, where the search is based 

on a simple list of keywords or documents. The idea of a KG is that it is essentially a 

network of items, or entities, such as movies, cars, people, documents or companies, for 

instance. These entities then contain a number of attributes, which themselves can also 

be entities. These attributes or entities can include various aspects of the individual 

entitity, for example in the case of movie the connected entities might include the names

of actors, the type of the movie, i.e. whether it is a comedy, action film, or a thriller, and

so on. The entities are inter-connected to each other in a pre-constructed graph, so that a

search can produce a set of results containing relations potentially interesting to the user.

Chen, Chen, Jacucci, and Ruotsalo describe the knowledge graph as follows: ”KGs 

specify a rich set of relations that are meaningful to humans and foster methods for 

explaining and enhancing understanding of the presented information (e.g. Apollo 13 is 

similar to Forrest Gump because Tom Hanks and Gary Sinise are starring both movies, 

both are American movies, and both depict historical events).” [4] 
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For fully utilising its potential, an entity-oriented search application should also involve 

a functionality to recommend related entities to the user, thus encouraging the 

exploration of the information space. These recommendations are based on the under-

lying relations between the entities, so that when a user selects the movie Apollo 13, for 

example, he might be presented with further recommendations of films that either 

feature Tom Hanks, or films taking place in space. This recommendation system could 

then be complimented further by machine learning algorithms such as those already in 

use on major online shopping platforms such as Amazon for example.

2.1.3 Within-subject study design

A within-subject(s) study design, otherwise known as repeated-measures design, is a 

way to design a user study in the field of user research. In a user study which aims to 

compare two or more user interfaces, one of two study designs must be chosen. An 

article written by Raluca Budiu [5], published on the Nielsen Norman Group website, 

states that ‘Any type of user research that involves more than a single test condition has 

to determine whether to be between-subjects or within-subjects.’ The article describes 

the two alternative designs as follows: in a Between-subjects (also known as between-

groups) study design each test condition is used by different people, so that each person 

is only exposed to a single user interface. In a Within-subjects (also known as 

repeated-measures) design, however, the same person tests all the conditions, i.e. the 

user interfaces. 

According to the article [5], both approaches have their advantages and disadvantages. 

In a Between-subjects design the transfer of knowledge is minimised. For example, if 

the study would be about comparing two car hire websites, a person who has first 

carried out a task using one such system would be more familiar with the general 

concept of car hire website, and this learned knowledge would then affect the outcome 

of the task he carries out with all the consecutive condition. For example, after the first 

website he would know what a damage waiver is, so he might not be too bothered about

a missing description in the next website. This means the participant is in the risk of 

being more familiar with each consecutive test condition, even when the conditions are 

very different from each other. In a between-subjects design this risk is minimised, since

each participant is only exposed to one condition, and cannot transfer their learned 

knowledge forward. 
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Between-subject studies have shorter sessions. Because each participant only uses one 

system or interface, instead of two or more, the session time is obviously shorter. This 

could mean the participant stays more focused and does not lose their interest in the 

study half-way through the session.

Between-subject experiments are also easier to set up, because they do not require the 

organiser to randomise the order in which the participants are exposed to the conditions.

For example, if there are two conditions (systems) to compare, it would be important to 

make sure that the participants do not always use condition A first, followed by B, since 

this might create unwanted artefacts or effects that would skew the results. When each 

participant only uses one system, no such randomisation is required.

Within-subject experiments, on the other hand, require fewer participants. Since a 

certain number of data points is usually desired in each condition, for example 20, in a 

between-subjects design this would require 20 participants for each condition. In a 

within-subjects design, however, the participants provide a data point for each system 

they use, so such an experiment would only require 20 participants in total.

Within-subject studies also produce less random noise originating from the subjects’ 

personal differences. What this means is that in a between-subject experiment, it is 

theoretically possible to get skewed results because many of the users testing system A 

had a hangover at the day of the experiment, while users testing system B did not. This 

is obviously an exaggerated example, but the participants do carry with them a number 

of qualities the study organiser cannot control, and these qualities have the potential of 

affecting the study outcome in an undesired way. In a within-subject design this noise is 

minimised, since each participant will always affect each system equally.

2.1.4 SUS Questionnaire

System Usability Scale (SUS) is a questionnaire-type analysis tool for measuring 

usability. The questionnaire itself consist of ten questions, each with five response 

options, ranging from ’strongly disagree’ to ’strongly agree’, where the former is 

marked with number 1 on the scale and the latter with number 5. According the website 

dedicated for promoting this tool, www.usability.gov,  it was originally devised by John 

Brooke in 1986 [12]. The tool has been discussed in several articles in the past, for 

example by John Brooke himself in ’SUS: A quick and dirty usability scale’ [13] and 

‘SUS: a Retrospective’ [15], as well as Jeff Sauro in ‘Measuring Usability with the 

System Usability Scale (SUS) [14]. According to usability.gov the SUS tools has been 

http://www.usability.gov/
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referenced in more than 1300 articles and publications, and as such it has become de 

facto standard in measuring the usability of various systems. It can be used to evaluate a

‘wide variety of products and services, including hardware, software, mobile devices, 

websites and applications.’

Usability.org lists the following factors as the benefits of using the SUS questionnaire: 

• it only consists of ten questions it is very easy to administer to the experiment 

participants

• it can be used on small sample sizes with reliable results

• it has high validity, i.e. it can effectively differentiate between usable and 

unusable systems. 

However, one of they key down sides, according to usability.org, of the method is that 

the scoring system somewhat complex, and there is a temptation to interpret the results 

as percentages which they are not.

The ten questions (or statements) in the set are as follows:

1. I think that I would like to use this system frequently.

2. I found the system unnecessarily complex.

3. I thought the system was easy to use.

4. I think that I would need the support of a technical person to be able to use this 

system.

5. I found the various functions in this system were well integrated.

6. I thought there was too much inconsistency in this system.

7. I would imagine that most people would learn to use this system very quickly.

8. I found the system very cumbersome to use.

9. I felt very confident using the system.

10. I needed to learn a lot of things before I could get going with this system.

The SUS answers are scored by first converting the participants’ answers to numerical 

values. This is done by looking at each question item individually so that each question 

contributes 0-4 points. For each odd question the score is the scale position minus one 

(e.g. strongly agree [position 5] yields 4 points). For each even question the score is 5 
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minus the scale position (e.g. strongly agree yields 0 points). This will produce a sum of

0-40 points from one participant. This score is multiplied by 2.5 to convert it to a range 

of 0-100 points. The individual participant scores can then be averaged or analysed in a 

more detailed way. Research [14] has shown that a SUS score of 68 represents the 

average score, so anything above that would imply better-than-average usability and 

anything below that lower-than-average. Even though the ‘raw’ score is not a percentage

on its own, for some purposes it is possible to convert to it the more intuitive 0-100 

scale where 50 would imply the average.

2.2 Examples of existing solutions: visual and / or entity-
oriented search interfaces
Below there are shortly introduced six examples of existing systems utilising entity-

oriented, or otherwise unconventional and visual search interfaces. These particular 

systems are prototypes developed for research purposes in the University of Helsinki, 

but they provide a good overview of the potential of such systems for both academic 

and commercial use. 

2.2.1 Exploration Wall

The first example comes from a paper titled 'Designing for Exploratory Search on 

Touch Devices' by Khalil Klouche, Tuukka Ruotsalo, Diogo Cabral, Salvatore 

Andolina, Andrea Bellucci and Giulio Jacucci. [6] Klouche et al. present ’Exploration 

Wall’, a prototype for a system intended to facilitate exploratory searching on touch 

devices. The system allows for multiple parallel searches to be displayed 

simultaneously, and distiguishes between the various search result entities, namely 

documents, authors and keywords. The user can drag the entities from a result set onto 

the query area and combine them at will, thus forming a new query with a relevant 

result set. 
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Image 1: Exploration Wall basic view 

The image (as sourced from [6]) shows the general layout of the search interface. a) (on 

the left hand side) denotes what the authors call the query area, b) the query area, and e) 

(at the top) the ‘drawer’ for storing interesting entities. The colums c1 and c2 depict the 

‘search streams’, i.e. one or more parallel search result sets that can be manipulated 

independently from each other. Items marked d1, d2 and d3 are the three supported 

entity types: a document, a person, and a keyword, respectively.

Image 2: Exploration Wall workflow

The search use-case begins by the user typing in the first search phrase, or by dragging a

previously saved entity from the drawer onto the query area (the grey bar on the lower 

part of the screen). This initial search returns a set of results, which are displayed 

directly above the query in a vertical colums. The result set comprises of three types of 

entities: brown document entities, red person entities, and blue keyword entities. 
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The user can drag any one of the entities onto the query area, creating a new, parallel 

search stream (picture ‘a’). This new stream can be manipulated separately from the 

original stream. In picture ‘b’, the user opens the ‘entity drawer’ where they have 

previously saved an interesting entity, and drags it 

onto the query area as well. Placing the entity in 

close proximity of the entity that is already there 

associates it with the existing entity, so that the 

new query will be based on both entities 

combined. This is depicted in picture ‘c’. There 

can be any number of parallel search streams, as 

both the result area and the query area are freely 

scrollable horizontally. This allows the user a 

good freedom to explore the information space 

and dynamically create new search queries, while 

still retaining the previous queries. 

Image 3: The Exploration Wall as used on a touch-enabled mobile device (iPad Air 

tablet).

2.2.2 Visual re-ranking (Relevance Map)

The idea of visually re-ranking search results on a two-dimensional map is presented by 

Khalil Klouche, Tuukka Ruotsalo, Luana Micallef, Salvatore Andolina and Giulio 

Jacucci in the paper ’Visual Re-Ranking for Multi-Aspect Information Retrieval’. [7] 

Klouche et al. present a search interface which allows multiple search phrases to be 

displayed simultaneously on a two-dimensional surface, while plotting the search results

(documents relating to the search phrases) between them, positioned by their relevancy 

to each of the search phrases. The search results are displayed as grey semi-transparent 

circles, whose radius represent the overall relevance of the document. Clicking on a 

search result displays on the right-hand side panel all the results that are in proximity to 

the mouse pointer at the time of the click. The results displayed in the list each consist 

of the document name and its associated info such as the authors, partial abstract and 

keywords.
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Image 4: Relevance Map basic view

The image above shows the layout of the Relevance Map. The view is divided into two 

parts: 1) the query area, and 2) the results list. The search phrases are input through the 

input field in the top left corner of the query area. In this example, the user has typed in 

four phrases: interface, design, interaction, and exploration. The search phrases appear 

on the two-dimensional map, and can be freely moved about or disabled, as the user has 

done with the ’exploration’ phrase. 

The black circles each represent search results relating to each of the search phrases. 

Each black circle’s position depends on its relevance to the search phrases, so for 

example, a search result that concerns mostly ’design’ and a little bit of ’interaction’, but

doesn’t have anything to do with ’interface’ would be displayed as a black circle just 

above ’design’, on a line directly between ’design’ and ’interaction’. In the example 

image, we can see that most search results actually only involve two out of the three 

seach phrases, and are situated on straight lines between the two relevant phrases. 

However, many also relate to all three, and are situated closer to the centre of the 

triangle, rather than the edges. The size of each black circle represents its overall 

relevance to the search phrases.

The smiley face represents the ’marker’, which is used to select an area of the map to 

display details of the search results there. The results that are being currently displayed 

are shown as red around the smiley face marker, and the details of each are shown on 

the right-hand side of the screen in the results list. In the list each entry is a document 

(this prototype system only searches for documents) includes its title, authors, 

publication venue, abstract and keywords. The keywords can be dragged onto the query 

area, where they act just as if they were typed in manually. 
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In the paper ’Visual Re-Ranking for Multi-Aspect...’ the authors evaluate the system, 

and find that the ’results show significant improvement in task completion time as well 

as improved accuracy in perception, and improvement in task completion time in 

retrieval, without compromising effectiveness measured as the quality of the task 

outcome.’ According to them, this suggests that the relevance mapping and re-ranking 

can be an improvement over the traditional one-dimensional search results listing at 

least in some cases.

2.2.3 Intent Streams

‘IntentStreams: Smart Parallel Search Streams for Branching Exploratory Search’ [8] is 

a paper by Salvatore Andolina, Khalil Klouche, Jaakko Peltonen, Mohammad Hoque, 

Tuukka Ruotsalo, Diogo Cabral, Arto Klami, Dorota Głowacka, Patrik Floréen, and 

Giulio Jacucci. Andolina et al. present a system called IntentStreams. The system allows

multiple simultaneous searches to be carried out simultaneously on the same interface 

without the need to open new tabs on the browser for the purposes of running multiple 

searches in parallel. According to the authors ‘approximately 75% of submitted queries 

involve a multitasking activity’, which often involves simultaneous browsing in 

multiple open browser tabs, also known as ‘branching’. However, Andolina et al. note 

that very little has been done to actually support this parallel browsing, and present the 

IntentStream as a system to specifically support branching and aid exploratory 

searching. 

Image 5: IntentStream basic layout (a and b)

IntentStreams features a horizontally scrollable workspace divided into two areas: the 

keyword area at the bottom, and the results area at the top, as seen on image (a). When 

the user clicks the workspace, they are prompted to type in the first query. The system 

then returns a list of relevant documents in the results area (top), as well as relevant 

keywords in the keywords area (bottom). This resulting vertical column structure is 
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called a stream. The vertical position of the keywords in the keywords area denotes their

weight, while their horizontal positioning denotes their relevance to the topic. The 

keywords can be arranged vertically at will within the keyword area to set their weight 

(i.e. priority) in relation to each other, and this will update the results view accordingly 

when the refresh button is pressed. This prototype interface only searches for documents

from the given dataset, and displays their titles in the results list. The contents of a 

document can be viewed by clicking its title. 

Image (b) shows the additional features: clicking and holding on a document title in the 

results list highlights the keywords in the keyword area that are directly related to it. 

This also works vice versa, so that clicking and holding on a keyword highlights the 

related documents. New parallel ‘streams’ or searches can be created simply by clicking

next to an existing stream and typing in a new query, or by dragging a keyword out of 

its original stream and into an open space in the keyword area. The whole workspace is 

horizontally scrollable, so the number of parallel streams is limited only by the device’s 

memory. The individual streams can also be dragged, rearranged and deleted as the user 

sees fit.

2.2.4 InspirationWall

Salvatore Andolina, Khalil Klouche, Diogo Cabral, Tuukka Ruotsalo and Giulio Jacucci

propose a non-intrusive, supportive system to aid ideation and brainstorming in their 

paper ’InspirationWall: Supporting Idea Generation Through Automatic Information 

Exploration’ [9]. The InspirationWall is somewhat different from the other examples in 

both its usage and purpose, but it is built on the same underlying principles of entities 

and exploratory searching. It is a tool that is designed to help users produce ideas during

meetings and panel talks for example. It is visually low-key and nonintrusive to 

naturally aid in the idea generation process instead of interfering with it directly. The 

system continuously monitors users’ discussions through a conference microphone, and 

uses speech recognition to form the system input from the natural interaction (i.e. verbal

discussion) of the participants. The speech recognition is technically handled by the 

Google HTML 5 Web Speech API in real-time.
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Image 6: From Andolina et at. Two person are having a free conversation at a table. A 

conference microphone on the table is picking up the conversation, and the topics are 

displayed on the black screen.

The system interface is extremely simple: The expressions that are recognised from the 

natural speech are processed by an entity-based keyword suggestion system that 

attempts to discover associated and novel information from the input, using a 

knowledge graph similar to the other examples. This information is presented to the 

users in the form of white keywords, which are displayed on a full screen, black 

background. The keywords appear at the top of the otherwise blank screen and 

gradually scroll downwards, allowing new keywords to appear again at the top. A new 

keyword appears every two seconds at the top of the screen, in a random horizontal 

position, provided the keyword buffer is not empty, and starts to fall slowly towards the 

bottom of the screen. This allows the participants in the room to carry on their 

discussions uninterrupted, while providing a transient list of related and potentially 

interesting topics that the users might want to consider discussing with each other.

2.2.5 Reinforcement Learning Retrieval

Dorota Głowacka, Tuukka Ruotsalo, Ksenia Konyushkova, Kumaripaba Athukorala, 

Samuel Kaski, and Giulio Jacucci introduce in their paper ’Directing Exploratory 
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Search: Reinforcement Learning from User Interactions with Keywords’ [10] a system 

to ‘to assist scientists in finding and exploring the relevant literature on a given research

topic quickly and effectively’. Although primarily designed for the academia, according 

to the authors the system could easily be adapted to other domains as well. The system 

includes a novel user interface, as well as a back end which handles the user input and 

processes the search results in way that contributes to the user experience.

The system utilises what the authors call ‘reinforcement learning methods’ to control 

what documents are presented to the user. Three main system blocks are responsible for 

the retrieval and ranking of the documents, and exploration of the keyword and 

document spaces using reinforcement learning. The Information Retrieval and Ranking 

Module obtains the initial set of documents. When the user manipulates the keywords, 

the system enters the exploratory loop. The explicit user input is sent to the Keywords 

Exploration and the Document Diversification modules. The Keywords Exploration 

module is responsible for creating a user model, a representation of what the system 

believes to be the informational need of the user. The module produces a list of 

keywords with weights, which are then passed onto the Information Retrieval and 

Ranking module, which in turn predicts a new set of documents based on the predicted 

user model. Thus the dataset in the system is not static, it changes in every iteration 

based on the ever evolving user model. The Document Diversification module is 

responsible for determining the document set and its ordering which is passed onto the 

interface. The module samples a set of documents which it then sends to the interface, 

but keeps the ranking that it obtained from the Information Retrieval and Ranking 

Module. The new set of documents is then used again in the Keywords Exploration 

Module to capture the dependencies between the keywords.
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Image 7: Overview of the user interface. On the left, the Exploratory view with 

keywords on the two concentric circles, and on the right the results list displaying the 

returned documents along with their corresponding keywords.

The user interface of the system effectively consists of two parts. On the left hand side 

of the screen a roundel composed of two concentric circles is displayed, and on the right

hand side there is space to display the search results, i.e. a list of documents with their 

associated keywords, authors etc. The interaction starts when the user types in a search 

query. This will display a set of related keywords in the circle on the left-hand side of 

the screen (called the exploratory view), and also a list of related documents, along with

their keywords and author names, on the right hand side panel. The user can now click 

and drag the keywords on the exploratory view. The keyword’s proximity to the centre 

of the circle denotes its weight, i.e. relevance. The user can manipulate the keywords as 

he or she sees fit, and also drag new keywords from the documents in the right hand 

side panel onto the exploratory view. Keywords can be dismissed by dragging them 

outside the circle. The search is then submitted by clicking on the inner circle, and this 

will update the right hand side panel with appropriate search results. 

Image 8: Example use scenario

In the above image the user has initiated the search by typing in a search phrase ’hand 

gestures’. The system retrieves the set of relevant documents (these would be shown in 

the results list in Image: 3453453) along with their keywords. He or she decides that 

’language’ and ’communication’ are not important for this search, so he moves the two 

keywords out of the circle to dismiss them. He also feels that ’recognition’ should be 
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given more weight in this search, so he moves it closer to the centre of the circle and 

clicks the inner circle to update the view. Again, the updated list of documents is 

displayed in the documents list, and the new keywords, denoted by the orange outlines, 

are dispayed on the Exploratory view. The user can then further adjust the search by 

manipulating the keywords on the Exploratory view, or by introducing new keywords 

from amongst the search results in the results list. 

2.2.6 SearchBot

In a paper titled ’Investigating Proactive Search Support in Conversations’ [11] 

Salvatore Andolina, Valeria Orso, Hendrik Schneider, Khalil Klouche, Tuukka Ruotsalo,

Luciano Gamberini, Giulio Jacucci investigate the effects of a proactive search agent on

a natural conversation. For this purpose they devised a system they called the 

SearchBot, an agent that ’listens to a conversation, detects entities mentioned in the 

conversation, and proactively retrieves and presents information related to the 

conversation.’ The system was designed to be a nonintrusive aid that listens to a 

conversation and provides related documents to the participants. A microphone listens to

a conversation, and the audio input is converted to a transcript by Google’s HTML5 

Web Speech API. Once the speech recognition has build a complete sentence from the 

audio input, the entity detection and recommendation component is triggered. The 

various entities are recognised and extracted from the transcripts by Google’s Cloud 

Natural Language API. The API can also recognise the types of the entities, for example

whether they are people, locations, organisations and so on. A vector space model is 

used to deduce new entities from the ones recognised from the input. To recommend 

new entities, the authors trained an entity embedding model using Word2Vec on a 

complete English Wikipedia. The system would then combine the vectors from the 

recognised entities and then retrieve new entities based on their cosine similarity in the 

embedding space. The entities are then formulated into search queries by prioritising 

entities whose type is location or person. These queries are fed into Google Custom 

Search, with each transcript providing altogether four search results. As an example, 

should the natural conversation include the sentence: ‘Bordeaux is famous for its 

wines.’, the system would recognise the entities ‘Bordeaux’ (type: location) and ‘wines’ 

(type: consumer good). Prioritising the location type entity the system would create the 

query phrase ‘Bordeaux’, to which it would concatenate the rest of the recognised 

entities, resulting the in the search phrase ‘Bordeaux + wines’.
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Image 9: SearchBot user interface. The lower half of the screen displays the keywords 

that have been recognised from the users’ speech, while the top half displays the search 

results and related suggested keywords.

The user interface of the system operates on a regular web browser. The view is 

composed of a black screen with white text, divided into two sections horizontally. The 

two sections are divided by a timeline that rolls towards the left-hand side of the screen 

as time progresses. The lower part of the screen displays the keywords as they are 

recognised from the speech. They are aligned horizontally at the timeline according to 

the time at which they were mentioned, and vertically they are offset so that they can be 

displayed without overlapping and obscuring each other. The top section is divided 

again vertically into sections so that three such sections are visible at the same time on 

the screen. Each of these three sections then displays a list of the related documents 

fetched by the system, as well as the suggested keywords. The entire view can be 

scrolled freely horizontally to allow the user to look back on the results that have 

already scrolled off the left-hand side of the screen. Clicking on a recognised or 

recommended keyword triggers a search and displays the most relevant article in a new 

tab. Likewise, clicking on a suggested document opens that documents in a new tab.

3 User study to evaluate InnovationMap 
This section describes the user experiment as it was conducted for the purpose of this 

thesis. The section first introduces the research context and provides a detailed walk-
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through of the experimental system. Next the evaluation planning process along with 

the experiment protocol is explained in detail, and the section then closes with the 

analysis of the results data.

3.1 The research context
InnovationMap is based on the notion of a hypercue template. Khalil Klouche et al.  

define hypercues in the paper ‘From Hyperlinks to Hypercues...’ [1] as thus: ’A 

hypercue is an interactive representation of a real-world entity; it offers affordances (i.e.

possibilities for action) for the user to explore, share and organize her thoughts.’. A 

hypercue is introduced as a complimentary idea to the established hyperlink. For 

implementing these hypercues in a minimalistic template, the authors suggest that three 

key affordances, in other words possibilities for action, are observed. The template aims

to offer future system designs a guideline without being overly constraining or dictating 

the specific form of visualisation. For the user the template offers a ’base set of rules 

and expectations to facilitate users’ engagement in complex information behaviour.’ 

Entity-Based Querying provides the ability to create queries by directly manipulating 

the recommended entities. Each entity or a combination entities yields new related 

entities, and this provides the user with an overview of their surroundings in the 

information space. The ability to manipulate these entities supports query formulation 

and refinement, supporting learning and understanding. Similar affordance is already 

implemented in browsers in the form of inspecting the corresponding Wikipedia entry or

related search engine results of an expression. In this template model the affordance is 

generalised into providing a ‘crop of related entities from any selected object (e.g., an 

expression, article, or link)’. Entity Mapping allows the user to spatially sort and 

organise the entities on the workspace. This essentially mimics a type of mind mapping 

activity, supporting again learning and understanding in the search process. It also 

allows the user to create visualisations which support insight and decision-making, 

while addressing the need for histories, workspaces and progress updates. Entity 

Storing and Sharing affordance enables the user to store the entities and potentially 

share them with other users, thus promoting collaboration. Taking advantage of the first 

two affordances, Entity sharing allows for potentially sharing entire contexts with other 

users, and provides support for ‘task management [...], histories, workspaces, and 

progress updates.’
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Klouche et al. introduce InnovationMap as an example of a system that is built on the 

hypercue template. It uses an entity-based method of exploring the information space, as

opposed to the more traditional query based method. According to the authors, entities 

are ’references to real world objects or concepts (e.g., persons, places, movies, topics, 

and products).’ The novel approach as proposed by Klouche et al. utilises a user 

interface that allows the user to manipulate search results such as documents, people, 

places, research projects and so on (collectively know as entities) more directly as 

compared to the traditional paradigms. This manipulation allows the user to determine 

the relevance of the various entities, thus allowing the query to be dynamically adjusted.

The system also offer other subtle but important benefits compared to the typical search 

interfaces. It allows the user to choose query result entities and spread them on the 

workspace, much like laying down items on a table, and then quickly choose which 

ones to use for a new query. This means the user can effectively run several searches in 

quick succession, while preserving the chosen query components (entities) on the 

workspace so they can be seen at all times and re-used again at will. The system also 

saves the state of the search automatically. This means that the user can leave the search 

website, come back and any time, and find the system in the same state they left it in, 

i.e. with all the chosen entities laid out on the workspace as they were. 

Currently, however, the system as proposed by Klouche et al. is only applicable for 

specifically prepared datasets, such as the information regarding research done at the 

University of Helsinki. The system’s key functionality requires that the various data 

entities (documents, people, places etc.) can be linked together in a graph-like data 

structure, and this is currently not true in the general information space of the internet. 

However, the lessons learned from this new search paradigm could be used to steer the 

future development of the more established search engines and interfaces,  as well as 

other information retrieval systems in the future.

3.2 Experimental system walk-through 
This section provides an overview of the InnovationMap with screenshots. The 

screenshots are provided in a chronological order as seen by a user who opens the 

system website on his browser and starts an exploratory search with the query phrase 

‘information security’.
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Image 10 shows the initial view once the website is opened on the browser. The site 

asks for the user’s username in a pop-up dialogue box on the top centre of the screen. 

The default is ‘guest’. Entering a name will create cookie file locally on the workstation,

and this cookie file is used to then store the search for that user. The black background 

of the pop-up box is due to browser settings.

The next image (11) shows the view right after entering the user name and the dialogue 

box has closed. The user can use the mouse wheel to zoom out the hexagonal ‘map’, but

Image 10: Initial view and user name

Image 11: View after entering user name
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this makes no difference yet since there are no entities on the map. On the top right 

corner there is a text input field for the first search query.

Image 12 shows the view after the user has typed in the first query, in this instance 

‘information security’. The results of the query are displayed on the left hand side of the

screen, with the various colours signifying the different types of entities. The blue 

entities are topics or keywords, red ones are documents, orange ones are persons, green 

ones departments, organisations or facilities, and purple ones are research projects.

Image 12: Query and search results

Image 13: Entity selected
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In image 13 the user has clicked on an entity in the results list. In this case the document

(as signified by its red colour) ‘What levels of Moral Reasoning...’ The type of the 

entity is displayed right beneath its name at the top, in this case it is an article. This is 

followed by a link leading to the external resource, i.e. the digital library or similar 

source where the article can be viewed. Beneath the link are listed various related 

entities, in this instance there are five authors and three keywords. Underneath those 

there are several more entities, as recommended for the user by the internal logic of the 

system. The selected entity (‘What levels of Moral...’) can be closed by clicking the ‘X’ 

next to the entity’s name. This will return the view to it’s previous state.

Image 14 shows another example of a selected entity. This time the entity is a keyword, 

in other words a ‘topic’, so there is no link to an external resource. Otherwise the view 

follows the same logic, where the related entities are displayed underneath the entity 

name, and the grey ‘X’ can be clicked to close the selected entity. 

Image 14: Another example of a selected entity
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Image 15 show the view after the user has dragged a few of the entities from the results 

list onto the hexagonal map. The entities can be arranged on the intersection points of 

the map as the user wishes, irrespective of their type. In this case the user has selected 

three topic entities (blue colour): Security, Wireless mobile networks, and Wireless 

sensor networks. The user has also chosen three other entities of types document (red), 

person (orange), and facility (green), on of each. Respectively, they are ‘Security 

gradient and national defense’, ‘Panu Poutvaara’, and ‘Department of Political and 

Economic Studies’. 

The user has selected one of the hexagons by clicking on it. The selected hexagon is 

highlighted in blue. This will update the view to display the search results from a new 

automatically generated query, which is composed solely by combining all the entities 

at the sides of the selected hexagon; in this case Security and Wireless mobile networks.

The results of this query can be seen again on the left-hand side of the screen.

Image 15: Populated map
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This time the user has selected another hexagon, again highlighted in blue. Now the new

query is composed automatically from the three entities at the edges of the hexagon: 

Panu Poutvaara (person), Wireless sensor networks (topic), and Department of Political 

and Economic Studies (facility). The results are again displayed on the left. 

In image 17 the user has selected the hexagon bordered by only two entities, ‘Security 

Gradient and National Defense’ (document), and Panu Poutvaara (person). As we can 

see from the results, this combination of entities only produces three results.

Image 16: Another hexagon selected

Image 17: Third example of a selected hexagon
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The user is not happy with the results yielded by the ‘Security Gradient…’ document 

entity and he feels it’s not relevant to his interests, he decides to discard the entity from 

the map altogether. As he starts to drag the entity in any direction, a rubbish bin appears 

in the lower right corner of the window. By dragging the entity onto the rubbish bin, the 

entity can be removed from the map.

Image 19 shows the search results from the same hexagon, but this time only the person 

entity being the base for the query. The results on the left show all the entities related to 

that one person entity.

Image 18: Discarding an entity

Image 19: Search results after discarding the entity
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The last image shows the view after the user has reopened the system after some time, 

and logged on (via the dialogue box in Image 1) using the same user name he used 

previously. The entities he placed on the hexagonal map are where he left them, 

enabling him to quickly orient to the search context. New queries can now be initiated 

just like before, either by typing in a search phrase in the top right corner input field, or 

by clicking on a hexagon that is bordered by at least one entity. The results will be 

displayed on the left-hand side as normal.

3.3 Experiment design overview
The user study presented in this thesis is based on a proposition composed by researcher

Khalil Klouche from the University of Helsinki. The proposition included two research 

questions, definition of the baseline and experimental conditions, and descriptions of 

two tasks that formed the  basis for the within-subject experiment design. The proposed 

design was utilised as it was presented, although with certain clarification to the details 

as well as two additional research questions that were added during the process as 

proposed by professor Jacucci, who was acting as the supervisor for this thesis. The 

clarifications were necessary to ensure all participants would understand the tasks the 

same way and that the experiment results would be as free from unintentional artefacts 

as possible. 

The two research questions initially proposed were:

Image 20: View after relogging to the system
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RQ1: Does the entity explorer better support gaining understanding of an unknown 

information space than conventional search tools?

RQ2: Does the entity explorer better support long term exploration than conventional 

search tools?

The two additional research questions were:

RQA: How does the usability of InnoMap compare to that of existing solutions? 

RQB: Could the usability of IM be further improved and how?  

The two conditions were set as follows: the experimental condition was (quite 

obviously) the InnovationMap (also known as Entity Explorer), which has the native 

functionality for saving and resuming the search session. For the baseline condition the 

design proposition suggested the TUHAT search portal, a deprecated system for 

exploring the research done at the University of Helsinki. The TUHAT portal features a 

typically ‘traditional’ search engine user interface with a text input field for the search 

queries and no functionality for saving or resuming a previous search session. But 

conditions are designed to only search a limited dataset, namely the database of authors 

and research work carried out at the University of Helsinki.

Two tasks were proposed, with the concept being that the tasks will be completed one 

week apart, and each participant will complete both tasks. As the designs implements 

the within-subject design, the participants will complete each task with both of the 

conditions. The purpose of the one week pause between the tasks is to facilitate for 

evaluating the systems’ support for long term exploration. 

The first task includes instructions followed two questions presented to the participant. 

The participant will use the provided system(s) to find answers to the questions, and 

type their replies into a text document template residing in Google Docs. A and B refer 

to topics that have been chosen for each participant individually, based on their prior 

knowledge of the various field. All the fields in this experiment are sub-fields of 

Computer Science, and they are chosen so that the participant knows as little as possible

about those fields before starting the task.

Instructions: Explore research being done at University of Helsinki in fields A and B 

(e.g., robotics and mobile computing)



30

Question 1: Write a short essay describing the type of research being done at University

of Helsinki in these fields. 

Regarding question 1 it was clarified in a consultation with Khalil Klouche that the 

‘short essay’ means approximately one to three paragraphs in practicality. 

Question 2: Are there research projects involving both these fields?

In question two the participant is expected to list all relevant research projects, with 

some details if possible.

The second task again involves an instruction followed by two tasks, similar to the first

task. The assigned topics for each participant will be the same as in task one, and the 

answers will again be typed in a text document in Google Docs.

Instruction: Find 3 projects/research works/research groups that you find interesting in 

the given fields.

Question 1: What are they?

This question expects the participant to simply list all the relevant items they found, 

with added details if possible. 

Question 2: Who would you contact to try to get involved with these projects?

Here the participant is expected to list all the person they believe are important enough 

to function as contact persons for the relevant projects.

During the first session the participant evaluates the usability of each system by 

answering to the SUS questionnaire. This is done immediately after completing the task 

with either system, and again after completing it with the alternative system. At the end 

of the second session, the participant will answer questions presented to them in a semi-

structured interview. Together these will produce three types of results data: 1) 

participant answers to the task questions, which will be evaluated by an expert or 

experts, 2) SUS questionnaire scores, and 3) free-from answers to the interview. These 

results will be then analysed and used to form educated answers to the research 

questions. 

Initially two additional methods of data capturing were also considered: a screen video 

capture of all the activities of each participant during both sessions, and logging of all 

user keyboard and mouse inputs. These were carried out during the participant sessions, 

and produced 8 hours of video footage as well as a logs thousands of lines long 
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containing the keyboard and mouse inputs. The analysis of these was left out of the final

work, however, as they have pushed the project out of its original scope by a 

considerable measure.

3.4 Planning the experiment

3.4.1 Protocol

The planning for the experiment began by composing the experiment protocol based on 

Khalil Klouche’s initial experiment design suggestion. The protocol is a list of actions 

that will be carried out in order during the experiment with each participant. This will 

ensure that each participant will be exposed to the same environmental conditions and 

the same training. This is to prevent any inconsistency in the experiment setup from 

potentially skewing the results. The protocol (see appendixes) is divided into two main 

sections, the experiment protocol which covers the entire experiment process, and the 

training protocol which covers the training given to the participants in more detail. The 

experiment protocol is divided into two sections, one for each of the experiment 

sessions. As mentioned before, the sessions are designed to be taken one week apart by 

each participant, and each involves the basic administrative steps as well as the main 

task for the participant. The steps on the protocol are quite self-explanatory, and include 

things like ’1. Welcome participant. Brief overview of the session.’, ’7. Start video 

capture, key logging, and timer.’, and ’10. Participant answers SUS questionnaire, 

available online.’ The training protocol aims to formalise the approximately 5 minute 

training each participant will receive when they are first introduced to the two systems. 

It is divided into two sections, one for each system, with the premise being that people 

are more likely to be already somewhat familiar with the general concept of the TUHAT

system, whereas the experimental condition, InnoMap, will be novel to most people. 

The latter will therefore require slightly more in-depth instruction. It should be noted, 

however, that the two pilot runs that were conducted before the actual experiment 

revealed that the participants are quite likely to somewhat struggle with both systems. It 

therefore seemed that the training protocol should only be taken as a guideline rather 

than a strict checklist, and an informal and semi-structured approach to the training 

would be more suitable in ensuring the participants really are familiar with the systems 

before they commit to the tasks.
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3.4.2 Chosen topics

According to the experiment design the participants would be appointed two topics that 

they would be exploring during the two sessions. For this purpose a pool of eight topics 

was collected from the Helsinki University Computer Science website. These topics 

were amongst the ones that the various research groups in the CS department stated to 

be researching, and as such they should yield at least some results in the participants’ 

searches. I chose topics that seemed as little obscure as possible and perhaps the most 

relevant for the various research groups to maximise the chances of the participants 

finding relevant information during the sessions. The eight topics chosen for the pool 

were: 

• Robotics (used as an example by K Klouche in the correspondence)

• Mobile Computing (used as an example by K Klouche in the correspondence)

• Information Security (amongst others, Secure System group, Prof. N.Asokan 

and Prof. Valtteri Niemi)

• Human-Computer Interaction (Ubiquitous Interaction [Uix] group, led by Prof. 

Giulio Jacucci) 

• Machine Learning (Spatio-temporal Data Analysis group, led by Associate Prof. 

Laura Ruotsalainen)

• Collaborative Computing (Collaborative and Interoperable Computing [Cinco] 

group, led by Lea Kutvonen)

• Edge and Cloud Computing (Collaborative Networking Group, led by Prof. 

Jussi Kangasharju)

• Opportunistic Networking (Collaborative Networking Group, led by Prof. Jussi 

Kangasharju)

The participants would then be allocated four (two for either experiment condition) 

topics, chosen according to the enrolment questionnaire they filled during the 

recruitment. The four topics that the participant marked as those least familiar to them 

were selected. 

3.4.3 Equipment

The systems being browser based, they would work on any platform, but the two 

methods originally chosen for data capturing (video capture and key logging) were only 
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available for the Mac OS. For this reason it was decided that the equipment to be used 

should be an Apple MacBook with the Mac OS (operating system). A MacBook was 

obtained from the Helsinki University IT department, and set up to allow the installation

of external applications on it (Helsinki University laptops and workstations normally 

have very strict user privilege settings on them). 

3.4.4 Location

The Interaction Lab in the Kumpula campus Exactum building was chosen as the 

location for the experiment. The computer science department had been using this space

for earlier user interaction experiments. This specific room is not strictly speaking 

necessary for this experiment, since the required equipment only consists of the laptop 

and mouse, but the Interaction Lab provides a convenient, private space to conduct the 

sessions. In the room, the experiment setup then consisted of the laptop and mouse on a 

simple desk, and a chair for the participant to sit in. There were also plenty of other 

material in the room form the past experiments, irrelevant for this study, and they were 

arranged in a way that they would not interfere with this experiment.

3.4.5 Recruitment

Recruiting the participants was done via two channels. Firstly by placing paper notices 

on the noticeboards around Kumpula campus, and secondly by sending an 

advertisement email to a mailing list obtained from one of researchers at the CS 

department who had arranged some of the previous experiments. The paper notices and 

the email contained the same information, the general concept of the experiment, the 

dates, and a mention of the compensation with was two cinema tickets vouchers. Both 

asked prospective participants to fill a web enrolment form online, the URL of which 

was prominently displayed on the message. The paper notice also featured a QR code of

the same URL for easy access with mobile devices.

In order to collect data on the participants’ personal details, namely gender, age and 

level of education, an enrolment form was devised. For this purpose an online tool 

available at www.surveyhero.com was used. The tool allows for the creation of any kind

of survey form for free. This was utilised for two purposes, firstly to create the 

enrolment form, and secondly to create a form for the SUS questionnaire which the 

participants fill in at the end of the first session. The enrolment form asks for the 

person’s first and last names, their sex, age and education, and then asks them to rate 

their familiarity with the eight predetermined topics (see above). There is also a free text

http://www.surveyhero.com/
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field to allow the participant to let me know if they are not available during a specific 

time of day.

3.4.6 Pilot participants

Two pilot participants were used to test the experiment protocol and both of the 

conditions before the experiment was carried out with the actual participants. The first 

pilot was a 36 year old male with a background in computer science studies, but no 

degree at the time of the pilot. Based on his answers to the enrolment questionnaire he 

was assigned the topics ‘Edge and Cloud Computing’ and ‘Opportunistic Networks’ to 

be used with the baseline condition (TUHAT), and ‘Collaborative Computing’ and 

‘Trust Management’ with the experimental condition (InnoMap). Note here that ‘Trust 

Management’, as researched by the Cinco group, was originally included in the pool of 

topics. Partly as a result of this this first pilot run the decision was made to discard it. 

The pilot participant was struggling to find any meaningful information on the given 

topic, and it seemed that trust management was an unnecessarily obscure topic, and 

could potentially increase the difficulty of the tasks to an unreasonable level. The key 

findings from this first pilot was that there were a lot of document entities in the 

experimental condition that were not producing any information to user, and that the 

aforementioned trust management topic was perhaps too obscure. As a response to this 

result Khalil Klouche had some work done on the back end of the system in order to 

improve the return of results for the document entity queries. There were some minor 

usability issues identified as well, such as the meaning of the entity colours not being 

perfectly clear to the user. To remedy these issued they would have to be addressed with

more detail in the future training sessions with the actual participants, and then perhaps 

improved in actual feature updated to the system in the future. Also some minor 

adjustments were made to the experiment protocol as a result of this first pilot, for 

example the training protocol was amended to focus more on the identified problem 

areas.

The second pilot was run mainly to see if the improvements made as a result of the first 

pilot had been effective. The second pilot participant was a 35 year old female with a 

degree in medicine.  Robotics, Mobile Computing, Information Security, and Human-

computer interaction were used as the topics. The second pilot run reinforced the 

observations from the first pilot, but since the system itself could not be improved any 



35

further in this time frame, it was decided to increase the time limit of the user tasks from

the original 15 minutes to 20 minutes.

3.5 Running the experiment
This section will cover the steps of the experiment protocol in more detail. The 

experiment took place over two sessions, one week apart. The reason for the one week 

gap between the sessions is to facilitate for assessing if and how the experimental 

condition supports resuming an exploratory search after some time has passed since 

starting the exploration.

The first session started with the facilitator welcoming the participant and providing 

them with a short overview of the session. This involved familiarising the participant 

with the physical setup of the equipment, and also explaining to them that they will be 

tasked with finding information on two different computer science topics using two 

web-based search interfaces. 

Next, the participant was asked to sign the consent form. This form stated the purpose 

of the experiment and informed the participants on the risks involved (which in this case

were practically non-existent) as well as the data logging and confidentiality issues. The

form also officially stated the compensation (two cinema tickets). The purpose of this 

consent form was to act as a proof of a mutual agreement in the very unlikely event that 

there should be some manner of dispute regarding the experiment proceedings. The 

participant was then provided with a pen and some blank paper for optional note taking 

during the search process. After this, the facilitator opened the answer sheet for Task 1 

on Google Docs. The answer sheets were prepared for each participant beforehand to 

save time during the session and to streamline the process. 

Next the participant was given instruction in the system they would first be using during

the session. The order in which the systems are used by each participant was varied, so 

that neither system should get an unfair advantage or disadvantage in the experiment. 

The training protocol varied slightly depending on the system in question, but both took 

approximately five to ten minutes. With the TUHAT system, the training was slightly 

less rigorous due to the fact that the user interface is relatively similar to many of the 

mainstream websites and search engine user interfaces. First it was explained to the 

participant that they were not allowed to leave the TUHAT system (subdomain 

tuhat.helsinki.fi) except when they were following a link that leads to an external site 
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containing details, such as an abstract, of a document or other entity. Next they were 

told they were, however, allowed to have multiple instances of the system open 

simultaneously, for example in separate browser tabs. Then the general structure of the 

system was explained, including the main menu bar and its contents. The quick search 

input field was pointed out and explained, followed by an explanation of the display 

filters that could be used to control how many search results are displayed and how they

were sorted. Lastly the participant could freely ask any questions regarding the 

procedure or the system. 

With InnoMap the training proceeded as follows. First it was again explained that the 

participant could not leave the system (except to follow a link for entity details), nor, in 

this case, have it open in multiple simultaneous tabs. Next the users were explained how

the system requires a username input to log in, and saves the state of the search for each 

username separately. Next the main search input field in the top right corner was 

explained, followed by the returned results list on the left hand side of the screen. It was

then explained how all the search results are considered collectively as ‘entities’, and 

how they can be of different types, signified by various colours. The cause and effect of 

clicking an entity to produce a list of related entities along with short details of the 

clicked entity (where available) was instructed next. It was then pointed out how closing

the selected entity by clicking the ‘X’ will restore the previous view. The significance of

the hexagonal map was explained in detail. This included demonstrating how the 

entities can be dragged from the results list to the hexagon intersections to create new 

search queries. Finally the participant could ask any questions freely.

Importantly, the two systems were referred to by their names, TUHAT and InnoMap, or 

as ‘condition 1’ and ‘condition 2’ respectively, and not as ‘baseline’ and ‘experimental 

condition’. Even though most participants would probably guess that the experiment 

features both an experimental system as well as a baseline to compare the novel system 

against, it was not be stated aloud so that it would not introduce a potential unwanted 

artefact. 

After the training the participant was assigned the first task with details (see the section

on experiment design for details). This task had a time limit of 20 minutes, with a 

further 5 minutes given for writing down or finalising the answers on the Google Docs 

sheet. Once the participant had understood the task, the facilitator started the video 

capture and the key logger, and set the timer. The user then worked on the task for the 
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20+5 minutes. They were also allowed to finish earlier, if they felt like they were ready. 

Once they were finished, the facilitator paused and/or reset the video capture and the 

key logger. 

Next the participant filled in the SUS questionnaire (see section on background for more

details), made available for them online with the SurveyHero questionnaire tool. This 

task had no limit, but the pilot runs of the experiment suggested it would take the user 

less than five minutes to answer the 10 questions. 

Once the SUS questionnaire had been answered, the participant would then repeat the 

session (apart from filling the consent form) following exactly the same protocol, but 

using the alternative system.   Once the SUS questionnaire had been answered for the 

second system also, the first session was over. The user was thanked with common 

courtesy and reminded to attend the second session in a week’s time.

The second session started by welcoming the participant, and giving them a short 

overview of the session, similarly to the first session. They were provided with pen and 

paper for optional note-taking as before. The facilitator opened the appropriate answer 

sheet for the participant in Google Docs, and assigned the user with the second task 

with details (see section on experiment design for details). This task had again a time 

limit of 20 minutes, with additional five for finalising the answers written on the Google

Docs document. When the user was happy with the task assignment, the facilitator 

started the video capture, key logging and timer, and the user started working on the 

task. Again, the user could finish earlier if they wanted, and once they were finished the 

facilitator paused and / or reset the video capture and key logger applications. This was 

followed by the participant repeating all the steps, only with the alternative system this 

time. As with the first session, the order in which the systems were used was 

randomised between participants.

Once the second task was finished on both systems, an informal, semi-structured 

interview took place. The interview took a maximum of 10 minutes, and the audio was 

recorded with a mobile phone app. There was no strict structure, and the participant was

encouraged to say anything they wanted about the two systems, or rather the InnoMap 

in particular. It is worth noting that in order to get useful feedback and improvement 

suggestions from the participant, it could be revealed at this time that the main interest 

of this study was in the usability of InnoMap in particular. Therefore, there was no 

practical way or reason to keep it a secret any more at this stage. Some questions 
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common for all participants that were used to set the framework for the interview were 

‘how would you compare the two systems?’, ‘Can you specify any pros or cons, or 

suggest changes?’, ‘do you see any potential or utility for such a system?’, and ‘did you 

feel like InnoMap was any different from TUHAT when continuing the search from 

from previous session, and how?’. Asking leading or loaded questions was, of course, 

avoided, but since it was important to extract as much meaningful feedback from this 

small sample size as possible, it was important to ask questions that were guaranteed to 

be specific enough to yield relevant information.

When the interview was over, the participant was rewarded with the two cinema tickets 

as promised. This concluded the second session and that participant’s involvement in 

this experiment.

3.6 Data analysis and Findings

3.6.1 Participants 

The final participant count was six persons. The two pilot participants are considered as 

part of the result set. The six participants’ particulars are as follows: 

Image 21: Study participants

Image 22: Topics allocated for the participants
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As seen on the table, the age range of the participants was from 26 to 39, with the 

average of 30.8 The gender distribution was 50% male and 50% female, and four of the 

participants had Master’s degrees while two were PhD. The topics were chosen based 

on the enrolment questionnaire, in a way that creates no obvious bias towards either 

system.

3.6.2 SUS questionnaire

The SUS questionnaire results consist of 12 tables; each consisting of the scores of the 

scores one participant gave to one system. See next 3 pages for the tables (12 tables in 

total).
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As we can see from the result tables, the individual total SUS scores for the InnoMap 

are 40, 25, 80 32.5, 52.5, and 52.5, resulting in an average score of 47.1. 

Meanwhile, the individual score for the baseline system are 75, 75, 67.5, 85, 67.5, and 

77.5 with the average of 74.6

As the interpretation instructions for the SUS questionnaire state that a score above 68 

[14] implies better-than-average usability while a score below that implies the usability 

is worse-than-average, we have to conclude that the usability of the InnoMap was seen 

not only worse than that of the baseline, but also moderately worse ((68 - 47.1) / 68 * 

100 = 31 %) than the average. The baseline system, however, was evaluated as being 

slightly ((74.6 - 68) / 68 * 100 = 9 %) better in usability than the average system.

It should be noted that the data is one data point short of complete, since P2 missed one 

question when evaluating the InnovationMap. This missing data would not have had a 

major impact on the final results, however, especially since by looking at how the 

participant answered the other questions in that particular questionnaire, we can assume 

the missing question would have yielded quite a low score also.

3.6.3 Semi-structured interview analysis

The following is a summary of the participants’ answers in the interview. Some of the 

answers are translated from Finnish to English where appropriate.

P1: (…) I would rather say both systems [TUHAT and InnoMap] support each other, 

because people are used to using the traditional interface. What good about the old 

system [TUHAT] is that it’s traditional, easy to use, visually pretty simple. It’s not too 

cramped [with functionalities], and it’s easy to find things in the TUHAT system. 

InnoMap is interesting, but it feels like it would require some getting used to, because it 

feels like one kind of wanders aimlessly in there (…) if you want to find some previously

unnoticed paths between persons or projects, I believe you can do that (...) so it’s good 

as a supportive system. I would see these two systems best used parallel to each other, 

since I found completely different results in both. 

(…) I would [like to] improve the response time and the flow of the InnoMap, at time I 

wasn’t quite sure if I had pressed a button or not and whether or not the system is doing 

anything. One time the map didn’t move at all, and I opened a some entities needlessly. 

I also spent some time wondering how to get back, so I was missing that ‘back’ 

functionality of the more traditional web-sites. Also it’s not perfectly intuitive, when you 
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click on a research paper, you have to click again for it to open up for you, so there’s a 

bit of a lag where you’re thinking ‘is this giving me anything or not’. So I’d like more 

immediate feedback on my input. Maybe also I’d like to categorisation there, so that I 

could more easily browse between different projects or papers for instance, and where I 

drag a project onto the map, it would be nice to have an option to automatically spread 

all the related people onto the map as well, now I have to do it one by one. 

If found it useful that the InnoMap saved the previous search session, it allowed me to 

get faster into the same stuff [information space] (…) the fact that the history remains 

in there can be useful. 

I could see this [InnoMap] being useful internally in a research organisation as a 

project management tool. I’m not sure how this would work externally though, since 

everyone uses Google anyway. But it could be used to see who has been working on 

what projects or similar projects before, why are these groups not linked to each other 

and so forth. Looking for a social network, in a research context, could be a very useful 

application for this.

P2: At first I felt like this [InnoMap] was really difficult to use, but now with the groups

and people this somehow made more sense (…) The amount of information [in TUHAT 

was overwhelming] and I felt like I could more easily find relevant persons or groups 

using this [InnoMap] (…)

Yes I felt like it was easier to get going with this [InnoMap] during the second session 

[compared to TUHAT]

[On InnoMap] it could be more obvious what the various colours in the result list mean,

at times I was like ‘what are these green ones again, and what are these blue ones?’ Of 

course those persons are really clear but but…

I don’t feel like it made any difference [when continuing exploring the information 

space] that InnoMap had saved the previous search session. It helped that I was more 

familiar with the system now than the first time, but other than that, no.

I felt that now after the second session InnoMap started to feel more logical compared 

to TUHAT especially when I want to find certain people and see who or what they are 

connected to, so I can see that perhaps there would be some future value or application 

relating to that?
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P3: I feel TUHAT might be more familiar to a lot of users, it has this thing where you 

can search and put keywords and such, but I feel InnoMap is easy to learn (…) and I 

feel like there is more information provided than in TUHAT, and even though the topics 

were different I feel like I could find similar results with both. 

With InnoMap there was a time I wished I could exclude a keyword. And the 

information there… even though there are subheadings, there aren’t that many 

descriptions there as there are in TUHAT. And when I click on a topic it’s quite slow to 

load the content. Otherwise it’s quite easy to use and you get quite broad information on

what you want to look for.

I think it [InnoMap] would be useful, but not necessarily for research because people 

would still prefer to use Google Scholar and such platforms, but if I want to search for 

information, if I want to contact someone regarding my study, I would just put the 

keyword in there [in InnoMap] and sum them up together and it would be really easy to 

use InnoMap compared to TUHAT. In TUHAT you put a lot of keywords in there and it 

feels like it excludes some results, in InnoMap I feel like you can still see more results. 

I felt that continuing the search was easier with InnoMap since the keywords that I put 

in there were still there, in TUHAT you cannot do that.

P4: It’s nice that you can store the [entities] that you have search for [in InnoMap], in 

TUHAT if you want to go back you always have to start from the beginning, but TUHAT

it a lot faster and easier to use. If you were looking for articles [in InnoMap], then often

the links would be missing [and you couldn’t get any real information]. And now after 

this second session that I’m more familiar with TUHAT, I liked it a lot more, it was 

considerably faster to find the information you want, and the information was also more

relevant with TUHAT. (…) a lot of missing information with InnoMap, there was no 

point in clicking at anything because couldn’t get what you were looking for anyway.

In InnoMap I liked that you could easily go back on your search [without losing the 

context], I would combine the two systems so that you’d have the functionality of 

TUHAT but with the map of InnoMap. I didn’t really use InnoMap feature a lot where 

you put two entities on the map and search for their combination, I used it very little. I 

felt the information about how the various objects linked to each other was more 

intuitively presented in TUHAT.
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[I don’t see much future potential for InnoMap], I’d rather just use TUHAT, but I’d 

augment it with a functionality to store the search phrases or keywords like you can 

with InnoMap.

I felt TUHAT was easier to pick up when continuing from the previous session, I feel 

like I was now very familiar with it after the last time.

I feel InnoMap should have more information available, and it should be faster. It 

sometimes took a long time before any search results appeared, and sometimes there 

was nothing there at all.

P5: With InnoMap the whole approach is different. The old system [TUHAT] is perhaps

easier for me to use that InnoMap.

I think InnoMap has a fun idea. You can see the connections between the entities, and it 

functions as a mind map for you if you’re not entirely sure what you’re searching for. 

I’d improve on the artistic presentation: on the results list some of the keywords were 

stylistically a bit slanted, I didn’t like that, I’d rather they be straight. There are also 

very few links to the abstracts. 

I would perhaps see some commercial use for this, maybe in a library? I don’t know. 

Using an Apple computer distracted me so much I couldn’t really see any difference 

between the two systems with regards to continuing the search after the first session.

P6: TUHAT is easier to use, it gives… easy and efficient to use. You just type and you 

find what you’re looking for. In a way it’s the same with InnoMap (…) but TUHAT gives

the better results.

InnoMap is a good idea, it appeals the mind, appeals the brain, but I guess there is not 

enough information there, and the information is not easier to assess. If it was more 

user friendly, then this might work in the future. I was looking for a research group, and

in TUHAT you get the description, in InnoMap the keywords are there, the papers are 

there, you have to open everything one by one and it takes time.

I couldn’t really see any difference between the systems in continuing the search from a 

week ago.

Regardless of the [lack of] efficiency, I like the idea [of InnoMap]. Making it more 

efficient and making it easier to search and look for information I could see it being 

used commercially or in the public.
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The following observations can be made from the interview transcripts: 

• Three out of the six participants (P1, P4, P6) explicitly felt that InnoMap was 

too slow and contained too little information to be genuinely useful as a search 

tool. 

• Everyone except one participant (P4) saw the idea of the InnoMap as interesting 

and envisioned at least some future potential for it, provided the shortcomings 

could be remedied. 

• Three participants (P4, P5, P6) also specifically say they preferred TUHAT over 

the InnoMap. 

• Four participants (P2, P4, P5, P6) didn’t feel like InnoMap offered any 

advantage in terms of continuing the search from the previous session; P4 even 

said TUHAT specifically was easier to return to.

• Two participants (P2, P5) found room for improvement in the visuals of 

InnoMap: P2 thought the colour-coding of the entities could be clearer, while P5 

found the stylistically slanted keywords distracting.

• Two participants (P1, P4) would see some kind of a combination of the two 

systems as a potentially interesting solution. 

3.6.4 Expert-evaluations of the participant answers

To evaluate the participant answers, they were provided for the field expert (professor 

Jacucci) as anonymised. The anynymisation was accomplished by masking the answer 

sheet of each participant with an alias name, ranging from ’alpha’ to ’X-ray’ as  shown 

in the image below.
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Image 23: The alias names used for anynymising the participant answer sheets

This method ensured the expert evaluator would be unaware of the participants identity 

as well as the system (experimental or baseline) they had used. The answers were 

evaluated on a scale from 1 to 10 based on the perceived quality and relevance of the 

answers on the sheet. The scores for each alias are depicted in the below image:

Image 24: Expert evaluation scores

The scores do not mean anything by themselves, we have to allocate them to the 

appropriate systems and sessions and compare them against each other. As we can see in

image 25 the average scores for the first session are 5 and 6.3 for InnoMap and Tuhat, 

respectively. For the second session we have similarly 6.2 and 6.8. When ignoring the 

session and just averaging the scores of either system across both sessions, we get 5.6 

for InnoMap and 6.6 for Tuhat. 
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Image 25: Scores allocated to the two systems

These scores would seem to indicate that the overall quality and relevance of the 

participants’ answers is somewhat higher for the baseline system both in total, as well as

for each session individually. However, the scores for InnoMap improved in the second 

session (compared to the first session) considerably more than the scores of the baseline 

(difference of 1.2 points versus 0.5 points).

4. Discussion and conclusion
In this session I aim to provide discussion, insights and conclusions based on the user 

study and the results presented in the previous sections.

4.1 Usability and user experience
Before discussing the results and implications of the study, it is worth considering some 

of the aspects of usability and user experience (UX), and how applicable they are for 

evaluating a novel search interface. In their paper ’Examining the generalizability of the

User Engagement Scale (UES) in exploratory search’ [16] Heather O’Brien and Elaine 

Toms point out that measuring the usability of a search system has traditionally been 

very ’systems-based’, and revolved around measuring some easily quantifiable metrics 

only. These would involve things like for example retrieval time, number of queries 

used, mean size of query, number of relevant documents retrieved, an so on. The 

concept of UX, however, is a broader concept which aims to ’examine the quality of 

information interactions from the perspective of the user’. According to O’Brien and 

Toms, the evaluation of UX should include measures of fulfilment, play, and 

engagement in addition to the standard usability metrics such as efficiency, 

effectiveness, and user satisfaction. Further according to them, this is especially relevant
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in exploratory search, which emphasises ’learning, discovery, creativity and problem 

solving’. 

As we have seen, the scope of this thesis only allowed the processing of a limited set of 

metrics, namely the SUS questionnaire results, the expert-evaluated answers for the 

tasks, and the semi-structured interview answers. Considering the aspects of UX in 

addition to these more ‘traditional’ notions of usability would have certainly yielded a 

more rounded and thorough picture of the system and its potential, but at the same time 

we have to keep in mind InnoMap is still essentially at a prototype stage. Therefore the 

quality of the results from a deep analysis of all the UX aspects would not necessarily 

have been high enough to justify the increased time and effort required from the testing 

procedures. 

Therefore it should be noted that even though the evaluation and its results presented in 

this thesis offer a good a view into the usability and potential of InnoMap, they are not 

the entire picture or the whole truth. It could be advisable to conduct more wholesome 

UX evaluation on InnoMap at a later development stage.  

4.2 Answers to the research questions
We set out with four research questions, which we now provide answers to.  

RQ1: How does the usability of InnoMap compare to that of existing solutions? 

According to the results from the accepted ‘industry standard’ usability measuring toll, 

the SUS questionnaire, the InnoMap performed considerably worse than the baseline 

system (score of 47.1 versus 74.6, with the average system represented by score of 68). 

The answers given by the users in the semi-structured interview also suggest that 

InnoMap did not perform as might have been expected. Half of the participants clearly 

preferred the baseline system, with most of the criticism towards InnoMap regarding the

responsiveness (speed) of InnoMap, the lack of provided information, and the general 

unorthodoxy of the user interface, which made it unintuitive to use. However, most of 

the participants also felt that InnoMap had potential, and that it could become a useful 

tool if improved. 

It could therefore be concluded that in its present state the InnoMap offers no 

improvement over the existing solutions in terms of usability. With further development,

however, the situation could change. 
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RQ2: Could the usability of IM be further improved and how?  

By far the most criticism towards the InnoMap concerned the response times and the 

amount of useful information the system presented in the search results, and not so 

much the user interface itself. There were a few suggestions, however, to improve upon 

the design. One participant suggested improving the colour-coding of the entities by 

adding perhaps a legend that would be visible at all times. Another suggestion 

concerned the categorisation of the entities; the participant felt that the entity categories 

(such as ‘document’) are too broad, and would have liked to had been able to see more 

specifically what kind of documents, for example, the search results are. The same 

participant also wished it would be possible to ‘extract’ all the directly related entities of

a single entity (such as the authors [i.e. person entity] of a paper [i.e. document entity]) 

automatically onto the hexagonal map instead of adding them manually one by one. 

Additionally, one participant was unhappy with the graphical style of some of 

keywords, so perhaps some kind of an alternative, user-selectable graphical theme could

also be implemented in the system?  

RQ3: Does the entity explorer (InnoMap) better support gaining understanding of an 

unknown information space than conventional search tools?

We can answer this question by looking at the scores of the expert-evaluated participant 

answers. With the quality and relevance of the participant answers was evaluated, we 

can see that the InnoMap scored lower compared to the baseline in both sessions 

individually, and therefore overall as well. Admittedly the sample size is small, but 

consistent with the feedback received in the semi-structured interview. In the interview 

many participants noted that while InnoMap was an interesting concept, it did not seem 

to be any more convenient or efficient as a search tool than than the baseline system. 

Therefore, we have to conclude the answer to RQ3 in this point in time is ‘no’.

RQ4: Does the entity explorer better support long term exploration than conventional 

search tools?

The study found no real evidence to support the presumption that it does. The expert-

evaluated answers scored lower for InnoMap for the second session just as they did for 

the first, although the scores did improve more in the case of InnoMap than they did for 

the baseline system. The reason for this is no known, though: it could be an artifact 

created by the low sample size, or it could be because it took the participants two 

sessions to fully grasp the concept of the novel user interface. Additionally, four out of 
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six participants specifically stated in the interview that InnoMap did not offer any 

advantage or benefit over the baseline in terms of supporting long term exploration. 

These things considered, we have to conclude the answer to RQ4 is also ’no’.

4.3 Summary and conclusions
This user study was conducted as a Master’s thesis with the intention of find out if 

InnovationMap, a novel search interface developed by Khalil Klouche (at the time a 

researcher in the University of Helsinki) offered a measurable or otherwise noticeable 

improvement over the existing solutions. The experiment was designed in close co-

operation with Mr Klouce and professor Jacuzzi, and carried out using the facilities and 

equipment provided by the Helsinki University Department of Computer Science. The 

total of six participants of this within-subject experiment were recruited from amongst 

the university students, researchers, and alumni. The Helsinki university TUHAT portal 

was selected to act as the baseline system, against which the experimental system would

be compared. 

The participants took part in two sessions each, set one week apart to simulate the 

longer timeframe of an exploratory search scenario. Each participant was assigned four 

topics, two to be used for each system. These were chosen based on an enrolment 

survey the participants filled before the experiement, so that each participant would get 

topics they were the most unfamiliar with. Then during the first session, a participant 

would use both systems, one after the other, to search for information about the two 

given topics. They would also evaluate the usability of the two systems by filling in a 

SUS questionnaire after using each of them. The second session saw the participants 

undertake a task similar to the one in the first session, with the topics being the same as 

before. At the end of the session they got a chance to freely express their opinions in a 

semi-structured interview. 

The data gathered from this experiment consists of the SUS questionnaire answers, the 

interview answers, and the expert-evaluated session task answers. The analysis of the 

data suggests that the experimental InnovationMap system did not perform better than 

the baseline according to any of the defined metrics. 

The reasons for this outcome stand out fairly obvious from the participant interview 

answers. Even though the sample size of participants was minimal, they were all more 

or less homogenous in their opinions regarding both systems. As such it would seem 
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unlikely that a larger sample size would have led to any considerably different 

conclusions. InnovationMap was seen as an interesting, but ultimately somewhat 

pointless tool, which failed to offer any real advantage over the existing solution. 

InnoMap was slow to respond to user inputs and it lacked the search result information 

that was more readily available in the baseline system. InnoMap’s novel user interface 

was too alien for the users, although the improvement in the quality of the expert-

evaluated answers between the two sessions suggest the users did perhaps learn to use 

the InnoMap better during the second session. However, the scores were nevertheless 

lower than the baseline in both sessions. One of key features of InnoMap, the ability to 

save the search session for later use, was not considered particularly useful by the 

majority of the users, with only one participant specifically stating they liked the 

feature. 

InnoMap shows signs of promise and, as admitted by the participants, is an interesting 

concept. It would need to be considerably improved, however, if it was to ever become 

a serious contender for the established search interfaces.
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