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1 Introduction

Interconnection between people is at greater levels than any time before in history.
From 2009 to 2019, the percentage of the world population connected to the internet
increased from approximately 26% to 54% [1]. This interconnection has produced,
among many other things, the possibility for individuals all over the world to collab-
orate to solve a wide variety of problems, unbounded by time or space. Crowdsourc-
ing, a broad field centered around the completion of distributed tasks completed by
individuals, has experienced significant growth as a method to generate new data
and knowledge artifacts within academia and for-profit companies [2]. Furthermore,
crowdsourcing can be used to produce collaborative artifacts that would otherwise
be difficult or time-consuming for a single person to produce on their own, such as
Wikipedia articles.

The most common crowdsourcing paradigms in use today rely upon informa-
tion that is explicitly provided by many individuals, or through the collection of
implicit data generated by many individuals while they complete other tasks. Ex-
plicit data may include artifacts generated in direct response to a specific task, such
as translated sentences [3], digital transcription of historical documents [4], opinion
mining through review websites like Yelp and TripAdvisor [5], and recording traffic
and police activity [6]. Explicit data are consciously produced by the user. Implicit
data, by contrast, are typically generated as a natural consequence of some other
task completed by the user. Examples of implicit data include clickthrough rates
and time spent on a page [7], scrolling behavior [8], as well as physiological feedback
such as facial expressions [9], eye movements [10], and even skin conductance and
muscular activities in the brow [11].

While used in a wide variety of contexts with reasonable rates of success,
both implicit and explicit crowdsourcing approaches have their limitations. Ex-
plicit crowdsourcing tasks require conscious effort from individual participants who
are subject to fatigue over prolonged periods of time - participants may be tempted
to cut corners as completion of the task proceeds for too long, leading to reduced
quality of collected data [12]. Implicit crowdsourcing tasks requires careful design
and strong validation of assumptions as to what the implicit data they produce may
suggest - an improperly designed task that relies upon incorrect assumptions may
lead to the wrong conclusions being drawn from the data. Despite these limitations,
explicit and implicit data can be quickly and cheaply collected at scale over the
internet through platforms such as Amazon Mechanical Turk, where crowdsourcing
tasks can be distributed to groups of crowdworkers. The relative affordability and
flexibility offered by crowdsourcing makes it an appealing method to approach a
wide variety of problems.

Recent advances in the computational power of typical personal computers,
combined with improvements in lightweight equipment capable of recording neu-
rophysiological data in real-time, present an emergent opportunity to use machine
learning and real-time neurophysiological data to enable interaction with devices
and applications using brain activity. Brain-computer interfaces (BCIs) are systems
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which allow an individual to control a device or application using their own brain
activity. While most typical BCIs make us of electroencephalography (EEG), BCIs
can function using a variety of sensors and physiological sources of data.

BCIs offer alternative methods of user interaction with complex systems, as
well as provide a means of interaction for those with impaired or otherwise limited
physical movement that prevents the full use of a mouse, keyboard, or touchscreen.
Due to their nature of relying on brain signal information rather than just the phys-
ical gestures of a given user, sufficiently advanced BCIs could capture nuances and
intentions of the user that are otherwise lost or compressed when user intentions are
“translated” into physical inputs. Physical inputs, while precise and easy to mea-
sure, may not capture the full intentions or interests of the user. Beyond merely en-
abling replacing or augmenting interaction with applications via keyboard or mouse,
neurophysiological data captured in real-time shows promising applications within
the information retrieval community. Moshfeghi et al. (2013) showed that expo-
sure to relevant content produces neurological activity distinguishable from activity
produced from non-relevant content using functional magnetic resonance imaging
(fMRI) [13]. Furthermore, Eugster et al. (2014, 2016) demonstrated that EEG data
can be used to determine the relevance of textual content with respect to a topic of
interest. [14, 15].

Brainsourcing, presented in this thesis, is an approach that allows for crowd-
sourcing of information through the use of brain signals collected from many individ-
uals. While Blankertz et al. (2011) and others have demonstrated that information
can be inferred from brain signals collected via EEG [16], the performance of sys-
tems using such information varies widely between individuals, ranging from 50-80%
classification accuracy per individual, compared to average individual accuracies of
around 95% for explicit classification tasks [17]. This significant performance gap
leaves brain-based opinion inference as noncompetitive with respect to explicit opin-
ion mining. In this thesis, we hypothesize that brainsourcing can alleviate this gap
by applying a crowdsourcing paradigm to brain-based predictions. Brainsourcing
combines individual predictions inferred from multiple users into a single, more ac-
curate prediction. It is proposed that such group-based classification should achieve
better classification results than any model trained on a single individual. Addi-
tionally, matrix factorization techniques are applied to EEG-based predictions to
motivate further exploration of brain-based content recommendation systems.

In this thesis, it is investigated how EEG data collected from individuals can
be used to train classifiers that infer relevance of stimuli, how the results of such
classifiers can be combined to create significantly more accurate classifiers, and how
raw EEG data may be used in collaborative filtering techniques to predict EEG
patterns. The following hypotheses are tested:

H1: Stimuli classes can be predicted through differences in EEG signals collected
from individuals as they are visually presented with the stimuli.

H2: Stimuli class predictions derived from the brain signals of multiple individuals
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can be combined to produce more accurate predictions.

H3: Matrix factorization techniques applied to predictions derived from the brain
signals of multiple individuals can produce accurate predictions for stimuli in
which brain signal observations are not available.

Previous research has consistently demonstrated that EEG captures salient fea-
tures that correspond to underlying neurological activity with applications beyond
the medical domain. From the perspective of using EEG data to classify perceived
stimuli in a binary class setting, accuracy typically ranges between 60% to 80% per
individual. While doing this through brain signals alone may be impressive, this
has previously been achieved only by using stimuli of distinct categories, such as an
image dataset consisting of animals and non-animals. Using brain signals to distin-
guish between images of two separate classes within the same meta-category (such
as identifying hair color in a dataset of faces) has not been demonstrated before.

The benefit of conducting classification using brain signals can be derived from
its speed - typically subjects can be presented with a stimulus every 500ms. Addi-
tionally, presentation and classification of the stimuli can be achieved with relatively
little effort from participants - they are instructed to simply observe a computer
screen with a particular target in mind (“look for faces that are smiling”) as stimuli
are rapidly presented to them.

Crowdsourced data annotations via Amazon Mechanical Turk achieve accura-
cies from 30% to 80% in various contexts [18, 19], however such tasks are usually
quite complex, e.g. sentiment analysis of a body of text. Sentiment analysis is sev-
eral degrees of magnitude more complex than simply distinguishing between blond
hair and dark hair. A better comparison is crowdsourced annotations of visual fea-
tures, such as bounding boxes for certain objects. The labels within the Youtube-
BoundingBoxes dataset are estimated to have an accuracy of approximately 95%
[20]. As this thesis focuses on crowdsourcing labels of visual data, this is a suitable
performance benchmark.

In addition to introducing a new crowdsourcing paradigm, matrix factorization
successfully applied to brainsourcing results would suggest that there are future
opportunities in creating brain-based content recommendation systems. While such
systems likely require widespread use of BCIs with highly accurate sensors, they are
worth exploring in an experimental context.

F1 classification scores exceeding 0.90 were achieved using a brainsourcing
model using data from 8 participants, with asymptotic improvements to these results
as data from additional participants were added. A matrix factorization approach
achieved a mean F1 classification score of 0.67 across all tasks at 70% sparsity, with
significant reduction in performance as level of sparsity increased. Our results sug-
gest a significant addition to existing crowdsourcing techniques: mining information
directly from the brains of individuals via changes in neurological electrical activity,
and combining predictions from many individual users to produce a significantly
more accurate classification model. Brainsourcing could allow the crowdsourcing
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community to utilize neurological data containing novel features and latent infor-
mation that otherwise cannot be captured using conventional methods.

This thesis is organized as follows: Section 2 provides a detailed overview of the
relevant background literature, Section 3 provides an overview of the documented
experiments, including research questions, study design, and general methodologies.
Section 4 answers the research questions and provide details of the experimental
findings. In Section 5 we discuss the findings with the express purpose of under-
standing them within a greater context. Finally, in Section 6 we provide closing
remarks.

2 Background

This section provides an overview of the relevant scientific literature. Section 2.1
defines and describes crowdsourcing and its various forms. Section 2.2 defines elec-
troencephalography and provides a brief overview of its history, typical equipment
configurations, data properties, and common sources of noise. Section 2.3 explains
in detail event-related potentials and their properties as they relate to this thesis.
Section 2.4 describes the history and framework of brain-computer interfaces. Sec-
tion 2.5 provides an overview of the relationship between BCIs and machine learning
methods, and explains in detail how these methods may be applied to classify EEG
data. Section 2.6 discusses the preprocessing and cleaning of EEG data, and Section
2.7 provides a brief overview of collaborative filtering and matrix factorization.

2.1 Crowdsourcing

Crowdsourcing refers to a distributed problem-solving and production model in
which human workers, unbounded by time or location, perform designated tasks
over networked computing systems [21, 22]. While these tasks are difficult to au-
tomate, they can nonetheless be solved together by humans and computer systems
by dividing the work among many individuals [23, 24]. Within a crowdsourcing
paradigm, a large and complex problem is split into simpler components, which can
then be solved by a variety of contributors. Crowdsourcing can provide complete
or partial solutions to many non-trivial problems, including tasks that range from
purely routine and cognitively simple such as text transcription via reCAPTCHA
to complicated and creative tasks such as researching purchase decisions and col-
laborative writing projects [25, 26, 27]. Independent of an actual task’s nature or
purpose, a generic crowdsourcing task must be divisible into lower-level tasks, such
that each lower-level task can be completed by individual members of the crowd.

Crowdsourcing tasks can be divided into two primary categories: macrowork
and microwork [28]. Macrowork often requires specialized skills and can take much
longer to complete (such as open source development of software). Microwork typi-
cally involves performing small tasks that are difficult for computers, but otherwise
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require no specialized skills. Simple examples of microwork tasks include labeling
or transcribing sections of videos [29], defining regions of images or videos that are
likely to draw the visual attention of an observer [30], and recognizing features within
an image that reliably facilitate a fine-grained categorization goal [31].

Microwork can be further divided into implicit and explicit tasks [32]. Explicit
tasks can defined as tasks which the artifacts produced by the crowdworkers are the
artifacts of interest, while implicit tasks are tasks in which the outputs may be out-
side the conscious awareness of the workers. Implicit crowdsourcing is distinguished
from explicit crowdsourcing such that it does not involve users directly contributing
to a problem’s solution. Instead, it involves users completing a task that provides
the system with information for another task, based on the user’s actions and ac-
tivities recorded while completing the implicit task. Implicit crowdsourcing allows
for the inference of useful information from many users simply by observing how
they interact with a given system. Rather than instructing users to directly provide
the information of interest, they are instead asked to perform some task while their
behavior is observed and data are collected. These data are then processed and
analyzed for insights and novel information.

Figure 1: Left: Screen capture of the ESP game, where users try to describe an
image using the same words as their team member. Right: A version of Google’s
reCAPTCHA service that has users prove they are human by selecting images that
contain a specific feature (in this case, swimming pools).

There are a wide variety of forms implicit crowdsourcing can take. One example
is the ESP game, where two users collaborate to provide single-word descriptions
of images while being restricted by a list of “taboo” words. Words that both users
suggested are then used as labels to tag Google images [33]. Another example are
reCAPTCHA services, which may provide text scanned from old books that could
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not be digitally transcribed by computer and has users complete recognition tasks
involving known and unknown texts in order to prove they are human. The results
are then used to digitize the scanned books [34]. Another form of the Google’s
reCAPTCHA service has users select images that contain a certain feature, such as
road markings or automobiles, to prove that they are human, while the results are
used to featurize image datasets so they can be used to train machine vision models.

Implicit crowdsourcing has also been used in estimating preferences in recom-
mender systems [35], relevance assessments from search engine usage [36, 37], and
even for understanding behavioral patterns from different types of search behavior
[38]. Such approaches typically require users to complete a small research or fact-
finding task while their cursor movements and keystrokes are recorded. This data
is then analyzed to discover novel latent behaviors and features.

Implicit crowdsourcing is not limited to constructing datasets for purposes of
building machine learning models or designing better search engines. Foldit, a puz-
zle game where players fold proteins, has facilitated the discovery of previously un-
known native structures for enzymes [39] and is credited with the first crowdsourced
redesign of a protein catalyst commonly used in synthetic chemistry [40].

Figure 2: Left: Screen capture of FoldIt, a physics-based puzzle game where users
fold proteins. High scoring solutions are investigated by scientists to determine
if novel native structure can be applied with real-world proteins. Right: From
Athukorala et al. (2016), browser behavior is recorded while a user completes dif-
ferent search tasks. Such data can be used to identify key differences in behavioral
patterns with respect to the search task or to optimize search engine results [38].

2.2 Electroencephalograpy

Electroencephalography (EEG) is a technique used to measure voltage fluctuations
that are produced by neurons in the brain. EEG first appeared in the late 19th
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century, when in 1875 English physician Richard Caton published his findings on
electrical phenomena occurring in rabbit and monkey cortices [41]. In 1890, Polish
physiologist Adolf Beck published his own experimental findings where he placed
electrodes directly on the surface of rabbit and dog brains and concluded that the
changing electrical activity suggested the existence of brain waves [42]. In 1924, Ger-
man physiologist and psychiatrist Hans Berger became the first to record electrical
activity of the human brain and is credited as the inventor of the electroencephalo-
gram - the record of activity as recorded via EEG [41]. Berger’s work was distin-
guished from previous work like Caton’s and Beck’s, as he measured the electrical
activity through the scalp, rather than through the previously used invasive methods
that required surgical application of the electrodes. As with Berger’s work, modern
EEG is typically conducted non-invasively via electrodes placed on the surface of
the scalp.

EEG was refined throughout the 1930s by Edgar Adrian and Bryan Matthews
who studied abnormalities in Berger rhythms, while Gibbs, Davis and Lennox
demonstrated EEG could be used to detect epilepsy [43]. In the 1960s, William
Grey Walter discovered the contingent negative variation (CNV) effect, a negative
spike of electrical activity which appears in the brain approximately a half of a
second before a person becomes consciously aware of an intention to move. Since
then, and with the aid of improved analysis tools made possible by significant ad-
vancements in computer systems, EEG has been used clinically to study differing
brain patterns in those suffering from sleep disorders [44], schizophrenia [45], and
autism [46, 47], among many other neurological conditions. In addition, EEG has
been used extensively to study human cognition, ranging from altered states of con-
sciousness induced by meditation [48] and psychoactive chemicals [49, 50, 51], to
problem solving [52], language [53, 54], and human emotions [55, 56].

Figure 3: Left: The EEG montage containing approximate scalp locations of elec-
trodes used throughout the neurophysiological experiment presented in this thesis.
Middle: Approximate brain regions relevant to the neurophysiological experiment
(superior view). Right: Approximate brain brain regions relevant to the neurophys-
iological experiment (lateral view).
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2.2.1 EEG Equipment

Compared to other methods for measuring neurological activity, EEG equipment is
relatively affordable and offers high temporal resolution and mobility. Magnetoen-
cephalography (MEG), another technique that measures electrical activity of the
brain, requires shielding from external magnetic signals (such as Earth’s magnetic
field) and requires the subject to remain seated. MEG equipment (which can cost
upwards of 2 million USD), is typically housed in a special magnetically sealed room,
further limiting its mobility. EEG equipment, by contrast, is quite mobile, does not
require a special room or facility, and the effects of most electrical interference can
be mitigated through basic preprocessing techniques applied to the collected data.
Functional near-infrared spectroscopy (fNIRS), another technique to measure neu-
ronal activity, offers similar mobility and spatial resolutions, however it has lower
temporal resolution than EEG. Due to EEG’s cost-effectiveness, mobility, and long
history within the field of neuroscience, EEG has been used to produce an extensive
body of scientific literature.

Modern EEG equipment consists of a cap covering most of the head that con-
tains electrodes which measure voltage fluctuations across the scalp. Not all EEG
configurations are the same - some experimenters may rely upon the use of 32 or
more electrode sites, while others use 10 or fewer. While the number of electrodes
can vary across EEG configurations, they have standadized locations and labels
[57]. Figure 3 (left) displays the locations and labels of 32 electrodes used in the
experiments described within this thesis. Electrode labels are abbreviated in a man-
ner such that locating an individual electrode is a matter of recognizing the brain
area over which it is placed. The regions are denoted as follows: Pre-frontal (Fp),
Frontal (F), Central (C), Temporal (T), Parietal (P), and Occipital (O). Electrodes
that are placed between these regions have labels combining the associated regions:
Frontal/Central (FC), Frontal/Temporal (FT), Central/Parietal (CP), and Tempo-
ral/Parietal (TP). Additional sites include the external occipital protuberance or
inion (I), located at the back of the skull, and the nasion (N), located at the depres-
sion in the skull above the bridge of the nose and between the eyes. The numbers
associated with each label indicate an electrode’s lateral location. Even numbers
are used for electrodes placed on the right hemisphere while odd numbers are used
for electrodes placed on the left hemisphere. Electrodes placed at the lateral center
use the letter ’z’ instead of a number.

While it is common to refer to measured scalp voltages by a single electrode site,
standard EEG equipment utilizes a differential amplifier, which records the difference
between two or more inputs before amplifying the associated signal. Therefore, the
measured voltages from a single electrode site are always a difference relative to
voltages measured elsewhere. These differences are typically calculated using one
of two methods: common reference derivation, and average reference derivation.
Common reference derivation calculates the difference between a reference site (often
placed near the ears) and the electrode in question. Average reference derivation
calculates the difference between a single electrode and the average voltage of all
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other electrodes on the scalp.

When using common reference derivation, reference sites must be carefully se-
lected to avoid introducing a polarity bias or additional noise in the recordings.
For example, reference sites along the jaw can be problematic as they will pick up
electrical activity related to talking and regular clenching behavior, while reference
sites that are placed on one side of the head will most likely produce an artificial
asymmetry between hemispheres [58].

2.2.2 Properties of EEG Data

EEG data are continuous recording of voltages from multiple electrodes placed on
the surface of the scalp. Thus, EEG data can be described using both spatial and
temporal features. The spatial resolution of EEG data is rather poor when compared
with other brain imaging techniques, such as functional magnetic resonance imaging
(fMRI). Despite electrodes being placed in standardized locations that are associated
with particular brain regions, localization of measured EEG phenomena at a given
electrode site is not necessarily a consequence of neurological activity occurring
beneath the electrode. The signals recorded from an electrode are a result of many
electric potentials generated by millions of neurons - using EEG to attribute any
recorded event to a particular group of neurons is not feasible. Additionally, the
conductivity of the brain and skull is heterogeneous in nature. As the associated
electrical potentials produced by neurons propagate throughout the brain and reach
the scalp, their properties are subject to interference and change. Thus, special
mathematical techniques must be used in order to estimate the localization of these
events [59].

Neural Oscillations The high temporal resolutions makes EEG suitable to de-
tect a variety of neural oscillations and other phenomena that can be used to qualify
different mental states. Neural oscillations are grouped by frequency bands. Delta
waves, the slowest detected neural oscillation, are associated with deep sleep and
occur between 0.5 and 4 Hz [60]. Theta waves (4-8 Hz) are not yet well-understood,
although they have been linked to arousal [61], location within an environment [62],
as well as learning and memory [63]. Alpha waves (8-12 Hz) are associated with
relaxation and are inversely associated with focused attention and sleep quality. In
other words, the better rested and the more engaged a subject is when completing
a particular task, the lower the amplitudes of their alpha waves. Alpha waves can
serve as both a source of noise as well as a component to other neurological phenom-
ena. Alpha waves typically refer to patterns that originate from the visual cortex.
Mu waves, the motor counterpart to alpha waves, are found over the motor cortex
[58]. Beta waves (12.5-30 Hz) are associated with normal waking consciousness and
alertness [64]. The function of gamma waves, the fastest oscillations that occur
between 25 and 140 Hz, is disputed [65], however they have been linked to atten-
tion, object recognition [66], and working memory [67]. Abnormalities in gamma
waves are associated with a variety of cognitive disorders, such as schizophrenia [68],
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Alzheimer’s disease [69], as well as bipolar [70] and major depressive [71] disorders.

2.2.3 Artifacts

This section introduces the common noise sources typically found within EEG
recordings. While EEG is designed to detect electrical phenomena produced by
neurons within the brain, all non-invasive approaches use electrodes placed on the
scalp to measure voltage fluctuations. Electrical activity at the surface of the scalp
is produced by a wide array of physiological phenomena - neural activity consti-
tutes only a small fraction of detectable fluctuations in scalp voltage. Thus, EEG
recordings also capture a significant amount of noise and activity unrelated to neu-
ral processes. These sources of noise are known as artifacts, and if not properly
accounted for, can prevent proper analysis and even lead to incorrect conclusions
being drawn from the data. In order maximize the signal-to-noise ratio within EEG
recordings necessary to produce reliable and reproducible findings, it is critical that
we understand potential noise sources and how they can be isolated from EEG
signals.

Physiological Artifacts Physiological artifacts are produced by a variety of bi-
ological sources. Muscular activity, such as jaw clenching or head and hand move-
ments, will generate electric potentials as the associated muscles contract. Eye
movements and blinking are the most common sources of physiological artifacts. A
stationary eye forms a dipole, which produces a voltage gradient across the scalp.
As the eye moves, this gradient shifts, with more positive voltages appearing on the
side of the scalp towards where the eyes are pointed [72]. Similarly, eye blinks cause
vertical movements, which produce artifacts most noticeable at electrodes placed
towards the front of the scalp. During an EEG experiment, it is common to record
eye movements with electrooculography (EOG) in order to aid with data cleaning.
It is also possible to reduce these physiological sources of noise by simply instruct-
ing subjects to avoid unnecessary arm, hand, and mouth movements, and to reduce
unnecessary blinking. When feasible, designing experiments that do not require
physical inputs from the user or that keep a subject’s gaze fixed at a single point
can also reduce these sources of noise.

There are also sources of physiological noise that are completely beyond the
control of a subject. The salt in human sweat changes the conductivity of the scalp
and associated reference sites, causing gradual changes in voltage measurements
as subjects perspire. Respiration is also a source of noise, as it causes cyclical
movements of the head and chest, which may also cause slow waves in the EEG
recordings. A subject’s pulse may also produce regular artifacts if an electrode is
placed near an artery or blood vessel. [73].

Non-physiological Artifacts In addition to physiological sources of noise, noise
can be produced from a variety of external and experimental conditions. Line noise
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from electrical infrastructure and equipment (such as computers within the exper-
imentation room) can generate small amounts of constant noise (typically within
the 50-60 Hz range) that is detected by the EEG equipment. Artifacts may also
be generated from an EEG cap that is not properly secured to the subject’s head.
Electrodes must remain still throughout data collection; any movement can cause
the measured voltages to fluctuate significantly. Furthermore, electrodes that are
not placed close enough to the scalp may not record any voltage changes at all. Arti-
facts generated from improperly securing or applying electrodes are easy to identify,
as they are usually only present in certain channels. Depending on the extent and
severity of the noise, these types of artifacts can be difficult to correct for, and can
involve simply dropping the affected channels from the analysis.

2.3 Event-related Potentials

Event-related potentials (ERPs) are brain responses to a specific stimulus, cognitive,
or motor event [58]. ERPs depict the changes in recorded scalp voltages correlated
with some experimental event (e.g. a face with blonde hair presented to the subject).
In a typical experiment utilizing ERPs, the test subject is presented with some
stimuli, such that the introduction of the stimuli can be easily linked to a point in
time within the collected electroencephalogram. Stimuli may vary in their sensory
modalities; in other words, if it can be perceived by a human sensory system, it can
be used as a stimulus.

While the stimuli used in the experiment presented here exclusively fall within
the visual domain, experiments utilizing ERPs may also use stimuli that can be heard
(auditory), felt (tactile), smelled (olfactory), tasted (gustatory), or are kinesthetic
in nature (engagement of muscles and/or joints). In the case of visual modality, the
stimuli may consist of faces, images of objects and scenery, or other content related
to the research area of interest, such as words and sentences for neurolinguistic
research.

ERPs can be isolated by splitting a continuous EEG recording into time win-
dows coinciding with the stimuli onset, known as epochs. Epochs typically consist
of EEG data 100-250 ms before a stimulus and 500-1200 ms after a stimulus. The
epoching of EEG data is depicted in Figure 4.

ERPs are characterized by positive and negative voltage fluctuations and their
associated peaks, referred to as ERP components. ERP components are named
using a letter indicating the polarity of the peak (N for negative and P for positive),
followed by either the latency of the peak in milliseconds relative to stimulus onset or
an ordinal indicating when the peak has occurred. In this case, components can be
translated using multiples of 100. Thus the P1 component is roughly equivalent to
the P100, the P2 = P200, and so on. These naming conventions are approximations:
the P300 component may occur between 300 ms and 800 ms, depending on the task,
stimulus, and subject. It is not uncommon for ERP components to have a latency
that does not quite match what their description suggests (for example, the N400
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Figure 4: Epoching of EEG data. Each rectangle represents an epoch, while the
green vertical lines indicate onset of a stimulus. The vertical axis denotes changes
in voltage. In this example, EEG data are distinct for each epoch, however it is also
common for epochs to contain overlapping EEG data.

component can occur before the P300 component).

Since ERPs are isolated slices continuous voltage fluctuations, ERP components
are often heavily influenced by components that precede them, including components
from different epochs. A strong positive component that occurs before a negative
component will affect the amplitude of the negative component, and vice versa.
Voltage peaks that occur before each ERP component can also affect the latency
of the next ERP component, and changes in latency can in turn cause additional
changes in peak amplitudes. This makes isolating individual ERP components quite
difficult, as there are multiple confounding factors that influence how a component
may be expressed.

Due to these factors, is worth bearing in mind that ERP components are not
necessarily identified from their peaks alone. An ERP component requires an analy-
sis of multiple features in order to be properly isolated and identified; a component’s
associated peak is simply an additional salient feature that is often easiest to identify
upon first inspection [58].

There are three types of ERP components: exogenous, endogenous, and motor.
Exogenous components are affected by the presence of the stimulus itself and its
associated characteristics (such as an image’s brightness or the volume of a tone).
The N100 is an example of an exogenous component and can be found at frontal,
parietal, occipital, and especially at central recording sites [74]. Endogenous com-
ponents are typically unaffected by stimulus modality or characteristics and are
associated with higher cognitive processing. Endogenous components usually occur
later than exogenous components. The P300 is an endogenous component. Motor
components are produced during the preparation and execution of a motor move-
ment. The readiness potential (RP), original German bereitschaftspotential, is an
example of a motor component. It is characterized by a negative shift at the front
and central electrode sites preceeding a physical response up to a full second before
the actual physical movement is made. The RP’s lateralized derivative lateralized
readiness potential (LRP) is easy to isolate from other ERP components and has
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been widely used in cognitive studies [75, 76, 77].

Next, we provide an overview of ERP components relevant to this thesis. A
much more thorough discussion of other ERP components, including interpretations
and relevant experiments, can be found in [58].

2.3.1 P300 Component

The first report documenting the P300 component (sometimes referred to as the
P3 component) was published by Sutton et al. (1965), which found an association
between a parietal scalp positivity occurring around 300ms that varies in magni-
tude based on how predictable or probable a stimulus is [78]. Duncan-Johnson and
Dunchin (1977) further explored this and found that the less common a relevant
stimulus is, the larger the P300 wave it produces when presented to a subject [79].
In other words, when looking for a specific target stimulus, the more non-target
stimuli seen before the target stimulus of interest appears, the larger the positiv-
ity produced in response to the target stimulus. Exploiting this phenomenon now
known as the oddball paradigm, research by Squires et al. (1975) distinguished two
types of P300 component - the P3a and the P3b [80]. The P3a component appears
as a maximal positivity at the scalp over the front lobe, whereas the P3b component
is a maximal positivity measured at the top rear of the scalp above the parietal lobe.
Typically, when the P300 or P3 component appears in a research text, the authors
are referring to the P3b component. For the sake of consistency we will use P300 to
refer to the P3b component throughout the rest of this text.

Since Sutton’s preliminary work, multiple theories of the P300’s neurological
origins have been proposed, although there still is no clear consensus as to how or
why the P300 is produced. A theory first popularized by Donchin (1981) argues
that the P300 component is associated with context updating and the allocation of
attention [81]. The more attentional resources used for a given task, the larger the
amplitude of an evoked P300. The converse is also true: P300 amplitudes tend to
be smaller if a subject is allocating their attention to multiple unrelated tasks.

The P300’s latency is directly associated with a task’s difficulty and the cog-
nitive abilities of an individual [82]. The relevance of stimuli to a given task also
matters: the cognitive processing of irrelevant stimuli (such as a sequence of dark
haired faces in a task where the user is instructed to look for faces with blond hair)
produces smaller P300 amplitudes than stimuli that are relevant (in this example,
faces with blond hair). The P300’s peak latency can vary dramatically, ranging
from 250 ms to 500 ms or even longer depending on the task. This latency also
varies between individuals and is influenced by a variety of factors. Age and the
progression of certain neurological diseases, like dementia, increases P300 latency
[83]. Cognitive abilities also influence the P300’s latency - individuals with larger
working memories exhibit a shorter average P300 peak latency when compared to
individuals with smaller working memories [84].

In context-updating theory, the P300 is an indication of a mental abstraction of
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the stimulus being updated. While some work mistakingly assumes context updat-
ing refers to working memory, this was not Donchin’s intended meaning, although
experiments that assume a shared relationship between the P300 component and
working memory updates have nonetheless achieved reasonable results [58]. While
the specific details still remain to be settled, it can be safely assumed that the P300
does reflect some mental model being updated after an unexpected event or stimulus.

More recently, distinctions in P300 components have been used to assess rele-
vance of content via word informativeness within a sentence [15, 85]. In [85], high-
information words, such as “India” or “genome”, elicit ERP components that are
distinct in nature from ERP components elicited by low-information words, such
as “is” and “from”. The informativeness of a given word (as determined by the en-
tropy of its associated distribution within a language model) associated with larger
positivity in the P200, P300, and P600 components.

2.3.2 N170 Component

The N170 was first recognized by Jeffreys (1989), when he compared ERPs pro-
duced by face and non-face stimuli and noticed a small difference at central midline
sites from 150 ms to 200 ms [86]. The N170 component indicates that the average
human brain can distinguish between faces and non-faces within approximately 150
milliseconds. This response may be slower when the faces presented are obscured
or otherwise difficult to immediately distinguish. Segmentation of faces into their
individual components can also increase latency of the response, however this gener-
ally only applies when the features are shuffled in a manner such that typical facial
structures are no longer preserved. Visual processing of faces is considered to be
at least somewhat automatic [87]. Rossion & Jacques (2012) found that the N170
component is indeed related to face perception, rather than as a product of process-
ing lower-level features that happen to appear more frequently in faces [88]. The
fusiform gyrus, a region of the brain associated with facial processing, is attributed
as a likely contributor to the N170 component [89, 90, 91].

The N170 is not just associated with facial recognition. Recent research has
suggested that it is also linked to some neural mechanism related to visual domain
expertise. Tanaka et al. (2001) found differences in the N170 response when present-
ing bird and dog experts depending on the image they were shown. Dog experts had
more pronounced measured N170 components when viewing images of dogs than of
birds, while the measured N170 components of bird experts were stronger for im-
ages of birds than of dogs. In both instances, the N170 components were stronger
in experts than in non-experts presented with the same images [92]. In experiments
conducted by Rossion et al., simultaneous presentation of a face stimulus alongside
a stimulus for some item of expertise resulted in a reduce N170 response elicited
by the face stimulus, suggesting these processes produce competition for the same
neural circuitry [93, 94].
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2.4 Brain-computer Interfaces

A brain-computer interface (BCI) can be defined as a device that allows for inter-
action with a machine or system using neurological activity. The term was first
introduced in 1973 by Jacques Vidal [95]. Using a non-invasive approach that relied
upon EEG recordings, his work was significantly limited by the computational power
available. The paper demonstrated a proof of concept, although without practical
results. In 1977, Vidal published work that demonstrated the first human-controlled
BCI application using EEG, where a user controlled a cursor to navigate through a
simple digital maze [96]. While they typically employ data derived exclusively from
neurological sources, BCIs may be enhanced with additional physical information,
such as eye movements [97], heart rate [98, 99], and skin conductivity [100].

2.4.1 Invasive and Non-invasive BCIs

BCIs can be non-invasive (EEG, fNIRS) and invasive (implanted in the brain).
Invasive BCIs, while effective and capable of capturing more accurate data from the
brain, are prone to complications and can gradually lose their effectiveness over time
as scar tissue builds up around the implantation site [101]. Semi-invasive BCIs, such
as those utilizing electrocorticography, offer similar data quality and are less prone to
complications [102]. In electrocorticography, electrodes are placed beneath the dura
mater (the outermost of three protective membranes surrounding the brain and the
inside of the skull). Due to the risk of medical complications and the high surgical
costs, invasive and semi-invasive BCIs are typically more suitable for individuals
with a defined medical need for such a device.

Non-invasive BCIs, on the other hand, do not require surgery and may utilize
a variety of equipment types, ranging from affordable and consumer-grade wearable
headsets for simple applications when low-precision readings are sufficient [103], to
more expensive research-grade equipment that require longer setup times but also
offer more accurate recordings. While non-invasive BCIs could theoretically use any
type of neuroimaging approach, EEG, fNIRS, and MEG are the most popular, as
they offer the temporal resolutions necessary for correlation of neural features with
external events in real-time (thus enabling real-time interaction by the subject).

2.4.2 Active, Reactive, and Passive BCIs

BCIs can also be classified into three categories based on how a user may interact
with them, as defined by Zander and Kothe (2011): active, reactive and passive
[104]. With active BCIs, users must exert some level of control over their brain
activity. In the Hex-O-Spell, a mental typewriter developed by Blankertz et al.
(2006), this is done by imagining various motor movements; a user imagines a right
hand movement to move a cursor clockwise, and imagines a right foot movement to
select a character that the arrow is pointed at [105].

In a reactive BCI, the application is controlled using the user’s brain activity
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in response to a stimulus, often modulated by the user. In RelaWorld, a virtual
reality meditation system, neurofeedback is used to guide subjects through various
meditation practices [106]. As the user progresses in the exercises (measured by
alpha and theta activity), a virtual “energy bubble” of increasing opacity appears
around the user as they become more relaxed, and their relative height within the
virtual space increases as they become more focused. Users of the system reported
higher feelings of well-being, concentration, and presence than controls. In Eugster
et al. (2016), a proof-of-concept application recommends a Wikipedia article based
on its perceived relevance with respect to a topic word of interest, as measured by
the brain activity of participants as they read the article’s introduction [15].

In a passive BCI, brain activity is recorded and utilized without any conscious
effort from the user. Khan and Hong (2015) presented a passive BCI utilizing fNIRs
that is worn by users in a driving simulation. As the user navigates around a city,
their brain signals are recorded and analyzed; if the user’s brain signals indicate
they are becoming drowsy, an auditory warning is played [107].

2.4.3 Assistive and Non-Assistive BCIs

Much of the initial motivation to develop sophisticated BCI applications was to
provide assistive systems for the disabled [108], particularly in disabled individuals
with progressive diseases that may influence their ability to use assistive technologies
requiring physical inputs [109]. Assistive BCIs may be invasive [110] or non-invasive
[111]. The general principal behind assistive BCIs is to facilitate interaction between
a person with limiting conditions and the physical or digital world. While there
has been some success and progress since the early 2000s, assistive BCIs do not
necessarily perform better than other assistive technologies that do not attempt to
harness brain activity.

A notable example of a BCI failure is with Astrophysicist Stephen Hawking.
Hawking, who suffered from Amyotrophic Lateral Sclerosis (ALS), a progressive neu-
rogenerative disease that increasingly limits the muscle movements of those afflicted
with the condition, eventually lost his ability to speak due to the progression of the
disease. Hawking was nonetheless granted some degree of autonomy through the
use of a motorized wheelchair and computer system that would speak sentences he
wrote using the remaining muscle functionalities he still had in his hands [112].

As the disease progressed, it became increasingly difficult for Hawking to use the
assistive system. Communicating complex ideas eventually took far too long to allow
for Hawking to engage in ordinary discussion. From 2011 to 2012, attempts were
made by the company Neurovigil to implement a BCI utilizing scalp electrodes that
would allow Hawking to control his computer using motor imagery brain responses
(produced when Hawking imagined the movement of his left or right hand) [113].
However, the developers could not get the device to record a signal accurately enough
as to reliably control Hawking’s computer system, and the project was abandoned
[114]. A collaboration with Intel eventually produced the Assistive Context Aware
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Toolkit, which used a mixture of specialized UI design and predictive text input to
more than double the rate at which Hawking could communicate his ideas [115].
This system still required Hawking to use the muscles in his face, rather than his
brain signals, to control the application.

While Neurovigil’s BCI for Hawking failed to achieve the desired quality of
results, attempts to produce BCIs for patients with disabilities (including ALS)
have demonstrated promise [116, 117, 118], including non-invasive applications that
function outside a laboratory and are suitable for everyday use [119].

BCIs for healthy users have been less popular, as they typically do not provide a
superior alternative to existing modes of interaction. Most BCIs intended for healthy
users are non-invasive, and thus suffer from poor spatial resolution and low signal-
to-noise ratio, which leads to poorer performance. For example, users of the Hex-O-
Spell were capable of writing less than 1 word per minute [105]. Currently, this is not
remotely competitive with other input methods, where typing speeds of around 36
words-per-minute are achieved on mobile phones with touch screens (SD = 13.22,
N = 37370) [120], and 52 words-per-minute (SD = 20.20, N = 168960) achieved
using a physical keyboard [121].

Another common limitation for non-assistive BCIs for healthy individuals is
cost-benefit ratio - most EEG systems used in academic research are beyond the
price range for the casual able-bodied hobbyist. More affordable consumer-grade
systems, such as the Muse headband, collect EEG data of sufficient quality as to
adequately visualize various ERP components (including the P300), making them
theoretically suitable for real-time BCI applications [122]. Such findings should be
carefully considered, as the nature and quality of the components captured by such
consumer-grade wearables significantly differs from those captured by laboratory-
grade equipment [122]. Furthermore, studies that use data collected from consumer-
grade wearables typically rely upon slower deep learning models to accurately classify
the recorded signals, making such approaches unsuitable for real-time applications
[123, 124].

Since their first introduction in the 1970s, BCIs have changed dramatically in
scope and capability. As computational and brain imaging technologies improved,
more advanced applications of BCIs have become possible. In Jacques Vidal’s pre-
liminary work, the main computer his team used was an IBM 360/9. which was
equipped with, in Vidal’s words, an “exceptionally large core memory of 4M bytes”.
With the advent of powerful consumer hardware, real-time BCI applications have
become much easier to develop and test, such that they are more limited by data
quality and sensor accuracy rather than computational power.

2.5 Machine Learning for BCIs

Most non-invasive BCIs typically require some statistical classification technique
applied to collected data in order to function. There are a variety of methods
that can be used, from support vector machines (SVMs) to neural networks, but

17



here we will focus our discussion on linear discriminant analysis (LDA). LDA is
computationally simpler than SVMs and neural networks, and our work focuses on
ERP studies, which usually involve a binary classification problem. LDA is also
robust to unbalanced data, and has demonstrated competitive results in previous
work [16, 125]. A more comprehensive review of classification techniques within the
context of EEG-based BCIs, from simple to computationally advanced, can be found
in Lotte et al. (2007) and Lotte et al. (2018) [125, 126].

2.5.1 Linear Discriminant Analysis

LDA is a dimensionality reduction and classification technique that seeks to find
a linear combination of features that can separate two or more classes of data. It
is a supervised method which finds component axes to maximize the separation
between classes. This can be contrasted with principal component analysis (PCA),
an unsupervised method which finds component axes that maximize variance across
the entire data set. LDA utilizes a generalization of Fisher’s linear discriminant [127]
with several differences, such as the assumption that the data is normally distributed
and the classes are linearly separable (e.g. they share the same covariance matrix).

The general procedure of LDA for classification is separated into two parts: di-
mensionality reduction and classification. For dimensionality reduction, LDA is used
to learn a weight vector that projects high dimensional data into a lower dimension
such that it maximizes between-class distance and minimizes within-class variation.
For classification, unseen data samples are projected into a lower dimension using
the learned weight vector. A visualization of LDA’s key components is provided in
Figure 5.

(a) (b) (c) (d)

Figure 5: LDA learns a dimension to project data into that maximizes class sepa-
ration. In (a), the class overlap between data in both dimensions is high. In (b), a
new dimension is learned, which in (c) the data is projected onto (c). In (d), the
resulting distributions of the two classes are visualized in the new dimension, which
have considerably less overlap.
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The linear discriminant function1 which projects the data into lower dimensions
can be written as follows:

y(x) = WTx (1)

where x is the input vector and W is the projection vector (also referred to as the
weight vector). Learning the components for W to maximize separation between
classes and minimize within-class variance is comprised of four steps. First, the
d-dimensional mean vectors for the different classes are computed:

mk =
1

Nk

∑
n∈C1

xn (2)

where xn is data sample n, Nk are the number of samples for class k, and mk is the
computed mean vector. Second, the within-class and in-between-class covariance
matrices are computed. The within-class covariance matrix SW and the between-
class covariance matrix SB can be computed with Equations 3 and 4

SW =
K∑
k=1

∑
n∈Ck

(xn −mk)(xn −mk)T (3)

SB =
K∑
k=1

Nk(mk −m)(mk −m)T (4)

where m is the overall mean, mk is the mean for class k, and Nk are the number of
samples in class k.

The third step is to formulate and solve a criterion to determine class separa-
bility, such that the outcome is maximized when the covariance between classes is
large and the covariance within classes is small. For this example, the criterion in
Equation 5 are used (for the full derivation, see [129]).

J(W) = Tr
{
S−1
W SB

}
(5)

Next, the eigenvectors and eigenvalues are calculated for the square matrix S−1
W SB.

Finally, the eigenvectors are sorted by their associated eigenvalues, select the largest
D′ eigenvalues and their associated eigenvectors, and create a D′ × d dimensional
matrix W. For binary classification, the class of a new sample xn can be determined
by solving

WT (xn −
µ1 + µ2

2
) > log

P (C1)

P (C2)
(6)

where xn is a data sample, µ1 and µ2 are the mean vectors for the respective classes,
and the probabilities for class C1 and C2 are estimated from the dataset.

1This formulation is based on work from [128, 129]. For a Bayesian approach, see [130].

19



2.5.2 Classification of EEG Data Using LDA

Blankertz et al. 2011 demonstrated that it is feasible to optimize linear discriminant
analysis with careful use of shrinkage estimators to produce competitive classifica-
tion results for ERPs [16]. The dimensionality of EEG signal data tends to introduce
difficulties in estimating the covariance matrix, which therefore leads to poorer per-
formance of standard LDA models. This is because with EEG signal data, the ratio
of features to samples is very high, which results in large eigenvalues estimated as
being even larger, while small eigenvalues estimated as even smaller. LDA with
shrinkage, also known as regularized LDA, helps manage this “curse of dimension-
ality” problem.

Assumptions EEG data across channels and subjects usually follows a normal
distribution [58, 16]. LDA is also rather robust to data that violates this assumption
of normality. LDA assumes a shared covariance matrix between classes, therefore it
also assumes that the noise and variance present within the data is caused by factors
unrelated to differing experimental conditions. Thus, it is important to control for
conditions during experimental data collection that may introduce bias or correlative
noise that otherwise would not exist.

Suppose a subject is being presented with images that are either graphically
offensive or pleasing in nature. If the subject frequently blinks when they see an
offensive image, but rarely when viewing a pleasant image, the covariance matrix
will fail to capture this noise, as it is correlated with a variation in experimental or
subject conditions.

Featurization In order to find features within the ERPs, the epochs for each
subject must be converted into vectorized representations. Given a 32-channel EEG
configuration running at 2000 Hz with epochs 500 ms in length, this produces a
data tensor with the shape n × 32 × 1000. The spatial and temporal dimensions
are concatenated, producing a matrix n× 32000. To train our LDA classifier, class
labels are needed for the data. In this case, labels are assigned to each epoch based
on the presented stimuli. For task “look for blond faces”, the associated epoch for
faces that have blond hair will be assigned the class label of 1, while the remaining
epochs for stimuli without blond hair will be assigned the class label of 0. With
these labels and the associated vectorized data, the parameters of the LDA model
can be estimated and tested with new data unseen during training to determine
model performance. These training and testing steps are repeated for all subjects
for which data is available.

2.5.3 Comparing EEG Data Between Subjects and Trials

Due to individual differences in electrode placement, skull shape, hair thickness, and
neurophysiology, EEG recordings and associated ERPs are unique to the individ-
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ual. Data from two subjects and even the same subject collected in different trials
cannot be trivially combined and used interchangeably. While it is acceptable to
average data from many subjects in order to form a better general understanding of
a neurological response to an experimental condition, EEG data from multiple sub-
jects cannot easily be used to train a single classification model. While training such
a model is possible, as demonstrated by Kang & Choi (2014), these experimental
results relied upon a mathematically complex model trained using EEG data pro-
duced from motor imagery tasks (such as asking subjects to imagine moving their
left or right hand) rather than the implicit response produced from viewing visual
stimuli [131].

2.6 EEG Data Preprocessing

In order to produce reliable predictions from EEG data, most machine learning ap-
proaches require data with a high signal-to-noise ratio. This means preprocessing
the data to remove as many artifacts and sources of noise as possible. While there
are ways to reduce the likelihood of certain types of artifacts (such as by instruct-
ing subjects to sit still and avoid blinking when possible), artifacts and noise are
nonetheless inevitable in EEG recordings. Removal of such artifacts varies depend-
ing on their properties. Small and constant artifacts (e.g. line signal noise) require
different techniques than artifacts that are large and irregular (e.g. eye movements).
In this section, we will discuss in detail methods which can be used to deal with
both types of artifacts. A more thorough discussion can be found in Chapter 6 of
[58].

2.6.1 Filtering

The first and most common technique used to clean EEG data is to apply various
filters so that only frequencies of interest are left within the data. Notch filters,
which attenuate frequencies within a certain range while leaving other frequencies
unaffected, are a good choice for regular oscillations, such as noise from power
lines and electrical systems (typically occurring in the 50-60 Hz range). In some
circumstances, low-pass filtering is also an effective method, however it will also
remove all oscillations that occur above the cutoff frequency, so it is not suitable
for all EEG studies. In ERP studies, the oscillations of interest occur at frequencies
lower than 60 Hz - making low-pass filters a viable data cleaning method. To remove
low frequency oscillations, such as those caused by breathing, a high-pass filter may
be used. Care should be given to applying high-pass filters with cutoffs of 0.3 Hz
or higher, as they may actually introduce bias into the cleaned data, which can
adversely affect research conclusions [132]. Note that combining a high-pass and
low-pass filter is, in principle, the same thing as a band-pass filter. Various filters
applied to signal data and their results are visualized in Figure 6.
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(a) Unfiltered signal (b) High-pass filter

(c) High-pass and low-pass filters (d) High-pass, low-pass, and notch filters

Figure 6: Visualization of various filter types applied to audio signals. In (b),
a high-pass filter attenuates frequencies that occur below a cutoff frequency (for
comparison, the original signal is shown as a transparency). In (c), the addition of
a low-pass filter attenuates signals that occur above a given frequency. In (d), a
notch filter only removes signals within a narrowly defined band (in this example,
at 60Hz).

2.6.2 Baseline Correction

Recall that since EEG data is a continuous recording, each epoch may contain volt-
age offsets introduced by events from previous epochs. These voltage offsets, if not
properly accounted for, can prevent effective analysis of the data by introducing a
significant amount of variance and making it difficult to compare epochs. Voltage
offsets can be produced by a variety of sources, such as from ERP components in
a previous epoch and gradual changes in recorded voltages due to perspiration or
the drying of conductive electrode gel. Baseline correction can also reduce effects
from eyeblinks and other movements, although these corrected results are not al-
ways consistent (see Chapter 8 of [58] for more details). The most common baseline
correction technique is to take the average voltage of an epoch’s pre-stimulus pe-
riod and substract it from the remaining data points within that epoch. Provided
that pre-stimulus periods of each epoch do not vary significantly due to differences
in experimental setup or improperly standardized stimuli, this technique produces
epochs that have fairly similar average voltages. If pre-stimulus periods contain
residual ERP components from previous epochs or artifacts such as eyeblinks, the
baseline correction may produce adverse results that bias the data [133].
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2.6.3 Artifact Rejection and Correction

While filtering and baseline correction can reduce noise within EEG data, certain
noise or artifacts are simply too large or persistent for these techniques to be of
any use. In these cases, so long as it not necessary to process the data in an
“on-line", real-time manner, techniques may be applied to simply remove affected
epochs or channels (artifact rejection) or to mathematically correct the observed
noise (artifact correction). Such techniques are useful for EEG research, however
they are not typically suited for BCIs, as they often involve manual input from a
trained researcher, or require the entire dataset to be considered at once.

Artifact Rejection There are many ways to approach artifact rejection, from
manual techniques and simple heuristics to sophisticated mathematical approaches.
During visual inspection of artifacts, an experienced researcher manually screens the
EEG data to identify noisy or flat signals caused by malfunctioning electrodes or
other fairly recognizable phenomena. Depending on how thorough the researcher is,
visual inspection can be rather slow, particularly for experiments with many subjects
and trials. Additionally, it can introduce bias into the data, so it is important
that the researcher conducting the visual inspection does so without any knowledge
of experimental conditions associated with the specific epochs or trials they are
manually inspecting.

Some basic heuristics for artifact rejection include using minimum and maxi-
mum voltage thresholds. Channels or epochs that exceed these thresholds can be
rejected. In some instances, an epoch may contain amplitudes that could not be
produced by a human brain (sometimes caused by eye blinks or muscle movements);
in such cases, these epochs can be safely discarded. Another heuristic is to analyze
the variance of each channel or epoch. Channels or epochs that have unusually high
variance may be rejected as overly noisy, whereas those with unusually low variance
may be rejected as failing to record a proper signal.

Due to individual physiological and neurological differences, defining the vari-
ance or voltage thresholds to use for artifact rejection is not always straightforward.
Subjects with thicker skulls or particularly dense hair will likely have lower recorded
scalp voltages than subjects with thinner skulls or hair that does not interfere with
proper electrode placement. Thus, it may be necessary to first visually inspect
each subject’s data and spend time defining parameters that more or less hold true
throughout the remainder of the session [58].

Artifact Correction Sometimes, artifact rejection may result in too few remain-
ing epochs or channels to allow for sufficient analysis of the data. In such cases, more
advanced techniques may be used that attempt to correct noise and artifacts rather
than remove their associated segments from the dataset. A technique popularized by
Makeig et al. (1996) uses independent component analysis (ICA) to isolate artifacts
to a few output channels while removing them from remaining channels [134].
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Using ICA, noise components within the data can be visually identified by un-
derstanding their relation to existing properties of EEG phenomena. First, noise
components do not usually correlate with the onset of stimuli. Second, noise com-
ponents often contain frequencies that exist outside of those common to neural
oscillations. Third, noise components usually consist of topographies that imply
a non-neural origin, e.g. the components of blinks and other eye movements are
largest at the frontal lobe. Using EOG and other physiological sources of data can
further improve the ICA artifact correction approach [135].

While powerful, ICA is not without its limitations. ICA requires the researcher
to visually inspect components and is subject to significant interpretation. ICA
works best for artifacts that occur fairly frequently and regularly - using ICA to re-
move infrequent or irregular artifacts can produce unreliable results. An unscrupu-
lous researcher can inadvertently remove components that may also contain signals
with significant neural origin, thus further skewing the analysis. ICA also signifi-
cantly alters the EEG waveform data, which can influence how the signals are in-
terpreted. Thus, ICA should be applied with care and by an experienced researcher
[58]. Recently, methods have been proposed that seek to automate ICA processing
of EEG data, however more research is needed to determine its efficacy [136]. As
with artifact rejection methods that require manual input from a researcher, ICA is
not suitable for applications which respond to real-time EEG data, such as BCIs.

2.7 Collaborative Filtering

Collaborative filtering is a process where unknown information about a user or en-
tity is estimated by comparing data collected from the user to data from many other
users. A common application of collaborative filtering is to determine user prefer-
ences and provide content recommendations [137]. While collaborative filtering can
be applied in contexts outside of content recommendation systems, its application
in this context has been studied widely in the literature, and thus will be the focus
of this section. As collaborative filtering plays only a small role in motivating the
research presented in this thesis, the discussion will be kept brief. A more thorough
review of collaborative filtering and content recommendation systems can be found
in [138, 139, 140].

In order to produce recommendations for a user of interest, a collaborative
filtering system typically requires the user to provide preference information, such
as star ratings of movies. The system then seeks to find other users that have similar
preferences, and will produce estimated ratings for content the user of interest has
not yet seen or rated, as depicted in Figure 7. Items that the system estimates
will receive a high rating from the user are recommended to the user, who may
then consume and rate the suggested content accordingly. In addition to explicitly
provided preference data, collaborative filtering systems can use other sources of
information, such as historical purchase data. Such systems may seek to determine
whether or not a user may be interested in certain products in an online store [141].
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Figure 7: A typical collaborative filtering problem. In this example, given item
ratings from users A, B, and C, the collaborative filtering system tries to estimate
user D’s ratings for items 1 and 4. While this example uses a scale rating system,
binary ratings and other types of data that indicate behavioral preferences, such as
purchase data and clickthrough rates, may also be used.

2.7.1 Matrix Factorization for Collaborative Filtering

A common approach in collaborative filtering systems is to apply matrix factoriza-
tion techniques to user data in order to find lower dimensional representations that
can be used to predict user preferences. A popular matrix factorization technique
is the singular value decomposition (SVD), which has achieved competitive results
in large-scale recommendation systems, including the Netflix prize [142, 143].

Using SVD with the movie example, an input matrix of users and movie ratings
M is represented as a product of three matrices U, Σ, and V. This is formalized as

M[u×i] = U[u×r]Σ[r×r](V[i×r])
> (7)

where u are users, i are movies, and r is the rank of matrix M. Note that singu-
lar value matrix Σ is a diagonal matrix of non-negative values, where r is sometimes
referred to as “concepts”. In the context of movies, r can be conceptualized as film
genres and other related elements (such as narrative tone or style). In Σ, the mag-
nitude of the singular values can be approximated as the relative strength of each
concept. Matrices U and V can be conceptualized as a means of translating user-to-
concept and movie-to-concept, respectively. That is, U maps the relative strength
of how each genre is preferred by a given user, while V maps the strength of each
genre present within a given movie.

Thus, each movie is associated with a vector qi and each user with a vector pu.
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For movie i, the vector qi quantifies the amount of each “concept” present in the
movie. For user u, pu captures their interest in items containing the corresponding
factors. The interest of user u in a given item i can be calculated from q>i · pu. This
leads to the formal representation for rating prediction r̂ui:

r̂ui = µ+ bi + bu + qTi pu (8)

where bi and bu are bias terms and µ is the overall item rating. In order to
estimate parameters bi, bu, qi, and pu, Equation 9 is minimized:

min
b∗,q∗,p∗

∑
(u,i)∈K

(
rui − µ− bi − bu − qTi pu

)2
+ λ

(
b2
i + b2

u + ‖qi‖2 + ‖pu‖2
)

(9)

where λ is a regularization parameter. This equation can be minimized using
a stochastic gradient descent approach popularized by Funk (2006) [144]. For each
rating rui in the training set, a rating r̂ui is predicted. The resulting error eui is
simply rui− r̂ui. The parameter updates, with γ as the learning rate, are computed
using the following:

bu ← bu + γ (eui − λbu) (10)

bi ← bi + γ (eui − λbi) (11)

pu ← pu + γ (eui · qi − λpu) (12)

qi ← qi + γ (eui · pu − λqi) (13)

Other methods for minimizing Equation 9, such as alternating least squares,
are unnecessary in the scope of our discussion. More detailed explanations of ma-
trix factorization techniques for content recommendation can be found in [145] and
Chapter 5 of [137].
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3 Research Design

Our research focuses on the feasibility of using brain signals within the context of
a BCI to classify content in a crowsourcing setting. The data used in this thesis
was collected over the course of several months in Fall 2018 and is part of a larger
research project funded by the Academy of Finland. The greater context of this
research project is centered around BCI development and neuroscience research.
Thus, the analyses and discussion presented in this thesis will be motivated by these
two topics.

This section provides a detailed discussion of our study’s design and a brief
review of its motivation. Section 3.1 introduces in detail our central problem and
the research questions used to answer it and Section 3.2 describes the experimental
setup, data collection and preprocessing procedure, and outlines the methodologies
used.

3.1 Research Questions

For clarity, the central hypotheses that motivate this research are restated below:

H1: Stimuli classes can be predicted through differences in EEG signals collected
from individuals as they are visually presented with the stimuli.

H2: Stimuli class predictions derived from the brain signals of multiple individuals
can be combined to produce more accurate predictions.

H3: Matrix factorization techniques applied to predictions derived from the brain
signals of multiple individuals can produce accurate predictions for stimuli in
which brain signal observations are not available.

To summarize, we study the performance of single-trial classification of facial
stimuli and whether it is possible to improve this performance via brainsourcing,
such that the approach may have pragmatic, real-world value. The application of
matrix factorization to EEG-derived predictions is also explored. To answer our
hypotheses, we ask the following research questions:

RQ 1: Can regularized LDA be used to classify EEG signals collected within
a binary class framework from a facial recognition task?

RQ 2: Can EEG data collected across many individuals be combined in a
crowdsourcing setting to predict a class label for a given stimulus, such that the
collective performance is better than the performance of any individual user?

RQ 3: How many participants are enough to reliably predict a stimulus class,
and at what point does the addition of participants fail to significantly improve the
results?
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RQ 4: Can collaborative filtering using matrix factorization on the LDA clas-
sifier outputs produce reasonable results such that it could be used to make class
predictions for unseen stimuli for a given individual?

3.2 Experimental Setup

In this section, we outline the study design used to collect and clean the data nec-
essary to answer the research questions from Section 3.1. We also explain in more
detail the justifications for the study design and selection of performance measures.

In order to answer the research questions, we use neurological signals measured
via EEG from participants in response to a visual recognition task, in a single-trial
setting. A trial is defined as a session in which electrodes are applied to the scalp
of a participant, EEG data are collected while the participant completes a series of
tasks, and the electrodes are removed upon completion of the requested tasks. The
corresponding neurophysiological experiment, illustrated in the upper part of Figure
8, is described in this section.

3.2.1 Participants

Thirty-one volunteers, 18 males and 13 females, were recruited from the Univer-
sity of Helsinki. The volunteers self-reported as being healthy with regard to neu-
ropathological history. There were 2 left-handed participants while the remaining
29 participants were right-handed. Prior to participating in the neurophysiological
experiment, they were fully briefed as to its nature and purpose. All participants
signed informed consent in accordance with the Declaration of Helsinki, and were
instructed of their rights as participants, including the right to withdraw from the
experiment at any time without fear of negative consequences. One participant did
in fact withdraw from the study early, which prevented data from being collected
for a single task (old), resulting in full data from 30 participants. However, the
remaining data for this participant were still valid and thus used to perform the
analyses detailed in this thesis. The study was approved by the Ethical Board of
the University of Helsinki. All 31 participants received ticket vouchers to a local
cinema chain as compensation for their participation.

3.2.2 Stimuli

Stimuli were selected such that they would be relatively easy for an individual to
classify using a binary label (target or non-target). It was also necessary that par-
ticipants be able to discern important features in a straightforward manner, but not
recognize the individual stimulus. That is, their response would be based on the
stimulus’s class instead of any confounding and unrelated features (like recogniz-
ing a famous person). Additionally, it was important to avoid significant variations
between stimuli such as stark differences in background color, brightness, or other
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visual features not related to the actual task. Such differences could produce unin-
tended neurological effects that could negatively influence task performance.

In order to avoid such effects, we decided to use images of artificially created
faces as stimuli. This allowed us to use homogeneous stimuli that did not represent
any known individual yet had easily recognizable features (e.g. age, hair color, facial
expression). Stimuli were generated using a GAN architecture trained on a large
dataset of celebrity faces, sampled via a random process from 70,000 latent vectors
from a 512-dimensional multivariate normal distribution [146]. Each generated face
was manually assessed by a human to ensure the faces were free of errors or unnat-
ural features produced by the generation process. Generated faces of satisfactory
quality were then placed into a distinct category corresponding to one of the eight
recognition tasks, as presented below in Table 1. A total of 1961 unique images were
used in the experiment.

Task Blond Female Young Smiling Dark-haired Male Old Not smiling
Inverse Dark-haired Male Old Not smiling Blond Female Young Smiling

Table 1: All visual recognition tasks and associated inverses used in the experiment.

3.2.3 Apparatus

The LCD display used to present stimuli was positioned 60 cm from the participants,
running at 60 hz with a screen resolution of 1680 by 1050 pixels. Stimuli were pre-
sented using Psychology Software Tools E-Prime 3.0.3.60, which helped facilitate
the optimization of display timing and EEG amplifier trigger control [147]. Each
electroencephalogram was recorded from 32 Ag/AgCl electrodes, positioned on Fp1,
Fp2, F7, F3, Fz, F4, F8, FC5, FC1, FC2, FC6, T7, C3, Cz, C4, T8, TP9, CP5, CP1,
CP2, CP6, TP10, P7, P3, Pz, P4, P8, PO9, PO10, O1, O2, and Iz using EasyCap
elastic caps (EasyCap GmbH, Herrsching, Germany). Hardware amplification, filter-
ing, and digitization was achieved using a QuickAmp USB (BrainProducts GmbH,
Gilching, Germany) amplifier running at 2000 Hz. The electrooculogram (EOG)
was collected using two pairs of bipolar electrodes, situated 1 cm lateral to the outer
canthi of both eyes, and 2 cm inferior and superior to the right pupil. The purpose of
the EOG was to collect data regarding eye movements and blinking behavior; such
data were used during the preprocessing steps to remove epochs with significant
noise associated eye blinks.

3.2.4 Tasks

Participants were presented with eight recognition tasks, one task for each category
in the dataset (see Table 1). All stimuli presented during each task were categorized
as one of two classes: target or non-target. For example, for the task “smile”,
participants were shown faces that either were smiling or not smiling, and were
instructed to make a mental note when they saw a face that appeared to be smiling.
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Figure 8: Diagram of brainsourcing steps. 1. An example of a recognition task (in
this case, task “smile”), with preparatory prompt, masking image, sample stimuli,
and ending prompt. Data is collected in one minute segments, where the subject is
shown approximately 70 stimuli spaced 500ms apart. 2. Classifiers are trained indi-
vidually for each subject. 3. EEG data from new stimuli are classified using these
models. 4. Predictions from separate models are combined to produce a brain-
sourced estimation of class probability, which is used to determine the consensus
label of the new stimuli.

To ensure that the participants understood the task, each recognition task was
preceded by a demonstration task, where the participants were shown four example
stimuli images and they were asked to manually select the target images. These
images were not used as stimuli in the actual task. The recognition task consisted
of showing the participants twenty stimuli of the target class and fifty stimuli of the
non-target class in rapid serial visual presentation format. To ensure enough data
was collected for each participant, the recognition task and demonstration task for
each of the eight image categories were repeated a total of four times, for a grand
total of 32 iterations.

3.2.5 EEG Preprocessing

Recall that, due to the sensitivity of the measuring equipment, data collected via
EEG are susceptible to a variety of different sources of signal noise, such as large
changes in measured scalp voltage caused by movements of the participant, or less
obvious sources of external electrical interference, such as those induced by electri-
cal systems in the room or building where the EEG is being recorded. Standard
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signal cleaning procedures were used to maximize the signal-to-noise ratio of the
data [58]. Furthermore, the preprocessing pipeline was designed such that it could
feesibly reduce the signal noise in an on-line application by only using simple, easily
automated operations to clean the signals.

First, a band-pass filter was applied at the frequency range 0.2-35 Hz, which
mostly removed slow signal fluctuations (e.g. from respiration) and high-frequency
noise (e.g. from power lines and electrical systems) from the data. After filtering,
the data were split to time-locked epochs ranging from -200 to 900 ms relative to
stimulus onset. Baseline-correction was applied to each epoch using its pre-stimulus
period (-200-0ms). Transient artefacts such as eye blinks were removed using a
threshold-based heuristic; calibration periods consisting of the first 2000 epochs of
each participant were used to determine a maximum per-participant voltage thresh-
old, which in turn was used to identify contaminated epochs. This threshold was set
at the 90th percentile in the distribution of epochs’ maximum voltages in the cali-
bration period, and capped such that voltages were at least 10µV and at most 80µV .
Data with epochs where the maximum voltage exceeded the threshold were removed,
which led to the removal of approximately 11% of each participants’ epochs. The
final dataset consisted of on average 3251 epochs per participant.

3.2.6 Performance Measures

To evaluate the performance of individual classifiers, the brainsourcing models, and
the matrix factorization predictions, the performance measures precision, recall, and
F1 score were selected. These measures are popular particularly within the informa-
tion retrieval community [148, 149, 150] and were selected for a variety of reasons.

First, the classification problem presented in this experiment is treated as an
information retrieval task. In this context, good classification performance for tar-
get (positive) classes is prioritized. In other words, it is assumed that the classifier
missing a positive target is less harmful than to produce a false positive. For ex-
ample, given a task to recognize males, performance on correctly recognized males
is valued higher than missing a male target, as repeating the task on a large crowd
could be used to correct for missed targets. False positives, on the other hand, may
not necessarily be corrected in the same manner.

Second, the EEG data used to train individual LDA classifiers is unbalanced,
containing approximately 30% target stimuli and 70% non-target stimuli. Given the
unbalanced nature of the data, using a simple measure of accuracy to asses model
performance would produce misleading results; a model that predicts everything to
be non-target stimuli would yield an accuracy of around 70%. Due to how the F1
score relies upon precision and recall to assess performance (as opposite to accuracy),
it is a suitable method for assessing the performance of models trained on unbalanced
data [150]. While the dataset used for the brainsourcing model predictions was
artifically balanced using downsampling, we still wanted to quantify the precision /
recall tradeoff, which the F1 score captures.
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3.3 Experiments

In this section we discuss in detail the experiments used to answer the research
questions from Section 3.1. We explain how the EEG data were featurized, how
the individual classification models were trained and evaluated, and the approach
we used to apply matrix factorization to the classification model results. We also
provide additional explanation as to why certain methods were selected.

3.3.1 Single-Trial ERP Classification Experiment

In order to answer research question 1, classifiers were trained for each participant
and their results was assessed to determine if they performed better than a random
baseline. For each participant and for each task, a regularized Linear Discriminant
Analysis (LDA) classifier was used with automatic selection of shrinkage using the
Ledoit-Wolf lemma [151] to predict binary labels (target or non-target). The pro-
cedure used in this experiment is drawn from a similar procedure used in Blankertz
et al. (2011) [16]. Each classifier was trained with vectorized representations of the
ERPs along with a binary label indicating class membership. The label indicated
whether the ERP was associated with a target stimulus or not. For example, in
the case of the “blond” task, where the participant was asked to take a mental note
of blond persons, the label would indicate whether an ERP was associated with a
blond person or not.

The vector representation consisted of spacial and temporal features, with time
points in the 50 - 800ms post-stimuli time range and using all 32 channels. This
resulted in a data tensor Xn×c×t with n epochs, c = 32 channels, and t = 125 time
points. To reduce the data dimensionality and speed up the training procedure,
the time points were split to t’ = 15 equidistant time windows, for which average
voltages were computed. Finally, the temporal and spatial dimensions of the tensor
were concatenated to produce a data matrix Xn×ct′ .

Each classifier predicted the class probabilities for one task and used the other
tasks as training data. Since there was overlap in the stimuli used for a task and
its inverse, data from the task’s inverse were omitted from the training dataset. For
example, when training a classifier for the “young” task, data from all other tasks
except young and old were used. By leaving out the inverse task, we ensure that the
classifier only predicts the class probabilities for ERPs of unseen stimuli, rather than
learning other latent features that may be present in the data. This technique also
allowed us to assign class probabilities for all stimuli presented to each subject that
remained after the preprocessing step, with an average of 250 stimuli per participant,
per task.

Predicted class probabilites were converted to binary class labels using a simple
threshold technique. For each classifier, the mean class probability for all of its
predicted outputs was computed. Class probabilities that were greater than the
mean indicated a target, while those that were less than the mean indicated a non-
target. These binary labels were then used to assess classifier performance, where
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ground truth labels for the stimuli were compared to the predicted class labels.

3.3.2 Brainsourcing Experiment

Research questions 2 and 3 concern whether or not “Brainsourcing” is possible. First,
it must be determined whether or not it is possible to achieve classification results
that are better than those achieved using individual models alone, by combining
predictions from individual models. Second, if such improvements are possible, we
should determine at what point does using additional participants fail to improve
the results significantly. The brainsourcing methodology, depicted graphically in the
lower part of Figure 8, consists of taking class predictions produced by the individual
classification models and averaging them to produce a crowd consensus label. The
brainsourcing methodology is described in detail below.

Brainsourcing Setup Predictions are based on the estimated class probabilities
produced by the individually trained LDA classifiers. These class probabilities are
stored in a probability matrix AX×Y for each task, where X denotes the participants
and Y denotes the stimuli. Finally, crowd decisions were used to infer a label for a
given stimulus. Estimations for a given stimulus x are selected from N randomly
chosen participants in Y , and then the mean of these estimations is computed to
produce the crowdsourced estimation.

Brainsourcing Model From the probability matrix A, 100 unique datasets were
created by drawing submatrices of A with all participants and a selection of stimuli.
The datasets were randomly downsampled in a manner which ensured each dataset
was distinct and contained predictions for an equal number of target and non-target
stimuli. For the brainsourcing step, a downsampled dataset was selected at random.
Next, a stimulus column was chosen at random. From this, N random datapoints
were sampled, each containing a class prediction for the selected stimulus. The
mean of these individual predictions was computed and stored as the consensus
probability. The selected stimulus column was then dropped from the downsampled
dataset, and the sampling procedure was repeated until 250 brainsourced estimations
were produced.

To determine the class labels, the same thresholding procedure used to deter-
mine binary labels for individual classification models was also used. The global
mean for the entire iteration was computed, and consensus probabilities greater
than the mean indicated a target, while those falling below the mean were indicated
a non-target. After computing the binary labels, the brainsourcing procedure was
repeated, until a total of 100 iterations and 250 brainsourcing estimations per iter-
ation were produced. The results of each iteration were compared with the ground
truth label to evaluate performance of brainsourcing.

The brainsourcing steps were conducted in this manner to simulate many unique
cohorts of individuals collaborating to produce crowd consensus labels for a set of
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stimuli. Additionally, this technique further reduces the likelihood of introducing
bias in our results (such as by selecting individuals who consistently perform well
on the individual classification tasks).

3.3.3 Collaborative Filtering Experiment

Research question 4 concerns the use of collaborative filtering applied to the pre-
dictions produced by the LDA classifiers. We applied singular value decomposition
(SVD) to the results from the single-trial ERP classification experiment to answer
this question. SVD was selected for its relative simplicity yet robustness, with proven
performance in collaborative filtering tasks [142]. Matrix factorization techniques
have also been successfully used to improve the quality of crowdsourced labels [152].
As this experiment was a proof-of-concept designed to determine whether collabo-
rative filtering in a BCI context may warrant further investigation, more advanced
approaches were left unexplored.

Collaborative Filtering Setup The input data for the collaborative filtering
approach is similar to the data used in the brainsourcing experiment, except rather
than using class probabilities, binarized class labels are used. Using a grand average
for all outputs produced by the LDA classifiers, any predicted class probability above
the mean was assigned a categorical label of ‘1’ to indicate target, while all predicted
class probabilities below or equal to the mean were assigned the categorical label
of ‘0’ to indicate non-target. This resulted in a matrix AX×Y for each task, where
X denotes the participants and Y denotes the stimuli. Using these task-specific
result matrices, 16 unique matrices (henceforth referred to as SVD datasets) were
constructed based on groups of four tasks, omitting the inverses of each task (recall
that target stimuli for a given task may be used as non-target stimuli for the task’s
inverse).

The SVD model itself was parameterized to preserve 5 factors (i.e. eigenvalues)
and trained with stochastic gradient descent for 100 epochs. The remaining param-
eters were left to their defaults. The remaining details on the SVD implementation
used can be found in the documentation for the Surprise Python library2.

Collaborative Filtering Evaluation Procedure Using SVD as our matrix fac-
torization method of choice, the following steps were performed to assess its validity
as a predictive model for EEG-derived class labels:

For sparsity level S = [0.70, 0.80, 0.90, 0.95, 0.98, 0.99]:

1. Select one of the 16 SVD datasets produced in Section 3.3.3.

2. Randomly remove observations until the total sparsity of the selected dataset
is equal to S.

2https://surprise.readthedocs.io/en/stable/matrix_factorization.html
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3. Train an SVD model using 80% of the data as examples. Predict values for
the remaining 20% of the data and compare predictions with the ground truth
to calculate F1 score.

4. Randomly permute the predicted labels from Step 3 and calculate F1 score,
comparing to the F1 score calculated in Step 3. Repeat 1000 times to estimate
a P value.

5. Repeat steps 2, 3, and 4 a total of 100 times, such that there are 100 sets of
SVD predictions for each unique dataset and a P value determined via random
label permutation.

6. Select another SVD dataset and repeat steps 2 through 5.

7. Repeat steps 1 through 6 for each sparsity level S.
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4 Results

In this section, we describe in detail the results from the neurophysiological ex-
periment, performance of the per-participant classification models, performance of
the brainsourcing models, and performance of the collaborative filtering techniques
applied to the dataset.

4.1 Neurophysiological Results

ERPs for target and non-target stimuli were averaged across all participants and
analyzed by channel. Large differences between grand average scalp voltages between
target and non-target classes were observed at the Cp1, Cp2, Cz, P3, P4, and Pz
sites, with the largest visible difference in average voltages found at the Pz site. This
difference, and grand average scalp voltages represented as topographical plots, are
provided in Figure 9.

Target images are associated with a strong scalp positivity, beginning at around
200 ms, peaking at ca. 280 ms, and continuing until approximately 600 ms. This
suggests target detections in general amplified the P300 component to images, con-
forming to the known psychophysiology literature [153, 154]. Additional cranial
topographical, depicting changes in scalp voltage averaged in 100ms bands from
0ms (stimulus onset) to 500ms (onset of the next stimulus), can be found in Figure
10.

Figure 9: Grand average voltages of each ERP-component for target and non-target
stimuli and cranial topomap for average scalp voltages from 250 ms to 800 ms,
for the Cz (left) and Pz (right) channels. On the cranial topomap, the channel of
interest is circled in green.

.
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Figure 10: Grand average-based topographic scalp plots of ERPs from 0-100 ms,
100-200 ms, 300-400 ms, and 400-500 ms after stimulus onset. Top: ERPs associated
with non-target stimuli. Bottom: ERPs associated with target stimuli minus ERPs
associated with non-target stimuli.

4.2 Per-Participant Classification Results

Per-participant classifiers were tested against a random baseline, computed using
label permutation [155, 156]. F1 scores for single participants averaged at 0.67
across all tasks, with task “old” achieving the lowest F1 score at 0.63, and task
“female” achieving the highest at 0.74. The classifiers of all of the participants
performed better than the random baseline (p = 0.01), indicating that the classifiers
had learned meaningful structure from the data. The results in the per-participant
classification experiment, by task, are shown in Table 2.

Task N = 1
P R F1

Blond 0.77 0.64 0.70
Female 0.81 0.68 0.74
Young 0.72 0.59 0.65

Smiling 0.75 0.59 0.65
Dark-haired 0.76 0.60 0.67

Male 0.71 0.62 0.69
Old 0.71 0.57 0.63

Not smiling 0.74 0.59 0.66

Mean 0.75 0.61 0.67

Table 2: Mean precision, recall, and F1 scores for all tasks, for per-participant LDA
models. Precision was consistently higher than recall, and overall performance for
each task was significantly better than random.

While all individual models performed significantly better than a random base-
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Figure 11: F1 scores for overall task performance, by participant. Results for all par-
ticipants were significantly better than those achieved via random label permutation
(p<0.001).

line, the performance of each model (see Figure 11) also varied significantly from
each other. The best performing model achieved a mean F1 score of 0.87 and the
worst performing model achieved a mean F1 score of 0.72.

4.3 Brainsourcing Results

Table 3 shows the classifier performance for the brainsourcing experiment. This
performance, with random baseline computed using permuted labels, is depicted in
Figure 13.

As additional participants were added, performance significantly improved, with
the largest incremental improvement occurring at N = 2, with an average F1 score
of 0.77 and improvement of 0.10 over N = 1. Significant performance improvements
continued through N = 12, with an average F1 score of 0.94 across all tasks. Task
“old” experienced the largest improvement in performance, with an F1 score of 0.98
at N = 12 and a ∆N = 1 of 0.35. Conversely, task “young” performance improved
the least, with an F1 score of 0.65 for N = 1, compared with 0.86 at N = 12, for a
∆N = 1 of 0.21.

Throughout the experiment, precision was significantly higher than recall. These
differences were most pronounced with lower numbers of participants (N < 7), how-
ever they become less pronounced as more participants were used (N ≥ 8), where
precision and recall begin to stabilize for most tasks.
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Using the Wilcoxon signed-rank test, results estimated using different numbers
of participants N were compared to each other to determine if the differences in
estimations were statistically significant. Estimations calculated using N ≥ 2 par-
ticipants were all significantly better than those from a single participant N = 1.
For values of N ≥ 2, statistically significant differences required a ∆N ≥ 4. That
is, to achieve statistically significant better brainsourcing results compared to those
achieved from two participants, at least four more participants must be added to the
brainsourcing model, for a total of six participants used in calculating the estma-
tions. A matrix depicting the significance results can be found in the lower right of
Figure 13. A representative sample of labeling outputs with corresponding stimuli
and varying N is shown in Figure 12, where the performance can also be seen to
improve significantly as the number of participants increases.

4.3.1 Characteristics of Brainsourcing Output

The stimuli used in this experiment were produced by sampling from a multivariate
normal distribution. By grouping the stimuli into binary categories containing a
target class and its inverse, we expected that this would lead to a bimodal distri-
bution. Intuition suggests that a properly functioning brainsourcing model should
output predictions that also follow a bimodal distribution. Histograms in Figure 14
produced from the results of the brainsourcing model reveal the predictions indeed
follow a bimodal distribution, corresponding with the nature of the stimuli dataset.
This bimodal property becomes more pronounced when the number of participants
used to create the brainsourced estimation increases. The results indicate that as
the size of the crowd increases, the confidence of the classifier predictions improve
as they start to follow the distribution of the ground truth data more closely. This
suggests that the improved empirical performance of brainsourcing can be attributed
to increased confidence of the brainsourcing model.

Figure 12: Representative sample of correct and incorrect labelings for target and
non-target stimuli within the task "blond", by number of participants used to esti-
mate the true label. Brainsourcing classification performance continues to improve
as particpants N increases. Performance at N > 9 achieves an F1 score of 0.90.
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Task N = 1 N = 2 N = 4 N = 6 N = 12

P R F1 P R F1 ∆N=1 P R F1 ∆N=1 P R F1 ∆N=1 P R F1 ∆N=1

Blond 0.77 0.64 0.70 0.84 0.75 0.79 0.09 0.91 0.84 0.87 0.17 0.95 0.89 0.92 0.22 0.98 0.95 0.97 0.27
Female 0.81 0.68 0.74 0.85 0.82 0.83 0.09 0.92 0.89 0.91 0.17 0.94 0.93 0.93 0.19 0.97 0.99 0.98 0.24
Young 0.72 0.59 0.65 0.77 0.71 0.74 0.09 0.82 0.76 0.79 0.14 0.85 0.78 0.82 0.17 0.85 0.87 0.86 0.21

Smiling 0.75 0.59 0.65 0.81 0.75 0.78 0.13 0.89 0.83 0.86 0.19 0.93 0.86 0.89 0.22 0.97 0.87 0.92 0.27
Dark-haired 0.76 0.60 0.67 0.81 0.74 0.78 0.11 0.90 0.82 0.86 0.19 0.94 0.86 0.89 0.22 0.98 0.92 0.95 0.28

Male 0.71 0.62 0.69 0.82 0.72 0.77 0.08 0.90 0.79 0.84 0.15 0.93 0.82 0.87 0.18 0.97 0.86 0.91 0.22
Old 0.71 0.57 0.63 0.76 0.69 0.72 0.09 0.82 0.69 0.76 0.13 0.89 0.75 0.81 0.18 0.96 0.99 0.98 0.35

Not smiling 0.74 0.59 0.66 0.79 0.74 0.76 0.10 0.87 0.78 0.82 0.16 0.91 0.87 0.88 0.22 0.97 0.94 0.96 0.30

Mean 0.75 0.61 0.67 0.81 0.74 0.77 0.10 0.88 0.80 0.82 0.15 0.92 0.85 0.88 0.21 0.96 0.92 0.94 0.27

Table 3: Precision, recall, F1 score, and the improvement of the F1 score with respect to N = 1 for target task, given N
participants used in the brainsourcing estimation. All ∆N = 1 are statistically significant p ≤ 0.0001. Performance for each
task improved dramatically by increasing the number of participants used to estimate class labels for stimuli.

.
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Figure 13: Distribution of mean predictions produced from the brainsourcing model.
A brainsourcing prediction above the mean indicates that a given stimulus is more
likely to be of the target class. Conversely, a brainsourcing prediction below the
mean indicates that a given stimulus is more likely a non-target stimulus. The
results accurately reflect the bimodal nature of the stimuli data. The distribution
becomes increasingly distinct as more participants are used to estimate class labels.

4.3.2 Analysis of Sparsity and Crowd Size

Due to the study design, it was not practical to show all participants the same
stimuli. This presented an upper limit to how many brainsourcing “workers” we
could utilize in our estimations. Most stimuli for a given task were viewed by at
least two participants, with the total sparsity of the cleaned data averaging 60%.
Less than 3% of stimuli were viewed only by a single participant. These stimuli were
equally distributed between target and non-target classes and did not significantly
affect model performance. After accounting for observations lost due to eye blinks
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and other sources of noise, an average of 11 participants viewed any given stimulus.
To avoid introducing bias into the results, we selected 12 participants as our upper
limit for the number of brainsourcing “workers”.

Figure 14: Distribution of mean predictions produced from the brainsourcing model.
A brainsourcing prediction above the mean indicates that a given stimulus is more
likely to be of the target class. The results correctly show the binomial distribution
of the classified stimuli, and this binomial distribution becomes increasingly clear as
data from more participants are used to estimate class labels.
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4.4 Matrix Factorization Results

The matrix factorization approach was expected to perform better than random for
lower sparsity levels, and for performance to decline as sparsity increased. These
expectations were reflected in the results. In contrast with the LDA and brainsourc-
ing classification models which predicted the “true” class of a stimulus, the matrix
factorization approach attempted to predict the user’s response to a stimulus as
characterized by the LDA classifier. Thus, it was also be expected that the task-
wise performance of the matrix factorization may be influenced by the quality of
the LDA classifier outputs.

F1 scores for the SVD model did depend significantly on the sparsity of the
dataset, with best overall performance achieved at 70% sparsity with a mean F1
score of 0.67, and the worst overall performance achieved at 99% sparsity with a
mean F1 score of 0.54. At 70% sparsity, the best performance was for task “male”
(0.71) and the worst for tasks “young” and “old” (0.63). The results also seem
to further reflect the inadequacies of the individual LDA classifiers, as tasks that
achieved poor classification results in the LDA classifiers also achieved poor results
in the SVD model. Boxplots by task and sparsity level are shown in Figure 15.
Results by task and sparsity are provided in Table 4.

Figure 15: Left: SVD performance by sparsity level. Performance decreases at
greater levels of sparsity. For sparsity levels of 0.98 and above, it could not be proven
that the SVD model performed better than random. Right: SVD performance by
task, at 70% sparsity. Performance for tasks “smile” and “not smiling” had particu-
larly low variance with respect to other tasks and could not be attributed to random
chance.
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aaaaaaaaa
Task

Sparsity
70% 80% 90% 95% 98% 99%

Blond 0.67** 0.65** 0.64*** 0.60* 0.54 0.55
Female 0.69*** 0.68*** 0.64*** 0.61* 0.56 0.56
Young 0.63** 0.61* 0.59* 0.58* 0.54 0.52
Smiling 0.66*** 0.64*** 0.61** 0.59* 0.53 0.53
Dark-haired 0.64* 0.62* 0.61* 0.59 0.52 0.53
Male 0.71*** 0.71*** 0.65*** 0.62** 0.56 0.53
Old 0.63** 0.61* 0.60 0.58 0.54 0.54
Not smiling 0.67*** 0.65*** 0.63*** 0.60** 0.53 0.54

Mean 0.67 0.64 0.62 0.60 0.55 0.54

Significance codes: ***p < 0.001, **p < 0.01, *p < 0.05

Table 4: Mean F1 scores for all tasks, by sparsity level. At 90% sparsity, all results
performed better than random except for task “old”. Results for 98% sparsity and
above could not be determined to perform better than random for any task.

.

Individual results for 70% sparsity, shown in Figure 16, ranged from a maximum
mean F1 score of 0.75 to a minimum mean F1 score of 0.57, with the results of 29
out of 31 participants being significantly better than random.3 At greater sparsity
levels, performance dropped, as did statistical significance. At 90% sparsity, the
results of 15 out of 31 participants were significantly better than random. Results
from at sparsity levels of 98% and above were not statistically significant.

Figure 16: SVD performance by participant at 70% sparsity.

3Due to an oversight in the implementation of the subject anonymization script, subject numbers
in Figure 16 do not correspond to subject numbers from Figure 11
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5 Discussion

In this section, we will discuss the results presented in Section 4. We will consider
their implications in a broader context, discuss limitations of the current work, and
explore how this work may be extended in future work. Additionally, we consider
the broader social and ethical implications of brainsourcing and consider how it may
be misused.

5.1 Summary of Contributions

In order to study whether brainsourcing is possible and how it performs, we asked
four research questions. Here, we discuss the results accordingly.

RQ1: Can regularized LDA be used to classify EEG signals collected within a
binary class framework from a facial recognition task?

A1: our results show that EEG signals collected during a facial recognition task
can be successfully classified into their binary labels using a simple regularized LDA
model.

RQ2: Can EEG data collected across many individuals be combined in a crowd-
sourcing setting to predict a class label for a given stimulus, such that the collective
performance is better than the performance of any individual user?

A2: Our results show that human brain responses can be utilized to collectively
assign class labels for stimuli, and that the average performance of a crowd consisting
of only two participants significantly out-performs results achieved using the average
participant model.

RQ3: How many participants are enough to reliably predict a stimulus class, and at
what point does the addition of participants fail to significantly improve the results?

A3: Brainsourcing demonstrates increasing performance as a function of the crowd
size; our results indicate significant improvements were achieved when the crowd size
increased by at least three participants, with performance peaking at the maximum
crowd size of 12 for all measures used. Our results suggest that even small crowds
can be used in a brainsourcing setting to produce high quality output.

RQ4: Can collaborative filtering using matrix factorization on the individual clas-
sifier outputs produce reasonable results such that it could be used to make class
predictions for unseen stimuli for a given individual?

A4: Matrix factorization techniques show promise as a technique to make predic-
tions for data that may be otherwise lost due to noise or other artifacts. Currently,
the technique applied to our data suggests that it is somewhat sensitive to sparsity,
and does not perform well under sparsity conditions similarly found in other collab-
orative filtering contexts. Our results show that it is worth investigating further the
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possibility that, as in content recommendation systems, BCI systems may be able
to segment users into clusters based on general patterns in their neurological data.

5.2 Limitations

While valuable as a proof-of-concept demonstration, brainsourcing as presented in
this thesis does suffer from several limitations. Currently, this approach exploits
the use of binary class datasets, rather than a multiclass dataset, and the stimuli
used were selected so they could easily be separated as target or non-target. Edge
cases, such as androgynous-appearing faces for the male/female tasks, or light brown
hair for the blond/dark-haired task, have been left unexplored. Additionally, we only
investigated strict recognition tasks and relied on well-known BCI methodology [16].
More complex tasks, such as subjective preference assignment, are likely to prove
more challenging for this approach.

In order to effectively utilize the oddball paradigm, the stimulus dataset was
structured in such a way so that during the experiment, approximately 70% of
the stimuli presented were of the non-target class, and the remaining 30% were of
the target class. ERPs generated from frequent target stimuli are more difficult to
distinguish due to ERP components being selectively evoked by infrequent stimuli
[78, 157, 82]. Effectively balanced data to ensure significantly more non-target than
target stimuli cannot be guaranteed in real-world datasets, although this balancing
could be partially achieved by randomly mixing already classified non-target stimuli
into a new dataset.

Due to eye blinks, electrical interference, and other non-preventable distur-
bances, approximately 10% of the data collected were ultimately discarded. While
discarding data is undesirable, the amount of stimuli that can be shown to a par-
ticipant in a single session (approximately 1 stimulus/500 ms) compensates for the
inevitable loss of data incurred by noise, artifacts, and subject fatigue. Brainsourc-
ing achieves results using relatively few participants and thus can tolerate data loss
due to artifacts.

Another significant limitation of our work with respect to practical applica-
tions are the devices used, setup time, and cost. Participants were connected to
a 32-channel EEG system, which required approximately 20 minutes of physical
preparatory work by a trained laboratory technician, followed by an additional 30
minutes to complete the recognition tasks and another 10 minutes of disassem-
bly and clean-up. EEG systems are continually developing, with current research
evolving to adopt techniques that drastically reduce setup time (e.g. as with flex-
ible silicone technologies or active electrode amplifiers [158]). Innovations within
EEG equipment [159] and other brain imaging technologies such as functional near-
infrared spectroscopy [160] and magnetoencephalography [161] are likely to push the
boundaries of what brainsourcing can achieve.

It is also important to note that while our approach is collaborative, it relies
on personalized models for each individual. It is not yet feasible to simply take the
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EEG signals from all participants and train a single model using these signals. While
some EEG potentials can be localized to common regions of the brain, individual
differences in an array of physiological variables, such as the orientations of dipole
sources, skull thickness [162, 163], skin resistance, etc. mean that EEG is specific
to the individual and even the recording setting. Therefore, the differences between
two or more subjects are likely too large for such a model to perform well. The
individual classification models currently enable us to avoid this problem.

From a machine learning perspective, this work is limited by the use of simple
models. Rather than using state-of-the-art approaches, it was decided that the
success of less complex, potentially worse-performing models would provide stronger
argumentative support when demonstrating a proof-of-concept. Ways in which this
research could be extended are discussed in Section 5.3.

While applying matrix factorization techniques to the individual classifier out-
puts achieved performance better than random, it is not entirely clear if the model
is learning patterns related to an individual’s personal responses or from patterns
already inherent in the data. This issue must be more fully explored using EEG data
from a subjective preference experiment; successfully applying collaborative filtering
techniques to EEG data collected in response to subjective, rather than objective,
classification problems would be a more robust demonstration of its feasibility.

5.3 Future Work

While brainsourcing yields promising results, it could be improved using a variety
of techniques. More sophisticated machine learning approaches, which could better
learn the structural differences between the different ERP classes, could produce bet-
ter performance outcomes, particularly when the number of available crowdworkers
is low (N<5). The current method involves taking the mean of multiple classifier
outputs and assigning a label based on a simple threshold value; performance may
improve significantly by using a Bayesian approach.

Currently the proposed approach only demonstrates the feasibility of using
a supervised approach to train models for purposes of stimuli classification. Using
unsupervised methods to cluster stimuli into their likely classes also warrants further
exploration. The approach could also be extended to translate EEG signals from
separate individuals across a common set of stimuli into a common latent space. This
would enable us to combine translated EEG data or train models for all participants
per task, rather than per participant, per task. The probabilistic methods proposed
in [131] could be explored within the context of brainsourcing.

Since the participants were explicitly asked to recognize the features in the im-
ages, according to the crowdsourcing categorization in [32], the experiment detailed
in this thesis falls under explicit crowdsourcing. That is, the participants were in-
structed to perform an explicit task. Future research could apply brainsourcing to
an implicit crowdsourcing setting, such as through the recording of brain signals
associated with completing a gamified microtask. The task instructions in our ex-
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periment were to make a mental note when a target was observed - an approach
based on completely passive reactions, such that subjects are presented with stimuli
in a wide variety of classes with the only instruction to simply observe, is worth
exploring as well.

The P300 evoked potential utilized in our implementation of brainsourcing is
produced when a stimulus matches an expected mental target [164]. In this thesis,
we used the P300 evoked by images matching the target class to assist in training our
model, yet the P300 does not require a specific stimulus type or modality. Indeed,
the P300 has been shown to be produced by target stimuli presented through a
variety of sensory modalities, including auditory [165], haptic [166], and olfactory
[167]. Thus, brainsourcing paradigm could, in theory, be applied to classify data
otherwise not easily accessible to a computer system, such as the smell or taste of a
food or the feeling of a touch.

While the P300 is highly task-relevant [164], it only allows the solving of explicit
microtasks; participants must be aware of the task in order to elicit a P300 strong
enough to be utilized in a classification setting. However, it should be possible to also
leverage brain potentials that occur without explicit conscious control. The N170,
for example, could be targeted in a face detection task (rather than distinguishing
between two categories of faces, as presented in this thesis).

Another implicitly valuable potential is within the N400, which has been asso-
ciated with the violation of expectation in linguistic contexts [168]. This attribute
could be utilized by brainsourcing to detect semantical incongruencies within text or
speech by instructing participants to simply read text or listen to audio presented to
them while recording their brain activity. In this way, the participants would not be
explicitly solving a crowdsourced task, but would accomplish this as a side product
of reading text.

Yet another line of research would be to extend the tasks beyond simple recogni-
tion and classification, and restructure them so brainsourcing could allow the crowd
and the computers to detect socially cohesive opinions, even detecting crowds with
contradicting views or internally dissonant opinions. Our current results depict
greater observed variance among specific tasks and disparate improvements in per-
formance as more brainsourcing participants were added to the model. The largest
task-wise performance increase was in task “Old” and the smallest improvement was
in task “Young”. One possible explanation is that these tasks were likely the most
subject to individual interpretation. The definition of an old or a young person
may heavily depend on the participant’s age, culture, and gender. This suggests
that brainsourcing may have potential in unlocking subjective, implicit cohesion
and diversion of opinions, emotions, and even attitudes [169, 170, 171, 172].

From the perspective of collaborative filtering, SVD is one of many techniques
that may be used. While SVD has achieved competitive results, new approaches
have been introduced since SVD-based methods became popularized thanks to the
Netflix prize in 2007-2009, such as systems that utilize autoencoder architectures
[173]. This thesis only explores a single technique among many that have proven
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effective.

A significant challenge in collaborative filtering approaches, within the context
of EEG studies, is relative the lack of data. Typically, collaborative filtering datasets,
while much more sparse than the data used in this thesis, contain information per-
taining to hundreds of thousands to millions of users, reducing the negative effect
of the high sparsity levels. Unfortunately, construction of such datasets is infeasible
within a laboratory setting. Until the introduction of ubiquitous BCIs, applying
collaborative filtering techniques to a much larger EEG-derived dataset is not yet
a possibility. Nonethless, using data from cheaper consumer-grade EEG headsets
that offer much lower spatial resolution may present a unique challenge, provided
that data has been collected from a much larger population. Achieving similar col-
laborative filtering results with data from far less sophisticated equipment would
nonetheless be a significant contribution.

5.4 Social and Ethical Concerns

Like many digital technologies, BCI systems can also be misused, applied unethi-
cally, or compromised by malicious agents. As modern societies become increasingly
digitized and the technologies from which BCI systems are based continue to im-
prove, BCI systems are more likely to become as commonplace as the keyboard,
mouse, and touchscreen in 2019.

The nature of BCI applications leaves them particularly vulnerable to exploita-
tion. The data collected via EEG can be used to infer neurological conditions,
individual preferences, and behavioral patterns that might otherwise go undetected
by the typical person. It is important to explore the potential ramifications of
widespread adoption of BCI systems, as well as the potential ways in which brain-
sourcing might be used unethically.

5.4.1 BCI and Personal Privacy

Owing to the private nature of EEG data, ensuring that an individual’s raw EEG
data is protected from external sources is a primary concern when designing BCI sys-
tems. EEG data has been used to diagnose a variety of neurological conditions, and
can also be used to infer risk of developing certain neurological problems. Such infor-
mation could be exploited by insurance companies to deny coverage to prospective
customers without their knowledge, or by employers interested in hiring employ-
ees with fewer existing medical conditions in order to reduce the risk of incurring
financial losses caused by less healthy (and potentially less productive) employees.

5.4.2 Consequences of Ubiquitous BCI

In a society where BCI applications are as common as current-day smart phones,
novel ways in which these technologies can be used unethically may emerge. Gov-
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ernments, corporations, and criminal organizations may use these systems in ways
that violate individual rights to privacy or autonomy. New labor paradigms may
emerge that exploit the convenience of these systems and the widespread availability
of brainsourcing workers. While frameworks to facilitate labor rights among crowd-
workers have been proposed, such as Turkopticon [174], these must be adapted to
account for the unique challenges BCI-based labor introduces. In this section, we
expand upon existing work involving crowdworker rights and design fictions within
the context of ubiquitous BCI adoption [175, 176]. We discuss how the techniques
presented in this paper may be used or extended in a manner such that their appli-
cations are deemed unethical or otherwise immoral.

Subliminal probing It has been demonstrated that private information (specif-
ically, recognition of a face) can be obtained from individuals using a BCI system
without their knowledge or consent, through the use of subliminal probing techniques
[177]. Such techniques may be extended or modified in a manner such that they
could expose PIN codes, passwords, and private social relationships. Corporations
or political campaigns could secretly probe consumer or voter attitudes to better
market their products [178, 179]. Governments and corporations may be tempted
to conduct BCI-driven surveillance to monitor their citizens or employees, and could
enhance their findings using brainsourcing techniques.

Surveillance Systems In 2018, several articles were published [180, 181] doc-
umenting the use of brain monitoring systems by Chinese businesses, namely at
Hangzhou Zhongheng Electric and State Grid Zhejiang Electric Power, where the
technology was first introduced in 2014. The technology has since become widespread
in China, deployed in a variety of environments and working conditions. As of 2018,
Changhai Hospital in Shanghai was in active collaboration with Fudan University
to develop similar brain monitoring devices to monitor patient emotions and mental
states in order to prevent potentially violent incidents. Such implementations, while
not directly BCI systems by themselves, exploit advancements in the BCI field. The
ethics of these systems is highly suspect, as it is not difficult to imagine scenarios
in which the systems violate fundamental human rights for personal autonomy and
privacy.

Medical fingerprinting and privacy EEG data should be considered personal
medical data; protecting it becomes particularly important as EEG data can be
used to diagnose neurological conditions [182, 43]. EEG data can also be used as
a biometric identifier [183, 184], and thus could be used to identify an otherwise
anonymous user if similar data is made publicly available (e.g., via a security breach
in a BCI application that collects EEG data). Privacy-preserving techniques for BCI
applications need to be designed to protect the raw user data collected such that it
cannot be obtained by third parties without the individual’s explicit knowledge and
consent. Furthermore, models produced using this sensitive information should be
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safeguarded so that the data used to build them cannot be reverse-engineered [185].

Abuse of microtask labor There is risk of abuse of this system through the
establishment of businesses and organizations that deploy it in an unethical manner.
Brainsourcing can be conducted using healthy individuals with minimal training -
a typical worker can be trained in under 15 minutes. Companies that wish to
perform brainsourcing for financial gain may have reduced incentives to maintain
the mental and physical welfare of their employees, who require little training and
are thus more likely to be treated as expendable commodities. Widespread adoption
of consumer-level BCI systems could result in brainsourcing tasks being completed
by the average computer user; under such circumstances, brainsourcing tasks could
serve as an alternative to existing online monetization methods. Such an approach
might have negative consequences when combined with subliminal probing, where
users are at risk of unwittingly consenting to their sensitive data being transmitted
and utilized.

6 Conclusion

The objective of our research was to study the feasibility of using EEG to classify
binary stimuli and to extend this application to a crowdsourcing setting. We also
investigated how collaborative filtering techniques could be applied to the classifier
results.

Previous work has relied upon categorizing stimuli of distinct categories (inan-
imate object vs. person) [186], rather than of the same metacategory (faces) with
varying salient features (hair color, apparent age, smiling or not). We extended
findings from previous work and demonstrated that such binary classification with
EEG data is possible even when stimuli are within the same metacategory.

We presented brainsourcing: a novel crowdsourcing paradigm that utilizes brain
responses of a group of human contributors each performing a recognition task to
determine classes of stimuli. An experiment utilizing brainsourcing was reported for
an image labeling task. Compared to individual classifiers, significant classification
performance gains were achieved using brainsourcing. It was revealed that it is
indeed possible to achieve competitive classification results using relatively simple
techniques of combining multiple predictions from several individuals. Performance
improvements achieved using brainsourcing asymptotically approach near perfect
accuracy at around 12 participant with a mean F1 score of 0.96 across all tasks.

We also explored the use of collaborative filtering techniques within the context
of making predictions for stimuli for which EEG data is unavailable. The results were
significantly better than random and show that we predicted statistically significant
responses for 29 out of 31 individuals. The results warrant further exploration to
determine whether clusters have been identified within the data, or if the matrix
factorization technique has learned latent information about the stimuli captured
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from the predicted responses.

Crowdsourcing via human brain signals as a paradigm shows promise. Such
an approach may offer a better way to rapidly mine information from individuals.
While currently limited by its poor spatial resolution, the high temporal resolution
and overall greater dimensionality of EEG may allow for more information to be
captured than otherwise possible through existing implicit and explicit approaches.
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