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 ABSTRACT 

This work considers the problem of the ontological implications of 
epistemic success (“the problem of success”), that is, what can be inferred 
regarding how the world has to be if one only assumes that there has to 
be some evaluable epistemic access to that world. What ontological 
assumptions are sufficient for having such access? 

It is argued that three assumptions are sufficient for this task: 
 

A1)  One can act in the world. 
A2) The way one’s actions in this world are constrained is not 

totally arbitrary. 
A3) One is able to interpret some specifications related to how 

one’s actions would be constrained. 

How these three assumptions can account for the possibility of 
evaluable empirical and theoretical knowledge is demonstrated by utilizing 
a novel ontological framework called Constrained Ontology. Constrained 
Ontology takes what is real to be the way in which our dealings with the 
world are non-arbitrary, that is, how our actions in the world are 
constrained. This means that the world is not taken to be real in terms of 
what it contains, but rather in how it affects our dealings with it. 

This shift in ontological emphasis has several interesting philosophical 
features. It allows for non-circular evaluations regarding when a 
representation is faithful (Chapter 2). It allows for indirect evaluations of 
theoretical knowledge claims and the various theoretical methods used in 
science (Chapter 3). These methods include inductive inferences, 
triangulation, robustness analysis and consistency and evaluability 
conditions. The use of these methods, on the other hand, can be used in 
explaining the theoretical success of science, which means that a 
constrained ontology in a sense provides an ontological explanation for 
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the success of science. Constrained Ontology can also be taken as a 
structural realist position that can account for scientific realist desiderata 
without breaking the empiricist spirit (Chapter 4). Finally, a constrained 
ontology can be used to show that stronger ontological assumptions are 
not necessary for accounting for the possibility of science being 
successful. In particular, this implies that one does not need to assume the 
existence of any substantial entities and all arguments to that effect have 
to appeal to some further desideratum than the mere possibility of science 
being empirically and theoretically successful. The success of science does 
not imply that there are substantial entities. 

The work also utilizes a condition of evaluability according to which 
distinctions are well defined only if there is some way to evaluate how they 
distinguish their objects. There must be some specified way to determine 
which cases fall to which side of the distinction. That is, a distinction is 
well defined only if there is some way of determining how it distinguishes 
the differing cases. Constrained Ontology can be seen as an application 
of this principle to ontology. What other implications this condition might 
have is a question well deserving of further study. 
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1 THE WHY OF IT 

You can’t build up if you do not know what is down. 

1.1 THE PROBLEM OF SUCCESS 

A striking feature of science as an epistemic activity is that there is at 
least some sense in which it works. Science is epistemically successful. 
Science can tell us about the world we live in. Science can give us 
knowledge and guide our actions. At times, science enables us to 
manipulate the world in ways that result in desired and predictable 
outcomes. This is what makes science, as an epistemic activity, an 
interesting target of study: it is an epistemological activity that is known 
to be successful. 

This epistemic success of science constitutes the starting point of this 
work and will be taken for granted. That is, it will simply be assumed that 
there is at least some sense in which science, as an epistemic activity, is 
successful. If not for this assumption, no problem would arise and there 
would be no need for further analysis. After all, if science were not 
successful in any sense, then there would be no need to accommodate said 
success and hence there could also be no ontological implications to 
consider. However, by assuming at least some epistemic success in 
science, one can quickly find oneself in a bit of a pickle. 

To start off, note how the epistemic success of science was loosely 
characterized here in terms of how it can guide our actions to successful 
outcomes. For example, it allows us to manipulate the world and make 
predictions on what will happen in the world in given circumstances. In a 
more general sense, one can also say that science can successfully give us 
useful knowledge regarding our world. What is common to these forms 
of epistemic success is that they are all ways in which science is epistemically 
successful, because it is about the world we live in. After all, we are considering 
manipulations, predictions and knowledge claims regarding the world. But 
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now, if science is successfully about our world, then there has to be a 
world, in some sense, that science is successfully about. That is, to fully 
consider the success of science one needs some notion of “the world” or 
“real” that science can be successfully about. This we will call the “realist 
challenge”: success implies some reality. 

This does not mean, of course, that one has to have a fully spelled-
out view of “real” or “the world” to talk in any sense about the success of 
science. Instead, the necessary specificity of such notions will depend on 
what one aims to accomplish. For example, if one is studying 
pseudosciences and merely wants to claim that they have not achieved a 
similar epistemic success as the sciences have, it is often enough to just 
point to some concrete scientific achievement and take the notions of 
“real” and “the world” for granted (see, e.g., Boudry 2013; Regal 2009). 
For example, “science got us to the Moon” is not a claim that often needs 
ontological clarification. But then there are cases where the demands for 
specificity are higher. The debate on the reality of unobservables (Agazzi 
2000; Metcalf 1940) does not need to analyse the ontology of observables 
in any particular detail, but it does have to take a stand on the nature of 
unobservables. Attempts to analyse the ontological implications of 
modern physical theories have had to go into even deeper specificity (see, 
e.g., Friedman 1983; Glick 2016; Ladyman, Ross, Spurrett, Collier 2007; 
Norton 2015; Weatherall 2016; Williams 2019). 

This raises the question of what exactly the goal of this work is. What 
is the required specificity here? The answer is that we seek to ascertain 
what are the ontological requirements for science to be able to be successful in the first 
place (See Laudan 1984; Wright 2014). That is, what is required in terms of 
ontology for science to be able to be successfully about the world in the 
first place? What are the ontological implications of epistemic access?1 

Now, one might be inclined to think that in answering our question, 
the natural place to start would be to take a suitable notion for “real” or 
“the world” from science. After all, we are assuming that science is 

 
1 There is a close relation between the problem of success and the Problem of 

Knowledge presented by Michaela Massimi (2008) and the question of success-to-truth-
inference (Vickers 2019). This is because these are all problems that stem from 
difficulties in evaluating inferences from our epistemic access to how the world 
is. 
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epistemically successful about the real world and that success does seem 
to tell us a lot about how the world is. It turns out, however, that such an 
approach is not as straightforward as it might seem. 

The problem is that science gives us knowledge of the world through 
representing it as somehow (see, e.g., Giere 1988; Morgan 1999).2 How 
successful these representations are (in terms of predictions, for example) 
can at least in principle be empirically tested. This does not, however, in 
itself tell us whether these representations represent the ontology – what 
exists and how, what is real – of the world correctly (see, e.g., Leplin 2004: 
119). The reason is that there are known cases of successful 
representation, which are said to represent the world in ways that are now 
thought to be ontologically incorrect (see, e.g., Worral 1989).3 The most 
famous case is probably Newtonian mechanics, with its forces and 
dynamically fully determined objects, but the problem is much more 
widespread than that. Many models in science represent their targets 
through idealizations, ways one thinks that they “actually”4 are not, and 
yet are highly successful (see, e.g., Batterman 2009; Morrison 2015; Saatsi, 
Vickers 2011; Shech 2013, 2019).5 

The point is that successful representations and ontologically correct 
representations do not always go together. This is worrisome, but there is 
an even deeper problem buried here. 

 
2 Of course, science also provides knowledge of the world through 

experimentation. However, since experiments always need to be interpreted as 
being about something in some way to be of any use, they also contain an 
ineliminable representational element. 

3 Steven French has presented an even stronger argument than this. 
According to him, there are cases where, even if a theory is known to be correct, 
its “metaphysical” ontology may not be uniquely determined. This is true, for 
example, for the status of particles in quantum theories (French 2014: 48–49). 

4 The “actually” is important here, for, if there is a problem in interpreting 
what the success of a scientific theory implies regarding the ontology of our 
world, how are we to know that these earlier theories in fact had wrong 
ontologies? How do we even interpret what ontology a scientific theory has? (See 
Bueno 2019 for related discussion.) 

5 The most widespread examples are probably phase transitions models (see, 
e.g., Solé 2011). 
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Remember that we are looking at ontological implications in terms of 
something that is taken to be epistemically successful: science. This means 
that we should not just assume and appeal to some further successful 
epistemic activity, like common sense or intuitions. We would then no 
longer be considering the ontological implications of successful science 
alone. Given this restriction, evaluations of when a model represents the 
ontology of the world correctly or when the model idealizes the target 
should only be based on current scientific knowledge. These evaluations 
are thus always relative to our scientific knowledge, not something we can 
here claim to have some external-to-science or otherwise privileged access 
to. Thus, here we know through science and only science. It should be 
noted, though, that the notion of “science” is used very broadly here. It 
does not refer to mere natural sciences, nor is it limited to work published 
in respected journals. Instead it comprises a particular kind of activity that 
possesses certain methodological features. We will return to this point 
later on. To make the point here, it is sufficient to note that evaluations 
of ontological correctness are relative to the state of current science. 

We also know that ontological interpretations of theories and 
representations can go through fundamental changes, as demonstrated by 
the intricacies of quantum theory and general relativity (see, e.g., Norton 
2015). Newtonian mechanics was associated with a radically different 
ontology than quantum theory or general relativity easily allows for, and 
yet it was highly successful. More importantly, Newtonian mechanics is 
still a highly successful theory for a wide variety of physical cases despite 
its problematic ontological interpretations (see, e.g., Goldstein, Poole, 
Safko 2002; José 1998; Wilson 2007). 

Indeed, the apparent disconnection between the taken ontology of a 
theory or representation and the success of that theory or representation 
has been the motivation for a famous type of argument in philosophy of 
science. It is usually referred to as the pessimistic (meta-)induction but can 
take many differing forms (Godfrey-Smith 2003: 177; Poincaré 
1905[1952]; Putnam 1978: 25; Laudan 1981; Stanford 2003, 2006). 
Putnam (1978: 25) has described the problem as follows: 

 
…just as no term used in the science of more than fifty [or whatever] years ago referred, 

so it will turn out that no term used now [except maybe observation terms, if there are 
such] refers. (Emphasis in the original.) 
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Larry Laudan has presented the related argument as follows: 
 

i. There have been many empirically successful theories in the history of science which have 
subsequently been rejected and whose theoretical terms do not refer according to our 
best current theories. 

ii. Our best current theories are no different in kind from those discarded theories and so 
we have no reason to think they will not ultimately be replaced as well. (Laudan 
1981) 
 

People have tried to evade this challenge in various ways (see, e.g., 
Hacking 1983; Psillos 1999: 105–108; Worrall 1989: 153–154). However, 
for now it is important to just note that the problem is about certain kinds 
of ontological, often referential, interpretations of scientific theories. It 
does not seek to deny that scientific theories have been, and are still, 
successful in various other aspects. The challenge it poses is rather that of 
a more careful analysis of how to interpret what scientific theories say in 
a way that would lead to or at least aim at cumulative, or generalizable,6 
theoretical knowledge. This is effectively what we will end up doing in this 
work.  

The most prominent approach for obtaining such cumulative 
knowledge is by utilizing a notion of approximate truth (Popper 1963) or 
truthlikeness (Niiniluoto 1987, 1999, 2017, 2018). The idea here is that 
instead of analyzing theories in a binary way as being either true or false, 
one focuses on how new theories are getting closer to the truth as science 
progresses. In this way, one can try to identify an ontology in which there 
have not been any radical changes, and which can be evaluably said to 
converge towards some true ontology. The benefit of demanding only 
approximate truth of our theories is that it shifts the focus from the 
referential success of specific theories to relational differences between 
theories. That is, the unit of analysis is not a single theory but instead a 
progression of theories. The problem then becomes, how can one 
evaluate such progress? How should one measure approximate truth 
(Niiniluoto 1987, 1999)? And can that be done in the absence of total 

 
6 For knowledge to be generalizable, it merely needs to be able to be applied 

to at least two differing cases. We will return to this in Chapter 3. 



The why of it 

 

6 

 

truth? In addition, approximate truth struggles to account for the 
possibility of radical shifts regarding what is taken to be true, since the old 
theories are then not even approximately true. This is why it is often 
paired with a structuralist take on ontology.  

Scientific structuralism (Bokulich Alisa, Bokulich Peter 2011; French 
2014; Frigg 2011; Ladyman, Ross, Spurrett, Collier 2007; Russel 1927; 
Votsis 2005; Worral 1989) seeks to re-analyse how one interprets the 
ontology of scientific theories. Instead of a reading of ontological 
commitments in terms of some referential entities, or “content”, 
structuralists seek to analyse ontology in terms of mathematical structures. 
While there has not been referential continuity in theory transitions, 
perhaps there has been structural continuity. If one could render the 
transitions smooth, one could make a case for an inductive argument for 
the approximate truth of our theories. That is, the ontology of our 
theories, in structural terms, more closely resembles the actual ontology 
of the world as science progresses. This does not amount to a proof,7 but 
it is nevertheless a consistent option for dealing with the problem (see, 
e.g., Worral 2011). The challenge then, of course, concerns how exactly 
one is to construct such a stable ontology (see, e.g., Landry 2011; Peters 
2014; Vickers 2013). There is a lively debate on how successful this 
approach is (Frigg 2011), and in this work I will actually argue for a kind 
of structuralist ontology. For now, however, let us proceed a bit deeper 
down the rabbit hole. 

Going further, we reach a troublesome place. First of all, if 
representational success and ontological correctness do not necessarily go 
together, as Larry Laudan has emphasized, one cannot infer a correct 
ontology from having an epistemically successful representation. 
Furthermore, if there can be radical changes in ontological interpretations, 
one cannot even show that the ontology of a successful representation has 
to be close to the correct ontology either. The ontology can be close to the 
real one, of course, but it does not have to be.  

 
7 A proof would require one to show that the ontology in fact converges to 

one true ontology. That is, after some point there could no longer be any radical 
changes. In more mathematical terms, this corresponds to showing that the 
“series of ontologies” is convergent. 
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We are left with a worrying conclusion. While science can – and does 
– tell us what epistemologically works, it does not seem to be able to 
provide us with a direct answer for why it works in ontological terms. This 
takes us to the problem lying at the very bottom of our rabbit hole.  

If science cannot directly tell us what the correct ontology of the 
world is, then it also cannot tell us that it is that ontology that makes 
representations successful (see Isaac 2013). That is, science cannot justify 
ontological explanations for the success of science. The connection 
between a particular ontology and success, being an extra-scientific 
assumption, is in need of a justification. This is what we will call the 
instrumentalist challenge: how to justify ontological explanations. 

At the bottom of our rabbit hole, we then encounter two 
simultaneous challenges: the realist one and the instrumentalist one. 
Combined, these two challenges give rise to a difficult problem, which we 
shall call the problem of success. On the one hand, one needs a view of “the 
world” or “real” – how the world is, its ontology – to make sense of the 
ontological implications of the success of science. But on the other hand, 
science does not by itself seem to be able to provide an answer for what 
such a view should be and how it can make science successful. This makes 
the question of the ontological implications of epistemic access worthy of 
philosophical attention. That is, it is not a question one can simply find an 
answer to; rather, it is a question one needs to get a clear understanding 
of before any answer can even be entertained. In terms of the proposition 
that what one can infer about how the world is depends on the success of 
science as an epistemic activity, what can we make of this?  

1.2   WHAT GETS DONE 

The question that we are facing here is quite daunting. Discussions 
pertaining to the ontology of “the world” are as old as philosophy itself. 
There is an entire field dedicated to the study of such questions: 
metaphysics (see Moore 2011 for a historical take). In addition, ontology 
and epistemology are often intertwined, so that one cannot analyse them 
separately; such is the case here as well (see, e.g., Shech 2015). This brings 
in a whole other field of study: epistemology. The success of science, on 
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the other hand, has a central role in philosophy of science, as it relates, 
more or less directly, to a swarm of issues. These include scientific 
representation, explanation, causation, scientific realism and demarcation, 
to name just a few. It is abundantly clear that we cannot provide a 
comprehensive analysis of every feature of the problem here. With this in 
mind, a more focused approach is opted for. Ironically, the strategy is to 
consider the problem from as general a perspective as possible and then 
build and link that perspective to some of the current debates. 

Since we are interested in the implications of epistemic success, we 
have to be really careful regarding what we take for granted. If a claim is 
accepted on some other grounds than the requirement that there is some 
epistemic access to how the world is, then it is strictly speaking not an 
implication of epistemic access, and hence anything that follows from that 
claim will not be either. The only free assumption is really that 
epistemically successful science is possible, and all the other assumptions 
need to be either justified with regards to that or spelled out as 
assumptions. However, with each non-justified assumption, the overall 
argument gets more restricted and lessens the scope of this work. For this 
reason, a lot of time and effort will be delegated to justifying seemingly 
trivial claims. In addition, the argumentation itself tries to be as non-
committal as possible. 

It also has to be acknowledged that the fundaments of this work, 
being highly motivated by my particular background, have germinated 
rather independently of external philosophical input. My personal style of 
thought is also such that I tend to work out problems to a large degree on 
my own before relating them to existing literature. The result is that the 
style of this text is somewhat unorthodox, in the sense that it is not as 
discursive as philosophical texts tend to be and it focuses more on 
constructing its own context. This is not to say that there are no references 
to existing literature throughout the text, but rather that the role of those 
references is more akin to pointing out similarities and connections than 
establishing substantial points. In addition, since the topic of this work 
mandates that we are very careful in what we assume, there is an argument 
to be made for why a more construction-focused approach is in fact a 
good fit for the task at hand: by not adopting ready-made stances and 
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instead constructing everything ourselves, we can keep a better eye on the 
assumptions in play. 

I am aware that this style of argumentation can make for a heavy read, 
but some roads can only be travelled meticulously, and I believe the end 
result is worth the effort. I also believe we would all be worse off if we 
promoted tools over tasks for the sake of tradition. However, I have tried 
to make the text a bit lighter by relegating some more detailed points to 
footnotes. These points are not necessary for grasping the overall 
argument, but they are recommended for readers who want to focus more 
on the analytic details. 

A definitive, positive answer for what exactly the ontological 
consequences of evaluable epistemic access are will unfortunately not be 
reached. This is because a strict proof of something being necessary would 
require us to show that it applies in any case, and this would require us to 
provide all the possible cases.8 We would also need to know that they are 
in fact all the cases. But since we can only ever evaluate whether we have 
all the cases by comparing our set of cases to the total set of cases, and 
this can only be done if we already somehow know all the cases, a strict 
positive proof falls prey to circularity. Of course, it might just be that we 
have indeed considered all the cases here, but such an unevaluable 
possibility should not satisfy anyone seeking to determine the real truth 
of the matter. 

However, we can make the case that certain very minimal assumptions 
are at least very hard not to assume. Three such assumptions are found 
here. They are: 

 
A1)  One can act in the world. 

 
8 This assumes a view of deduction according to which showing something 

to be deductively the case means showing that it is logically necessarily the case. 
This in turn requires that one can consider all the cases and consequently one has 
to be able to know that one has all the cases for the deduction to be valid. For 
situations where all the cases are given (as in mathematics, for example), this is 
not a problem. Here, however, one does not find oneself in such an opportune 
situation. A different notion of deduction could be presented, but no such 
notions seem to be readily available. 
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A2) The way one’s actions in this world are constrained is not 
totally arbitrary. 

A3) One is able to interpret some specifications related to how 
one’s actions would be constrained. 

The three assumptions turn out to be sufficient for accounting for the 
possibility of evaluable epistemic success in science. This in turn implies 
that other ontological assumptions do not follow from epistemic access 
alone, which does constitute a substantial negative contribution to 
answering the posed question. In particular, the assumption that the world 
has to be somehow made out of various substantial entities is not required. 
This assumption plays a central role in the philosophical debates 
concerning scientific realism (Chakravartty 2015; Rowbottom 2019), 
which makes the negative result here philosophically interesting.  

All buildings start from a single cornerstone. Here that initial step 
relates to scientific representation (Chapter 2). The question regarding the 
success of science has a simple reinterpretation in this regard in terms of 
successfully or faithfully9 representing with models. Such successful 
representations are plentiful in science and range from the early 
Newtonian representations (Newton 1726[1999]) to modern climate 
models (Katzav, Parker 2018).10 Indeed, one way in which science can be 
epistemically successful is by having (epistemically) successful 
representations. If successful representations can provide epistemic 
access, then by studying those representations we might be able to find 
out about what is ontologically required to have said access. Focusing on 
the deflationist approaches (Suárez 2014; 2015), we build on and extend 
the work by Gabriele Contessa (2007a) to just such an effect. 

Of particular importance in this analysis will be the condition of 
evaluability. In general, it states that distinctions are well defined only if 
there is some way to evaluate how they distinguish. In the case of 

 
9 Epistemically successful representations turn out to be faithful 

representations in the ontological framework we end up with. We will use these 
terms interchangeably for now.  

10 One should note that the term “science” is taken very broadly here. The 
demand for science to have at least some epistemically successful representations 
is on par with demanding that we have such representations altogether.  
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ontological implications of (scientific) epistemic access, it demands that 
whatever ontology one adopts, it has to be such that one can use the 
evaluable epistemic means of science to determine it. This leads to the 
abandonment of ontological views that posit substantial entities, referred 
to here as “traditional ontological views”, in favour of a view that pertains to 
how one’s actions are constrained. This view, called Constrained 
Ontology, takes seriously the idea that the world does not have to be as 
one sees it, but rather it just needs to allow the way one sees it to be an 
efficient way for acting in it. The world only needs to be such that one’s 
representations of it allow one to act in it in a way that does not lead to 
totally arbitrary outcomes. Representations thus function more like 
epistemic tools (Knuuttila 2011; Knuuttila, Boon 2011), which we can use to 
navigate the world, than mirrors of how the world is in any stronger 
sense.11 (For related views see Oliveira 2018; Rorty 1980.) It is also 
demonstrated that a constrained ontology is able to accommodate 
successful (or faithful) representations in an evaluable manner. That is, at 
least in principle there is always a way to determine whether a 
representation is successful or not, based on the epistemic access we have 
within a constrained ontology. The view is also constructed to be as 
minimal as possible; consequently, it is more minimal than a traditional 
ontological view. In effect, this logically proves that a traditional 
ontological view cannot be implied by the representational success of science 
alone. In general, one does not have to make more substantial ontological 
assumptions than these to have successful representations in science. 

But scientific success is not mere successful representation. While all 
practical applications end up dealing with some successful representation 
of some real-world case, there is a great deal of theoretical success that has 
led to those successful representations. Accounting for successful 
representation is sufficient for having empirical adequacy (see, e.g., van 
Fraassen 1980), but it leaves the theoretical success of science open. 
Therefore, we also need to consider the problem of theoretical success, 

 
11 This does not mean that there would not be a difference between how 

generalizable theoretical representations are. The issue of theoretical knowledge 
will be considered in Chapter 3. 



The why of it 

 

12 

 

which is closely related to the issues surrounding scientific understanding (see, 
e.g., Eigner 2013; de Regt 2017; Ylikoski 2013). 

We begin by considering theoretical knowledge in terms of general 
knowledge claims (Chapter 3). These are claims that are at least potentially 
applicable to multiple differing cases. We also introduce a notion of 
scientific understanding to account for how theoretical claims relate to 
particular instances and ultimately to faithful or successful 
representations. We then utilize the requirement of generality to derive 
various methodological principles that underlie theoretical work in 
science. These principles include inductive inferences (Norton 2013, 
2014), triangulation, robustness (Levins 1966; Knuuttila, Loettgers 2011; 
Kuorikoski, Lehtinen, Marchionni 2010, 2012; Raerinne 2013; Weisberg 
2006; Wimsatt 1981[2012]), consistency (Saatsi, Vickers 2011; Vickers 
2014) and evaluability. In addition, we provide an analysis of how 
theoretical knowledge claims can be evaluated with respect to their 
correctness in a constrained ontology. All in all, this allows us to account 
for, and to some extent even explain, the theoretical success of science. 
This contrasts with usual “ontological explanations” in that the 
explanation does not simply appeal to the existence of something but 
rather demonstrates how the various scientific methods are consistent 
with the underlying ontological framework. That is, it is an “ontological” 
explanation of the general methodological tools that play a central role in 
the success of science. 

Since a constrained ontology appears to be able to account for both 
representational and theoretical success in science and does not seem to 
be inconsistent, it can be used to show, as a matter of logic, that more 
substantial ontological assumptions are in fact not justified by the success 
of science, representational and theoretical,12 alone. So, although one does 
not end up with a conclusive answer for what can be justifiably 
ontologically inferred from the success of science, one can nevertheless 
show that some things cannot be thus inferred. In particular, assumptions 

 
12 Theoretical success in science consists of coming up with more useful 

general claims while representational success consists of individual cases of 
application. These are intertwined, however, since scientific applications are 
highly mediated by theory. However, this does not mean that representational 
success would be totally dependent on the theoretical framework.  
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related to the existence of substantial entities are not justified on this basis. 
This hopes to considerably clarify discussions pertaining to the ontology 
of science. Furthermore, since Constrained Ontology was constructed to 
be as minimal as possible, it is very difficult to not assume something like 
it. This is as close as one can get to an actual proof of the view. In practice, 
however, an absence of a strict proof here does not really even matter, 
since one cannot un-assume the assumptions underlying Constrained 
Ontology without first finding a way to work without them – and, in so 
doing, effectively disproving it. That is a tall order. 

With such a view in place, it pays to see how it relates to the 
surrounding discussions. Of particular interest is the connection to the 
scientific realism debate (Chapter 4). The main outline of that debate is 
briefly considered (4.1), and it is then sketched how the considered 
ontological view relates to it (4.2). One finds that a constrained ontology 
can potentially defuse many of the central worries in the scientific realism 
debate (Chakravartty 2015; Rowbottom 2019). In particular, Constrained 
Ontology is fundamentally empiricist (4.3) (van Fraassen 1980), yet it can 
support a well-defined notion of truth and even approximate and 
cumulative truth. It can also account for the “miracle” of scientific success 
without strong realist assumptions (Boyd 1989; Chakravartty 2007; 
Musgrave 1988; Putnam 1975a; van Fraassen 1980). In effect, it appears 
to be an empiricist view that can nevertheless fulfil all the central demands 
of a realist view. Furthermore, the view can provide structural realist views 
(French 2014; Frigg 2011; Ladyman, Ross, Spurrett, Collier 2007; Russel 
1927; Votsis 2005; Worral 1989) with an analysis of structure that does 
not presuppose any bearers of structure (see, e.g., Jantzen 2011). Overall, 
the relation of the proposed ontological framework to the scientific 
realism debate appears to be very fruitful and seems to be able to unify 
many central insights in the debate. 

Finally, this study concludes with some general remarks (Chapter 5). 
These include considerations of how the current work could be extended 
and how its central claim could possibly be refuted. In addition, there are 
some minor remarks on some possible connections that the presented 
work might have with other issues in philosophy of science. These include 
the success and prominence of modelling templates, the role of reductions 
in science, the ontological status of emergent phenomena and multiple 
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realizability, the universality of laws and ceteris-paribus conditions and the 
recent manipulationist and interventionist views of causation. These 
remarks intentionally remain brief, as they are meant more like roadmaps 
for further work than full-fledged arguments. Finally, we raise a meta-
philosophical question prompted by the condition of evaluability.  

In all, we end up building a novel ontological framework that seems 
to have very desirable features, which can potentially enhance central 
debates in the philosophy of science. But what does it imply for scientific 
practice? 

1.3   PRACTICAL RELEVANCE 

The ontological framework constructed here is very minimal and, it is 
claimed, effectively always assumed in scientific work. It basically just 
makes explicit the common desiderata that scientific claims should be able 
to make some practical difference. Few scientists would be happy with 
theories that could not, as a principle, do that. For scientific practice then, 
the view does not impose unwelcomed restrictions, nor is it something 
that scientists need to be educated about.  

However, the view does demonstrate that scientists need not restrict 
their theorising by trying to accommodate some more substantial 
ontological constraints. Instead, they can just concentrate on trying to find 
out the representational means that work and with which they can work. 
In this sense, this work is very much consistent with the overall approach 
of philosophy of science in practice (www.philosophy-science-
practice.org; see also Ankeny, Chang, Boumans, Boon 2011; Chao, Reiss 
2017). 

In addition, analysis of the condition of evaluability should be of use 
for scientific practice as well. The condition relates to the kind of 
methodological tools and claims we can have in science at the end of the 
day. In particular, it might shed light on the debates regarding anthropic 
explanations (McMullin 1993; Sober 2009; Weisberg 2005) and multiverse 
theories (Ellis 2014; Kragh 2009; Steinhardt 2014; Tegmark 2003), which 
appear problematic precisely because their claims are hard to evaluate. 

http://www.philosophy-science-practice.org/
http://www.philosophy-science-practice.org/
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I also believe that the kind of ontological framework presented here 
is in fact the one used in highly theoretical work (at least in physics). The 
explication here, as well as the analysis of its underlying assumptions, 
might make it easier for theoreticians to work out what their theories 
“say” without having to confront difficult metaphysical issues. 
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2  SCIENTIFIC REPRESENTATION 

 

To have a slice, you first have to bake the cake. 

Modern science is able to make predictions and plan controlled 
manipulations by utilizing models (see, e.g., Cartwright 1983; Hacking 
1983). These models can come in various shapes and sizes, but a crucial 
aspect is that they play a central role in the epistemic success of science. 
So, a natural place to start our investigation into the ontological 
implications of the epistemic success of science is by considering the 
epistemic success of models.  

Suppose one has scientific models that can tell us something about 
our world. What implications does this supposition alone have for how 
we should think about how our world is? 

A key point here is that models tell us about the world by representing 
it (see, e.g., de Oliveira 2018; Contessa 2007b; Giere 1988). That is, they 
tell something about some target as being somehow. To find out the 
possible ontological implications of our epistemic access, we thus have to 
consider scientific representation (Boesch 2015; Frigg, Nguyen 2018; 
Knuuttila 2005). In particular, we need to consider how the world should 
be in order for us to be able to have (successful) scientific representations 
of it. 

2.1   BASIC INGREDIENTS 

 

There have been attempts to analyse scientific representation in terms 
of the relation that a vehicle (what one uses to represent with) of a 
representation can have with the target (what one represents) of a 
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representation.13 One calls this relation the representation relation. Of the 
attempts to analyse this representation relation, various morphisms and 
similarity relations have been the most prominent (Bartels 2006; Giere 
2004, 2010; French 1999, 2014; Suppe 1977, 1989; van Fraassen 1980; 
Weisberg 2012). 

In its simplest form, the similarity approach to representation merely 
states that A represents B iff A is similar to B (see, e.g., Suárez 2003: 227). 
Thus, a photograph of an apple, for example, can be thought of as 
representing an apple, since they are visually similar. Despite its initial 
plausibility, the similarity conception has an obvious problem, for how is 
one to know when something is similar to something else? There have 
been various attempts to formulate an answer to this challenge (Contessa 
2007b: 83ff.; Teller 2001: 399). 

One approach to dealing with the vagueness of similarity is by 
appealing to various morphisms. Morphisms are formal relations between 
mathematical structures. The simplest one is an isomorphism, which is 
widely used in mathematics as a kind of identity relation for structures.14 
Two mathematical structures are isomorphic iff: 

 
there is a one-to-one function that maps all the elements in the domain of one structure onto 

the elements in the other structure’s domain and vice versa, while preserving the relations defined 
in each structure. (Suárez 2003: 228). 

 

The great advantage of the morphisms approach is that since they are 
formal relations, given two mathematical structures, one can always 
determine whether there is a suitable morphism between them. 

Vagueness, however, is not the only problem affecting such 
approaches. In fact, both the similarity and the morphism views have been 
beset by various critiques. 

Nelson Goodman (1978) pointed out already four decades ago that 
everything is both similar and non-similar to everything else. This has 
pushed the supporters of a similarity conception of representation to 

 
13 This goes at least as far back as Charles Peirce (Peirce 1931; Suárez 2010: 

92). 
14 Interestingly, one of the most controversial recent mathematical proofs 

has a close relation to the use of isomorphism as identity relations (Roberts 2019).  
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consider relevant similarity (Contessa 2007b: 90–94; Giere 1985, 1990; Teller 
2001). The challenge with this, of course, is the following question: what 
is the relevant notion of relevance (see Budd 1993)? 

There are also formal problems with both the similarity and the simple 
morphism views (Suárez 2003: 232). If one does not consider an apple to 
be a representation of a picture of an apple, a picture of a picture of an 
apple as a representation of that apple and an apple as a representation of 
itself, then the representation relation has to be irreflexive, non-transitive and 
non-symmetric. Isomorphism and simple similarity relations satisfy none of 
these formal requirements. These challenges have given rise to other sorts 
of morphism relations, such as homomorphisms (Bartels 2006). 

A third challenge to the morphisms and similarity approaches relates 
to the possibility of misrepresentation (Contessa 2007a; Frigg 2002; Suárez 
2003: 233–235; van Fraassen 2008: 13–15), for it is also possible to 
misrepresent targets. If representation is based on a suitable relation 
between the vehicle and the target of a representation, then what are 
representations that misrepresent? The crux of the issue is that there is a 
distinction that can be made regarding how well a representation 
represents. If representation is a binary matter of some relation holding 
or not, then there is no room for accounting for that distinction. An 
attempt to provide such room proceeds through partial morphisms 
(Bueno 2002; Bueno, French 2011; da Costa 2003). 

The most crucial problem, however, has to do with the formal nature 
of such relations, because real-world targets are not formal. Rather, they 
need to be interpreted as such (see, e.g., Knuuttila 2011; Toon 2012; 
Suárez 2003, 2010: 95–96). Since the representational status depends on 
said interpretation, one needs to provide some evaluable way of 
constructing such interpretations to evaluate when something is a 
representation and when it is not. A popular attempt to sidestep this 
problem is by appealing to data models and then just concentrating on 
representations of them (see, e.g., Nguyen 2016; Suppes 1960[1969]: 24–
35; van Fraassen 2008). While this does not do away with the problem 
completely, it does allow for at least a limited use of the approaches. 

While there has been a lot of progress with the two approaches, it is 
still an open question as to how well they can face the critiques levelled 
against them (see, e.g., de Oliveira 2018; Ducheyne 2012; Knuuttila 2011; 
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Toon 2012; Suárez 2019). Consequently, it is not entirely clear to what 
extent the representation relation has to be one of the considered types. 
Doubtlessly, various morphisms and similarity relations can be used to 
analyse certain cases of scientific representation, but this does not by itself 
imply that all cases of scientific representation can be analysed thus. We 
could, of course, try to amend these approaches and attempt to further 
analyse the demands for representation in terms of some particular kind 
of representation relation. However, we should not forget what the goal 
here is. It is not to formulate an analysis of representation, but to find the 
ontological implications of our epistemic access. So, the relevant question 
here is: is a particular kind of representation relation necessary for 
epistemic success? 

Even if we could solve all the theoretical problems associated with 
similarity or morphism relations, that would still not be enough to show 
that they are in fact implied by the epistemic success of science. Since we 
want to ideally find the minimal level of required ontological assumptions, 
we might do better by first considering approaches that try to account for 
representation in a less substantial fashion. One such approach is given 
by Mauricio Suárez. 

In 2004, Suárez argued for a deflationist or minimalist view of scientific 
representation (Suárez 2004, 2015). He stated that, in general, there are no 
sufficient criteria for something to be a scientific representation. Of 
course, this does not preclude the possibility of necessary criteria, and 
Suárez even provides some with some in his view called inferentialism. 

Inferentialism: “A represents B only if (i) the representational force of A points towards 
B, and (ii) A allows competent and informed agents to draw specific inferences regarding B” 
(Suárez 2004, 773).  

Whether or not Suárez is correct in his deflationism is open to debate 
(see, e.g., Ducheyne 2012; Fumagalli 2015; Shech 2015). In any case, his 
inferentialism highlights two important aspects of scientific 
representation. 

The first aspect relates to the notion of “representational force”. 
Suárez refuses to give an analysis of the notion as it would go against his 
deflationism: “[a deflationist or minimalist attitude] entails seeking no 
deeper features to representation other than its surface features: the 
representational force of a source is one such irreducible feature” (Suárez 
2004, 771). Here one can think, however, that it at the very least contains 
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an element of simple stipulative denotation,15 of something being used as a 
representation by someone16 for something else. One can, for example, 
use a rock to represent the weather or even the whole solar system. There 
are very few restrictions for this sort of denotation, since one is not using 
the vehicle of a representation (the rock) to say anything about the target 
(weather and the solar system). There are then no success criteria for such 
denotations; the rock simply represents the solar system without making 
any claims as to how the solar system is. For this sort of simple denotation, 
all that is required is that one has specified some vehicle and some target: 
“this is that”. 

The second aspect of representation relates to Suárez’s second 
condition. Mere stipulative denotation is easy to obtain, but it is not useful 
in practice. It does not tell one anything about the target after all. For a 
representation to be of even possible epistemic use in science, one needs 
to be able to use the vehicle of that representation to say something about 
the target.17 That is, the vehicle of the representation needs to be able to 
function as a surrogate for the target in a way that allows one to make 
surrogative inferences regarding the target. By surrogative inferences, one 
means inferences of the type: since A is x, B is also x. The requirements 

 
15 A very broad conception of denoting as a simple “being about” relation is 

used here. It does not, for example, require that the target exists as an object in 
the actual world or that there exist some semantic or a referential relation between 
the target and the denoter. Suárez prefers to use the term “denotative function” 
to highlight this (Suárez 2015). 

16 There is an in-built intentionality here: representation is something that is 
done by us and not something that just happens. Now, one could object to this 
constriction, but representations that are not used by someone to represent are 
hard to evaluate in terms of their success. How would one go about such 
evaluations after all, if not through the representation used to represent? But then, 
of course, one would no longer be talking about a representation that is not used 
by anyone anymore. 

17 This is why the general Gricean approach is not sufficient here. That is, 
there is a genuine problem of scientific representation (Boesch 2017; Callender, 
Cohen 2006)  
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for this condition are more involved, and Suárez’s deflationism states that, 
in general, they cannot be given.18 

Regardless of the validity of Suárez’s deflationism, it is quite clear that 
the two given conditions are in fact necessary conditions for scientific 
representations that can at least potentially provide some epistemic 
access.19 Since the whole reason we are considering scientific 
representations is that we want to ascertain the ontological implications 
of epistemic access, we can adopt a notion of scientific representation that 
incorporates these requirements without any loss of generality. 
Representations that cannot be applied to anything provide no epistemic 
access either, and we lose nothing by not including them in scientific 
representations. One can therefore conclude that both aforementioned 
conditions are in fact necessary conditions for scientific representation.20  

The two required conditions get us somewhere, but adopting a strict 
inferentialism would also just leave us there. If there are no deeper aspects 
to representation, then there is nothing more to uncover and consequently 

 
18 This does not mean that we cannot say anything about when a 

representation allows for surrogative inferences. On the contrary, there is a great 
deal one can learn about making surrogative inferences. It is just that one has to 
look into the actual practice of modelling to glean those contextual insights. For 
this reason, the inferential approach is taken to be very closely aligned with the 
pragmatist approaches to representation (see, e.g., Knuuttila 2011; Knuuttila, 
Boon 2011). 

19 The only case where the condition of denotation would not be satisfied is when 
either the vehicle or the target of a representation is not given. Then, trivially, a 
particular vehicle could not be used to make claims about a particular target. 
Furthermore, surrogative inferences are only possible if one has something which 
one infers with and to. The denotative condition is thus also required by the 
surrogative condition. On the other hand, it was already pointed out that the 
surrogative condition follows directly from the fact that only those scientific 
representations can be used in practice that are at least potentially able to say 
something about something else. 

20 One should keep in mind that this delimitation is only conditional. If one 
does not care about epistemic access, then it is not strictly true that scientific 
representations have to fulfil the surrogative and denotative criteria. Of course, 
one would then be working with a different notion of “scientific” than the one 
used here. 



Scientific representation 

 

22 

 

no way to proceed with our analysis. And indeed, the simple denotative 
condition appears to be rather trivial. But what of the surrogative 
condition? Is it really the case that one cannot say anything more about 
it? Gabriele Contessa (2007a) has claimed that one indeed can. 

2.2 ADD IN SUCCESS 

To clarify what Contessa claimed, one needs to first introduce a third 
aspect to representation: success.21 In science, we do not just use some 
random representation to represent a particular target, but instead try to 
find the representations that work the best. It also turns out that some 
representations are actually more successful than others. Consequently, 
we do not just have surrogative inferences, but more or less successful 
surrogative inferences. Contessa uses this fact to motivate a distinction 
between epistemic representation and faithful representation. 

Epistemic representation: A vehicle is an epistemic representation of 
a certain target for a certain user if and only if the user is able to perform 
valid (though not necessarily sound) surrogative inferences from the 
vehicle to the target (Contessa 2007a, 52–53). 

Faithful representation: an epistemic representation that can also be 
used to make sound surrogative inferences.22 

The distinction is made in terms of the validity and soundness of the 
surrogative inferences the representations allow for. Here, valid inferences 
are inferences where the conclusion is necessarily true if the premises are 
true. That is, they are inferences that are true by the form of the argument. 
Sound inferences are valid inferences where the premises are true and, 
consequently, the conclusion therefore must also be true. In more 

 
21 One should note that inferentialism also includes this aspect. After all, the 

definition for inferentialism contains the condition of “informative” agents. 
Furthermore, Suárez often refers to successful and faithful representations (see, 
e.g., Suárez 2019). 

22 Contessa talks of more or less, or partially, faithful representations. For 
our purposes, it is sufficient to talk of faithful representations when they are not 
completely unfaithful.  
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concrete terms, this means that epistemic representations are 
representations that could tell something about a target, whereas faithful 
representations are representations that in fact do tell something about a 
target. Having epistemic access then requires one to have at least some 
faithful representations. 

When do we have such faithful representations? Well, when the 
inferences are sound, of course. But, importantly, a sound inference also 
has to be valid, which means that we have to be able to somehow check 
the validity of inferences before they even have a chance of being sound. 
So, we must be able to somehow evaluate the validity of the surrogative 
inferences. Such evaluations also should not be arbitrary matters of 
opinion; therefore, they should be based on something. Otherwise it 
would be rather difficult, and impossible even, to ascertain which 
inferences are in fact valid and which ones are not; in practice, no such 
distinction could be upheld.23 This implies that there has to be some 
additional element to representations that can function as the basis of 
validity evaluations, and not just some element but a suitable one that 
connects the inferences from the vehicle of the representation to the 
target in an evaluable way. This additional element we call an interpretation 
of the target in terms of the vehicle (see, e.g., Donato Rodríguez 2009; 
Hughes 1997; see also Suárez 2010: 98). 

Contessa suggests that one could use a special analytic interpretation for 
this task. An analytic interpretation is a kind of formal interpretation 
between the objects of a vehicle and a target:  

 
An analytic interpretation of a vehicle in terms of the target identifies a (non-empty) set of 

relevant objects in the vehicle (ΩV={oV
1,... o

V
n}) and a (non-empty) set of relevant objects in 

the target (ΩT={oT
1,... o

T
n}), a (possibly empty) set of relevant properties of and relations among 

objects in the vehicle (ΡV={nRV
1,..., 

nRV
m}, where nR denotes an n-ary relation and properties 

are construed as 1-ary relations) and a set of relevant properties and relations among objects in 
the target (ΡT={nR

T
1,..., nR

T
m}), and a set of relevant functions from (ΩV)n—i.e. the Cartesian 

product of ΩV by itself n times—to ΩV (ΦV={nFV
1,..., 

nFV
m}, where nF denotes an n-ary 

function) and a set of relevant functions from (ΩT)n to ΩT(ΦT={nFT
1,..., 

nFT
m}). (Contessa 

2007a: 57) 

 

 
23 We appeal to the condition of evaluability here. 
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In concrete terms, an analytic interpretation takes the relevant objects 
and their properties of the vehicle and the target of a representation and 
then provides some way of connecting them. It is then an interpretation 
that is based on the assumed objects and properties of the vehicle and 
target of representation. The formal details of such interpretations are not 
really relevant here, however. What is important is that with the use of 
analytic interpretations, Contessa can try to make his proposed distinction 
evaluable. And it is true that, given an analytic interpretation, one can 
evaluate when an inference is valid and when it is not.  

The fact that one can at least distinguish between epistemic and non-
epistemic representations suggests that there is indeed more one can say 
about representation. There are important caveats, however. For one, we 
have thus far only considered how to evaluate the validity of 
representations and not their soundness. After all, we are after faithful 
representations, not just epistemic ones, and they depend on soundness, 
not on validity. One can check validity, but how can one check soundness? 
A second caveat is that the need for interpretation does not imply that the 
interpretation has to be an analytical interpretation (see Shech 2015). 
Indeed, Contessa notes, “Epistemic representations whose standard 
interpretations are not analytic are at least conceivable” (Contessa 2007a, 
58). Contessa even provides one such example in his dissertation (2007b): 

 
For example, at a chess tournament with eight players, we may use a chessboard to keep 

track of which players are playing against each other at any given time. One letter from A to 
Hand one number from 1 to 8 is assigned to each player so that every player is denoted by both 
a letter and a number and no two players are denoted by the same letter or the same number 
and if a piece on, say, the square D4 of the chessboard, denotes the fact that the player denoted 
by D is playing against the player denoted by 4. This is an example of an interpretation that is 
not analytic because a property of an object (i.e. the position of a piece on the chessboard) denotes 
a relation between two objects (i.e. the relation playing against). (Contessa 2007b: 70). 

 
One should bear in mind that the class of non-analytic interpretation 

can be even broader than this. This is because an interpretation was 
defined as the additional element that connects the inferences from the 
vehicle to the target in an evaluable way. Nothing necessitates that that 
element has to be a formal structure, for example.  
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In what follows, these two caveats will turn out be of crucial 
importance. 

2.3 ADD IN ONTOLOGY 

 
To understand the relevance of the aforementioned caveats, we need 

to consider the evaluability of Contessa’s distinction more thoroughly. 
In the previous section, it was noted that the distinction between 

epistemic and faithful representations rests on the soundness of the 
inferences they afford. These inferences can be presented by means of an 
analytical interpretation. This makes it possible to evaluate the validity of 
said inferences. However, how can we evaluate when the analytical 
interpretation of the target is correct? That is, how do we know when the 
inferences are not merely valid, but also sound? Or when the 
representation is not merely epistemic, but also faithful? 

Contessa does provide an example of a representation that he takes 
to be faithful. Concerning the London Underground, it goes as follows: 

 
Consider, for example, an old 1930s map of the London Underground and a new 

map of the London Underground. … Whereas all the valid inferences from the new 
map to the network are sound… The new London Underground map is an example 
of a completely faithful representation (or, at least, I assume it is)… (Contessa 
2007a, 54–55). 

 
Now, Contessa is not trying to work out the ontological implications 

of epistemic access, so he does not really have to explain how one knows 
these features of the London subway.24 Instead, he is merely trying to 
explicate the distinction between epistemic and faithful representations – 
or, to be more precise, between partial and fully faithful representations. 
The example is a perfectly fine one for those purposes. However, the goal 
here is a bit more demanding. Since we want to explicate the implications 

 
24 Contessa refers to background knowledge (Contessa 2007a: 60), which of 

course we cannot just assume here. 
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of epistemic access, we cannot simply take some particular piece of 
information as primitive or simply given, since that would block any 
further analysis from taking place. We would just know that some 
representation is faithful and that would be that. 

Yet, Contessa (2007b) also provides a more general framework for 
evaluating faithfulness. The idea is to appeal to relevant similarity between 
the vehicle and the target. According to Contessa: 

 
A vehicle is a specifically faithful epistemic representation of a certain system for a certain 

user (for certain purposes) if and only if: 
(F.1) The model is an epistemic representation of that system for that user and 
(F.2) The model and the system are similar in the relevant respects and to the relevant 

degree (where the relevant respects and degrees of similarity are determined by the purposes of the 

user). (Contessa 2007b, 93; see also Giere 1985, 1990; Teller 2001). 25 

 
Some of the problems associated with similarity views were already 

considered. The addition of relevance goes a long way in alleviating them, 
however, since relevance basically introduces an agency to representation. 
The logical problems, as well as the misrepresentation one, can be evaded 
by appealing to the goals and intentions of said agent. 

However, agency, or mere appeals to relevance, cannot by itself 
provide the faithfulness of a representation. This is because, if it did, then 
any representation could be taken as a faithful one. After all, if agency was 
all that there was to the faithfulness of a representation, then there could 
not be any differences in the faithfulness of representations that have the 
same agent with the same intentions. Having a single faithful 
representation, as epistemic access requires one to at least have, would 
then mandate all representations to be faithful, and this would include all 
contradictory and inconsistent representations as well. 

Of course, no one would claim that mere agency is all that it takes in 
order to have faithful representations. However, it is worth considering 

 
25 Contessa also provides a more advanced version based on non-vacuous 

partial quasi-isomorphisms (Contessa 2007b, 160). However, while the more 
advanced version has other benefits, it shares the same problems as the basic one 
for the considerations here. Namely, it does not allow for evaluable 
determinations of relevance.  
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what this implies for the usability of the relevant similarity view for the 
goal of this work. For if it is not just agency, then there must be something 
further that is needed. Furthermore, that something needs to be evaluable 
so one can uphold the distinction between faithful and non-faithful 
representations in practice.26 Similarity was not evaluable, since it lacked 
criteria for when something is similar to something else. Relevance is an 
attempt to provide those criteria, but what are the criteria for evaluating 
relevance? 

Now, we cannot just appeal to some background knowledge or 
contextual and pragmatic factors, since that would be effectively assuming 
that those factors are correct.27 That is, it would be tantamount to 
accounting for the faithfulness of a representation by appealing to 
knowledge that we can only have by first having faithful representations. 
After all, faithful representations are here taken as the only allowed source 
of epistemic access. Furthermore, appealing to some unspecified 
background knowledge makes the source of our epistemic access 
unevaluable, consequently rendering it impossible to ascertain what 
ontological implications it could have. If, on the other hand, we do not 
assume that our background knowledge or other such factors are correct 
and still appeal to them to justify the faithfulness of a representation, then 
the faithfulness of that representation would not depend on how the 
world actually is. Could we then even claim that representation to provide 
epistemic access to the world? What would be the point of faithful 
representations in such a case?  

Appealing to relevant similarity then seems to merely re-express the 
challenge of evaluability in new terms. Instead of considering the 
evaluability of faithfulness, one considers the evaluability of relevance 
instead. If no criteria for evaluating relevance are given, no real progress 
has been made. But no such suitable general criteria are readily available. 

 
26 This is mandated by the condition of evaluability. 
27 As a general point, we could say that for any analysis there is a pragmatic 

aspect, which is always present, in the background context: what is taken to be 
clear. It is the frame where analysis can be done, and, consequently, it is not in 
itself a part of analysis or amendable to be analysed away. 
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Unfortunately, then, Contessa’s approach will not be of help for the 
particular task considered here. 

This brings us to an interesting impasse. While the assumption of an 
analytic interpretation, an interpretation in terms of the objects and 
properties of vehicles and targets, seemed like an innocent one, when we 
try to consider the evaluability of soundness it seems to lead to problems. 
Let us recap a bit and try to figure out exactly what happens.  

It was assumed from the outset that one can have scientific models 
that can tell us something about the world. This implies that one can have 
faithful scientific representations, since models tell us about the world by 
representing it faithfully. Further, if one wants to distinguish, in practice, 
between faithful and non-faithful representations, then one has to be able 
to somehow evaluate which representations are faithful and which are not. 
If this evaluation is based on some other representation, then the 
faithfulness of that representation also has to be evaluable. If the 
faithfulness of that second representation then depends on some further 
representation and faithfulness of the further representation on some 
even further representation, and so on, one will just end up in a regress. 

For practical situations this would be fine, since one could just take 
the soundness of some representations, as given in the pragmatic context. 
This sort of conditional justification would not be problematic, since one 
would just be justifying the use of a particular representation in a particular 
context, not in general. 

However, here the goal is to explicate the ontological implications of 
epistemic access; thus, we cannot just appeal to some particular case of a 
faithful representation. That would make the whole analysis conditional 
on the faithfulness of that unaccounted for representation and effectively 
assume something about the world through assuming said faithful 
representation. We cannot stop the regress with some privileged faithful 
representations, since we have not, and cannot, assume any. If, on the 
other hand, we drop the requirement that the appealed representation 
needs to be faithful, then the faithfulness of the initial representation 
would still depend on the appealed representation but would be 
independent of how the world actually is. That is, there would be no 
connection between how the world is and whether the considered 
representation is faithful or not. 
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A similar problem arises if one instead opts for a coherentist approach 
for justifying the faithfulness of a representation. One may well say that a 
representation is faithful because it is coherent with a set of 
representations. However, the faithfulness of those representations would 
not depend on how the world actually is unless one further assumes that 
the particular set is in fact a faithful set of representations (see also Chang 
2016: 112). There are also trivial ways one can make any representation 
either coherent or incoherent, such as by just choosing representations 
that either directly contradict or contain the considered representation. To 
block such a move, one has to somehow limit what the coherent set can 
be and effectively face the problem of relevant relevance once again. 

For a similar reason, one also cannot appeal to robustness (see, e.g., 
Levins 1966; Knuuttila, Loettgers 2011; Kuorikoski, Lehtinen, 
Marchionni 2010, 2012; Raerinne 2013; Weisberg 2006; Wimsatt 
1981[2012]).28 One might try to argue that a set of independent 
representations converging in a single inference is indicative of the truth 
of the inference in question. Indeed, one might even argue that a crucial 
aspect of something “being true” is some sort of independence. Since 
truth cannot, or should not, be arbitrary, being “true” can be thought of 
in a very general sense as being in some particular way instead of another. 
Faithfulness, on the other hand, has a very direct connection with truth, 
since a faithful representation supports surrogative inferences that are true 
of some target. However, some inference being robust may just be a 
matter of a particular modelling practice. It might be the case that, while 
most of the considered models were robust with respect to a particular 
inference, the few models that were not robust are actually more faithful 
representations of the target. To be able to evaluate if one is in this 
situation, one would have to know in advance which the faithful 
representations are. Furthermore, since robust inferences cannot follow 

 
28 There are several forms of robustness. In addition to derivational 

robustness, one also has at least multiple accessibility robustness (Eronen 2015), causal 
isolation robustness (Knuuttila, Loettgers 2011), model robustness (Lloyd 2015) and 
sufficient parameter robustness (Raerinne 2013). However, for the purposes of this 
work, they all share the same problem: they only provide epistemic access if one 
already has some faithful representations at hand.  
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from every possible representation, if they are to be applicable at all,29 one 
has to somehow choose the set of considered models. In effect, one needs 
to take a stance on what the relevant representations are. So, evaluation of 
faithfulness again turns into evaluation of relevance. Doubtless, these 
relevance-evaluations try to take into consideration how the world is, but 
how exactly do they do that? Such evaluations need further consideration 
before we can use them to obtain an evaluable way to assess the 
faithfulness of a representation. 

In concrete terms, the problem with robustness is that we cannot get 
a robust weather forecast without first having a relevant set of weather 
models. And we cannot determine the relevant set if we have no idea how 
good the weather models are. Furthermore, “everything” is not a usable 
set and provides no robust results, so there is no way around choosing the 
relevant set.30   

What these considerations amount to is that, while the analytical 
interpretation allows for evaluability of validity, it does not provide an easy 
way for evaluating soundness. One cannot appeal to non-specified factors 
such as “background knowledge,” since non-specified factors are not 
evaluable. One cannot appeal to some further faithful representation, 
since the faithfulness of that representation has to be evaluable, too. And, 
finally, one cannot appeal to some non-faithful representation, since that 
would break the connection between the faithfulness of a representation 
and how the world is. All these options make the project of analyzing the 
ontological implications of epistemic access difficult. 

Here is the relevance of the first caveat then: analyzing the faithfulness 
of representations in terms of analytically interpreted sound inferences 
tells us very little about when we in practice have faithful representations. 

 
29 For an inference to be applicable, it needs to at least have well-specified 

counterpossibilities of its claims so there can be a sense of when it applies and 
when it does not. Consequently, all applicable inferences cannot apply at the same 
time. 

30 Of course, this does not mean that we cannot have reliable weather 
predictions. The point is rather that if we are interested in what makes some 
representations more faithful than others, we have to somehow work out how to 
evaluate the faithfulness of representations without falling into circularity or 
losing contact with the world. 
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It is also not all that difficult to see why we encounter this problem: 
at no point in justifying why a particular representation is faithful did we 
appeal to how the world is. Instead, we just always appealed to the 
faithfulness of some other representations, not to why they are faithful. 
Evaluating faithfulness depending on some other faithful representations 
makes such evaluations being completely independent of how the world 
actually is. This is problematic, since one would assume that the 
faithfulness of a representation would have everything to do with how the 
world is.31 We are considering faithful representations of the world after 
all. 

More alarmingly, however, if evaluations of faithfulness are indeed 
not connected to how the world is, then how could faithfulness of a 
representation tell us something about the world? If the world were totally 
different, all the representations would still be just as faithful. This would 
also mean that there could not be any ontological implications of such 
epistemic access. In fact, there could not even be any justified knowledge 
of such a world and, consequently, no epistemic access to begin with. This 
would make the whole notion of “our world” redundant for any practical 
application. It would simply play no role in determining which inferences 
we should accept. We can then just drop such an option from our analysis 
and only consider such world-notions which are – or, at the very least, can 
be – related to the faithfulness of our representations. 

If the soundness of a representation has to depend on what our world 
is like, we must give some account of how our world is if we want to 
evaluate how representations can be faithfully about it. Only by providing 
some view of the ontology of the world can we determine the possible 
ontological implications of epistemic access (see also Contessa 2010; 
Shech 2015). There is no need for such a view to be the “right one”, but 
some such view is needed. 

One should note that the problem with evaluating faithful 
representations here is closely related to the goals of this work. It only 
arises because we need to be able to ascertain the implications of epistemic 

 
31 Elay Shech (2015) provides a similar take on faithful representation, 

according to which faithful representations act as guides to ontology and 
consequently cannot be independent of said ontology.  
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access and that means we cannot leave the source of that access 
unanalysed. However, the goal is not to ascertain which representations 
are in fact faithful. That belongs strictly to the purview of science and is 
not an a priori enterprise. Rather, what we aim for here is a method for 
being able to determine faithfulness, which ideally should correspond well 
to scientific practice. 

There is a close analogy between the aims and approach of this work 
and the work James Woodward has done in the study of causation. 
Instead of trying to determine what causation is, he instead focused on 
how one could evaluate causal claims. This is done by the use of 
interventions, which basically perform the causal evaluations. In more detail, 
Woodward’s (2003) interventionist view of causation states that: 

 
Interventionism: X causes Y if and only if there is some intervention I that changes the 

value of X such that if I were to occur, the value of Y would change. An intervention on X with 
respect to Y can be thought of as an idealized, unconfounded experimental manipulation of X. 
(Woodward 2017, 196–197; see also Woodward 2003: 203). 

 
The view is not supposed to tell what causation has to be, or what the 

“real” causes of particular events are. Rather, it provides a way of thinking 
about how considered causes and effects can be connected in an evaluable 
way. Interventions allow one to evaluate the conditions of such 
connections and, consequently, deploy them in practice. That is, by 
performing interventions in X and observing Y in various circumstances, 
one can learn how X related to Y in those circumstances. One then looks 
at scientific practice to find out how scientists evaluate causal claims and 
consider how well those evaluations can be interpreted as being based on 
interventions. One hopes to do something similar here, but with a 
different method of evaluation and with a focus on faithfulness instead of 
causality. One should note, however, that since causality is closely 
connected with the aim of finding out how the world works, there will be 
a close connection between the method of intervention and the method 
that will be proposed later on. But let us not get ahead of ourselves and 
instead try to make the demand for ontology a bit more specific. 

From the earlier considerations, it is clear that if we want to have 
evaluable faithful scientific representations that can tell something about 



Petri Turunen 

 

33 

 

our world, the faithfulness of those representations has to depend 
somehow on how we take the world to be. This means that, in particular, 
the vehicle of a faithful representation and our world need to relate to 
each other in some non-arbitrary way.32  

Now, the kind of relation we have between the vehicles of faithful 
representations and targets of said representations should be of the same 
type as the relation between vehicles and the world in general. This is 
because it is by specifying targets that a representation is used to make 
claims regarding the world. That is, we can interpret representations as 
making claims about the world by using specific targets. For example, we 
can say “the world is such that this apple is juicy” instead of just saying 
“this apple is juicy”. The simple implication here is that we can just restrict 
our analysis to the relation between the vehicles and targets of a 
representation. One might recognize this as the representation relation 
alluded to previously. One should note, however, that there are additional 
restrictions in place for what such a relation can be: the relation has to be 
evaluable based on how one takes the world to be. Since we can only 
evaluate how a vehicle of a representation relates to some target if we have 
somehow specified how we take the target to be, the “representation 
relation” here has to come with some ontological stance. 

But what sort of a stance should one then take? Well, preferably one 
that would allow us to circumvent the earlier regresses related to 
evaluating faithfulness. The problem, however, is that the analysis thus far 
has been quite general and there is not much that one could have done 
differently. We could, of course, just start imposing various ontological 
commitments, but since the goal is to determine which commitments we 
have to make, such a strategy would be less than ideal.  

Yet, a better option is available if we remember that there were two 
caveats to Contessa’s analysis. The first one was about the troubles with 
evaluating soundness. It led to the problem we face now. The second 

 
32 If this was not the case, then faithful representations could only support 

inferences that follow from every vehicle of representation or would apply to any 
kind of world, as those are the inferences that are totally independent of vehicles 
and worlds. So, all inferences would be either trivial, unable to tell anything 
particular about the world, or be independent of the representation (and thus the 
representation would be useless for evaluating their correctness). 
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caveat, however, was not a problem, but instead just a restriction of 
interpretation to analytic interpretations. Perhaps by lifting this restriction, 
we might find a path through the troubles.  

How could lifting such a restriction be of help? After all, most 
scientific representations can be interpreted analytically without any 
problems and such analytic interpretations often provide a good way for 
evaluating how representations are supposed to relate to their targets. 
However, not all representations afford an analytic interpretation and, as 
it turns out, it is precisely those representations that will play a crucial role 
in what is to follow. This is because such representations do not have to 
depend on some further representation to be evaluable, and thus they 
allow us to avoid the inherent regress therein. The problem with 
evaluating soundness is then closely connected with the necessity of using 
structural representations. But why exactly are structural representations 
so problematic here? 

Undoubtedly, analytic interpretations come with certain benefits. 
They interpret the target in terms of some object-property structure, 
which allows one to connect the vehicle and the target of a representation. 
They are both given structurally in the analytic interpretation after all. This 
structural connection in turn allows for making specified inferences 
between the two structures. These specifications for the inferences then 
allow one to evaluate when an inference is valid and when it is not. The 
importance of such evaluability cannot be understated. 

 However, appealing to structures has a well-known problem: 
structures – and, in particular, target structures – are not something one 
has direct access to (see, e.g., Cao 2003b; Kitcher 2001; Nguyen 2016; van 
Fraassen 2006, 2008; Votsis 2005; see also Raftopoulos 2008).33 One 
simply does not perceive the world as structures. Rather, structures are 
arrived at indirectly via something that is taken to follow from said 
structure. That is, structure is determined, not observed directly. For 
example, one does not observe the roundness of apples; instead, one has 

 
33 Raftopoulos refers to research in the cognitive sciences to argue that there 

are conceptually unmediated ways to extract information from the environment. 
This is an intriguing point, but its relevance depends on how one analyses the 
notion of “information”. Perhaps the ontological framework developed here 
could shed some light on how that could be done. 
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a very complicated way of interpreting the neurochemical inputs provided 
by one’s eyes as being from a round apple. Similarly, while human beings 
have a well-coordinated way of determining distance between objects, 
they do not observe distances directly. Most importantly, one does not 
even observe objects directly, but rather objects are something one uses 
to interpret what one observes (see, e.g., Massimi 2008). 

In fact, one of the central arguments against the structural approaches 
to representation has been exactly that the targets are not simply given 
structurally (see, e.g., Toon 2012; Suárez 2003; Knuuttila 2011; Knuuttila, 
Boon 2011). A common attempt to answer this challenge proceeds via 
data models, which are models that are conceived as simple data sets 
(Suppes 1962[1969]; van Fraassen 2008). They can be thought of as the 
“empirical data”. Since data models are structural, there is no longer any 
problem in analyzing the representation relation structurally if one takes 
representing the world to effectively mean representing a particular data 
model. However, for the purposes of this work, such a manoeuvre simply 
moves the goalpost further. Accounting for how a representation can 
faithfully represent a data model is of no help if we cannot account for 
how the data model faithfully represents the world. We also cannot 
account for how the data model represents the world via another 
structural representation, since that would just lead to a new regress. On 
the other hand, if we can account for how the data model can represent 
faithfully without an appeal to structure, then there was no need for the 
structural account to begin with – at least not for the purposes of this 
work now. It should be stated, however, that what we will eventually end 
up with through this analysis is a kind of “data model”, but of a more 
general sort. 

Van Fraassen has also written extensively on a specific version of this 
very issue as the problem of coordination (van Fraassen 2008, 115–139). How 
can mathematical objects of a theory be linked with items or aspects of 
the physical world, given that their determination (i.e. measurement) is in 
part dependent on the very theory they are part of? Now, van Fraassen 
presents a very pragmatic solution that appeals to the fact that scientific 
practice in fact coordinates these objects, and once they are sufficiently 
stably coordinated, there is no problem anymore. This, however, leaves 
the process of measurement unanalysed. Since measurement is very 
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closely related to representational faithfulness, we cannot just take 
accurate measurement as a given or unproblematic, and thus this 
approach is also of no use here. 

The problem with appeals to structure in evaluating representational 
faithfulness thus affords no immediate solutions. In fact, it would be 
rather surprising if it did. After all, in a very general sense, structure is, in 
itself, a way to represent. It is a way of specifying how something is and not 
what it is. Indeed, the claim that something has a certain structure contains 
two distinct elements. There is the specification of what the structure is 
like and then there is the denotative aspect of what is said to have the 
specified structure.34 Consequently, if the faithfulness of a representation 
is analysed in terms of some mapping between two structures, it will 
always depend on how faithfully the target has been represented by the 
chosen structure. As long as one only uses structures for this task, there 
is no end to the conditionality. Knuuttila and Boon acutely point out this 
problem: 

 
The crucial difficulty with the representationalist theory of mind is that internal 

representations are supposed to stand for something else, but there is no access to this something 
else except via another representation. The problem of scientific representation is but one variant 
of this basic problem. (Knuuttila, Boon 2011:317). 

 
What this comes down to is that as long as the evaluations of 

faithfulness of representations depend on only structural elements, there 

 
34 Another way to express this is by noting that structure is instantiated by 

something. Some structuralist approaches to representation appeal to such 
instantiation and variations of it (Frigg, Nguyen 2016). However, we cannot do 
so here, because how a particular target instantiates a structure is exactly what we 
seek to be able to evaluate here. Assuming that it is clear when a structure is 
instantiated is tantamount to assuming that it is clear when a target is as 
represented by the vehicle of a representation. Effectively, this means that one 
would take epistemic access as a primitive. 

It is also worth noting that instantiation seems to be a multivalued relation. 
That is, every object or system instantiates multiple structures (Suárez 2010: 96). 
Consequently, instantiation cannot be used to identify a particular target with a 
particular instantiated structure. 
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is no way to avoid the regress encountered before. The faithfulness of a 
representation will always end up being conditional on the faithfulness of 
the used representational elements, and this inevitably leads to a regress 
(see also Chang 2016: 110).  

 This suggests that the interpretative element in determination of 
structure is a cause for the encountered regress. If we are to avoid said 
regress, we have to adopt an ontology that does not have a similar 
interpretative problem. This means that our ontology should not be based 
on objects or entities that the structures need to be interpreted to be 
about. Furthermore, it should not be based on some substantial35 
structures either, since those imply substantial objects, as we shall see.  

Abolishing ontological appeals to structures, however, is easier said 
than done. This is because avoiding the use of structures is difficult, since 
any expression, anything that has been given some form, can be thought 
of as a structure in a general sense. If we want to say of something, we 
need to specify that something in contrast to something else. That is, we 
need to use some distinctions to differentiate the something from what it 
is not. Furthermore, if we want to say something about that something, 
we need to relate that something to something else in some way. We need 
to have relations. The specifications for the “somethings”, the distinctions 
in use, can be expressed via objects, and when one adds in the relations 
between those objects one ends up with a blueprint for a structure. Thus, 
structures are hard to avoid, since they are needed to express something 
about anything. Furthermore, we have to avoid them, since structures 
contain objects.  

However, structures are only mandatory for our attempts at 
expressing things, our representations, and they are not required for 
existence in general. In particular, nothing mandates that the target of a 
representation has to be a structure, even in the general sense, even if our 
representation of it will always be structural. 

 
35 Note that we are talking about substantial structures. There is a branch of 

structural scientific realism that tries to analyse ontology in terms of structures 
that have no “bearers” (Ladyman, Ross, Spurrett, Collier 2007). Such structures 
would not be substantial in the sense discussed here. The challenge of such a view 
is in working out what structures without a bearer amount to. We will return to 
this in Chapter 4.  
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One should note that the general way in which structure has been 
delimited here, as specifications (distinctions) and relations, also 
accommodates objects and properties. This is because one can think of 
properties as specifications of how some object is, and that can also 
include how the object in question relates to some other objects. Relations 
can then be thought of as a kind of property, the way the object is. This 
means that by considering a structural ontological framework, we are also 
taking object- and property-based ontologies into account.36 An object- 
or property-based ontological framework is thus at least not broader than 
the one considered in our case. 

 The challenge we face here then is that we need to go beyond the 
structural ontological framework, while recognizing that all our 
representations will inevitably be limited to it. We need to find a way of 
talking about what exists without appealing to particular structures or 
entities. In the context of scientific representation, this means that we 
need to find a way to construct an interpretation for how a representation 
relates to its target, where the target of the representation is not analysed 
structurally. That is, we need to go beyond the analytic interpretation, or, 
to be more precise, the whole notion of a formal interpretation. 

We should not, however, drop altogether the requirement for an 
interpretation. Interpretation is still needed for evaluating how the 
representation relates to its target. The challenge is rather in analyzing the 
target in a way that does not presuppose structural elements. Since the 

 
36 The only objects this structural framework cannot analyse are those that 

are not specified in any way. However, since such objects are totally unspecified, 
they cannot have any properties that somehow depend on the object in question, 
and consequently their existence cannot make a difference with respect to any 
possible evaluable state of affairs. There is simply no specific way the object is, 
and so there cannot be any cases where the object could matter, since then it 
would have effects and a way of being. Furthermore, one cannot really even claim 
to have defined such objects, since “being totally unspecified” cannot be taken as 
a specification. Doing so would result in a direct inconsistency, being unspecified 
would be a specification; interestingly, that highlights how broad the considered 
system here really is. One can thus dismiss such objects from one’s ontological 
considerations without loss and consider the outlined structural ontology as also 
accommodating the object-property ontological framework. 
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target is taken to be in the real world, re-analyzing targets or 
representations means that we have to re-analyse how we think of how 
the real world is. That is, we need to come up with a suitable notion of 
“real” and a corresponding ontology. Such a notion and the associated 
ontology need to satisfy at least the following criteria: 

 
R1. Does not appeal to any structural entities. 
R2. What is taken to be real can function as targets of 

representations. 
R3. What is real is epistemically accessible non-representationally. 

 
The first condition merely re-states the condition for possibly 

avoiding the regress in evaluating the faithfulness of a representation. The 
second condition mandates that representations need to be able to 
connect with whatever is to be taken as real. If not for this condition, no 
faithful representation could occur. The final condition means that what 
is taken to be real has to be something we can evaluate in a non-circular 
way. If our epistemic access to what is taken to be real would depend on 
the faithfulness of some representation, then we could never find out 
what representations are in fact faithful, based on how the world is. We 
would fall back to the earlier regress. 

At first glance, it might seem that a suitable notion and a 
corresponding ontology is simply not to be had. Ontology is about “what 
is in the world” after all, and various objects are what one calls those 
“whats”. It seems apparent then that something can exist only if it is 
something. 

However, there seems to be many cases where such “thing”-
knowledge has not been necessary. Consider, for example, that we do 
seem to know how Newtonian objects have mass or how quantum fields 
have charges, based on their respective theories, without knowing “what 
is mass” or “what is a charge” as substantial things in absence of said 
theories (Goldman, Poole, Safko 2002; Weinberg 1995). Similarly, we can 
understand a lot of features of natural numbers without having a fully 
worked-out “thing-ontology” for them. This is not to mention the vast 
range of applications of quantum theory, even though the question 
regarding the interpretation of the elements of quantum theories is still 
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open (see, e.g., Myrvold 2018). These cases suggest that we could try to 
analyse the ontology of scientific representations in terms of how they say 
the system is instead of what things, or representative elements, they 
contain.37 We could think of real as being somehow instead of being something. 

Indeed, the question of “how the world is” is broader than the 
question of “what the world consists of”. Thinking of the world in terms 
of substantial structural objects is just one way to answer the “how”, but 
it need not be the only way. 

Focusing on the how instead of the what might give a possible overall 
framework for an ontology that satisfies condition R1. However, we also 
need to satisfy the two other conditions. 

The condition R2 requires that whatever is taken to be real needs to 
be such that it can be taken as a target of representation. For this task, it 
is not enough to simply appeal to “how to world is” as the target, since 
that affords a multitude of differing interpretations. Instead, we must 
specify what sorts of “hows” are of the relevant type. That is, we must 
make the “how” more specific. How to do that? 

Since the “how” is related to what is taken to be real in the world, one 
way to hopefully specify the “how” could be by looking at some typical 
characterizations of what is required for something to be real. One 
common such desiderandum is that what is real is independent of 
something else. So, for example, the real world could be thought of as 
being independent of one’s mental states (see, e.g., Miller 2016; Niiniluoto 
1999: 25–28). 

Some such independence certainly seems to be required if we want to 
have a notion of real that is not totally local. That is, a notion that can 
support at least some generalizations from one instance to another (see, 
e.g., Cartwright 1999). Such a local notion of real would be uninteresting, 
since all previous evaluations would be of no help in future evaluations. 
This is because if what we take to be the real would have no independence 
with respect to anything, then every instance of real would need to be 
checked individually and they could have nothing in common. After all, if 

 
37 This is roughly the approach of ontic structural realism (French 2014, 

2019; Ladyman, Ross, Spurrett, Collier 2007). We will end up with a view that has 
a very close relation with that, but let us not get ahead of ourselves now. 
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two differing instances would have something in common, then that 
common feature would be independent of which instance was chosen. A 
local notion of real would simply not be able to support any general and 
cumulative knowledge regarding what is real. While technically such a 
local notion of real could allow for faithful representation to occur, it 
would hit a brick wall once we try to account for the theoretical success 
of science. So, for the following, we can take it as a given that a suitable 
notion of real has to have some element of independence.38 

What sort of dependence could work? If we simply analyse 
dependence in terms of dependence on some entity, like mental states, we 
run into problems with the first condition. A suitable notion of real should 
not need to appeal to the existence of some substantial entities, since that 
makes representational faithfulness unevaluable.  

A substantial relation of independence will not do, but what it is used 
to specify might. That is, we could think of dependence relations as 
specifying how something is non-arbitrary. In this way, we could think of 
real as that which is non-arbitrary. The world would then be real in just 
the ways that it is not arbitrary. The “how” would be these ways of non-
arbitrariness. 

It seems then that a suitable notion of real requires (in)dependence 
and independence can be thought of as a way to characterize non-
arbitrariness. Non-arbitrariness of the real can thus be taken as a basic 
starting point for any suitable ontology. However, two remarks are in 
order. 

 
38 It is worth noting that if there is no independence in terms of anything, 

neither can there be any dependence on something. Indeed, as a matter of the way 
in which our analysis is always limited, we cannot construct a dependence relation 
that takes everything into account. Such a relation would require some sort of a 
universal context, a kind of set of “all properties”. Obtaining such a context is 
well beyond our epistemic reach and, more importantly, not something we could 
ever even write down. This is because any analysis always takes something for 
granted, fixing some context in which the analysis can then proceed (See, e.g., 
Carnap 1969). 
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 If we want to apply such a notion of real to the world, we have to 
assume that the world is not totally arbitrary.39 There is a real world. We 
thus have to assume a kind of minimal realism, but only in the 
aforementioned sense. One should note that even this assumption is 
conditional: we only make it in order to discuss the problem of faithful 
representation, and the problem of faithful representation is only a 
problem when the assumption is in place. For if there is no real world, 
then there cannot be faithful representations of it either. The assumption 
should therefore not be considered to be a strong claim, but rather just a 
conditional requirement. That is, it is not a substantial implication of 
epistemic access, but instead an inherent assumption for considering the 
problem of success in the first place. 

Now, while this shift to considering non-arbitrariness might be a step 
forward, it still leaves us in a rather abstract place. Indeed, the 
considerations thus far have been rather theoretical. In terms of fulfilling 
the last of the outlined conditions, this is a bit of a problem. Remember 
that condition R3 requires what is real to be epistemically accessible non-
representationally. This means that the suitable forms of the non-
arbitrariness of the world must be such that it is possible to evaluate them 
in practice. For fulfilling this condition, it is not enough to just assume 
that the world is not totally arbitrary and leave it at that. Instead, one must 
specify some suitable way in which the world is taken to be non-arbitrary. 

Crucially, the way the world is taken to be non-arbitrary has to be 
something one can have an epistemic access to. Otherwise, we could not 
evaluate when representations are in fact faithful in a non-circular manner. 
After all, the whole purpose of constructing a suitable notion of real is to 
be able to connect representations and the way the world is to each other 
in an evaluable manner. One must be able to independently evaluate both 

 
39 One can recognize that there is an interesting relation between the different 

notions here. A usable notion of real implies that there are generalizable truths. 
Generalizations require dependence, and dependence is required for non-
arbitrariness. All four notions (dependence, real, arbitrariness and truth) are 
interconnected and, in some sense, express a same “basic” ontological 
desiderandum: being some way instead of another. To what extent these 
connections can shed light on the aforementioned notions is a question worth 
further study. 
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sides of such a connection to justifiably claim some representation to be 
faithful. Only in such a case will the faithful representation be faithfully 
about the world. In fact, if we do not have epistemic access to what is 
taken to be real, then there can be no epistemic access overall. This is 
because, as stated before, we cannot justify the faithfulness of a 
representation by merely appealing to other representations. Epistemic 
access to what is taken to be real is thus mandatory for any suitable notion 
here. But what could such a notion then be? 

What do we then have epistemic access to? Structural features of our 
representations were found to be problematic in regard to this aspect since 
they are given only indirectly. However, there is a very simple sense in 
which we do have access to the world: the world, our world, is the world 
we live in. We interact with the world via various activities. While the 
precision of such activities varies from passive and coarse to active and 
exact, as in scientific experiments, they are nevertheless all activities that 
can tell us something about the world.40 Perhaps we could try to analyse 
the non-arbitrariness of the world in terms of such actions? 

While we do represent our actions in various ways, what happens 
when we perform an action is not dependent on our representations of it. 
Just because we represent punching a wall in a certain way, it does not 
follow that punching the wall would not hurt. The input we get from the 
world is not totally arbitrary. The world “pushes back”, as they say (see, 
e.g., Chang 2016: 114; Hacking 1983). Perhaps we could analyse this 
“pushing back” as constraining our actions.  In this way, the ontology of the 

 
40 This seems to be the view of W. V. Quine as well (Johnsen 2014; Quine 

1966, 1992).  
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world would be how it constrains our actions in it.41 Let us call such ontologies 
Constrained Ontologies.42 

It is worth noting that the notion of “action” is very broad here. In 
effect it includes everything that provides feedback regarding the world. 
Thus, when we are looking at a cloud, we are performing an action. When 
we are listening to sounds, we are performing an action. When we are 
sitting in a sauna feeling nice and warm, we are performing an action. In 
more concrete terms, any interaction we have with the world is through 
performing an action on it. One might then talk as well of interactions 
instead of actions. However, the term “action” makes it explicit that the 
focus is on interactions with the world, not interactions within the world, 
such as the four forces of nature.43 The possibility of this way of being in 
the world, acting in it, will be taken as a given in what follows. The simple 
reason is that not being able to act in the world would mean that we would 
also not be able to get any feedback on how the world is. Without such 
feedback, there would be no hope of ever evaluating which 

 
41 There are attempts at analyzing scientific representation in terms of actions 

(see, e.g., Boesch 2019). However, the goal here is a bit different. We are not 
merely stating that scientific representation involves actions and activities, but 
rather that analyzing the ontology of the world in terms of actions can make the 
faithfulness of representations evaluable. For this task, not much hangs on how 
representations as actions and activities should be understood or representational 
actions demarcated from non-representational actions. 

42 There is a close relation between constrained ontologies and Hasok 
Changs (2012, 2016) Pragmatic Realism. Pragmatic realism takes coherent actions 
and activities to be the vehicle through which we can epistemically access reality. 
A constrained ontology is in a sense broader since it only demands non-
arbitrariness of actions, not coherence. Furthermore, non-arbitrariness of actions 
is a requirement for actions to be able to be coherent in the first place. On the 
other hand, as we shall see in chapter 3, a constrained ontology will always have 
at least some general knowledge claims which also implies that there must be at 
least some coherent actions related to those claims. In a way, then, a constrained 
ontology can be used to (conditionally) derive pragmatic realism. A more detailed 
comparison of the relation between these two views would certainly be of 
interest.   

43 Of course, the four forces can be used to represent how our actions are 
constrained. 



Petri Turunen 

 

45 

 

representations are faithful and which are not, and, consequently, there 
would be no epistemic access either.   

Since the central goal of this work is to find out the ontological 
implications of epistemic access, it should be stated here that in adopting 
a constrained ontology mandates, we have to allow one central 
assumption. If we want to think of the world as having a constrained 
ontology, then it must be the case that the world is not totally arbitrary in 
the way our actions in it are constrained. There is indeed a world to speak 
of that has at least some truths. So, we have to once again assume this sort 
of “minimal realism”, but only in the aforementioned weak sense. Like 
before, this assumption is also conditional: we only make it in order to 
account for how one could have faithful representations. If there were no 
real world, then one could not have faithful representations of it in any 
case and there would once again be nothing to account for. The 
assumption should therefore not be considered to be a strong claim about 
how the world has to be, but rather just a minimal conditional requirement 
for considering the problem of success. 

It is also noteworthy that it is quite challenging not to assume 
something like this. Constrained Ontology merely claims that the world is 
not totally arbitrary in how our actions are constrained. It is quite difficult 
to see how the alternative could support any scientific success. After all, 
if all of our actions were totally unconstrained, they could not be said to 
have any non-stipulative outcomes.44 We could not then even talk about 
something happening because of something. Experiments and data would 
in such a case be totally redundant. In fact, any claim regarding what will 
happen could not be ascribed with a truth value since they could always 
be chosen to be different. Perhaps some sense could be made of such a 
stipulative world, but, in any case, no serious such ontological view has 
yet been presented that could account for the success of science.  

 
44 One could still stipulate all outcomes, so that it would not be the world 

that constrained them but the actor herself. However, it is quite puzzling how 
such a stipulation would work, since it would have to affect each and every action 
ever taken by the actor. It would also make the whole process of stipulation 
completely mysterious, since it could only ever be itself based on stipulation. And, 
of course, such a world certainly does not seem to be like the one in which we 
live. 
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The severity of the assumption underlying Constrained Ontology 
notwithstanding, a constrained ontology does seem to be a good 
candidate for fulfilling the three outlined criteria. How one’s actions are 
constrained does not appeal to any structural entities. We certainly can 
represent how actions are constrained as is often done via scientific 
predictions. And we do seem to have access to what happens when we 
perform certain actions. That is, we can interact with the world to test 
how it reacts.  

But will this new notion of real be enough to account for how 
representations can be faithful? 

2.4 MIX THEM TOGETHER 

 
With a candidate view of ontology, we can turn to the task of 

considering whether such an ontology indeed allows for evaluable faithful 
representations. To determine this, we can utilize a similar approach as 
Contessa used for evaluating epistemic representations: we can try to 
construct a suitable interpretation. The difference will just be that the 
interpretation cannot be formal and it should allow for evaluations of 
faithfulness instead of mere validity of inferences. But to find out what 
such a suitable interpretation could look like requires one to inspect more 
closely what is actually required to have a faithful representation.  

The biggest hurdle encountered in the previous section was a kind of 
circularity. Evaluating when some representation is faithful requires one 
to evaluate both the vehicle and the target of the representation. For the 
faithfulness of a representation, they both matter. If our access to the 
target is only through a faithful representation, then evaluations of the 
target require us to assume that we already have a faithful representation 
of the target. We cannot then independently or non-circularly evaluate 
whether we have a faithful representation or not. We either have it by 
assumption or cannot say whether we do or do not. To avoid this 
problem, we would need to have independent evaluations for both the 
target and the vehicle or a representation. Furthermore, we need to be 
able to compare these evaluations with respect to some success criteria 



Petri Turunen 

 

47 

 

for faithfulness. That is, we need to be able to say when the evaluations 
yield results that make the representation faithful and when they do not. 
Finally, these success criteria should have something to do with how we 
take the world to be. Faithful representations should be such that they can 
tell something about how the world is. That is, faithful representations 
should be faithful representations of the world.  

With such conditions in place, we can potentially have faithful 
representations that tell about the world in a non-circular fashion. We can 
present these conditions as three criteria for faithful representation:45 

 
FR1. A way to independently evaluate the vehicle of the 

representation  

FR2. A way to independently evaluate the target of the 
representation  

FR3. A way to compare such evaluations in terms of some success 
criteria pertaining to how one’s world is taken to be.  

The first criterion, FR1, can be satisfied by evaluations based on how 
the vehicle says the target constrains our actions on it. We can evaluate 
what would happen according to the vehicle of the representation if we 
performed certain actions on the target. In more concrete terms, this 
amounts to being able to make predictions. So, a representation of 
tomorrow’s weather might allow us to predict whether we would get wet 
if we went out tomorrow.  

Such evaluations are also a routine part of scientific modelling 
practice. We do not have to interact with any target at all for performing 
this sort of evaluation, since being able to make predictions in the first 
place does not in any way depend on those predictions being accurate. We 
can evaluate whether it is going to rain or not according to some weather 
model without going out to check whether the prediction was accurate or 

 
45 Note that these conditions are closely related to two of the phases of R. I. 

G. Hughes DDI account (1997) of scientific representation. The criterion FR1 
has to do with demonstration whereas the criteria FR2 and FR3 have to do with 
interpretation. 
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not. The possibility of this sort of evaluation could be taken as a given 
from scientific practice, but it is not necessary. In fact, we should not just 
assume it, since it is not entirely clear what is then being assumed. After 
all, the overall goal here is to determine the ontological implications of 
epistemic access, and any unclear assumption will limit the scope of that 
work. 

Yet, how can we justify the possibility of such evaluations? Well, 
consider the fact that vehicles of scientific representations are always 
specified in some way. That is, there are constraints in place for how one 
can interpret the vehicles (see, e.g., Gelfert 2011; Knuuttila 2011; 
Knuuttila, Boon 2011, Suárez 2010: 98). How these specifications 
constrain the possible interpretations of the vehicle is what will be called 
the form of the vehicle. This form can be presented in various ways, such 
as with verbal expressions, mathematical equations, concrete objects and 
pictures, for example. However, some such presentation always needs to 
be given, since interpretations of the vehicles would otherwise be totally 
arbitrary; we would not have anything to base our interpretations on. 
There would not really be then an effective distinction between different 
vehicles, since they would all afford the same interpretations and, 
consequently, there could not be any faithful representations either.46 This 
means that the way vehicles are – their form – is not totally arbitrary. Now, 
since the form of a vehicle has been defined in relation to the constraints 
on its possible interpretations, non-arbitrariness of form implies at least 
possible non-arbitrariness of at least some implications of the vehicle with 
regards to some target. That is, non-arbitrary vehicles can have non-
arbitrary inferential outcomes.47 

 
46 Unless, of course, all representations were faithful. This would mean, 

however, that the way the world is would also be totally arbitrary, since any claim 
from any vehicle would be true of it at the same time. This has been assumed to 
not be the case. 

47 This might all seem like a lot of work for an obvious point. Note, however, 
that at no point did we have to appeal to the vehicle consisting of anything in 
order for it to be able to make claims. We only demanded that the vehicle be 
specified in some way. The distinction between the specification of a vehicle and 
the vehicle itself is of crucial importance here. While the specification is used to 
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We could have just as well used a notion of structure here, so that 
vehicles always have some “structure”, and via that structure we can use 
them to make inferences. A notion of form was chosen here instead, 
because hopefully it more clearly avoids the mistake of identifying the 
structure of a vehicle with particular elements of a representation of that 
structure. To put the point in more concrete terms, even though we use, 
say, imaginary numbers to present quantum mechanical states and 
dynamics, it does not need to mean that quantum mechanics would be 
about imaginary numbers. 

A more general notion of form is used here, because we do not want 
to imply that vehicles would always need to have a specific kind of object-
structure. Instead, we only require that vehicles are specified in some 
(evaluable) way. 

There is also a pragmatic element here that one should acknowledge. 
Our ability to interpret specifications is, of course, something we just have 
to assume. The extent of this ability will undoubtedly vary from person to 
person, and it will probably end up being exceedingly complex. For the 
purposes here, however, it suffices that at least some people can interpret 
some specifications.48  

To be pedantic, we must note that the ability to interpret some 
specifications does not yet imply that we can interpret specifications 
regarding how our actions would be constrained.49 However, in the case 

 
present the vehicle, this does not mean that the vehicle has to consist of the 
elements used for specifying it. 

 
48 If this were not the case, then there would be no point in writing this text 

in the first place. After all, the very letters here are used to specify words, and 
words then again to make sentences, and if no one can interpret them they can 
be of no use to anyone. Thus, the ability to interpret at least some specifications 
should not be considered to be a strong assumption, or at least not in the context 
of accounting for faithful representations. 

49 Similarly, just because vehicles can have some non-arbitrary outcomes, it 
does not follow that they need to have non-arbitrary outcomes with respect to 
how one’s actions would be constrained in some situations. However, the goal 
here is not to show that one in fact has faithful representations, but to instead 
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where no such interpretations of specifications are possible, there can be 
no evaluable way to determine what a representation entails for practical 
cases. For we can act in practical cases and consequently a representation 
with specified inferences related to those cases would in effect make 
claims regarding actions as well.50 So, for accounting for the kind of 
knowledge we in fact seem to have, an assumption regarding the ability of 
interpreting specifications related to how our actions are constrained is 
completely appropriate.  

We can now satisfy the first of the three criteria (FR1). Given our 
abilities and the fact that at least some vehicles can be used to make non-
arbitrary claims, it is possible that we can interpret some vehicles as 
making non-arbitrary claims about how a particular target would constrain 
our actions on it. That is, we can use vehicles to make predictions.51 
Importantly, we can evaluate what these predictions are without the use 
of the target itself, which means that they are independent evaluations. 
The evaluations are, after all, based on the constrained form of the vehicle 
of a representation, not the target. This takes care of the first condition. 

For the second condition, we merely need to appeal to the assumption 
made earlier. The way the world constrains our actions in it is taken to be 

 
only show that such representations can be possible. Whether one in fact has 
such representations is another question. Of course, few would deny that one has 
such representations in a world with a long list of successful predictions. 

50 Of course, the representation could afford inferences regarding the 
practical case, which would be independent of how the practical case is in 
practice. For example, the representation could afford some metaphysical 
inferences regarding the practical case. However, justifying such claims would 
require one to assume some further source of epistemic access, as they cannot, 
even in principle, be evaluably justified based only on the practical case itself. 
Since the goal of this work is to work out the ontological implications of epistemic 
access, we should not just assume new sources of epistemic access if they are not 
strictly required. This is especially true when the source of such epistemic access 
is unclear and when the resulting epistemic claims have nothing to do with any 
possible practical application. 

51 Note that it would not do to simply evaluate the faithfulness of a 
representation based on the predictions it makes. This is because one also has to 
evaluate the success of those predictions and that requires that one already has 
faithful representations.  
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not totally arbitrary. So, when we act in the world, we get a certain kind 
of feedback instead of another kind. This feedback can then be correlated 
with the action in question, so that it can be thought of as the feedback 
on performing the said action. 

Now, to evaluate these types of feedback, we need to process them 
into some (internal) representations. For example, humans have a way of 
presenting feedback via various sensations.52 Touching a cold object feels 
cold and throwing a ball affects one’s visual sensations. The presentation 
of the feedback and the feedback itself are not the same thing, of course, 
but they are also not totally independent of each other. Why is that? 

Indeed, what if the feedback were always totally independent? In that 
case, we would in fact have no empirical epistemic access to the world at 
all. Whatever we would think had happened would have had nothing to 
do with what actually happened, other than by blind chance. So, we would 
just feel like we are reading this text right now, while actually we were 
performing a triple lutz at the Winter Olympics. The biggest problem, 
however, would be that the way the world is would also have no bearing 
on any of our sensations.53 Total independence of sensation vis-à-vis how 
the real world is is therefore not an option worth considering. 

To state the point in more concrete terms, even though our sensations 
are prone to all sorts of errors and biases, they are nevertheless not a 
totally unreliable source of knowledge regarding the world (see also 
Hommel 2015; Prinz 1990). And, if all of our sensations were just a dream, 
then the dream would be what is real. 

The second condition (FR2) can then also be satisfied. We can get 
feedback from our actions, and that feedback is not totally independent 
of how the targets are. What about the third condition (FR3)? Is there a 

 
52 For a more detailed view on how all this can work, one can look into the 

approach of situated cognition in the cognitive sciences (Robbins, Aydede 2009). 
53 This brings up the question of why exactly we would call that the real world 

instead of the world related to our experiences? If our sensations are not totally 
arbitrary, then the non-arbitrary aspects of those sensations could be used to 
construct a world, and our knowledge of that world would even be potentially 
useful for predicting sensations. In fact, our knowledge of the “real world” would 
be totally useless, but we would have a lot of knowledge of this other world, 
which would still somehow not be the real one (see Putnam 1981). 
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way to compare such evaluations in terms of some success criteria 
pertaining to how one’s world is taken to be? 

It has already been established that we can use at least some vehicles 
to make non-arbitrary claims regarding how certain targets would 
constrain our actions on them. It has also been established that we can get 
feedback on how at least some of our actions are constrained in the world. 
Now, our actions do not affect the vehicle of a representation and the 
vehicle does not determine how our actions are constrained, so the two 
claims regarding how our actions are constrained can be thought of as 
independent of each other. This means that it is potentially possible to 
compare them in some evaluable way. What is needed for such 
comparisons? 

In very simple terms, we should be able to compare the claims 
inferred from the vehicle of representations and the related feedback 
regarding how well they “fit” each other. The fit is a matter of degree, but, 
roughly speaking, if the claim states that we should get the feedback we 
got, then the claim and the feedback fit each other. Remember that the 
relevant inferred claims were about how our actions would be 
constrained, so the needed comparison is of a really simple sort.54 

To put a slightly more formal spin on these comparisons, we can 
consider them to be evaluations of a kind of similarity relation. Thus, what 
we are evaluating is how similar the inferred claims of the vehicle and the 
given types of feedback are. There are various ways in which one can 
evaluate such similarity relations. For example, one can use the various 
morphism relations that have been presented in the representation 
literature (see, e.g., Contessa 2007b). For our purposes here, it is not really 
relevant which of the various analyses of similarity one goes with, and the 
most suitable choice will probably depend on various contextual factors. 
All that is required for possibly having faithful representations is that 
some such relation can be used in at least some cases. This is tantamount 
to requiring that it is possible, at least in principle, to compare how two 
different things relate to each other. Without such an assumption, it would 

 
54 Of course, in science it can be exceedingly complicated to evaluate what a 

scientific theory would imply in a specific practical case at the level of our actions. 
However, once those evaluations have been made, their comparison is rather 
straightforward. 
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be impossible to evaluably justify the faithfulness of any representation. 
The assumption is thus a necessary requirement for any possibility of 
satisfying the third criterion. It can thus just be assumed to be possible. 

The third criteria can therefore be satisfied. We can, at least in 
principle, compare the independent evaluations of the vehicle and the 
target of a representation in a way that relates to how we take the world 
to be; we can compare how according to the vehicle of the representation 
the target would constrain our actions on it and how our actions were in 
fact constrained by the target when we performed said actions on it. 
Therefore, if according to some representation we will fall down if we 
walk to a certain point and when walking to that point we fall down, we 
can say that the representation was faithful. 

All the conditions are thus satisfied. This shows that a constrained 
ontology is at least potentially sufficient for accounting for the possibility 
of faithful scientific representation without circularity. That is, it is 
sufficient for one to be able to have faithful scientific representations. The 
assumptions we had to make along the way were: 

 
A1) One can act in the world. 
A2) The way one’s actions in this world are constrained is not 

totally arbitrary. 
A3) One is able to interpret some specifications related to how 

one’s actions would be constrained.  

These are all very minimal assumptions. In fact, it would be very 
difficult to even consider cases of faithful representation where they 
would not apply. This makes them seemingly necessary, but it does not 
amount to a strict proof. For that, one would have to know all the other 
possibilities for thinking about faithful representation and then know that 
those are all the possibilities. However, we can justify the claim that 
accounting for the possibility of faithful representation does not seem to 
require anything above the three listed assumptions. 
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2.5 HAVE THE CAKE… 

 
By adopting Constrained Ontology, we were able to get a firmer grip 

on the requirements for the possibility of faithful representation. How do 
these findings relate to the representation debate more generally?  

What is immediately clear is that faithful representation does not 
require some substantial relation between the source and the target of a 
representation. At no point did we have to connect elements of a vehicle 
to some elements of a target. However, we did have to have a relation 
between our interpretation of how a vehicle says a target constrains our 
actions on it and our interpretation of how the target constrained our 
actions on it. This relation had to be comparative, which means that we 
could consider it to be a sort of a similarity relation, that is, a similarity of 
how our actions are constrained. Formally, we can represent such a 
relation in terms of some morphisms. Morphisms are, after all, 
comparative identity relations between mathematical (relational) 
structures.55 

A simple example of the use of such a morphism could be a case 
where we have a representation of three doors and the effects of opening 
each one of them. According to the vehicle of the representation, you get 
sprayed with red paint if you open door #1 and green paint for doors # 
2 and #3. Now, we go around opening the three doors and get sprayed 
with paint. It turns out that door #1 was associated with red paint and 
doors #2 and #3 were associated with green paint. Thus, there is an 
isomorphic relation between what the vehicle said would happen and our 
interpretation of what actually happened when we opened the doors. 
Depending on the complexity of the interpretations and the various 
actions, one might have to resort to more complex morphisms, but this 
should be enough to make the basic idea clear. 

We then find that while representation does not require a substantial 
relation between a vehicle and a target, it still involves similarity in a sense. 

 
55 Note that we are talking about a morphism between two interpretations, 

not one that exists between some vehicle and a target of a representation. It is a 
morphism between structured claims, not objects.  
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There needs to be a comparative element if faithfulness of a 
representation is to be evaluable. 

Since specifications and the feedback from one’s actions need to be 
interpreted, faithful representation has an inbuilt dependence on the users 
of the representation. While this is not a highly controversial claim in the 
representation debate anymore (see, e.g., Contessa 2007b; van Fraassen 
2008), the close connection between evaluability of representations and 
the roles of users is nevertheless worth pointing out.  

One also did not end up providing a sufficient criterion for 
representation here. In fact, the question of when something is a 
representation was not even relevant, since the focus was on faithful 
representations. Faithful representations, on the other hand, have been 
important, because it was through them that science was thought to 
provide knowledge of the world. That is, representations were considered 
to be epistemic tools (Knuuttila 2011; Knuuttila, Boon 2011) from the outset; 
thus, the relevant question was not when something is a representation, 
but rather when some representation can be used to advance one’s 
epistemic status. This approach closely aligns with pragmatic approaches 
to representation (see, e.g., Godfrey-Smith 2006; Knuuttila 2011; 
Knuuttila, Boon 2011; Suárez 2015). 

It is important to note that we did not provide an explanation for 
representational faithfulness here. After all, at no point did we explain why 
some given particular representation was faithful. Instead, we merely 
demonstrated how certain minimal commitments were sufficient for 
representations to be able to be faithful. That is, we only provided sufficient 
criteria for the possibility of faithful representation, not for the faithful 
representation itself. In this respect, we are still in line with Suárez’s (2015) 
deflationism or minimalism. In this framework, providing an explanation 
for why a particular representation is faithful would require one to do 
actual experimentation and modelling, which is, of course, tantamount to 
doing actual science. Therefore, it is scientific practice that explains in 
Constrained Ontology why some particular representation is faithful.  
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2.6 …AND EAT IT, TOO? 

 
With these ingredients baked together, it seems that we can finally 

enjoy a nice slice of cake. The possibility of faithful scientific 
representation does not seem to have very substantial ontological 
implications. Faithful representations do have a lot of implications, of 
course, but none of them are in any sense problematic. They can be 
exceedingly complex, but they all ultimately pertain to everyday actions. 
However, when we look at the cake we have put all this effort into, it 
behoves us to note that the cake was baked in an oven – and with heat 
produced by electricity, which is described by a highly complex theory in 
physics. It is all well and good to have baked the cake, but how does one 
get from the cake to the oven? How does faithful representation give rise 
to theories? 

Faithful representation only gets one started on the path of epistemic 
success of science. Science not only provides us with practical progress in 
the form of new and more efficient ways of achieving our various goals, 
but it also seems to provide a kind of theoretical progress (see, e.g., Saatsi 
2019). After all, scientific theories are not postulated arbitrarily, and widely 
supported theories also seem to get things right more often than not, even 
before they have gone through direct empirical testing. Sometimes a 
scientific theory can even turn out to be astonishingly correct decades 
after its inception. The basic theory of lasers, for example, was developed 
by Albert Einstein in 1917 (Einstein 1917), but the first prototype laser 
was not built until 1960 by Theodore Harold Maiman (see Townes 1999). 
The Higgs mechanism in theoretical particle physics was proposed in 1964 
(Englert, Brout 1964; Friederich 2014; Higgs 1964) but not experimentally 
verified before 2012 (CERN Collaboration 2012; Franklin 2017). Bose-
Einstein condensates have a similar history, as do gravitational waves 
(Bose 1924; Davis, Mewes, Andrews, Van Druten, Durfee, Kurn, Ketterle 
1995; Einstein 1924[2005]; Jin 1996; LIGO and VIRGO collaboration 
2016).  
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There is then a sense in which science goes above and beyond 
empirical data. This constitutes a problem if nothing can be said about 
how that is possible.56  

The question we have to next face is, can Constrained Ontology 
account for the theoretical success of science? 

 
 

 
56 One could, of course, opt for manifestationism, according to which we 

should just limit our truth ascriptions to already observed phenomena (Asay 
2015). While implausible, it would nevertheless be a possible stance. However, 
we can do a lot better here with very little costs, so we will ignore this option. 
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3  UNDERSTANDING EXPLANATION 

In the previous chapter, we constructed a view of ontology in which 
it was possible to have faithful representations and, more importantly, 
evaluate when those representations are faithful. In such an ontology 
there is then an evaluable epistemic access via those faithful 
representations to how the world is. What was striking about the view was 
that it was based on very minimal assumptions. It only required the 
following three: 

 
A1) One can act in the world. 
A2) The way one’s actions in this world are constrained is not 

totally arbitrary. 
A3) One is able to interpret some specifications related to how 

one’s actions would be constrained. 

These assumptions are so minimal that it is difficult not to make them. 
Yet, they seem to be sufficient for the possibility of having basic evaluable 
epistemic access to the world. This gives rise to hopes that the constructed 
view could potentially be used to further clarify many difficult issues 
related to ontology. 

However, accounting for the possibility of having evaluable faithful 
representations is not enough to fully account for the epistemic success 
of science. This is because the epistemic reach of science seems to far 
surpass mere checking of the faithfulness of representations. Current 
scientific knowledge is not merely limited to simple cases of checking 
when a representation has been faithful, but instead it has a more general 
dimension: science seems to be able to predict which representations are 
going to be faithful. These predictions are also not based on mere random 
chance, but instead seem to have a rather high success ratio.  

We do not have to look very far to find such successful predictions. 
The common claim that the Sun rises approximately every 24 hours is 
already an example of just such a prediction, for it constitutes a claim 
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about what the world is going to be like, that is, what sort of 
representations of it will be faithful. In fact, our everyday life is so rife 
with such predictions that they are mostly regarded as simple common 
sense rather than scientific predictions. Yet, since they can only be 
checked after the fact, their justification cannot proceed by mere empirical 
checking. 

Modern science, of course, also makes predictions that go far beyond 
what is considered to be simple common sense. Solar eclipses, for 
example, can be predicted with amazing accuracy (see Espenak 2006 for 
a comprehensive list). The behaviour of complex mechanical systems, 
such as airplanes, affords similarly successful predictions and enables safe 
commercial flights. There are even more amazing feats of prediction than 
these. It is not just that one can predict how a particular system is going 
to behave, but one can also predict what is going to be a successful way 
of representing a host of systems. That is, one has successful predictions 
in science regarding which theory is going to be correct or, at the very least, 
more likely to be correct than the others. 

In the previous chapter, some examples of such theoretical 
predictions were already alluded to. Lasers, the Higgs mechanism and 
Bose-Einstein condensates were all cases of predictions regarding more 
general phenomena, and they all took a long time to be directly evaluated 
experimentally. They were all also parts of a larger theoretical framework 
and, accordingly, were motivated by some theoretical claims. 

The problem is that it is not enough to apprehend how such 
theoretical claims are justified by merely appealing to empirical factors, 
since the claims often have empirically adequate rivals (Bonk 2008; French 
2011; van Fraassen 1980). There was – and, in fact, there still are – various 
rival proposals for the Higgs mechanism, for example (see, e.g., Gunion 
1990: 339; Hill, Simmons 2003; Lane 2002). A constrained ontology can 
easily contain empirically based justifications, but what of such theoretical 
justifications? To find out whether it is something we can do in a 
constrained ontology, we need to consider how the process of theoretical 
justification works. 

A good place to start is by considering a real-world example of 
theoretical justification. Take, for example, the ground-breaking article by 
Paul Dirac (1928) in which he derived an equation describing the 
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behaviour of relativistic fermions (particles with a half-integer spin, such 
as electrons). What is striking about that equation is that it is still valid to 
this day.57 It also predicted the existence of anti-particles (such as the 
positron), and it is widely considered to be among the great achievements 
of theoretical physics (see, e.g., Halzen 1984: 100; Weinberg 1995: 3–14). 
What makes Dirac’s derivation interesting here, however, is that it is not 
based on obviously empirical considerations. Instead, Dirac derived his 
equation by appealing to various theoretical features. 

Dirac begins by noting that the approach suggested by Gordon, and 
also independently discovered by Klein (Ekspong 2014: 69–82; Gordon 
1926), faces interpretational difficulties. The problem was that the Klein-
Gordon interpretation can only give a limited answer to the following 
question: 

 
What is the probability of any dynamical variable at any specified time having a value 

lying between any specified limits, when the system is represented by a given wave function ψn? 
(Dirac 1928, 611–612). 

 
This is problematic since one cannot then interpret the relativistic 

wave function in the same way as one has learned to interpret the non-
relativistic one, although the non-relativistic wave function should be the 
low-energy limit of the relativistic one in order for it to correspond with 
empirical data. Dirac does not explicitly raise this point, but instead merely 
points out that the underlying reason for why non-relativistic quantum 
mechanics allows for a more general interpretation is because the non-
relativistic wave function is linear with respect to the energy or partial 
time-derivative operator. From this linearity it follows that the wave 
function at one point in time can be used to determine the wave function 
at any later time. Dirac uses this fact to argue that the relativistic wave 
equation should be similarly linear with respect to the energy operator for 
a general interpretation to be possible. 

Dirac proceeds by noting that the linearity of the wave function 
requires that the wave equation has to be of a specific form. Namely, it 

 
57 The original equation used bi-spinors and had to be reinterpreted for use 

in quantum field theories. However, the general form of the equation remains 
valid to this day (see, e.g., Srednicki 2007: 223). 
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can only be a linear sum of the momentum operators, where the zeroth 
momentum operator is the time operator: 

 
(p0 + α1p1 + α2p2 + α3p3 +β) ψ = 0, 

 
where pn are the momentum operators and αn and β are some 

dynamical variables or operators. Now, for the simple case of a single 
particle moving in empty space, the αn and β variables or operators are 
expected not to depend on the spatial and temporal variables t and xn. 
This is because every point in space-time is taken to be equivalent and a 
direct dependence would ruin that equivalence. What this implies is that 
one should expect there to be more dynamical variables than the usual 
coordinates and momenta of the particle. 

Dirac then proceeds by taking the wave equation ansatz together with 
its complex conjugate to obtain a second-order equation for the wave 
function. By demanding that said second-order equation agrees with the 
relativistic energy conservation equation, Dirac obtains a set of conditions 
for the dynamical variables αn and β. He then proceeds to interpret the 
dynamical variables as matrices and curiously utilizes the Pauli spin 
matrices to form a suitable set. He ends up with the following equation: 

 
(p0 + σ1(σ,p) + σ3mc) ψ = 0, 

 
where σn denotes the Pauli spin matrices and σ = (σ1, σ2, σ3) and p = 

(p1, p2, p3) are vectors. 
The appearance of the Pauli spin matrices in the equation is intriguing. 

They were originally introduced by Wolfgang Pauli to describe spin 
dynamics in non-relativistic quantum theory (see, e.g., Landau, Lifshitz 
1965: 188). For relativistic particles, however, they seem to arise naturally 
and hint at a deeper connection between spin and particle types. In fact, 
these advances later lead to the celebrated spin-statistics theorem (Pauli 
1940; Fierz 1939; Sozzi 2008: 221; Weinberg 1995: 238; see also Bain 
2013). It is rather curious that it is precisely those particles that afford a 
particle interpretation (fermions) that end up following Dirac’s equation. 
After all, one of the premises of the proof was the demand for a general 
interpretation, and bosons do not afford any such interpretations. 
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In any case, Dirac proceeds to demonstrate how the derived equation 
is invariant under Lorentz transformations, the transformations that keep 
the speed of light constant, and then considers some extensions. 
However, while these considerations lead to interesting developments, 
their details are not important here. The simple outlined derivation here 
should suffice for getting an idea of what theoretical justification can look 
like.  

What lessons can we glean from the Dirac example? For starters, the 
role of empirical evidence was very indirect. The relativistic energy 
equation was taken as a theoretical starting point, and said relation is a 
rather direct consequence of the empirical observation of the constancy 
of the speed of light, that is, of special relativity. But that mostly 
constituted the empirical aspect of the derivation. It is true that Dirac also 
checked the Lorentz invariance of his derived equation, but that was only 
done for consistency and after the fact. Similarly, while non-relativistic 
quantum mechanics enjoys great empirical success, it was the process of 
quantization (identifying spatial and momentum variables with specific 
operators) and interpretation of wave functions that were important, not 
the particulars of non-relativistic quantum mechanics.58 

Thus, the derivation of the Dirac equation was not just a simple case 
of empirical justification. Instead, it relied heavily on abstract general 
principles, such as the need for a specific kind of form, which had to do 
with how physical systems and theories can be generally thought of. It also 
consisted of ideas about how previous knowledge, such as non-relativistic 
quantum mechanics, related to a new case (the relativistic one). We might 
characterize these two aspects as some sort of theoretical knowledge and 
understanding of how those pieces of theoretical knowledge relate to 
differing instances.  

The challenge is then clear. What the Dirac example demonstrates is 
that in addition to knowledge regarding the faithfulness of representations 
regarding particular cases, science also seems to have general, or theoretical, 

 
58 One might argue that the demand for a general interpretation was related 

to the need to connect with non-relativistic quantum mechanics, and non-
relativistic quantum mechanics has a strong empirical backing. However, this was 
not explicitly argued for in the paper, so it was at most a very implicit empirical 
consideration. 
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knowledge and some associated understanding. Since the underlying 
motivation for appealing to those pieces of theoretical knowledge was 
their connection with empirically successful theories, we can attempt to 
construe such theoretical knowledge as knowledge about how different 
particular instances59 or faithful representations of those instances relate to each other. 
Theoretical knowledge is then taken as a sort of “web” that connects 
differing empirical cases (see Quine 1951, 1970). In a general sense, it can 
be considered to be a kind of inductive knowledge, namely, knowledge that 
goes beyond mere instances to the connections between instances. 

In a more concrete sense, we can, for example, think of “laws of 
nature” as constituting such theoretical knowledge. They are general 
claims that apply to differing instances and, in so doing, form connections 
between the instances. The laws of conservation of energy, for example, 
tell what is similar about all the instances where the law applies. 

The question is, however, how can we account for theoretical 
knowledge in a constrained ontology? 

3.1   THEORETICAL KNOWLEDGE 

 
In the previous section, theoretical knowledge was construed as 

knowledge regarding the relations that differing instances of faithful 
representation (of those instances) have towards each other. This kind of 
knowledge is distinctly different from the kind of knowledge we can get 
by merely evaluating which representations turn out to be faithful. This is 
because theoretical knowledge concerns the connections between 
different faithful representations, not their faithfulness per se. Now, since 

 
59 One should note that the term “instance” here just means a particularized 

case. The particularization does not have to be temporal, as in an “instance of 
time”, nor does it have to contain just one singular event, such as an “instance of 
corruption”. All that is required is that it is somehow specified so that one can 
evaluably talk of this or that instance. In Constrained Ontology, instances related 
to being in the world can be represented via the constraints they impose on one’s 
actions. Instances are thus a way to organize one’s being in the world. 
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constrained ontologies were constructed to account for knowledge of 
representational faithfulness, they do not incorporate theoretical 
knowledge by default. Therefore, if we want to keep the developed 
minimalist framework of constrained ontologies, we need to somehow 
incorporate theoretical knowledge into it. Furthermore, it is not enough 
to simply incorporate theoretical knowledge if that incorporation leaves 
us unable to account for the amazing success of theoretical knowledge in 
science. Theoretical knowledge thus constitutes at least two potential 
problems for the general project of working out the ontological 
implications of epistemic access. These problems are: 

 
1) How to account for how one can have theoretical knowledge in the 

framework of a constrained ontologies? (T1) 
2)  How to account for the success of theoretical knowledge? (T2) 

 
Now, since the success of theoretical knowledge probably has 

something to do with what kind of knowledge it is, it behooves us to start 
our analysis from the first challenge (T1). What could theoretical 
knowledge amount to in a constrained ontology? 

In a constrained ontology, what is real is how our actions are 
constrained. One can further represent how something is real in this way 
by using constrained systems, that is, by using systems that have been 
given some non-arbitrary form which works to constrain what can be 
inferred from said systems. If we want to account for how we can have 
theoretical knowledge in a constrained ontology, we need to be able to 
interpret theoretical knowledge in terms of such constrained systems. If 
this can be done, then theoretical knowledge can be connected to how 
our actions are constrained by the construction presented in the previous 
chapter. That is, theoretical knowledge would work to constrain the 
representations we use, and via those representations it could be 
interpreted at the level of our actions by how those actions are 
constrained. 

It might seem like we can easily make such an interpretation. 
Theoretical knowledge is typically given in some form. For example, 
Newton’s laws of motion have perfectly well-specified expressions, as do 
the Higgs mechanism and Mendel’s laws. These forms are not arbitrary; 
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consequently, we can interpret them as imposing constraints on what the 
theoretical knowledge claims maintain. That is, we can interpret those 
constraints as the content of the particular bits of theoretical knowledge. 
Hence, we can seemingly interpret theoretical knowledge claims as 
constrained systems. 

However, the situation is not quite so unproblematic. After all, 
theoretical knowledge is not just any kind of knowledge. Instead, 
theoretical knowledge is supposed to be general; it needs to be able to be 
about differing representational instances. Otherwise the theoretical claim 
could not possibly work to relate empirical instances in a non-trivial 
manner.60 Furthermore, since any usable theoretical knowledge has to be 
able to connect some instances, the way theoretical knowledge concerns 
some instances should not be entirely arbitrary either. This condition from 
(useful) generality might seem like a trivial matter, but it has two important 
implications. 

First, theoretical knowledge claims have to be such that they can be 
interpreted in a number of ways as applying to some more specified 
instances. That is, theoretical knowledge claims must contain some 
interpretative freedom. We must be able to further specify theoretical 
knowledge claims, so that we can make a difference in how the theoretical 
knowledge applies differently to differing instances. Otherwise, the 
theoretical knowledge could not differentiate between the different 

 
60 The theoretical claim could be trivial in the sense that it might only be 

about a singular empirical instance. In that case, however, it could not be 
evaluated based on any other empirical instance. The only way to evaluate it 
would be to check the particular empirical instance, and since the theoretical 
knowledge claim would not be of any use for any other instance, there would 
really be no need to do so. After all, the theoretical knowledge claim could not 
justifiably tell one anything more about the empirical instance than what one has 
already observed to be the case. It is worth pointing out that a scientific field 
delegated to specific empirical targets, like cosmology, never considers the whole 
target in its entirety but rather only through some incomplete representation. 
There are also various connections between those targets and other empirical 
cases. For example, the Big Bang theory has close connections with chemistry 
while being a theory regarding the “whole” universe (see, e.g., Coles, Lucchin 
1995).  



Understanding explanation 

 

66 

 

instances of application and would either apply equally to all instances or 
to no instances at all.61 Such theoretical knowledge would be unevaluable 
and inapplicable to any possible instances. Since such theoretical 
knowledge is redundant for the purposes here, it is simply ignored from 
now on. We can thus conclude that the kind of theoretical knowledge we are 
interested in cannot be fully specified. 

To be more precise, theoretical knowledge that is fully specified 
cannot be both general and useful. Theoretical knowledge does not have 
to be useful, of course, but one should remember the motivation for 
considering theoretical knowledge in the first place. One is looking at the 
ontological implications of epistemic access here. Theoretical knowledge 
is relevant for this project because we seem to have such knowledge, and 
we seem to have such knowledge precisely because some of it has proven 
to be so useful. There is no need to account for theoretical knowledge 
that cannot be useful; consequently, one can just drop this possibility and 
limit theoretical knowledge to useful general knowledge. That is, we can 
concentrate on knowledge that can evaluably be, at the very least, interpreted to be 
about differing instances.62 

This might seem rather abstract, but the conditions are easy to fulfil 
in practice. Simple examples of such potentially useful and general – that 
is, theoretical – knowledge are physical laws and mathematical formulas. 
This is due to the simple reason that they are given in terms of variables 
that do not have fixed values. When one applies them to more specific 
cases, one fixes at least some of those values and gets more specific results. 
For example, the Dirac equation had a parameter for the mass of the 

 
61 If it applied to no instances, it would be of no use and not of interest for 

the project of accounting for the ontological implications of epistemic access. On 
the other hand, if theoretical knowledge applies equally to all instances, its validity 
would be independent of the particulars of any instances and consequently could 
not tell one anything about the world. This is because a theoretical knowledge 
claim that applies to any instance would simultaneously apply to instances and 
their counter-possibilities, and consequently its validity could not have a well-
defined dependence on the reality of the instance. 

62 The condition of evaluability mandates that the interpretation can make a 
distinction between the differing cases. That is, the applicability of the claims 
should somehow depend on the case it is being applied to. 
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particle as well as imposable boundary and initial conditions. If we want 
to use the Dirac equation for describing electrons, we must insert the 
electron mass for the mass parameter, thus making the equation less 
general and more specific. Similarly, if we want to use the Dirac equation 
for describing a particular physical electron system, then we also need to 
specify suitable boundary conditions and initial values for the equation.  

One should note that even simple numerical formulas such as 3+5=8 
can be taken as theoretical knowledge. This is because we can interpret 
the numbers as denoting differing aspects and then use the formula to 
calculate their sum. For example, we can connect it to some instance of 
application where we have three cows and five pigs and then use the 
equation to conclude that we have a total of eight animals. Here “3” was 
interpreted as the amount of cows, “5” as the amount of pigs and “8” as 
the total amount of animals. 

In fact, cases of theoretical knowledge where the useful generality 
condition is not satisfied are simply those that do not allow for any further 
interpretations. This can be due to mere fiat (stipulated to have closed 
semantics) or because the theoretical knowledge claim has not been given 
any suitable form that could be used to connect it to some instance (empty 
expressions like “X”, tautologies).63 That is, there is no possibility for 
forming an evaluable interpretation of the claim and consequently no way 
of even potentially saying how the theoretical claim relates to any possible 
instance. Such cases of theoretical knowledge were already noted to be 
irrelevant. Thus, the useful generality condition also implies that theoretical 
knowledge claims need to have been given some evaluable form. That is, they cannot 
be arbitrary in their contents. 

In concrete terms, a theoretical knowledge claim cannot simply be 
given as some X but instead needs to come with some specifications. So, 
while X is not a suitable theoretical claim, the Dirac equation is, since an 
explicit equation representing its content has been provided.  

We should acknowledge that there is a deep issue related to the 
requirement of specification. What exactly counts as a specified 

 
63 Logical tautologies are an interesting case of useless theoretical claims. 

They do have an evaluable form but are totally independent from any possible 
cases. By the condition of evaluability, they cannot be said to be evaluably about 
any cases, and thus they lack any generality. 
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expression? On the other hand, when is an expression such that it allows 
for further specification? Is there such a thing as a fully specified claim? 
Such questions play an important role in the philosophy of mathematics, 
for they relate to questions regarding the relation of logic to mathematics, 
the distinction between a priori and a posteriori justifications, analytic and 
synthetic propositions, and to the notion of a mathematical proof in 
general (see, e.g., Frege 1997; Friend 2007). These questions have also 
played a crucial role in the methodological debates related to logical 
positivism and, in particular, in Quine’s (1951) critiques of the so-called 
two dogmas of empiricism. 

For the purposes here, however, it is enough to consider claims that 
are on par with the purely notational “X” as unspecified and anything 
above that as specified at least to some extent. So, a simple “that” will not 
work as a specification, but anything more than that will. The ability to 
interpret at least some such specifications has also already been assumed 
here, so the question of when a claim can be further specified will simply 
be similarly assumed. After all, there is no in-principle difference between 
interpreting a specification of a claim and reinterpreting said claim with a 
further specification. So, for the purposes of this work, a claim can be 
further specified if a further specification of it has been given. There are 
ample examples that demonstrate that this is possible for at least some 
claims, and that possibility is all that is required here. 

One should also point out that it is quite difficult to show that some 
claim would be fully specified. After all, one does not have a ready-made 
list of all possible specifications, and even if one did, how would one 
justify that the list is in fact the correct one? It is also questionable whether 
one would even want to have such a list to begin with. The Fregean ideal 
of a “gapless proof” (Frege, Geach, Black 1952: 137–140) is an appealing 
one, but it only works as an ideal, for once all the gaps have been finally 
sealed, there is no room left for mathematical innovation to take place. 
Indeed, a big part of the creative work in mathematics is in working out 
new ways of approaching familiar issues. 

This brings us to another implication from the generality of 
theoretical knowledge claims: a theoretical knowledge claim cannot simply be 
identified with a particular specification, the representative form, of a theoretical 
knowledge claim. This is because the interpretations between the theoretical 
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knowledge claim and particular instances – interpretations which are 
needed if the knowledge is to be of any use – are not given by the initial 
specifications. They need to be worked out separately. For example, we 
do not have a working understanding of the Dirac equation if we are only 
given the formal equation, since the equation alone does not tell us how 
it relates to some applicable instances. The equation alone is useless if we 
do not know how to apply it. Without some interpretations, the equation 
is just a purely symbolic expression that cannot be said to be about 
anything in particular. 

An important aspect of these interpretations is that while many are 
given as specified examples, for the most part the interpretations are too 
numerous to be spelled out for each individual case. Instead, these 
interpretations are taught via examples from which people are supposed 
to be able to make the proper generalizations. For example, we might be 
given an example of how Newton’s laws apply to the movements of a 
specific celestial body, and based on that example we might be expected 
to work out how they would apply to some other celestial body. This 
means that these interpretations would end up being mostly based on 
implicit knowledge (Polanyi 1958), more akin to a skill than to explicit 
knowledge.64 

The practical need to cultivate such a skill of interpreting expressions 
of theoretical knowledge is probably why such a big portion of physics 
and mathematical education, for example, has to do with working out 
examples and figuring out how theories (theoretical knowledge) can be 
used to solve practical problems. 

In any case, the need for these (often implicit) interpretations means 
that useful theoretical knowledge must always have at least two 
components: the specifications for the knowledge claim (e.g. the formal 
Dirac equation) and the interpretations of how the knowledge applies to 
each specific instance (e.g. the case of a hydrogen atom).  

 
64 One might also note that, as was the case with fully specified expressions, 

a full set of possible interpretations of a theoretical claim is something that would 
be hard to provide. It would, after all, be tantamount to providing all possible 
semantics for a structure and knowing that one has all the semantics. In practice, 
then, one is content with always working with a particular set of interpretations 
and just evaluating new interpretations on a case-by-case basis. 
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To separate these two aspects, we call the interpretation part scientific 
understanding. This is motivated by the fact that scientists often appeal to 
such understanding when they are talking about how some general 
principles affect some more practical instance.65 Furthermore, this 
notation also fits well with the analysis of scientific understanding as an 
ability or skill (see, e.g., Knuuttila, Merz 2009; Kuorikoski 2015; Ylikoski 
2013; Wittgenstein 1953, §§ 143–155, 179–184, 321–324) and especially 
with the ability to connect cases (see, e.g., Elgin 2009; Newman 2017; Regt 
2017; Riggs 2003). It also fits well with the cognitive sciences approach of 
situated cognition (Robbins, Aydede 2009). One should keep in mind, 
though, that scientific understanding is not here defined as the ability; 
rather, the ability is a consequence of scientific understanding. That is, the 
interpretations of how knowledge claims relate to specific instances 
enable the ability of applying the knowledge claims to the instances.  

There is also nothing mysterious about such scientific understanding. 
It consists merely of how we apply some bit of theoretical knowledge to 
more specific cases. While such interpretations can give a sense of 
mastery, or a psychological “Aha!” feeling (see, e.g., Grimm 2013), these 
emotional responses are not relevant for evaluating said understanding. 
There are also simple ways in which we can actually evaluate this 
understanding. We can make the interpretations specific when we apply 
some bit of theoretical knowledge to some specific case (see, e.g., 
Wilkenfeld 2013). In fact, such testing is a common procedure used in 
science education and tests.  

To recap, theoretical knowledge consists of two parts: 1) 
specifications of the knowledge claim and 2) related scientific 
understanding (how the claim is interpreted with regards to differing 
instances). The first component can be analysed in the usual way as 
constraints imposed by form. The specification, or the form, limits how 
we can interpret the knowledge claim, just like the form of a vehicle of a 
representation constrained the inferences we could make with it. The 
second component of theoretical knowledge, however, needs a bit more 

 
65 For example, physics students’ understanding of equations is connected to 

their ability to interpret and apply them to less abstract settings (see Domert, 
Airey, Linder, Lippmann Kung 2007; Richard 2010). 
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work, especially since it seems to play the main role in accounting for the 
remarkable success of theoretical knowledge.  

3.2 CONSTRAINED UNDERSTANDING 

 
In the previous section it was noted that theoretical knowledge claims 

need to have some specified forms if they are to be both general and 
useful. This was because a theoretical knowledge claim without such a 
specification cannot support any interpretations to more specific 
instances. Such theoretical knowledge claims have no interpretative 
freedom since they have nothing we could interpret, even in principle. 
Now, theoretical knowledge claims can be useful only by being useful for 
some instances, and the way they connect to those cases is through the 
interpretations (i.e. scientific understanding). If we want to use the 
theoretical claims, we also have to use the interpretations. We cannot use 
the interpretations, however, if they are totally arbitrary. Hence, useful and 
general theoretical knowledge cannot consist of arbitrary scientific 
understanding. Scientific understanding cannot be totally arbitrary.  

Our interpretations then cannot be totally arbitrary. In more practical 
terms, this just means that when we interpret a bit of theoretical 
knowledge to relate to some more specific instance, we also need to 
explicate how the theoretical knowledge claim is interpreted in the 
particular case. That is, we explicate the interpretation by providing some 
representation of how the bit of theoretical knowledge relates to the 
specific instance. For example, when we apply the Schrödinger equation 
(Schrödinger 1926) 

 

𝑖ℏ
𝜕

𝜕𝑡
|𝜑(𝑡) >= �̂�|𝜑(𝑡) > 

 
to a hydrogen atom, we need to explicate the particular form of the 
Hamiltonian function for that instance 
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in order to get the Schrödinger equation for the hydrogen atom. Without 
such an interpretation, it would be impossible to evaluate how the 
Schrödinger equation relates to the case of the hydrogen atom. 

The upshot of this is that scientific understanding also has a 
constrained form. It always needs to be somehow presented in practice. 
What this means is that there is a sense in which one can talk of constrained 
understanding. How a theoretical knowledge claim relates to particular 
instances is not totally arbitrary. 

These considerations turn out to be sufficient for answering the first 
of the problems imposed on us by the theoretical success of science, 
namely, the problem of how we can have theoretical knowledge in the 
framework of Constrained Ontology (problem T1). Remember that in 
light of Chapter 2, we have a way of evaluating the faithfulness of at least 
some of our representations. We can take these representations as the 
instances a theoretical knowledge claim can apply to, as descriptions of 
how some target is (i.e. how our actions on it are constrained). Since 
theoretical knowledge claims need to have specified forms, they can 
potentially impose constraints on the more specified cases (the 
representations.) These constraints are imposed through interpretations 
of the theoretical knowledge claims with respect to the particular 
instances, that is, via scientific understanding. This scientific 
understanding, on the other hand, cannot be totally arbitrary: it always 
needs to be given in a specified form. What this means is that the way a 
given theoretical knowledge claim imposes constraints on a particular 
instance is not an arbitrary matter of opinion. We can always, at least in 
principle, evaluate both the theoretical claim and the interpretation of it 
in relation to a particular instance in a non-arbitrary, and thus also 
evaluable, way. Theoretical claims with the associated scientific 
understanding that constrain an instance in a way that corresponds to a 
faithful representation can be considered to be correct claims with respect 
to the instance in question. Since the faithfulness of a representation is 
evaluable in Constrained Ontology and the way theoretical knowledge 
claims impose constraints on an instance is also evaluable, we can have 
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evaluable theoretical knowledge that we have epistemic access to in a 
constrained ontology.66,67 

There is an important caveat here. Through scientific understanding 
we can evaluate whether a bit of theoretical knowledge is correct with 
respect to a particular instance. For example, we can test how well the 
period law for pendulums works for different pendulums (and ways for 
swinging the pendulum). However, this sort of evaluation does not 
provide any general evidence for the correctness of a theoretical claim for 
cases we have not explicitly tested it for. Considering that the central 
problem of this chapter is that science seems to have theoretical 
knowledge that far surpasses this sort of evidential base, we have to come 
up with something a bit stronger.  

The fact that theoretical knowledge is evaluable and non-arbitrary in 
both its contents and instance-specific interpretations is enough to 
account for how we can have theoretical knowledge in a constrained 
ontology. This, however, only suffices for dealing with the first of the 
posed problems (T1). To give a full account of how we have theoretical 
knowledge, we also need to tackle the second problem (T2), how to 
account for the success of theoretical knowledge? 

For this task, the fact that we are considering general knowledge 
becomes crucial. 

 
66 While these evaluations can be, and often are, exceedingly complex in 

scientific practice, they are nevertheless possible. 
67 The assumption we had to make along the way was that we can have more 

or less specified systems. There seems to be ample evidence for such systems, as 
has already been pointed out via examples. Furthermore, since it has already been 
assumed that we can interpret at least some specifications, the assumption 
basically comes down to being able to compare systems with respect to how they 
are specified for the particular case of a system being given or removed a 
specification. After all, a system that is given a new specification is more specified 
than it was before, and vice versa. Thus, the assumption can be considered to be 
a rather minimal one. 
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3.3 INDUCTIVE INFERENCES 

It was noted earlier that theoretical knowledge has to be such that it 
can be interpreted in a number of ways as applying to differing instances. 
This implied that theoretical knowledge had to contain some 
interpretative freedom and, consequently, that theoretical knowledge 
claims could never be fully specified. There is, however, a further 
implication that has not yet been considered. 

If theoretical claims are to be applicable to differing instances, there 
needs to be some differing instances. Or rather, we need to have a way of 
distinguishing instances from each other, a way to somehow categorize 
instances. These categories need not be unique across all theoretical 
knowledge claims, nor do they need to satisfy some naturalness criteria.68 
All that is required is that we have some way of making some such 
delineations. We need to be able to say, for example, how throwing a ball 
on Earth is a different instance from throwing a ball on the Moon with 
respect to some theoretical claim regarding ball-throwing. A 
straightforward way to do this is by simply using specifications for the 
instances, such that different instances are specified differently. For 
example, Earth is not like the Moon in terms of its near-surface 
gravitational pull. 

To apply theoretical knowledge, we then also have to furnish it with 
its own set of delineated instances, or, in a more formal sense, equivalence 
classes. Since those delineations are crucial for applying scientific 
understanding (i.e. making interpretations from theoretical knowledge 
claims), we can consider them to be a part of scientific understanding. 
After all, we can interpret some theoretical claim with regards to 
something only if that something is specified. 

Now, when we delineate what is different, we at the same time 
delineate what is the same. For theoretical knowledge claims, this means 
that we delineate which instances are considered to be relevantly similar with 
regards to the applicability of the theoretical knowledge claim (see 
Knuuttila, Loettgers 2014 for a similar point regarding analogical 

 
68 They need not correspond to natural kinds, for example (see, e.g., Bird 

2018; Häggqvist 2018; Magnus 2012). 
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reasoning). For relevantly similar cases, the theoretical knowledge claim 
applies similarly. For example, for a simple theory of throwing a ball, all 
instances of throwing a ball on the Moon can be taken as relevantly similar 
and the knowledge claim (how the ball flies) is taken to apply to each one 
in an identical way. That is, the gravitational pull on the surface of the 
Moon is taken to be relevantly similar across the whole surface and so it 
does not matter where on the surface of the Moon we are when we apply 
the simple ball-throwing theory. A more advanced example could be how 
all instances where the total energy of the system can be taken to consist 
of kinetic and potential energy are taken as relevantly similar for the 
application of a theoretical claim regarding energy conservation. In all 
such cases, the theoretical knowledge claim regarding energy conservation 
states that the total sum of kinetic and potential energy will remain 
constant.  

These considerations might seem almost trivial. Of course, we need 
to have an idea of which kind of instances a theoretical claim applies to – 
and how – if we are to apply a theoretical knowledge claim to an instance. 
However, when we consider how we go about evaluating the applicability 
of theoretical knowledge claims, these seeming trivialities become all 
important. If we want to know whether a theoretical claim is correct or 
not, we can perform two different kinds of evaluations. This duality 
provides the first step for accounting for the success of theoretical 
knowledge.  

The first kind of evaluation is an evaluation of whether the theoretical 
claim applies to a given instance. This consists of interpreting the 
theoretical knowledge claim with respect to the particular instance (via 
scientific understanding) and then checking whether the instance is indeed 
as stated by the theoretical knowledge claim. Is it constrained in the way 
that the theoretical knowledge claim with the associated interpretation 
constrains it? For example, does a particularly represented pendulum have 
(roughly) the period the period law states it should have? Or is the total 
energy conserved in the pendulum? These sorts of evaluations are 
perfectly feasible in the framework of Constrained Ontology, and they are 
accounted for by the considerations in Chapter 2 and Section 3.2. 

The second kind of evaluations concerns the relevant similarity of 
instances and answers the question, which instances can be considered to 
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be relevantly similar for the applicability of the theoretical knowledge 
claim? How do these evaluations work? 

Suppose we have checked that a particular theoretical knowledge 
claim applies to a particular instance. Furthermore, there is a known 
faithful representation of that instance.69 The question becomes, will the 
theoretical knowledge claim also apply to other instances that can be 
similarly faithfully represented by the given faithful representation? For 
example, given that the pendulum law applies to a particular pendulum 
that has a certain weight suspended on an almost weightless string hanging 
from a strong base, will the pendulum law also apply to other pendulums 
that have a similar set-up? This is something we can check. 

For some pendulums, the answer will be “yes” and for others “no”. 
The instances where the answer is “yes” can be taken as relevantly similar 
for the applicability of the theoretical knowledge claim, whereas the 
instances where the answer is “no” need to be separated from the 
applicable cases. Now, once we know that some instances belong to the 
same applicability equivalence class, we can start comparing those 
instances to find out what they have in common. What other faithful 
representations do they share? Alternatively, if some instances do not 
share the same applicability equivalence class, what faithful 
representations do they not share? With such a process it is possible to 
get information about the relevant applicability equivalence classes. By use 
of such information, we can start to evaluate which instances belong to 
which relevant applicability equivalence classes merely by evaluating 
which faithful representations they support. For example, if we know that 
some relevant applicability class of a theoretical knowledge claim has all 
such instances that can be represented faithfully by representations x and 
y, then by checking whether x and y are faithful representations of a 
particular instance we can determine if the instance in question belongs to 
the relevant applicability class. Crucially, the representations x and y do 
not have to be identical to the constraints imposed by the theoretical 
knowledge claim. For example, a representation of a pendulum that abides 

 
69 Of course, there will also be a faithful representation of said instance that 

just contains the constraints imposed by the interpreted theoretical knowledge 
claim. Otherwise, the theoretical knowledge claim would not, contrary to the 
assumption here, apply to the instance. 
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by the pendulum law does not have to have the pendulum law built into 
the representation.  

An important aspect of these equivalence class evaluations is that they 
are separate from ones that are concerned with merely checking when a 
theoretical knowledge claim applies. This allows them to be used as a 
powerful additional epistemic tool, for once we have determined some 
equivalence classes of a theoretical knowledge claim, we can make claims 
regarding the applicability of the theoretical knowledge claim to some new 
instance without having to check if the theoretical knowledge claim in fact applies to 
the instance.70 This is because the relevant similarity classes of a theoretical 
claim only depend on the instances themselves. Thus, just by evaluating 
the faithfulness of various representations of instances, we can evaluate 
whether the instances belong to a relevant similarity class of the given 
theoretical knowledge claim without having to appeal to the theoretical 
knowledge claim itself. For example, we can evaluate which pendulums 
have the same rigidity of their pendulum rod without appealing to the law 
of periods for pendulums. This independence plays an important role in 
what follows. 

But why is it that a theoretical knowledge claim should apply to an 
untested instance that is known to be faithfully representable in the same 
way as the instances where the theoretical knowledge claim applies? After 
all, it is perfectly possible that the theoretical knowledge claim will not in 
fact apply to the new instance because of some further unknown faithful 
representation it has that is relevant for the applicability of the theoretical 
knowledge claim. In the absence of complete knowledge of all the faithful 
ways of representing a particular instance, how are we to evaluate the 
probability of such a case? 

Well, in general, we cannot. However, just because we cannot evaluate 
the absolute true probability of something, it does not follow that our 

 
70 One thing to note here is that the information one gets regarding which 

faithful representations go with which equivalence class is always incomplete, 
since one can only check a limited number of cases. Thus, the claim that such 
information can support is at most probabilistic. What this amounts to is that 
once we have established that a certain theoretical claim often applies to certain 
kinds of instances, we can make the claim that a theoretical claim will most likely 
apply to an instance if it is of the relevant specified sort. 
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evaluations need to be completely arbitrary either. How well some system 
of evaluation works is also something we can test and improve over time. 
Given a particular set of cases, we can determine how often a particular 
generalization is correct for those cases. If we take that set as 
representative, then we can get a non-arbitrary measure for the probability 
that a given generalization will work. If that probability is off, then it can 
be amended as further cases are examined.71 

For example, a coroner might think that based on his earlier cases, a 
person is very likely to be killed by stabbing if they have a specific kind of 
mark on their torso. Now, due to an elderly craze, retired people in the 
town where the coroner works start to mark themselves with the 
characteristic sign of a torso-stabbing. As these retired people pass on, the 
coroner incorrectly judges that they have been stabbed to death. However, 
the coroner also notices that the “victims” do not share some of the other 
signs of stabbing victims, such as internal damage to the torso. As these 
other signs (faithful representations of the victim) do not often go 
together with stabbings, the coroner re-evaluates his stance on how likely 
someone is to be a stabbing victim if they have the particular mark on 
their torso. He does this especially for the elderly people of the town. 

There is also an important theoretical consideration here. If we want 
to make justifiable generalizable inferences, then we have to base those 
inferences on something. Now, the applicability of a theoretical claim with 
a given interpretation has to depend only on the instances it is being 
applied to. That is, whether a given theoretical claim with a particular 
interpretation applies or does not depends entirely on what it is being 
applied to.72 Furthermore, since a claim not applying to a case does not 
entail that it should apply to some other case,73 we cannot base our 

 
71 This is basically one of the central points of Bayesianism (see, e.g., 

Easwaran 2011).  
72 If it would apply regardless of how the instance is, it could not provide 

evaluable epistemic access to what that instance is like. After all, it would apply 
even if the instance was different, and hence it could not support an evaluable 
distinction regarding how the instance is. 

73 This would basically entail that unfaithful representations would also 
provide epistemic access, and this would mean that there was no need to account 
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justifications for applicability on cases of non-applicability. Consequently, 
any indirect justification for why a theoretical knowledge claim applies has 
to depend on which cases it has already been applied to. In particular, all 
generalizations over instances can only be justified via the faithful 
representations we already have of other applicable instances. So, while 
the kind of generalizations considered here are only ever fallible, they are 
nevertheless the only ones we can justifiably have in practice. Since some 
of them work to some extent in some cases, it is perfectly justified to try 
and use them. It is a matter of choosing between something that can 
possibly work and nothing at all, after all. 

How do these indirect evaluations help? Well, the first kind of 
evaluations, those concerned with directly checking the applicability of a 
theoretical knowledge claim with respect to a particular instance, give the 
usual epistemic justification for theoretical knowledge claims. As noted, 
however, these sorts of evaluations are not sufficient for accounting for 
the success of theoretical work in science. However, the second kind of 
evaluations, the ones that allow for indirect checking of applicability, can 
be used to add another layer of epistemic justification. As stated above, if 
we have established that a theoretical knowledge claim applies to a given 
instance, then we do not need to evaluate that theoretical claim in relation 
to another instance that belongs to the same relevant similarity class. 
Instead, we can instead evaluate the instance in terms of whether it 
belongs to the relevant similarity class. That is, we can evaluate whether 
the other instance is similar enough that the theoretical knowledge claim 
should apply to it. Can it be faithfully represented with the given 
specification for the equivalence classes? A formal way to express this 
would be:  

If X applies to A and B is relevantly similar74 to A, then X also 
applies to B. 

 
for the possibility of faithful representations to begin with. The distinction 
between faithful and unfaithful representations would effectively disappear, as 
both could be used to make sound inferences.   

74 This similarity was evaluated on the basis of the faithful representations 
the instances are known to have and which faithful representations are shared 
among all the instances the claim is known to apply to. Is the instance like the 
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In practice this means that, for example, we do not have to physically 

test what will happen if a person jumps from an airplane without a 
parachute, since we can evaluate how the instance of “jumping from a 
plane” relates to other cases of jumping or falling. We justifiably know 
what will happen, based on what has happened in the relevantly similar 
cases.75 For a more scientific example, we can consider the case of weather 
models. Even though we cannot test their predictions beforehand, we 
have many cases where these models have been applied to similar 
situations (e.g. Earth’s climate system), and we have a way of evaluating 
how those cases relate to the predicted case (cloud cover, humidity, 
temperature, sun activity, time of year, etc.) (see, e.g., Schmidt, Sherwood 
2015).  

One might recognize that accepting the proposed inferences is 
tantamount to having a kind of inductive knowledge. Knowledge of the form: 
since all X have been Y thus far, a Z that is like X also has to be Y. Indeed, 
the forming of general equivalence classes is based on inductive reasoning. 
After all, it is about delimiting the relevant set of options. However, this 
is a bit problematic, since induction has very well-known problems. 

The central problem with inductions is that there does not seem to be 
a way to justify them. David Hume famously made this explicit (Hume 
1739, 1748; see also Hetherington 2008; Howson 2013). He specified a 
uniformity principle according to which: 

 
…instances, of which we have had no experience, must resemble those, of which we have 

had experience, and that the course of nature continues always uniformly the same (Hume 
1739:89). 

 
He then proceeded to show that one cannot justify the principle by 

either demonstrative or probabilistic inference. It is not demonstratively 
true, because it could be otherwise. That is, there is no conceivable 
contradiction in the principle being false. It cannot be justified 

 
other instances the claim has already been applied to? Such evaluations are always 
fallible, of course, but they are also amendable.  

75 These cases include relatively bulky objects falling from a high altitude or 
even dropping test dummies from such a height. 
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probabilistically because probabilistic inference depends on the principle 
of uniformity itself. Thus, it would be circular. This leaves inductions in a 
rather bleak place, since without a justification, there is really no reason to 
ever trust one set over any other inferences. 

Now, while it is abundantly clear that we cannot provide an 
overarching justification for the validity of inductive inferences, it does 
not follow that the kind of suggested added justification for theoretical 
knowledge claims would be without a basis. The reason is that there are a 
number of differences between the kind of inferences suggested here and 
the Hume-type inductions. 

The first difference concerns the underlying assumptions we are 
dealing with. We need to remember that the goal here is to ascertain the 
ontological implications of epistemic access. As an initial condition for 
this task, it is assumed that we have some epistemic access to the world. 
Now, in order for such an access to be possible, there must be some world 
we have access to. Further, that world has to be in some way, if we are to 
be able to ascertain how it is; namely, how the world is must not be totally 
arbitrary. This implies that particular instances of that world must also not 
be totally arbitrary. That is, they must be specifiable. We thus have, by 
assumption, specified instances. 

In addition, having epistemic access to how such instances are implies 
that we can evaluate them. This means that we can say when an instance 
is as specified and when it is not. Otherwise, of course, there could be no 
epistemic access, since nothing could be justifiably be said to be in a 
certain way. But, we can only say when an instance is not as specified if 
the specifications are such that they have well-defined counter-
possibilities: the ways the instance is not. So, when we specify how an 
instance is, we at the same time also specify how not being that instance 
is. 

The fact that we have evaluably specified instances implies that we 
will unavoidably end up having instances that are similar to each other. 
To see why this is, we can consider the alternative thesis according to 
which no instance is similar to another. Take three such instances: A, B 
and C. Now, for both A and B it is true, by stipulation, that they are totally 
unlike C. They share none of the same specifications. But, since 
specifications need to be evaluable, specifications always need to have 
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well-defined counter-possibilities. This means that since A and B are 
unlike C, they both belong to the counter-possibilities of C. One can 
specify both A and B via this counter-possibility, and consequently A and 
B have a common specification. This is in contradiction to the initial 
assumption and implies that the thesis must be false.76 A more concrete 
way to state this is that if one has three single-coloured balls – blue, green 
and red – one can talk about not-red balls even though none of the balls 
initially have the same colour specifications. 

Of course, there are many properties that are not thought to apply to 
every object. For instance, one might wonder what it would mean that, 
for example, time would be blue or warm. So, for some properties, it is 
not the case that either they always apply or their counter-possibility 
applies. The set-up of three totally unlike cases is then at best unclear and 
at worst contradictory. This makes the presented proof questionable. 
However, the proof contains two important qualifications one must take 
into account. 

First, the proof concerns instances, not objects in general. This means 
that the claim only concerns specific kinds of “property” attributions, not 
general kinds. So, while something like time needs not have a well-
specified sense of taste, instances here do need to have well -specified 
counter-possibilities. 

To understand why, we need to remember that the proof concerns 
instances in a constrained ontology, not instances in general. This is an 
important difference. Since the way the world is taken to be real in a 
constrained ontology is via the way our actions in it are constrained, the 
“properties” that instances have are similarly analysed in terms of how our 
actions are constrained in them. Instances are instances of our actions 
being constrained in some particular way. Since actions always either are 
or are not constrained in some way, such “properties” in a constrained 
ontology will always either apply or not apply. That is, an instance will 
always either have the “property” or have some of its counter-possibility. 
This means that the set of three totally unlike instances is totally legitimate 
to start off with, even though it will run into a contradiction. 

 
76 Note that this only follows because we demanded well-specified counter-

possibilities and the instances were by definition totally unlike each other.  



Petri Turunen 

 

83 

 

So, while the presented proof will not hold water for the attribution 
of a general property, it does work for showing that a constrained 
ontology will always come with at least some somehow similar instances.  

It is also worth pointing out that the mere stipulation of “not-C” does 
not evaluably specify the counter-possibilities of C in practice. It is, of 
course, a logical requirement that a counter-possibility of C cannot be C 
itself, but this does not yet allow us to evaluate when a given instance 
belongs to the counter-possibility of C or not. Since we are considering 
evaluable specifications, a mere negation does not suffice for a 
specification. For example, in the case of single-coloured balls, we had to 
specify when a ball is not red (it is green or it is blue), so that we could use 
the shorthand “not-red”. 

Also note that the evaluability of a specification is context-dependent. 
A specification needs to be evaluable only for the given context in which 
we are using it to make distinctions. In a given context of cases, if a 
specification of an instance allows us to determine which cases belong to 
it and which do not, then it is an evaluable specification for that context. 
So, if we have some single-coloured balls and we can evaluate whether 
they are blue, green or red, then the specifications “the colour is green”, 
“the colour is blue” and “the colour is red” are evaluable in that context. 

Familiar examples of evaluable specifications can be found in the 
formal fields of set and model theory. A set is fully specified by its 
members or, in other words, the set inclusion relation. A model, on the 
other hand, is fully specified when all of its sets and relations are specified. 
The specification in question always determines a unique answer to 
whether an element belongs to a set or a model and thus they are also 
evaluable specifications.  

But what about the temporal dimension regarding the problem of 
induction? Why should the future be like the past or present? Well, we 
might struggle to find a good justification for any specific way of being 
the same. However, the presented proof is in no way limited to instances 
corresponding to the “same present”,77 and so the proof also implies that 

 
77 After the acceptance of relativity theory, or simply just the constancy of 

the speed of light, the notion of “present” or simultaneity is not something that 
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there will always be some uniformity between some earlier and later 
instances. So, the future can be many things, but at least it cannot be 
totally unlike the past. And as long as it is not totally unlike it, we can make 
at least some inferences regarding it based on the past. Which ones are 
the right inferences, however, is an other – and arguably harder – problem. 

What all this boils down to is that one does not need to make an 
additional assumption about the uniformity of the world in a constrained 
ontology. The fact that our epistemic access to the world implies that we 
can, at least in some cases, evaluate how the world is and such evaluations 
require evaluable specifications means that the world we have access to 
must be, at least to some extent, uniform. Basic epistemic access is already 
enough to guarantee78 that the world is at least somewhat uniform. 
Interestingly, this also means that we do not have to come up with an 
inductive proof for the uniformity of the world and fall into an inductive 
regress. Of course, we cannot show the uniformity without the 
assumption of epistemic access, and the Humean challenge still stands. 
There is still no guarantee that the inductive inferences we make will be 
the right ones. However, solving the Humean problem of induction was 
never the goal anyways. For the purposes here, it is more than enough 
that the presented inductive schema is something we can avail ourselves 
of in a constrained ontology: it can possibly work in at least some cases. 
The question of which particular inductive inferences are the right ones is 
not something we need to provide an answer to if we are merely interested 
in the possibility of having such right inferences. Since a constrained 
ontology necessarily always has some uniformity, it will always be possible 
to have correct inductive inferences, even though we cannot deductively 
show them to be correct. 

It is worth pointing out that these general remarks related to inductive 
inferences, which appeared as consequences of the adopted ontological 
framework, are remarkably similar to the approach proposed by John 

 
can be defined independently of an observer. Since our actions can be 
constrained in one instance in precisely one way, there cannot really be two 
instances with the same temporality.  

78 This is the case as long as one has at least three different instances. It seems 
that this is something that can easily be satisfied in one’s world, since one has, for 
example, used more than three words here. 
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Norton in his material theory of induction (Norton 2003, 2014). Norton 
points out that inductions are warranted by facts, not formal schema; all 
induction is local and contextual; inductions are genetically variegated and 
imprecise; and that inductive risk is assessed and controlled by factual 
investigation (Norton 2018 draft). These are all features that go hand-in-
hand with the contextual and somewhat imprecise evaluations that 
underlie inductive inferences in a constrained ontology. Evaluating 
relevant similarity classes is contextual, and it is based on scientific 
understanding that has a tacit dimension. Furthermore, the relevant 
similarity classes are continuously re-evaluated and re-assessed to control 
for inductive risk. Finally, the validity of induction is not based on some 
formal feature, but rather on how the relevant instances are. To what 
extent these similarities can be further investigated is a question that is 
worth further study (see Peden 2019 for a critique). 

The considerations presented here relating to the multiplicity of 
evaluations for the applicability of theoretical claims may strike a chord of 
familiarity for those familiar with philosophy of science. Indeed, this 
multiplicity is at the heart of a famous thesis attributed to Pierre Duhem 
(Darling 2002) and W. V. O. Quine (Verhaegh 2017). Duhem describes it 
as follows: 

 
A physicist decides to demonstrate the inaccuracy of a proposition; in order to deduce from 

this proposition the prediction of a phenomenon and institute the experiment which is to show 
whether this phenomenon is or is not produced, in order to interpret the results of this experiment 
and establish that the predicted phenomenon is not produced, he does not confine himself to 
making use of the proposition in question; he makes use also of a whole group of theories accepted 
by him as beyond dispute. The prediction of the phenomenon, whose nonproduction is to cut off 
debate, does not derive from the proposition challenged if taken by itself, but from the proposition 
at issue joined to that whole group of theories; if the predicted phenomenon is not produced, the 
only thing the experiment teaches us is that among the propositions used to predict the 
phenomenon and to establish whether it would be produced, there is at least one error; but where 
this error lies is just what it does not tell us. (Duhem 1954, 185). 

 
He then proceeds to conclude that: 
 
…the physicist can never subject an isolated hypothesis to experimental test, but only a 

whole group of hypotheses; when the experiment is in disagreement with his predictions, what he 
learns is that at least one of the hypotheses constituting this group is unacceptable and ought to 
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be modified; but the experiment does not designate which one should be changed. (Duhem 
1954, 187). 

  
Duhem proposed the problem for physics, but it quickly generalizes. 

Quine made this explicit with his holistic take on scientific knowledge: 
 
The totality of our so-called knowledge or beliefs, from the most casual matters of geography 

and history to the profoundest laws of atomic physics or even of pure mathematics and logic, is a 
man-made fabric which impinges on experience only along the edges. Or, to change the figure, 
total science is like a field of force whose boundary conditions are experience. […] No particular 
experiences are linked with any particular statements in the interior of the field, except indirectly 
through considerations of equilibrium affecting the field as a whole. (Quine 1951, 42–43). 

 
The point is simply that since we do not evaluate claims in perfect 

isolation, we cannot show them to be incorrect via singular experiments.79 
Using multiple experiments is of no help either, since different 
experimental settings unavoidably contain different auxiliary hypotheses 
and, consequently, we can never fully get rid of them. The theses by 
Duhem and Quine were motivated by scientific practice, but we can also 
advance them on a more theoretical basis. 

A theoretical claim (some scientific theory, for example) can be about 
some instance only if it says something about the instance. So, we can 
interpret it as a claim of the form X is Y. Now, if we want to evaluate 
whether the claim in question is correct or not, we have to evaluate 
whether the X in question is indeed Y. To do this, we have to first have 
some instance Z and then know that the instance in question is relevantly 
like X. Only after we have an instance of X can we even potentially check 
whether X is Y. How do we then evaluate when Z is X? 

For one, we need to know the relevant equivalence classes for the 
theoretical claim. This requires that the theoretical claim has the associated 
scientific understanding: we need to know how the claim relates to 

 
79 This indirectness in evaluating theoretical claims is also at the heart of the 

problem of underdetermination of theory by data (see, e.g., Bonk 2008; French 2011). 
While we will not deal with it here directly, the close connection of evaluability 
to underdetermination suggests that a constrained ontology could perhaps be 
fruitfully applied there as well. 
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different instances, so we can know which claims are relevantly like X for 
the application of the theoretical claim. But this is not yet enough, for we 
also have to be able to evaluate when a given instance belongs to the 
relevant equivalence class: when Z is relevantly like X. For this, in addition 
to having specified the equivalence classes, we need some external 
knowledge. We need what are commonly called auxiliary hypotheses. The 
correctness of the theoretical claim is always conditional on the 
correctness of the auxiliary hypotheses in this way. Consequently, the 
theoretical claim can never be shown to be wrong if the auxiliary 
hypotheses are not kept fixed. This, in effect, is the Duhem-Quine thesis. 

Since the thesis follows from very basic considerations related to 
evaluability, the general Duhem-Quine hypothesis is hard to avoid.80 We 
should note, however, that we do not have to do so here. This is because 
we are considering very specific kinds of hypotheses that purportedly 
concern the real world: we are considering theoretical claims in the 
framework of a constrained ontology. 

In a constrained ontology, our epistemic access to the world is based 
on evaluating how our actions are constrained in differing circumstances. 
Consequently, theoretical claims in Constrained Ontology are determined 
to be either correct or false, being ultimately based on what they say about 
how our actions are constrained. This means that we have already 
effectively fixed an auxiliary hypothesis in place: we have fixed how claims 
are connected to how the world is. With this fixed assumption, the 
correctness of theoretical claims has an evaluable base; consequently, they 
cannot be stretched indefinitely. Of course, this does not provide a 
“solution” for the general Duhem-Quine problem: testing theoretical 
claims will still be conditional on other theoretical claims. However, the 
fact that that conditionality has limits is more than enough to make 
evaluations of theoretical knowledge claims non-arbitrary. 

Inductive inferences do not require additional assumptions regarding 
uniformity or unevaluable auxiliary hypotheses for theoretical claims in a 
constrained ontology. Inductive inferences are at least possible in a 

 
80 Duhem’s own solution was to appeal to the “good sense” of scientists 

(Darling 2002; Ivanova 2010). Obviously, that is not an available option here, 
since it is not clear what assuming such a sense entails. 
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constrained ontology. With this task of providing a foundation for them 
out of the way, we can focus on evaluating which ones to support and 
which ones to reject. 

Now, the presented inductive inference was: if X applies to A and B 
is relevantly similar to A, then X also applies to B. Since relevant similarity 
means that the theoretical knowledge claim applies equally, we can see 
that the inference is logically valid. We can also evaluate how sound it is. 
Whether X applies to an instance A is something that can be evaluated 
based on the considerations in Chapter 2 and Section 3.2. Is the so-and-
so specified instance (A) constrained as the theoretical knowledge claim 
(X) is interpreted to constrain it? Furthermore, also in terms of the 
considerations in Chapter 2, we can evaluate the relevant similarity of the 
specified instances A and B. Can the instances be represented with the 
same specifications that are used in delineating the relevant similarity 
classes for the theoretical knowledge claim? For example, can A and B 
both be represented as pendulums with rigid rods for the purposes of 
applying the pendulum period law theory? Finally, we can evaluate what 
the relevant similarity classes should be. For example, do all rigid-rod 
pendulums follow the pendulum period law similarly? 

Of course, we might be mistaken in our evaluations. Perhaps we made 
a mistake in evaluating whether the theoretical knowledge claim applies to 
A. Perhaps A and B cannot in fact be considered to be relevantly similar, 
and X does not apply to B even though it applied to A. We cannot know 
for sure. All generalizations have a risk of failure, since we do not have 
privileged access to how all the cases are. Furthermore, all evaluations 
require someone to perform the evaluation and all evaluators are 
potentially fallible. However, we do not need to know something with 
absolute certainty to have some evidential basis for claims. As long as the 
evaluations are not totally arbitrary, we can use them to assess the evidential 
basis for justifying the soundness of our inferences. 

To sum up, in a constrained ontology we can have inductive 
inferences about relevantly similar instances. The inferences are logically 
valid, and we can evaluate their soundness. That is, we can also evaluate 
the relevant similarity of considered instances with respect to the 
applicability of a theoretical claim. What this means is that we can have 
evidence for theoretical knowledge claims that go beyond merely applying 
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them to each case separately. Since it can be difficult to directly check the 
validity of theoretical claims, this indirect checking is often much handier. 
This is the first step in accounting for the remarkable success of 
theoretical knowledge. 

We get to the second step in accounting for the remarkable success 
of theoretical knowledge by considering the fact that we can, and often 
do, have several theoretical claims that apply to a particular instance at the 
same time. 

3.4 CONSISTENT TRIANGLES 

 
The second step in accounting for the success of theoretical 

knowledge is perhaps more straightforward to establish, but also more 
impactful. For establishing the simple inductive inference rule in Section 
3.3, we only considered cases where we had a single theoretical knowledge 
claim applying to a specific instance of application. In science, however, 
one often has several theoretical claims applying to a single instance at 
once. 

This multiplicity brings about important considerations that 
sometimes dramatically further the reach of one’s theorizing. This is 
because when one has multiple theoretical claims applying to a single 
instance, those theoretical claims cannot be in contradiction with each 
other for the instance in question. This creates consistency constraints for 
theoretical claims that depend on other established theoretical claims. In 
effect, this allows for triangulation of theories. 

Perhaps the most classical example of such triangulation concerns 
triangles. Suppose we have a triangle to which two theoretical claims are 
known to apply. The first theoretical claim states that two particular sides 
of the triangle have a certain length. The second theoretical claim states 
that the angle between those sides has a certain value. Now, suppose we 
considered a third theoretical claim that states that the third side of the 
triangle has a certain value. If we merely consider each of the applicable 
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theoretical claims alone, we cannot – for the most part, at least81 – 
determine if the third theoretical claim applies or does not without 
checking the triangle directly. But if we have both claims, we can always 
determine if the third theoretical claim applies or does not without having 
to check the triangle. This is because the two sides and the angle between 
them uniquely determines the length of the third side. Namely, given that 
the two sides have length a and b and the angle between them is ρ, the 
length of the last side c will always be (in Euclidean geometry): 

 

𝑐 = √𝑎2 + 𝑏2 − 2𝑎𝑏 cos 𝜌, 
 

which, of course, is the familiar law of cosines. The interesting point, 
however, is that it expresses a consistency condition for any further 
applicable theoretical claim. That is, we can use it to triangulate triangles.   

But why exactly do the theoretical claims need to be non-
contradictory with respect to each other? After all, there are many 
scientific theories that can be applied successfully to a single case, yet they 
make claims that are not compatible with each other. For example, various 
interpretations of quantum mechanics can be used for the same empirical 
cases but contain interpretative elements that are not compatible (see, e.g., 
Rickles 2008: 8, 16–98). Similarly, there are weather models that contain 
differing modelling assumptions that all end up with roughly the same 
forecasts for certain situations (Parker 2013). Why is it that in Constrained 
Ontology we cannot have such cases? 

The answer lies in the kind of contradictions we are considering here. 
In Constrained Ontology, the content of a theoretical claim is ultimately 
evaluated in terms of how it says our actions are constrained. It does not 
include elements of a theory that impose no such constraints; 
consequently, theoretical claims can only be contradictory if they make 
differing claims as to how our actions are constrained.82 Weather models 

 
81 The third side cannot be longer than the two sides taken together, so in 

some cases it is possible to determine if the third claim applies even in the absence 
of both of the applicable theoretical claims.  

82 This fits well with the “flexible” interpretation of the ontologies of 
inconsistent theories (see Vickers 2014). 
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that contain differing modelling assumptions can be consistent with each 
other as long as they make the same predictions at the level of our 
(possible) actions. That is, different weather models are consistent with 
each other just as long as they all claim, for example, that the Sun will 
shine at a certain time or that it will snow at 3 pm in Vantaa. Similarly, 
differing interpretations of quantum theory can all be consistent with each 
other as long as they have the same empirical implications, despite having 
additional layers of interpretation. It is just that the additional layer, as 
long as it makes no difference to any practical empirical situation, also 
does not claim anything substantial about the world in a constrained 
ontology. 

Why cannot theoretical claims then make inconsistent claims with 
regards to how our actions are constrained? Well, in Chapter 2 it was 
noted that our actions can only be constrained in one way. This was 
because in a constrained ontology, what is taken to be real is exactly how 
our actions are constrained, how they are not arbitrary. If in some case 
our actions would be constrained in an inconsistent way – namely, they 
would and would not be constrained in some way at the same time – then 
the way our actions were constrained in that case would not, in fact, be 
constrained. That is, we would be dealing with “ineffective” constraints 
that would not end up constraining our actions at all. Such constraints 
would not be evaluable and, consequently, would surpass the epistemic 
access assumed here. The “input” we get from the world cannot be totally 
arbitrary if we want to have some evaluable epistemic access to how the 
world is thought to be. Now, as theoretical claims are ultimately about 
how our actions are constrained, they cannot be arbitrary either. This 
means that in a constrained ontology, theoretical claims cannot be 
inconsistent within a context of application. It cannot be the case that we 
would have a correct theory A stating that a ball would drop downwards 
and another correct theory B stating that the same ball would “drop” 
upwards. We can, however, have correct theories C and D that have the 
same empirical implications, but differ in their modelling assumptions that 



Understanding explanation 

 

92 

 

do not affect the way our actions are constrained in the particular instance 
in question.83 

In a constrained ontology, one can formulate a simple triangulation 
rule: if theoretical claims A1, A2, …, An correctly apply to some instance, 
then any correctly applying further claim has to be consistent with A1, A2, 
…, An for the instance in question.84 

Since in science one has a myriad of empirically tested cases and 
theoretical claims, the triangulation rule imposes severe restrictions on 
what sort of theoretical claims are allowable. This in part helps to explain 
why science has such phenomenal theoretical success. 

It is clear then that at the level of our actions, there has to be 
consistency with regards to other theoretical claims. But, of course, the 
theoretical claims also have to be internally consistent: we need to be able 
to evaluate what the theoretical knowledge claim can state regarding 
instances of application. This requires the usual logical consistency (see, 
e.g., Saatsi, Vickers 2011; Vickers 2014) in specifying the theoretical 
knowledge claim, but we actually get an even stronger requirement than 
that. Remember that in order to be applicable, theoretical claims must 
allow for evaluable interpretations of more specific cases. They must afford 
scientific understanding. After all, even a consistently specified theoretical 
knowledge claim would be of no use if we could not evaluate how it is 
related to some particular instances of application. So, in addition to mere 
logical consistency, theoretical knowledge claims also have to satisfy a 
condition of evaluability: theoretical knowledge claims need to be specified so 
that one can evaluate how they relate to specific cases. This evaluability 
imposes further constraints on scientific theorizing. 

 
83 One should note, however, that this only applies to theoretical claims that 

are taken to be correct. Having theoretical claims that make differing predictions 
is, of course, an important part of theoretical work in science. It is just that it 
cannot be the case that differing (mutually exclusive) predictions would be correct 
at the same time. 

84 Of course, in scientific practice it is often highly non-trivial to work out 
which claims are or can be consistent with each other (see, e.g., Knuuttila, 
Loettgers 2011). Nevertheless, the general principle of triangulation is something 
that follows from having a constrained ontology. 
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Take, for example, the case of many-body quantum mechanics. For 
classical systems it is possible to keep track of physical objects based on 
their spatial locations. In classical mechanics, if one labels an object as 
“object A” and another object as “object B”, one can always evaluate 
which of these two objects is “object A” and which one is “object B” by 
keeping track of their movements. This means that the distinction 
between the identities of the objects is evaluable. In quantum mechanics, 
however, objects can be truly indistinguishable.85 This is because the 
precision in which one can determine the spatial locations of objects is 
limited by the Heisenberg uncertainty relations (Heisenberg 1927; see also 
Rae 2002: 76; Sakurai 1994: 23), which arises from the fact that quantum 
systems can be represented as matter waves. The uncertainty relations set 
a lower bound for the combined precision of the spatial and momentum 
states of the matter wave. In very simple terms, the smaller the zone in 
which one wants to be able to separate two distinct objects, the more 
uncertainty the objects have in their “speed” of moving away from that 
zone. For many-body quantum systems, this means that for sufficiently 
small systems one can no longer keep track of the particles in a way that 
would always allow one to determine which object is which.86 The 
distinction between the identities of the objects becomes non-evaluable.87 

If the behaviour of a physical system were to depend on an 
unevaluable distinction, it would not be possible to determine the 
dynamics of the physical system in practice. The dynamics would depend 

 
85 This holds to the extent that quantum systems have “objects”. In fact, it 

has been argued by James Ladyman and Don Ross that the indistinguishability of 
“objects” in quantum systems implies that they cannot ontologically be 
considered to be objects at all (Ladyman, Ross, Spurrett, Collier 2007). See 
Pylkkänen, Hiley, Pättiniemi 2015 for a Bohmian perspective on this, however. 

86 This also makes their status as empirical objects highly problematic. For 
example, in her thorough analysis of the notion of particles, Brigitte Falkenburg 
points out that “current physics only supports the belief in the existence of 
quantum processes within a classical world” (Falkenburg 2007: 340). This is very 
much in line with constrained ontologies. 

87 This means that as a consequence of the condition of evaluability, identify 
becomes tied to distinguishability. Distinguishing is a way of evaluating identity, 
after all. 
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on an arbitrary choice and, consequently, making predictions would be 
impossible. Since the familiar way of describing systems is via specified 
“objects”, one does not simply abandon the old objectual framework, 
however, but instead imposes a further constraint on it that makes the 
arbitrary choices irrelevant. This is done by introducing symmetries. 

For many-body quantum mechanics, the relevant symmetry is one of 
“identity switching” or, more formally, permutation invariance (see, e.g., 
Sakurai 1994: 357). What it states is that the “physics” of the system 
should remain unchanged when the identities of the particles are switched 
around (see Huggett 1999 for a related philosophical discussion). This is 
all rather unremarkable, but what is definitely not unremarkable is how 
this simple imposition of symmetry can bring about drastic theoretical 
consequences, for it turns out that there are multiple ways a system can 
satisfy the permutation symmetry requirement. All these ways impose 
conditions on the kind of statistics the quantum system can have (see 
French, Krause 2006). The two most straightforward cases lead to Bose-
Einstein and Fermi-Dirac statistics. The other options give rise to various 
parastatistics (Cattani, Bassalo 2009; Green 1953; Ohnuki, Kamefuchi 
1982) but have, as of yet, resulted in no working empirical examples (see 
Baker, Halvorson, Swanson 2015). While classical mechanics has room 
for just one type of possible statistics, quantum many-body systems allow 
for a multitude. The interesting point, however, is that the possibility of 
such statistics arose because a unevaluable distinction was not allowed in 
the theory. 

Another such example is seen in the theory of special relativity (see, 
e.g., Born 1962; Einstein 1905; Pauli 1958). The speed of light was 
observed to be independent of the choice of an inertial reference frame. 
That is, the speed of light was the same no matter how fast one was 
travelling in any direction. This meant that all theories that somehow 
factored in the speed of light had to be similarly independent. One of 
those theories was Maxwell’s electromagnetic wave equation. The 
equation was not straightforwardly invariant with respect to changing 
inertial coordinates, but one could work out a suitable transformation that 
would keep it invariant. Such transformations are known as Lorentz 
transformations and, as it turns out, coordinate frames that are invariant 

with respect to them always satisfy a very famous property, namely: 𝐸 =
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𝑚𝑐2. So, the mass-energy equivalence principle, and the theory of special 
relativity in general, can be thought of as another consequence of the 
application of the condition of evaluability.88 

An even more advanced example is provided by the theory of general 
relativity. In forming his theory, Einstein appealed to an equivalence 
principle (see, e.g., Born 1964: 312; Carrol 2004: 48). There are many 
slightly different expressions for the principle, but the gist of it is that we 
cannot locally determine the effects of a gravitational force. That is, 
gravitational fields are not locally evaluable. This had two implications. 
First of all, gravity is not something one could just isolate, but instead 
permeates all instances. Secondly, gravity has to depend on some global 
features. The idea that satisfied both these conditions was to analyse 
gravity as the curvature of space-time. This, on the other hand, has had 
massive theoretical and practical consequences (see, e.g., Boi 2004), not 
least of which is the unbelievable ability to determine when the universe 
began. 

An even more advanced version is provided by the theory of loop 
quantum gravity (Rovelli 1998, 2014, 2018), which is based on the idea 
that time is only evaluable through some change. It does this by taking 
space as a kind of quantized “foam” with connected nodes (forming 
“loops”), where time is an emergent property of the changes in that foam. 
It is a complex theory and still quite speculative, but the close connection 
it has with evaluability is worth mentioning here. 

We do not have to go into such advanced examples, however. The 
condition of evaluability has, at least implicitly, been a part of physics since 
the times of Galileo (see, e.g., Galilei 1638; MacLachlan 1999: 8–9). Even 
then, mechanics had a symmetry transformation and, consequently, a 
corresponding unevaluable distinction. Such transformations, called 
Galilean transformations, basically state that the changes in the dynamics 
of physical objects are independent of the velocity of that object (see, e.g., 
Goldstein 2002: 276). The motivation for this symmetry was that it was 
not possible to determine the absolute velocity of a physical object. One 
could not find out what the right frame of reference should be, and since 

 
88 Along with the empirical observations underlying electrodynamics and the 

constancy of the speed of light. 
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velocities can only be evaluated within a coordinate framework, absolute 
velocities became unevaluable. For a slightly more familiar expression of 
the symmetry, we can consider the fact that in classical mechanics, mass 
is the parameter that is used to describe how easily a physical object 
changes its dynamic state. Thus, the symmetry transformations simply 
implied that mass, and the dynamic variables of time and length, were 
independent of velocity. The theoretical import of such Galilean 
transformations, on the other hand, is hard to understate. Together with 
an evaluability principle stating that changes in the dynamic state of a 
physical object cannot be arbitrary, the Galilean transformations can be 
used to “derive” Newton’s laws of motion, which of course form the core 
basis of classical mechanics (see, e.g., José, Saletan 1998: 13). 

One should note that sometimes a distinction can become evaluable 
later on and the related symmetry gets broken. The Galilean symmetry is 
one such example, as it later got replaced by the Lorentz symmetry of 
special relativity. There are also symmetries related to parity, charge and 
time that all get broken in quantum field theory, although apparently they 
cannot all be broken at the same time (see, e.g., Sozzi 2008).  

There are bountiful further cases and related details of the condition 
of evaluability in scientific study, but the examples above should already 
be enough to demonstrate how the condition of evaluability can be of 
great importance in theoretical work in science. Yet, the condition comes 
with a further implication. 

As noted, theoretical knowledge claims need to be evaluable with 
regard to more specific cases. The more general the claim, the more cases 
it needs to be able to account for. The more cases we need to account for, 
the more constrained our options for accounting them will be. There are 
simply just fewer options that work. This is rather uncontroversial. 
However, the condition of evaluability also implies that one has to specify 
how the theoretical claim in fact applies to the more specific cases. So, the 
theoretical knowledge claim also has to accommodate the interpretations 
from it to more specific cases and that is often not a trivial task. 
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To get a bit more concrete idea of what this entails, we can consider 
the case of the Higgs89 mechanism (see, e.g., Franklin 2017; Friederich 
2014; Gunion 1990: 1). The 2013 Nobel Prize in physics was awarded for 
its discovery, but the mechanism was proposed already in 1964 (Higgs 
1964; Englert 1964). The mechanism is commonly said to provide “mass” 
to elementary particles in quantum field theories. However, in a more 
precise sense, it merely gives a way of interpreting those theories in a way 
that has the familiar mass terms (see Jantzen 2019 on the role of mass 
terms in quantum field theories). To see how this happens and why it is 
relevant here, we have to peek at the details a bit. 

Quantum field theories are quantum theories of fields. This means 
that they are based on the ideas of quantum and ideas of field theories. 
Quantum theories are theories that have been quantized, which is a 
systematic procedure that imposes certain quantum conditions on a non-
quantum system (see, e.g., Damgaard 1987; Gitman 1990; Henneaux 
1992; Roepstorff 1994). In quantum mechanics this usually consists of 
interpreting the dynamical variables (location and momenta) as operators 

that satisfy a certain relation ([𝑥, �̂�] = 𝑖), but there are many quantization 
schemes. Since there is a connection between empirical evaluability and 
the symmetry transformations a system has, a useful way to determine 
what the system to be quantized should look like is to simply consider the 
symmetries the system is supposed to have. Now, the most 
straightforward way of quantizing a system with symmetries is via the 
Lagrangian (see, e.g., Goldstein, Poole, Safko 2002) of the system, since it 
can be determined from the relevant symmetry transformations. From the 
Lagrangian, one can construct the so-called action of the system. From 
that action one can then derive the equation of motion for the system by 
demanding that the form of the action remains stable in the face of small 
perturbations (which is a kind of evaluability argument in itself.). Now, 
since quantum field theories are supposed to be about fields, the most 
prominent place to look for suitable Lagrangians to be quantized are the 
classical field theories.  

 
89 There is some debate on how the mechanism should be named, since the 

basic idea has many parents and the specific application was published almost 
independently by three different groups in 1964.  
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So, one takes the familiar quantization procedure from quantum 
mechanics and the familiar Lagrangians from classical field theory and 
then tries to combine them. There is a problem with this approach, 
however. 

If one takes the Lagrangian of the electromagnetic field and then 
quantizes it to obtain a quantum field theory of the electromagnetic field 
(QED), one can indeed get a theory that has a suitable conserved quantity 
(the electric charge) (see, e.g., Mandl 1993: 77–79; Srednicki 2007: 339; for 
a different but equivalent approach, see Weinberg 1995: 339). However, 
the conserved quantity is a consequence of a global symmetry90 that the 
Lagrangian satisfies, which also mandates that there can be no mass term 
for the “mediators” of the electromagnetic field (photons). The symmetry, 
marked as U(1), on the other hand, is a consequence of the unevaluability 
of the absolute phase of a field. This is all perfectly fine, but if one tries to 
go beyond this simplest case, this procedure will no longer be enough. 

Photons are massless; thus, there is no problem with the QED 
Lagrangian having no mass term for them. However, the strong and weak 
forces are not “mediated” by such massless entities. If one wants to have 
a quantum field theory that includes weak and strong forces, then 
something new has to be added. That something turned out to be a 
generalization of the first kind of symmetries: local symmetries. 

The absolute phases of the states of the system were unevaluable, so 
there had to be a symmetry to wash out their possible effects. This was 
done via a global symmetry, that is, a symmetry in which something 
changes everywhere in the same way. However, nothing mandates that 
the change has to be uniform throughout. After all, if the phase is 
unevaluable, then its effect should be removed regardless of how it is 
distributed. This prompts the idea that one might demand that the theory 
has to also satisfy local versions of the global symmetries also referred to 
as gauge symmetries (see, e.g., Greaves 2014; Halzen 1984: 311; Weinberg 

 
90 A global symmetry is a symmetry in which something changes everywhere 

in the same way. A Galilean transformation is an example of a transformation 
associated with such a symmetry, since Galilean transformations shift all 
velocities by a fixed value. 
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1996: 1–2; Wen 2004:250).91 As it turns out, demanding invariance with 
respect to such symmetries creates additional degrees of freedom in the 
Lagrangian. 

Even with the additional degrees of freedom, however, a problem 
persisted. The locally symmetric Lagrangian still did not possess familiar 
mass terms. Fortunately, there exists a procedure for transforming the 
Lagrangian into one which can have the usual mass terms. This is called 
spontaneous symmetry breaking (Halzen 1984: 321; Heisenberg 1928; Mandl 
1993: 279) and consists of shifting coordinates in a very specific way (to a 
quantum vacuum) (see, e.g., Halzen 1984: 334). In the new coordinate 
system, the additional degrees of freedom from the local symmetries get 
coupled with other field terms. The end result is that suitable mass terms 
appear, as well as a new field variable. In the standard model, the new field 
term is called the Higgs field and the spontaneous symmetry breaking 
“mechanism” that yields the Higgs field and mass terms for gauge bosons 

𝑊± and 𝑍0 is called the Higgs mechanism. 
There are, of course, a myriad of further details related to the Higgs 

mechanism. However, even the preceding cursory survey should be 
enough to highlight a few key points. First of all, the construction of 
quantum field theories was heavily based on the preceding theories. 
Quantum mechanics provided lessons on what a quantum system has to 
look like, while field theories provided insights into the suitable forms of 
the Lagrangians and their relations to symmetries. These two underlying 
theories worked as consistency conditions, which nevertheless did not 
fully determine the new theory. Secondly, the Higgs mechanism is 
effectively a coordinate transformation (see, e.g., François 2019). That is, 
it is just a way of writing the theory in a way that can be interpreted in a 
similar matter as the previous theories. Such an interpretation is necessary, 
since it is in this way that the new theory can be connected with the old 
theories and consequently evaluated. Thirdly, since a new more general 
theory always has to both provide an interpretation to less general theories 
as well as account for some novel feature the theory is motivated by, 
generality comes with more restrictive constraints. For example, quantum 

 
91 The actual history of the discovery of such symmetries is complicated. The 

interested reader may refer to O’Raifeartaigh, Lochlainn (2000). 
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field theory had to account for more cases than quantum mechanics or 
classical fields theories put together. 

Rather paradoxically then, the more general a claim is, the more 
constrained it gets. This in part helps to explain why such highly 
theoretical developments often end up being on the “right track” (see, 
e.g., Camilleri 2015; Dawid 2006). A considerable part of testing a 
scientific theory is in getting it evaluably consistent in the first place. 

The Higgs example also demonstrated the important role of scientific 
understanding in science. Scientists need to work with what they know 
how to interpret. This means that in practice, scientists often use the tools 
and approaches that are familiar to them and only gradually build novel 
ones. This is not seen as problematic in science as long as the approaches 
yield results (see, e.g., Knuuttila, Loettgers 2016). This result-oriented 
attitude to scientific tools highlights an important further aspect of 
Constrained Ontology that has relevance for accounting for the 
theoretical success of science. 

3.5 ONTOLOGICAL ROOM 

 
The Higgs example in the previous section demonstrated how 

scientists had to find ways to interpret the theory in familiar terms they 
knew how to evaluate. The goal was not to find a “correct” framework 
for the theory, but rather just to find one that works for the task at hand. 
The concern was not ontological, but practical. This lack of concern for 
traditional ontological constraints has, perhaps surprisingly, led to very 
successful theories and applications. For example, despite lack of clarity 
in the proper interpretation of the ontology of quantum theories, they 
have by now been very successfully applied for roughly over a century. 

For a traditional view of ontology, this surprising success would be a 
problem. After all, without a well worked out ontology, one cannot 
explain why the theory works so well. However, for a constrained 
ontology this is no problem at all. Since ontology is defined via how one’s 
actions are constrained, there is simply no ontological difference between 
representational means that both provide the same empirical constraints. 
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In a constrained ontology, all that matters is what the theory says with 
respect to our practical actions.92 This means that the ontology of an 
empirically applicable theory is already well defined.  

Indeed, this lack of concern for the proper ontology of a theory is 
actually a boon for scientific theorizing. It allows scientists to freely use 
any applicable and evaluable representational means. Furthermore, the 
fact that representational success is not tied to any specific 
representational elements in a constrained ontology gives scientists more 
chances to hit the right result. This is because there are simply more 
options for hitting it. Any representational tool that gets correct the 
constraints on actions is equally applicable, regardless of what 
representational elements it utilizes. In a constrained ontology, there is 
more ontological room for scientific theorizing.  

While it might seem like a minor advantage, this added ontological 
room can have significant practical relevance. This can be demonstrated 
by a number of examples. 

To start off, one can consider the various pictures in quantum 
mechanics (see, e.g., Mandl 1993: 22; Sakurai 1994: 80). There are at least 
four different ones: Heisenberg, Schrödinger, interaction and path integral 
pictures. They can be mathematically mapped to each other, and thus they 
have the exact same empirical content.93 However, because they do differ 
in the mathematical objects they contain, they can be considered to have 
different underlying ontologies in a traditional view of ontology. If such a 
traditional ontology was connected with the success of quantum 
mechanics, there would be a substantial question as to which one of the 
pictures is the correct one, and all future research would need to be 
confined to that picture alone. This would be because, while the other 
pictures give correct results in the context of quantum mechanics, they 

 
92 In science, this basically means experimental outcomes or empirical data, 

since that is usually the unit that actions get analysed into.  
93 This is true to the extent that one takes empirical content to be the 

evaluable predictions. Since those predictions are given based on the 
mathematical formalism, the mappings ensure that there are no numerical 
differences between predictions from one picture to another. Or, to be precise, 
it has been possible to construct mappings between the pictures that have this 
special property.  
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would not fare as well with respect to future research since their success 
is just based on an accident. This would be bad, because the pictures have 
different pragmatic affordances. Being restricted to just one picture would 
make theoretical research more cumbersome. Instead of being able to 
choose the picture based on pragmatic criteria, one would be forced into 
always using just one of the pictures. In a constrained ontology, however, 
there are no such restrictions and one is free to use any representational 
elements that work for the task at hand. 

Another example can be given by the quantization procedures already 
referred to. The more common ones are canonical, stochastic and path 
integral quantization methods, but there are many others as well 
(Damgaard 1987; Gitman 1990; Henneaux 1992; Roepstorff 1994). As 
with the quantum pictures, the quantization methods result in slightly 
different representations of the quantum system and have differing 
affordances. For example, canonical quantization methods are very 
cumbersome for quantizing fields, since they tend to have a very simple 
quantum vacuum state. On the other hand, path integral quantization 
methods often involve difficult mathematical expressions (see, e.g., 
Kleinert 2009). If one would demand that only one of the quantization 
methods is correct, then there would again be an additional impediment 
to theoretical research. In a constrained ontology, no such demand is 
mandated, however. 

For a third case, we can consider gauge field theories (see, e.g., 
Weinberg 1996). A gauge is an additional degree of freedom that has no 
physical significance but does affect the mathematical expressions of the 
theory (see, e.g., Brading 2004; François 2019). Choosing a proper gauge 
can significantly enhance one’s ability to work with the theory, since it can 
be made to set certain terms to be automatically zero. This is particularly 
true when one is calculating scattering cross-sections in quantum field 
theories. The usual procedure for evaluating the cross-sections is by 
perturbative analysis, where one breaks up the interaction into discrete 
terms and then evaluates those terms in a hierarchical matter. The terms 
often have a nice graphical representation (so-called Feynman graphs) and 
simple associated rules to go with them (Feynman 1949; Mandl, Shaw 
1993). Now, while scattering cross-sections are independent of the chosen 
gauge, the choice of the gauge does affect the associated Feynman rules. 
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In particular, there are gauge-fixing terms often referred to as Faddeev-
Popov ghosts (Faddeev, Popov 1967; Weinberg 1996: 24), which show up 
as fields in the graphs despite being non-physical. If we were to try to 
analyse the ontology of such quantum field theories via such Feynman 
graphs, then we would have to take a stance on the reality of such ghosts. 
Furthermore, having a forced choice of gauge would once again make 
theoretical work more cumbersome. In a constrained ontology, however, 
one can just take the graphs as useful epistemic tools rather than as 
ontologically basic. 

A bit more complicated example is given by the renormalization 
procedure (see, e.g., Batterman 2017; Cao 1999: 89; Frankling 2018, 
forthcoming; Knuuttila, Loettgers 2016; Salmhofer 1999; Veltman, ‘t 
Hooft 1972; Wilson 1975; Weinberg 1995: 34–38). In simple terms, the 
renormalization procedure is a systematic way of mapping a theory from 
one scale to another. It is typically used to deal with infinities in quantum 
field theories and the relevant scale is often the energy scale. It resembles 
the Higgs example in many ways. It is effectively a “coordinate 
transformation” but with more complicated “coordinates” (such as 
electric charge and mass parameters), and it is necessary because one does 
not know how to interpret the infinite terms that show up in calculations 
with quantum field theories. If the ontology of theories were based on 
their representative elements, the renormalization procedure would be 
problematic, since it changes those elements. There is also a myriad of 
different ways for renormalizing a theory, so we would once again have 
to give up a host of useful tools in theoretical work. Constrained Ontology 
has no problems with the procedure, however.  

A more exotic and perhaps also more modern example is given by the 
Ads/CFT correspondence (Maldacena 1999). The correspondence is a 
mathematical relation between two fundamentally different spaces. It 
allows one to map theories to each other that can have otherwise drastic 
differences, such as different dimensionalities and underlying geometries 
(see, e.g., Witten 2007). A concrete way to approach the correspondence 
is by considering everyday holograms. They are two-dimensional objects 
that contain information about a three-dimensional object and thus allow 
one to see a three-dimensional object on a two-dimensional plane. The 
Ads/CFT correspondence is perhaps the most important theoretical 
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discovery of the last decades and is, at the very least, the most cited one. 
There are also other such correspondences referred to as various dualities. 
Since these dualities or correspondences can make fundamentally 
different theories equivalent, it would be rather difficult to even begin to 
analyse them in the traditional ontological frameworks (see Matsubara 
2013; Read 2016). Constrained Ontology, on the other hand, welcomes 
such tools. 

On the topic of dualities, we have to mention perhaps the most 
developed use of such dualities: string theory (see, e.g., Polchinski 1998; 
Witten 1995). String theory is not just one theory but consists of a 
multitude of theories. These include at least bosonic string theory, 
heterotic string theory (two varieties), supersymmetric string theory (three 
varieties) and M-theory. The dimensionalities of these theories vary from 
26 dimensions to just 10 and they have distinctly different physical 
features. However, they are all connected to each other through string 
dualities. There is a sense then in which they are all the “same” theory, but 
just represented by different representational means. While this poses a 
severe challenge to the traditional ontological approaches, it accords with 
Constrained Ontology (see, e.g., Dawid 2007, 2013, 2017; Le Bihan, Read 
2018; Matsubara 2013; Read 2016; Read, Møller-Nielsen 2018; Rickles 
2013). This is because in a constrained ontology, there is an evaluable way 
of determining when two systems are physically equivalent by comparing 
how their interpretations to applicable instances are said to constrain our 
actions in those instances. 

As a final example, we can consider the proposal by Michael Levin 
and Xiao-Gang Wen on bosons and fermions emerging from string nets 
(Levin 2005; Wen 2004). The idea there is that the usual “particles” could 
just be emergent phenomena of string nets. It is somewhat speculative 
work but has already inspired research on quantum graphity (Konopka 
2008), which seeks to explain how “particles” could be emergent 
phenomena of space-time itself. The already mentioned loop-quantum 
gravity (Rovelli 1998, 2014, 2018) has a similar approach towards space as 
a kind of “graph”. These developments are all works in progress, of 
course, but they seek to challenge the usual ontological assumptions 
regarding ontological posits. In fact, the theoretical developments of the 
last century can to a very large degree be viewed as recurring attacks on 
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the traditional ontological ideas (distinguishable objects, absolute space, 
three-dimensionality, finiteness, divisibility of matter and so on). In fact, 
this process already began with Newton with his notion of forces as 
abstractions of external causes for changes in the dynamical states of 
physical targets, and it is still ongoing. Why should we try to curtail this 
development for the sake of imagined simplicity? 

Doubtless, there are many further examples. However, even the 
cursory introduction to the ones here should be sufficient to make it clear 
that a constrained ontology has much more ontological room for scientific 
theorizing than a traditional ontological approach would permit. This 
additional room can further enhance scientific theorizing in constrained 
ontologies. 

In connection with the method of triangulation, this ontological room 
also enables a further methodological tool: robustness analysis (see, e.g., 
Levins 1966; Knuuttila, Loettgers 2011; Kuorikoski, Lehtinen, 
Marchionni 2010, 2012; Raerinne 2013; Weisberg 2006; Wimsatt 
1981[2012]). Since we do not need to find a unique “ontologically correct” 
representation to get correct results, we can triangulate from a set of 
differing representations. Members of the set can differ with respect to 
elements we are unsure about. Each individual member of that set may 
only have weak evidential backing, but if the set as a whole points towards 
a certain shared result, then that result can be considered to be based on 
better evidence than any single individual of that set would imply 
(Kuorikoski, Lehtinen, Marchionni 2010; Levins 1966). So, we can get 
results with a strong evidential backing from a set of representations even 
though the evidential basis of any one individual representation can be 
weak. This means that we can get good predictions about effects even 
though we do not know very well the details of how the effect is produced. 

These sorts of robustness analyses are important for scientific fields 
that study highly complex phenomena, such as climate sciences (Katzav, 
Parker 2018), economics (Kuorikoski, Lehtinen, Marchionni 2010, 2012) 
and biology (Raerinne 2013; Wimsatt 1981[2012]). If we were to evaluate 
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these analyses based on their representative elements, we would have a 
much harder time justifying the robust results.94 

If we restricted these theories and robust results with traditional 
ontological concerns, their development and acceptance would have been 
greatly hindered. The absence of such detrimental impediments creates 
room for theoretical and practical successes. With this in mind, we should 
be very wary in imposing such restrictions. This is also why it is so very 
important to make explicit the kind of ontological restrictions that we do 
need in science and clarify why some oft-made restrictions should be 
abandoned. 

3.6 ACCOUNTING FOR SUCCESS 

 
… I have suggested that realists have largely missed the point about the success of science, for 
they have failed to see what is chiefly called for is an epistemic analysis of the methods of theory 
testing rather than an account of theory semantics. (Larry Laudan 1984: 92).  

 
This chapter began with the observation that science seems to be able to 
make highly successful predictions, both empirical and theoretical. There 
are great theoretical successes in science that go far above and beyond 
what simple empirical investigation seems to yield. Constrained ontology 
can account for the empirical successes, but can it also account for these 
theoretical successes? This question sets the task for this chapter. 

The first step in answering this question was in noting that theoretical 
claims are general claims. This came with certain implications, as 
theoretical claims had to afford interpretative freedom. This meant that 
they had to be specified in an evaluable way and, furthermore, that they 
had to have some associated interpretations to cases of application. These 
interpretations we named associated scientific understanding. With these 
initial considerations, we proceeded to show how Constrained Ontology 

 
94 One should keep in mind, however, that robustness analysis is based on a 

suitable set of representations. It can only provide added evidence if the members 
of the set have evidential backing. Just being robust is not evidence in itself. 
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can accommodate the usual methodological tools used in scientific 
theorizing without having to appeal to any extraneous ontological 
assumptions. 

A schematic map of how theoretical success can come about in 
constrained ontologies is provided in Figure 1. 

 
FIGURE 1: Connection between theoretical knowledge claims and the 
world.  
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A few explanations regarding the figure are in order. 
Epistemic access to the world proceeds via instances (Ins.), which are 

cases of our actions being constrained in some particular way. For 
example, an instance could be how your visual experience changed when 
you turned on a lightbulb at a particular time and place, or how you felt a 
cool breeze this morning when you opened your front door. Instances 
can be represented, and at least some of their representations can be 
evaluated in terms of their faithfulness (Chapter 2). These evaluations are 
based on comparisons of how our actions were constrained in the instance 
and how the representation implies that they would be. Furthermore, at 
least some instances have to be at least somewhat isolated from each 
other.95 That is, it is possible to talk of “this instance” or “that instance” 
in an evaluable way. 

Theoretical knowledge claims (Tkc.) are specified claims that can be 
interpreted to be about instances or other theoretical knowledge claims.96 
These interpretations need to be evaluable and are called scientific 
understanding. Any specified claim that can be given evaluable 
interpretations regarding other claims or instances can be considered to 
be a theoretical knowledge claim, but in science these claims are most 

 
95 The alternative would be that all instances would always depend on all the 

other instances and could only be evaluated if we knew all the instances and that 
they are in fact all the instances. Since it is through the instance that we can learn 
about how the world is, evaluations of when we have all the instances would also 
have to be based on evaluations of individual instances. Now, if those individual 
instances are evaluable only if we already know that we have all the instances, 
then we cannot appeal to the individual instances for justifying the claim that we 
have all the instances. So, the mere possibility of having some epistemic access 
via (some) instances necessitates that at least some of the instances need to be at 
least somewhat isolated from each other. Perhaps a more familiar way to express 
this is that justification cannot be totally holistic. 

96 Since theoretical claims are ultimately evaluated with respect to how our 
actions are constrained in particular instances, they can also be considered to be 
about how our actions are constrained. In this sense they could also be taken as 
instances. The difference between a theoretical knowledge claim being 
interpreted to be about an instance or another theoretical knowledge claim is thus 
not a substantial one. For this reason, we have often used the phrase of a 
theoretical knowledge claim being about some instance rather loosely. 
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often referred to as theories, laws or models. Since the interpretation is 
about how the claim relates to the instance or other claim, we can also 
consider them as representations of the instances or claims. The 
faithfulness of these representations can be evaluated based on the 
constraints the interpretation imposes on the instance or claim. For 
example, special relativity is not a faithful representation of Newton’s 
mechanics (it imposes constraints that are not compatible with it; see, for 
example, Lorentz invariance) but is a more faithful representation of some 
of the instances the two theories try to represent. 

Theoretical knowledge claims have applicability equivalence classes 
(Aec.). These are classes of instances or claims that are taken to be 
relevantly similar to each other, so that there is no difference in how the 
theoretical knowledge claim gets interpreted in relation to them. An 
instance can only ever belong to one applicability equivalence class for a 
given theoretical knowledge class. However, applicability equivalence 
classes are specific to the theoretical knowledge claims and hence different 
theoretical knowledge claims can have different partitions of claims to 
applicability equivalence classes.97 

The connection between theoretical knowledge claims and the 
applicable instances has to be evaluable. This imposes consistency 
conditions for the theoretical knowledge claims, since inconsistent 
theoretical knowledge claims do not afford well-specified interpretations. 
That is, there is no fact of the matter in terms of what they claim about a 
target. There is then both an evaluability and a consistency condition for 
any acceptable theoretical knowledge claim. 

Induction proceeds within an applicability equivalence class. If it is 
known that the theoretical knowledge claim applies to some members of 
the applicability equivalence class, then we can induce that the theoretical 
knowledge claim also applies to some other members of the equivalence 
class. This is on the condition that we can independently evaluate which 
instances belong to the same applicability equivalence class. This is 

 
97 For example, all cases of swinging a pendulum on Earth’s surface can be 

in the same applicability equivalence class for a simple theory of pendulums. For 
a more advanced theory that takes into consideration Earth’s rotation, the 
instances are no longer in the same class but are instead divided in terms of their 
relative position to Earth’s axis of rotation. 



Understanding explanation 

 

110 

 

possible, since the instances can sometimes be specified independently of 
the theoretical knowledge claim. For example, we can specify cases of 
swinging a pendulum without recourse to the law of periods for 
pendulums. A constrained ontology guarantees that at least some 
inductions are possible. 

Robustness inferences occur when multiple theoretical knowledge 
claims apply to a given instance. In these cases, the inferences from the 
theoretical knowledge claim get additional evidential backing when they 
coincide. The extent of this additional evidence will depend on how 
independent the given theoretical knowledge claims are.98  

Triangulation occurs when a given theoretical knowledge claim needs 
to apply to multiple instances. This requirement imposes limits on what 
the theoretical knowledge claim can be. 

  Theoretical knowledge claims do not need to form a closed whole, 
nor does there have to be one theoretical knowledge claim that contains 
all instances as either direct applications or eventual applications of some 
applicable theoretical knowledge claim “further down the line”. Thus, all 
theoretical knowledge claims do not need to be connected. However, the 
condition of evaluability demands that all theoretical knowledge claims 
need to be connected via interpretations to some instance of the world. 
That is, the theoretical knowledge claims must all have at least some 
instance they can be interpreted to be about “down the line”. Otherwise, 
our epistemic access does not constrain them in any way and their 
evaluations become arbitrary.  

The presented figure should be taken just as a rough sketch of how 
the actual process of evaluation of scientific theories goes. Most 
theoretical claims have such a vast array of relevant applicability classes 

 
98 How we should evaluate such independence is an interesting question, 

however. In a sense, how the world is will determine all the true theoretical 
knowledge claims; consequently, all of them are dependent on the same “source”. 
But our epistemic access is never complete and thus it does not make sense to 
evaluate independence from such a perspective. On the other hand, a more 
restricted evaluation of independence will only ever be conditional, and it will 
depend on the chosen background assumption at play. This means that 
robustness evaluations will have a pragmatic element that is hard to evade. Of 
course, this does not entail that they would be totally arbitrary either. 
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and instances belonging to those classes that it makes little sense to list 
them. Contemporary physical theories are also so theoretical that it takes 
dedicated expert teams to work out their connections with experimental 
facts, as was the case with the Higgs boson and LHC. However, the figure 
above should be enough to present the basic elements such a process can 
and needs to have. 

The methodological principles arrived at here are mostly not novel. 
Inductive inferences have been discussed in philosophy of science for a 
long time. Consistency is also a familiar desideratum for scientific theories 
(see, e.g., Saatsi, Vickers 2011; Vickers 2014). Triangulation and 
robustness analysis are widely studied methods, too. The condition of 
evaluability is less familiar, but the idea that content needs to be connected 
to something we can empirically evaluate is definitely not something new. 
Indeed, we can recognize it as a central tenet of empiricism (see, e.g., van 
Fraassen 1980; Mill 1872), and a similar condition played a central role in 
the logical positivist project (Carnap 1969). However, the goal of this 
work was not to come up with new methodologies. The challenge was not 
to create successful science, as the success of science was the starting 
point, but rather in just showing how that success can already be possible 
with certain minimal assumptions.  

The point is that we were able to reconstruct all these methodologies 
from the ground up without having to make additional ontological 
assumptions. That is, we showed that within a constrained ontology we 
can avail ourselves of all the usual methodologies used in scientific 
practice and, consequently, scientists need not bother themselves with 
additional ontological concerns when they utilize said methodologies. 

Since all the methods presented in this chapter are factors that 
enhance one’s epistemic reach by enhancing scientific theorizing, they all 
play a role in accounting for why theoretical work in science can be so 
successful. With this sort of account, we do not need to present further 
ones in terms of extending our ontology. 

It is worth pointing out that this chapter presented an “understanding 
explanation” and not a traditional ontological one. That is, it did not 
explain the success of science by positing some ontological tokens, but 
instead presented an account of how the usability of certain 
methodological tools follow from very simple assumptions. A central role 
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in that account was played by (scientific) understanding; hence, it was 
called an “understanding explanation”. However, the assumptions 
underlying this account are ontological. After all, they were the 
assumptions that underlie a constrained ontology. There is a sense, then, 
in which this was in fact an ontological explanation. It was just not one 
that explains by posits in the world but rather by how the world is.  

Since the epistemic success of science consists of its empirical and 
theoretical aspects, we can now conclude that a constrained ontology is 
sufficient for accounting for the epistemic success of science. That is, the 
ontological implications of (scientific) epistemic access are at most the 
assumptions underlying a constrained ontology. Note that it is of course 
possible that even weaker assumptions could get the job done. However, 
it is far from obvious how to actualize that possibility. 

Since the underlying question of this work has thus been answered, 
we could very well stop here. However, the question of epistemic access 
is by no means an unconnected issue. The realist and instrumentalist 
challenges in the introduction, the appeals to a crucial connection between 
ontology and faithfulness in Chapter 2, and the role of theoretical 
justification in Chapter 3 are all connected to a very central debate in 
philosophy of science. That debate concerns scientific realism (Chakravartty 
2015; Rowbottom 2019). 
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4  HOW REAL IS IT? 

“Really” imposes a distinction but does not explicate it.  
 
The question of scientific realism is among the central debates in 

philosophy of science. As such, it has many forms, but at its core it is 
about what scientific theories can tell us about reality. As such, it is not 
difficult to see how closely it is connected to the issues we have been 
dealing with here. Epistemic access is all about the connection between 
science and reality, after all. By accounting for the possible success of both 
scientific representations and theoretical knowledge, a constrained 
ontology is sufficient for accounting for the ontological implications of 
(scientific) epistemic access. This leaves us wondering how a constrained 
ontology might relate to the debate on scientific realism. Can a 
constrained ontology be thought of as a form of realism? Or, for that 
matter, can it be thought of as a form of anti-realism? What implications 
would it have if it could be thought of as both realistic and anti-realistic? 

The debate on scientific realism is broad and has several 
interconnected dimensions (see, e.g., Chakravartty 2015, Rowbottom 
2019). It deals with questions such as: What is the relation between 
existence and scientific theories? How can one interpret scientific theories 
as true depictions of reality? How to epistemically justify those 
interpretations? Is there a difference between a scientific theory being 
merely useful and it being actually true? What sort of an epistemic stance 
should we have in regard to the unobservable aspects of scientific 
theories?? 

Since the issue has many dimensions, there are also a myriad of 
different scientific realist views (see, e.g., Niiniluoto 1999: 1–20). In like 
fashion, there are also various characterizations of what scientific realism 
actually entails. For example, for one of its most influential critics, Bas van 
Fraassen, scientific realism is a view according to which: 
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Science aims to give us, in its theories, a literally true story of what the world is like; and 
acceptance of a scientific theory involves the belief that it is true. (van Fraassen 1980: 8). 

 
For Richard Boyd (1983), scientific realism entails: 
 
(i) "Theoretical terms" in scientific theories ([i.e., non-observational terms] should be 

thought of as putatively referring expressions; scientific theories should be interpreted 
“realistically.” 

(ii) Scientific theories, interpreted realistically, are confirmable and in fact often confirmed 
as approximately true by ordinary scientific evidence interpreted in accordance with ordinary 
methodological standards. 

(iii) The historical progress of mature sciences is largely a matter of successively more 
accurate approximations to the truth about both observable and unobservable phenomena. Later 
theories typically build upon the [observational and theoretical] knowledge embodied in previous 
theories. 

(iv) The reality which scientific theories describe is largely independent of our thoughts or 
theoretical commitments. (Boyd 1983:45). 

 
More recently, da Costa and Steven French have framed a standard 

form of (scientific) realism, which states that 
 
the twin theses that (1) the laws of theories that can be described as ‘mature’ are typically 

approximately true and (2) the theoretical and observational terms of such theories typically 
refer. (da Costa & French 2003: 160). 

 
Another influential characterization is given by an avowed scientific 

realist, Stathis Psillos. It depends on three distinct stances: 
 
1) The metaphysical stance asserts that the world has a definite and mind-independent 

natural-kind structure. 
2) The semantic stance takes scientific theories at face-value, seeing them as truth-

conditioned descriptions of their intended domain, both observable and unobservable. Hence, they 
are capable of being true or false. Theoretical assertions are not reducible to claims about the 
behaviour of observables, nor are they merely instrumental devices for establishing connections 
between observables. The theoretical terms featuring in theories have putative factual reference. 
So, if scientific theories are true, the unobservable entities they posit populate the world. 

3) The epistemic stance regards mature and predictively successful scientific theories as well-
confirmed and approximately true of the world. So, the entities posited by them, or, at any rate, 
entities very similar to those posited, do inhabit the world. (Psillos 1999: xix). 
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There are many other variations (see, e.g., Cartwright 1983; 

Chakravartty 2007; Cruse, Papineau 2002; Dewitt 1991; Esfeld 2008; 
Giere 2005; Godfrey-Smith 2003: 176; Hacking 1983; Humphreys 2004; 
Ladyman, Ross, Spurrett, Collier 2007; Lyons 2005; Morganti 2004; 
Niiniluoto 1999; Stanford 2006: 6). The exact form often seems to depend 
on the aspect that one is either defending or criticizing scientific realism 
in relation to. Indeed, it is rather telling that Anjan Chakravartty begins 
his Stanford Encyclopedia of Philosophy entry regarding scientific realism 
by stating: 

 
It is perhaps only a slight exaggeration to say that scientific realism is characterized 

differently by every author who discusses it… (Chakravartty 2015). 

 
 In fact, it seems that scientific realism is more akin to a general 

attitude or a movement than a well-defined stance (see Rowbottom 
2019a). However, there are certainly some shared features, or at least 
topics that the different characterizations share. We can consider three 
such aspects that seem to be especially relevant to a constrained ontology. 
These are: 

 
(1) Connection with truth: (mature and successful) scientific theories 

are approximately true. 
(2) About the world: scientific theories refer to real objects in the 

world. 
(3) Ontological commitment: both the observable and unobservable 

entities referred to in scientific theories exist in the world. 
 
The specific content of these aspects will vary depending on the form 

of realism considered. Nevertheless, many forms of scientific realism 
seem to have at least a close relation to them.  

The opponents of scientific realism are called scientific anti-realists. 
However, since there are so many variations of scientific realism, there are 
also many forms of scientific anti-realism. Well-known forms of scientific 
anti-realism are instrumentalism (Fine 1996; Mach 1914[1996]; Poincaré 
1952, Rowbottom 2011, 2019b), logical positivism (Carnap 1969; Kraft 
1953) and constructive empiricism (van Fraassen 1980). In general, 
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however, any view which denies at least some of the scientific realist 
commitments can be considered to be a form of scientific anti-realism. 
For example, constructive empiricism denies that we have knowledge of 
unobservables while instrumentalism denies their reality altogether. Anjan 
Chakravartty even contrasts idealism with the scientific realist stance, 
since it denies the existence of mind-independent reality altogether 
(Chakravartty 2007: 10).99  

It is important to note, however, that the debate concerning scientific 
realism is usually taken to be different from the debate regarding realism 
(but see Putnam 1975b), for the debate regarding realism concerns 
epistemic access and existence ascriptions on a global level, whereas the 
scientific realism debate typically takes it as a given that one has some 
basic epistemic access to some external world. So, while a general realist 
view can argue against views such as (subjective) idealism, the scientific 
realist view typically only targets views that do not deny the existence of 
an external world altogether.  

This delineation between realism and scientific realism puts the 
presented work in a bit of an awkward position, however. The starting 
point of the present work has been the epistemic success of science and, 
consequently, it can have no relevance for views that do not make that 
assumption. Since a constrained ontology is based on assumptions that 
mean that there is an external mind-independent world (the way one’s 
actions are constrained is not an arbitrary matter of choice), it simply will 
not be compatible with (subjective) idealism. Thus, the option of idealism 
can simply be ignored for now. The relevant audience for this work would 
then be the proponents of scientific realists or anti-realists’ views. 
However, the oft-assumed epistemic access in scientific realist views has 
also been problematized here on a very basic level by intimately 
connecting it with evaluability. This is reminiscent of the realism-idealism 
debate. One could say that the presented work in a way sits between “anti-
idealism” and regular scientific realism. This has the important implication 
that we often cannot approach the scientific realism debate as directly and 

 
99 The be precise, subjective idealism states that the world is dependent on the 

subject’s mind whereas objective idealism states that the world is dependent on some 
objective mind (see Niiniluoto 1999: 22). For objective idealism, then, there can 
be a mind-independent reality at the subjective level. 



Petri Turunen 

 

117 

 

with as much detail as we might wish. Therefore, what follows is mostly 
a sketch of how the presented view could relate to the very general aspects 
of the debate and, in particular, how it might provide new avenues 
forward. 

Delving into the details of some specific up-to-date view on scientific 
realism might not be that illuminating, but perhaps it would provide a 
better picture of how a constrained ontology might be related to the issue 
of scientific realism by considering some of the arguments provided for 
adopting it. 

4.1 ARGUMENTS FOR AND AGAINST 

 
Perhaps the most central argument for scientific realism concerns the 

relation between truth and success. The idea is that the success of science 
has something to do with scientific theories having a true ontology. 
Usually presented as an inference to the best explanation (Chakravartty 2007: 5; 
Harman 1965), this goes by the name of the no-miracles argument (Boyd 
1989; Chakravartty 2007; Musgrave 1988; Putnam 1975a; van Fraassen 
1980). Hillary Putnam presented it as follows: 

 
The positive argument for scientific realism is that it is the only philosophy that doesn't 

make the success of science a miracle. That terms in mature scientific theories typically refer […], 
that the theories accepted in a mature science are typically approximately true, that the same 
term can refer to the same thing even when it occurs in different theories – these statements are 
viewed by the scientific realist not as necessary truths but as part of the only scientific explanation 
of the success of science, and hence as part of any adequate scientific description of science and its 
relations to its objects. (Putnam 1975a: 73). 

 
The form of this argument should be familiar, for it is connected with 

the considerations in Chapter 2. There it was pointed out that there has 
to be a connection between how the world is and what representations of 
the world are faithful in order for those representations to be evaluably 
about the world. Note, however, that the miracle argument goes further 
than merely claiming that there needs to be some connection between 
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faithful representations and the world. It takes a stance on what that 
connection has to be like: (mature) scientific theories refer to things that 
stay the same. Since in a constrained ontology the world does not consist 
of things,100 the connection between faithful models and theories cannot 
be via a reference to things in the world. In this sense, Constrained 
Ontology falls to the side of “miracles”. However, Chapters 2 and 3 can 
be read as explications on why scientific success is not miraculous in 
constrained ontologies. So, while the miracle argument is related to the 
considerations in Chapter 2, it – or, at the very least, the presented version 
of it – is strictly speaking not compatible with the overall framework of 
constrained ontologies. A different formulation that takes a broader view 
of “aboutness” would not have this problem, however, being actually 
logically the same as the argument we presented in Chapter 2.  

One does not even have to appeal to Constrained Ontology to see 
that something might be off with the no-miracles argument, for it has also 
garnered a fair share of independent criticism. Anjan Chakravartty points 
out three of the central points made against it (Chakravartty 2007: 5; see 
also Frost-Arnold 2010 for some further problems). 

First of all, it is not entirely clear how scientific realism is taken to 
explain the success of science, for the explanation in question does not 
seem to appeal to some particular fact, law, existing object or whatnot that 
would be used to explain some other fact. Rather, it seems to explain by 
taking a particular stance on how something is real to begin with: realism, 
or some kind of truth, is taken to explain the success of scientific theories. 
That is, the explanation is an ontological one. The problem with this sort 
of explanation here is that the debate on scientific realism is fundamentally 
about how the notion of truth should or could be understood (see, e.g., 
Saatsi, Vickers 2011). Consequently, the claim that successful scientific 

 
100 It would, of course, be possible to just add them in. However, as our 

epistemic access in a constrained ontology only concerns how our actions are 
constrained, objects could play no epistemic role. Furthermore, their existence 
would be unevaluable and would make the whole ontology similarly unevaluable. 
That would be a high price to pay for no apparent benefit. 

If one wants to add entities to an evaluable ontology, one must first specify 
how they are taken to exist and, based on that, present how their existence is 
evaluable. Mere existence is not evaluable.  



Petri Turunen 

 

119 

 

theories are true in a certain way is an assumption and not something 
given. Now, if we do not know that scientific theories are true in the 
proposed way, then we also cannot know that it is being true in that way 
that makes the theories successful. What we would need is an independent 
way to evaluate the inference from a certain kind of truth to success, but 
since the realist claim concerns all successful scientific theories, there can 
be no other independent cases. In more concrete terms, there is a problem 
when evaluating the contrast classes for the ontological explanation. 
Without such contrast classes, it is hard to evaluate when and how an 
explanation actually explains the explanandum.  

In addition to these problems with evaluability, the realist claim also 
faces indirect challenges. Just because it is difficult to show that a realist 
claim explains the explanandum, it does not have to follow that it has to 
be equally hard to show that it cannot explain the explanandum. This sort 
of an indirect approach is taken up by some anti-realist views. In 
particular, the pessimistic meta-induction (Laudan 1981) and the problem 
of unconceived alternatives follow this strategy (Stanford 2006). The 
pessimistic meta-induction takes off from the empirical observation that 
many successful scientific theories have later on turned out to be non-
referential. Laudan (1981) provides many such examples. The problem of 
unconceived alternatives, on the other hand, points out that successful 
theories can often have serious empirically equivalent versions that are 
nevertheless referentially distinct. We highlighted many such cases in 
Section 3.5. Both of these arguments problematize the status of the realist 
explanation for scientific success. There is debate on the seriousness and 
scope of these indirect challenges (see, e.g., Lewis 2001; Magnus 2006), 
but there are even more problems with the no-miracle argument.  

Since the status of the realist explanation is suspect, one might 
consider the option that no ontological explanation is even needed. Van 
Fraassen, for example, presents an evolutionary explanation for why some 
theories are successful over others: 

 
…any scientific theory is born into a life of fierce competition, a jungle red in tooth and 

claw. Only the successful theories survive—the ones which in fact latched on to actual 
regularities in nature. (van Fraassen 1980: 40). 
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The status of this explanation has been questioned, since it seems to 
be only phenotypical and not genotypical and, consequently, is not 
incompatible with the realist explanation (see, e.g., Psillos 1999: 96; 
Rowbottom 2010). That is, it might explain why a certain set of theories 
gets selected, but it does not yet explain why those particular theories 
happen to be successful (see Boyce 2018 for a rebuttal). But this is a bit 
uncharitable, since van Fraassen also explicitly mentions the “latching” 
onto “actual regularities” in his account. The operative question, of 
course, is what that latching actually means and how it relates to the 
scientific realist position. Nevertheless, the status of the realist explanation 
is suspect at the very least. There is yet another problem with the no-
miracles argument, however. 

Consider the fact that the no-miracles argument is formulated as an 
inference to the best explanation. This means that it is just the best 
available answer, not necessarily the only or the correct one. But what if 
we just have a case of a “bad lot” (van Fraassen 1980; see also Dawid 
2018: 4063–4079; Menke 2014; Okasha 2000)? That is, what if all the 
available options are actually so bad that the best option would simply just 
be to refrain from inferring any of them. This might not seem so dire of 
a problem. In many ordinary cases we have a pretty good idea of what the 
good options are, and we do not have to worry about this theoretical 
possibility. However, this confidence is based on our ability to evaluate 
how good the options have been in other cases. For the case of the no-
miracles argument, however, there is no access to such evaluations. This 
is a crucial difference. If we cannot evaluate how good the options are, 
then we also cannot evaluate how strongly we should trust the inference. 

These problems with the no-miracle argument are closely related to 
the considerations in the introductory part of this work. In fact, the 
instrumentalist challenge alluded to in the introduction is very closely 
connected to the problem with the realist inference. The challenge was, 
after all, about getting the “right ontology” from science and the no-
miracles argument is a way of trying to do that. However, there is a sense 
in which the no-miracles argument is especially relevant for the project 
undertaken here. 

The contrasting nature of the no-miracles argument and the 
possibility of a bad lot highlight the fact that the no-miracles argument 
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contains an implicit appeal to the claim that no other option for 
accounting for the success of science is suitable. That is, (a certain kind 
of) scientific realism is true, because it can account for the success of 
science and that it is only scientific realism that can get the job done. This 
is particularly relevant here, since Constrained Ontology is presented 
precisely as one such option. Constrained Ontology is a view of ontology 
and, consequently, of truth regarding the world, and it is aimed at 
accounting for the success of science. That is, it also “explains” the 
miracle. But we should note that the no-miracles argument was only given 
as a “positive argument” for scientific realism. The implicit appeal it 
contains is argued for by what Putnam calls the “negative arguments for 
realism”: 

 
Negative arguments are to the effect that various reductive or operationalist philosophies 

are just unsuccessful. One tries to show that various attempts to reinterpret scientific statements 
as highly interpreted statements about sense data or measurement operations or whatever are 
unsuccessful, or hopelessly vague, or require the redescription of much ordinary scientific discovery 
as ”meaning stipulation” in an implausible way, or something of that kind, with the aim of 
rendering it plausible that most scientific statements are best not philosophically reinterpreted at 
all. (Putnam 1975a: 72–73). 

 
The negative arguments then try to justify that there are no viable 

alternatives to scientific realism. It is not difficult to see how these sorts 
of arguments relate to the project of this work: constrained ontologies are 
attempts to account for the success of science and they do this by 
reinterpreting how one views ontology and scientific claims. In this sense, 
the current work is a counterargument to the negative argument for 
scientific realism. Of course, the success of this rebuttal depends on the 
details given for the negative claims and what exactly one takes as 
“implausible”. However, the fact that constrained ontologies can get off 
the ground with such a limited number of assumptions makes arguments 
for its implausibility highly suspect, especially since it is certainly the case 
that any seriously entertained scientific realist view also adopts at least 
those very minimal assumptions. One should note, however, that the goal 
of avoiding unnecessary reinterpretations of scientific work is a goal shared 
by both Constrained Ontology and the realist stances. The difference is 
just in what one takes to be a reinterpretation. It is tempting to think that 
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there would be one privileged “literal” interpretation of scientific theories 
that would not have the same justificatory demands as other 
interpretations (see, e.g., Chakravartty 2004; Morganti 2011; Psillos 2001, 
2011). However, one only needs to look into the troubles with interpreting 
the more modern theories to notice that the tenability of such an approach 
is far from obvious (see, e.g., Cao 1999; French 2014; Friedman 1983; 
Glick 2016; Ladyman, Ross, Spurrett, Collier 2007; Norton 2015; 
Weatherall 2016; Williams 2019).  

It is clear that the positive and negative arguments for realism face 
several challenges. The nature of the explanation, indirect challenges to its 
validity, and problems with evaluating what the “best” option should be 
are all serious problems. However, we do not need to settle them here, 
for we are not considering the usual scientific realist or antirealistic views. 
Rather, the focus is on the relation of constrained ontologies to the 
general scientific realist project. The miracle argument and the associated 
negative arguments show that there is some overlap in the goals of 
scientific realists and the goals of constrained ontologies, but also that 
there might be some tensions. To get a better picture of what exactly those 
tensions might consist of and to what extent they might separate 
Constrained Ontologies from scientific realists, we might try to consider 
how well a constrained ontology could satisfy the scientific realist 
“commitments” we listed in the previous section. 

4.2 CONSTRAINED REALISM 

 
Being one way instead of another. 

 
In Chapter 4, we characterized scientific realism in terms of three 

aspects that seem especially relevant for constrained ontologies. They 
were: 

 
(1) Connection with truth: (mature and successful) scientific theories 

are approximately true. 



Petri Turunen 

 

123 

 

(2) About the world: scientific theories refer to real objects in the 
world. 

(3) Ontological commitment: Entities, both observable and 
unobservable, referred to in scientific theories exist in the world.  

 
What is immediately clear from these aspects is that a constrained 

ontology is not obviously a scientific realist stance. This is because 
constrained ontologies come with a non-standard view of ontology in 
which there are no real objects that theories can refer to or theories to be 
true of. Constrained ontologies are not object-based views of the world. 
This already creates tensions with aspects (2) and (3). However, if we 
focus more on the motivations for the aspects instead of their particular 
formulations, we can find much more room for a constrained ontology 
that fits with the general realist project. That is, there might be room for 
a Constrained Realism. 

Consider aspect (1). If we analyse the truth of a scientific theory in 
terms of referential correctness and construct the measure for 
approximate truth on that ground, then a constrained ontology does not 
exhibit approximately true scientific theories (see, e.g., Weston 1992). 
There are simply no such referents in constrained ontologies. However, 
nothing mandates that a notion of truth has to be analysed in those terms. 
For example, if we instead take truth to be based on how a theory says 
our actions are constrained and how our actions are in fact constrained in 
the instance, as in Chapter 2, the truthlikeness (see Niiniluoto 1987, 1999, 
2017, 2018) of a theory becomes evaluable. Since such a notion of truth 
is evaluable, we can use various measures to describe it and have a well-
defined notion of the relevant approximate truth.101 By adopting this sort 
of analysis of truth, we can have approximately true theories in 
constrained ontologies. We can also indirectly evaluate the correctness of 
theories in a constrained ontology, as demonstrated in Chapter 3. Such 
indirect evaluations have relevance for the future applicability of a theory, 

 
101 What measure we should choose to evaluate it is a matter of scientific 

practice and has to do with error estimation. Error estimates are not totally 
arbitrary, so it possible to adopt at least some measure. 
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that is, of it being true in a useful sense.102 This means that the notion of 
truth here surpasses mere empirical adequacy. This is important, since a 
notion of truth that would just be a simple re-statement of empirical 
adequacy would be useless for guiding any ongoing theoretical work. The 
reason why we care about truth here is because it can give us directions 
on what could be: what should or will work and what should or will not. 
Another way to express this would be that how-actually claims can be 
based on empirical adequacy, but truth can also support how-possibly 
claims. Since a constrained ontology can support approximate truth of 
theories, it can accommodate aspect (1). 

Aspect (2) is more directly related to the notion of reference and 
objects in the world than the first one. As pointed out, constrained 
ontologies do not contain real objects in the world, nor can they support 
any such references. However, we can read the second aspect not in terms 
of requiring reference to some specific real objects, but in terms of 
theories just being about the world (see, e.g., Cruse, Papineau 2002; Cruse 
2004). This is certainly something constrained ontologies do contain, 
since they are views explicitly constructed to account for the epistemic 
access, both theoretical and empirical, that we have to the world. One of 
the central points here has been that reference to objects is not necessary 
for a representation, model or theory to be able to be about the world. 
Furthermore, in a constrained ontology it is perfectly legitimate to refer 
to instances as long as one keeps in mind that those instances are 
ontologically analysed in a certain way and not in terms of the 
representative elements one uses to refer to them: they are instances of 
our actions being constrained in some way. So, while Constrained 
Ontology does not refer to real objects in the world, it can nevertheless 
account for the underlying motivation the aspect (2) has: scientific 
theories are about the world. 

Aspect (3) is most directly about the existence of substantial entities, 
and it poses the biggest hurdle for a Constrained Realism. It contains a 

 
102 Non-generalizable truths are useless in practice, so the operative notion 

of truth here implies that truth be generalizable and, of course, applicable in the 
first place. 
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distinction between observable and unobservable entities, which we must 
first unpack. 

Unobservables are theoretical elements in scientific theories that are 
not observable but still taken to be part of the ontology of the theory (see 
Agazzi 2000; Metcalf 1940). Electrons are usually given as an example of 
such unobservables. When exactly something is observable has something 
to do with sensory capabilities, but it is often not explicitly spelled out 
(see, e.g., Contessa 2006; Vickers 2019:576; Votsis 2011). What is clear, 
however, is that there are at least two kinds of underlying reasons for 
something to be unobservable. 

The first kind deals with situational conditions. The clouds might be 
blocking the Sun from view or some object might be so distant that it is 
impossible in practice to observe it. However, as long as such restraints 
for observability can be overcome, they are philosophically uninteresting. 
This is because if an unobservable element can be turned into an 
observable one, one’s ontological commitment to it is on par with 
observable aspects of the theory and no special analysis is needed. This is 
why the distinction between observability and unobservability is often 
made in terms of neglecting the first kind of reasons for unobservability. 
For example, van Fraassen presents his principle for observability as 
follows: 

 
X is observable if there are circumstances which are such that, if X is present to us under 

those circumstances, then we observe it. (van Fraassen 1980: 16). 

 
What the principle comes down to is just a re-statement of the 

unimportance of the first kind of reasons. Note, however, that the 
principle says nothing about what “being present to us” consists of, which 
makes the conditions of observability difficult to evaluate. In particular, 
what is the role of measuring instruments and the related theory for such 
observability (see, e.g., Humphreys 2004)? This ambiguity has relevance 
for the second kind of reasons why something is unobservable. 

Situational conditions can be overcome, but there are reasons for 
unobservability that cannot be avoided by any known means. A number, 
for example, is not unobservable because it is blocked by clouds or is too 
far away, but because it is an abstract object: it is not thought to have a 
location, so there is no place one could observe it. More interesting 
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examples of such objects are indistinguishable particles in quantum 
theories, local gravitational force in general relativity, and absolute phases 
in quantum systems. It is with respect to such elements, most often 
indistinguishable particles, that the scientific realist commitment to 
unobservables often refers. 

Constrained ontologies do not have indistinguishable particles as 
elements in their ontologies. This would seem to imply that it does not fit 
well with aspect (3). However, if we consider the fact that observability is 
highly connected with the instruments we use to make the observations, 
from the sensory modalities that humans have to highly sophisticated 
scientific instruments, it quickly becomes apparent that there is more to 
this story (see Humphreys 2004). In fact, one might remember that in 
quantum theories, the indistinguishability of states was something that 
was explicitly written off from the theory via a symmetry transformation. 
The related symmetry, on the other hand, had very real physical 
consequences, like quantum statistics and Bose-Einstein condensates. 
These consequences are very much observable. Since a constrained 
ontology does not consist of entities but rather in the ways our actions are 
constrained, a suitable notion of observability for it should also be about 
the constraints on our actions. Since indistinguishable particles in 
quantum theories have such practical effects, they are in fact observable 
in a constrained ontology. In this sense, a constrained ontology can be 
thought to be in line with aspect (3) even though it is not an object-based 
ontology.103  

But the third aspect is about more than just ontological commitment 
to unobservables: it is about ontological commitment in general. If we 
interpret it in the style of Stathis Psillos as “entities inhabiting the 

 
103 In fact, the only unobservables that a constrained ontology could not 

ontologically account for would be those that have no effect on our actions in 
any practical instance. But ontological commitment to such elements can always 
be eliminated from any theory without any practical loss. Otherwise, they would 
in fact have practical effects. So, outside of metaphysical reasons, why would any 
scientific realist defend their inclusion as real elements of a theory? 
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world”,104 then constrained ontologies are not compatible with the third 
aspect of scientific realism. Constrained ontologies are not object-based 
ontologies, and thus they categorically cannot have entities inhabiting the 
world. However, we can also interpret the third aspect in a slightly less 
restrictive way: there is ontological commitment to some existence, but 
that existence does not have to be made out of individual objects. This is 
the approach of structural realism (see, e.g., Bokulich Alisa, Bokulich Peter 
2011; French 2014; Frigg 2011; Ladyman, Ross, Spurrett, Collier 2007; 
Russell 1927; Votsis 2005; Worral 1989). 

Structural realism takes ontological commitments to only apply to the 
structure of scientific theories and not to the objects invoked by said 
structures. There are two main forms of structural realism. Epistemic 
structural realism presumes that we only have epistemic access to 
structural features of the world but it does not take a stance on whether 
there are also objects (see Morganti 2004). Ontic structural realism 
(French 2014, 2019; Ladyman, Ross, Spurrett, Collier 2007) takes the 
further step and explicitly denies the existence of objects: 

 
Ontic Structural Realism [OSR] is the view that the world has an objective modal structure 

that is ontologically fundamental, in the sense of not supervening on the intrinsic properties of a 
set of individuals. According to OSR, even the identity and individuality of objects depends on 
the relational structure of the world. Hence, a first approximation to our metaphysics is: ‘There 
are no things. Structure is all there is.’ (Ladyman, Ross, Spurrett, Collier 2007: 130). 

 
The argument for ontic structural realism uses the case of the helium 

atom (or its electron cloud). It is a two-body system of indistinguishable 
particles, so naturally the identities of the particles have been washed out. 
This leaves the system without an evaluable notion of particle identity: the 
particles have no intrinsic identities. This is a familiar consequence of the 
condition of evaluability encountered in Section 3.4. However, the helium 
atom is also an interesting example of the way in which scientists try to 
build on what they already know. The helium atom is represented by using 
state descriptions that were originally intended for single particles states 

 
104 In general, scientific realism that makes ontological commitments to 

entities without necessarily claiming that the theories containing them are true is 
called “entity realism” (see Cartwright 1983; Hacking 1983; Nanay 2019). 
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like the hydrogen atom. Since the state description was so successful for 
describing hydrogen atoms and other simpler systems and it was clear how 
one could interpret the states, it only made sense to try and describe multi-
particles states with it. However, this was not as straightforward as one 
would have hoped, and the state descriptions had to be amended by 
imposing a new symmetry on them (the permutation symmetry). This led 
to quantum statistics, but it also meant that the interpretation of the states 
had to change. What this means is that the helium atom is not a state of 
two electrons, but rather a state with a total charge of two electric charges 
and masses (see also Jantzen 2019). It is just that representing the helium 
atom in the basis constructed for single-state descriptions took the 
appearance of two individual electrons, which then could not actually be 
taken as individuals. Such descriptions are useful, but one must be careful 
in their interpretations. Ontic Structural Realism nicely demonstrated this 
point. 

Since constrained ontologies like ontic structural realism “deny” the 
existence of objects, these two approaches are very closely related. This 
also means that they can come under similar critiques. Indeed, the 
structural realist position has often been criticized by the vague notion of 
structure it appeals to (Busch 2003; Cao 2003a; Chakravartty 2007; 
Morganti 2004; Psillos 2001, 2006; Stanford 2003: 570; Wolff 2012). How 
is one to make sense of the claim that everything is just structure when 
structure itself seems to always be presented in terms of non-structural 
elements, namely, objects? The structuralists have tried to respond to this 
by claiming that the objects themselves can be further analysed in terms 
of structures, but it is far from clear to what extent this is really possible 
(Jantzen 2011; Ladyman, Ross, Spurrett, Collier 2007; Sanders 2003). 
Since ontic structural realism and constrained ontologies are similar, we 
could pose the same challenge for constrained ontologies. However, while 
similar, the views are not fully identical. There is at least one crucial 
difference between them: constrained ontologies are based on an analysis 
of the world as constraining our actions on it. Ontic structural realism has 
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no corresponding analysis.105 What this means is that in a constrained 
ontology we can make sense of the claim about the world being structural 
by taking the ways our actions are constrained as the structure of the 
world. Since the way our actions are constrained is not taken to be based 
on objects.106 while nevertheless being representable by using objects, we 
can have an ontic structural realist ontology without objects. In this sense, 
a constrained ontology can be viewed as an extension of (Ontic) Structural 
Realism. 

There is yet another advantage in adopting a constrained ontology. 
The underlying motivation for scientific structuralism was to avoid the 
pessimistic meta-induction (see Worral 1989), that is, the argument that 
there have been radical ontological shifts in scientific theories and 
consequently we should induce that the current theories will also likely to 
be radically ontologically mistaken. The shift to a structural ontology is an 
attempt to make those shifts smoother. In constrained ontologies this 
smoothness arises naturally, however. In fact, constrained ontologies do 
not have historical radical ontological shifts. This is because in a 
constrained ontology we have two kinds of knowledge regarding the 
world: how our actions are constrained and theoretical knowledge claims 
with associated scientific understanding. These can radically change only 
if the empirical world radically changes, and that has yet to happen. There 
are, of course, constant gradual ontological changes as measurements 
become more accurate, reach new areas, and encounter surprises in the 
applicability of theories, but these do not fully invalidate earlier 
ontological knowledge; they merely refine it. Newtonian mechanics is still 
an applicable theory and works just as well as it did before the quantum 
revolution. It is just that the scope and precision of its applicability are 
now more limited than what was thought to be before the quantum 

 
105 It does, however, have an analysis of how structures can contain 

information about the world (Ladyman, Ross, Spurrett, Collier 2007). This 
proceeds via real patterns (Dennet 1994), which are basically compressions of 
bitmaps. The problem with this, of course, is that the world is not given to us 
structurally.   

106 One can, of course, always posit some entities that somehow “ground” 
our actions. However, the existence of such posits is not evaluable and hence 
they would be at most totally superfluous additions. 
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revolution. What this means is that a constrained ontology does not suffer 
from the pessimistic meta-induction. It fulfils the structural realism 
ambition. If structural scientific realism is acceptable as a scientific realist 
stance, then adopting a constrained ontology should be as well. 
Constrained ontologies may not have substantial objects, but it does have 
existence that we can be committed to: the ways our actions are 
constrained in particular instances and scientific understanding regarding 
the applicability and generality of various theoretical claims.107 There is a 
sense, then, in which constrained ontologies can accommodate the final 
aspect of scientific realism. 

Thus, there does not at least seem to be a big conflict between 
constrained ontologies and the scientific realist project. This suggests that 
one could just as well talk about Constrained Realism. 

But, if there is no real contradiction with the scientific realists, does 
that mean that constrained ontologies would be opposed to anti-realist 
stances? This is not necessarily so.  

4.3 EMPIRICAL REALISM 

 
Scientific anti-realists have not focused exclusively on a negative 

project of criticizing scientific realism. Instead, many anti-realist stances 
are in fact positive projects outlining alternative approaches to the 
scientific realist ones. Since they are alternatives to scientific realism and 
constrained ontologies seems to be consistent with the general scientific 
realist project, one might wonder whether this implies that constrained 
ontologies would then be opposed to such alternatives. This turns out 
largely not to be the case. 

There are many anti-realist stances, but three stand out for their 
popularity and influence. These are the approach of the logical positivists 
or logical empiricists (Carnap 1969; Kraft 1953), instrumentalism (Fine 
1996; Mach 1914[1996]; Poincaré 1952) and constructive empiricism (van 

 
107 This also fits well with selective realism (Peters 2014), as it provides an 

evaluable way to determine the correct “targets” for selection. 
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Fraassen 1980, 2001). What is common to these stances is that they all 
take a non-realist view regarding the theoretical elements of scientific 
theories. The empirical aspect of science, on the other hand, is not taken 
to be problematic; consequently, all three stances are broadly empiricist. 
They take the source of knowledge regarding the world to be based on 
empirical observations. 

Of the three anti-realist stances, constructive empiricism is the most 
recent. Van Fraassen presents it as follows: 

 
Science aims to give us theories which are empirically adequate; and acceptance of a theory 

involves as belief only that it is empirically adequate. (van Fraassen 1980: 12). 

 
A theory is empirically adequate when: 
 
exactly if what it says about the observable things and events in this world, is true – exactly 

if it ‘saves the phenomena’. (van Fraassen 1980: 12). 
 
Or in slightly more formal way: 
 
…a theory has at least one model that all the actual phenomena fit inside. (12). 

 
Now, obviously there are no theories that can fit models of all actual 

phenomena, as there are not even models for every known phenomenon. 
However, the gist of the condition is rather clear and empirical adequacy 
can at the very least be taken as a goal of inquiry: a more faithful 
representation of a larger scope of phenomena. 

Since constructive empiricism tries to make a distinction between 
believing that a theory is empirically adequate and something more than 
that, it needs some way of making that distinction evaluable. This is done 
via the notion of observability: theories need to be accepted as “true” only 
in the sense that what they claim about observable phenomena is correct. 
So, the success of a scientific theory does not impose ontological 
commitments above those that are observable. At the same time, it is 
accepted that what counts as observable will depend on the epistemic 
community in question (van Fraassen 1980: 19). However, there seems to 
be limits to such dependencies, since the moons of Jupiter are stated to 
be observable by use of (optical) telescopes whereas micro-particles in 
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cloud chambers are not (van Fraassen 1980: 16–17). So, while the taken 
notion of observability is not totally arbitrary, it is nevertheless quite vague 
and context-dependent. This makes it difficult to pinpoint the precise 
difference between constructive empiricism and scientific realist views. 

The ambiguity of observability also makes it difficult to contrast 
constructive empiricism and Constrained Ontologies. If some sort of 
direct observability of entities is assumed, then constructive empiricism is 
not consistent with constrained ontologies. However, if we analyse 
observability in terms of how our actions are constrained – that is, we can 
observe the “feedback” we get from acting in the world – then 
constructive empiricism is very much consistent with constrained 
ontologies. The price, of course, is that even the proposed unobservables 
become observable since their theoretical role does affect how our actions 
are said to be constrained. They would not be observable as entities, 
though, and belief in a scientific theory would still just pertain to its 
observable features, so this might be a satisfying trade for a constructive 
empiricist. 

Instrumentalism (Mach 1914[1996]; Poincaré 1952; Rowbottom 
2011, 2019b) takes a slightly different avenue for avoiding scientific realist 
commitments. Instead of arguing against the need for an ontological 
explanation for the theoretical success of science, instrumentalism tries to 
construct such an explanation by avoiding theoretical posits. The basic 
idea is that scientific theories are merely useful tools for categorizing and 
organizing observations. Since it is true that at least some can be, the 
important bit here is the “merely”, which points to a distinction between 
a theory being useful and being true. In particular, the instrumentalists 
want to claim that unobservables in theories do not have truth values. 
Accordingly, entities like electrons are not real but just a convenient way 
to present a host of observable phenomena. The challenge for the 
instrumentalists is then to construct an alternative story for why some 
theories are more successful than others, without appealing to the 
existence of theoretical posits. To what extent this has been successful is 
debatable (see, e.g., Rowbottom 2019b).  

On the face of it, Constrained Ontology has no quarrels with 
instrumentalism. The success of scientific theories does not impose belief 
on really existing unobservable entities. Furthermore, Chapter 3 of this 
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text can be read as an explication of the theoretical success of science 
without any appeals to existing entities. However, in a constrained 
ontology we also have scientific understanding that relates to inductive 
inferences. So, it is not just that a scientific theory can be a useful tool, but 
its usefulness also has something do with how the world is. Depending 
on the scope of one’s instrumentalism, this can be a problem. So, while 
for Ernst Mach (1914[1996]; see also Pojman 2019) this might be 
indigestible, for Arthur Fine (1996) and Darrel Rowbottom (2019b) it 
might be a savoury treat. 

The final anti-realist view to be considered here is logical positivism 
or, later on, positive empiricism. It is a view closely related to 
instrumentalism, which sought to get rid of theoretical terms by analyzing 
all scientific theories in terms of basic elements of experience (Carnap 
1969; Kraft 1953: 41, 160). It was motivated by the failings of metaphysics 
and by the power of the then newfound logical techniques. A principle of 
verification was hoped for to be able to get of rid of the ambiguities in 
metaphysical discourse and allow for a construction of a language with 
well-defined meanings. These meanings were based on empirical 
experiences, so that the language could be used to remove all theoretical 
posits from scientific theories and thus also any ambiguities in ontological 
commitments. Unfortunately, the logical positivist or empiricist view is 
also famous for being widely considered to have failed (see, e.g., Friedman 
1991; Quine 1951). 

Despite its failure, the logical positivist or empiricist approach has 
interesting connections with constrained ontologies. They are both 
attempts to reconstruct scientific theories from bottom-up empirical 
experiences, they both imply a negative metaphysical claim, and they both 
rest on epistemic principles: verification and evaluability. Indeed, if we 
analyse the condition of being verifiable as being epistemically evaluable 
and take as the basic “elements” of experience the ways in which our 
actions are constrained, then the work presented here seems to be exactly 
in accordance with the aims of the positivists. This work is, after all, a 
construal of how from basic epistemic access to how our actions are 
constrained we can build up to the modern scientific theories without 
having to ontologically assume any substantial entities. To what extent 
these projects are in fact aligned is a question worth further study and not 
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something we can get into here. However, it does give hope that even if 
the Vienna Circle will forever remain buried, there could be room for a 
Helsinki Circle. 

As a more general point, one should note that a constrained ontology 
is an empiricist view with a twist. It is empiricist because in a constrained 
ontology, it is at the level of our actions where representational 
faithfulness ultimately becomes evaluable. Now, most often in science, 
one is just relating two representations. For instance, one can compare a 
model to a dataset or a more general model to a more particular one. At 
the level of our actions, however, we are no longer just relating 
representations, but instead relating to the world. Since this world-relating 
happens through our actions and we act in the empirical world, knowledge 
of the world in a constrained ontology is ultimately empirical. Constrained 
Ontology is then at least compatible with empiricism affections. The twist 
is that the underlying assumptions for the possibility of such empirical 
knowledge can be used to justify a series of theoretical tools. These tools 
can then be used to justify inductive and other inferences regarding the 
applicability of theoretical knowledge claims giving rise to modal 
knowledge. The possibility of this sort of modal knowledge is arguably 
behind many of the scientific realists’ commitments, which might explain 
why there is no apparent contradiction between a constrained ontology 
and scientific realist views.  

There does not then seem to be significant mismatch between 
constrained ontologies and realist or anti-realist stances. While these 
observations are preliminary, they nevertheless suggest an intriguing 
possibility: if a constrained ontology is consistent with both scientific 
realist and anti-realist views, then perhaps it could be used to diffuse the 
question of scientific realism entirely. This is definitely a question worth 
further study, but for now it will have to wait, for there is one final avenue 
of the realism question to consider. 

4.4 THE REALLY REAL 

One common motivation for adopting an entity-based realist stance 
is that it appeals to one’s common-sense view of the world (see, e.g., 
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Dewitt 1991; Stanford 2006: 3–6). In fact, it is even often assumed that 
most people are realists and certainly that most scientists are as 
demonstrated by the prominence of the no-miracles-argument. The 
scientific realist position is the scientists’ interpretation of their theories, 
after all. With such an attitude, one might consider the following: A 
constrained ontology is unsatisfactory, since it does not seem to 
correspond to these common-sense intuitions and does not give a good 
description of scientific practice. It might be accepted as an interesting 
theoretical option and perhaps a tool for analyzing the scientific realism 
debate, but ultimately it is just a theoretical possibility and not something 
to be taken seriously. A constrained ontology cannot be right because 
obviously the world really consists of all sorts of entities and our 
interactions with them are constrained exactly because there are such 
entities (see French 2014: 164; Wolff 2019: 18–20 for discussions). The 
world of Constrained Realism is thus not really real and not a suitable 
scientific realist stance. 

How is one to respond to this? Well, to begin, Constrained Realism 
was never supposed to answer the question of what is really real. It is 
merely a minimal framework for accounting for both the empirical and 
theoretical success of science. However, this in no way implies that it could 
not be also the correct ontology of the world.108 It does not claim to be 
the correct one, because there seems to be no way to evaluate whether 
this is the case. This is because the question of “what is really real” is a 
question with an undefined object. The use of the term “really real” 
implies that there is a distinction between something being real and 
something being really real, but no such distinction has been specified.109 
Without such a specification, we are unable to evaluate when the demand 
for really real has been satisfied. On the other hand, if that “really” is taken 
as the answer given by the traditional approaches to ontology, like the 
existence of entities, then, of course, a constrained ontology falls short. 
But this would be a victory by definition. If one wants to argue that a 
Constrained Realism does not provide the really real ontology of the 

 
108 At the very least, it seems to be contained in pretty much any well-defined 

ontology. 
109 Kit Fine (2001) makes the distinction but does not show how to evaluate 

it. 
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world and consequently is not a serious scientific realist position, one has 
to provide a notion of really real that does not beg the question: why is 
that notion of real really the really real? One has to take a stance on what 
more is required for something to be really real. This is no easy task, for 
constrained ontologies have a notion of real, can account for both 
empirical and theoretical knowledge, can support truth claims about the 
world and does not have problematic metaphysical elements that cannot 
be evaluated. What more is required and, more importantly, why?110 It is 
up to the proponent of a more substantial realist stance to come up with 
the suitable answers. 

I would also argue that a constrained ontology is in fact more 
common-sensical that the traditional ontologies that posit all sorts of 
entities. This is because it does not have to consider the existence of 
various exotic entities (such as numbers, classes, social constructs, 
properties, etc.) and it is free of the many metaphysical tar pits that their 
analysis often leads to. The basic ontological posits in a constrained 
ontology are also familiar and easy to grasp. In fact, one could argue that 
what the traditional “common sense” ontology amounts to is far less clear 
that a constrained one, as evidenced by the sheer amount of ontological 
debate it has prompted over the years. It can be tempting to adopt a 
seemingly simple “common sense” ontology, but perhaps it is tempting 
exactly because it is not a well-spelled-out view that one adopts through 
careful consideration, but rather just something that one naturally grows 
to hold. 

Regardless, a case could be made for a kind of ontological 
conservatism. Perhaps there is sense in avoiding too radical departures 
from the basic ontological views we grow up with. Maybe this 
conservatism can safeguard theoretical work from steering too far into 
unlikely avenues. Perhaps, but there are at least two problems with this 
kind of argument. First of all, it assumes that it is a particular kind of 
ontology that promotes scientific success. This is problematic, since the 
connection between ontology and success was the very thing that was 
challenged in Section 1.1. It was one of the ingredients that constituted 
the problem of success we have laboured over in all these chapters. 

 
110 Arthur Fine is famous for asking this very question (Fine 1996). 
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Appealing to such ontological connections would just re-open the door 
to the anti-realist arguments. The second problem is that we already have 
a conservative force in scientific work. This is due to the fact that scientific 
understanding always requires that new theories be interpretable with 
respect to what is already known. New theories have to remain relatively 
conservative or they will not end up being applicable. This also means that 
there is value in trying to re-formulate theories in more familiar terms, 
since that can enhance their associated scientific understanding. 

What this comes down to is that Constrained Realism should be taken 
as a serious stance worthy of further analysis. 
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5  CONCLUDINGS 

At the limit of sensibility, what we take for granted becomes visible and, thus, 
malleable. So it was with science of the very small and vast and so it is with 

philosophy, at its best. 
 
This work began with an observation: science seems to be an 

epistemically successful endeavour. From this observation, questions 
arose: Based on this observation alone, what can be said? Can it tell 
something about how the world has to be like? What does it not tell? What 
are the ontological implications of epistemic access? 

The answer was not trivial, but instead fraught with problems. In 
particular, two challenges arose: the realist challenge and the 
instrumentalist challenge. One needs to have a notion of real, but 
scientific theories seem unable to tell us what that notion should be. A 
direct approach would not work, but maybe one could find a way through 
by starting from the beginning, from science being able to be about the 
world in the first place. Perhaps scientific representation could hold the 
key. 

But representation without a link to ontology would lead nowhere. It 
had to be included. And not just included, for one had to be able to 
evaluate what role it played and what it had to be like. A traditional object-
based ontology was not up to the task, so a new one had to be constructed. 
Constrained ontologies were formed with the idea that how we act in the 
world, are in the world, is not totally arbitrary but instead constrained in 
various ways. The feedback we get from the world is not a matter of 
complete choice. It was shown that such an ontology, combined with a 
few minimal assumptions, was sufficient for accounting for how scientific 
representations can be evaluably faithful about the world. There were 
three assumptions in total: 

 
A1)  One can act in the world. 
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A2) The way one’s actions in this world are constrained is not 
totally arbitrary. 

A3) One is able to interpret some specifications related to how 
one’s actions would be constrained. 

But the success of science was not limited to merely being able to be 
about the world. Science had found generalizations that were surprisingly 
successful, as well as predictions that got it amazingly right decades before 
their empirical confirmation. There was theoretical success in addition to 
merely empirical success. It had to be accounted for. 

Starting from the observation that theoretical knowledge claims had 
to contain some interpretative freedom and could only be useful if 
interpreted to be about something, a notion of associated scientific 
understanding was introduced. Scientific understanding was taken to be 
the interpretation of theoretical knowledge claims to specific cases. 
Armed with this notion, a bridge between the theoretical claims and the 
simple representative ones regarding instances of the world was 
constructed. 

That bridge was then reinforced with all the central tools of the 
theoretician’s arsenal: inductive inferences, triangulation, robustness, 
consistency and evaluability. These tools were offered to account for how 
theoretical work in science can be so very successful. This provided an 
“ontological explanation” for the success of science without having to 
step outside of a constrained ontology. 

The success of science could thus be accounted for by merely 
appealing to the few assumptions underlying constrained ontologies. This 
provided the answer we were looking for, but it also prompted further 
questions. For the path travelled here is not without parallels. The echoes 
of a central debate in philosophy of science can be heard by the initiated 
every step of the way. What of scientific realism? 

A constrained ontology provides a different kind of miracle, but it 
does not fall outside realist ambitions or, at the very least, not those of 
structural realists. A Constrained Realism seems to be a viable scientific 
realist stance. Interestingly enough, constrained ontologies do not go 
against the anti-realist stances either. This suggests that perhaps a form of 
Constrained Realism could be adopted that can diffuse many of the 
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disputes between the scientific realists and anti-realists. Only time will tell, 
however. 

What can we learn from this journey? It seems that there are at least 
three major lessons. 

The first major lesson is that the success of science does not 
necessitate stronger ontological commitments than the ones assumed in 
constrained ontologies. This is a purely logical point and, as such, a very 
strong one. Various ontological entities – such as natural kinds, objects, 
properties, tropes and the like – can perhaps be pragmatically useful tools, 
but it is strictly false to claim that they are ontologically necessary for the 
success of science. This fits well with ontic structural realism. 

The second major lesson is that a condition of evaluability can be a 
powerful theoretical tool. It states that distinctions are well defined only 
if there is some way to evaluate how they distinguish. There must be some 
specified way to determine which cases fall to which side of the 
distinction. This condition has been applied in the sciences to great effect, 
and it has played a central role in this work as well. It stands against 
arbitrariness and arises as a central methodological principle in science. 
What does the condition of evaluability entail, what is its historical 
background, and what further applications might it find are questions 
definitely worthy of further study. 

From these two lessons, a third one follows. Scientific theorizing 
should not be hindered by ontological considerations but needs to be held 
accountable to evaluability. Unevaluable theories cannot be epistemically 
justified, but evaluable theories already have all the necessary ontological 
commitments in place. If one can say how one’s actions in at least some 
instances would be constrained if a scientific theory was true, then the 
theory is evaluable, and all the required ontological work has already taken 
place. On the other hand, if no such analysis of evaluability has been given, 
then the scientific status of a theory can be questioned. This can have 
relevance for the debates concerning multiverse theories (Ellis 2014; 
Kragh 2009; Steinhardt 2014; Tegmark 2003) and anthropic explanations 
(see, e.g., McMullin 1993; Sober 2009; Weisberg 2005), since those 
debates revolve around evaluability of such possibilities and explanations. 

 In addition to these lessons, there are a handful of smaller opportune 
points. The first one concerns reduction, or the question of how the 
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relations between different sciences, theories, models and the like are to 
be understood. This is, of course, a case-specific question, but a 
constrained ontology can provide a very nice way for thinking about 
reduction. In a constrained ontology, more general theories are connected 
to less general ones via the associated scientific understanding, but they 
nevertheless do not contain them, since scientific understanding has to be 
specified on a case-by-case basis. So, while there is a way in which, say, 
quantum theory constrains steam engines, one cannot use quantum theory 
alone to determine the working of steam engines. In fact, since the 
connection is known, it can be evaluated to be practically inconsequential 
and hence quantum theories can simply be ignored when working with 
steam engines. The need for contextual specification and evaluable 
independence gives room for the autonomous status of different sciences 
and should be enough to dispel the myth of the reductive bogeymen. 

A related point can be made with respect to the issues of emergence and 
multiple realizability (see, e.g., Bersini 2012; Clayton, Davies 2006; Fodor 
1974; Kim 2006; Shech 2019). Since a constrained ontology does not have 
ontological entities, there is no need to identify a particular object with a 
particular function, nor does an emergent phenomenon need to be 
ontologically grounded on some substrate or another. All that is required 
is that there is a way to evaluate how the instantiators are connected to 
the instantiated, that is, how the emergent phenomenon is constrained by 
what it emerges from and how a realized object or function is constrained 
by how it is realized. Of course, this is of no help when the relation is not 
known (as in the case of conscious experience, for example), but it does 
mean that there does not seem to be an ontological problem with 
emergence or multiple realizability in a constrained ontology.  

Another interesting point relates to laws and ceteris-paribus conditions 
(see, e.g., Cartwright 1999). Since a general claim (a law, for instance) is 
only evaluable if it is applied to some instance of application, laws will 
always have relevantly similarity contexts of applicability. The “ceteris-
paribus conditions” can be thought of as playing the role of specifying the 
relevant applicability similarity classes. So, the conditions specify what 
sorts of cases the laws are supposed to be applied to. This means that 
there are no such things as totally universal laws in a constrained ontology 
and all applicability claims are effectively “ceteris-paribus” conditioned. 
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Of course, in scientific practice the contexts of application are often clear 
and there is no need to spell them out in detail (see, e.g., Woodward 2002).  

A constrained ontology can also help us to understand the prevalence 
and success of computational or model templates (Humphreys 2004; 
Knuuttila and Lottgers 2016). Computational templates are often 
mathematical “blueprints” that have a wide range of differing applicable 
cases. Common examples include the diffusion equation, normal 
distribution, Lotka-Volterra equation, harmonic oscillator equation and 
Poisson equation. If we were to interpret these equations in the traditional 
ontological fashion, a story would need to be told for why they have such 
a wide range of applicability. However, in a constrained ontology they are 
merely theoretical knowledge claims with a lot of interpretative freedom. 
This interpretative freedom is what allows them to have such varied 
interpretations.  

There is also a very close connection between Constrained Ontology 
and the manipulationist or interventionist type of contrastive 
counterfactual views of causation (see, e.g., Hacking 1983; Woodward 
2003). This is because evaluability plays a crucial role for both the causal 
views and for constrained ontologies. This is because the causal views are 
focused on how one evaluates causal claims. The contrasts in the 
contrastive views are ways to explicate the causal claims and thus make 
them more evaluable. Focus on counterfactuals is a way to highlight what 
one should evaluate for establishing the causal claim. Manipulations, on 
the other hand, are evaluable actions. This is all very consistent with the 
approach of constrained ontologies, since it has nothing to do with the 
metaphysics of causation. That is, manipulations are just ways of 
evaluating how different instances in the world can be faithfully 
represented via certain kinds of determination-relations (i.e. causal 
relations). The interventionist approach takes a slightly different route, 
since interventions are not tied to human agency. However, this is not a 
problem for a constrained ontology either, since interventionist causal 
claims do not need to be directly interpreted via one’s actions. That is, 
they can be taken as higher-level theoretical claims which can be tested 
indirectly by actions that, in the broad sense, are in fact performed by 
someone. There is actually no meaningful difference between causal 
claims and theoretical knowledge claims in Constrained Ontology; causal 
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claims are claims about how something is constrained, as are all other 
theoretical claims, even though causal claims tend to be of a more specific 
sort.  

There are doubtless other such hints at a connection. However, it is 
time to pull this work to a close, and there are still two issues to consider. 
The first one concerns the possibility of relaxing some of the assumptions. 
To refresh our memory, the three assumptions were:  

 
A1)  One can act in the world. 
A2) The way one’s actions in this world are constrained is not 

totally arbitrary. 
A3) One is able to interpret some specifications related to how 

one’s actions would be constrained. 

In addition, it was assumed that one can compare specifications, but 
that just basically follows from assumption A3. Now, relaxing assumption 
A1 would mean that one could not act at all, or one would be acting in 
some other world than the real one. Not being able to act at all literally 
gets one nowhere and is tantamount to having a completely inactive real 
world: nothing could be done, and nothing could happen that we have 
epistemic access to. Since there would be no epistemic access to such a 
world, such a possibility can be ignored. The other possibility, the “brain 
in a vat” type of case (see Putnam 1981), is based on a distinction between 
a real world and the world we live in that cannot be evaluated by any 
means. Thus, by the condition of evaluability it is not a well-specified 
possibility. In any case, it could not even provide any epistemic access to 
the world. Assumption A1 thus seems hard to evade. 

Relaxing assumption A2 would mean that the input we get from the 
world would be totally arbitrary. But if we get some input, then it cannot 
be totally arbitrary, and thus this just means that we get no input at all. 
Thus, relaxing assumption A2 actually leads to a denial of assumption A1. 
Now whether assumption A1 actually follows from assumption A2 
depends on how one interprets the modal dimension of “are constrained”. 
If our actions are constrained only if there are at least some actions, then 
A1 follows from A2. But if it merely means that if we would be able to 
act in the world then our actions would be constrained, then A1 does not 
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follow from A2 alone. Regardless, the denial of A2 does not look like a 
promising option. 

Relaxing the final assumption, A3, is a more possible stance, since it 
relates to our cognitive capabilities. Organized thought is not an 
ontological necessity. However, it is a necessity for conducting science 
and for communication in general. So, while one can deny condition A3 
on an ontological basis, one would be left in a very uninteresting world 
and definitely not one that has any intelligent life. It would be a world 
where any theoretical work would be impossible. 

Of course, since A3 relates to certain cognitive capabilities, an 
argument could be made that A3 can only be satisfied if one has some 
other more substantial assumptions underlying those abilities in place. 
Perhaps with the aid of cognitive and neurosciences, one could get a better 
grip of the relevant cognitive capabilities and come up with an argument 
to such an effect. This remains an open possibility in the philosophy of 
mind. However, an argument to the effect that the underlying assumption 
has to be that the ontology of the world has to be object-based seems 
unlikely. We already saw in Chapter 2 how justifying an object-based 
ontology runs into problems with evaluability. The general nature of those 
problems suggests that they are not that easily overcome.111 

Thus, there seems to be very little room for denying the three listed 
assumptions. However, one could try to deny the condition of 
evaluability. This would imply that one could take claims as justified and 
distinctions as well-specified, even though there would be no way of 
evaluating their justifications or even their content. Such a theoretical 
move can, however, easily be blocked by simply stating that it is incorrect. 
After all, if a claim does not need to be evaluable or have an evaluable 
justification, then the statement “it is incorrect to deny the condition of 
evaluability” is completely within bounds. Complete arbitrariness is self-
refuting and, funnily, also not and a pigeon. 

Of course, one does not have to embrace total arbitrariness. One can 
instead try to argue that the ontology or reality of the observed world is 

 
111 In this particular case, the problem is that such a claim is only evaluable if 

we can compare the different ontological situations. That is only possible if we 
already know which ontology we are working with. 
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in fact at least somewhat evaluable. The movie The Matrix is an example 
of this, as are some thought experiments regarding simulations (see, e.g., 
Bostrom 2003). However, this evaluability has to be such that it does not 
suppose any of the three listed assumptions. So, one would need to be 
able to evaluate whether the observed world is real or not without being 
able to act in any way on the real world. Appealing to some given 
epistemic authority, such as the consensus of a particular set of people, 
might be one way to achieve this. For instance, one could claim that the 
world is not real because five people on the street think it is not. However, 
such claims are easy to contradict by simply assuming some other such 
epistemic authority (yourself, for example). This contradiction mandates 
some sort of an evaluation regarding which of the epistemic authorities to 
prioritize. Since one cannot just choose a further survey of this kind, it is 
quite difficult to see how one could dissolve such a dispute if not by 
appealing to some assumed epistemic access and, consequently, to 
assumptions A1 and A2. It then seems that the options for denying any 
of the above listed assumptions are bleak. This is not to say that they are 
necessary, nor that there could not be a way around them, but it does 
mean that it will not be an easy hill to climb. 

As the final remark, we can raise a meta-philosophical question by 
turning the condition of evaluability towards philosophy itself. As noted, 
the more general a claim, the more interpretative freedom it contains. It 
has more instances it is about and, consequently, it has to afford more 
possible interpretations to accommodate those instances. On the other 
hand, a claim can be made more precise by constraining its interpretations. 
A formally presented expression is often more specified than one 
presented in natural language, for example. Generality and precision thus 
have opposite consequences. In science, this conflict is resolved by 
making the claims more complex and by using intermediate theories. For 

example, the central equation of general relativity is very compact (𝐺𝜇𝜎 +

𝛬𝜇𝜎 = 8𝜋𝑇𝜇𝜎), but it is embedded in a very complex underlying structure 

and interpreted with regards to the well-developed and understood 
Newtonian view of dynamics. With increased complexity, the risk of 
getting it wrong increases, however. To combat that risk, the role of 
evaluations is crucial. Scientific theories are evaluated on multiple levels 
and by means of multiple independent sources. It is the sheer amount and 
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quality of such evaluations that have allowed scientists to distil from the 
vast range of theoretical possibilities the few that seem to work. But now, 
if the goal of at least analytical philosophy is to study the most general in 
the most precise way possible, then should it not also face the exact same 
problems? And since philosophical claims are not supposed to be 
empirical or mathematical, they cannot be evaluated in the same way as 
those of the sciences. How are they then to be evaluated? Complexity goes 
against simplicity, consistency leaves almost everything on the table, 
intuitions vary and fruitfulness affords almost any measure. What does 
this imply for the level and reliability of philosophical theories? 

In any case, evaluability seems to be a fruitful notion that invites 
philosophical analysis. Here it was used to demonstrate how we can have 
successful science without problematic metaphysical posits. What else 
could it show us? 
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GLOSSARY OF TERMS 

Acting/actions: The way one is in the world. How one interacts with it. 
What sort of activities one performs in it. What sort of feedback or output 
those activities prompt. 
 
Applicability equivalence class: A set of cases for a theoretical claim where 
the claim applies relevantly similarly, that is, the theoretical claim does not 
make a distinction between the cases in the same class. For example, a 
theoretical claim regarding the probability of rolling a 3 on a 6-sided die 
is applied equally to all dice, irrespective of their colour. 
 
Condition of evaluability: A methodological requirement according to 
which distinctions are well defined only if there is some way to evaluate 
how they distinguish. There must be some specified way to determine 
which cases fall on which side of the distinction. 

 
Constrained actions: Actions that have non-arbitrary outcomes. That is, 
they prompt at least some feedback or output. 

 
Constrained Ontology: A view according to which the world is real in how 
it constrains one’s actions on it. 
 
Constrained Realism: A view according to which a constrained ontology 
is sufficient for accounting for the success of science in ontological terms.  
 
Constrained understanding: Understanding that has a form. 
 
Evaluability: Something is evaluable if there is at least some non-arbitrary 
way of determining how it is. 
 
Epistemic access: A way of obtaining knowledge regarding the world in 
at least some way. Epistemic access is evaluable if the way one can obtain 
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knowledge of the world is non-arbitrary, namely, it has been given some 
form.  
 
Epistemic representation: A representation that can support valid 
inferences from the vehicle of a representation to the target of a 
representation. 
 
Faithful representation: An epistemic representation that also has sound 
inferences from the vehicle of a representation to the target of the 
representation. 
 
Form: The way something has been specified to be non-arbitrary. 
 
Instance: Cases of our actions being constrained in some particular way. 

 
Interpretation: An explication of how something relates to something 
else. 
 
Instrumentalist challenge: The success of science does not seem to be able 
to determine which ontological view one should adopt.  

 
Ontology: A view of how the world is. 
 
Problem of success: A combination of the Realist and Instrumentalist 
challenges. What is the relation of scientific success to ontology?  
 
Realist challenge: Success implies some reality. Science can only be 
successfully about the world if there is some world it is about. 

 
Scientific representation: An activity where something (the vehicle of a 
representation) is used to infer something about something else (the target 
of a representation) in an evaluable way.  
 
Scientific understanding: Part of theoretical knowledge. Consists of the 
interpretations of specified knowledge claims in relation to specified 
instances.  
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Specification: Explicit expressions of how something is. 

 
Substantial entity: An entity that is not merely used as a representational 
tool but in fact exists in the world. For example, some anti-realists do not 
ascribe a substantial reality to some unobservable entities. 

 
Theoretical knowledge claim: A knowledge claim that is general and 
useful. General knowledge can be applied to multiple differing instances. 
Useful knowledge demands at least that the knowledge applies to some 
case and not to all cases. (It can support a distinction between the different 
cases in terms of applicability.) Theoretical knowledge consists of two 
parts: 1) specified knowledge claims and 2) scientific understanding.  

 
Traditional ontology: Ontological views according to which the world 
consists of various substantial entities.  
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