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Muita tietoja — övriga uppgifter — Additional information





Contents

1 Introduction 1

2 Algorithm assisted decision-making 3
2.1 Different uses for algorithm assisted decision-making . . . . . . . . . . 4
2.2 Biases in algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
2.3 Inherited biases . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.4 How to identify bias . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.4.1 Statistical fairness . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.4.2 Fairness based on predicted classifications . . . . . . . . . . . . 9
2.4.3 Fairness based on predicted and actual outcomes . . . . . . . . 9
2.4.4 Fairness based on predicted risk scores and actual outcomes . . 10
2.4.5 Individual fairness . . . . . . . . . . . . . . . . . . . . . . . . . 10

3 Different ways to handle bias 11
3.1 Bias reducing measures . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

3.1.1 Statistical tests . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
3.1.2 Absolute measures . . . . . . . . . . . . . . . . . . . . . . . . . 15
3.1.3 Conditional measures . . . . . . . . . . . . . . . . . . . . . . . . 17
3.1.4 Situation measures . . . . . . . . . . . . . . . . . . . . . . . . . 18

3.2 AI fairness 360 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
3.3 Open Algortihms (OPAL) project . . . . . . . . . . . . . . . . . . . . . 20
3.4 Layered model for AI governance . . . . . . . . . . . . . . . . . . . . . 21

4 Transparency and accountability 25
4.1 Accountability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
4.2 Algorithmic transparency . . . . . . . . . . . . . . . . . . . . . . . . . . 26
4.3 Algorithm fairness in the public sector . . . . . . . . . . . . . . . . . . 28

5 Discussion 35



6 Conclusion 37

Bibliography 39



1 Introduction

Computer algorithms are increasingly used in making decisions on several aspects of life
including taxation, advertising, loans, and social services. Although the use of artificial
intelligence and computer algorithms do help people in determining the best solutions,
there are some issues that need to be taken into account when analyzing the results
and the whole computer-aided decision-making process. The purpose of this thesis is
to provide an overview of the possible biases in algorithm assisted decision making,
how these biases affect the decision making process, and go through some proposes
on how to tackle these biases. Some of the proposed solutions are more technical,
including algorithms and different ways to filter bias from the machine learning phase.
Other solutions are more societal and legal and address the things we need to take into
account when deciding what can be done to reduce bias by legislation or by enlightening
people on the issues of data mining and big data.

Algorithm assisted decision-making can be described simply as a system that takes
certain inputs and produces certain outputs. Some of these systems are more robust,
where the algorithm goes through a set of programmed steps and makes reasoning
and deductions based on how the model is built. Some systems are based on machine
learning, where models are trained with learning algorithms using large data sets to
classify or foretell possible future outcomes (Binns, 2018). This thesis will concentrate
on the machine learning part of algorithm assisted decision making.

Algorithm assisted decision-making, or machine learning works by collecting large
amounts of data which is then processed using a set of rules to produce results that
human users can then use in their decision-making process. This has huge benefits as
computers can handle vastly larger data sets and in a fraction of time compared to
humans. (Persson and Kavathatzopoulos, 2018).

Algorithm assisted decision-making processes might lead to more objective and thus
potentially fairer decisions than those made by humans who may be influenced by greed,
prejudice, fatigue, or hunger. However, algorithmic decision-making has been criticized
for its potential to enhance discrimination, information and power asymmetry, and
opacity (Lepri et al., 2018).





2 Algorithm assisted decision-making

Algorithm assisted-decision making can be described as the processing of input data
to produce a score or a choice that is used to support decisions. These decisions
are made using prioritisation, classification, association, and filtering 2.1. In some
settings, algorithmic decision-making systems have been used to completely replace
human decisions. But in most scenarios, there is still a human involved in the final
decision in some way. And the decisions that human user makes are influenced by
the prioritisation, classification, association, and filtering that the algorithm suggests
(Cheng et al., 2019).

In today’s world, there is are massive amounts of data available to train algorithms.
This combined with increased analytical and technical capabilities is enabling re-
searchers, companies, governments, and other public sector actors to resort to data-
driven machine learning-based algorithms to tackle complex problems in a variety of
different areas. Many decisions with significant individual and societal implications
previously made by human experts are now done or assisted by algorithms. These de-
cisions include amongst others hiring, lending, policing, criminal sentencing, and stock
trading (Lepri et al., 2018).

Figure 2.1: A typical machine learning case.

(Žliobaitė, 2017)
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2.1 Different uses for algorithm assisted decision-
making

The use of algorithms in decision-making processes is a growing trend in a wide variety
of uses. Criminal courts use a system to assess the risk of recidivism on deciding
whether or not a defendant should wait on bail for his or her trial or be detained
Cheng et al., 2019. Private global platforms, such as Google and Facebook, use AI-
based filtering algorithms to control access to information. Security and safety decision-
making systems rely heavily on AI-based facial recognition algorithms. Child protection
agencies use predictive analysis to make better use of historical information to assess
cases with more accuracy and speed (Chouldechova et al., 2018). Companies are using
algorithms to help sort job applications as there might be over a thousand applicants
for one job (Persson and Kavathatzopoulos, 2018).

2.2 Biases in algorithms

Although machine learning and the use of algorithms do help us in a wide variety of
uses, it is not without problems. One might assume that algorithm assisted decision-
making would be more just, fair, and transparent (Lepri et al., 2018). This is driven
by the idea that ‘objective’ machines base their decisions solely on facts and remain
unaffected by human cognitive biases, discriminatory tendencies, or emotions (Tolan,
2019). There have been studies where scholars and activists have pointed out a range
of social, ethical and legal issues related to algorithm assisted decision making. Their
findings include bias, discrimination, and lack of transparency and accountability. In
some cases, algorithms can even magnify or reproduce patterns of discrimination and
reflect the biases present in today’s society (Lepri et al., 2018). The biases in algo-
rithms can come from several sources 2.2. The real world institutionalized biases and
learned prejudices make their way to big data, along with measurement errors and
sample biases. Even the algorithms can be biased on purpose or unintentionally by the
decision-makers and developers (Tolan, 2019).

Algorithms prioritize information so that it emphasises some things and understates
other things. And in most cases, it is necessary that algorithms prioritize because ba-
sically, that is what is expected of them. For example, search engines use prioritization
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Figure 2.2: Different sources on bias and unfairness in machine learning.

(Tolan, 2019)

to get better results (and show you targeted ads at the same time). But it needs to
be remembered that prioritization is always inherently discriminatory. There is always
some sort of weighing and ranking that has been decided upon and these actions need
to be carefully considered when making the decisions to not add any more unwanted
bias (Diakopoulos, 2016).

In classification decisions, entities are marked as belonging to some class based on the
entities’ key characteristics. Later on, the entities are subject to all kinds of decisions
and if the decision-making is fully automated, there are even more possibilities for bi-
ased and uncertain results. When developing classification algorithms, we need to also
take into account the accuracy of the classifications. How many false positives or neg-
atives there might be and what are the consequences of such incorrect categorisations
(Diakopoulos, 2016)? For example, if a person is marked as a felon (false positive), it
might cause significant problems in his or her life.

Association creates relationships between entities. These relations can be generic for
example ”related to” or ”similar to”, or more specific ones. The problem with associa-
tions is that people tend to interpret them as being true, even though it would not be
the case (Diakopoulos, 2016). For example, if a person has been incorrectly associated
and publicly linked to something negative, repairing the fallout and lost reputation
might be a long and troublesome process.

From a general legal point of view, there is fairness when people are not being discrim-
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inated against on the basis that they belong to a certain group (Tolan, 2019). This
group can be for example race, gender, education, religion, or almost any classifying
trait. Fairness is a multifaceted, context-dependent social construct that defies simple
definition (Bellamy et al., 2018). Žliobaitė, 2017 defines fairness as ”(1) People that are
similar in terms of non-protected characteristics should receive similar predictions, and
(2) differences in predictions across groups of people can only be as large as justified
by their non-protected characteristics.” As mentioned earlier, the question that which
characteristics are non-protected and which are protected differs from case to case.

2.3 Inherited biases

As machine learning and algorithms use real-life data, they will also learn the biases and
discrimination prevalent in the real world. Algorithm assisted decision making relies on
past decisions, so the algorithms and results will also inherit the biases, discrimination,
and prejudices of those past decisions.

Sample bias is bias that happens when the training data sample does not represent
the whole data. This happens due to measurement error - a systematic error in the data
collection phase (Tolan, 2019). Measurement error might happen for example if some
police officials decide to use predictive policing, meaning that more police patrols are
added to a certain area. This causes more arrests in that area just because there are now
more police patrols. This would in turn affect the weighs of some other protected values
(race, ethnicity, wealth, etc) in future classifications. It is also studied that sample bias
is more prevalent in data sets concerning minorities. This can be for several reasons that
are either because of historical discrimination or as a byproduct of that discrimination.
For example, poor people might be left out completely out of some data sets if the data
collection includes some element that is linked to the persons’ wealth ie. a smartphone
(Tolan, 2019). In general, smaller amounts of instances and thus ”poorer” data sets
are more likely to cause discriminating results be it to wealth, geographic location,
lifestyle, or any other variable that differs from the general population.

2.4 How to identify bias

Bias can be identified in several ways. One way is to analyse the statistical signif-
icance of the sensitive attributes using regression slopes and to see if there are any
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correlations (Žliobaitė, 2017). Other options include classifying for example by the de-
pendencies to which they are sensitive. So when an algorithm produces a result that is
probabilistically dependent on a sensitive variable like race or sex, there is evidence of
bias. Another way is to measure the sensitive variables and their influence on outcome
disparity. That is to see if a person receives a loan or is granted parole. The measure-
ment of whether or not the reliability of an algorithm’s returned score is different to
different groups of people (or classes) is also a way to identify bias. These different
types of measures can be divided into two groups: behavior-relative measures of error
bias which include balance, misclassification, predictive equality, and false positive and
false negative rates. The other group, score-relative measures of error bias includes
methods such as calibration and predictive parity (Glymour and Herington, 2019).

Figure 2.3: Bias-identifying measures.

Zliobaite lists four different groups of methods to identify bias by measuring discrim-
ination 2.4: statistical tests, absolute measures, conditional measures, and situation
measures. Statistical tests tell whether or not discrimination can be found at the data
set level. Absolute measures can be used to determine the magnitude of discrimination
by comparing the sensitive values and the prediction result. Conditional measures are
used for capturing the magnitude of discrimination for results that cannot be justified
by any non-sensitive values. Situation measures tell how widespread the discrimination
is on a data set (Žliobaitė, 2017). These algorithms are presented in 3.1.

2.4.1 Statistical fairness

When talking about algorithmic fairness, there are several different definitions for it,
which can be divided into two categories: individual fairness and statistical fairness.
Statistical fairness(also known as group fairness) can be further distinguished into three
categories according to what the fairness is based on:
- Predicted classifications
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Figure 2.4: Different sources on bias and unfairness in machine learning.

(Žliobaitė, 2017)

- A combination of predicted classifications and actual outcomes
- A combination of predicted risk scores and actual outcomes Tolan, 2019

To help describe statistical fairness descriptions, Tolan, 2019 presents a confusion ma-
trix 2.5 that shows the possible outcomes Y against the predicted outcomes Yˆ.

Figure 2.5: Cross-tabulation of actual and predicted outcomes.

(Tolan, 2019)
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2.4.2 Fairness based on predicted classifications

Demographic parity, or group fairness based on predicted classifications holds true if
the following condition holds:

E[Yˆ = 1|A = a] = E[Yˆ = 1 |A = b]

Let’s say that for example, we are trying to calculate recidivism risks on defendants.
In order for predicted classifications to hold true, the share of defendants classified as
high risk should be the same on different protected or sensitive values (race, gender,
etc.). An extension of this is conditional demographic parity:

E[Yˆ = 1 |X = x, A = a] = E[Yˆ = 1 |X = x, A = b]

This means that as long as the recidivism risk is equal considering the defendants’
”legitimate” characteristics, then all is ok. Legitimate characteristics are features that
are considered ok to discriminate against as they are highly predictive of the outcome
but not of the protected attributes (Tolan, 2019). Meaning that people from different
protected groups should have the same classification or at least very close to each other.

When measuring fairness by using the demographic parity method, one must take into
account the problem of the algorithm: There is no direct connection to the outcome.
According to Tolan, 2019, This causes the problem of self-fulfilling prophecy. So the
decision-maker could make it seem so that the demographic parity is ok by classifying
the same amount of people as low risk from different groups but in reality choosing
actual low-risk people in one group and randomly in another, thus causing bad results
for the group with randomly selected people (Tolan, 2019).

2.4.3 Fairness based on predicted and actual outcomes

In this fairness definition both the predicted and actual outcomes are analysed. So
if the classifier makes an incorrect classification, it should be equally incorrect in all
other protected groups. This is because getting the classification wrong in only one
group would affect the groups’ equality compared to other groups. This is also known
as indirect discrimination (Tolan, 2019). So basically if the classifiers’ error rates are
unbalanced across different groups, the results can be quite harmful for the person. In
the case of recidivism for example, an erroneous classification can mean jail time on
quite shaky grounds.
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One way to define fairness of this type is to calculate the error rate balance. In
that, fairness is achieved if the false negative rate and the false positive rate are equal
in certain protected groups.

E[Yˆ = 1 |Y = 0, A = a] = E[Yˆ = 1 |Y = 0, A = b]

and

E[Yˆ = 0 |Y = 1, A = a] = E[Yˆ = 0 |Y = 1, A = b]

A critique for this kind of fairness definition is that it can be manipulated intentionally
if it is known how the classifier works. For example, if police start mass-arresting
innocent people and classifying them as low risk, the risk classification of the groups
to which these people belong to would be lowered more than it actually should.

2.4.4 Fairness based on predicted risk scores and actual out-
comes

While the other fairness definitions mentioned above relate to the fairness of classifi-
cations, this one relates to the fairness of risk scores. This type of fairness definition
is also known as calibration. In calibration, for a given risk score, the amount of
re-offenders should be the same in all protected groups (Tolan, 2019).

E[Y = 1jR = r, A = a] = E[Y = 1jR = r, A = b),∀rεR]

Tolan, 2019 notes that calibration can usually be satisfied by default if the data used
to train the classifier contains enough features that predict the protected features.

2.4.5 Individual fairness

While group fairness or statistical fairness measures indirect discrimination by com-
paring group characteristics, individual fairness concentrates on finding fairness and
removing bias on the individual (Žliobaitė, 2017). Individual fairness is measured by
testing the similarity of two individuals (a,b) by their distance in terms of their pre-
dicted outcomes (Yi, Yj) and individual characteristics (Xi, Xj). If the distance between
the predicted outcomes is not greater than the distance between the characteristics,
then individual fairness is achieved on those individuals (Tolan, 2019).



3 Different ways to handle bias

As the subject of algorithmic fairness is generally acknowledged, there already exists a
number of different solutions and proposals to minimise or remove bias in algorithms.

The simplest solution would be to not include the attributes that are in some way
sensitive or can cause bias. This is called the fairness through blindness approach.
This solution however, is not without problems in terms of accuracy and might even
have an opposite effect on fairness compared to a learning set that has the protected
values included. This is because if we remove an attribute that is or might be sensitive,
then we cannot identify the effect that attribute would have on classification results
(Lepri et al., 2018).

One solution is so-called statistical parity, a group fairness method where each classifi-
cation group receives an equal share of each possible outcome (Tolan, 2019). Critiques
of group fairness have pointed out that although the results might look good on the
group level, on the individual level group fairness methods can reduce fairness (Lepri
et al., 2018). Nevertheless, statistical parity is a good tool for determining fairness
between groups. One example of this is when in the US, banks were more reluctant
to give loans to non-white people. Because race could not be used as the reason for
declining a loan, post-code was used basically as a proxy for discrimination (Žliobaitė,
2017). And thus if the bank’s past loan decisions were used to teach an algorithm to
speed up the application process, the racist practice could be seen as a neutral and
objective machine learning rule without testing the results against statistical parity.

As there is no single algorithm that will fix unfairness, one needs to know what methods
to use and what algorithms to use in the selected method. (Bellamy et al., 2018) et al.
have listed five different types of bias mitigating methods and the solutions that can
be used in each method. These are listed in figure 3.1.

Minimizing biases is not just making better machine learning algorithms. It requires
an in-depth understanding of the whole problem from the technical, social, historical,
and judicial point of view.

Noriega-Campero et. al. propose an active fairness framework approach, where the
decision-makers actively adjust the information sets and inference to suit the needs of
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Figure 3.1: Overview of different types of bias mitigating methods and available solutions.

(Bellamy et al., 2018)

different groups or individuals (Alejandro et al., 2019).

The OPAL project aims to have a more transparent and accountable algorithm assisted
decision-making process by including people from a wide range of areas (Lepri et al.,
2018).

3.1 Bias reducing measures

Although an algorithm by itself cannot be discriminatory, its results and the generated
learning model can be when used in decision making. That is why the developers and
decision makers should use algorithms that identify and thus reduce bias when the data
includes values that can be considered prone to discrimination.

Zliobaite lists a number of different solutions that can be used to make the algorithmic
assisted decision-making process fairer. We will go through them in the following
sections. The solutions will all use the notation presented in figure 3.2.

It should also be noted that in most cases it is impossible to remove bias completely
from the algorithm. Be it from source data, learning models, or end results. Therefore
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Figure 3.2: Summary of notations.

(Žliobaitė, 2017)

persons involved in algorithm-assisted decision-making either as developers, users, or
subjects should acknowledge that data is inherently biased and take this into account
when analysing the results and the different factors involved in the process (Diakopou-
los, 2016).

3.1.1 Statistical tests

Statistical tests are used to identify indirect discrimination in data. They check how
likely is that the algorithm’s result happened by chance. It is done by first assuming,
that there is no bias between a general group and a group with sensitive values. After
this the selected groups’ differences are checked to see if they could have happened
by chance or not. If it is determined that the probability for the difference is not by
chance, then there is evidence of bias. Statistical tests cannot tell how much bias is
evident but they can be used in model learning to prevent discrimination (Žliobaitė,
2017).

Regression slope test fits Ordinary Least Squares regression into the data and checks
if the sensitive variables’ regression co-efficiency is significantly different from zero. The
test statistic is t = b/σ where b is the estimated regression coefficient of s, and σ is
the standard error. n is the number of observations, f(.) is the regression model and ŕ
indicates the mean Žliobaitė, 2017.
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Difference of means test assumes independent samples and that the means of the
two groups are equal.

Where n0 is the number of individuals in the unprotected group and n1 the number of
individuals in the protected group.

δ0
2 and δ1

2 are the sample target variables in the respective groups.

Difference in proportions for two groups assumes that the rates of positive out-
comes in the two groups compared are equal.

Where

Difference in proportions for many groups can be used to test several groups at
once, let’s say for example several, ethnic groups. The amount of groups is defined in
k.
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3.1.2 Absolute measures

Absolute measures are used to find out the degree of differences between groups. It is
usually used to compare two groups. If there are more than two groups to be compared,
then they are all compared separately to the most privileged group. The groups that
are compared have been formed on the basis of a sensitive attribute (males vs. females
for example) (Žliobaitė, 2017).

Mean difference measures the difference between the means of the targets of the
measured groups. If there is no difference then no bias or discrimination is apparent.
The mean difference is one of the most used measures in fairness-aware data mining
(Žliobaitė, 2017).

If used with binary variables, the mean difference is calculated by

Normalized difference is used for classification of binary values’ mean difference
normalized by the rate of positive outcomes:

Where

Takes in account the maximum possible discrimination δ = 1 on the given positive
outcome rate. If δ = 0 then there is no discrimination (Žliobaitė, 2017).

The Area under curve (AUC) is used to measure bias when the sensitive variable
is numeric.
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Impact ratio is the ratio of the positive outcomes for the protected group against the
general group. In the US, criminal courts are using impact ratio to quantify discrim-
ination. If the ratio of positive outcomes for the sensitive group is below 80 percent
compared to the general group, then the decision is marked as discriminatory (Žliobaitė,
2017).

A similar one to the Impact ratio is the Elift ratio, where the denominator is the rate
of positive outcomes instead of the general group (Žliobaitė, 2017).

Odds ratio is used to measure association between exposure and outcome. It is used
to measure discrimination (Žliobaitė, 2017).

Mutual information is used to measure dependencies between variables. If discrim-
ination has been found, mutual information can be used to measure the magnitude of
discrimination.

Balanced residuals is meant to find the accuracy of the predictions. It measures the
difference between model outputs and the actual outcomes that are recorded in the
dataset.
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3.1.3 Conditional measures

The different measures listed in the previous section were all absolute measures. That
means that they view all differences between the measured values as discriminatory.
Conditional measures try to take into account the other values that might be respon-
sible for some part of the difference between the measured groups. For example dif-
ferences in acceptance rates between two different ethnic groups might be because
education is valued more in one group compared to the other. The differences between
the groups after education levels are taken into account would then tell if there are
signs of discrimination (Žliobaitė, 2017).

Unexplained difference measures the overall mean difference after the explainable
(non-discriminatory) variables are sorted out.

And where

Unexplained difference can be used to check several variables at the same time using
clustering (Žliobaitė, 2017).

Propensity models can be used to measure discrimination by splitting a model with
a known sensitive value to several smaller data sets and then using selected absolute
measures to check for discrimination for each data set separately (Žliobaitė, 2017).

The Belift ratio is a variation of the Elift ratio mentioned earlier with the addition
of conditioning the positive outcome on the input variables.

The use of Belift ratio requires sufficient knowledge of Bayesian networks as the prob-
abilities are estimated by using them (Žliobaitė, 2017).
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3.1.4 Situation measures

The previous examples are used to measure discrimination in a group. If we want to
focus on an individual and see whether or not that individual is discriminated against,
we can use situation measures (Žliobaitė, 2017).

Situation testing indicates which fraction of individuals with a sensitive attribute
might be discriminated against. In situation testing each individual is compared to the
opposite group and tested for difference in the classification result.

Where the result for the individual is calculated by

Consistency is a variation of Situating testing. It compares the predictions of an
individual to his/her nearest neighbours whereas Situation testing compared against
an opposite group (Žliobaitė, 2017). When using Consistency one should take into
account that if the correlation between the sensitive value and the non-discriminatory
values is high, it would not detect discrimination. This can be remedied by using
Correlation together with Mean difference (Žliobaitė, 2017).
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3.2 AI fairness 360

AI Fairness 360 (AIF360) is an extensible open-source toolkit for detecting, under-
standing, and mitigating algorithmic biases. Its goals are to promote a deeper un-
derstanding of fairness metrics and mitigation techniques; to enable an open common
platform for fairness researchers and industry practitioners to share and benchmark
their algorithms; and to help facilitate the transition of fairness research algorithms to
use in an industrial setting (Bellamy et al., 2018). Its aim is to be the first system to
bring together bias metrics, bias mitigation algorithms, bias metric explanations, and
industrial usability.

AIF360 3.3 is designed to be an end-to-end workflow with two goals: ease of use and
extensibility. Users should be able to go from raw data to a fair model as easily
as possible while comprehending the intermediate results. In AIF360, there are three
main paths to the goal of making fair predictions: fair pre-processing, fair in-processing
and fair post-processing. Each of these corresponds to a category of bias mitigation
algorithms implemented in AIF360. Functionally all three work by having an input
dataset that produces an output dataset.

The bias mitigation algorithms categories are based on the location where these al-
gorithms can intervene in a machine learning process. If the algorithm is allowed to
modify training data, then it is pre-processing. If the learning procedure for a machine
learning model can be changed, then it is in-processing. If the algorithm can have no
access to pre- or in-processing stages but rather receives the output as a black box type
data, then post-processing can be used. There are differences however on how each
processing path works and what needs to be taken into account when using any of said
methods.

The AI Fairness 360 toolkit is not a magical do-it-all solution, but it does provide re-
searchers and developers a platform to experiment and compare different bias-detecting
algorithms as well as benchmark new algorithms. It also provides important informa-
tion on bias checking and mitigation.
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Figure 3.3: AIF360 fairness pipeline.

(Bellamy et al., 2018)

3.3 Open Algortihms (OPAL) project

The Open Algorithms (OPAL) project is ”a multi-partner socio-technological platform
led by Data-Pop Alliance, Imperial College London, the MIT Media Lab, Orange S.A.,
and the World Economic Forum, that aims to leverage private sector data for public
good purposes by ”sending the code to the data” in a privacy-preserving, predictable,
participatory, scalable and sustainable manner” (Lepri et al., 2018). It was started to
make data collected by private companies more accessible to researchers and policy-
makers and to use that data to develop a better understanding of several aspects of
human life around the globe. This better understanding can then be used to further
develop societies from a data-centric point of view.

The OPAL platform allows running algorithms on the client servers so that raw data
cannot be exposed and misused. The open-source algorithms used are designed in
cooperation with locals in order to serve local needs and respect local values. The
algorithms will also go through a review by several stakeholders in order to minimize
possible biases. Additional filtering of data on top of the algorithm is also allowed thus
creating an additional layer of privacy protection. To enhance auditing and account-
ability, the processing chain can be done using blockchain technology (Lepri et al.,
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2018).

Figure 3.4: The OPAL project architecture.

(The Opal Project n.d.)

Local engagement and empowerment are key factors in the OPAL project’s development
phase. This way local needs and requirements can be implemented into the open-source
algorithms allowing for a more transparent data governance (Lepri et al., 2018).

3.4 Layered model for AI governance

While AI and algorithmic assisted decision making is getting more and more common
also in the public sector, it is still quite the wild west in terms of accepted standards
and regulations. The use of AI-based processes and algorithms are more and more
widely used in the public sector. Hospitals, courtrooms, schools, at home and on the
road use technology that assists us in our decisions (Gasser and Almeida, 2017). When
a new technology starts to be more widely used, it becomes under the scrutiny of
policymakers about the risks the technology might include. The risks can be divided
into the following areas of interest:

• Justice and equality. To what extent can AI systems be designed and operated
to reflect human values such as fairness, accountability, and transparency? Can
the systems be designed to prevent any more inequalities or biases?
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• Use of force. As AI-based systems are being used to make decisions about the
use of force, how much human control is needed or required? Who is accountable
for the results of AI-based use of force?

• Safety and certification. Especially instances where AI-based systems have a
physical manifestation (ie. robot cars), how do we define and validate safety
thresholds? Standards and certifications are one solution.

• Privacy. Because AI-based systems rely on large amounts of data, what kind
of privacy issues and threats do they produce? Examples include government
surveillance of its citizens and profiling of customers by corporations.

• Displacement of labor and taxation. To what extent will AI-based machines
replace jobs performed currently by humans and what are the effects if robots
don’t pay taxes?

(Gasser and Almeida, 2017) suggests that for future challenges on AI and algorithmic
assisted decision making, we should start to consider the larger structural issues present
in regulating AI based technologies. Gasser lists three points that define a governance
model for AI and algorithmic assisted decision making.

Information asymmetries. Although AI and machine learning have great potential
to shape the lives of virtually everyone and they are being used in a growing number
of fields, only a handful of people really understand their underlying workings. This
causes big differences in the knowledge and understanding of these systems between
different parties. And usually, it is the case that the consumers and decision-makers
do not fully comprehend that with what they are dealing with. Therefore an effort has
to be made to make the public understand the whole AI and machine learning world
and its different manifestations and contexts better (Gasser and Almeida, 2017).

Finding normative consensus. Usually, when discussing AI governance and other
related issues, the discussion seems to focus on risks. But AI also offers huge pos-
sibilities to potentially make society better. Any governance model should therefore
include spaces for cost-benefit analyses and normative consensus building among dif-
ferent stakeholders. Especially if there are trade-offs involved in the design of these
systems. The governance system should also take into account the possible geographical
and contextual differences and provide interoperability between different frameworks
(Gasser and Almeida, 2017).
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Government mismatches. Although there might be a common understanding of
the issues at hand, the requirements, needs, and goals differ between governments with
each having their own objectives. Therefore an efficient governance model should not
be based on a state-centric regulatory laws but instead be a more broad model. (Gasser
and Almeida, 2017) suggests a layered model for AI governance 3.5, that combines the
different instruments to tackle the issues stated. By making the model modular, the
number of inter-dependencies that need to be analyzed is reduced. The model for AI
governance from the top down is:

• social and legal

• ethical

• technical foundations that support the ethical and social layers

Figure 3.5 shows the layered governance model. The different layers sit between society
and AI systems. The closer the layer is to society, the slower it is to implement
solutions. The fastest solutions to implement are standard and principles on developing
algorithms.

The Technical layer The technical layer is the basis of the AI governance system. It
consists of the algorithms and data that it uses. In the technical layer, there would be a
set of principles for accountable algorithms. These principles would be: responsibility,
explainability, accuracy, auditability, and fairness. The goal of this data governance
is to safeguard against discrimination on race, ethnicity, sex, religion, gender, sexual
orientation, disability or family status. (Gasser and Almeida, 2017).

The Ethical layer On top of the technical layer would be the ethical layer, where
high-level ethical concerns that apply to different types of AI issues would be handled.
An example of an ethical case would be when an insurance company’s algorithm charges
a certain group of people a higher premium based on variables such as race or gender.
The IEEE already has general principles on AI and autonomous systems so the work
has already started on these ethical issues (Gasser and Almeida, 2017).

The Social and Legal layer The last layer would include creating institutions and
allocating responsibilities to regulate AI and algorithms. Of course, as algorithms and
their uses are quite different, there would be no strict regulation across the whole
field but a more general set of guidelines that emerge from human rights and other
international legal frameworks such as GDPR (Gasser and Almeida, 2017).
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Figure 3.5: A layered model for AI governance. The interacting layers (whic sit betweeen society
and AI applications) are social and legal; ethical; and technical foundations that support the ethical
and social layers.

(Gasser and Almeida, 2017)



4 Transparency and accountability

While algorithms can make autonomous decisions, they are not void of human in-
fluences: criteria choices, optimization functions, training data, and the semantics of
categorization among other things. These are all somehow affected by the human user’s
own biases, prejudices, culture and so on(Diakopoulos, 2016). Also, the incorporation
of algorithms into the decision-making process can bring obscurity as to who made
the decision and why and on what grounds. These uncertainty-factors affect both the
subjects of the decision (usually the citizens), and also the decision-makers as well
(Oswald, 2018).

4.1 Accountability

One way to increase accountability is what Diakopoulos, 2016 refers to as ”algorithmic
accountability reporting”, where key dimensions of the algorithm are sampled against
the input-output relationships received and then analysing the influences, mistakes
and, biases found. This is especially useful in so-called black box cases, where the
algorithms and the whole machine learning model is not available for scrutiny. This
might be the case for example if the algorithm is deemed as an important asset for the
company containing business secrets. Diakopoulus showed that Uber’s surge-pricing
algorithm and their dynamic pricing did not attract more drivers on busier hours, but
instead redistributed current drivers’ locations to more heavily congested and more
lucrative areas thus leaving other areas with lesser drivers and diminished service.

Binns argues that for algorithmic accountability, the values and standards of both
sides - meaning decision-makers and decision subjects - will always be out of sync and
that allowing either party to have precedence would just result in either indifference
to individual’s needs or too high standards that are too difficult to fulfill. Instead, he
suggests the use of algorithmic accountability as public reason (Binns, 2018).

Public reason is a concept used in politics that tries to find common ground by stating
that ”universal rules must be justifiable on grounds that are suitably public and shared
by all reasonable people in society, and without appeal to beliefs that are controver-
sial” (Binns, 2018). In practice, this translates to a set of publicly accepted values
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that everyone can agree upon. These Values might include for example liberty, equal
opportunity, and freedom of speech. In the case of algorithmic decision making and
AI, this means that historical or other biases that are found in the data sets and in
the training of the algorithm should be put up for scrutiny of public reason. In other
words, decision-makers cannot hide behind the algorithm or poor explanations about
the algorithms’ logic.

Of course, as the use of algorithms in decision making is widespread to a multitude of
areas in society, there cannot be a fixed set of rules and principles that must always
be followed. For example in dating and matchmaking services, the use of attributes
generally deemed as protected are accepted to be ’discriminated’ against. These at-
tributes like age, gender, and sexual orientation can be used to find suitable partners.
But in other aspects of society, for example job applications and criminal justice, this
would definitely not be the case.

4.2 Algorithmic transparency

(Diakopoulos, 2016) Lists five categories of algorithmic transparency: human involve-
ment, data, the model, inferencing, and algorithmic presence.

Who has control over the algorithm? Who has knowledge of the big picture and who is
accountable? These kinds of questions should be answerable when defining algorithmic
transparency. Especially in cases where the government or public institutions are
involved. If the persons who made the code and the decisions are known, it would
reduce the possibility of bad or biased code and also persons would have a sense of
public responsibility to get the job done right (Diakopoulos, 2016).

When thinking about the transparency of data, there are many options. One way to
be more transparent is to make known the quality of data. How accurate or complete
is the data? Or are there some uncertainty issues involved? What kind of assumptions
were made during the collection of the data? How was the data collected, defined,
or edited? The time frame when the data was collected might also be an important
aspect, as the validity of data might change over time Diakopoulos, 2016. All of these
listed have their own effect on the possible biases in data so the more transparent the
data is, the more possibilities we have to reduce or remove bias.

The modeling process, meaning the features and variables used in the algorithm as well
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as their weightings are important information when assessing the transparency. These
factors always include human involvement so we would like to know how the persons
have come to their decisions about weighing and variables and are there other possible
models for comparison (Diakopoulos, 2016)?

Inferencing, that is the assumptions made by the algorithm such as classifications and
predictions is also a point to consider. How many false positives or false negatives there
were? What was the margin of error and accuracy rate? Is it known that are the errors
result of human involvement, data input, or the modeling algorithm (Diakopoulos,
2016)?

Algorithmic presence means that is when and how the algorithm is used or is it used at
all. What information does the algorithm filter away? For example, Facebook defines
what posts or conversations your are seeing or not seeing. And if you post something,
who of your friends are not seeing them and why (Diakopoulos, 2016).

Of course, as there is big money involved in big data, not all are keen on providing full
transparency. Be it for lack of willingness to reveal corporate algorithmic secrets to
competitors or to prevent gaming, that is to try and find a way to cheat for example
an online bank loan application so that the loan applicant will get a more favourable
result.

So at least some opacity is in most cases acceptable but again, this is always relevant
to the case. (Burrell, 2016) lists three different types of opacity in algorithmic assisted
decision making: 1) intentional opacity, where the goal is to protect the intellectual
property of the algorithm’s inventors. While some opacity is allowed in some cases,
companies tend to hide everything ”just in case”. So in order to alleviate this kind
of opacity, legislators can set up laws that will make open source solutions more at-
tractive. The EU’s General Data Protection Regulate (GDPR) is an example of such
legislation. 2) illiterate opacity means that a vast majority of people do not under-
stand algorithms or machine learning well enough to comprehend the issues at hand.
Illiterate opacity can be reduced to a degree by education and with specific guidance
in cases where people need advice. 3) Intrinsic opacity is related to such machine
learning methods and algorithms that are by nature difficult to understand like deep
learning models. A solution to this interpretability problem is to use simpler, more
understandable models and algorithms even though the accuracy of the compensating
model is usually lower.
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4.3 Algorithm fairness in the public sector

The use of artificial intelligence to help or completely automate decision making in
the public sector is growing rapidly. Data-driven information technology projects, for
example, risk forecasting and predictive techniques are used to aid the decision-making
process of public sector entities. The proponents argue that access to vast banks of
digital data combined with powerful algorithmic tools will greatly aid government offi-
cials in gaining better knowledge and insight allowing them to make better predictions
and decisions (Oswald, 2018).

While this might be true, there are concerns about fairness and the accountability of
these decisions if the decision making-process is completely or partly veiled in a mask of
computer neutrality. Moreover, public sector IT projects are usually quite constrained
concerning budgeting and forced to operate in a predefined environment due to existing
infrastructure (Michael Veale, 2018).

It is so quite clear that there is a well-based justification for algorithm usage guidelines,
especially in the public sector. Whereas in private sector cases, an individual can opt-
out of using the services of a company he or she does not trust, the same possibility is
not always possible concerning public sector services.

Eddie Copeland has drafted a code of standards for public sector algorithmic decision
making. 4.1

1 - Every algorithm used by a public sector organisation should be accom-
panied with a description of its function, objectives, and intended impact,
made available to those who use it.

In order for public sector servants and officials to be able to use algorithms responsibly
in their decision-making process, they need to have a clear understanding of the algo-
rithm’s intended purpose and of the context to which it might be applied. Doing so they
understand when and how to interpret the results. This does, of course, bring some
additional challenges as the people involved would need to have an adequate under-
standing on the workings of algorithms, data mining, and machine learning(Copeland,
n.d.).

As the use of algorithms usually comes from a need to optimize current processes and
quite often includes these end-users as part of the design process, this is not that big of
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Figure 4.1: 10 Questions to public sector algorithm use.

(Copeland, n.d.)

a risk in all cases. Also, the algorithm is usually intended to help in some part of the
decision-making process and not automate it altogether. So in most cases, there still
are persons involved who can and want to interpret the results (Michael Veale, 2018).

2 - Public sector organisations should publish details describing the data on
which an algorithm was (or is continuously) trained, and the assumptions
used in its creation, together with a risk assessment for mitigating potential
biases (Copeland, n.d.).

The use of algorithms in public sector decision-making processes may produce the risk
of creating adequate doubt as to why some decisions were made and what conclusions
were reached, both for the citizen who is the target of the decision and also to the
decision-makers that make decisions (Oswald, 2018).

If an algorithm is used for decision making, public sector officials should prove that
they understand the underlying biases in the data that was used to train the algorithm.
Public sector officials should be able to show what measures were taken to mitigate
the possible negative consequences. The greater the possible impact is for using the
algorithm(s), the more thorough the bias mitigating report should be (Copeland, n.d.).
Oswald even argues that if an algorithm prevents the use of discretion in any part of
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the decision-making process where human discretion is required, then the algorithm
should not be used(Oswald, 2018).

An algorithm used for housing decisions requires less in-depth scrutiny than one used
for example in child protection services or criminal sentencing.

3 - Algorithms should be categorised on an Algorithmic Risk Scale of 1-5,
with 5 referring to those whose impact on an individual could be very high,
and 1 being very minor.

As the use of algorithm assisted decision-making methods continues to grow, it is
unpractical and quite frankly impossible to audit every single instance. By using a
risk assessment scale to categorise the algorithms or their intended usage, the auditors
can focus on the ones that pose potentially the most harm should any mistakes or
wrongdoing occur (Copeland, n.d.).

4 - A list of all the inputs used by an algorithm to make a decision should
be published.

It is important to be able to know how an algorithm achieved the results. Input
transparency is one key factor in this. By revealing the data inputs, we are able to make
sure that the algorithm is not discriminating e.g. by using ethnicity or religion as key
factors unnecessarily(Copeland, n.d.). By disclosing the relevant pieces of information
about the algorithms’ workings, including aggregate results and benchmarks would be
enough in most cases (Diakopoulos, 2016). The data used as inputs should be from a
source and such type that the citizens would accept them as trusted sources. Also that
the algorithm is not inferring sensitive personal from another data source(Copeland,
n.d.).

5 - Citizens must be informed when their treatment has been informed
wholly or in part by an algorithm.

If a citizen would have a complaint about a decision involving him or her, they need
to know that an algorithm was involved or fully responsible for the decision. This
might also in some cases make the decision more acceptable. If a bank closes a credit
card based on usage models on fraud detection, the citizen usually understands why
this is being done. But decisions requiring human judgement e.g. a housing decision
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or probation ruling would not receive the same level of acceptance from the general
populace (Copeland, n.d.).

Also, persons involved in the decision-making process do not all need the same level
of explanation or understanding of the algorithm’s inner workings. For example, a
front-line officer does not need to know how the risk predictor algorithm came to
it’s conclusion while on duty, but the people managing the tool within the judicial
department should have adequate in-depth knowledge (Oswald, 2018). 4.2 illustrates
the potential different required immediacy of decision and seriousness of outcome or
effect on algorithms in some cases.

Figure 4.2: Immediacy of decision and seriousness of outcome.

(Oswald, 2018)

6 - Every algorithm should have an identical sandbox version for auditors
to test the impact of different input conditions.

The sandbox rationale stems from a demand that the algorithms used in public deci-
sion making should have their code opened so that auditors can verify the logic and
functions(Copeland, n.d.). However, complete transparency of the source code would
be an overkill in a majority of cases (Diakopoulos, 2016).

Although the need for maximum transparency seems logical at first, it is not feasible
for several reasons. Even though a completely open-source solution for public sector
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algorithms would be nice, there are bound to be some black box solutions around.
Modern algorithms can be highly complex and there are too few people that could
understand the code in a sufficient manner (Copeland, n.d.). As an example, the risk
prediction software for Philadelphia’s parole department uses 500 regression trees for
the decision making with one of them being available to the public (Oswald, 2018).

Also with the rising use of neural networks, there is not one single location in the code
that has the decision-making logic. And lastly, machine learning algorithms constantly
update the code based on the inputs they receive so. So as it would be too difficult
to perform proper audits this way on a large scale, the sandbox rationale would help
to make the auditing easier. Using a sandbox environment, auditors would have the
ability to test the algorithm’s functionality by changing the inputs that the algorithm
uses. This of course requires that the sandbox code is identical to the actual algo-
rithm(Copeland, n.d.).

7 - When using third parties to create or run algorithms on their behalf,
public sector organisations should only procure from organisations able to
meet Principles 1-6.

We cannot assume that all public sector organisations that use algorithm assisted
decision making in their processes would have personnel with adequate knowledge on
the matter. So if and when the public sector needs to use third-party companies for
this task then the companies used should have their codes of conduct in line with the
requirements mentioned above (Copeland, n.d.).

8 – A named member of senior staff (or their job role) should be held
formally responsible for any actions taken as a result of an algorithmic
decision (Copeland, n.d.).

This would ensure that accountability is taken seriously in the public sector organisa-
tion and that officials could not hide behind a ”Computer says no” -argument. Most
countries have laws that state that the decision-maker who uses executive power is a
human being or an institution composed of humans. And that in the end there is a
person responsible for the decision (Oswald, 2018). There needs to be some balancing
however as too strict accountability demands or punishments might unnecessarily deter
algorithm usage (Copeland, n.d.).
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9 - Public sector organisations wishing to adopt algorithmic decision making
in high-risk areas should sign up to a dedicated insurance scheme that
provides compensation to individuals negatively impacted by a mistaken
decision made by an algorithm.

This would allow citizens whose lives have been wrongfully affected by an algorithm
to receive compensation (Copeland, n.d.). It would also lower the threshold of incor-
porating algorithm assisted decision making as public entities would not need to fear
costly trials and compensations.

10 - Public sector organisations should commit to evaluating the impact of
the algorithms they use in decision making, and publishing the results.

This ensures that the algorithms are used as stated in the first principle. It would
also have a continuously improved understanding of the possibilities and limitations of
the algorithms used in the organisation. The hopefully standardised evaluations and
best practice examples are also easier to distribute to other public sector branches and
organisations (Copeland, n.d.).

One key point to be taken into account in algorithm assisted decision-making, especially
in the public sector is that the results of the algorithm are not the only factor (nor the
most important) to take into account. Otherwise, it could lead to an assumption that
human discretion is unnecessary. There is always some level of uncertainty in decisions
and every possible outcome can not be predicted. Therefore the assessments done on
past decisions should be judged on the grounds that were they reasonable considering
the circumstances (Oswald, 2018).





5 Discussion

As important as the technical part of an algorithm assisted decision-making process
is, the human part is equally vital in ensuring fairness and transparency. Most if not
all cases will still have a human operator at least in some part of the process involved.
Usually, this is after the algorithm has produced results and someone needs to make
assumptions and decisions based on those results. If this person does not know how
the algorithm has produced the results, there is the risk that the decisions made are
based on biased and unfair information. Therefore the education of persons involved is
of paramount importance. This includes developers, designers, end-users, and system
operators. Educating the public to some extent on the workings of algorithms and
machine learning should also be a long-term goal. People should also understand, that
completely removing bias is not always possible. It might be due to the quality of data,
the intended usage of the data or underlying institutional bias in the culture where
the data is collected from. Individuals who are involved in the data collecting also
have more or less biased assumptions. These assumptions might be clearly evident,
for example blatant racism or sexism, or more subtle views for example assuming
that everyone has a certain level of income. So especially the people involved making
decisions based on the results should acknowledge that there might be some bias left
in the data that is used by the algorithms and accept that the results are not free from
bias or discrimination.

In my opinion, the design and use of machine learning algorithms that are used by the
government or other public institutions and whose decisions affect us - the citizens -
should be regulated by law and have standardized processes. It could be something
similar to the OPAL projects’ general idea shown in 5.1, where all the factions men-
tioned above all play their part in ensuring that the data used is unbiased and fair.
The different layers of AI governance by 3.5 should also be implemented to different
parts and different phases of the ecosystem.

This is not to say that every citizen should be tech-savvy and understand the inner
workings of algorithms. But even a low-level understanding on how computers work
would be enough for regular citizens. The public officials working with algorithms
should have more knowledge about the issue in order to understand how the results
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Figure 5.1: Ecosystem of the OPAL project.

(Oswald, 2018)

produced by the algorithms are created, and thus be able to use their own discretion and
also identify possible errors or bias in the data. One such possible risk is if the public
officials hide behind the algorithms’ logic and blindly take the results as facts. This
scenario is more likely if there are several organisational layers between the decision-
makers that ordered the algorithms and the public officials using the product. Meaning
that if for example a state or a ministry decides to implement a new program and the
lower level operatives are just told to use it, then they are not familiar enough with
the inner workings of the algorithm leading possibly to unfair decisions. In order
to make sure decisions are made as unbiased as possible, governments should have a
comprehensive and standardised governance system that serves as a backbone to public
sector projects involving algorithm-assisted decision-making.



6 Conclusion

Fairness in algorithm assisted decision making and bias in data is a growing concern
both from a technical and social viewpoint. By nature, data is inherently biased.
But there is also a lot of harmful bias in data due to several reasons that need to
be addressed. There are a number of ways to remove bias from either the data, the
process or from the end results. Some possible methods to use are shown at 3.1, and
the decision that which ones to use depends on the case at hand.

But if we want to increase fairness and accountability then we need to add transparency
not only for the code but for the whole process. This includes research decisions,
measurement methods, algorithms, output calibration, and education.

When using third parties or black box-type solutions in the public sector, it is impor-
tant that these parties have passed standardized requirements both in assessing the
algorithm’s fairness and also ensuring the security of the data. This helps to ensure
the public that necessary steps have been taken to ensure fair treating of citizens. A
common way to ensure this is by the use of certifications and audits on a regular basis.

Fairness in algorithm assisted decision-making is a demanding challenge with several
layers and with no single correct answer. This is because we are trying to force a
complex social construct that has connections in all layers of society into a simple
metric that would be understandable by algorithms. So instead of trying to find a
cure-for-all solution, the case and the problem itself determines what kind of notion of
fairness we should try to achieve and with what means is that fairness achievable.
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