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Tiivistelmä — Referat — Abstract

Avainsanat — Nyckelord — Keywords
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1 Introduction

Software configuration management is almost essential in any kind of software devel-
opment. Even smaller development efforts can benefit a lot, if it is handled properly.
However, it especially shines in larger projects and whole organizations, where there are
multiple developers involved. A question of how parallel development will be handled in
an efficient manner typically arises in those situations, to which software configuration
management can provide the solutions. One of the typical solutions is the concept of
branching. It enables parallel changes to the same areas of source code without the de-
velopers interfering with each other’s work. However, usually those changes need to be
combined later, and this could cause additional issues which can potentially undermine the
benefits. Because of this, it is often not enough to only establish how to branch, but also
how the workflows will be handled with the resulting context. The issues and requirement
for coordination can also be compounded by a situation where there are simultaneous
projects, with separate goals, working on the same product.

There are plenty of practices emphasizing different kinds of approaches presented in the
literature. There are also many different software configuration management systems
available, but their functionalities are fairly similar [28]. This allows different kinds of
practices to be established with almost any system, but it is still necessary to acknowledge
the differences and what practices are actually possible. Additionally, the developers
might not be that knowledgeable on the practices, tools, and supporting systems, related
to branching, and thus they could end up selecting practices or implementing them in a
way that can be detrimental to productivity [18, 35, 4]. The questions then are: which
practices should be adopted and which ones avoided, and how to handle this planning in
an organized manner.

1.1 Research Goals

In this thesis, the main focus is on different kinds of branching practices and their qualities,
and how to determine which practices should be adopted. Additionally, this thesis provides
solutions to Hansen Technologies Finland Oy, with the goal of helping in improving their
branching strategies with a specific product. This is also going to further contribute
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towards reducing the production lead time in their projects. The research questions are
as follows:

• RQ1: What kind of branching practices are considered as beneficial?

• RQ2: What aspects affect whether a specific branching practice is beneficial or not?

• RQ3: What kind of risks are involved in branching?

• RQ4: What kind of issues are there, regarding branching practices, in the context
of an organization that has multiple concurrent projects for the same product?

• RQ5: How to plan and select beneficial branching practices in a structured manner?

Answers to RQ1, RQ2, RQ3 and RQ5 are examined closer in the literature review regarding
branching practices. Additionally, a knowledge gap is found in the reviewed literature
regarding RQ5, to which a method is proposed in this thesis. RQ4 is answered by the
presented information that has been gathered through the survey, interviews, and available
documentation, which are all based on the context of Hansen Technologies Finland Oy.

1.2 Background

GenerisCX is one of the main products of Hansen Technologies Finland Oy, and will be
used as the target for this thesis. The product provides meter data management (MDM)
and energy data management (EDM) solutions for all market roles in the energy markets.
Typically, there are many different projects ongoing for various business customers, with
the intention of providing additional required features to the product. The organization
has multiple teams that work on these projects. Most of the teams are focused on a single
project, but some of them are involved in more than one. On top of the variance required
by different market roles, the product is also in use within different market areas, which
have their own sets of regulations. Additionally, while most of the teams reside in the same
geographical location, some teams or some members of the teams are working in different
time zones. Because the projects differ at least by these aspects, their requirements and
risks are varied. The situation calls for proper control and isolation between the projects, in
order to enable parallel development without impeding productivity or causing unrelated
issues to the projects.
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1.3 Methodology

A literature review is conducted in order to gather necessary information regarding the
topic, to both support the solutions that will be suggested to the organization, and to
give answers to some of the research questions. The suggested solutions are reviewed
and evaluated by expert opinion, done by the management of the organization. A more
thorough evaluation is conducted later, after the branching strategy has been implemented
and in use for some time, and there is further data available.

A survey was also sent, using Google Forms, to a group of developers inside the organi-
zation, in order to gather initial information regarding the branching related issues, and
to give some guidance to the interview questions. The group of developers that received
the survey consisted of a combination of everyone in the Software Developer HR group
and everyone not in the group but still contributing to the coding part of development of
the GenerisCX system and its functionality. Examples of someone not belonging to the
HR group and still contributing to development would be the people handling support
work and the core development team located in a different city than where the main office
resides. The survey questions are presented in Appendix A.

The interviews were held as semi-structured and the interviewees were selected by choosing
one developer from each separate team, whose role most resembles the role of the team’s
lead engineer. This is because not all teams necessarily have a specific person assigned as
its lead engineer. The selection was done with this criteria in order to get more detailed
information regarding the context of the organization and the issues related to branching.
The interviews were mainly held one-on-one remotely through Microsoft Teams instead of
face to face, due to the corona-virus pandemic in 2020. The interview questions, guiding
the semi-structured interviews, were given in advance to the interviewees in order for them
to be prepared to give quality information. One team requested if another person from
the team could join the interview as well, in order to give out better information. This
was allowed due to the focus of the interview being more on the team and project, rather
than on the individuals themselves. The interview questions are presented in Appendix B

1.4 Structure

The rest of the thesis is structured as follows. First, in chapter 2, literature surrounding the
topic is presented and reviewed. Next, in chapter 3, the data collected through the survey,
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interviews and available documentation, in the context of Hansen Technologies Finland
Oy, is presented and the key findings highlighted. In chapter 4, a method is proposed for
planning a branching strategy. In chapter 5, the method proposed in chapter 4 is applied
based on the information presented in chapter 3. This chapter then includes the suggested
branching strategy for the organization. In chapter 6, there is a short discussion regarding
the results, and some ideas for future work based on the thesis. Finally, there is a short
conclusion in chapter 7.



2 Literature Review on Branching
Practices

In this chapter, different academic publications and resources surrounding branching prac-
tices are examined. First, the terminology used in the context of this thesis is explained.
The next section has some insights on how different qualities and requirements need to be
taken into account when deciding how to manage parallel development through branching.
In the section after that, the risks involved in branching are highlighted and examples are
presented how these can be mitigated. After that, the focus is in what common branch-
ing patterns are represented in the literature and what their qualities are. The following
section focuses more on what kind of practices are generally recommended and possibly
applicable for any type of branching strategy. The section after that explores how to plan
and evaluate a branching strategy. Finally, there is a summarization of the findings and
some reflection regarding them.

2.1 Terminology

In some of the literature, some parts of the terminology are used interchangeably, which
could cause a bit of confusion and thus would require further explanation. The terminology
also depends a lot on which software configuration management system is being used. Even
if a command or an operation has a similar meaning in different systems, they could be
handled slightly differently. This section lists some of the main terminology and defines
their meaning in the context of this thesis in order to avoid this confusion. Whenever the
terms are used in this thesis, they are used in the exact meaning mentioned in this section,
even when talking about a specific literature where a different kind of terminology is being
used for the same operations.

2.1.1 Branch

A branch is a duplication of an object or multiple objects that allows for changes to happen
in parallel without them interfering with each other. Branching is the act of creating a
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Parent branch

Child branch

Child branch

Figure 2.1: An illustration to visualize the concept of branching.

branch from an object or multiple objects. These objects are different entities in the
software configuration management system, such as files, configurations or modules. It
can also be said that the original objects are also residing in a branch, which would be
called the parent branch. It is also implied that the changes made in a branch can and
will at some point be combined back forming a parent-child hierarchy, where the changes
in the child branch are merged back to the parent branch. If this semantic hierarchy does
not exist, the branch created is typically called a fork instead.

The concept of branching is visualized with two child branches being created from the
same parent branch in Figure 2.1.

2.1.2 Codeline, Mainline and Baseline

A codeline is the canonical set of objects that form the software. This can be a specific
branch or a specific group of branches. As an example, if a software has two different
versions, those might be contained in separate branches for maintainability. Those two
branches then form two separate codelines. In addition to those two branches, one of them
might have a version specific feature in a separate branch, which would make that branch
also part of the corresponding version’s codeline. In a sense, a branch is a subset of a
codeline. A codeline could also be a combination of codelines if, for example, a software
has codelines for different operating systems and those codelines consist of different release
versions that have their own codelines.

A mainline is a specific kind of codeline. It is, as the name implies, the main codeline
where most recent stable development resides. As such, it acts as the eventual place of
integration for all development done in separate branches. Thus it is the parent, although
not necessarily the direct parent, for all created branches.

A baseline is also a specific kind of codeline, which is a lot like the mainline. It is simi-
larly the place where most recent stable development resides and it acts as the place of
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Mainline

Baseline

Codeline

Figure 2.2: An illustration to visualize different types of codelines and their relationships.

integration, but only in the context of a specific codeline. For example, a release version
specific codeline of a software could include a separate development branch from which
development gets integrated into the release version’s baseline branch.

The term mainline is a type of a baseline, but a baseline is not necessarily the actual main-
line. The terms mentioned in here and their relationships with each other are visualized
in Figure 2.2.

2.1.3 Merge, Rebase and Propagate

A merge is the event of combining the changes made in one branch with another branch.
Depending on the changes made in the branches, in the event of a merge, there could be
merge conflicts. The conflicts are typically due to changes that have been made to the
same locations in code. These might require some manual work to make sure changes in
both branches are not lost but combined in a deterministic manner. A rebase, on the other
hand, is the event of getting all the changes made in the parent branch and combining
them into its direct child branch. In this way, one can make sure that the changes in a
child branch can still be combined with the parent branch without conflicts. If, however,
conflicts do occur, those can then be first handled within the child branch. Thus, it enables
developers to make sure that everything works as intended without interfering with the
stability of the parent branch. The concept of rebasing can be thought of as moving the
starting point of your child branch to a later state from its parent branch, than where it
was taken from originally. Another way to look at it is, that the same changes in a child
branch are created to a new child branch in the same order but from a later point of the
parent branch.

To propagate means to combine all changes or a subset of all changes from one branch
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Parent branch

Child branch

Rebase Propagation Merge

Figure 2.3: An illustration to visualize merging, rebasing and propagating.

to another. This can be from a child branch to a parent branch or vice versa, although
combining all changes from a parent branch to a child branch is still typically called a
rebase and combining all changes from a child branch to a parent branch is still typically
called a merge.

The terms synchronize and integrate will also be used in this thesis. Synchronize refers to
the act of getting two branches into the same situation, in terms of changes made, which
is achieved by rebasing and merging. Integration refers to any process or a set of actions
whose intention is to move changes from one branch into another.

The terms rebase (propagate all changes from parent to child) and merge (propagate all
changes from child to parent and delete the child branch) are types of propagations, but
a propagation is not necessarily either of them. The terms mentioned here are visualized
in Figure 2.3.

2.2 Balancing Between Requirements

The main reason an organization would want to utilize branching strategies, as a part of
their software configuration management, is to be able to do parallel development as effi-
ciently as possible. This parallel development can happen on many different levels, such as
between separate projects, teams, developers within a team or separate systems utilizing a
shared component. The branching strategies that are established then give isolation, that
allows parallel changes to happen without interfering with each other. Actually, in a typ-
ical case, the parallel changes do in fact interfere with each other, but branching enables
developers to control when the interference happens and thus avoid having to immediately
deal with issues possibly caused by temporary solutions or incomplete development. The
branching strategies do not come without costs, however. Appleton et al. [1] argue that
typically there is a trade-off that needs to be made between safety, which refers to changes
not interfering and breaking anything, and productivity. This is because when you in-
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troduce a new branch, as it gives isolation and safety, it also implies a certain amount of
overhead work involved in integrating the changes back to its parent. If the child branch
lives for a longer period of time, and there is a requirement of integrating changes fre-
quently, the amount of overhead work increases. If the child branch is further branched
off of, the amount of overhead work could even double. On the other hand, if integrating
changes is deferred, that could introduce even more additional work, as the changes made
in both branches could include more conflicts with each other [40, 13]. Sarma et al. [31]
also point out that increasing isolation decreases awareness between developers, which
can then potentially lead to more conflicting changes to be made. Bird and Zimmerman’s
publication on assessing the value of branches [5] highlights very well the trade-off between
safety and productivity, and how important it is to not branch just for isolation’s sake,
and to actually evaluate the balance between costs and what is gained. Interestingly,
the common conception is that the depth of branching would hinder productivity [1, 26,
14], but their findings would indicate that the depth does not have significant effect on
productivity, as integrations in deeper branches typically happen more frequently. While
their method seems to work in theory, in practice there are more dimensions to how pro-
ductivity is affected than just by the amount of overhead work. For example, removing a
branch can affect the workflows, how developers cooperate with each other [36], and even
the quality outcome of the system under development [33]. This is why, when planning a
branching strategy, it is important to consider the context. This notion is also highlighted
in many different publications (e.g. [1, 15, 22, 39, 4, 21, 12]).

Narsu [21] writes about the problem of organizations believing in a one-size-fits-all ap-
proach and thus attempting to pursue a specific branching strategy, that might not be
easily applicable for their use cases or all of their various projects. He argues that lever-
aging multiple different best practices according to the context would prevent a situation
where practices do not meet the requirements. Although, the single strategy approach
could also work well enough, if the context allows for it. Nonetheless, proper planning
should be done before settling for a specific strategy or strategies. Appleton et al. [1]
defined a large set branching patterns that can be utilized, but they as well note that
some of the patterns conflict with each other and may not fit for every type of project. In
one project, there could be a strict requirement to keep the product as stable as possible
throughout the development, in order to frequently deliver a working test version to the
customer. In another project, requiring this kind of stability can unnecessarily hinder pro-
ductivity if, for example, experimenting with different solutions. Pala Er and Erbaş [24]
also demonstrate with a transaction cost analysis how the factors affecting the project
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governance structure also affect the feasibility of different branching strategies. Aligning
the branching strategy with the governance structure of a project by itself, however, can
become problematic. For example, if there are some plans for the future that are not
relevant for the current project, and those plans are not taken into consideration, it could
be more cost inefficient to change the branching strategy later than what it would have
been to use it in the first place. Additionally, if the tools, pre-existing policies and ways of
working, do not fit well for a specific strategy, the cost of transactions can increase further
disregarding the project governance structure. O’Sullivan [23] argues that different soft-
ware configuration management tools emphasize different ways of working, and thus can
affect the way a team handles collaboration. For example, if the tool used can handle some
conflicts automatically, it would require less communication and awareness compared to
a tool that can not.

When discussing about productivity and balancing between different requirements and
restrictions, another topical issue is the frequency of integrations. While some swear by
the practice of continuous integration and believe it to be applicable for almost any con-
text [12, 21], not everyone agrees with this mindset exactly. Neto and Sundaram [22]
argue that continuous integration breaks down when the build time is too long, and/or
the change velocity and semantic complexity make it more difficult to determine which
change actually broke a build. Their publication focuses on how these problem areas are
tackled in their context in order to still pursue continuous integration. They, however,
point out that it should be evaluated whether the costs of solving any potential issues are
worth the benefits of continuous integration. Rehn [30] also shares the same thought of
evaluating the benefits and costs. While he brings up a lot of compelling arguments why
continuous integration is very beneficial and what is required to implement the practice,
he also emphasizes that the best integration approach depends on the context. Especially,
either the branching strategy determines if continuous integration is applicable or decid-
ing to practice continuous integration determines which branching strategies can be used
effectively. Appleton et al. [1] also acknowledge the benefits of integrating frequently, but
similarly note that the frequency of integration can differ between different strategies, and
higher frequency requires continual effort in monitoring and addressing potential issues.
Estublier and Garcia [9] fittingly describe parallel development as a compromise between
maintaining isolation and integrating as often as possible. A study by St̊ahl et al. [37]
also found that even though continuous integration is practiced on the organization level,
individual developers did not follow the practice in its exact sense. Overall, the general
opinion seems to still weigh towards integrating more frequently than not.



11

It seems to be generally agreed, that the effectiveness of different branching strategies is
mostly dependant on the context. When determining what kind of branching strategy to
use in an organization or a project, the requirements and restrictions need to be taken
into consideration. Some recommend that even in the same organization, each separate
project would benefit from evaluating and modifying their strategy to better suit their
needs. Although, if the strategy of the organization allows for enough flexibility and
accommodates the needs their projects typically have, there might be no need to evaluate
for each project. Additionally, even if a different strategy could be more optimal in a
given situation, there is most likely a cost involved in changing the strategy from what
the employees are familiar with, which includes the potential to cause confusion regarding
the practices.

2.3 Risks and Mitigations

Although branching makes parallel development easier by not having to deal with changes
interfering with each other, it does not exactly remove the risks, but rather shifts them
to other, possibly more manageable issues. Shihab et al. [33] write that branches can
give a false sense of safety. If the changes need to be combined eventually, the possibility
of different kinds of merge conflicts still exists. Thus, there is still a need for proper
coordination. Barr et al. [2] argue that even if the issues of combining changes need to
be handled either way, being in control of when that happens improves productivity by
reducing the amount of interrupting tasks. In their publication, they mainly investigate the
idea of branching and the reasoning for utilizing them. They also quantify the amount of
unwanted interrupting conflicts that are avoided when development is split into different
branches. The problem of merge conflicts is typically considered the biggest risk when
using branches in software configuration management [1, 22, 26].

Mens [20] defines three different types of merge conflicts: syntactical, structural and se-
mantic. Syntactical conflicts happen when, for example, changes to the same section in
the same file are done in two separate branches and these changes are combined. Most
software configuration management systems alert the developers immediately when the
changes are combined. This scenario is presented in Figure 2.4.

Structural conflicts are a bit different and refer to conflicts that occur when refactoring or
restructuring is performed. For example, consider the situation where refactoring is done
in one branch and some related functionality is being developed in another. When the
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function foobar()
int foo=0
var bar=”ok”
return foo+bar

end

Test.file
(Version 1)

function foobar()
int foo= 1
var bar=”ok”
return foo+bar

end

Test.file
function foobar()
int foo= 2
var bar=”ok”
return foo+bar

end

Test.file

function foobar()
int foo=?
var bar=”ok”
return foo+bar

end

Test.file
(Version 2)

Branch Branch

Merge Merge

Figure 2.4: An example of the same file being altered in separate branches causing a conflict in merging.

changes get combined, the developed functionality might not adhere to the structure that
was refactored in the other branch. Semantic conflicts happen when the changes that are
made in two separate branches do not cause a conflict on the syntax level, but because
they depend on each other, it causes the system to behave unexpectedly. Generally there
are two types of semantic conflicts: those that cause unexpected behaviour when building
or compiling the system, and those that cause unexpected behaviour during runtime. An
example scenario of a semantic conflict that would cause unexpected behaviour while
building the system is presented in Figure 2.5. In this scenario, it is somewhat guaranteed
that the problem will be found out fairly early, although unfortunately the changes have
already been combined at that point.

In the case of unexpected behaviour during runtime, there is no guarantee that the conflict
will ever be noticed, at least early enough. As the cost of fixing an issue becomes higher
the later it is fixed [7], this can be considered as the most dangerous type of conflict in
terms of costs [26, 33]. This risk is further compounded if the conflict gets to flow into
other branches before it is noticed [29]. An example of a semantic conflict that would
cause unexpected behaviour during runtime is presented in Figure 2.6.
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function foo()
var foo=”ok”
int barResult=bar(foo)
return barResult

end

Testmain2.file
(Version 1)

function foo()
var foo=”ok”
int barResult=bar(foo)
return barResult

end

Testmain2.file
(Version 1)

function foobar()
var foo=”ok”
int barResult=bar(foo)
return barResult

end

Testmain1.file
(Version 1)

function bar(var foo)
if (foo==”ok”) do
int bar=5

end
return bar

end

Testmodule.file
(Version 1)

function foobar()
var foo=”ok”
var barResult=bar(foo)
return barResult

end

Testmain1.file
(Version 2)

function bar(var foo)
if (foo==”ok”) do

var bar=”five”
end
return bar

end

Testmodule.file
(Version 2)

function foobar()
var foo=”ok”
var barResult=bar(foo)
return barResult

end

Testmain1.file
(Version 2)

function bar(var foo)
if (foo==”ok”) do
var bar=”five”

end
return bar

end

Testmodule.file
(Version 2)

Figure 2.5: An example of files being altered in a separate branch that causes a semantic conflict that
is caught during building of the system. Functionality in a branch changes to which Testmain2.file has a
dependency on.
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function foobar()
int foo=0
var bar=”ok”
return foo+bar

end

Test.file
(Version 1)

function foobar()
int foo=0
var bar= ” this is zero”
return foo+bar

end

Test.file

function foobar()
int foo= 2
var bar=”ok”
return foo+bar

end

Test.file

function foobar()
int foo=0
var bar= ” this is zero”
return foo+bar

end

Test.file
(Version 2)

function foobar()
int foo= 2
var bar=” this is zero”
return foo+bar

end

Test.file
(Version 3)

Branch Branch

Merge

Merge

Figure 2.6: An example of a file being altered in separate branches that causes a semantic conflict that
can be noticed during runtime. The end result would return ”2 this is zero”, so the program still works
but it is not behaving as expected.
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There are quite many examples on how the risks of merge conflicts can be mitigated. Sarma
et al. [31] argue that the most significant reason for conflicting changes is that developers
are not sufficiently aware of what other developers are doing. They suggest utilizing a
tool that can raise awareness by indicating which developers are working on the same
items or features. It is further validated in a later publication that raising awareness could
significantly help in detecting and resolving conflicts at a reasonable cost [32]. Estublier
and Garcia [9] have a similar concern and also a similar solution. They, however, emphasize
that in order for a system, that raises awareness, to be useful, it needs to be able to show
only the relevant information and avoid cognitive overload. Even with these systems that
raise awareness, communication is still very important to convey intentions and especially
important when preventing and resolving conflicts [5, 31]. De Souza et al. [36] report about
a case where the problem of awareness is tackled with developers announcing by e-mail
their changes and how they might affect others. This could lead to cognitive overload,
however, they did not report it being an issue. Additionally, this was also useful for
the developers, because they were more aware which developers were experts on different
parts of the system. On top of the e-mail communication, the developers integrated partial
changes as well in order to communicate what they are working on. As conflicting changes
are more likely to happen with files that are changed by several developers simultaneously,
arranging work in a way that reduces simultaneous cross-cutting changes could reduce the
amount of awareness actually required [22]. Phillips et al. [26] suggest using some kind of
mock-integrations, if possible, in order to get initial information on possible integration
issues. Additionally, they recommend monitoring code churn in different branches, which
could give information on which branches are most likely to cause issues in integration.

It is also important to consider that spending too much effort in preventing conflicts
might not be the best for productivity [4]. The other approach then would be to reduce
the severity of the conflicts. Several publications advocate frequent integration for this
exact purpose. Wingerd and Seiwald [40] wrote a publication on best practices in software
configuration management, based on their own experiences. Regarding integrations, they
recommend performing them early an often, in order to avoid more complex issues that
could result if a higher amount of changes are involved in the integration. A case study
by Mårtensson et al. [18] reported as well that infrequent integration resulted in increased
difficulties with merge conflicts. This phenomenon is also noted by Fowler [12]. He argues
that smaller frequent integrations imply less work, because the chance of conflicts is smaller
and they also hold less risk. He also points out, that if a higher amount of changes are
involved, it becomes harder to find and solve a bug or a semantic conflict. Fowler also gives
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a scenario to further explain the benefit of frequent integration, where he shows that a
conflicting change is present for a longer period of time when the frequency of integrations
is lower, and how it could cause a bigger issue. The example is very convincing, but
the amount of risk depends on the situation. For example, if the changes in two separate
branches affect each other only slightly, neither of the branches would benefit as much from
frequent integration. Phillips et al. [27], on the other hand, report that developers preferred
less frequent integrations due to concerns towards the stability of the branches and loss
in productivity. As mentioned previously, the frequency of integrations should still be
planned according to the context, or in this case, according to the risks involved. Another
commonly suggested approach for mitigating the risks of merge conflicts is rebasing the
child branch before propagating/merging the changes back to its parent [39, 14]. This way
the parent branch avoids being destabilized and the problems can be first solved in the child
branch, which usually concerns smaller amount of developers. Phillips et al. [26], however,
argue that this practice breaks down when there are several child branches attempting
to integrate their changes within a short period of time. This is because, even though
the child branch has been rebased from a specific point of the parent branch, when the
integration happens, the parent branch might have already evolved due to some other child
branch completing their integration. They also point out that strictly following this type
of practice can cause unnecessary delays. De Souza et al. [36] also report that in their case
the developers actively tried to avoid having to perform the rebase and re-testing again,
which then created a racing situation. This can be a bit problematic in terms of quality
of the code if integrations are rushed.

Even with frequent integration, the most problematic semantic conflicts still need to be
caught in some way. Rehn [30], Fowler [12] and Phillips et al. [26] advocate the use
of automated testing in order to be able to not only catch bugs, but also conflicts in
integration. They, however, recognize that it might not be possible to run the full test
suite for every single build, and thus incremental testing is suggested to incrementally
confirm the quality of the build. Berczuk [4] also points out the need of balancing testing,
in order to not hinder productivity. This is an important point, since if the feedback is
slow, frequent integration could be further discouraged and thus potentially lead to more
issues [19]. Neto and Sundaram [22], however, argue that this type of incremental or
staged testing is inefficient due to developers only paying attention and working off the
results of the first set of tests. On top of automated testing, code reviews could also be
utilized for preventing semantic conflicts.
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There are also more risks involved, other than just merge conflicts, such as how branching
strategies affect the quality of the product. Shihab et al. [33] studied the effects of branch-
ing activities in the context of two Windows operating system releases. Their findings
indicate that the more activity there is related to branching (propagating, merging, rebas-
ing and branching), the more it impacts negatively to the software quality. Additionally,
the more development items there are being developed across multiple branches, the lower
the quality will be. The publication does not mention exactly what kind of processes
and quality assurance systems they had in place, which very well could affect the quality
outcome as well. Although, a study by Perry et al. [25] also found a high correlation
between the number of defects and the amount of changes done to files in parallel. It is
also arguable whether the amount of post-release failures is the best indicator of quality.
For example, many small non-impactful failures could be thought of as a better quality
outcome than fewer very impactful failures.

Another dimension of risk is the tools and systems in use. Phillips et al. [26] point out that
not only the developed software can break, but also the systems that support integrations,
for example, the servers and software running the test automation. The issue becomes
more complicated if the developers are not that familiar with the systems involved. Barr
et al. [2] also argue that if the tools available do not provide easy branching and merging
facilities, the developers might end up using other more risky strategies when they need
to propagate their changes. The developers could also avoid some beneficial practices
because the tools make them cumbersome, which leads to branching anti-patterns. Bird
and Zimmerman [5] report the four highest ranked anti-patterns, in terms of impact and
prevalence, to be development freeze, big bang merge, integration wall and branchamania.
Development freeze refers to stopping development activities until a specific action is
performed. Big bang merge refers to a situation where integrating changes is deferred
until it is necessary, which then includes a lot of changes. Integration wall refers to using
branching in order to isolate developers instead of the work being done. Branchamania
refers to creating branches excessively without a good reason. These issues can also happen
if inadequate branching practices are used [6, 1].

2.4 Common Branching Patterns

In this section, different branching patterns, that are presented in the literature, are intro-
duced. While there are a lot of different patterns that could be included in this section,
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the emphasis is on the most prevalent and interesting patterns. The important aspects of
the patterns to focus on are: in which context do they fit, how they can be used, what are
their benefits, and what are the possible issues that need to be taken into account.

2.4.1 Mainline

Mainline is probably the most common branching pattern in use. It is normally the base
for many other patterns and in a way enables them [12]. Thus, it can work in almost
any kind of context. There can also be multiple mainlines. For example, if there are
platform specific versions for a system that will never be combined, both of the codelines
can be thought of as their own mainlines [1, 38]. A mainline can be used in many different
ways. It can act as the place to make sure all new development works together and it can
also be used to get the latest release including the most recent development. Pala Er and
erbaş [24] argue that one of the main purposes of the mainline pattern is to isolate changes
between separate projects, by enabling their development in separate branches and not
interfering with each other, while also allowing the ability to make sure their changes are
compatible. There are some important issues though that need to be taken into account.
Jacob et al. [14] argue that a mainline should be stable at all times, because it is typically
the basis for new development, and because there is a high risk of contaminating other
branches with each other’s issues. Instead of performing potentially destabilizing activities
on the mainline, they should be first done in some other branch [38]. However, Berczuk [3]
points out that a high stability requirement makes the cost of integrating higher, and thus
developers could be discouraged from integrating as often. For this issue, Vance [38] sug-
gests using an integration branch paralleling the mainline to ensure stability and allowing
frequent integration. Fowler [12] also suggests highly utilizing automated testing and pri-
oritizing fixing issues above doing new development. Additionally, he presents the concept
of release-ready mainline, which means that at any point of time a release can be delivered
from the mainline. This implies a very high stability requirement and the aforementioned
issues, but he argues that it simplifies the delivery process significantly and encourages
developers to have production-readiness at the highest priority.

Single-line is a sub-type of the mainline pattern, in which all activities are performed
directly on the mainline. St̊ahl et al. [3] argue that this type of working is superior in
terms of continuity of continuous integration. Berczuk [3], however, points out that, even
though for agile environments it would be the superior strategy, the issues it introduces
could make it significantly less effective. For example, in addition to conflicting changes,
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some changes could be lost in the process as well if the developers are not careful [23]. Pala
Er and erbaş [24] explain that the single-line pattern would be most suitable in a situation
where the development features can not be pre-defined and shared component usage is not
required, which also fits agile development practices quite well. Maludziński [17] reports in
a case study their experiences working with the single-line pattern. They drifted towards
this strategy because the code did not differ much in different branches and the develop-
ers were anxious about the integration effort. This lead to complications with managing
different versions in the source code, to which toggles in the source code were adopted as a
solution. As a result, the integration effort and the amount of defects were reduced, how-
ever, this can also be due to the maturity of the product and its developers. Nonetheless,
fixing defects became more simple as all fixes were automatically in all releases. This can,
however, introduce a huge risk towards previous releases if the core or the architecture
requires major changes, as toggling them can be harder to maintain.

2.4.2 Development Branch

Another fairly common branching pattern is the development branch. The main idea is
that new development, which can potentially be destabilizing, is done in a separate branch
and its quality is confirmed before integrating it to any other branches. A development
branch can be personal or shared with many different developers, typically within a single
team. An example scenario illustrating how development branches prevent destabilizing
the mainline is presented in Figure 2.7. Vance [38] suggests at the very least isolating high-
risk development into its own development branch in the context of high-risk projects. He
argues that the main idea of development branches is to mitigate risks in the development
process. Once the risks are no longer relevant, the branch can be merged back into its
parent. A development branch can, however, also be permanent, if there is constant
development occurring and the development branch is kept up to date with latest changes
from the mainline.

Appleton et al. [1] also presented the idea of remote development branches, which can be
used to organize parallel development between two geographically separate locations. The
idea is that both locations have their own development branches, but one acts as a master.
Without the isolation between the two locations, collaboration could be more difficult due
to time and communication differences. This does add some overhead work in integration,
but allows better control if it is required.
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Mainline

Development codeline

Baseline

Figure 2.7: A few simplified examples of the usage of a development codeline in addition to a mainline.
The green dots represent successful builds and the red dots failed builds. As is evident from the picture,
all of the failed builds are on the development codeline whereas mainline has only successful builds.

2.4.3 Release Branch

Imagine a scenario where a software has multiple releases and different customers have
different releases in their production. One of the customers reports a critical bug that is
affecting an older release. Unfortunately, it is not possible to update their environment
to the latest release due to time constraints. How then can a bug fix be delivered to the
customer without circumventing version control and normal practices. Release branches
are helpful in these situations. The main idea of a release branch is that the specific release
is isolated in a separate branch, which allows bug fixes to still be made and delivered into
older releases. It also simplifies organizing what is included in a release, and makes it
possible to immediately continue with the development of the next release, without a
risk of new development flowing into old releases [3]. There are different ways to work
with release branching. For example, there could be further branching performed on top of
release branches for projects, features and bug fixes, or they could be worked on directly in
the release branch. New development items could be allowed on the branch or there could
be a policy of only allowing bug fixing on it. Example scenarios of release branching are
presented in Figure 2.8. In the case study by Maludziński [17], he argues that maintaining
multiple releases resembles code copying, because the same code needs to be maintained
in multiple copies. It differs a lot from code copying, however, because the changes do
not get propagated without proper control. Release branching can work in almost any
context, but for some it might not make much sense. For example, if there is no need to
support different releases, as could be the case with website-based applications.

The issues with release branching mainly have to do with the amount of supported releases.
Hart [13] argues that working with too many release branches can become difficult to
maintain and cause instability towards the mainline. There is also the issue of having
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Mainline

Development branch

Release 1 branch

Project branch

Release 2 branch

Release 3 branch

Figure 2.8: The hierarchy formed from the suggested solution of Lagerström et al. [16]

to propagate bug fixes to all relevant releases and ensure that old regressions do not
reappear. This can cause further overhead work. Fowler [12] also points out that the
further mainline evolves past a release branch, the harder it becomes to propagate fixes
from the release branch to the mainline and also from the mainline to the older release
branches. Thus, he suggests to encourage customers to frequently update to the latest
release. Berczuk [3] also suggests the same and prefers release branches to be short-lived
because of the resources needed for supporting a number of old releases. Although, it is not
always the developer’s decision to make how long a release will be supported, especially if
there are several customers.

2.4.4 Feature Branch

Feature branching is a pattern that is a good example of the branching structure being
aligned with the architectural structure of the system. The idea of feature branching is,
that each separate feature is being developed in its own branch, which on completion
will be integrated either to the mainline or an intermediate branch. This allows control
over what features eventually get included in a release [30]. Hart [13] points out that
this way of branching also allows developers to segment their work into manageable sets
of changes, but it can become an issue if the branches are long-lived and not integrated
often enough. Although, that is an issue with any type of branches either way. If the
development of a feature is done in isolation, there should be some way of testing that the
feature works as expected. Rehn [30] argues that in order to make this type of branching
feasible, there needs to be more upfront planning. Thus it would not fit well with agile
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development. Fowler [12] also argues that feature branching does not support the practice
of continuous integration because of the time typically required to implement a new feature.
Additionally, using feature branches can lead to a ”big bang integration” [1] where all the
features are being integrated in time for a release, and the integration problems pile up
and become more difficult to solve. He also argues that feature branching discourages
developers from changes other than towards the feature itself, which could result in less
improvement towards the codebase over time. On the other hand, in the context of open-
source projects, he recommends using feature branches due to the uncertainty of when a
specific feature is actually completed.

A direct alternative for feature branching is the use of feature toggles. They enable
the development of features, for example, directly on the mainline, without affecting the
stability of the branch. While the development is still ongoing, the feature is toggled off
by default. Once the feature is truly complete and tested properly, it can be toggled on
or the toggle can be removed [30]. This would imply that there is then less overhead
work involved due to less integrations. There are also some positive experiences reported
with using feature toggles [17, 19]. Prutchi et al. [34] studied the experiences and quality
outcomes of adopting feature toggles. They found that after adopting feature toggles,
the number of integrations did not change significantly, but the effort spent on them was
reduced by a lot in average. On the other hand, the amount of defects and the time spent
fixing them were significantly increased. Because the feature toggles were adopted in most
projects halfway through their life-cycle, the maturity of the product or the project could
affect the observed metrics.

2.4.5 Task Branch

Task branch can be thought of as an abstraction for many different kinds of branches. The
main point of a task branch, however, is to isolate a specific task into its own branch. This
can be a small change in feature implementation, fixing a bug, experimenting on different
solutions, or even stabilizing an intermediate release for customer testing. The rule of
thumb here is that the branch is only for that one specific task and will be obsolete after
the task has been performed and thus either integrated back to its parent or removed [1].
This allows for better control and to mitigate the possible risks that the particular task
could cause in the parent branch. Birmele [6] emphasizes that task branches should
be short-lived in order to not waste the benefits towards productivity that the branch
provides. An example of task branching is presented in Figure 2.9.
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Mainline

Feature dev branch

Bug-fix branch
Release branch

Change request branch

Release branch

Figure 2.9: An example representation of task branching.

2.4.6 Integration Branch

The purpose of an integration branch is to act as an intermediate branch for collecting
all the changes in a set of branches or even a single branch. It ensures their compatibility
with each other and the target branch before further integrating them upstream. An
example of how an integration branch can be used is presented in Figure 2.15. This way
both the source and the target branch will remain stable and the possible issues can be
resolved in the integration branch [14]. In some cases, integration branches can be used
to get the quality of a specific area of the system. This can make the risks of integration
more manageable, but it can also mean more overhead work. Neto and Sundaram [22]
set up a system of gatekeeper builds that divide different parts of the system as well as
different geographical sites. These make sure that issues in different parts of the system
or issues from different geographical sites do not prevent a stable build for everyone else.
Once a certain gatekeeper build is verified to be working correctly, the changes will be
integrated further into a larger set of changes. In this strategy, there are not necessarily
separate integration branches, but rather the building structure is set in a way that the
changes towards smaller parts of the system get verified first by themselves, before they are
approved for the whole system-wide build. So in a way they act very similarly compared
to the integration branch pattern. The issue with this kind of strategy is, that there are
way more things to monitor and potential areas that can break. Their approach towards
this is to not spend too much energy worrying about broken gatekeeper builds. They,
however, acknowledge the important question of how long it can be afforded to have
a broken gatekeeper build. In the case reported by Phillips et al. [26], the developers
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Development codeline

New development

QA activities

Staging codeline

Thorough testing

Live codeline

Production use

Figure 2.10: An example of a system that is dynamically updated and has branches for development,
for staging, and for the live system. The staging codeline could have several staging branches as separate
phases of testing and validating depending on the situation and requirements.

brought up the issue of having difficulty testing only two features together, because they
were separated by the integration branch and thus there was no direct flow of changes
between the feature branches. This issue, however, could be attributed to the branching
structure itself.

2.4.7 Staging Branch

Staging branch is very similar pattern compared to an integration branch. The key differ-
ence is, that staging branches typically indicate a certain phase of a project or the state
of development. Staging branches act as a place where the stability of the next release
version is ensured. There can also be several separate staging branches that incrementally
ensure the stability, before the changes are integrated to a live system or a production
branch. An example context, where staging branches would fit well, is a system that is
dynamically updated, such as web-based applications that have a high availability require-
ment. This pattern can be used in other contexts as well, but the extra effort might not
be worth it as much [1]. This approach might not work that well in situations where there
needs to be support for multiple release versions, because the amount of branches increases
by a lot with every new release. An example of this pattern is presented in Figure 2.10.
Fowler [12] points out that this type of branching enables people in different roles to see
the exact state of the source code in the phase that interests them the most.
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Producer codeline

Baseline

Consumer codeline

Baseline

Consumer codeline

Baseline

Figure 2.11: A simplified example of the producer-consumer pattern. The middle baseline contains
a component which is integrated to the software baselines above and below, which will then use that
component. The integration occurs in the picture every time there is an update to the component
baseline.

2.4.8 Producer/Consumer Branch

Producer/consumer branching pattern includes two types of branches; those that provide
a component or a feature, and those that utilize them. The reasoning for using this kind
of branching pattern could be that the component or feature is reusable and as such would
make sense to not tie its development to any specific system. An example of this pattern
is presented in Figure 2.11.

Pala Er and Erbaş [24] also point out, that another benefit of this pattern is its increase
of control in who can do modifications to the component or feature, because the consumer
branches can only receive changes and not propagate their own changes into the producer
branch. A type of producer/consumer branching pattern called the smorgasbord release
was presented by Vance [38]. The main idea of it is that each release is built by picking
which feature or component branches get to be included as part of the release branch.
Vance argues that this type of branching could be used if the system under development
is highly modular and reusing different components as they are needed makes sense. An
example of how this pattern could work is presented in Figure 2.12.
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Release 2 branch

Feature branch

Feature branch

Feature branch

Feature branch

Core branch

Release 1 branch

Figure 2.12: An example of the smorgasbord release pattern.

Release v1

Release v2

Release v3

Release v4

Figure 2.13: An example representation of the promotion model. The green dots in this example
represent the situation when the development of the release version is complete and ready for delivering.

2.4.9 Promotion Model

The promotion model is a strategy where each new release is branched off of the previous
release’s branch. Typically the next release branch is created once the current release is
ready for deployment, however, it can also be possible to create the branch earlier if the
implementation of the next release needs to be started earlier. This means that all the
changes from the current release branch need to then be integrated to the next release
branch as well. An example of this model is presented in Figure 2.13.

Wingerd and Seiwald [40] suggest avoiding this pattern and to use a mainline based release
branching instead. This is because in this pattern, the policy of the codeline needs to
change in different phases of a project, which then requires thorough communication and
coordination. Walrad and Strom [39] additionally point out that this type of branching
leads to a phenomenon they call the build-by-bug-number syndrome. This phenomenon
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Release v1

Release v2

Release v3

Figure 2.14: An example of the build-by-bug-number syndrome. The red dots in this example represent
a bug fix done and their propagation forward, which will require a new build on the release branch.

happens when post-release bug fixes need to be made. Because they are made after the
release, the bug fixes need to be integrated to later release branches as well, and that
needs to happen incrementally. This can be very error-prone, since there could be a
lot of branches where the integration will happen. A bit similar kind of problem can
happen as well while using a mainline, if the release branches need to be supported for a
longer period of time. Although, in that case, the changes do not flow through all release
branches; only through the mainline. This problematic scenario in promotion model is
presented in Figure 2.14. In a situation where it is noticed, that the bug fix needs to
be integrated to an earlier release as well, the developers have to hand pick and ensure
that new development does not flow to the older release. Walrad and Strom additionally
note, that this pattern would not support longer-term development parallel to the normal
release cycle, because the development would have to be relocated every time a new release
branch is made.

Rayana et al. [29], however, report on their case with this particular pattern. In order to
mitigate the overhead work required, they developed practices and tools that help them
by automating the integration effort. They also utilize integration branches to make sure
that changes flowing down do not break either of the branches. Their branching structure
is presented in Figure 2.15. There is still a requirement, however, that the developers need
to know what is the earliest version to fix a particular bug in. Their case emphasizes the
notion, that while some branching patterns might not be generally considered good, it can
be made to work with other supporting patterns and practices.
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Release v1
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Release v2
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Figure 2.15: The process of integration with Bert-E in Scality.

2.4.10 Third-party Branch

Third-party branching pattern is very similar to consumer/producer branching pattern.
The idea is similar in the way that a component, which in this case is a third-party
component, is isolated in its own branch. The way this pattern differs, however, is in its
purpose. The main idea is, that as a specific tested version of the third-party component is
stored in a branch, the risk of that version not being provided anymore becomes mitigated.
Additionally, if a bug fix to a release would change the functionality of the third-party
component so, that it breaks your implementation, the version without the bug fix would
still be available in the third-party branch. Having its own branch for a third-party
component could also make it more simple to control and document which versions have
been tested and determined working with specific releases of your system [1]. There is also
a legal reason for using third-party branches. Smith [35] writes that in a situation where
open-source software needs to be incorporated into the system, isolating it in a third-party
branch can ensure the fulfillment of contractual requirements, without disclosing anything
confidential regarding your system.

2.5 General Recommended Practices

On top of different branching patterns and guidance on how to use them, the literature
has many different general recommendations regarding branching, which is not necessarily
tied to any particular pattern.
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2.5.1 Policies

Whether they are defined or not, different policies affect how branches are being used,
and what is allowed and disallowed. Of course it would make more sense to clearly define
the policies so that all of the developers are aligned with them and understand the flow
of development in the same way. Appleton et al. [1] wrote that the policies define and
preserve the conceptual characteristics of a branch. They note that branches typically
can have more usages than what their primary intent is, but using them for more than
2-3 dimensions is discouraged due to the amount of risk involved in simultaneous variance
across these dimensions. Examples of what exactly the policies could define are: stability
requirements, integration frequency, flow of changes, the nature of the changes, life-cycle
of the branch, and who are allowed to make changes. They also argue that policies
should always be defined and consistent with each other, even if they need to be adjusted.
Wingerd and Seiwald [40] agree with this and also point out, that if the policy of the branch
is significantly against what you want to do, instead of changing the policies, branching
could be a much better option. This way the integrity of the branch is kept and policies of
the new branch can be aligned with what is required. For example, Walrad and Strom [39]
suggest, that instead of code freezing a branch blocking further development until a release
is tested and published, a release branch could be created and thus conflicting policies
would be avoided. Berczuk [4] gives another example of this with how different stages of a
project might cause a shift in how much stability is required over productivity. Vance [38]
as well argues that the policies should be derived from the context and requirements, and
not just arbitrarily invented.

2.5.2 Ownership and Responsibility

Even with well defined policies, there will most likely come situations that require excep-
tions to be made. For example, it might not make much sense to require hotfixes to follow
the same policies as normal development in a specific branch, at least initially. Wingerd
and Seiwald [40] argue that in these situations there should be an owner for the branch or
codeline to allow and define how the exception will be handled, because otherwise develop-
ers will act in an arbitrary manner, possibly without documenting it properly. Appleton et
al. [1] also argue that ownership should always be defined disregard the strategy used. It
is the owner’s responsibility to make sure that the policies are followed and that the devel-
opers understand the policies. They always have the last word on any decisions regarding
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their codeline. Responsibilities can, however, differ even if a codeline has an owner. For
example, the responsibility of integrating or synchronizing the codeline could be defined
for the owner, a specific developer or a team of developers. Often teams select a single
person to be in charge of this [5]. Although, it probably makes most sense to leave the
responsibility of an integration to the person that is most fitted to resolve the possible
issues [40].

2.5.3 Branching Structure

Birmele [6] argues that branching structure is typically aligned with architecture, organi-
zation or the breakdown of work. When deciding on a specific structure, he recommends
considering how the development will evolve and how the structure is affected by this
change. Shihab et al. [33] argue that aligning with organizational structure would make it
more easier to coordinate and communicate. On the other hand, aligning with the archi-
tectural structure would reduce the amount of integrations required, because the developed
features are always close to the branch where they need to be integrated to. According
to their findings, aligning with either of the structures would be beneficial, but aligning
with organizational structure resulted in better quality outcome. This way of thinking
would align quite well with the Conway’s law: ”Organizations which design systems (...)
are constrained to produce designs which are copies of the communication structures of
these organizations.” [8] Kerzazi’s [15] publication also advocates for alignment with the
organizational structure, as the main focus is in collaboration between teams and making
sure direct flow of changes is possible between interdependent branches. Neto and Sun-
daram [22] as well argue that the collaboration of teams suffers if there is an intermediate
branch between the team’s branches. Phillips et al. [26] also emphasize optimizing the
branching structure in a way that reduces the total amount of integrations. Because the
risks in a project change depending on the phase, they recommend that it should be a pos-
sibility to change the branching structure as well to mitigate them better. This, however,
would require a thorough understanding of the branching structures and how the intended
changes affect, which can be somewhat difficult. Pala Er and Erbaş [24] as well suggest
focusing on reducing the transaction costs by aligning the branching according to the gov-
ernance structure of the project. According to Phillips et al. [27], branching structures
with a higher level of depth allow for better integration testing and require more effort,
whereas lower level of depth is more agile and has a greater risk of destabilization. While
some argue that the act of excessively branching would cause issues in productivity [1, 27,
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40, 14], a study by Zou et al. [41] indicates that the number of branches only has a small
impact towards productivity.

2.5.4 Tools

As mentioned in the previous sections, tools are an important aspect in any branching
strategy. They can make good strategies less effective and bad strategies to work well
enough. Berczuk [4] writes that even though workspace management, integration and
building the software are important tasks, they shouldn’t require excess effort. The reason
for excess effort could be that the strategies do not fit with the tools in use. For example,
in the case study by Mårtensson et al. [18], the developers reported not integrating as often
as was required because the process took too long and it was too complicated. Although,
the speed of the build system was later found not to be at least the main impediment.
Appleton et al. [1], however, also argue that the build time affects how often a system can
be tested within a single day, and the more frequently it can be done, the more it improves
productivity. They list tool support as one of the five major forces affecting branching
strategies. This is somewhat confirmed by Phillips et al. [27], because they found that
satisfaction felt from integrations is highly impacted by the selected tools. For example,
a tool, that can automatically handle certain merge conflicts, makes the integration effort
easier. Hart [13] also emphasizes that the tools you use need to support your needs with
branching. So in a situation where the tools do not fit with the strategies in use, either
the tools or the strategies need to be adjusted, whichever change is most reasonable to
make.

2.5.5 Documentation

The importance of documentation is mentioned in the literature as well. Wingerd and
Seiwald [40] argue that all of the policies and strategies employed should be described in
clear and available documentation, and the documents should be updated as readily as the
source code or the practices. This avoids ambiguity and there will always be a reference
to the practices and strategies. Another form of documentation that they emphasize on,
is the build logs and outputs. This includes the testing results as well. When available,
they can make investigating much easier and can be used to gather data on the common
issues, for example. Smith [35] also points out that software configuration management
systems do not only store changes, but can also provide information on the progress of
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a project. For example, as previously mentioned in the staging branch pattern, different
branches could indicate the phase of a project. Another form of documentation is the
naming of different entities. Appleton et al. [1] suggest to use meaningful branch names,
as they can clearly communicate the purpose of the branch and further reduce ambiguity.
Zou et al. [41], however, report that meaningful branch names are not used that often in
practice.

2.5.6 Workspace Management

A workspace refers to an environment where a developer can edit or test code. Gener-
ally this can be a branch or a server for testing. Wingerd and Seiwald [40] suggest that
workspaces should not be shared, because it could confuse people and because it makes
it harder to track activities. While this can be true, it is fairly common for more than
one developer to work on a testing server or a specific branch. There probably still should
be some distinction made who are allowed to make changes in which workspaces. More
importantly, they argue that work should not happen outside of managed workspaces. For
example, development not included in version control increases risks regarding maintain-
ability and reproducibility. They also argue that the workspaces should be kept in sync
with their corresponding codelines. De Souza et al. [36] also recommend this, because
working with outdated versions is risky and can make the developers’ work less effective.
For example, in the worst case scenario, a developer developing on top of outdated versions
might have to start their work from the beginning due to some changes preventing their
implementation. Pala Er and Erbaş [24] go as far as recommending rebasing immediately
as new changes are introduced in the parent branch.

2.6 Planning and Evaluating a Branching Strategy

Another important question to ask is how exactly to choose and evaluate a proper branch-
ing strategy. There are some recommendations regarding this with a few similarities
between them. Appleton et al. [1] have a risk-centered approach to planning a branching
strategy. They argue that the most important thing to do first is to determine the risk
tolerance and what kind of risks are relevant for that particular case. Only after that can
the branching and merging practices be selected to accommodate the mitigation of those
risks. Additionally, they recommend starting from simple strategies and slowly evolving
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and building on top of them, depending on the emerging needs as the risks change during
the project. Bird and Zimmerman [5] define the term branch refactoring which, similarly
to code refactoring, refers to improving and refining the branching structure as a project
evolves. Fowler [12] as well has a somewhat risk-based approach for planning a branching
strategy. He suggests focusing on the riskiest part of branching, which is the integration.
He especially emphasizes on focusing what makes integration difficult. A study by Phillips
et al. [27] would confirm that successful strategies take this into account. Vance [38] also
argues that a branching strategy motivated by a risk-based analysis of the development
needs would provide a strong foundation. Jacob et al. [14], on the other hand, suggest to
first determine the organizational structure and context, after which the branching struc-
ture can be aligned to. After this, different scenarios should be followed with the branching
structure in order to find possible problem areas and to mitigate them. Their publication,
however, focuses on the context of Microsoft Team Foundation Server. Birmele [6] as well
suggests considering the scenario of a change when evaluating a strategy. Finally, the
practices should be defined and training provided for them. Narsu’s [21] approach starts
with establishing the business goals and metrics to follow, so that there can be clear feed-
back loops. He suggests implementing a strategy in iterations. This way, when changes to
the strategy are made, their effectiveness can be evaluated properly. He also emphasizes
that the organization, tools and employees need to be aligned and support the practices.

2.7 Summary and Reflection

The recurring theme in literature with different aspects of branching is, that the context
is important to take into account. In some scenarios, a specific practice can be considered
as good while in another scenario the same practice might not work as well. Each practice
has its own benefits and issues, and the issues can be mitigated by combining different
practices. It is also good to note that many of the practices and patterns in the literature
are based on anecdotal evidence and personal experiences. The practices themselves have
not evolved that much over the years, and there are a lot of similarities between the strate-
gies of different organizations and what is generally recommended. An example of one of
the changes is the trend of moving towards using feature toggling, as stated by Prutchi
et al. [34] in their publication. Whether feature toggling can be considered a branching
practice or not, is debatable. It can, however, affect how branching is conducted and works
as an alternative to feature branching. The issues surrounding different branching prac-
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tices and strategies have not changed much either. The tools that support the practices,
however, have evolved and made it possible to address some of the shortcomings of cer-
tain practices, and thus enable using them more effectively. There seems to be somewhat
different views on how to plan a branching strategy exactly, but each approach seems to
focus more on a specific aspect or they have a narrow point of view, rather than focusing
on the full relevant context. It is, however, arguable whether it is a good idea to focus on
the full context or not. In most of the publications that do have some instructions, how to
plan is normally not the main focus of the publication but rather an addition. There are a
lot of similarities between the concepts of branching structure and software architecture.
They share a lot of the same quality attributes, and in both cases a specific strategy can
affect and shape the development and implementation of the system. In a way, branching
structure can be thought of as the architecture of building a system. Because of this, it is
odd that there does not seem to be a formalized and systematic method in general use for
planning and evaluating a branching strategy. In addition to personal experience, the re-
viewed literature would as well hint that the branching strategies are more often than not
arbitrarily created or selected without a systematic process. The effects of this can cause
similar kind of problems as when creating a software architecture that does not completely
fit with what the intentions are. Although, it can be argued that changing a branching
strategy is easier than changing the software architecture, and thus the problems are also
easier to manage. Then again, the issues with branching strategies can be subtle even
when they are impactful as well [28].



3 Survey Results and Findings From
the Organization

In this chapter, information on the context of the organization, that is relevant to branch-
ing, is presented. In the first section, the results of the survey are presented, and the
sections after that have more information based on the interviews and available documen-
tation.

3.1 Survey Results

The main purposes of this survey were to collect and present some necessary background
information and context, supporting and directing the interview questions, and having
another point of data to base the solutions on. The survey also acts as a reference point
for the future evaluation of the situation after the changes have been implemented and
been in use for a while. Some of the questions in the survey had small clarifications on
the context, for example, when talking about the CI-systems.

For calculating correlations between different attributes, Kendall rank correlation coef-
ficient is utilized. This is because the evaluated attributes are either ordinal and non-
numeric by nature, and there are ranking ties within the values. Regarding the correla-
tions of different attributes, it is important to also note that the sample size is fairly small.
This means that the correlations are not that significant statistically, so they should be
taken with a grain of salt. When the correlation coefficient is calculated between the time
being employed and some other numeric variable, the time being employed is interpreted
by assigning a number from 1 to 6, with 1 being ”0 to 3 years” and 6 being ”20+ years”.

The survey was sent on 5.7.2020 to 34 employees of the organization that were either part of
the development HR group or in some way contribute to the development of the GenerisCX
product. Out of these 34 employees, 20 (58.8%) of them responded to the survey. Out of
the 20 responses, based on the answers, 2 of them were found to actually not be working
with the GenerisCX product directly and thus their answers were disregarded. The 18
employees were from 8 separate teams. The amount of employees, that were from the same
team, ranged from 1 to 4 and the median amount was 2 employees. One team, working
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Figure 3.1: The y-axis indicates the amount of employees and the x-axis indicates how long roughly in
years they have been working in the organization.

directly with the GenerisCX product, was not represented in the responses. Five of the
employees that responded were from two teams that are not particularly associated with
any specific project. These two teams are referred, in the tables and figures, as ”Team 6”
and ”Team 8”. The other six teams have their own separate projects that they are mostly
focused on.

The selected ranges for the time being employed were chosen based on the recommenda-
tions given by a senior employee. Ranges were given, instead of exact values, due to the
possibility of some employees not remembering how long exactly they have been employed,
as some could have been employed elsewhere for a period and then came back. Most of
the respondents have been working in the organization for 8 to 11 years or even longer.
So overall there are only a few inexperienced or new employees represented in the sam-
ple. A more detailed distribution of the respondents’ time being employed is presented in
Figure 3.1.

The employees were asked to rate the level of confidence they have in the organization’s
CI-system, which consists of building the product and verifying that the quality is on a
good enough level. The range was given from 1 to 5, with 1 being very low and 5 being
very high. The average rating for the confidence in the CI-systems was 3.5 and the median
was 3. The distribution of ratings can be seen from Figure 3.2. There does not seem to
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Figure 3.2: The rating of the confidence in the CI-systems ranging from 1 to 5, where 1 is very low and
5 is very high. The x-axis indicates how many employees gave a specific rating.

be any strong correlations between the time being employed and the confidence in the
CI-systems, as the correlation coefficient between these variables is roughly τ ≈ 0.141,
which indicates only a weak positive correlation.

The employees were also asked if their team follows some sort of clear rules of precaution
when propagating/merging or rebasing development from one branch to another. 13 of the
respondents answered ”Yes” and 5 answered ”No”, which is also presented in Figure 3.3.
From the ones that answered ”No”, four of them were in a team where at least one other
member of the team answered ”Yes”. Only one team had more than one member who
answered ”No”, which could indicate that the issue of not having clear enough precaution
practices could be more on the individual level rather than concerning whole teams. Even
in the teams, in which everyone answered ”Yes”, the developers had slightly differing
explanations of the precaution approaches, although they were generally towards the same
direction. This could indicate that the precaution approaches are not that well known or
documented properly in some of the teams.

The summarized rules for precaution for propagating/merging or rebasing mentioned in
all of the answers:

• The mainline should be green (not broken)

• No other team is propagating/merging at the same time

• The build is not running at the same time, because its results are not yet known

• Only propagate/merge verified working development

• Do not develop on top of a broken build

• Verify by having a code review
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Figure 3.3: The respondents’ answer when asked if their team follows some clear rules for precaution
when propagating/merging or rebasing.

• Strictly follow the guidance in our documentation for these processes

• The rebase must not be older than 48h before propagating/merging

• Propagating/merging has to be informed to everyone relevant

• The result has to be monitored

According to the survey, none of the employees propagate/merge their development daily
to the mainline or a similar baseline. The most frequent this is reported to be performed
is twice a week, but most of the respondents report doing it twice a month or more
infrequently. The distribution of answers towards frequency of propagating/merging is
presented in Table 3.1. The situation for those that answered ”Less frequently or never”
could be that someone else in their team is responsible of propagating/merging, for exam-
ple, to the mainline.

The main technical characteristics hindering the frequency of propagating/merging are
the instability issues of branches and the overall process being too complex, long and/or
difficult to perform more frequently. There is also the feeling that there is no need to
perform it more frequently or that there is no evident value in increasing the frequency
of propagating/merging. The characteristics and their occurrences in the answers are
presented in Table 3.2.

The employees were then asked to rate the difficulty of propagating/merging and its error-
proneness. It was specified in the survey that these ratings should take into consideration
the actual whole process and not just the act of updating the code. So for example, the
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Frequency of propagating/merging

Frequency Occurrence Percentage

Daily 0 0.0%

Twice a week 2 11.1%

Weekly 3 16.7%

Twice a month 4 22.2%

Monthly 5 27.8%

Less frequently or never 4 22.2%

Table 3.1: The frequencies of propagating/merging code from one branch to the mainline or a branch
with a similar purpose.

Characteristics hindering the frequency of propagating/merging

Reason Occurrence Percentage

The target and/or the source branch is unstable 5 25.0%

Feeling that there is no need to do it more frequently 5 25.0%

The process is too complex, long and/or difficult 4 20.0%

Lack of competence/Someone else is responsible for it 4 20.0%

Forgetting to do it frequently 1 5.0%

Avoiding breaking anything 1 5.0%

Table 3.2: List of the main reasons hindering the frequency of propagating/merging development and
their occurrence in the responses. The total amount is higher than the sample size due to some answers
mentioning more than one issue.
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Figure 3.4: The rating of difficulty and error-proneness of propagating/merging ranging from 1 to 5,
where 1 is very easy or very safe and 5 is very hard or very dangerous. The x-axis indicates how many
employees gave a specific rating.

error-proneness could be due to the code breaking, the build/testing environments breaking
or some other supporting systems failing. The average rating for the difficulty was roughly
2.94 and the median was 3. The average rating for the error-proneness was roughly 2.78
and the median was 3. The ratings are presented in Figure 3.4. The correlation coefficient
between the time being employed and the rating of difficulty of propagating/merging was
τ ≈ -0.239, which hints that those that have been employed longer rate the difficulty as
slightly easier, which also makes sense logically. Although again, the correlation is rather
on the weaker side. On the other hand, the correlation coefficient between the rating of
confidence in the CI-systems and the rating of error-proneness in propagating/merging was
τ ≈ 0.256, which is again a weak correlation. This could indicate that the error-proneness
is not at least mainly due to the CI-systems themselves.

As was the case with propagating/merging, the frequency of rebasing seems to be quite
infrequent as well. All of the employees report rebasing weekly or more infrequently
whereas most report doing it monthly or even more infrequently. More than with propa-
gating/merging, the reason for doing rebasing less frequently or never is due to someone
else in the team being responsible for performing it. The distribution of answers towards
frequency of rebasing is presented in Table 3.3. It is somewhat surprising, that even
though it is recommended that you rebase before propagating/merging, the frequency of
rebasing does not exactly follow the frequency of propagating/merging. For example, two
employees report to propagate/merge twice a week, but none of the employees report re-
basing twice a week. Then again, if we compare the average frequencies between the two
operations, and disregard the answers that were ”Less frequently or never”, the average
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Frequency of rebasing

Frequency Occurrence Percentage

Daily 0 0.0%

Twice a week 0 0.0%

Weekly 4 22.2%

Twice a month 2 11.1%

Monthly 4 22.2%

Less frequently or never 8 44.4%

Table 3.3: The frequencies of rebasing code from the mainline or a similar branch to another branch.

frequency of rebasing would be once every 17.8 days and the average frequency of propa-
gating/merging would be once every 17 days. Although, if we don’t disregard the ”Less
frequently or never” answers, the difference between the averages would be noticeably
higher depending on how to interpret that answer in terms of days.

When this phenomenon is inspected on the team level, as is presented in Table 3.4, we can
see that four of the eight teams have a mismatch in their frequency of propagating/merging
and rebasing, when comparing the highest reported frequencies. Another explanation at
least for some teams could be, that the development items are so small and quickly done,
that rebasing is not necessary and that it would cause unnecessary overhead work.

The main technical characteristics hindering the frequency of rebasing are similarly the
instability issues of branches and the process being too complex, long and/or difficult to
perform. These are not, however, as big issues as in the case of propagating/merging. The
biggest issue hindering the frequency of rebasing is lack of competence or that someone
else is responsible for performing it. It seems that in some of the teams there is a specific
developer who is responsible for rebasing, for example, the development branch from
the mainline. The characteristics and their occurrences in the answers are presented in
Table 3.5.

The difficulty and error-proneness of rebasing was also rated. It was similarly specified
that these ratings should be given for the whole process and not just the act of updating
the code. The average rating for the difficulty was roughly 2.56 and the median was 2.5.
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Frequencies of propagating/merging and rebasing per team

Team Members Propagation/merge frequency Rebase frequency

Team 1 3 Weekly Weekly

Team 2 1 Monthly Less frequently or never

Team 3 1 Twice a week Monthly

Team 4 4 Weekly Weekly

Team 5 2 Twice a month Twice a month

Team 6 2 Monthly Less frequently or never

Team 7 2 Monthly Monthly

Team 8 3 Twice a week Weekly

Table 3.4: The highest reported frequency for both propagation/merge and rebase per team.

Characteristics hindering the frequency of rebasing

Reason Occurrence Percentage

Lack of competence/Someone else is responsible for it 7 36.8%

Feeling that there is no need to do it more frequently 3 15.8%

The target and/or the source branch is unstable 3 15.8%

The process is too complex, long and/or difficult 3 15.8%

Avoiding breaking anything 2 10.5%

Forgetting to do it frequently 1 5.3%

Table 3.5: List of the main reasons hindering the frequency of rebasing development and their occurrence
in the responses. The total amount is higher than the sample size due to some answers mentioning more
than one issue.



43

0 2 4 6 8 10 12 14 16 18

Difficulty of rebasing

Error-proneness of rebasing

Employees
1 2 3 4 5

Figure 3.5: The rating of difficulty and error-proneness of rebasing ranging from 1 to 5, where 1 is very
easy or very safe and 5 is very hard or very dangerous. The x-axis indicates how many employees gave a
specific rating.

The average rating for the error-proneness was roughly 2.94 and the median was 3. The
ratings are presented in Figure 3.5. The correlation coefficient between the time being
employed and the rating of difficulty of rebasing was τ ≈ -0.158, so there is very weak
indication of time being employed affecting negatively towards the rating of difficulty for
rebasing. The correlation coefficient between the rating of confidence in the CI-systems
and the rating of error-proneness in rebasing was τ = 0, which as well could indicate that
the error-proneness is not at least mainly due to the CI-systems. More interestingly the
correlation coefficient between the difficulties of propagating/promoting and rebasing was
τ ≈ 0.335. So the developers, that rated propagating/merging as difficult, were slightly
more likely to rate rebasing also difficult. Overall developers see the difficulty to be higher
with propagating/merging when compared to rebasing but the error-proneness is felt to
be slightly higher with rebasing.

In the survey, it was also asked if everyone in their team are following the same branching
and version control practices according to their knowledge. Three employees answered
”No” to this question with two of them belonging to teams where someone had answered
”Yes”. So it seems there could be some disagreement with the branching and version
control practices within those teams. In the other six teams everyone answered similarly
with the other members of the team. The answer distribution is presented in Figure 3.6.

Although most answered similarly within their team to the previous question, there was
quite a bit of variance when asked how the branching and version control practices had
been adopted in their team. A more detailed view of the answers is presented in Table 3.6.
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Figure 3.6: The respondents’ answer when asked if everyone inside their team is following the same
branching and version control practices.

It could be that there is just a misunderstanding of where the practices actually came from,
or the employees were not part of establishing the practices but they have some intuition
on where they come from. It could also be that the practices are not clear enough to
everyone, or that everyone is actually following different practices. Only two teams had
answers where the practices were taken from the documentation as is. In both of those
teams, however, someone had answered that modifications were made to them to better
suit their team. Five teams in total had at least one answer that stated this. Two teams
in total had answers that stated that there are no clear cut practices and that they are
just doing whatever works and figuring things as they go forward.

The employees were also asked whether they preferred developing directly on the target
branch or developing on a separate branch and then propagating/merging the new devel-
opment to the target branch. They additionally had to explain why they preferred that
way of development. Most of the employees stated that they preferred developing on a
separate branch. The distribution of answers is presented in Figure 3.7. From the four
employees, that stated that they prefer developing directly on the target branch, two of
them are in a team that is mostly focused on support work which to some degree would
explain their preference.

The summarized reasons for some employees to prefer developing directly on the target
branch:

• It works without problems if a testing environment can be used to verify new devel-
opment
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How branching and version control practices have been adopted in each team
according to their members

Team Answers

Team 1
The practices were taken from our documentation, but modifications
were made to better suit my team.

The practices were adopted from a previous project.

Team 2 The practices were adopted from a previous project.

Team 3 There are no clear cut practices, we’re just doing what works and figuring
things out as we go forward.

Team 4

The practices were taken from our documentation, but modifications
were made to better suit my team.

The practices were taken from our documentation as is.

I don’t know.

Team 5
The practices were mostly developed within the current project, in the
beginning.

The practices were taken from our documentation, but modifications
were made to better suit my team.

Team 6
The practices were adopted from a previous project.

The practices were taken from our documentation, but modifications
were made to better suit my team.

Team 7
The practices were adopted from a previous project.

There are no clear cut practices, we’re just doing what works and figuring
things out as we go forward.

Team 8

The practices were adopted from a previous project.

The practices were taken from our documentation as is.

The practices were taken from our documentation, but modifications
were made to better suit my team.

Table 3.6: List of the answers appearing per team that indicate how branching and version control
practices have been adopted within the team.
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Figure 3.7: The respondents’ preference on the approach for developing a new feature.

• It is more convenient to verify the new development works

• The development items are small and it is the team’s process

• There is no perceived advantage for developing on a separate branch

The summarized reasons for some employees to prefer developing on a separate branch
and then integrating to the target branch:

• It is safer and won’t disturb other’s work

• Preference to verify new development in a separate branch

• Bug fixing is easier when development is isolated

• Unfinished and temporary code can exist freely on a separate branch

In one of the questions, the employees had to rate the suitability of the branching and
version control practices in the team they are currently part of. Most of the teams had
an average rating of 3 or 3.5, and only one team had as high of an average rating as 4.3.
The ratings are presented in Figure 3.8. This would indicate that, in most of the teams,
the members do not see their current branching and version control practices as poor, but
that there are still improvements that can be made. Of course the sample size per team
is rather small, but because the average of all answers is 3.5 and the median 3, the results
are probably not that far from the actual truth.
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Figure 3.8: The rating of suitability of the branching and version control practices per team ranging
from 1 to 5, where 1 is very poor and 5 is very good. The x-axis indicates how many employees gave a
specific rating.
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Lastly, the employees were asked in what situations are new branches created. A lot of
the answers had fairly similar explanations about branching happening when a release
has to be delivered to the customer or several customers. Surprisingly, only one answer
mentioned that own development branches can be freely created, even though, it is a fairly
common practice generally.

The summarized situations or conditions for when new branches are created:

• When a major project release is needed

• When internal development is done

• At the start of a new project

• Own development branches are freely created by developers

• When a development branch has too many test versions, which would slow down the
installation process

Different teams could have slightly different kinds of CI-systems in place. For example,
some could have more robust automated testing with better coverage than others. Previ-
ously presented data also suggests that different teams do have slightly different kinds of
practices. It is possible that these aspects affect the ratings of difficulty and error-proneness
for different operations. Because of this, it is important to compare these ratings between
different teams as well. The average ratings per team are presented in Table 3.7. Confi-
dence in the CI-systems seems to be highest in Team 1, while other teams have somewhat
similar levels of confidence. Difficulty of propagating/merging is rated highest in Team 4
and lowest in Team 8. On the other hand, error-proneness of propagating/merging is rated
quite similarly between the teams. Both the difficulty and error-proneness of rebasing is
rated highest in Team 3, although the sample size in that team is only one employee.
The other teams have somewhat similar average ratings for the difficulty of rebasing. For
the error-proneness of rebasing, Team 2 has the lowest average rating, although again the
sample size in that team is also only one employee.

Overall, the picture that the results of this survey paint is that things are not out of con-
trol, but there are a lot of easy improvements that can be made to ensure that everyone
is working under the same rules, and that the processes have been thought-out and doc-
umented properly. Although the correlation of time being employed and the difficulties
of rebasing and propagating/merging are weak, and because of the answers on what is
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Different presented ratings per team

Team Members CIconfidence PropDifficulty PropError RebDifficulty RebError

Team 1 3 4 (4) 3 (2) 3 (2) 2.67 (2) 2.67 (2)

Team 2 1 3 (3) 3 (3) 3 (3) 3 (3) 2 (2)

Team 3 1 3 (3) 3 (3) 3 (3) 4 (4) 4 (4)

Team 4 4 3.5 (3.5) 3.67 (4) 3 (3) 2.5 (2.5) 2.75 (2.5)

Team 5 2 3.5 (3.5) 2.5 (2.5) 2.5 (2.5) 2 (2) 3.5 (3.5)

Team 6 2 3.5 (3.5) 2.5 (2.5) 2.5 (2.5) 2.5 (2.5) 3 (3)

Team 7 2 3.5 (3.5) 3.5 (3.5) 3 (3) 2 (2) 3 (3)

Team 8 3 3.33 (3) 2.33 (2) 2.33 (2) 2.67 (3) 3 (3)

Table 3.7: The average ratings of different attributes per team. The values in brackets are the median
values. CIconfidence = Confidence in the CI-system. PropDifficulty = Difficulty of propagation/merge.
PropError = Error-proneness of propagation/merge. RebDifficulty = Difficulty of rebase. RebError =
Error-proneness of rebase.
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restricting the frequency of these operations, it could be beneficial to further investigate
if these operations are actually too difficult to perform and thus require streamlining.
Some of the other theories and findings mentioned here would as well require a bit more
information, either due to not being that clear or due to the sample size being too small.
These have been taken into account in the interview questions.

3.2 Project Characteristics

There is quite wide variety of different kinds of projects in the organization for the Gener-
isCX product. Most of them, however, can be grouped into these four categories:

• Small projects and change requests within a release

• Large projects including a single customer

• Large projects including several customers

• Large projects, acting as a subcontractor, including several end-customers

The large projects, with more than one customer, are mostly related to upcoming changes
in regulations. For example, providing compliance with GDPR (General Data Protection
Regulation 2016/679) [10] or preparations towards the go-live of the Finnish Datahub [11].
Thus, the development items are fairly general, but there are usually some customer
specific features included in the projects. The scope of the projects can also vary a lot,
but oftentimes general improvements and paying of some technical debt are a part of them
as well. Because these types of projects are tied to regulation changes, the schedules are
very strict and can include penalties if they are not met. There have been situations where
some change has been delivered initially around our normal practices because otherwise
it would not have made it into production in time. Large projects for a single customer
can as well be related to regulation changes, but not as often. Normally, the development
items in these are more customer specific. The large projects typically have 1-2 teams
that are responsible for their success, and some additional help coming from other teams
or employees if needed. The usual phases in these projects are: development, delivery
(Factory Acceptance Testing/internal and Site Acceptance Testing/customer side), and
production go-live (maintenance). The delivery phase is done with the major release
version, that is intended to be delivered. In some projects, a development version could as
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well be delivered to a customer testing environment, and sometimes this delivery can even
be required to be done periodically. The small projects and change requests are mostly
done specifically for a single customer, however, the features developed can be provided for
other customers as well. Typically, the initial plan is still to only focus on the context of
that single customer. These are not as tightly scheduled, and the development is usually
done within an existing release branch, from which the customer has the latest version
in their production. The projects, including only a single customer, can sometimes take
advantage of reusing existing features to some extent.

3.3 Branching Practices

There have been several documented iterations of the branching practices during the
history of the organization. New projects, with different kinds of requirements and risks,
emerging has resulted in the documented practices to be less optimal for these project’s
needs. This has then lead to the situation where different teams follow at least slightly
different kinds of branching strategies that suit their needs better. Additionally, newly
formed teams do not necessarily have a solid base to refine their strategy from, so in some
situations the practices are defined in an ad hoc manner. The most recently documented
branching structure is presented in Figure 3.9 and the practices are as follows:

• At the start of the project, when development starts, create a development branch
from the mainline

• New features should be implemented initially in the newly created development
branch

• The implementations should be integrated to the mainline monthly

• Rebasing from the mainline to the development branch should be regularly made,
especially within 48 hours before integrating from the development branch to the
mainline

• Before integrating new development, all developers should be informed about it to
avoid potential conflicts (development freeze)

• Testing the new features happens in the mainline
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Mainline

Development branch

Release branch

Figure 3.9: An example illustration of the most recent documented branching structure.

• When the development is mostly done, create a separate release branch from the
mainline

• Only bug fixing and ”finalization” should happen in the release branch

• All bug fixes and finalizations should be integrated immediately to the mainline

• Deliveries to customer environments happen only from the release branch

• The frequency of builds in all branches should be at least daily

• If a branch is broken for whatever reason, no new development should be integrated
into it, unless it is to fix the issues

These documents are, however, very outdated and none of the projects follow these in-
structions exactly at the moment. Presently, projects have somewhat similar strategies
between each other regarding branching, with few differences. One thing common through
all projects is that development is done in a separate branch from the mainline. The
mainline branch exists only to act as a master from which all branches originate from
and to make sure that the developed code in separate branches are compatible with each
other. The types of branches that are currently used in different projects are: develop-
ment branches, release branches, mainline, and feature or component branches. The use
of development branches is fairly similar across different teams and projects. They are
not personal development branches, but rather a shared branch for the team or project
to develop and test the necessary functionality. Personal development branches are rarely
used, because it is felt to add unnecessary overhead work, and there is no evident value
in the isolation it would provide. Typically, the work has been arranged in a way, where
conflicting changes within a project do not happen that often, and when they do, the
issues are felt to be very minor. The amount of developers sharing a development branch
is also quite small and they communicate more often with each other, so the risk of con-
flicts within a team or a project is smaller. In two projects, there was at some point two
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Figure 3.10: The branching structure used in one of the teams that has continuous projects.

separate development branches for two separate teams. Later, in both of the projects,
they moved to a single shared branch because of overhead work and other issues related
to isolating interdependent teams from each other. In most projects, the development
branch is branched off of the mainline when the project starts, but in one team there is
normally a static development branch, because their projects always follow the previous
one continuously. Their typical branching structure is presented in Figure 3.10

In some teams, synchronizing the development branch with the mainline is performed
periodically, if neither branch is broken. For other teams, the synchronizing happens
when it is felt to be necessary. Generally, synchronizing with the mainline is performed
by a specific developer or a group of developers within a team, unless it concerns a bug
fix, which is then the responsibility of the one who has made it. One interviewee pointed
out that there is no proper guidance or a process for how a bug fix made to a specific
release branch flows into all the other necessary branches in a controlled manner. Another
interviewee also said that it needs to be very clear to the developers which changes should
flow into which branches. Additionally, one of the interviewees noted that there is poor
visibility between support and the projects. This has sometimes led to situations where a
bug has already been fixed in one branch, but the support is unaware of it. Some projects
have required high level of stability and thus synchronizing with the mainline frequently
was deferred. This has sometimes led to there being less emphasis on the stability of the
mainline. Many of the interviewees felt, that rebasing and propagating with mainline has
usually not caused any significant issues. One interviewee, however, mentioned that there
are slight concerns and thoughts of avoiding synchronizing with the mainline before a
scheduled delivery. They also wish that mainline would have an owner that is responsible
of coordinating integrations between projects and that the policies are followed. Typically,
the conflicts seem to be semantic in nature and they are spotted in installation testing
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Figure 3.11: The branching structure used in some of the projects, which only have a single branch for
both development and release.

and regression testing. In a couple of cases, there was a time when new development was
done directly to the mainline. This, however, turned out to be a poor decision due to
instability issues and its inhibiting effect towards the productivity in all projects.

While most projects use separate development branches, few have only a single branch
for both development and release. Initially, in the development phase, the branch is kept
in sync with the mainline. After the development is done, usually no new development
is allowed in the branch, except for change requests and bug fixing. Also at that point,
only bug fixes and necessary change requests are propagated to and from the mainline.
This structure is presented in Figure 3.11. There have, however, been situations where
there was a need for new development after development was declared complete, and
the development was then done directly to the release branch. This, in addition with
bug fixing and change requests, has sometimes caused instability in the release branch at
critical times.

The release branch is typically used for verifying and stabilizing a deliverable release for the
customer. This means that the project related QA activities are done in the development
branch and the release branch, not in the mainline. That does not, however, mean that
regular automated testing would not occur in the mainline. Taking a release branch from
the mainline is normally tied to the schedule, when it is necessary to deliver a version for
the customer to test. Here there is a slight divergence in the practices as well. In some
projects, the development branch is kept active and the bug fixing is performed initially
there. This structure is presented in Figure 3.12. In other projects, the development branch
is discarded and the bug fixing occurs in the release branch, as presented in Figure 3.9. One
interviewee mentioned, that propagating the changes from a development branch to the
release branch requires more and more effort the further they diverge from the mainline.
This is because there is a need for caution to not let unrelated changes to flow into the
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Figure 3.12: The branching structure used in some of the projects where the development branch is still
used after a release branch has been taken.

release branch. This issue, however, is not felt to have caused any significant delays. In
some projects the development might also continue slightly in the release branch. One
interviewee mentioned that they have used feature toggles in their project to have better
control and to be able to enable the features at a specific time when they are required.
The toggles were also used to disable any unfinished development. Feature toggling is
possible and quite easily manageable with the existing infrastructure.

Some of the projects also have an external component stored in its own repository. In
one situation, this basically forms a producer/consumer branching pattern, because the
component is usable in another product as well. There is, however, a question of which
version of the component is exactly compatible with a specific version of the product,
because they are not exactly tied together. The component itself is not relevant for all
market areas which is why it is not included inside the product repository. GenerisCX
also utilizes some third-party software, where some are included in the build and others
are not. For those that are not, the third-party branching pattern is not used.

3.4 Version Publishing and QA Measures

Version publishing and QA measures differ both in different kinds of branches as well as
in different projects and teams. The typical practice, for introducing any configurations
in any branches, is to first test in a relevant development/playground environment that
it would not cause any issues during installation. One interviewee also mentioned that
their team is very careful in doing changes to the general parts of the product, by first
reviewing the changes with the core development team. The support team does not have
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their own CI-systems, but rather mostly depend on the CI-systems made in projects.
For all branches, the normal way of working is to have a nightly build that constructs the
required files and configurations that include all newly made changes for that branch. The
build can also be triggered during the day manually, of course. At least one interviewee
indicated that this frequency is sufficient for their team to ensure the quality of the changes.

The practices regarding the mainline are common for everyone. The process starts with
new development or bug fixes being integrated into the mainline. A build is then trig-
gered, either manually or during the night. If the build succeeds, it triggers automated
unit tests to make sure the basic operations are still working as expected. After the unit
tests have passed, we get into a phase where the installability is tested and some auto-
mated functional testing is performed. First a mainline version candidate is automatically
installed into an environment with no pre-existing installations. At the same time, there
is another environment with a pre-existing installation, that gets updated into the main-
line version candidate. Smoke testing is then automatically executed against the installed
environments, with the updated environment having a larger set of tests to be run. It is
required for both of these environments to succeed with their automated testing in order
to promote the version candidate into an alpha version. If any of the steps fail, there is
normally some indication which developers are possibly responsible for the issues. The
overview of this process is presented in Figure 3.13.

For release branches, the process might differ a bit between different projects. Although
generally, it is still very similar with the mainline process. There is usually only a single
environment update and smoke testing before the version candidate is promoted into a
beta version. This is mainly because usually the main use case is updating a pre-existing
environment. The fresh installation also gets either way tested through the mainline
process. Some projects, however, also have fresh installation testing and/or more than
one environment included in their process. When a beta version has been promoted,
the version is updated into a reference environment or several reference environments
where it will go through extensive functional testing, both manual and automatic. For
most projects, these reference environments resemble the customer production systems.
Interestingly, in one team, they do not use customer specific reference environments, but
rather environments consisting of the functionality of the different market roles, that their
customers fulfill. This might not be possible for all kinds of projects, because they might
have more customer specific features that need to be taken into account. The overview of
a general example process is presented in Figure 3.14. When the beta version has been
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Figure 3.13: A flow diagram illustrating the process of publishing the mainline alpha version. The whole
process is automated apart from the investigation of issues and integrating the changes.
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tested and found to have a sufficient level of quality, the beta version can be promoted
into a release version that can then be delivered to the customers.

The CI-systems for pure development branches do not differ that much from the release
branches. The processes, however, differ, because the CI-systems are mostly used to
provide information, and not for gatekeeping. This is to allow some instability, which is
normal for development branches.

Overall, the state of the CI-systems was felt to be good, but improvements could be
made to the test coverage and creating automated test cases that handle more realistic
situations. One interviewee argued that more focus should be put into ensuring the most
critical business processes. It was also mentioned that there is no proper guidance or a
process on how the automated test cases created in a project finally get into mainline test
automation. One interviewee mentioned, that their projects typically focus on a more
different market area, compared to other projects, and currently automated testing in
mainline does not cover their cases that well. Thus, there are some concerns of regressions
flowing into their branches, because they might not be caught during mainline testing.

Two interviewees also reported some instability with the environments themselves, which
sometimes have caused issues. In a worst case, this can lead to developers expecting a
broken CI-system to not be about the changes, but rather because of the issues with
environments. In that sort of scenario, because of the amount of instability, reaction to
failures could become slower. One interviewee argues that there should be more emphasis
for developers to follow and make sure that their changes would not break anything, and
to immediately work on fixing on the issues that do occur. The time it takes to get a
version promoted was said to be too long according to two of the interviewees.

3.5 Additional Interview Findings

According to the interviews, most teams and projects do not have their branching practices
or CI-systems documented, or at least the documents are not readily available. Only two
teams out of the six, that had participants in the interviews, have them documented.
One of those teams only has them documented on a very high-level. There is no formal
practice for documenting these, even though they could be helpful references for other
teams to improve their ways of working. The team, that has them most comprehensively
documented, uses them as a point of reference every time a new project begins.
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Figure 3.14: A flow diagram illustrating a general example process of publishing a release version. The
whole process is normally automated apart from the investigation of issues, integrating the changes and
some manual testing in the functional testing part.
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Even though the tools in use are felt to be sufficient for their purposes, all of the inter-
viewees reported there being difficulties regarding them. The main issue is with there
being two software configuration management systems for the product; Git and Surround
SCM. Previously, there was intention to migrate from Surround SCM and start using Git
instead. This was, however, a much bigger operation than what was anticipated, and thus
it is not yet completed. The resulting context is, that test automation and some configu-
rations are stored in Git, while the rest of the source code still resides in Surround SCM.
Some of the interviewees mentioned that, at least for them, there is no clear division what
parts exactly reside in which system. This can cause some confusion during development
and bug fixing. For example, verifying that everything will be correctly included in the
newest version takes longer and it is easier to miss something important. Additionally,
some interviewees reported that they are not as familiar with using Git, which has also
caused a few issues for them. Initially for one project, all new development was supposed
to be stored in Git, but because of unfamiliarity and other risk factors, they decided to
discard that requirement. The situation of being stuck between two software configura-
tion management systems can be a limiting factor towards the usability of some branching
strategies.



4 Branching Strategy Formulation
and Analysis Method (BSFAM)

The purpose of the Branching Strategy Formulation and Analysis Method (BSFAM) is
to provide a basis for teams and organizations to make educated decisions on branching
practices. Additionally, it will help clarify some of the development practices related
to branching and software configuration management in general. This is only an initial
revision of the method and will most probably require further refinement once there is
more experience in using it. The proposed method can be applied either in the context
of a project, a group of projects, or an organization. In the context of an organization,
the focus should usually be in laying the foundation and not making too detailed plans,
because projects can differ in their characteristics and preparing for every situation can
probably lead to inefficiency. Even in the context of a project, some room should be left for
adjustment. I would recommend first applying the proposed method in the context of the
organization, if there are no defined strategies in place already or if those strategies need
to be improved. After that, it should be easier to apply it in projects, because most of the
information regarding the context is already collected and documented. After this method
has been applied, if there is an existing branching structure and transitioning to a different
one is not straightforward, it might be a good idea to plan also how the transitioning
will exactly happen. The steps in this method can also be used for evaluating an existing
branching strategy. This is done by examining the existing practices and analysing whether
they fit with the requirements and risks. The steps for this method are as follows:

1. Gather relevant information on the context

2. Identify initial requirements and risks

3. Select appropriate branching and general practices

4. Simulate common scenarios and the flow of changes

5. Simulate scenarios related to project/development phases

6. Confirm that requirements and risks are addressed
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7. Plan evaluation and improvement

8. Communicate and document the results

1. Gather relevant information on the context

As emphasized in the reviewed literature, the success of any strategy depends on the
context. In this method, all of the later steps depend on the information gathered. If the
information is not sufficient, it might lead to poor decisions or missing some key aspect
limiting the choices. Thus, this first step can be considered as the most important part of
this method. If in later steps a need for new information arises, it is always a possibility to
return to this step. The method does not dictate how to gather the information, because
that as well depends largely on the context. The answer to what actually is relevant
information can also vary in different organizations and projects. The participants should
have at least some idea what areas to examine, or at the very least the direction can evolve
as more information is collected. Here are some examples of what the information could
be about:

• The tools and how they are currently used

• Structure of the organization or the project

• Attributes of the system under development

• Attributes of the project or new development

• Developer’s preferences

• Common issues encountered in branching, software configuration management and
parallel development

• Other existing practices

2. Identify initial requirements and risks

After the relevant information has been gathered, the next step is to identify and list
requirements and risks that can be derived from the available information. The purpose
of this step is to ensure that everyone understands the goals and to keep the focus in
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these aspects. Because the amount of information could be a lot, the list will also act
as a summary of the most important information. In a later step, it will be confirmed
that the requirements and risks identified here have been sufficiently addressed. As an
example, one of the requirements could be that there is a need to frequently provide the
customer with intermediate versions for testing and validation purposes. One of the risks
could be that the stability of the branch would not allow for frequently delivering those
intermediate versions to the customer. If necessary and relevant, restrictions can also be
listed in order to make the next step easier by removing options that are not possible.

3. Select appropriate branching and general practices

In this step, the purpose is to brainstorm and choose branching and general practices based
on the gathered information and the identified requirements and risks. Whether practice
is appropriate depends on if it does not conflict with the requirements and if it in some
way mitigates the risks or at the very least does not increase the risks. It is important to
keep in mind that no single practice can usually take into account all requirements and
risks, and thus the branching strategy will normally include a combination of approaches.
It is also possible that certain practices will introduce new risks. If there are no strong
feelings towards any specific kind of branching strategy, it might be a good idea to come
up with different options to explore in the next steps. The result of this step should be at
least a general outline on the branching structure and the practices involved.

4. Simulate common scenarios and the flow of changes

Once there is a branching structure, it is time to consider the common non-trivial scenarios
and how changes flow from and to different branches. Simulating these can be done,
for example, by creating sequence diagrams or even just on paper visualizing how the
changes travel in the hierarchy. The idea is to make sure that the common scenarios are
possible, most likely risks are mitigated, and the practices comply with the requirements.
Additionally, this step will check if there are any new risks introduced, that were unnoticed
in the previous step. One of the important aspects, to keep an eye on, is how the branching
structure and practices affect productivity. It can be easy to come up with elaborate plans
that will in practice cause more headache for the developers than what it is worth.
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5. Simulate scenarios related to project/development phases

This step is similar to the previous one, except that the focus is in thinking what happens
in different phases of a project or development and how the transitions of those phases look
like. In the case where there are no clearly definable phases, this step can be considered
optional. For example, an agile development environment might not have clear phases. In
that situation, if it was not handled in the previous step, it could either way be a good
idea to simulate the full end-to-end scenario from development into production.

6. Confirm that requirements and risks are addressed

This step acts as a checkpoint to verify from the list, created in step 2, that at least all
of the most important requirements and risks are addressed with the suggested solutions.
It might be a good idea to concretely explain how the solutions address each requirement
and risk exactly. This way, it is ensured that the solutions and their effects are properly
understood. Additionally, if there are any new requirements or risks, they should be
analyzed whether or not they need to be taken into account. If there are still requirements
and risks that need to be addressed, return back to step 3. It is good to note that
everything does not have to be done on the first try, and working in an iterative manner
could even provide better results.

7. Plan evaluation and improvement

After the solutions have been confirmed, a plan should also be made on when and how
to evaluate the changes. Getting proper feedback is important, because it will provide
further contextual information for the future. Without proper feedback, it is also difficult
to know whether the solutions actually work in practice, in relation to the requirements
and risks. Once there is feedback, it is also important to have a plan on how to handle
improving the solutions. Will this method be used again, are the improvements done ad
hoc or is some other approach better for that particular situation. For example, in the
context of a single project, it might be more sensible to only slightly improve and change
the solutions in an ad hoc manner, rather than doing major changes in the middle of the
project.
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8. Communicate and document the results

Finally, the results of this method should be documented and communicated to the people
concerned. If any changes are made, the documents should be updated accordingly as well.
In the context of a specific project, it could be enough to only document how it differs, if
there are documents already available for the context of an organization.



5 Applying the Proposed Method
(BSFAM)

In this chapter, the Branching Strategy Formulation and Analysis Method for planning
and evaluating branching strategies is tested. The goal is to provide Hansen Technologies
Finland Oy solutions for improving the current practices related to parallel development,
branching, and software configuration management. Additional goals are: to provide an
example of how to use the proposed method, to test its usefulness, and to gain ideas on how
to further improve it. The focus is in the context of the organization and the GenerisCX
product. Because chapter 3 handled the relevant information regarding the context, the
first step of the proposed method has already been fulfilled and is not repeated in this
chapter. The last step of communicating and documenting the results is skipped as well,
because it is at least partly fulfilled by this thesis.

2. Identify initial requirements and risks

As the branching structure in different teams and projects do not differ significantly from
each other, it would make sense to formalize a combination of the existing structures.
Another reasons for not changing the structure too much for now is, that most of the
benefits can probably be gained from smaller changes, and there are some underlying issues
that should be focused on first. Additionally, because the process and other improvements
are typically included within projects, any bigger changes could be detrimental to the
project schedules. The characteristics in most of the projects otherwise do not seem to
limit the branching strategies that much.

According to the survey and the interviews, there seems to be at least some confusion
with the practices inside some of the teams, which can probably be attributed to the lack
of up to date documentation. The documentation would also help in situations where the
teams require help from outside their team, and the ones helping are not familiar with the
normal practices within the team or the project.

Because the survey and the interviews do not indicate any significant issues with propa-
gating/merging and rebasing changes, the decision regarding the frequency of integrations
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from one branch to another could be left to the projects and their teams. Then again,
how people feel and what the reality is can differ, so more precise data on the issues
should be gathered. Nevertheless, a more frequent strategy should still be preferred, as
recommended by the majority of the available literature.

Policies and owners should be defined and documented for the branches, because different
teams use similar branches in different ways. Some branches, such as the mainline, might
also require some coordination between different projects. Additionally, it is normal to
stumble into situations where exceptions need to be made to the normal practices.

According to the interviews, awareness should be slightly increased between different
teams. For example, the communication between the project teams and the support
team should be improved in order to gain benefits from different points of view and to
avoid common issues encountered in maintenance.

Another beneficial requirement would be to improve the management of test automation,
because their life-cycle seems to be unclear. With better management, the coverage could
improve as well in different branches.

A list of the identified requirements based on the contextual information:

• Support multiple simultaneous releases and projects

• Projects have a reference point and a basis to build on their own strategy

• The developers are somewhat familiar with the resulting branching structure

• Usage of branches is clarified and exceptions properly managed

• Documentation of branching strategies is improved

• Awareness and coordination is improved between projects and teams

• The flow of changes is clarified

• More data is gathered on the issues related to integrations

A list of the identified risks based on the contextual information:

• Regressions flowing to branches from mainline and other branches

• Production lead time increasing significantly in projects due to the suggested solu-
tions
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Figure 5.1: An overview of the suggested solution’s branching structure. The light gray line, between
the component branch and the release branch, indicates some kind of connection between the versions.

• Bug fixes do not end up in all relevant branches

• Instability of the environments

• Compatibility and management between the product and external components

• Third-party software availability

3. Select appropriate branching and general practices

The different types of branches and branching patterns, that will be included in the de-
fault strategy, are: the mainline pattern, development branch, release branch and pro-
ducer/consumer pattern. The structure is kept fairly simple, because the purpose is to
provide a basis for projects. An overview of this structure is presented in Figure 5.1. The
branching structure aligns mostly with the structure of the organization, as each project
will have their own branches.

The role of the mainline is going to be the same as it has been, which is to act as a place
where changes in different projects can be verified to be compatible with each other. The
role of the development branch is to provide developers a branch, where new development
can be introduced without interfering with other projects. The developers or teams, that
work in the development branch, will then have full control of their environment. The
role of the release branch is to allow stabilizing and verifying a deliverable version to
the customers, and also to support maintenance work after the project has ended. The
component branch’s role is basically to act as a baseline for an external component, which
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is used in the release and development branches. The component branch has its own
development branches when changes are required to the external component.

Mainline policies:

• High stability requirement

• If broken, only fixing is allowed

• All new completed development should eventually flow back into the mainline from
other branches

• Changes need to first be verified before they are allowed into the branch

• No new development directly in the mainline

• Shared by the organization

Development branch policies:

• Medium stability requirement

• If broken, fixing should be one of the top priorities at least

• Branched from mainline when the project starts

• Shared by the project

• Rebased from the mainline before changes are integrated, or at least periodically
rebased from the mainline

• Changes flow into the mainline, and from there into the release branch, if it already
exists

• Lives as long as the project lasts

Release branch policies:

• Very high stability requirement

• If broken, only fixing is allowed
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• Branched from mainline when development has been completed and propagated into
the mainline, and deliveries need to be made to the customer

• Changes need to first be verified before they are allowed into the branch

• No new development directly in the release branch

• Shared by the project, but mostly by the delivery in the project

• Deliveries are done from these branches

• After project, support takes ownership

• After project, bug fixing and change requests allowed directly in the release branch

• After project, bug fixes and change requests need to flow into the mainline

• Lives as long as the release requires support

Component branch policies:

• Very high stability requirement

• If broken, only fixing is allowed

• Changes need to first be verified before they are allowed

• New development to the component first done and verified in a separate development
branch

• Shared by the organization

• Information regarding version compatibilities documented or ensured in some other
manner

In addition to these policies, there are a few common practices as well related to all
branches. When a bug fix is made and verified to be working, it should be propagated
to the mainline as soon as possible. Because bug fixes are normally documented into
our Jira, there should be a report, that could be automatically updated, regarding the
bug fixes available in the mainline. This way, other developers can be more aware of the
fixes made and which ones might affect their branches. Before any kind of changes flow
from any branch to any other branch, the tests in the source branch have to have passed
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successfully. Additionally, if there are any issues in integrations, they should be shortly
documented as well.

When there are cross-cutting changes, that would affect the general functionalities, which
concerns all developers, they should be reviewed at least before they are integrated into
the mainline. It is, however, preferred that the review is done as soon as possible. How this
review will be done exactly depends on the context and will be up to the team introducing
the changes. According to the gathered information, this does not happen that often, so
there should not be much extra work added with this practice.

A build should be triggered for each branch at least nightly and then automatically tested.
When test automation is developed in a branch, a plan should also be made regarding
when and how that automation will be included in the mainline and other necessary
branches. For projects, their branching strategies have to be documented, which includes
the structure, policies and related practices. The proposed method should be applied in
the beginning of the project, which then fulfills this requirement. Whenever a branch is
created, it should be named in a way that gives at least some kind of a hint for its use
case. For example, including the string ”DEV” in the name of the development branch.
Each branch should also have a defined owner. The responsibility of the owner is: to
educate and enforce the policies and practices, to handle exceptions and ambiguities that
might occur, to manage integration work between projects if it is required (mainline),
and to ensure documentation regarding the branch is up to date. Before rebasing or
propagating/merging occurs, the owners of the related branches should be made aware of
the operations. When a project ends, the owner of the release branch will be responsible
for facilitating the handover to support. The reason why bug fixing and change requests
will be allowed in the release branch directly after the end of the project is, because there
is not as big of a need for as strict control, and because otherwise support would have too
many workspaces to manage.

Finally, an analysis should be made to the third-party software in use, in order to determine
whether there are any risks that might justify the use of third-party branching. Whenever
a new third-party software is introduced to the solution, a similar analysis should be made.
This is not as high in the priorities as the other suggestions for now. It could also be later
explored how to use feature toggling more effectively, because the infrastructure already
supports it, and all projects kind of utilize them already. Currently, they are used to make
sure some configurations are not included by accident into earlier versions, and to control
that customer specific features are only included in the package delivered to the relevant
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Dev. branch Mainline Release branch

development
testing

rebase
testing

merge
testing

propagate
testing

Figure 5.2: A sequence diagram of the happy flow scenario where a bug fix or new development flows
from a development branch into the related release branch.

customers.

4. Simulate common scenarios and the flow of changes

In order to clarify how the changes typically flow between branches, three scenarios are
explored. The first scenario is about a situation where a bug fix or new development needs
to flow from a development branch into its corresponding release branch. This scenario
is presented as a sequence diagram in Figure 5.2. If at any point there are issues in
the presented sequence diagram, the sequence starts again from the beginning. In that
situation, if the rebasing has already been done, it might not be necessary to do it again.

The second scenario handles the situation where there is a bug fix in mainline, that has
been developed in some other project, and needs to be propagated into a release branch.
This scenario is presented as a sequence diagram in Figure 5.3. The idea is, that this bug
fix would first be verified in a development branch before propagating it to the release
branch. If it is found to not be working correctly in the development branch, it should be
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Mainline Dev. branch Release branch

rebase
testing

merge
testing

propagate
testing

Figure 5.3: A sequence diagram of the happy flow scenario, where a bug fix from the mainline needs to
flow into a release branch, during a project.

fixed and the development branch then propagated/merged back to the mainline. After
testing in mainline has been performed successfully, it can be propagated into the release
branch.

The third scenario, on the other hand, concerns a situation where the project has already
ended. It is about the event where a bug fix or a change request has been done in the
release branch and has to then be propagated into the mainline. This scenario is presented
as a sequence diagram in Figure 5.4. It is important to note, that the release branch should
not be rebased from the mainline before propagating. This is because it mitigates the risk
of new development flowing into an older release branch. This, however, slightly increases
the risk of destabilizing the mainline. If it is found to not be working correctly in the
mainline, the sequence starts from the beginning.

There is also the situation where a bug fix or a change request, made in a release branch,
does not work in another release branch. In that situation, the fix can be made in the
”broken” release branch and then propagated back into the mainline. The original release
branch does not necessarily have to immediately propagate the changes from mainline,
because the fix will eventually be applied when a major release is updated for the cus-
tomers. This, however, can depend on the context and there could be situations where
the changes need to be immediately propagated to the original release branch.
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Release branch Mainline

development
testing

propagate
testing

Figure 5.4: A sequence diagram of the scenario where a bug fix or a change request flows from a release
branch to the mainline, after a project has already ended.

5. Simulate scenarios related to project/development phases

The projects can typically be split into three main phases in relation to how branching is
conducted: development, delivery, and maintenance. An overview of the different phases
in projects is presented as a sequence diagram in Figure 5.5.

In the development phase, the project has basically started and a development branch
needs to be created. In the delivery phase, there will be a need for a release branch.
Before the release branch can be created, the development in the development branch
needs to be integrated into the mainline. After that is done, the release branch is created
from the mainline. In the maintenance phase, the project has ended. Additionally, a
handover has been done to support. At this point, the development branch is no longer
needed and can be removed. If, however, there are changes still in the development branch
that need to be kept, they should first be integrated to the mainline.

6. Confirm that requirements and risks are addressed

The next step is to go through the requirements and risks one by one, and to make sure
they are addressed by the suggested solutions.

Requirement: Support multiple simultaneous releases and projects.
How it is addressed: The structure supports this, because each project will have its
own branches and the releases are isolated in their own branches as well.
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Project Mainline Dev. branch Release branch

development phase
create branch

development
testing

done
delivery phase

rebase
merge

create branch
testing

delivery

project ends
handover

remove branch
maintenance

rebase

merge

Figure 5.5: A sequence diagram demonstrating the default scenarios related to different
project/development phases.
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Requirement: Projects have a reference point and a basis to build on their own strategy.
How it is addressed: The structure and practices are fairly simple and allow to build
on top of them. Changing the structure and practices, if required, should not be that
difficult either.

Requirement: The developers are somewhat familiar with the resulting branching struc-
ture.
How it is addressed: The structure is very similar to what each project already has.
The projects that differ the most do not differ significantly.

Requirement: Usage of branches is clarified and exceptions properly managed.
How it is addressed: Policies are defined and documented, and each branch will have
an owner to handle the exceptions.

Requirement: Documentation of branching strategies is improved.
How it is addressed: Documentations are required.

Requirement: Awareness and coordination is improved between projects and teams.
How it is addressed: This is improved by having the bug fix reports available regarding
the mainline, requiring reviews for cross-cutting changes, and ensuring the handover to
support. Additionally, coordination is easier when the documentations regarding branch-
ing strategies exist for each project.

Requirement: The flow of changes is clarified.
How it is addressed: This is clarified by the proposed method and the resulting docu-
mentation.

Requirement: More data is gathered on the issues related to integrations.
How it is addressed: This is fulfilled by requiring a short report when there is an issue
with integration.

Risk: Regressions flowing to branches from mainline and other branches.
How it is addressed: Because the management of automated tests will be improved
by requiring a life-cycle plan, the coverage in the mainline will increase consistently and
regressions will be more easily caught. Additionally, the demonstrated flow of changes
helps in mitigating this risk.

Risk: Production lead time increasing significantly in projects due to the suggested solu-
tions.
How it is addressed: The solutions do not significantly increase workload, at least in
theory. So in the worst case, production lead time should not increase by much.
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Risk: Bug fixes do not end up in all relevant branches.
How it is addressed: Because there will be a report of the available bug fixes in the
mainline, developers can be more aware if there are fixes that are relevant to their branches.

Risk: Instability of the environments.
How it is addressed: This is only partly addressed by requiring reporting on integration
issues. Because the main causes of the instabilities are unknown, it is not possible to fully
address this risk for now.

Risk: Compatibility and management between the product and external components.
How it is addressed: Requiring documentation on the compatibility information or
handling it in some other manner. This will most likely be refined later.

Risk: Third-party software availability.
How it is addressed: Requiring analysis on the risks. At least for now, this risk is most
likely not that significant.

In addition to these risks, there was at least a couple of additional risks identified in the
simulation phase. The risks, however, seem to be rare, at least based on the available
information.

7. Plan evaluation and improvement

This plan will be initially evaluated by the management based on expert opinion. This is
done before the plan is communicated to the rest of the organization. Additional evaluation
will be done at a later date, after there is more experience with the suggested solutions.
Similar kind of information will be gathered from the developers as has been gathered
here. More information related to the requirements and risks will be gathered as well.
There will also be more precise information regarding integration issues, which will help
with improving the strategy. After the later evaluation, this same method will be applied
and thus the improvements implemented in a structured manner. The projects themselves
will also use this method in their own context, and they will improve the strategy for
themselves at that point. If there are practices added, that are common in most of the
projects, those could then be included in the base strategy.



6 Discussion

There are still a lot of areas to explore in software configuration management and how
parallel development is conducted. Especially the research towards branching practices
seem to be somewhat limited in availability, and there are plenty of resources that are
based on anecdotal evidence and personal experiences. There are also resources, which
are not necessarily mainly about branching, but that touch on the topic at least slightly.
There exists some branching practices that are generally considered as good, such as using
a mainline or having defined policies for all branches. There are some reported cases,
however, where some of the generally recommended practices are not necessarily used
(e.g. [29, 41]). Whether that is because they would not be as applicable, they would not
give much benefits, or the developers are not familiar with them, is up for debate. Either
way, most of the presented practices are circumstantial and dependant on the surrounding
context. The tools in use, qualities of the system under development, project characteris-
tics, organizational structure, breakdown of work, commonly encountered issues, and other
branching practices all play a role in whether a specific branching practice is beneficial
or not. For some of these, there are clear examples on how exactly they affect, and for
others, the picture is not as clear. For example, there is not much information available on
which different ways the qualities of the system under development affect the effectiveness
of specific practices related to branching.

The biggest risk in branching seems to, mostly unanimously, be about merge conflicts.
The severity, however, depends on the situation, and there are quite many ways to some
extent mitigate the risk that they pose. The biggest issues are seen with semantic conflicts,
because they also include a risk, that they are not caught or that they are caught late,
when it is usually costlier to fix them. In some situations, merge conflicts are actually
not felt to be that big of an issue, such as in the case of Hansen Technologies Finland Oy
and in the publication by Premraj et al. [28]. However, in the publication, they found out
from gathered data that merge conflicts did in fact have a delaying effect and merging was
not as trivial as the developers felt it to be. This is why it would be important to gather
more data on whether the merge conflicts are actually detrimental to the production lead
time. Another noticeable risk is how the branching practices affect productivity. While
it is clear that more restrictive practices typically hinder productivity by some amount,
in some situations a more restrictive approach could prevent more time consuming issues
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from occurring. There are also other risks related to branching, like the potential negative
effect towards a software’s quality outcome, instabilities of the supporting systems, and
developers acting in detrimental ways due to the established practices and tools. Regard-
ing the effects towards a software’s quality outcome, there seems to mostly be a general
understanding, and not much precise information on which different branching practices
affect it and how. In the reviewed literature, the focus is mostly on the amount of defects
and not, for example, maintainability. The risks and issues related to branching encoun-
tered, in the context of Hansen Technologies Finland Oy, were mainly about the basis for
common branching practices being outdated and the confusion related to them, lack of
awareness and difficulties in coordination between projects and teams, and management
of automated test cases in relation to branching.

There are different views on how to determine the adequacy of branching strategies. Plan-
ning and selecting different branching practices is also viewed differently. For example,
some might focus more on the risks, and others more on the project characteristics. Some
advocate starting from simple strategies and iteratively adding on top of them, whereas
others prefer a more comprehensive approach up-front. Either way, each of the presented
approaches in the literature might not exactly be adjustable according to the context
and/or the focus of the approach is somewhat narrow. Because of this and because there
is no formalized and proven method existing in the literature, an initial revision of the
Branching Strategy Formulation and Analysis Method was presented in this thesis. In the
previous chapter, some of the steps in the proposed method were handled quite shortly,
where a more detailed plan could have been created. For example, there could have been
way more common scenarios simulated regarding the flow of changes. However, in order
to keep the scope of this thesis manageable, there was a need to focus only on few of the
most common and general scenarios. It is also important to keep in mind, that establishing
some kind of basis was on a higher priority, and improving it will happen later iteratively.
If the proposed method is to be more widely used and its resulting information made avail-
able, it could provide further research towards how different branching strategies affect in
different contexts. Exploring different kinds of strategies in this manner could also help
in generally better practices to emerge for certain situations.
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6.1 Future Work

As the method presented will be used in the organization in future projects, the expe-
riences using it will be documented, and it will be further refined if any improvements
are found to be necessary. Like previously mentioned, more research could be aimed to-
wards how different aspects affect branching practices and how different practices affect
these aspects as well. For example, their effect on the different qualities of the system
under development. It would also be interesting to research how the isolation, provided
by branching, affects the development practices of different groups within a same organiza-
tion. For example, how much does the formatting and readability of the source code differ
between groups of developers, working on separate branches of the same product, within
the same organization. Another interesting topic, that surfaced during writing this thesis,
was how parallel development and branching practices could take advantage of modern
containerization technology. For example, how the systems supporting the practices could
be improved with that sort of approach.



7 Conclusion

This thesis aimed to explore different branching practices, their qualities, and how to es-
tablish a branching strategy in a structured manner. There are a lot of different practices
endorsed, and their effectiveness mostly depends on the environment and different charac-
teristics of the particular situation. Different practices can also conflict each other, even
though they could be generally considered as beneficial by themselves at least. Conversely,
different branching practices can also enhance each other when used together. The risks
involved in branching are mainly focused on merge conflicts, which are the result of allow-
ing developers to control when they will handle the issues of parallel development. There
are many ways to mitigate them, but in some situations they might not be as relevant
of a risk. So spending time and effort mitigating them might not pay off as much in all
situations. Because of these circumstances, there should be more emphasis on properly
planning a branching strategy that better suits the needs of a project or an organization.
Branching Strategy Formulation and Analysis Method was presented to put more em-
phasis into this planning and to help teams and organizations establish their branching
strategies in a well structured manner. It could also be used to provide further valuable
information on what kind of branching practices work for different situations. Information
was gathered on different areas affecting branching practices, in the context of an orga-
nization, that has multiple concurrent projects ongoing for a single product. The issues
noted were mainly attributed to the shortcomings of the base branching strategy. Thus,
the method was initially tested in that context, and it will be taken into use for upcoming
projects in the organization, at least for the GenerisCX product. The method will be
refined and its usefulness evaluated in the future, once there is more experience in using
it. In order to validate its generality, it should also be tested and evaluated in various
differing contexts.
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Appendix A Survey

1. How many years in total have you been working in Hansen Technologies?

� 0 to 3 years

� 4 to 7 years

� 8 to 11 years

� 12 to 15 years

� 16 to 20 years

� 20+ years

2. What team do you currently belong to?

• List of different teams inside the organization

3. What is your level of confidence in the CI-system?

Very low
1 2 3 4 5

Very high

4. Does your team follow some sort of clear rules for precaution when prop-
agating, merging and rebasing code?

� Yes

� No

5. If you answered yes to the previous question, please describe the precau-
tion rules.
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6. How often do you propagate/merge code from one branch to mainline?

� Daily

� Twice a week

� Weekly

� Twice a month

� Monthly

� Less frequently or never

7. What characteristic hinders your frequency of propagating/merging the
most?

8. How would you rate the difficulty of propagating/merging code?

Very easy
1 2 3 4 5

Very hard

9. How would you rate the error-proneness of propagating/merging code?

Very safe
1 2 3 4 5

Very dangerous

10. How often do you rebase code from mainline or some other branch into
another branch?

� Daily

� Twice a week

� Weekly

� Twice a month

� Monthly

� Less frequently or never

11. What characteristic hinders your frequency of rebasing the most?
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12. How would you rate the difficulty of rebasing?

Very easy
1 2 3 4 5

Very hard

13. How would you rate the error-proneness of rebasing?

Very safe
1 2 3 4 5

Very dangerous

14. How has the branching and version control practices been adopted in the
team you’re in?

� The practices were taken from our documentation as is

� The practices were taken from our documentation, but modifications were made
to better suit my team

� The practices were adopted from a previous project

� The practices were mostly developed within the current project, in the begin-
ning

� There are no clear cut practices, we’re just doing what works and figuring things
out as we go forward

� I don’t know

� Other...

15. Is everyone in your team, as far as you know, following the same branching
and version control practices?

� Yes

� No

16. How would you rate the current branching and version control practices,
in terms of suitability, in the team you’re in?

Very poor
1 2 3 4 5

Very good



iv Appendix A

17. Which option do you prefer when developing a feature?

� Developing on a separate branch and then propagating/merging to the target
branch (mainline or release)

� Developing directly on the target branch

� No preference or other

18. Please explain shortly the reasons for your preference of approach in
developing a feature.

19. On what conditions and circumstances are new branches created in the
team you’re in?
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1. Is your team working on any specific project?

2. Could you briefly describe the project your team is working on.

• How many customers are involved?

• Is the development specific for a customer or more general?

• How big are the development items?

• Does it have a tight or more relaxed schedule?

3. What is your role in the team and project you’re in?

4. Are there any significant requirements in the project that might affect
the branching and version control practices?

5. How has the project proceeded?

• What kind of issues have you had during the project?

– How were the issues resolved?

• Has your process changed during the project and how?

• Has the team’s composition changed during the project and how?

6. What key findings have you learned during the project regarding branch-
ing and version control practices?

7. What kind of branching and version control practices does your team
have?

• Do you have them documented somewhere?

8. Has your team ever went against your team’s processes/practices?

• In what kind of situations has this happened?

• How is the decision made?

9. Do the developers in your team use personal development branches?
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10. Has your team come up with any novel ways of working and collaborating?

11. What kind of CI-systems does your team have in place?

• Do you have them documented somewhere?

12. Do you feel that the CI-systems we have generally are sufficient for our
needs?

• Why or why not?

• How would you propose to improve them?

13. How often does your team propagate/merge and rebase?

• Are there some specific situations where it’s done instead of period-
ically doing it?

• Are there specific people that would be responsible for these or are
all developers in your team performing it?

14. When there are issues with propagating/merging, what are the main
causes of those issues?

• How do they impact?

15. When there are issues with rebasing, what are the main causes of those
issues?

• How do they impact?

16. Are there any other things you would like to discuss in more detail?

• Regarding the project?

• Regarding the branching and version control practices?

• Regarding the processes in general?
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