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Abstract

Multi-Model DataBases (MMDBs) are database management systems that
utilize a single platform to store, manipulate, and query data in various
data models, e.g., relational, tree, and graph models. Numerous MMDBs
have been developed to facilitate multi-model data management, but they
differ fundamentally in data storage, query language, and query process-
ing. Existing tools are not suitable for benchmarking MMDBs because
they do not consider the multi-model data and workloads. Therefore, it
is of paramount importance to provide a new benchmark to evaluate the
performance of MMDBs. Furthermore, MMDBs bring new issues for query
optimization as traditional techniques cannot properly optimize the queries
due to the lack of consideration of multi-model operators and storage. Thus,
it calls for new approaches to optimize multi-model queries.

This thesis is divided into two parts to accomplish the above two goals,
respectively. In the first part, we developed a new benchmark system for
MMDBs in a scenario of social commerce with five data models, i.e., re-
lational, JSON, XML, graph, and key-value. This benchmark system is
an end-to-end tool that consists of various components, including synthetic
data generation, workload specification, parameter curation, and execution
client. Moreover, we leveraged the developed system to conduct a holistic
experimental evaluation of the state-of-the-art MMDBs to compare their
performance and identify their performance bottlenecks in handling multi-
model workloads. In the second part, we proposed two query optimization
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techniques for MMDBs. Firstly, we proposed a kernel density estimation
(KDE)-based model to estimate the selectivity of multi-model joins that
involve predicates for relational and tree data models. The estimation
method can serve as a building block for selecting an optimal joining order
in a cross-model query execution plan. We also proposed two approaches,
the max-min approximation (MMA) and grid-based approximation (GBA)
models, to approximate the KDE contribution while improving the estima-
tion efficiency for large data samples. Secondly, we studied the problem of
view selection in the relational-based graph databases to avoid the costly
joins in the relational engine. Particularly, we proposed an end-to-end
system that can automatically create, evaluate, and select views for accel-
erating the query processing. We proposed an extended graph view that
can answer the subgraph and supergraph queries simultaneously. We de-
vised a filtering-and-verification framework that enables the verification of
the query containment by graph views. We formalized the view selection
problem as a 0-1 Knapsack problem, then we developed a view selection
algorithm, named graph gene algorithm (GGA), which explores the graph
view transformations to reduce the view space and optimize the view ben-
efit. Overall, the present thesis advances MMDBs in three aspects, i.e.,
performance benchmarking, join selectivity estimation, and automatic view
selection.

Computing Reviews (2012) Categories and Subject
Descriptors:

Information systems → Data management systems → Database
administration → Database performance evaluation
Information systems → Data management systems → Database
management system engines → Database query processing →
Query optimization
Information systems → Data management systems → Database
management system engines → Database query processing →
Database views

General Terms:
Multi-Model Databases (MMDBs), Benchmarking, Query Optimization

Additional Key Words and Phrases:
Multi-Model Query, Data Generation, Parameter Curation, Relation-Tree
Join, Join Selectivity, Kernel Density Estimation, Relational-Based Graph
Databases, View Selection
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Chapter 1

Introduction

One of the most challenging issues in the big data era is the “Variety” of
data. The data may be produced in diverse formats - structured, semi-
structured, and unstructured, hence can be represented as different data
models in the databases. Examples of data models are relational, tree
(e.g., XML, JSON), and graph (e.g., property graph, RDF). Recently, a
number of native multi-model databases (MMDBs), e.g., ArangoDB [1],
OrientDB [2], AgensGraph [3], have emerged. They particularly aim to
manage the heterogeneous datasets and handle the hybrid workloads for
modern Web-based applications such as customer-360-view and social com-
merce [4]. A fundamental difference between MMDBs and single-model
databases is that MMDBs utilize a single database management system to
store, manipulate, and query data in multiple models while single-model
databases are meant to manage the data with one data model. That is, all
the input data for single-model databases will be extracted, transformed,
loaded to the data stored in one model, e.g., relational model. Then users
query the data with a model-specific query language, e.g., SQL. With multi-
model databases, users can import and query multi-model data as is, i.e.,
no schema is required when loading the data and queries can be specified
with native query operators to access different types of data. Moreover,
compared to the polyglot persistence [5] that employs separate databases
in different types, e.g., SQL and NoSQL, to satisfy various use cases, the
approaches of MMDBs reduce integration, migration, development, main-
tenance, and operational issues [6].

With the proliferation of MMDBs, the diversity of them also poses
new challenges on their usability in multi-model data management [7]. On
the one hand, a number of leading databases including SQL and NoSQL
databases, have claimed that they can support the functionality of multi-
model data management in a unified platform [6]. However, they dif-
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2 1 Introduction

fer fundamentally in data storage, query language, and query processing.
This situation obstructs a direct comparison of them using existing tools.
Therefore, users cannot appropriately choose the right type of MMDBs
while respecting their applications. For instance, consider three MMDBs:
ArangoDB, OrientDB, and AgensGraph, all of them are capable of manag-
ing graph, JSON, and tabular data, but their storage strategies and query
processing techniques are quite different. Therefore, there is a need for
a new benchmark tool to identify the pros and cons of their multi-model
approaches. On the other hand, MMDBs feature a core multi-model query
language, which allows users to quickly analyze their multi-model data with
a single statement. However, this brings new issues for query optimization
as traditional techniques are unsuitable for optimizing the queries due to
the lack of considerations of multi-model operators and storage. The rea-
son is two-fold. Firstly, unlike the traditional queries that only consider the
operators from a single model, MMDBs can perform a multi-model query
that involves operators from multiple data models, including the joining op-
erations between the data of multi-model, e.g., the joins between relational
tables and JSON documents. Thus new techniques are needed to optimize
the multi-model query in a holistic way. Secondly, since MMDBs adopt
the “single-store, multi-model” strategy, the single-model query has to be
processed by model conversion and query translation when the query and
data store are incompatible. This could lead to a significant performance
overhead as the query is not performed using the native processing engine
and data store. For instance, if a SQL query is embedded with a graph
traversal, such a graph operator has to be translated to the relational op-
erators with joins. The transformation could be expensive when the graph
traversal involves multiple entities and relations.

This dissertation is divided into two parts for addressing the aforemen-
tioned three challenges accordingly. Firstly, we propose UniBench [8, 9], a
generic benchmark that aims to evaluate the performance of multi-model
databases based on a social commerce application. Its mixed data model
contains five data models, i.e., JSON, XML, key-value, relational, and
graph. It is an end-to-end tool consisting of three key components in-
cluding synthetic data generation, workload specification, and parameter
curation. We have leveraged UniBench to make a comprehensive eval-
uation of four representatives. We have identified the pros and cons of
their multi-model approaches, as well as the common optimization issues
in processing multi-model queries. Secondly, we studied the problem of
join selectivity estimation of multi-model joins that involve predicates from
relational and tree data models. We proposed three kernel density estima-
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tion models to estimate the selectivity of relation-tree joins. The results
have shown that our method can improve 80% accuracy over the state-of-
the-art methods. Thirdly, we proposed an automated graph view selec-
tion tool, G-View, which utilizes views to speed up the graph queries for
relational-based graph databases, thereby avoiding the query translation,
model conversion, and costly joins for the relational engine. We proposed
a filtering-and-verification framework to check the query containment by
views. We formalized the view selection problem as an 0-1 Knapsack prob-
lem and developed a graph genetic algorithm that explores graph view
set transformations to automatically select the views with a smaller view
space and a higher view benefit. Extensive experiments demonstrated the
constructed views by G-View can achieve two orders of magnitude query
speedup in a relational-graph database, and the selection algorithm, GGA,
outperforms other selection methods in both effectiveness and efficiency.

1.1 Motivation

Benchmarking is a common practice for evaluating and comparing the
database management systems with a suite of software programs [8, 9, 10].
The database benchmark has a history of nearly four decades, and new
benchmark systems have been emerging as DBMS technologies advance.
The earliest database benchmarking tool can be traced back to the Wis-
consin benchmark [11] in the early 1980s. Since then, various database
benchmarks have been proposed. To name a few, TPC-C [12], TPC-DI [13],
OO7 [14], XMark [15], YCSB [16], LDBC [17], and BigBench [18, 19].
However, previous benchmarks are not designed for MMDBs, thus they
are unsuitable for benchmarking the MMDBs. For example, they can not
generate the multi-model data and provide meaningful cross-model work-
loads, hence they are unable to simulate the realistic multi-model scenarios
for evaluating MMDBs. This calls for a new benchmark for evaluating the
performance of MMDBs and identifying the performance bottlenecks in the
context of multi-model workloads. To address this problem, we develop the
first benchmark, UniBench, for multi-model databases.

In addition to the database benchmark, MMDBs also lack the funda-
mental techniques aiming for multi-model query optimization [6, 8, 9]. The
foremost is the join selectivity estimation [20] that can be used to optimize
the joining order of a query. Accurate estimates of the join selectivity are
critical as a query optimizer can utilize them to select the optimal plan
[21]. However, since a multi-model query may involve joins across data of
diverse models, the existing techniques, such as sampling-based methods
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[22, 23, 24, 25, 26], model-based methods [20, 27, 28, 29], and histogram-
based methods [30, 31, 32], fail to provide a satisfactory estimation quality
because they mainly work for a single model case, e.g., relational or tree
model. Therefore, it calls for a unified and effective approach to address
the problem of selectivity estimation for multi-model join. Kernel Density
Estimation (KDE for short) is a widely used method in the statistic and
database field [20, 27, 33, 34]. In this dissertation, we investigate how to
apply the KDE-based model to derive a selectivity estimation for relation-
tree joins. Furthermore, we will discuss how to extend our approach to
estimate the relation-graph joins.

As MMDBs adopt the “single-store, multi-model” storage strategy, they
could have the performance overhead for answering the single-model query.
This is because the query is not processed natively when the storage is
implemented by an extension of another model. Such a situation is most
notable for the Relational-based Graph DataBases (RGDBs), e.g., Oracle
Graph [35], DB2 Graph [36], and SQLG [37], where the graph model is
implemented over the relational store, thus a graph query is performed by
using the costly joins over the relational store. What is worse, such cases
can incur a significant performance overhead when a graph query involves
numerous joins. In this dissertation, we study how to construct and select
views to speed up the graph queries in RGDBs. Materializing view selec-
tion is a well-studied topic in DBMS [38, 39, 40, 41, 42, 43, 44, 45, 46, 47].
However, existing methods did not consider the setting of multi-model
databases, which is quite different from previous settings, from cost evalu-
ation to processing techniques. In addition, existing methods cannot fully
exploit the graph properties of views, e.g., supergraph views and common
subgraph views, which leads to a low view utility and the duplicate view
content. To address these problems, we developed an end-to-end graph
view selection tool, G-View, to automatically create, evaluate, and select
graph views in the relational-based graph databases. We formalized the
view selection problem as a 0-1 Knapsack problem and proposed a search-
based algorithm, GGA, to judiciously select a view set based on a query
workload.

1.2 Research questions and challenges

The scope of the present dissertation covers two aspects of multi-model
databases: database benchmarking and query optimization. In the follow-
ing, we present three specific research questions (RQ for short) and discuss
their main challenges accordingly.
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1.2.1 Research questions and challenges

RQ1: How do we benchmark multi-model databases?

The first research question focuses on the multi-model database bench-
marking. There are four main challenges in benchmarking multi-model
databases. Firstly, a database benchmark normally produces the synthetic
and scalable data around a data model for testing the databases. When
it comes to the multi-model cases, the challenge is to provide the data of
variety and scalability simultaneously. Thus, we need to design a new mix
model and a new data generator for providing multi-model data. Secondly,
in the scenario with multi-model data, our goal is to design multi-model
workloads concerning both technique and business dimensions to simulate
the workloads in real cases. It is challenging due to the huge design space
of the workloads. Thus, there is a need for new design principles to guide
the workload design. Thirdly, given a query workload, it is a common prac-
tice to configure the query parameters, a.k.a., substitution parameters, to
perform the query. However, for a multi-model query, different parameters
result in the disparate size of intermediate results. Thus it calls for an effec-
tive way to control the parameter effect in order to give a fair comparison.
Lastly, to verify the feasibility and usability of the proposed benchmark, it
is crucial to implement our benchmark in the state-of-the-art multi-model
databases. The challenge here is to investigate various query implementa-
tions and definitions due to the lack of standard and theoretical foundations
of multi-model query processing.

RQ2: How do we tackle the selectivity estimation problem for
relation-tree joins?

The second research question is about the selectivity estimation of
multi-model joins, which is related to the multi-model query optimization.
In this thesis, we focus on the relation-tree joins, e.g., joins across rela-
tional tables and JSON documents, but we also discuss its extension to
the relation-graph join. There are four challenges to this problem. Firstly,
unlike the traditional joins, e.g., relational joins, that are connected by
the same unit of data, e.g., tuples, relation-tree joins are joining opera-
tions between tuples and trees. Thus, new definitions of the relation-tree
join and join results are required. Secondly, since relational tables consist
of tuples and trees contain values and structures, existing methods such
as sampling-based and histogram-based methods, can hardly capture both
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the values and structures. Thus it calls for a new estimation method that
can take into consideration the value join and structural join simultane-
ously. Thirdly, the relation-tree join may have complex join structures,
e.g., multiple value joins and twig joins. Therefore, it requires an effective
algorithm to handle such complex cases. Lastly, when the data is huge,
it is challenging to guarantee both the efficiency and effectiveness of the
estimator. Hence, it calls for a new method to make the trade-off between
efficiency and effectiveness.

RQ3: How do we construct and select the graph views in a multi-
model database under a space constraint?

The third research question lies in the view construction and selection
problem for multi-model databases. Given a graph query workload and a
space budget, we aim to construct and select the most beneficial views in
the relational-based graph databases within the budget. The view selection
problem can be modeled as an optimization problem of maximizing the
view benefit. We particularly formalize the selection problem as an 0-1
Knapsack problem, which is NP-hard. We consider the dynamic case in
which the views can be changed, e.g., by merging, breaking, and removing
views. There are four main challenges to this problem. Firstly, given a
query workload, the challenge is how to construct the minimum number
of views to cover the workload. Secondly, given a query and a view, the
challenge is how to verify if the query can be answered by the view. Thirdly,
given a graph query and a view set, when the query can be answered by
multiple views, how do we select a view set for the query, and how do we
evaluate the benefit for the view set? Fourthly, as the search space of view
combinations is huge, and exploring the structural properties among views
involves an NP-hard problem of subgraph isomorphism [48], it is impossible
to enumerate all the options. Therefore, it calls for an efficient and effective
algorithm to find an optimal view set.

1.2.2 The interrelations of the research questions

All the above three research questions are centered around multi-model
databases, and their interrelations are as follows:

RQ1 is the foundation of RQ2 and RQ3 because (1) it provides the
experimental basis, e.g., data and workloads, for the latter two; and (2) it
identifies the performance bottlenecks of MMDBs, thereby motivating RQ2
and RQ3. Both RQ2 and RQ3 aim to optimize the multi-model queries,
but they take different routes. RQ2 is to optimize the query execution plan
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by addressing the selectivity estimation problem, while RQ3 is to leverage
views to avoid the model conversion by tackling the view selection problem.

1.3 Thesis contributions

The present article-based dissertation has made both practical and theoreti-
cal contributions to multi-model databases. It consists of five peer-reviewed
articles with four published (Article I-IV) and one submitted (Article V).
In particular, Articles I, II, and III are devoted to addressing the question
RQ1 by developing a multi-model database benchmark. Article IV answers
RQ2 by proposing three KDE-based models. Article V addresses RQ3 by
developing an end-to-end graph view selection tool with a new selection
algorithm. The contributions of each article are summarized as follows:

Article I: Parameter Curation and Data Generation for Benchmarking
Multi-Model Queries

This article [49] gave a general proposal for benchmarking multi-model
queries. We discussed the motivations, challenges, and solutions to the
problems of data generation and parameter curation in benchmarking multi-
model queries. We also presented the preliminary results of the proposed
solutions for these two problems.

Article II: UniBench: A Benchmark for Multi-model Database Manage-
ment Systems

This article [8] proposed the first benchmark for multi-model databases
based on a social commerce application, which includes five data models,
i.e., graph, JSON, XML, key-value, and the relational model. We developed
a new data generator on top of Spark SQL, which can provide correlated
multi-model data with a given scale factor. Particularly, we proposed a
three-phase framework to model the customers’ behaviors in real cases for
synthesizing realistic data. We designed a set of multi-model workloads that
contain ten queries and two transactions by considering technical and busi-
ness dimensions. Extensive experiments were conducted on two MMDBs:
ArangoDB [1] and OrientDB [2].

Article III: Holistic evaluation in multi-model databases benchmarking
This journal article [9] was an extension of Article II. We addressed

a problem of parameter curation that aims to configure the benchmark
queries for performance evaluation. We proposed a sampling-based al-
gorithm, MJFast, to efficiently configure the queries. We have proved
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that MJFast is better than random sampling in terms of query diversity.
Moreover, we conducted extensive experiments over four representatives:
ArangoDB [1], OrientDB [2], AgensGraph [3], and Spark SQL [50]. Specif-
ically, we investigated the distributed architectures of them and studied
the multi-model query processing of four query languages, AQL, Orient
SQL, SQL/Cypher, and Spark SQL. We leveraged UniBench to compare
the performance of four chosen MMDBs in data importing, query pro-
cessing, transaction processing, and distributed query processing. We have
identified two common issues of multi-model query optimization for current
MMDBs.

Article IV: Selectivity Estimation for Relation-Tree Joins

This article [51] studied a new join selectivity estimation problem for
relation-tree joins, named the RTJSE problem, which can serve as a build-
ing block towards relation-tree query processing in modern databases. We
proposed a new kernel-based estimation model called the location-value es-
timation (LVE) to tackle the RTJSE problem. We started with a simple
case of relation-tree joins. Then, we extended it to more complicated cases
involving twig joins. We proposed the max-min approximation (MMA) and
grid-based approximation (GBA) to improve the estimation efficiency with
guaranteed error bounds. We have conducted extensive experiments to
compare the LVE model and its variants to the state-of-the-art methods.
The results have shown that our KDE model significantly outperformed
them in terms of accuracy, efficiency, and scalability.

Article V: G-View: Automatic View Selection In Graph Databases

This article [52] proposed an end-to-end graph view selection tool to au-
tomatically select views to accelerate the graph query processing in RGDBs.
We proposed a query-driven method that automatically translates the graph
queries to query patterns and creates the graph views by persisting all the
edge-induced subgraphs. We proposed a filtering-and-verification frame-
work, which checks the query containment by graph views and ensures the
view content includes all the query results for contained queries. We pro-
posed a view selection algorithm, named GGA, to select the views into the
memory under a space budget, which explores various graph view trans-
formations to search an optimal view selection. We conducted extensive
experiments on various query workloads and datasets. The results have
shown that the views generated by our tool achieved significant speedups
compared to relational and graph store, respectively. Moreover, GGA out-
performed other selection methods in both effectiveness and efficiency.
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The contributions of the author. The present author is the first
author and main contributor to all of the above articles. For Articles I,
II, and III, the author collected the metadata, designed and developed the
benchmark system, proposed and implemented the key techniques and al-
gorithms, surveyed the state-of-the-art MMDBs, designed the experiments,
and carried out the evaluation in collaboration with the rest of the authors.
For Article IV, the author proposed the initial idea and carried out the
main parts to all phases, from algorithm design, theoretical analysis to ex-
perimental evaluation. For Article V, the research problem came from a
real industrial scenario. The author developed the original idea and was the
main contributor of all parts including problem formulation, system design,
and algorithm implementation, as well as the experimental evaluation. The
articles are reprinted in the appendix of this thesis, and none of the articles
have been used in previous dissertations.

1.4 Dissertation structure

The rest of the dissertation is structured as follows: in Chapter 2, we
introduced all the components of the proposed benchmark for MMDBs in
detail, including the components of data generation, workload specification,
and parameter curation, as well as the benchmarking results and gained
insights with UniBench. In Chapter 3, we focus on addressing the relation-
tree join selectivity problem. We first introduced the preliminaries and
problem definition. We then presented the KDE-based estimation models
and algorithms for the RTJSE problem. We also discussed the extension
to the relation-graph joins. In Chapter 4, we presented the view-based
methods for accelerating graph queries in relation-based graph databases.
We first introduced the preliminaries with a motivating example. We then
presented the methods of view construction, view evaluation, and view
selection. Finally, in Chapter 5, we concluded this dissertation with an
extensive discussion on the scientific contributions and research findings.
Furthermore, we also discussed open challenges and future directions for
advancing multi-model databases.
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Chapter 2

A benchmark system for MMDBs

This chapter presents a benchmark system for multi-model databases. Par-
ticularly, Section 2.1 introduces the background of multi-model databases
and related work in database benchmarking; Section 2.2 gives an overview
of the proposed end-to-end benchmark, including data generation, work-
load specification, and parameter curation; Sections 2.3 presents the pro-
cess of data generation; Section 2.4 introduces the workload specification
and the principles for workload design; Section 2.5 introduces the prob-
lem of parameter curation for configuring the benchmark queries, and then
presents a sampling-based algorithm to address the problem. Finally, Sec-
tion 2.6 introduces four systems under test and the benchmarking results
with UniBench.

2.1 Background and related work

In this section, we introduce the background and related work on bench-
marking multi-model databases. We first briefly introduce the multi-model
databases in Subsection 2.1.1, then present the related work on database
benchmarking in Subsection 2.1.2.

2.1.1 The background of MMDBs

Multi-model databases (MMDBs) are proposed to address the “Variety”
challenge of data with a single data management platform and a core declar-
ative query language. The idea of MMDBs can be traced back to the con-
cept of ORDBMS (i.e., Object-Relational DataBase Management Systems)
[6] in the early 1980s, which can store and process various formats of data
such as relational, JSON, XML, and object in the relational databases by
leveraging domain-specific functions and indexing. The query languages

11
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are mostly developed based on SQL query languages such as SQL/XML
[53] and SQL/JSON [54]. In the early 2010s, the proliferation of NoSQL
MMDBs, e.g., OrientDB, ArangoDB, Redis, push forward this approach
and have shown that the non-relational models like graph, JSON, and key-
value models can also be the first-class citizen of MMDBs. Without loss of
generality, we define the scope of multi-model databases in this thesis as
those database management systems supporting the multi-model storage
and query processing with a single platform.

Generally, there are three classes of multi-model databases. The first
class is the extended multi-model database, which provides the multi-model
functionalities based on the original single-model database. For instance,
Oracle [54] is originally a relational database. It extends to a multi-model
database supporting JSON by storing the JSON data into a column, then
exploits SQL/JSON path language as a cross-model query language. Re-
dis [55] is a well-known key-value database which has become a multi-model
database after adding JSON and graph modules on top of its key-value
store. The second class is the native multi-model database, e.g., ArangoDB
[1], OrientDB [2], AgensGraph [3]. The main differences between them and
the extended multi-model databases are two-folds. Firstly, they are de-
signed for multi-model data management at the very beginning, and they
treat data of each supported model as the “first-class citizen”, so they have
no explicitly primary model when managing the data. Secondly, they have
developed new query languages, e.g., AQL, SQL/Cypher, and Orient SQL,
to query the multi-model data with more flexible and expressive power.
Nevertheless, they also have the primary model in terms of the implemen-
tation. For example, ArangoDB’s primary model is the JSON model, and it
implements the index-based adjacency in JSON documents to support the
graph data management. OrientDB is based on the graph model, which can
embed a JSON document as a graph node. The third class is the Big data
system. A representative is Spark SQL [50], which stores the multi-model
data in distributed files, e.g., HDFS, and provides a uniform data access
to deal with multi-model data based on a unified DataFrame representa-
tion, along with many domain-specific functions and libraries for handling
JSON, graph, and tabular data.

It is worth noting that many cloud platforms such as CosmosDB [56],
Datastax [57], DynamoDB [58], employ multiple databases with specialized
APIs, e.g., MongoDB API, Gremlin API, and etcd API [56], to support di-
verse models. However, these kinds of systems manage the databases inde-
pendently and cannot support the cross-model query processing. Therefore,
they are currently excluded from the scope of MMDBs in the thesis.
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Table 2.1: Classification of database benchmarks.

Data model Representatives

Relational TPC-C, TPC-E, TPC-H, SSB, TPC-DS

Object HyperModel, OO1, OO7, Bucky

XML XOO7, XMach, XBench, XMark

KV, Column, Document YCSB, YCSB++

Spatial DynaMark, COST, BerlinMod

Big data MRBench, HiBench, BigBench

Graph LinkBench, RBench, LDBC

Other CH-Benchmark, JOB, Sysbench, TPC-DI

2.1.2 Related work

Database benchmarking plays an important role in comparing the perfor-
mance of relevant database systems. Moreover, benchmarking the databases
can accelerate their development progress and make database technologies
viable. Numerous database benchmarks have been proposed for various
purposes. They vary greatly in the application domain, target system type,
data model, workload specification, and performance metric.

Table 2.1 shows the representatives of database benchmark categorized
by data models. The relational model is the most important data model
in the field of databases because of the success of commercial RDBMSs.
The mainstream of benchmarks for the relational model is the TPC-backed
specification, such as TPC-C [12] and TPC-E [59] with On-Line Transac-
tion Processing (OLTP) workloads, TPC-H [60] and TPC-DS [61] with On-
Line Analytics Processing (OLAP) workloads for data warehouses. There
also emerged a host of benchmarking work for object databases because
of the prevalence of the object model between the 1980s and 2000s. To
name a few, HyperModel [62], OO1 [63], OO7 [64], and Bucky [65]. During
the 2000s-2010s, a number of benchmarks, such as XOO7 [66], XMach-1
[67], XBench [68], XMark [15] were proposed to evaluate the XML query
processing. Meanwhile, several spatial-based benchmarks were developed
for evaluating spatio-temporal databases, particularly for spatial indexing,
like DynaMark [69], COST [70], and BerlinMod [71]. Since the 2010s, the
YCSB [16] benchmark has been widely used to measure the read-write
performance of various distributed cloud database systems with NoSQL
models such as KV (Key-Value), column, and document models. One of its
extensions, YCSB++ [16], was developed later to evaluate some advanced
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features in BigTable-style stores. At the same time, a series of benchmarks
have emerged for evaluating the distributed systems using the Map-Reduce
paradigm, such as MRBench [72], HiBench [73], and BigBench [18]. In the
year of 2013, graph-based benchmarks such as LinkBench [74], LDBC [17]
and RBench [75] were proposed to evaluate graph traversals and complex
graph analysis. Particularly, LDBC has currently developed three types of
benchmarks for graph data systems, namely, the graphalytics benchmark
[76] for graph analysis platforms, the Social Network Benchmark (SNB)
[17] for graph databases, and the Semantic Publishing Benchmark (SPB)
[77] for RDF-based semantic databases. There are other benchmarks pro-
posed for particular purposes. For instance, CH-Benchmark [78] combined
TPC-C and TPC-H into a hybrid benchmark aiming for testing the Hybrid
Transaction Analytics Processing (HTAP). JOB [21] is a well-known bench-
mark for evaluating join ordering of a relational query plan. SysBench [79]
is a micro-benchmark for evaluating the CPU, I/O and memory perfor-
mance when performing concurrent database operations. TPC-DI [13] is a
benchmark that features an input dataset with structured data, i.e., CSV
files, semi-structured, i.e., XML documents, and unstructured data, i.e.,
texts, and its aim is to evaluate the transformation cost in the process of
data integration.

Unfortunately, existing benchmarks are not suitable for benchmarking
multi-model databases due to the lack of (i) a holistic data model bridging
SQL and NoSQL models, (ii) a multi-model and scalable data generator,
and (iii) the cross-model workloads. Several evaluation efforts [80, 81] have
been done on multi-model databases recently. Nevertheless, they only focus
on simple workloads, such as CRUD operation, aggregation, graph depth
traversal, which are inadequate since they do not account for complex work-
loads concerning multi-model characteristics. This motivates us to develop
a new benchmark for multi-model databases.

2.2 The key components of UniBench

In this section, we briefly introduce three key components of UniBench,
namely, data generation, workload specification, and parameter curation.

The first component is the data generation. Specifically, our generation
is based on a new mix model in a scenario of social commerce [4]. Such a
scenario includes five data models, i.e., graph, relational, JSON, key-value,
and XML. We model the data in an empirical way for the chosen scenario.
For example, the social network is modeled as a graph, the customer in-
formation is modeled as a relational table, and the order information is



2.3 Data generation 15

modeled as a JSON file. Please find the detailed schema description in
Article III [9]. The workflow of data generation is as follows: (1) we first
collect the metadata from Amazon review [82], DBpedia data [83], and the
LDBC graph data [17], we then correlate the metadata from these three
data sources. (2) we leverage a three-phase framework to generate the
multi-model data by simulating the customer’s behaviors in the scenario of
social commerce [4].

The workload specification component includes multi-model queries and
transactions. Specifically, it consists of ten queries and two transactions
for evaluating the multi-model query processing. The design principles of
the workloads consider both technique and business dimensions. For the
business dimension, we designed four business levels, namely, individual,
conversation, community, and commerce to cover various business cases.
From a technical perspective, the queries are designed according to the
choke point [17] methodology which has taken into consideration three
choke points for multi-model query processing, including multi-model join
ordering, aggregation, and transaction.

The parameter curation component is used to configure the binding
parameters for the query. The cornerstone of this component is the MJ-
Fast algorithm. Specifically, it first characterizes the multi-model query by
identifying the parameters and corresponding intermediate results. Then
it generates the size vectors associated with each parameter group. Finally,
it selects the k curated parameters for the multi-model query based on the
Latin hypercube sampling (LHS) [84] method.

2.3 Data generation

In this section, we introduce the process of data correlation and data gener-
ation with more details. Particularly, the data correlation aims to combine
the collected metadata. The data generation is based on a three-phase
framework including purchase, propagation purchase, and re-purchase for
simulating the users’ behaviors in the social commerce.

2.3.1 Metadata correlation

We collect the metadata by combining data from Amazon review [82], DB-
pedia dataset [83], and LDBC graph data [17], we then correlate the meta-
data. Specifically, we correlate the person table in the LDBC dataset and
the country table in the DBpedia dataset by using the same country seed,
and correlate the country table in the DBpedia dataset and the product
table in the Amazon review data by using the same brand seed. Moreover,
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Figure 2.1: Data Correlation.

we leverage the real data distribution to rank the values, that is, DBpe-
dia ranking for the countries, Wikidata ranking for the brands, and sales
rankings for items. With such correlations, we generate the CDF distribu-
tion using Zipf distribution, and then randomly generate the multi-model
data. As shown in Figure 2.1, the values in metadata are correlated: China
correlates with the Chinese names, brands, and products, while the USA
correlates with the American names, brands, and products. As a result,
the generated data gives the realistic data content and distributions.

2.3.2 Purchase

In this phase, we generate the data based on the persons’ interests. These
interests are generated based on the person’s location and gender, and they
are a set of tags associated with products with the one-to-one relationship.
Furthermore, we obtain the number of transactions for each person based
on the number of their interests, we then assign the interested items to
each transaction and randomly choose the feedback of the items, we fi-
nally generate the transaction data using Spark SQL. Consequently, the
generated data in this phase consist of three parts: (1) a simplified social
network graph from LDBC, (2) the correlated vendor, brand, and product
data from the metadata, and (3) the synthesized transaction data including
customers, orders, invoices, and feedback.

2.3.3 Propagation-purchase

In this phase, we propagate customer purchase behaviors to their friends.
We select the top-k items for the target persons and generate the new
data based on a scoring function. This is motivated by the observation
that people with same attributes more likely have the same behaviors, and
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people also trust the product recommendations from friends. In particular,
the scoring function is defined as follows:

Sui =
∑
k

k × Pr(Rui = k|A = au) + E(Rvi : ∀v ∈ N(u)) (2.1)

where the former part is the expectation of the target user u’s rating on the
target item i, and the latter part is the expectation of u’s friends N(u)’s
rating on the target item i; A = {a1, a2, ..., am} is u’s attribute set and k
is the scoring scale from 1 to 5.

2.3.4 Re-purchase

In this phase, we propose a CLVSC model to model the customers’ re-
purchase behaviors, which is defined as follows:

Sib(CLVSC ) = E(X∗ |n∗, x′, n,m, α, β, γ, δ)

× (E(M | p, q, υ,mx, x) + E(S | s̄, θ, τ)) (2.2)

where i and b are the customer and brand index, respectively. In the CLVSC
model, E(X∗ |n∗, x′, n,m, α, β, γ, δ) is the expected number of the behav-
iors, E(M | p, q, υ,mx, x) is the expected monetary value, and E(S | s̄, θ, τ)
is the expected social engagement of the customer. The detailed description
of the model and the variables can be found in the journal paper [9].

2.3.5 Implementations of the data generator

To offer the scalability of the data generation, we implemented the data
generator using Spark SQL, which not only can generate the data in parallel
with RDD partitions, but also can serialize the data with a number of IO
APIs for generating JSON, XML, and CSV data. Moreover, we leveraged
the scikit-learn library for training the Bayes model in the propogation-
phase, and used BTYD package [85] for training the CLVSV model.

2.4 Workload specification

The workload of the proposed benchmark comprises ten multi-model queries
and two transactions. In particular, the ten queries are categorized to four
main levers involving data of multi-model: individual : {Q1}, conversation:
{Q2, Q3}, community : {Q4, Q5, Q6}, and commerce: {Q7, Q8, Q9, Q10}.
A key feature of these queries is that each query involves at least two data
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 {
  "id": 1,
  "customer_id": 33,
  "total_price": 135,
  "items": [
   {"product_id": 85,"brand": "Nike"},
   {"product_id": 86,"brand":"Adidas"}
  ]  
 }
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Figure 2.2: Join ordering of multi-model query.

models, along with different operators. For example, Q2 will join data from
a relational table, graphs, and JSON files. Q5 joins data from relational,
graphs, and key-value, with recursive graph traversal, embedded document
filtering, and relational joins. Moreover, in these four levers, a host of busi-
ness cases in different granularity are included, such as customer 360 view
in Q1, product recommendation in Q2, Q4, Q5, Q6, sentiment analysis in
Q3, Q7, performance transparency in Q8, Q9, and return analysis in Q10.
The detailed descriptions of the workloads are presented in Article II [8].

We consider three choke-points from the technical perspective: (i) join
ordering, (ii) complex aggregation, and (iii) cross-model consistency. As
for (i), it requires the query optimizer to find an optimal join order for the
given multi-model query. Let us take Q5 as an example: Given a customer
and a product brand, return this customer’s friends within 3-hop friendship
who have bought products in the given brand, and these products have the 5-
rating reviews by the friends.. As shown in Figure 2.2, the logic plan below
the data contains three types of joins, i.e., 3-hop graph joins, graph-JSON
join, and JSON-table join. This requires the query optimizer to accurately
estimate the selectivity of cross-model joins and judiciously determine the
optimal join order. Concerning (ii), it demands the processing engine to
handle the complex aggregation of multi-model data. For instance, Q10
first performs an aggregating operation on the graph data, then it conducts
an RFM aggregation over the JSON data. For (iii), it tests the ability of
the execution engine to handle the read-write multi-model transactions
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while ensuring consistency and efficiency. For instance, both T1 and T2
transactions involve read and write operations on JSON files, tables, and
XML data.

2.5 Parameter curation

In this section, we introduce the component of parameter curation. We first
discuss the problem of parameter curation for configuring the multi-model
queries in Subsection 2.5.1, we then present an efficient solution, MJFast
algorithm, in Subsection 2.5.2.

2.5.1 The problem of parameter curation

Once we have finalized the multi-model queries, we need to configure the
substitution parameters of them for query evaluation, e.g., the customer
id and brand name for Q5. This procedure is called parameter curation
[86] in benchmarking. A naive solution is to randomly sample the param-
eter values to feed the queries. However, different substitution parameters
would lead to contradictory benchmarking results due to the skewed data
distribution. This observation motivates us to develop a new method to
address such a problem. Intuitively, we aim to configure a query with
diverse parameter values for introducing the query diversity. With such
diversity, we can conduct a holistic evaluation of the multi-model query
processing. However, unlike the parameter curation in the single-model
query such as SQL, where the intermediate results involve tuples, multi-
model data has different types of intermediate results. To deal with such
a challenge, we formally defined the intermediate results associated with
each group of parameter values as size vector, and each element of a size
vector is a dimension of the intermediate results, e.g., graph size, JSON
size, or their join size. We then defined the query diversity as the sum of
the size vectors’ minimum pair distances. Finally, we formalized the prob-
lem as multi-model parameter curation, with the goal of maximizing the
parameter diversity. Please find the detailed definition in Article III [9].

2.5.2 MJFast algorithm

The problem of multi-model parameter curation is computationally costly
if all the size vectors need to be calculated. Moreover, finding the k size
vectors with maximum parameter diversity is NP-hard, which can be re-
duced from the K-center problem. To address these problems, we propose
a new algorithm, called MJFast, based on the Latin Hypercube Sampling
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(LHS) [84] which is a multi-dimensional stratified sampling method. The
detailed description of MJFast is given in Article III [9]. We summarize the
algorithm in the following three steps:

1. Identify the base dimension for each data model and compute the
intermediate result size regarding each base dimension.

2. Employ the LHS method to select the size vectors, which divides the
size range of each base dimension into k segments, then sample k size
vectors from the d-dimensional buckets.

3. Map the size vectors to the corresponding parameter groups for con-
figuring the queries.

The major advantage of the MJFast algorithm is two-fold: (1) we only
compute the base dimension of the size vectors to measure the intermediate
results, which can greatly reduce the computation cost of calculating all the
dimensions, and (2) we can evenly choose values of each dimension by using
the LHS method, which guarantees the diversity of the query parameters.
As a result, the complexity of MJFast is O(nlogn+n*c), where n is the
number of size vectors and c is the average cost of computing a partial size
vector. We have also theoretically proved that MJFast has a higher query

diversity than random sampling with the probability 1− (k−1)k−1

k3
, where k

is the configured size of parameters.

2.6 Benchmarking MMDBs with UniBench

We have conducted a holistic evaluation of MMDBs. After investigating
a variety of MMDBs and their underlying techniques, we choose four rep-
resentatives, namely, OrientDB, ArangoDB, AgensGraph, and Spark SQL.
In the following, we introduce them with respect to the internal data rep-
resentation, system architecture and query processing, we then summarize
the benchmarking results. The examples of query implementation and the
detailed evaluation results are presented in Article III [9].

2.6.1 OrientDB

OrientDB [2] is a native multi-model database that supports multi-model
query processing, transactions, sharding, and replication. Its primary model
is the graph model implemented by the index-free adjacency structure in



2.6 Benchmarking MMDBs with UniBench 21

which every vertex has the direct pointers to its neighbors. OrientDB uti-
lizes the object record to represent the data that can be a document, a
bytes record (BLOB) and a vertex, or even an edge. In such a way, it
can support the data models that include document, graph, object, and
key-value models simultaneously. For the query processing, it develops
a SQL-like language called OrientDB SQL with extensions to enable the
navigational path and graph functionality. Regarding the distributed ar-
chitecture, OrientDB has a multi-master distributed architecture that is
built on the Hazelcast framework [87].

2.6.2 ArangoDB

ArangoDB [1] is a native multi-model database that supports multi-model
queries, transactions, sharding, and replication. ArangoDB is built center-
ing around a JSON model in which JSON documents are organized into
typed collections. Furthermore, the graph model is implemented by storing
the vertex collections and edge collections separately, with indices built on
the associated keys. ArangoDB has developed a brand-new query language,
called AQL, which is a pure data manipulation language (DML). Along with
a variety of functions, operators, and patterns, AQL supports querying and
modifying the graph, JSON, key-value data in one statement. Regarding
the distributed architecture, ArangoDB has a multi-role distributed archi-
tecture including the agent, coordinator, and database server. In particular,
the agent is an instance that stores the cluster configuration. A coordinator
is an instance that connects the clients and the cluster, as well as sched-
ules the tasks. A DB server stores the data and executes the AQL queries
locally.

2.6.3 AgensGraph

AgensGraph [3] is another multi-model database that is built on top of
a widely used relational database, PostgreSQL, with a focus on the graph
extension. AgensGraph implements the graph model using the index-based
adjacency structure where graphs are represented in vertex tables and edge
tables with indexed primary and foreign keys. Since it is highly compatible
with PostgreSQL that already supports the relational, XML, and JSON,
AgensGraph can blend the SQL-extension language and the graph query
language Cypher to query multi-model data at the same time. Unfortu-
nately, AgensGraph has no particular distributed architecture, meaning
that users have to shard their data manually when the dataset becomes
large.
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2.6.4 SparkSQL

Apache Spark [88] has become the de facto standard of distributed com-
puting framework for large-scale data analytics. Interestingly, one of its
components, Spark SQL, [50] has been growing to be a multi-model data
processing engine. Particularly, Spark SQL now can process multi-model
data, including relational, graph, key-value, and JSON data based on a
wealth of libraries. A unified data abstraction is the DataFrame struc-
ture which relies on the immutable, in-memory, distributed, and parallel
capabilities of RDD. Regarding the distributed architecture, Spark has a
master/worker architecture including a driver program, a cluster manager,
and multiple workers. A driver program is used to configure the cluster
properties. A cluster manager is responsible for allocating the resources
and scheduling the jobs for the workers. A worker node performs the ac-
tual tasks using one or more executors.

2.6.5 Summary of the benchmarking results

By benchmarking the chosen four MMDBs with UniBench, our main find-
ings are as follows:

1. For data importing, AgensGraph is 1.5x and 9x faster than ArangoDB
and OrientDB, respectively.

2. Regarding query processing, OrientDB is best at two point multi-
model queries (Q1 and Q2), and two path-oriented queries (Q5 and
Q6), ArangoDB excels at multi-model join queries (Q3 and Q4),
AgensGraph is the winner of the multi-model aggregation queries
(Q7, Q8, Q9, Q10).

3. For transaction processing, AgensGraph is 3.4x and 10x faster than
ArangoDB and OrientDB because of its advanced relational engine.

4. Concerning the distributed mode, Spark SQL excels at fast data in-
gestion and parallel aggregation, but is an order of magnitude slower
in the join tasks due to the shuffle joins and the lack of local indices.
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2.7 Discussions

Through benchmarking MMDBs with UniBench, we have verified the ap-
plicability and feasibility of UniBench. With its rich data formats and
multi-model query workloads, we have not only found the pros and cons of
chosen MMDBs as shown in the benchmarking results, but also identified
the common performance bottlenecks of them in querying the multi-model
data. First, MMDBs cannot select the optimal join order due to the lack
of cross-model selectivity estimation. Since MMDBs are in their infancy,
their query optimizers are not as mature as the relational optimizers. Most
of their query optimizers rely on the one-dimensional histogram to opti-
mize the query, leading to inaccurate cardinality estimation and poor join
plans. Second, MMDBs can incur a significant overhead because of the
model conversion. As MMDBs use their primary models to implement all
the supported models, when the query becomes complicated, the cost of
model conversion is substantial. We will present our solutions to tackle
these two problems in Chapter 3 and 4, respectively.

2.8 Chapter summary

In this chapter, we introduced the background of multi-model data man-
agement and related work on database benchmarking. Then we presented
our benchmarking system, UniBench, for multi-model databases. Specif-
ically, we first presented an overview of the UniBench system. Following
that, we described the key techniques of three components including data
generation, workload specification, and parameter curation. In particu-
lar, we introduced a three-phase framework for data generation, the design
principles for the workload, and an efficient algorithm for addressing the
problem of parameter curation. Finally, we introduced four chosen MMDBs
and summarized the benchmarking results.
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Chapter 3

Selectivity estimation in MMDBs

Throughout the benchmarking process, we have a key observation: al-
though the state-of-the-art MMDBs can support multi-model joins, such
as graph-JSON, JSON-relational, and graph-relational joins, they lack spe-
cific methods and algorithms to optimize the execution plan. The reason is
that they simply utilize one-dimensional histograms or random samples to
estimate the query selectivity and generate the execution plan. However,
they do not take into consideration the case that a query may involve opera-
tors of various data models, hence unable to holistically optimize the query.
This issue motivates us to study the problem of selectivity estimation in
MMDBs for a holistic query optimization.

This chapter studies the problem of selectivity estimation for relation-
tree joins, which is crucial for the query optimization with both relational
and tree data. It first introduces the background on relation-tree joins, then
presents a KDE-based solution, and finally summarizes the experimental
results. It also contains a discussion of how to extend our approach to the
case of relation-graph joins by the end of the chapter.

3.1 Introduction

Storing and accessing both relational and tree data without the ETL pro-
cess can benefit many applications, ranging from integrated health-care ser-
vices [89], online recommender systems [90] to smart traffic management
[91]. Nowadays, many MMDBs can leverage a mix query such as AQL [1],
SQL/JSON [54] and SQL/XML [53], to perform the online analysis of the
relational and tree data simultaneously. One of the salient features of them
is the relation-tree join that includes both value and structural joins. We
use the following example to illustrate the relation-tree join.

25
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A relation-tree join involving a customer table and a transaction JSON document

(c) PostgreSQL Query:

SELECT Rc.id, Rc.name, Tc->'itemlist'
FROM jsonb_array_elements(Transaction->'customer') Tc
INNER JOIN Customer Rc
ON Rc.id = Tc->>'id'

[
{"customer":{"id":"c1",
           "itemlist":[
            {"item":"Molten Ball 6"}]}},
{"customer":{"id":"c6",
           "itemlist":[
            {"item":"Spading Ball 7"},
            {"item":"REVIVL Bump"}]}}

]

(b) Transaction document
id name age gender

c1 Rafael Oliverira 21 female

c2 Chris Jasani 53 female

c3 Jerzy Ciesla 22 female

c4 Mahinda Perera 25 male

c5 Albade Maazou 41 male

c6 David Baker 31 male

(a) Customer table

Figure 3.1: The motivating example of a relation-tree join involving a cus-
tomer table and a transaction JSON document. Below the datasets is the
join query written in SQL query with JSON path expressions of the Post-
greSQL database.

Example 3.1 Given the customer table and transaction document shown
in Figure 3.1. A meaningful query here is to find the customers’ profile
information in the table with their purchased items from the document for
the business analysis on customers’ purchase behaviors. Particularly, we
implement the query using SQL with path-oriented expressions for JSON
(see Figure 3.1c). Note that the relation-tree join is achieved by joining the
tuples in Rc with an array of subtrees Tc on the common key id.

The problem of join selectivity estimation has been extensively studied
in the relational databases [20, 22, 24, 28, 29, 92, 93] and in the XML
databases [25, 26, 31, 94, 95]. In the relational databases, Vengerov et
al. [22] proposed the correlated sampling to estimate the join size subject
to filter conditions. Kostas et al. [28] leveraged a graphical model to
estimate a joint distribution of all attribute values. Kipf et al. [29] recently
adopted a deep learning model, i.e., convolutional neural network, to learn
the join correlations among data. In the XML databases, Luo. et al.
[25] developed a subtree sampling to estimate the twig query selectivity,
which samples the subtree via a predefined sampling ratio, then derives
approximate answers from the sampled tree. Wu. et al. [95] proposed
a histogram-based approach named PH-histogram, which constructs two-
dimensional histograms over the tree data to estimate the structural join
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size. Zhang. et al. [26] proposed the multi-layer tree synopses to summarize
the structural information for twig query selectivity estimation. However,
straightforwardly combining the relational and structural estimators fails
to capture the join correlations among data, hence unable to obtain high-
quality estimates. For example, naively computing the join contribution
from the relational and tree samples often leads to a biased and error-
prone estimation due to the missing of join partners in the samples. Thus it
calls for a unified and effective method to address the selectivity estimation
problem for relation-tree joins.

KDE is a widely used method in statistic and database field [20, 27, 33,
34]. Kiefer et al. utilized the KDE models to estimate the selectivity of
range query [27] and join query [20] in a relational database. Particularly,
they implemented the KDE estimators using graphics cards to speed up
the KDE computation. In [33], a KDE-based estimator was proposed to
estimate the cardinality of skyline query. Zhang et al. [34] studied the
approximations for KDE in large data. This paper differentiates from pre-
vious KDE-based works in that we apply the KDE model to the RTJSE
problem, which essentially results in a new KDE estimator.

3.2 Problem definition

In this section, we formally define the relation-tree join and the selectivity
estimation problem. We give the definitions of value join and structural
join separately, then we define the relation-tree join based on them. Fur-
thermore, we define the problem of selectivity estimation.

3.2.1 Relation-Tree Join (RTJ)

A relation R has a set of attributes A = {A1, ., An}. Each tuple t ∈ R is a
n-ary tuple denoted by t =< v1, ., vn > where vi is the value corresponding
to attribute Ai from the domain dom(Ai).

A tree is a rooted labeled tree T = (r,N,K, V,E, L), where r is the
unique root node; N is a finite set of labeled nodes having at most one
incoming edge; K is a set of keys, V is a set of values, and both are from
an alphabet Σ; E ⊆ N × N is a set of edges, in which each edge (n, n′)
points from a parent node n to a child node n′ that models a parent-child
(PC) relationship; L is a function f : N → K × V such that for each node
n ∈ N , and L(n) is a key-value pair (k, v) ∈ K × V .

Definition 3.1 (Value Join) A cross-model value join operation is de-
noted as R 	
θ T where R is a relation with a set of attributes A; T is
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a tree that includes a set of keys K; θ is the value join predicate on the
intersection of A and K, requiring that the attribute’s name and value of
tuples in R must be equal to the key and value of tree nodes in T . The
join result is a table, which consists of a set of unified tuples combining the
involved attributes in R and keys in T .

Definition 3.2 (Structural Join) The structural join is a twig pattern
matching γ = (N,E, f) where N is a set of labeled query nodes; E ⊆ N×N
is a set of edges; f is a binary function modeling the edge type between two
nodes, which includes the single-child-axis (/), the branch-child-axis ([]),
and the descendant-axis (//). The join result is a set of distinct twig pattern
matches, requiring any binary functions in γ is satisfied simultaneously.

Definition 3.3 (Relation-Tree Join) Formally, given a relation R and
a tree T = (r,N,K, V,E, L), a relation-tree join is defined as R 	
η T ,
where the relation-tree join predicate is η = θ ∧ γ that combines the cross-
model value join predicate θ and structural join predicate γ.

Example 3.2 According to the above definition, the relational-tree join in
the motivating example can be represented as follows:

Rc 	
(Rc.id=Tc.id)∧(∃x.k=customer,y.k=id,z.k=item,x[y]//z) Tc (3.1)

As shown in Figure 3.2, the above join is a two-way relation-tree join where
the relation Rc has a set of attributes A = {id, name, age, gender}, and the
tree Tc contains a set of keys K = {customer, id, itemlist, item}. Specifi-
cally, the relation-tree join consists of a cross-model value join and a struc-
tural join. The cross-model value join is on the key id that corresponds to
the attribute id of relation Rc and key id of nodes in tree Tc, respectively.
The structural join is a twig pattern matching (see Figure 3.2b).

3.2.2 The problem of selectivity estimation for RTJ

Given a relation-tree join Q over a relation R and a tree T . Our goal is
to predict Q’s join selectivity denoted by Φ(Q), which has the following
formula:

Φ(Q) =
|R′(Q) 	
 T ′(Q)|

||R| × |T || (3.2)

where the numerator is the relation-tree join size, and the denominator is
the size of the relation-tree Cartesian product.
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id R.name T.customer T.item

c1 Rafael Oliverira null Molten Ball 6

c6 David Baker null Spading Ball 7

c6 David Baker null REVIVL Bump

transaction

customer customer

Id:c1 itemlist Id:c6 itemlist

item: Molten
Ball 6

item: Spading
Ball 7

item: REVIVL
Bump

(a) value join between the customer relation and transaction tree

t1(id:c1,name:...)

(b) structural join

customer

Id item

(c) join results

customer relation

t3(id:c3,name:...)

t6(id:c6,name:...)
t5(id:c5,name:...)
t4(id:c4,name:...)

t2(id:c2,name:...)

Figure 3.2: Illustration for a relation-tree join and join results.

3.3 The KDE-based models

Kernel Density Estimation (KDE) is a data-driven, non-parametric method
to estimate probability densities based on a data sample [96]. KDE model
is inherently a data sample and has no assumptions on the underlying data.
Thus it is generally more robust than parametric techniques. In particu-
lar, KDE has been widely used to estimate the selectivity in the database
research literature [20, 27, 33, 34]. These research efforts have shown that
KDE converges faster to the underlying distribution than histogram ap-
proaches do and can consistently offer superior estimation quality to the
purely sampling approach. Given a random sample S = {−→u (1), . . . ,−→u (s)} of
size s from a d-dimensional dataset D ∈ R

d, the kernel estimator assigns a
probability density to each point u(i) ∈ S such that ˆp(u) : Rd → R. Finally,

it averages the KDE contributions ˆp(S) of sample S to derive an estimate

Φ(S). Particularly, the KDE contribution ˆp(x) of a point x is defined as
follows:

ˆp(x) =
1

S

∑
u∈S

K(
x− u

h
) =

1

S · h
∑
u∈S

Kh(x− u) (3.3)
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1 2 3 4 5 6 7 8 9

1
2
3
4
5
6
7
8
9 1

2

3 4
5

6

7 8

9
10

pre

post

pre postlevel(key:value)

1 0 9 0 Transaction:null

2 1 3 1 customer:null

3 2 1 2 id:c1

4 3 2 2 itemlist:null

5 4 0 3 item:Molten Ball 6

6 5 8 1 customer:null

7 6 6 2 id:c6

8 7 7 2 itemlist:null

9 8 4 3 item:Splading Ball 7

10 9 5 3 item:REVIVL Bump

Figure 3.3: Pre/post plane and the corresponding node encoding table for
the tree data of Figure 3.1b.

where the function K is the kernel function, which defines the shape of the
local probability distributions; h is the smoothing factor called bandwidth
which controls the scope or width of the kernel distributions.

3.3.1 Location-Value Estimation (LVE) model

We propose a new kernel-based estimation model for the RTJSE problem.
Our basic idea is to build the KDE model on the relational and tree samples,
then obtain an estimator combining the value joins and structural joins.
More specifically, we first build an index over the tree data to encode the
structural and value information. Then, we sample the tuples from the base
tables and sample the tree nodes from the tree index. Finally, we apply
the location-value estimation (LVE) model to the data sample to derive a
joint KDE estimator including the structural join and value join.

In order to estimate the structural join and value join simultaneously,
we extend a previous tree encoding technique [97] to build an index upon
the tree data. Figure 3.3 shows the pre/post encoding which makes an
AD relationship between node a and d satisfying the formula a.pre <
d.pre∧ a.post > d.post. Our key idea is to integrate and sum up the kernel
density over the descendant region of each ancestor, then average the KDE
contribution as the join contribution. Consider a two-way relation-tree join
as follow:

Q = R 	
(R.A=T.A)∧(∃x.k=A,y.k=D,A//D) T (3.4)

where A is the join key for a value join between a relation R and a tree T ,
and nodes with key A should be the ancestors of those with key D in T .
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For an individual join value v and a pre/post numbering, m and n, we
can express its true join size as follow:

|R| · pR(A.v = v) · |TA| · pTA
(A.v = v ∧A.pre < m ∧A.post > n)

· |TD| · pTD
(D.pre > m ∧D.post < n)

(3.5)

In this equation, we express the AD pattern nodes TA and TD separately
and use function p(c) denotes the exact selectivity for a predicate c.

As illustrated in Figure 3.4a, for a sample ancestor node, only the region
of its lower right includes the descendant nodes according to the numbering
formula. We define such regions as ADR (Ancestor-Descendant Region).
Motivated by this observation, we propose a point-wise method to approx-
imate the contribution by integrating the kernel density over the ADR.

By integrating the Gauss distribution of each sample over the ADR
(j)
p

and grouping by the common factor of the sum of ancestor samples
∑s2

j=1,
the estimator of Location-Value Estimation (LVE) model, arrives at:

Φ̂(Q) =
1

s1 · s2 · s3
s2∑
j=1

(
s1∑
i=1

(
Nr(i),(δ2r+δ2t )

(t(j))

)

·
s3∑
k=1

(
1

2

[
erf(

upre − q
(k)
pre√

2 · h )− erf(
lpre − q

(k)
pre√

2 · h )
]

· 1
2

[
erf(

upost − q
(k)
post√

2 · h )− erf(
lpost − q

(k)
post√

2 · h )
]))

(3.6)

where erf : R → R denotes the error function, which is defined as erf(x) =
2√
π

∫ x
0 exp−t2dt; upre and lpre (resp. upost and lpost ) denote the upper and

lower bounds of the ADR region of j-th sample point p(j). In particular,

upre is the maximum preorder numbering; lpre is equal to p
(j)
pre; upost is

equal to p
(j)
post and le is 0. Please refer to Article IV [51] to see the detailed

derivation of the above equation.

3.3.2 Max-Min Approximation (MMA) Model

To improve the estimation efficiency of the LVE model, we propose the
max-min approximation (MMA) model to approximate the KDE contribu-
tion with less computation. As shown in Figure 3.4b, the max and min
points are two vertices (left upper and right lower) on the left diagonal of
a grid. Suppose a grid contains a set of ancestor samples A, and the join
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Pre-Ordering

Post-Ordering
Max point

Min point

Pre-Ordering

Post-Ordering
Ancestor

grid

Descendant
region

Pre-Ordering

Post-Ordering

(a) LVE model (b) MMA model (c) GBA model

Ancestor
node

Descendant
region

Figure 3.4: An illustration of the proposed KDE models.

contribution of max and min points are Ju and Jl, respectively. Then we
derive Lemma 3.1 and the following estimator:

Φ̂MMA = Jθ · 1

|g| ·
g∑

i=1

g∑
j=1

(Ju − Jl)

2
(3.7)

Lemma 3.1 Given a set of points P , and a grid of size g × g, the method
MMA gives an approximate kernel density estimate KDEG of P , such that,
for each binary pattern, we have |KDEP − KDEG| ≤ ε, where ε is equal

to
∑g

i=1

∑g
j=1

|ng |·(Jgi×j
u −J

gi×j
l )

2 .

3.3.3 Grid-Based Approximation (GBA) Model

To consider the overlap property of data, e.g., customer nodes can have the
descendant customer nodes, we also propose a grid-based approximation
(GBA). Figure 3.4c demonstrates the main idea of GBA. The intuition is
that since ancestor nodes can have many overlap descendant nodes, we can
substantially reduce the number of estimations by grouping the points to
grids and then estimating the join contribution for an ancestor grid and
its corresponding descendant grids. The KDE contribution consists of four
cases: (i) the diagonal AD case between two regions, i.e., an ancestor grid
with its lower-right region; (ii) an ancestor grid with its lower region; (iii)
an ancestor grid with its right region; (iv) an overlapping grid with both
ancestor and descendant nodes. With a uniform assumption, we derive
Lemma 3.2 and the following estimator:

Φ̂GBA = Jθ · 1

|g|
g∑

i=1

g∑
j=1

JA
g ∗ (JD

Gglr
+

1

16
JD
g +

1

4
· (JD

Gr
g
+ JD

Gl
g
)
)

(3.8)

Lemma 3.2 Given a set of points P , and a grid of size g × g, for an
arbitrary grid gi×j (i < |g| and j < |g|), the upper gap bound of GBA’s
KDE εg is JA

glu
· (JD

grl
+ JD

Gr
g
+ JD

Gl
g
).
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Due to the limited space, the readers are recommended to see the de-
tailed proofs of the lemmas, the details of the estimators of the KDEmodels,
as well as the estimation algorithms in Article IV [51].

3.3.4 The estimation procedure

Summarizing our approach, we can construct a KDE-based estimator and
apply it to estimate the join selectivity by the following four steps:

1. Encode the tree data using the pre/post numbering method.

2. Choose a set of representative relation-tree joins. Initialize the band-
width using Scott’s rule [96] and train the value join bandwidth hv
and structural join bandwidth hl separately.

3. Collect a random sample of size s for the tree nodes and relational
tuples involved in the query.

4. Apply the KDE models, e.g., LVE, MMA, GBA, to the samples to
obtain a KDE estimate. Depending on the requirement, when users
would like to have an accurate estimate, the LVE is recommended.
If users need a fast estimate, MMA is preferable. Or, if users want
to make a trade-off between efficiency and accuracy, GBA is a good
choice.

3.4 Summary of the experimental results

We compared our models with three estimators: (1) Simple Random Sam-
pling (SRS), (2) Position Histogram (PH) [95], and (3) Join KDE (RJ-
KDE) [20]. We used both synthetic and real-life datasets including the
DBLP, XMARK , LDBC and UniBench datasets. We have designed 12 relation-
tree joins with structural and equality predicates. For the synthetic rela-
tions, each relation has the form: relation name (join key). For the
tree pattern, we consider the different types of structural joins, including
the AD relationship, path-based query, and twig queries.

We summarize the experimental results as follows:

1. Our LVE-KDE join estimator significantly outperformed other esti-
mators in accuracy and efficiency. Particularly, LVE-KDE improves 80%,
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82%, 96% of estimation accuracy compared with RJ-KDE, SRS, and PH,
respectively. Moreover, LVE-KDE is 5.1×, 1.2× faster than PH and SRS
respectively, and faster than RJ-KDE by an order of magnitude.

2. Our two KDE approximators can speed up the LVE-KDE 4× and 2×,
respectively. Regarding the estimation accuracy, MMA-KDE improves
65%, 67%, 93% of accuracy over RJ-KDE, SRS, and PH, respectively.
GBA-KDE improves 70%, 71%, 94% of accuracy over RJ-KDE, SRS,
and PH, respectively.

3.5 An extension to relation-graph joins

In this section, we briefly discuss how to extend our approach to the graph
case. Similar to structural join in the tree data, the structural join in the
graphs has two binary relationships: direct connected and indirect con-
nected. Intuitively, if we manage to represent the graph as a tree, we then
can readily extend the tree coding scheme to work on graphs. After that,
we can apply our method to the relation-graph case as well. However, two
problems hinder this extension. First, a graph may contain a cycle, thus a
node can be reachable to its parents. Second, even for a directed, acyclic
graph (DAG), a node may have more than one parent after representing the
DAG as a tree. Thus, the tree-coding schema does not suffice to infer the
full transitive closure in a graph due to these two problems. To overcome
this problem, we propose a polymorphic labeling approach to encode the
graph which has two characteristics: (i) one node could have multiple num-
bering labels, and (ii) one numbering label could represent multiple nodes.
To encode the graph data, we utilize the tree-coding scheme to label the
nodes in a spanning tree ST that is derived from the original graph OG,
and then duplicate the label for nodes that lead to the above-mentioned
two problems. As a result, the nodes’ labels can be used to determine if
two nodes are connected. Finally, applying the location-based KDE model
to the problem of relation-graph JSE is straightforward.

Example 3.3 Figure 3.5(a) shows an OG that (i) contains a cycle, i.e.,
(A → C → D → A), and (ii) has two nodes B and D owning multiple
parents, i.e., A → (B) ← D and B → (D) ← C. Figure 3.5(b) depicts a
Coding Graph (CG) that is labeled by the polymorphic approach. In specific,
it first labels the ST that excludes the dotted edges in the OG. Then it
replicates the label of a node B to D, D’s label to C, and A’s label to D
in succession. Consequently, we can infer the reachability of two nodes by
Definition 3.4. For instance, three nodes: D with labels {[8,6],[1,8]}, D with
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C C D D

(a) Original Graph (OG) that includes a
root r, labeled vertices, and edges

r

A

B B C

C C D D

[0,9]

[1,8]
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[5,5]

[3,1] [4,2] {[6,4], [2,3]} {[8,6], [1,8]

{[7,7], [6,4], [2,3]}

(b) Coding Graph (CG)

Figure 3.5: Encoding for the graph data

labels {[6,4],[2,3]}, C with labels {[3,1]}, are reachable from node C with
label {[7,7],[6,4],[2,3]} according to conditions (i),(ii),and (iii), respectively.
Note that the first element in the set is the tree label.

Definition 3.4 (Reachability of the Graph coding) Given a directed
graph G labeled by the graph coding in which each vertex v associates a tree
label tv and a set of extended non-tree labels Sv. Two nodes s, e ∈ G are
reachable from s to e iff they hold one of the following conditions:

(a) ts.pre < te.pre ∧ ts.post > te.post,

(b) Ss ⊃ (te ∪ Se), or

(c) ∃ls ∈ Ss: ls.pre < te.pre ∧ ls.post > te.post.

3.6 Chapter summary

This chapter studied a new problem of estimating the join selectivity of
relation-tree joins (RTJ). We formally defined the problem of selectivity
estimation for RTJ. We then proposed the LVE model, a kernel-based ap-
proach to deal with the estimation problem by considering both value joins
and structural joins. Furthermore, we proposed two approaches, MMA
and GBA models, to approximate the KDE contribution of the LVE model
while improving the estimation efficiency for large data samples. We also
discussed how to apply our method to estimate the selectivity of relation-
graph joins.



36 3 Selectivity estimation in MMDBs



Chapter 4

View selection in MMDBs

As MMDBs adopt the “single-store, multi-model” storage strategy, they
may have performance overhead for answering the single-model query. This
is because the query is not processed natively when the storage is imple-
mented by an extension of another model. This issue motivates us to study
the problem of automatic view selection in MMDBs.

This chapter studies the problem of view selection in MMDBs, with an
emphasis on the graph query optimization over relational and graph data.
It first introduces the background and limitations on current relational-
based graph databases, then presents the related work on materialize view
selection. Furthermore, it presents our methods for view creation, evalua-
tion, and selection in detail. Finally, it summarizes the experimental results
and gained insights.

4.1 Introduction

As the property graph model and graph query languages are rapidly gain-
ing popularity in graph data management, a number of leading relational
databases have enabled both graph technologies over a relational store, in-
cluding Oracle Graph [35], DB2 Graph [36], and SQLG [37], etc. We refer
to them as Relational-based Graph DataBases (RGDBs for short). Par-
ticularly, they can support two kinds of storage back-ends: the relational
store and in-memory graph store. Unfortunately, both approaches have
limitations in answering the graph queries. For the former one, RGDBs
implement the property graph model using underlying relational tables,
translate the graph queries to SQL dialects, and execute the SQL in a
relational engine. For instance, the SQLG [37] system takes a Gremlin
query and translates its Gremlin pipelines into a combined SQL query with

37
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pre-defined SQL templates. However, such approaches have performance
overheads in answering the ad-hoc graph queries due to computing the
graphs from the relational store at runtime. For the latter one, they rely
on DBA’s or experts’ knowledge to manually create the in-memory graphs,
thus are inefficient for large workloads. For instance, Oracle graph uses the
In-Memory Analyst (PGX) [35] to read graphs into memory from the un-
derlying tables. What is worse, it is unclear whether or not the extracted
graphs have included all the results for the queries since they are built
empirically.

To bridge this gap between the availability of graph analytics in a rela-
tional engine and the need for efficient analytics using native graph query
languages, we propose a view selection tool, G-View, which can judiciously
generate a view set from a query workload by automatically transform-
ing the candidate graph views and taking into consideration their efficacy.
Specifically, given a graph query set and a space budget, G-View translates
each query to a candidate view pattern and checks the query containment
via a filtering-and-verification framework. G-View then selects the views us-
ing a graph gene algorithm (GGA), which relies on a three-phase framework
that explores graph view set transformations to reduce the view space and
optimize the view benefit. Finally, G-View generates the extended graph
views that store all the edge-induced subgraphs to answer the subgraph
and supergraph queries simultaneously. Extensive experiments on real-life
and synthetic datasets demonstrate the constructed views by G-View can
significantly speed up the queries for graph databases, and its core selection
algorithm, GGA, outperforms other selection methods in both effectiveness
and efficiency.

This chapter is based on Article V [52]. The main objective is to op-
timize the graph queries in RGDBs using extended graph views as such a
situation is most notable for RGDBs. Nevertheless, our method is also ap-
plicable to optimize the queries in other graph databases, e.g., Neo4j. The
reason is that our method is based on a general framework for Gremlin
queries. As long as the graph databases support the Gremlin query pro-
cessing, our system can be easily incorporated into them without modifying
their underlying implementations.

4.2 Related work

Materializing view selection is a well-studied topic in relational [38, 39,
40, 41, 42, 98, 99, 100, 101], XML [43, 44, 102], semantic [103, 104], and
streaming databases [47]. Various methods are proposed to select the ma-
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terialized views for different target queries, e.g., SQL and XQuery [105].
Particularly, Microsoft AutoAdmin [40] is a view selection wizard for SQL
Server databases. IBM DB2 Advisor [101] is another tool that recommends
the views, indices, and partitionings for a given workload. Chaves et al.
[39] encoded the relational views as genes and applied the gene algorithm to
the view selection problem in the setting of distributed databases. In [41],
the authors modeled the view selection problem as an ILP (Integer Linear
Programming) problem. They developed a reinforcement learning method
to select subqueries to materialize. There has been a host of work on pro-
cessing XML queries using views [43, 44, 102]. In [102], the authors studied
the XML view selection in relational tables, they formalized the problem
as a set-cover problem and developed a greedy-based algorithm to address
the problem. In [44], the authors studied the view selection problem for
XPath workloads, they proposed a greedy-based solution that makes the
space/time trade-off. Katsifodimos et al. [43] studied the view selection for
XQuery workloads. They first developed a greedy-based algorithm for a
Knapsack selection problem, then proposed a heuristic algorithm to search
for an optimal view set based on multi-view rewriting. There has also been
work for RDF view selection [104, 106]. Goasdoué et al. [106] solved the
view selection problem as a search process. They proposed heuristic strate-
gies to search for a set of reformulated RDF views to minimize the defined
cost model. Unfortunately, none of these works considered the structural
properties of graph queries in view selection, thus they cannot be applied
to the graph view selection problem directly.

There has been work on graph view selection. Particularly, Fan et al.
[45] studied the minimal and minimum containment problem in view selec-
tion. Kaskade [46] modeled the view selection problem as an 0-1 Knapsack
problem, then used a branch-and-bound solver to select the graph views.
However, there are two major limitations to existing methods. Firstly,
they only select views with the subgraph patterns to answer the queries
while they do not consider using a view with a supergraph pattern to an-
swer the contained queries. This leads to a low utility of the materialized
views. Secondly, they cannot effectively explore the possible candidate view
combinations to reduce the view space and improve the view benefit. Our
method is different from existing methods because we take into account the
subgraph/supergraph views, view transformations, and view combinations,
yielding a view set with a smaller view size and a higher view benefit. More-
over, we study the graph view selection in RGDBs, which are quite different
from previous settings, from cost evaluation to processing techniques.
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Figure 4.1: A property graph, extended graph views, and pattern queries.

4.3 Motivation and problem definition

In this section, we use a motivating example to introduce the preliminaries.
We then define the problem of view selection. Please refer to Section 2 of
Article V to see the formal definitions of the preliminaries.

4.3.1 A motivating example

Figure 4.1a shows a social network graph G from LDBC [107], which is a
property graph that consists of three labels of vertices, i.e., person, uni-
versity, and company, and three labels of edges, i.e., knows, studyAt, and
workAt. Each vertex or edge has empty, one, or two properties. Figure
4.1b illustrates two extended graph views V (Q1) and V (Q2) with view
patterns and view content. Figure 4.1c depicts three graph pattern queries
{Q3, Q4, Q5}. It can be seen that (1) VP (Q2) contains Q3 and Q4, and
(2) Q5 is contained by VP (Q1) ∪ VP (Q2). Existing methods fail to answer
queries Q3 and Q4 because they do not consider using the view VP (Q2) to
answer Q3 and Q4 despite VP (Q2) being a supergraph pattern of them. We
propose an extended graph view, which is able to answer the subgraph and
supergraph queries simultaneously. Therefore, our methods ensure all the
three pattern queries can be answered by V (Q1) and V (Q2) without ac-
cessing the graph G. Furthermore, we propose a view selection algorithm,
named GGA, to select the views under a space budget, which explores var-
ious options of graph view transformations to find an optimal view set. For
instance, we can merge two views V (Q1) and V (Q2) to reduce the common
traversal of knows edges.
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4.3.2 View selection problem

Given a query workload Q and a space budget S, we aim to automatically
select an optimal view set V to materialize under the budget S. There-
fore, the view selection problem can be modeled as a Knapsack problem of
maximizing the view benefit under the space budget. We adopted a setting
where the materialization cost is approximated by the view size. Such a
setting assumes a cost model of view materialization that is proportional
to the view size. Formally, the problem is defined as follows:

Given a query workload Q and a space budget S, the problem is to
select a set of views Vs derived from a candidate view set V that
fully covers the query results of Q. The objective is to maximize the
total benefit of b(Vs, Q), under the constraint that the total space
occupied by Vs is less than S.

The view-selection problem is NP-hard [108] even for the special case
in which Vs is a subset of V, and each view V ∈ Vs is independent so that
each query q ∈ Q is answered by a single view V ∈ Vs. For such static
cases, there is a straightforward reduction from the Knapsack problem:
find a set of k items having the space occupancy s1, . . . , sk and the benefits
b1, . . . , bk so as to maximize the sum of the benefits of the selected items
that fill the space budget S. Moreover, there could be the dynamic cases
in which the views in Vs can be changed, e.g., by merging, breaking, and
removing views. The problem in such cases becomes harder since the space
of the potential view sets is extremely huge and it is unfeasible to explore
all possible combinations. In the work, we propose a graph gene algorithm
to address the problem in the dynamic setting.

4.4 View construction, evaluation, and selection

In this section, we present the methods of view construction, view evalua-
tion, and view selection. Particularly, we introduce the view construction
in Subsection 4.4.1, including the construction methods of view pattern and
view content. We then present the methods of view evaluation in Subsec-
tion 4.4.2. Finally, we propose the Graph-Genetic Algorithm (GGA) for
view selection in Subsection 4.4.3.

Example 4.1 Consider a query in a social network of LDBC [107], which
finds the male persons’ female friends, and the companies the friends worked
at, as well as the universities the friends studied at. The corresponding
Gremlin query is expressed as follows:
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g.V().has(’gender’,’male’).as(’p’).match(
.as(’p’).out(’knows’).as(’f ’).has(’gender’,’female’),
.as(’f ’).out(’workAt’).as(’c’),
.as(’f ’).out(’studyAt’).as(’u’))

.select(’p’,’f ’,’c’,’u’)
where the above Gremlin query is a pattern query QG = (Vp, Ep, L, f) which
defines a set of nodes Vp and edges Ep in the match step. Particularly, each
as step refers to a query node v with a unique alias that has the mapping
label L(v); each has step defines a Boolean predicate f(v) with a key-value
pair; each out step declares an outgoing labeled edge e; the select step
returns all the matched vertices.

4.4.1 View construction

In the following, we introduce the edge-induced view construction, including
the construction of view pattern and view content. The view patterns are
derived from the given queries, and the view content is constructed based
on the view patterns.

View pattern construction

Given a candidate query set Q, we translate the queries to a pattern query
set, then leverage an edge-induced method to construct a candidate view
for each pattern query. Particularly, for a pattern query QG ∈ Q, we parse
it to Gremlin traversals and derive the traversal patterns Ep; we then add
each query edge e ∈ Ep with the predicates to its view pattern VP (QG) in
succession. Since the query node v and edge e are labeled with a given alias,
the procedure will also map the alias label to the label L(v) and L(e) in
the schema graph. Consider Example 4.1, we derive the knows edge as the
first traversal and add it to the view pattern VP (QG), we then sequentially
add the workAt and studyAt edges. Finally, we will map the aliases { p, f,
c, u } to labels { person, person, company, university } that are inferred
from the schema graph.

View content construction

To construct the view content VG(QG), we create an edge-induced graph
by the following steps: (i) we traverse each edge e ∈ Ep in the traversal
order as the view pattern VP (QG)’s. (ii) for each visited query edge e,
we add all the matched results of edges E(e) in the property graph G
with their endpoints V (e) to the view content VG(QG). (iii) the procedure
terminates when all the patterns have been visited. For Example 4.1, our
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method will add all the matched edges and vertices to the view content
according to the traversal order of [knows,workAt, studyAt]. Regarding
the implementation in practice, since the matched results of an edge depend
on its previous traversals, we clone the previous traversals and cache the
visited endpoints as the intermediate results and use them to compute the
matches of the subsequent traversals. As a result, the selected graph views
will be materialized in the format of GraphML [109], which is an XML-
based representation of a graph.

4.4.2 View evaluation

In this subsection, we propose a filtering-and-verification framework to
check the query containment by views for the evaluation of view benefit.
Furthermore, we introduce how to evaluate the view benefit for a Grem-
lin query workload. We also propose a new method for the multi-view
evaluation as well.

A Filtering-and-Verification Framework

The filtering-and-verification framework consists of two stages. The first
stage will check if a pattern query QG is contained by a view pattern
VP (Q

′
G). Otherwise, the query will not be evaluated on view V . The

second stage will further verify if the view content VG(QG) contains all the
matched results of the given query. Intuitively, the first stage checks the
containment between a query pattern and a view pattern, and the second
stage verifies the containment between query results and the view content.

1) The filtering stage. This stage checks if a query QG is a subgraph
pattern of a view pattern VP (Q

′
G). It is known that finding all the subgraph

isomorphism mappings [48] is NP-hard, but there exist several practical
algorithms to decide the answers in polynomial time. In this work, we
employ the VF2 algorithm [110] that runs in quadratic time for checking a
pattern containment between QG and VP (Q

′
G). Note that the original VF2

algorithm does not consider the edge labels and predicates in the graph,
thus we will check if the labels and predicates are the same after a subgraph
isomorphism M is returned.

2) The verification stage. This stage verifies if a query QG can be
answered by the view content VG(Q

′
G). It checks if the following conditions

hold: (i) there exists a mapping M from each edge pattern e ∈ Ep to
the edge pattern e′ ∈ E′

p. (ii) for the edge e′ ∈ E′
p that has no mapping

from e ∈ Ep, if the vertex v′e ∈ e′ has the mapping from ve ∈ e, the node
v′e = M(v) must have occurred in prefix traversal patterns of E′

p.
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Figure 4.2: Containment between a query pattern and views.

We have proved the filtering-and-verification framework gives a suffi-
cient condition to determine the query containment between the query QG

and the view V. In addition, we design a view-based verification algorithm
(VVA) to efficiently decide whether or not a pattern query QG can be an-
swered by the view V (Q′

G). Please refer to Article V to see the detailed
proof and the detailed description of the algorithm.

Example 4.2 Consider a pattern query QG and a view pattern VP (Q
′
G)

given in Figure 4.2. It is clearly visible that QG ⊂ VP (Q
′
G), thus the frame-

work returns true in the filtering stage. One can verify that the Ep and
Ep1 satisfy the verification conditions since all the mappings of edges and
vertices of Ep have been visited in the prefix traversal order of Ep1. How-
ever, Ep and Ep2 fail to satisfy condition (ii) in the second stage because the
edge e5(E → D) is not an edge mapping from Ep, and the query node D,
which is a vertex mapping M(ve3), has not been visited in Ep2. Therefore,
it cannot guarantee that all the matched vertices of node D are included.

Benefit evaluation

There are two cases when evaluating the view benefit, namely, single-view
evaluation and multi-view evaluation. The former one involves only a single
view, and the latter one considers multiple views. Before introducing the
evaluation methods, we first give the definitions of the view overhead and
benefit as follows.

Definition 4.1 (Overhead of a view) The overhead of a materialized
view includes the space overhead s(v) and the computation overhead o(v)
of generating the view. In particular, we define s(v) as the byte size by a
view v, and o(v) as the CPU time and I/O cost for constructing a view v.
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Definition 4.2 (Benefit of a view): Given a query workload Q, the
benefit b of a view V is defined as the total cost savings by processing the
queries using view V compared to using the relational-based graph store GR:

b(V,Q) =
∑
q∈Q

(wi × (cost(q|GR)− cost(q|V ))) (4.1)

where wi is the weight or frequency of query qi in Q; cost(q|GR) and
cost(q|V ), denote the cost of query evaluation over GR and view V , re-
spectively. The cost(q|GR) is calculated over the underlying relational store
by translating query q to a SQL query and evaluating it over the relational
engine.

Definition 4.3 (Benefit of multiple views): Given a query q, the ben-
efit b of a multi-view set V = {v1, v2, . . . , vm} is defined as the cost savings
by using the view set V compared to using GR:

b(V, q) = cost(q|G)− (
∑
V ∈V

cost(q|V ) + cost(V1 	
 . . . 	
 Vn)) (4.2)

where cost(q|GR) denotes the query cost over the relational-based graph
store GR; cost

∑
V ∈V cost(q|V ) is the sum of their partial evaluation cost

and cost(V1 	
 . . . 	
 Vn) is the combining cost;

1) Single-view evaluation. For the single-view case, we evaluate
the benefit b(q, V ) according to Equation 4.1. Particularly, we use the
PROFILE feature [109] of Gremlin to obtain the cost of query evaluation.
The PROFILE step returns various metrics about the given Gremlin queries
including the result size, count of traversals, and total execution time in
each pipeline. We perform the PROFILE step over the view V and over
the GR, respectively, we then take the total execution time as the cost and
compute the benefit according to Equation 4.1.

2) Multi-view evaluation. For the multi-view evaluation, we first
propose a two-level search algorithm to find the minimal view set V ′ that
can answer QG, we then evaluate the benefit according to Equation 4.2.
The two-level search algorithm checks if QG is contained by the candidate
view V ∈ V in the first level, then explores the graph genes that assemble
a supergraph pattern of QG in the second level. In the worst case that the
last view is returned in the second level, the algorithm runs in O(|V|(|E′

p|+
|E′

p| ∗ |g|2)), where |V| denotes the number of views in the view set V, |E′
p|

is the maximum edge size of the view Vi ∈ V , and |g| denotes the number
of genes of the given query QG. The details of the algorithm is given in
Algorithm 2 of Article V.
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After a view set V ′ that minimally contains a query QG is returned, we
evaluate the total benefit b(V ′, QG) and assign the benefit to the view set
V ′ as follows:

1. Compute the view cost by summing the total partial evaluation cost∑
V ∈V cost(QG|V ) and the cost cost(V1 	
 . . . 	
 Vn) for combining

the intermediate results.

2. Calculate the benefit by subtracting the view cost from the query
cost, cost(QG|GR).

3. Assign the benefit to each V ∈ V in proportion to its cost: cost(QG|V ).
That is, we derive the corresponding gene gQG

∈ QG, then evaluate
gQG

over view V . In addition, we measure the combining cost by
joining the views on the articulation points.

4.4.3 View selection

Since a view may be contained by another view, and views may have the
common parts, the duplication of selected views leads to a relatively larger
space occupancy and a lower coverage of the whole workload space. Based
on this observation, we propose the GGA algorithm to achieve a higher
usage of space and a higher benefit for the workload as a whole.

Graph-Genetic Algorithm (GGA)

The GGA algorithm solves the view selection problem as a state search
problem. Every state consists of a set of selected views and a benefit. The
initial state corresponds to the input candidate view set V with a zero
benefit b(V0). By merging, breaking, and removing views from the initial
state, we obtain another state from view set V ′ with a new benefit b(V ′).

GGA encodes a view pattern, a.k.a., individual, by a set of subgraph
view patterns, a.k.a., graph genes. Particularly, GGA has three atomic
behaviors for view pattern transformations, namely, FISSION, FUSION,
and REMOVE. A new generation, a.k.a., candidate view set, is generated
by a process of probabilistic view transformations and a solution is pro-
duced based on their fitness value, a.k.a., view benefit. In the following,
we introduce the view transformations in detail.

FISSION transformation splits a view pattern to multiple genes. The
main goal of this transformation is to enable the identification of common
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Figure 4.3: An illustration of GGA algorithm.

parts across views heuristically as finding the common subgraphs for the
graphs is an NP-hard problem. In particular, we find the articulation points
of a view pattern by using the Tarjan Algorithm [111], then obtain multiple
graph genes by breaking down the view pattern according to its articulation
points. The articulation points are vertices whose removal increases the
number of connected components of the graph, and Tarjan Algorithm [111]
is a (Depth-First-Search) DFS-based approach that can run in O(V + E)
time to compute the articulation points in a directed graph. Note that if
the articulation point does not exist, the original view pattern becomes the
graph gene itself.

FUSION is opposite to FISSION, namely, this transformation merges
or joins a view Vi ∈ V to other views Vj �=i ∈ V . Particularly, FUSION has
two variants: (i) merge the sub-views Vi ⊂ Vj : Fusion merges the view Vi

to Vj �=i ∈ V if Vi is contained by Vj �=i. Therefore, Vi is not only a subgraph
of Vj �=i, but also is a prefix traversal pattern of Vj �=i; (ii) merge-join the
genes gi ⊂ gj : Fusion merges the genes gi ∈ Vi if gj ∈ Vj �=i contains gi, and
the remaining genes gk �=i ∈ Vi are joined to Vj �=i if they are not contained
by other views Vk �=i,j .

REMOVE transformation eliminates the empty-gene candidate views
after a sequence of view transformations. Such candidate views can be
removed as they have been contained by other views.

Example 4.3 Figure 4.3 illustrates the view transformations of the GGA
algorithm. Given a view pattern VP (QG) and a view set V = {V1, V2, V3},
GGA applies a set of transformations on the view patterns. In the FISSION
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phase, VP (QG) is broken down to four genes based on the articulation points
{B,C,E}. Then the genes are merged to the view set in the FUSION
phase. Specifically, genes 1,2,3 are merged to V1, V2, V3, respectively, and
the remaining gene 4 is joined to V3 on node E. Finally, the VP (QG) is
removed from the candidate view set and we have reduced the common parts
of three graph genes of it, i.e., genes 1, 2, and 3.

Algorithm Description

The details of the GGA algorithm are given in Algorithm 3 of Article V.
Given a workload Q and a candidate view set V, it returns a subset Vs that
is transformed from V. In addition, two probabilities pf and pf are provided
to perform the random fission and fusion transformations, respectively. To
summarize, it goes with the following three steps:

1. When the termination condition, e.g., a timeout threshold or an iter-
ation number, is not satisfied, GGA consecutively applies the FIS-
SION, FUSION and, REMOVE transformations to the candidate
view set to derive a new state of the view selection in each iteration.

2. Call the helper procedure SearchAndEvaluate to evaluate the view
benefit and invoke the DPS function to select the views based on the
dynamic programming strategy.

3. Jump to a new state with a higher benefit, otherwise, ignore the target
state and continue applying other transformations starting from the
previously attained state

We have proved that GGA has a property of transformation complete-
ness in Lemma 2 of Article V, which guarantees that the query workload
can be fully covered by any state of the candidate views.

4.5 Summary of the experimental results

We evaluated our methods in two aspects. Firstly, we studied the perfor-
mance using G-View against (1) a relational-based approach, P-View [45],
and (2) a native graph database, SubGraph [109]. Secondly, we compared
the GGA algorithm with three competitors: Dynamic Programming Selec-
tion (DPS), Greedy-Based Selection (Greedy), and Kascade [46]. We have
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used three datasets: LDBC [107], DBLP-citation [112], and Amazon [113]
datasets, and designed 12 pattern queries for each datasets.

We summarize the main findings of experiments as follows:

(1) G-View achieved averagely 21x and 2x query performance speedup over
P-View and Subgraph, respectively. Moreover, G-View had 2x and
5x smaller space overhead. The space-optimized approach, G-View*,
further improved the overhead of G-View by 11%.

(2) GGA improved 63%, 45%, 27% of view benefit compared with Greedy,
DPS, Kascade, respectively. Meanwhile, GGA had a size reduction of
59%, 59%, 50% to their view size, respectively.

(3) The GGA algorithm can converge to a steady state within a few itera-
tions, e.g., 10, and can reach states with higher benefit.

4.6 Chapter summary

In this chapter, we proposed to utilize graph views to speed up the graph
queries in the relational-based graph databases (RGDBs). We presented
new methods for view creation, view evaluation and view selection. We
formalized the view selection problem as a Knapsack-style problem and pro-
posed a search-based algorithm, GGA, which explores graph view transfor-
mations to reduce the view size and optimize the overall query performance.
Our results manifested that the graph views constructed by G-View can
significantly improve the Gremlin query performance for RGDBs. More-
over, GGA outperformed other methods in graph view selection concerning
effectiveness and efficiency.
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Chapter 5

Conclusions and future work

Now this is not the end. It is not even the beginning of the end. But it is,
perhaps, the end of the beginning.

— Winston Churchill

5.1 Conclusions

Multi-model data management has been an indispensable part of the ad-
vanced database management systems because of the data variety of mod-
ern applications. A multi-model database is proposed to manage the multi-
model data in a unified, timely, and flexible way. Multi-model databases
nowadays play important roles in data management. In the DB-engines
rankings1 as of today, there are 8 multi-model databases in the top-10,
and 85 multi-model databases among 359 in total. However, despite its
popularity, existing multi-model databases lack a specific benchmark and
the key techniques for their query optimizers, these problems hinder the
advancement of multi-model databases. This dissertation has laid down
both practical and theoretical foundations to facilitate the development of
multi-model databases in three aspects. In the following, we summarize
the main contributions of each aspect.

5.1.1 Multi-model database benchmarking

We proposed the first benchmark system for MMDBs. It features a mixed
data model, a multi-model data generator, and a set of workloads includ-
ing multi-model aggregation, join, and transaction. Specifically, the mixed
data model mimics a social commerce scenario [4] that includes relational,

1https://db-engines.com/en/ranking
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graph, XML, JSON, and key-value data. The data generator is developed
to provide realistic, scalable, and multi-model data for testing the perfor-
mance of databases, which is implemented using Spark SQL. We particu-
larly proposed a three-phase framework to model the customer’s purchase
behaviors. Furthermore, we have designed ten multi-model queries and two
multi-model transactions with the consideration of both business factors,
e.g., customer 360’s view, and the choke point design, e.g., multi-model join
ordering. To configure the queries, we formalized the problem of multi-
model parameter curation and have shown the problem is computationally
costly and includes an NP-hard problem. We proposed the the MJFast
algorithm to efficiently choose the parameter values. We have theoretically
proved that MJFast algorithm has a higher query diversity than random
sampling. We evaluated the data generator and the method of parameter
curation. The results have confirmed the superiority of our approaches in
terms of effectiveness, efficiency, and scalability. We surveyed a variety
of MMDBs and chose four representatives: ArangoDB [1], OrientDB [2],
AgensGraph [3], and Spark SQL [50]. We leveraged UniBench to evaluate
and compare their performance. We discussed their internal data repre-
sentation, query implementation, and distributed execution strategy. We
conducted the extensive experimental evaluation, and analytically reported
the performance comparison and our learned lessons. Through detailed ex-
periments, we also verified the feasibility and applicability of UniBench.

5.1.2 Multi-model join selectivity estimation

We studied a new join selectivity estimation problem for relation-tree joins.
This problem has many applications including multi-model join ordering,
query benchmarking, and query refinement. We formalized the estimation
problem as the RTJSE problem that aims to estimate the selectivity of
structural and value joins. We proposed a kernel-based estimation model
called the Location-value estimation (LVE) to tackle the RTJSE problem.
To the best of our knowledge, this is the first work that utilizes the KDE
model to estimate the relational-tree join. We illustrated how to apply the
LVE model to the simple two-way joins in detail, then applied it to more
complicated cases including the twig joins. Particularly, we proposed an
estimation algorithm that can efficiently obtain an estimate by avoiding du-
plicate estimation. Furthermore, we proposed the max-min approximation
(MMA) and grid-based approximation (GBA) to improve the estimation
efficiency of the LVE model. We also provided the error bounds for both
approximators. We have conducted extensive experiments to compare the
LVE model and its variants to the state-of-the-art methods. The results
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show that our KDE model significantly outperforms them in terms of ac-
curacy, efficiency, and scalability.

5.1.3 Multi-model view selection

We studied the problem of graph view selection in relational-based graph
databases (RGDBs). We proposed an edge-induced method that automat-
ically creates the views based on the given graph queries. We characterized
the query containment as pattern containment and proposed a filtering-
and-verification framework to evaluate the view benefit. In addition, we
considered the multi-view evaluation and proposed a two-level minimal al-
gorithm to search the minimal view set for an evaluated query. We formal-
ized the view selection problem and showed that it is an NP-hard problem.
We proposed the GGA algorithm to select the views into the memory un-
der a space budget by dynamically transforming the candidate views and
taking into account their efficacy in answering the queries. We conducted
extensive experiments on various query workloads and datasets. The results
demonstrated that G-View achieved the highest performance compared to
the state of the arts, and GGA outperformed other selection methods.

5.1.4 Summary

To summarize, the present dissertation studied three key research prob-
lems for multi-model databases described in Section 1.2, namely, RQ1 for
multi-model database benchmarking, RQ2 for multi-model join selectiv-
ity estimation, and RQ3 for multi-model view selection. We have made a
significant amount of contributions to address these problems from both
theoretical and practical aspects. We believe the methods proposed in this
dissertation can also find their applications in the areas of polyglot persis-
tence [5], multi-model databases [6], and data lakes [114, 115].

5.2 Future work

The research in this dissertation is a step forward towards providing a more
advanced multi-model database. Thus, it is definitely not the end but just
the start towards the ultimate goal. Exciting follow-up researches are as
follows:

(1) The next generation of UniBench: it would be interesting
to enhance the usability of UniBench in the following aspects: (i) to in-
corporate more data models to the mixed data models for covering more
meaningful use cases. For instance, we may add the RDF, time-series, and
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spatial-temporal data to the existing scenario. In such a case, we could in-
tegrate a new application of smart city to the scenario of social commerce;
(ii) to introduce the schema evolution into UniBench. Schema evolution
[116] is a common practice in database applications such as online data mi-
gration and data integration. Thus it is crucial to enable the schema evo-
lution in UniBench to simulate more multi-model cases [117]. In the case
of multi-model data, we will simulate the inter- and intra-model schema
evolution where intra-model schema evolution only affects the records in a
single model while inter-model schema evolution has an impact on records
in multiple models [118]; (iii) to provide a micro multi-model benchmark
to complement the present macro multi-model benchmark. This allows
the benchmark to evaluate the performance of the single-model query in-
dividually in a unified scenario, and ultimately being able to give a holis-
tic evaluation; (iv) to automate the process of workload generation. As
the mixed data model becomes more complicated, manually designing the
queries is cumbersome and infeasible. In such a case, developing a work-
load generator with controllable properties can greatly reduce the human
effort. For instance, users may give the distribution of multi-model data,
e.g., graph: 30%, JSON: 50%, table: 20, then leverage a workload generator
to automatically produce a workload targeting the given distribution; (v)
to introduce the metrics that can quantify the multi-model capacity of cur-
rent approaches, from multi-model storage, multi-model data conversion,
to multi-model query processing.

(2) A unified method for plan-level query optimization and
beyond: the second promising direction is to provide a unified method
for optimizing the multi-model queries. In Chapter 3, we have studied the
relation-tree join and have discussed the extension of the relation-graph
case. These techniques can serve as a building block towards multi-model
query optimization in modern databases. The next critical step is to con-
sider a more complicated case that involves relational, tree, and graph data
simultaneously. Finally, we aim to develop a unified method to make an
accurate cost estimation for a multi-model query plan. With these cost
estimates, we can choose an optimal query plan from the candidate query
plans, thereby optimizing the query performance. In addition to current
plan-level query optimization such as join ordering, we will seek to opti-
mize the queries in the operator level. An example of this is to reduce
the operators from two data models to operators in one model. Doing so
could reduce the data transmission and the logic complexity of multi-model
query processing. Last but not least, we will investigate the possibility of
developing a unified index for multi-model query processing [6].
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(3) A hybrid method of view selection: In Chapter 4, we have
studied the graph view selection in MMDBs. The next key step is to
investigate a hybrid method of view selection because a multi-model query
may involve operators from various data models. For instance, when a
query includes both graph pattern matching and group by clause, we can
combine the relational views and graph views to accelerate the query. In the
hybrid cases, multi-model views may contain relational views, graph views,
and JSON views simultaneously. Such hybrid cases are more complicated
than the previous cases as they poses new challenges on view selection.
The main challenge is that when a query can be answered by different
combinations of multi-model views, finding an optimal solution is non-
trivial due to the huge search space. In addition, we need to (1) investigate
how to define the query containment between a multi-model query and a
set of hybrid views; (2) how to estimate the cost and space of hybrid views;
and (3) how to properly select the hybrid views under a space constraint,
especially for the cases that hybrid views share redundant data.

(4) Autonomous multi-model databases: Recently, autonomous
databases have attracted considerable attention from both academia and
industry. They particularly leverage the methods of artificial intelligence
(AI) to deal with numerous conventional tasks in databases (AI4DB), in-
cluding knob tuning [119], cost estimation [120, 121], join order selection
[122, 123], index selection [124], and view selection [41]. The results so far
are optimistic: they have achieved significant improvement in many aspects
of the system performance. Motivated by this trend, we plan to apply AI-
enabled methods to solve the relevant problems in multi-model databases.
This part can be interleaved with part (2) and (3). For example, for part
(2), we can employ a deep learning model [120] to learn a cost estimator
for the multi-model queries. For part (3), we may leverage a deep rein-
forcement learning model [41] to select the multi-model views. We believe
an autonomous, self-driving, and model-agnostic multi-model database is
the future to deal with the great challenges of multi-model data manage-
ment, such as automatic data modeling, automatic query processing, and
automatic data migration.
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[75] Shi Qiao and Z. Meral Özsoyoglu. RBench: Application-Specific RDF
Benchmarking. In ACM SIGMOD, 2015.

[76] Alexandru Iosup, Tim Hegeman, Wing Lung Ngai, Stijn Heldens, Ar-
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