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Tiivistelmä — Referat — Abstract

Quantum Computing is a novel technology that has wide applicability in the field of machine learning. One of these applications is training Quantum Restricted Boltzmann Machines,
which have been shown to have advantages over their classical counterparts. These Quantum
Restricted Boltzmann Machines can be then used to pretrain more complex machine learning models, such as Deep Belief Networks, which means that quantum annealing can have
applications in the field of deep learning.
Main issue of Quantum Restricted Boltzmann Machines is that embedding them into quantum
annealing devices will restrict their layer size and connectivity quite drastically. This thesis
proposes the use of a common weight regularization method called the unit dropout method
to reduce the overall size of these networks by splitting these Restricted Boltzmann Machines
into smaller more manageable models, training them separately and composing them into a
complete model. While this method can be shown to affect learning negatively, it is yet to
be known, whether the advantages of quantum computing can outweigh the disadvantages of
extreme use of the unit dropout method.

ACM Computing Classification System (CCS)
Computing methodologies → Machine learning → Machine learning approaches → Learning
latent representations → Deep belief networks
Computer systems organization → Architectures → Other architectures → Quantum computing
Avainsanat — Nyckelord — Keywords

Restricted Boltzmann Machines, Deep Belief Networks, Dropout, Quantum Annealing
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1 Introduction
Quantum computing has become more relevant as a field of research in the last decade.
While we are still far from using quantum computers instead of classical computers for
computational tasks, they are closing the gap to having actual practical applications.
Their usefulness does not derive from being a more efficient way of computing solutions to
universal problems, but being a tool that can solve certain problems very quickly, while
lacking any sort of applicability in other areas. That is why it is important to try to find
these key areas, where it is possible to apply this novel technology.
Instead of using bits to store binary states, quantum computers use qubits to store quantum states in to the memory. These qubits can be either zero or one like normal bits,
but also they can be in a superposition between these two states. Qubits are also capable
of being entangled together, which means that the states of these entangled qubits are
fundamentally linked to each other. This allows for many interesting and very convenient
interactions to occur, when using quantum computing to solve real world problems.
One specialized form of quantum computing is called quantum annealing. Quantum annealers, sometimes referred to as adiabatic quantum computers, work on same principles
as universal quantum computers, but they are much more restricted in how their qubits
can interact with one another. This restriction produces one large advantage over their
universal counterparts: the restricted connectivity allows them to have more qubits, a fundamental issue quantum computers face today. Quantum annealers are most often used
to compute solutions to combinatorial optimization problems, but one interesting field, in
which they can be used, is to find good models for a very common machine learning model
called Restricted Boltzmann Machines.
Machine learning is an widely useful and very popular method of using AI systems to
solve tasks without explicitly programming them to do so. They use different sorts of
training methods to learn from existing data sets and can then perform decisions on new
information without being introduced to it beforehand. Machine learning has applications
on nearly all possible fields, as labeling data sets and recognizing patterns is ubiquitous
in most areas of science.
Restricted Boltzmann Machines are widely used for various different machine learning
tasks, as they are quite simple to construct and their properties have been widely re-
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searched. They are compatible with various modern machine learning techniques like
momentum, weight regularization and here most importantly unit dropout. Restricted
Boltzmann Machines by themselves are rarely useful outside of toy-problems, as they lack
depth to describe any relations between the hidden units in the model. This doe not
mean that they are useless, as they work as foundational building blocks of more complex
machine learning models. One of these complex machine learning models are called Deep
Belief Networks, which can be used to initialize multilayer neural networks, that can be
subsequently fine tuned with more conventional machine learning methods.
A key issue around using quantum annealers to produce well behaved models for Restricted
Boltzmann Machines, is the very limited layer width of the model, caused by the limited
connectivity and overall size of existing quantum annealing devices. While the size and the
connectivity of these devices keep improving quite rapidly, they are still a long way from
being applicable to this problem. This calls for other methods for reducing the overall size
of these models.
From this key issue also follows the question of whether the compromises with the layer
sizes entail enough benefits in the learning process over classical methods. This means
that it is very important to research if the benefits of using quantum annealing devices
can outweigh the costs and also in which situations these benefits are applicable.
This thesis proposes the use for a common weight regularization technique called the unit
dropout method to limit the overall size of the Restricted Boltzmann Machines drastically.
In the unit dropout method, units from the Restricted Boltzmann Machine are dropped
stochastically to produce a sparser version of the network, which is then trained for a small
set of training data, until a different subset of the units are randomly chosen for training.
This technique will provide a huge reduction on required device sizes and would even allow
for current generation quantum annealers to be used in simple machine learning tasks, for
example to pre-train more accurate initial model parameters for Deep Belief Networks.
The chapter 2 will provide a background in Restricted Boltzmann Machines and their
applicability in deep learning. The chapter 3 will go into quantum computing in general, it
will describe how quantum annealing can be used to train Restricted Boltzmann Machines
and unit dropout can be used to limit the overall layer size of Restricted Boltzmann
Machines. Finally the chapter 4 will describe the experimental results of how using large
dropout values for Restricted Boltzmann Machines will affect the pretraining process of
Deep Belief Networks.

2 Restricted Boltzmann Machines and
Deep Learning
This chapter will provide a theoretical background on how Restricted Boltzmann Machines
work and how they can be applied to pretrain well known deep learning models called Deep
Belief Networks.

2.1

Boltzmann Machines

Boltzmann Machines are a type of stochastic neural networks first introduced in 1983
(G. Hinton and Sejnowski, 1983). They were created with the intent of classifying visual
information using nondeterministic methods, which at the time was in its infancy as a
technology. Boltzmann Machines are named after the Boltzmann distribution, which is a
probability distribution representing the chance of a system being in a state as a function
of the energy of the system.
Boltzmann Machines are formed by a network of visible and hidden units of binary values,
which are connected symmetrically to each other. The set of visible units is defined as
v ∈ {0, 1}D and the set of hidden units as h ∈ {0, 1}P , where D and P are respectively
the amounts of visible and hidden units. The visible units are used for encoding input
information into the network and extracting the output from the network, while the hidden
units serve as a base for modeling the latent feature space of the network. The combined
units of visible and hidden units is defined as z = (v, h). Visualization of Boltzmann
Machine can be seen in the figure 2.1.
The units in the model are connected to each other with weights w, which describe how
the two units interact between each other and they also have a biases b, which describes
how much a single unit resist activation. A single unit in the model is activated with the
probability:

X

p(zi = 1|z−i ) = sigm(

i

wij zj + bi )

(2.1)
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Figure 2.1: a) Fully connected Boltzmann Machine b) Restricted Boltzmann Machine

where sigm(x) =

1
,
1+e−x

z−1 is the whole set of units without the i:th unit in it, wij is the

weight of the connection between two units and bi is the bias of the unit i.
The basis for calculating the state for a Boltzmann Machine is the Ising model, a mathematical model for describing the interactions of a system of atomic spins in a lattice
formation. This model has been proven to be useful for neural networks (Hopfield, 1982).
In the Ising model a group of units with values {−1, 1} are connected to their neighbours
symmetrically in a lattice formation and they are subjected to a temperature T , which is
is then lowered as a function of time t. During this shift from temperature T0 to T1 , the
units in the lattice interact freely with their neighbours, which results in a well optimized
graph of connections, which depends on the parameters of the system. The temperature
T is not necessary classical physical concept of temperature, but rather a representation
of a force trying to pry the system to reach its optimal formation.
This model has two very important functions: the Hamiltonian energy function E(σ) and
the joint probability function of the state P (σ) defined by Boltzmann distribution, where
σ represents the units in the lattice. The functions are defined as followed:

E(σ) = −

X
i

bi σi −

X

wi,j σi σj

(2.2)

i,j

where σa is a single unit in the σ and ba and wa,b are dimensionless parameters that
describe how strongly the units and their connections contribute to the total energy of the
system.

P (σ) = Z −1 e−E(σ)/T

(2.3)
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Where Z is the normalization constant defined as followed:

Z=

X

e−E(σ)/T

(2.4)

σ

When modelling a Boltzmann Machine, the units in the Ising model are divided into
visible units and hidden units, therefore we can set σ = z. It’s also convenient to leave the
temperature parameter T out of the equations, since it only rescales the model parameters,
which can also be chosen freely. Now when the connections between hidden and visible
units, visible and visible units and hidden and hidden units are separated from each other,
the Hamiltonian energy function gains a form:

E(z) = −

X
z

bi zi −

X

wi,j vi hj −

X

xi,j vi vj −

v,v

v,h

X

yi,j hi hj

(2.5)

h,h

where wi,j marks connections between hidden and visible units, xi,j visible units and yi,j
hidden units.
In the machine learning process, the dimensionless parameters of the Boltzmann Machine
are tunable parameters which will be modified during the learning process. The collective
set of parameters are defined as θ = (b, w, x, y). An important part of the learning process
of Boltzmann machines is to find the gradient of these parameters, so that Hamiltonian
energy of the system can be minimized.
The model described here is often called general Boltzmann Machine or fully connected
Boltzmann Machine, as all of the units in the model are connected to each other. In
the real world applications of machine learning this kind of model is not really useful,
as the exact computation of the model-dependant and data-dependant expectations scale
exponentially to the number of hidden units (Salakhutdinov and G. Hinton, 2009) and
the inference of the model is not exact. More interesting model is subset of Boltzmann
Machines called Restricted Boltzmann Machines, in which all hidden to hidden connections
are removed by setting all values of y as 0, example in the figure 2.1. In these models
the visible to visible connection are also often removed for practical reasons, which means
that the final form of the Hamiltonian energy function reaches the form:

E(z) = −

X
z

bi zi −

X
v,h

wi,j vi hj

(2.6)
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As previously stated, to make the model represent the problem at hand properly, it is necessary to find the optimal model parameters θ, that make the model distribution P as close
to the unknown data distribution Q. This is done by using the gradient descent method.
The gradient can be found by minimizing the Kullback-Leibler divergence (Fischer and
Igel, 2012) between the model distribution and the data distribution:

DKL (Q||P ) =

X

Q(v) ln

v

Q(v)
P (v)

(2.7)

This problem can be approximated as minimizing the average negative log-likelihood model
distribution in relation to the data set D = (v1 , ..., vD ):

L=−

1 X
ln P (v)
D v∈D

(2.8)

which can also be written as using the equation 2.3:

1 X
e−E(z)
L=−
ln Ph −E(z)
D v∈D
ze
P

X
X
1 X
=−
ln
e−E(z) − ln
e−E(z)
D v∈D
z
h

(2.9)
!

(2.10)

According to the gradient descent, the parameter θ will be changed by:

δθ = −η∂θ L

(2.11)

each iteration, where η is the step size for the learning algorithm, also often referred to as
learning rate (Ruder, 2016). Using the earlier definition to L the δθ turns into:

X
X
∂ 1 X
δθ = −η −
ln
e−E(z) − ln
e−E(z)
∂θ D v∈D
z
h

!!

1 X X e−E(z) ∂θ E(z) X e−E(z) ∂θ E(z)
=η
P −E(z) −
P −E(z)
D v∈D h
he
ze
z

(2.12)
!

(2.13)

Here it can be observed, that the right side of the equation contains the probability
distribution P (z) from equation 2.3. The left side will arrive into:

7

e−E(z)
=
−E(z)
he

P

1 −E(z)

e

Z
1 P
Z

h

e−E(z)

=

P (z)
= P (h|v)
P (v)

(2.14)

This will cause the equation to arrive in form:

!

X
1 X X
δθ = η
P (h|v)∂θ E(z) −
P (z)∂θ E(z)
D v∈D h
z

= η (h∂θ E(z)idata − h∂θ E(z)imodel )

(2.15)
(2.16)

where h∂θ E(z)idata is the ensemble average value of the data distribution:

h∂θ E(z)idata =

1 X
P (h|v)∂θ E(z)
v∈D D h
X

(2.17)

And h∂θ E(z)imodel is the ensemble average value of the model distribution:

h∂θ E(z)imodel =

1 X
P (z)∂θ E(z)
v∈D D z
X

(2.18)

In the case of the data distribution, for single weight parameter wij this parameter update
term will reach the form:

D

∂wij E(z)

E
data

1 X
P (h|v)∂wij E(z)
v∈D D h
X 1 X
P (h|v)vi hj
=
v∈D D h

=

X

M
1 XY
P (hk |v)vi hj
v∈D D h k=1
X
X 1 X
=
P (hj |v)vi hj
p(h−j |v)
v∈D D hj
h−j

=

=

X

P (hj = 1|v)vi
D
v∈D
X

= hvi hj idata

(2.19)
(2.20)
(2.21)
(2.22)
(2.23)
(2.24)
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After this, the model distribution becomes easy to solve, as we know that P (z) =
P (v)P (h|v):

D

E

∂wij E(z)

model

1 X
P (z)∂wij E(z)
v∈D D z
X 1 X
X
=
P (v)
P (h|v)vi hj
v∈D D v
h
X 1 X
=
P (v)P (hj = 1|v)vi
v∈D D v

(2.26)

= hvi hj imodel

(2.28)

=

X

(2.25)

(2.27)

The computation works very similarly for the bias parameters, with the exception of
∂bi E(z) = bi . From here we will get the parameter updates for the model:



∂wij = η hvi hj idata − hvi hj imodel



∂bi = η (hzi idata − hzi imodel )

(2.29)
(2.30)

This defines the gradient for the restricted Boltzmann machine. These ensemble average
values can be calculated using the training data D, but while the value h∂θ E(z)idata can
be computed trivially, this same computation becomes intractable for h∂θ E(z)imodel . The
reason for this can be seen from the equation 2.30: for every training data vector, the
term

P

v

P (v)P (hj = 1|v)vi has to be computed for every possible value of v. This is why

the value for h∂θ E(z)imodel is most often estimated by some method.
In classical computing, the optimal energy state of a Restricted Boltzmann Machines is
most often calculated by repeatedly inferring the states of hidden layer from the visible
layer and vice versa to approximate the values for the visible and hidden layers in a
equilibrium state (G. E. Hinton, 2002), as seen in the figure 2.2. This process of iteratively
inferring the states of the layers is referred to as Contrastive Divergence. Iterating these
steps becomes very cumbersome quite quickly, as the theoretical proof for the iteration
process requires that the loop is processed infinitely. In practice Contrastive Divergence
requires only finite amount of iterations, and the amount of iterations chosen can be
treated as another parameter to be tweaked in the learning process, like learning rate or
momentum. It has been found that even one iteration can provide good estimations for
the model distribution (Carreira-Perpiñán and G. E. Hinton, 2005).
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Figure 2.2: Contrastive Divergence algorithm for N steps. The units of the hidden layer are first
activated by the visible units using the activation function presented in the equation 2.1. After this the
units in the visible layer will be activated by using the same function. This process will be repeated for
N times.

The presented model for Restricted Boltzmann machines is classified as a form of unsupervised learning, which means that the training process does not include any labeling
data. Restricted Boltzmann Machines are capable of supervised learning, which can be
done by by reserving some of the visible units for data labels instead of input. These units
can then be trained using the same rules as the other units in the model, but it can be
also useful to use different activation functions for the separate label units. For example
adding labels as a separate ”sotfmax”-group of units can be very helpful in the training
process (Salakhutdinov and G. Hinton, 2009), as the softmax activation function has been
proven to be very convenient for classification tasks(Bridle, 1990) .
When adding labels to Restricted Boltzmann Machines using the softmax function, during
the annealing procedure, the states of the labels can be inferred at the same time to the
visible units with the activation function of:

T

eh wi +bi
p(li = 1|h) = P hT w +b
l
l
le
Where the lower term

P

l

Tw

eh

l +bi

(2.31)

is the sum of all the influence from the hidden layer

to the label layer, which means that the value for p(li = 1| h) will always be normalized
between 0 and 1. The units are often activated so, that only the label unit with the highest
value for p is allowed to be active, as allowing multiple label units to be active at the same
time is counter-intuitive to the task at hand. Interestingly these units can be learned using
the same learning rules as the rest of the units, even if the activation function is different.
Restricted Boltzmann Machines are compatible with various common machine learning
techniques to further speed up the learning process, or to prevent the weights of the
model from growing too large. Techniques like momentum and weight-regularization
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schemes like L2 regularization or max-norm regularization have been found out to be
widely useful in training Restricted Boltzmann Machines. Another useful technique for
weight-regularization is the unit dropout method(Srivastava et al., 2014), which will come
very useful in the process of training Restricted Boltzmann Machines on quantum annealing devices, as will be presented in the section 3.5.

2.2

Deep Belief Networks

Deep Belief Networks are a deep learning model based on the same underlaying principles
as Restricted Boltzmann Machine (G. Hinton, Osindero, et al., 2006). The network has
hidden units and visible units, which are connected to each other by weights and are activated by using the same sigmoid function. A key difference between these two models,
is that the deep belief networks have multiple interconnected hidden layers and also directional weights and biases for lower layers of the model. Example of the structure of a
Deep Belief Network is presented in the figure 2.3.
The two top layers of the Deep Belief Network form an undirected associative memory,
which works similarly to a Restricted Boltzmann machines. The lower layers of the deep
belief network are have with recognition and generative parameters, which work similarly
to as model parameters θ in Restricted Boltzmann Machines, with the exception that

Figure 2.3: Deep belief network with visible layer, label unit layer and three hidden layers. Recognition
parameters are use to infer the states of upper layers and generative parameters the states of lower layers.
Two vertically adjacent layers form a structure resembling a Restricted Boltzmann Machine
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they are directional. This means that when inferring states of higher layers from the lower
layers, recognition parameters will be used by the activation function, and when inferring
the states of the lower layers from the higher layers, generative parameters are used.
The training of deep belief networks is usually divided into two phases, a pretraining phase
and the fine-tuning phase. In the pretraining phase, the weights and biases are initialized
by training the parameters of each set of two vertically adjacent layers from bottom to
top as Restricted Boltzmann Machines. In the fine tuning phase, the model parameters
are trained to further increase the predictive and generative capabilities of the network.
This thesis will present a greedy pretraining algorithm presented in the original article on
Deep Belief Networks ”a fast learning algorithm for deep belief nets” and a fine-tuning
algorithm called the up-down algorithm presented on the same article.

2.2.1

Greedy pretraining algorithm

The purpose of the pretraining process is to initialize the values of deep belief networks so,
that the slower fine-tuning algorithm can find the optimal configurations for the model.
The greedy pretraining algorithm was formalized to tackle this process in a concise manner.
In the greedy learning algorithm, the model parameters for each connected layers are
initialized by modelling the layers as a Restricted Boltzmann Machine, which are trained
from bottom to top, using the learning algorithm for them presented in the section 2.1.
The first two layers are trained on the training data and the subsequent layers are trained
on input data inferred by the already trained lower layers of the network. This phase
doesn’t differentiate the recognition parameters from the generative parameters, but they
are tied to one another.
One of the features of this algorithm, is that it can work as an unsupervised learning
method or as a supervised one. The label data can be added to the last associative layers
similarly to restricted Boltzmann machines, but this is not required, as the labels can be
also added in the fine-tuning process of the network. This means that the network can
be pretrained on large unlabelled data sets, while it can also benefit from having labelled
datasets. This is a huge advantage, as the learning method is very flexible to the problem
at hand.
For the purpose of using quantum computing in deep learning, the greedy pretraining process is the task where using quantum annealing can leverage improvements over traditional
learning schemes. The section 3.4 will explain this algorithm further.
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Figure 2.4: Two phase training process of Deep Belief Networks: a) Greedy pretraining b) Fine-tuning
with the up-down algorithm

2.2.2

The Up-down algorithm

The problem of using solely the greedy pretraining process for learning parameters for
a deep belief network, is the fact that after learning the higher layers of network, the
fitness of the lower levels suffer(G. Hinton, Osindero, et al., 2006). One possibility could
be going back to train the lower levels further using influence from the upper levels, but
this backfitting process will most likely cause overfitting, rather than actually help on the
accuracy of the model. This causes the necessity for a fine-tuning algorithm, that trains
the whole model simultaneously.
This fine-tuning process can be done with conventional backpropagation(Rumelhart et al.,
1986)(Adachi and Henderson, 2015), but one interesting fine-tuning algorithm is the updown algorithm(G. Hinton, Osindero, et al., 2006), which is a variant on the wakesleep
algorithm(G. Hinton, Dayan, et al., 1995).
The up-down algorithm can be divided into four distinct phases, which are repeated multiple times over the training set to further train the Deep Belief Network. These phases
are:
1. Bottom-up pass to infer the states of the higher layer
2. Perform Gibbs sampling on the undirected associative memory
3. Top-bottom pass to infer the states of the lower layers
4. Update model parameters
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In the bottom-up pass, the algorithm uses the recognition weights and biases to initialize
the sample states of the associative memory and also the states of the hidden units on
the way, using the provided training data. This is done by inferring the state probability
of the unit in a layer from the layer below and using the resulting state probability to
stochastically decide the current state of the unit.
After the states of the hidden units have been inferred, the algorithm performs Gibbs sampling on the undirected associative memory similarly to how this is done with Restricted
Boltzmann Machines. Here again the influence of labels can be added, by attaching labeling units to the top layer of the network, which are activated alongside the bottom layer
of the associative memory using softmax activation function.
Once the equilibrium state has been inferred using Gibbs sampling, the generative weights
and biases are used to infer the states of the lower layers of the network in the top-down
pass. This process is very similar to the bottom-up phase of the algorithm, except in
reverse and using different weights and biases to the first phase of the algorithm.
After all the proper states have been initialized, the resulting statistics can be used to
generate updates on the weights and biases of the network. The learning rules for the
parameters are the same as per learning Restricted Boltzmann Machines. When learning
the recognition parameters, the data distribution comes from the inferred states computed
in the top-down phase and the model distribution is inferred after the top-down phase,
from the states generated by it. Similarly the generative parameters are updated using
the states computed in the bottom-up phase as the data distribution and states inferred
from these states with the generative parameters as the model distribution. Updating the
parameters of the associative layer is done as per ordinary learning rules for Restricted
Boltzmann Machines.
Using Deep Belief Networks over Restricted Boltzmann Machines has multiple advantages.
While restricted Boltzmann machines have been applied successfully to many problems, a
common problem occurs when trying to apply the rules of Contrastive Divergence learning
to deeper machine learning models. When applied to multilayer networks, it seems that
reaching the conditional equilibrium state takes far too long to be actually useful(G.
Hinton, Osindero, et al., 2006). And while its completely possible to apply shallow models
for learning to the problem at hand, deeper models are more capable of learning more
complex internal representations of the problems, which are usually very prevalent object
and speech recognition tasks (Salakhutdinov and G. Hinton, 2009).

3 Quantum Boltzmann Machines
This chapter will first go into how quantum computing and quantum annealing works
on the device level. Then the process of embedding Restricted Boltzmann Machines on
quantum annealing devices will be described thoroughly and how quantum annealers could
be used as a part of the deep learning process. Finally this chapter will present how the unit
dropout method can be used to downscale the overall width of the Restricted Boltzmann
Machine.

3.1

Quantum Computing

Quantum computers are a novel concept that have risen into prominence quite quickly in
the last couple decades. While the technology is still far from being applicable in practice,
working prototypes of quantum computers do exist and they have been successfully used
to solve non-trivial problems, albeit not ones that could not be solved using classical
computing. The field evolves quickly and while there are still quite large problems facing
it, its relevancy in modern computing cannot be overlooked.
Quantum computers are based on quantum mechanical effects, which dictate the basis on
which all operations in the quantum processing unit is made. The quantum computer is
composed of qubits, quantum equivalent of bits, which are capable of being in superposition
between possible states opposed to having a unambiguous values like bits. The state of a
qubit is usually notated with:

q = a |0i + b |1i

(3.1)

where a and b are complex numbers called probability amplitudes, that share a relation
|a|2 + |b|2 = 1. The probability values describe the probability of which state the qubit will
inhabit when it is read. This means that qubits can have different states even if they have
been computed in a identical fashion, which means that due to quantum mechanical effects,
qubits are capable of true randomness, which is impossible using classical computers.
Visualization of classical bits and qubits can be seen in the figure 3.1.
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Figure 3.1: a) Possible states of classical bits b) Possible states of the qubit

By themselves qubits do not have practical uses outside of generating randomness, but
interesting effects happen when these qubits are connected to one another in various ways.
This coupling between qubits is referred as entanglement. Entanglement causes the states
the of qubits to be dependent of the states of the entangled qubits. For example if two
qubits are put in equal superposition:
have

1
2

√1
2

(|00i + |11i), this means that the qubits will

chance to be either |00i or |11i, but their states will always be correlated with

one another, even if they are observed separately. This behaviour arises from quantum
mechanical phenomenon called quantum entanglement.
The process of preparing states for qubits and entangling their states serves as basis for
quantum computing, but it is most often necessary to have various other means to manipulate qubits to compute any meaningful algorithms. The operations required are dependant
on which model for quantum computing is used, as quantum computers are divided into
two different groups with different applications: universal quantum computers, which are
based on quantum gates, and adiabatic quantum computers, which are based on quantum
annealing.
Universal quantum computers are more closer related to how classical computers compute
values from states. They have a qubit register with multiple qubits and quantum gates,
which describe how the qubits in the register can be manipulated. The quantum gate
operations can be applied in any arbitrary pair of qubits, and algorithms for these computers resemble classical programming algorithms. Universal quantum computers have
various algorithms that are theoretically proven to be more efficient in solving various
problems, such as Shor’s factoring algorithm for computing the prime factors for numbers
exponentially faster than classical computers (Shor, 1999), or quantum Fourier transform
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for computing a Fourier transform for a function exponentially faster, albeit with various
caveats (Weinstein et al., 2001).
Universal quantum computers still have a lot of unsolved problems, which is why their
practical applications are still very limited. They do not scale very well to the number of
qubits, as all operations in quantum computing have a varied amount of noise, that causes
the probabilities of the states to differ from the theoretical perfect ones. The amount of
this noise makes quantum computing intractable for systems of large amounts of qubits
and for long programs. Many quantum algorithms also require QRAM, which is a concept
for inputting arbitrary states into the quantum register either by using algorithms to
compute the desired state or using a hardware based solution. No known working solutions
for QRAM exist yet, but there exists various promising proposals for QRAM(Blencowe,
2010).
Adiabatic quantum computers are more focused in their approach to quantum computing. They offer a specialized method for computing solutions to classical combinatorial
optimization problems by using Quantum annealing to find ground states for a quantum
version of Ising Hamiltonian H0 (Hauke et al., 2020). Adiabatic quantum computers scale
much better to the number of qubits compared to their universal counter parts, due to
their loosely connected architecture, which is why they are more realistic choice currently
for practical applications for quantum computing.

3.2

Quantum Annealing

Combinatorial optimization problems are a difficult class of problems in the field of graph
theory. The intent in these problems is to find a optimal solution for a function for a
discreet set of variables. The classical greedy algorithmic solution to this is NP-hard.
Combinatorial optimization problems include problems like spanning trees problem, travelling salesman problem or knapsack problem(Korte and Vygen, 2012).
It is usually convenient to solve combinatorial optimization problems by choosing a cost
function for the problem and minimizing it, instead of just solving the problem using the
greedy algorithm. A cost function describes how well a certain configuration of the problem
has been solved. For example for travelling salesman problem a fitting cost function could
be the total amount of distance travelled with the nodes and the connections with weights
as the parameters of the function. Finding the optimal solutions for a function to the
respect of their parameters can be done by estimating the gradient of the cost function
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and trying to find the global minimum this way. A prominent issue with this approach is
when the solution gets stuck to a local minimum instead of finding the global minimum.
Classical computers can have hard time computing solutions for combinatorial optimization problems, as the cost function of the problem usually has several local minima, in
which the classical algorithms can get stuck to. Adiabatic quantum computers use quantum annealing as an alternative method for solving these kinds of problems.
Similarly to universal quantum computers, adiabatic quantum computers are formed by a
large lattice of interconnected qubits, but the key difference is that in adiabatic quantum
computers, the qubits are only connected to their neighbors with tunable connections.
At the start of the quantum computation process, all of these qubits have their value in
superposition between |0i and |1i and the parameters of the device are prepared in some
simple ground state. The user can define the problem to the computer by defining the
target parameters that correspond to the cost function of the problem. After the problem
has been properly defined, the adiabatic quantum computer is turned on and the qubits
are left to interact with one another, while the parameters of the annealing device is slowly
transformed into the target parameters defined for the problem(Hauke et al., 2020). This
causes the qubits to settle in an formation, which can be considered to be the optimal
energy formation for the problem at hand.
Adiabatic quantum computation works, because finding the solution for combinatorial optimization problems can be reformatted into finding the ground state of Ising Hamiltonian
H0 , a mathematical model for a Ising spin glass (Lucas, 2014). Ising spin glass is an NPhard problem, originally based on how to find the ground state of ferromagnetic materials
(Barahona, 1999). Adiabatic quantum computers have been shown to solve the ground
state of the H0 very efficiently, due to adiabatic theory of quantum mechanics (M. H. S.
Amin and Choi, 2009).
The process of can be formalized with the Hamiltonian functions:

H(τ ) = A(τ )HD + B(τ )HP
HD = −

X

σix

(3.2)
(3.3)

i∈V

HP =

X
ij∈E

Jij σiz σjz +

X

hi σiz

(3.4)

i∈V

where V is the set of qubits in the lattice and E the connections between the qubits, HD
is the simple Hamiltonian energy function in the beginning of the annealing process, HP
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is problem Hamiltonian energy function that is the goal of the annealing process, τ is
the normalized annealing time τ =

t
,
ttotal

A(τ ) and B(τ ) are time dependent monotonic

functions that transform the simple Hamiltonian HD into the problem Hamiltonian HP ,
Jij the coupling between qubits i and j and hi a field interacting with the qubit i. σix and
σiz are the Pauli spin matrices, which operate on the qubit i (Benedetti et al., 2015).
During the process the HD will be transformed into HP slowly using the tunable parameters Jij and hi , so that the resulting state of the qubits can be used to find the solution
for the problem. The annealing time has to be chosen so, that the effective temperature
does not change too fast so that the state of the qubits don’t start to model an exited
state, instead of the ground state of the Hamiltonian
Choosing the correct annealing time ttotal is also important. If the temperature is lowered
too quickly, the state of the qubits can jump to model some exited state close to the initial
ground state, instead of the ground state of the Ising model and if the temperature is
lowered too slowly, the system will remain on thermal equilibrium during the annealing
process and the desired quantum interactions will be nonexistent in the annealing process
(M. H. S. Amin and Choi, 2009).
The process of quantum annealing is in the end quite simple. First the tunable system
parameters Jij and hi must be set so, that they correspond to model at hand. Then
the annealing time has to be chosen correctly, so that the system will end up in the
ground state of the Hamiltonian energy function. After this, all the qubits need to be set
in superposition and then the annealing process can begin. After the annealing all the
qubits can be read, and their state will describe the optimal solution to the problem given
to the annealer.
An interesting feature of the quantum annealing process is how the quantum dynamics
of the quantum annealer shift during the annealing process. At some point between the
critical point associated with the minimum gap and the end of the annealing process
the quantum dynamics of the system will freeze in a region called the quasistatic region
and the system will be very close to the Boltzmann distribution, instead of the ground
state of the system Hamiltonian (M. H. Amin, 2015). This is especially important, when
considering solving gradients for quantum Boltzmann machines.
Another important property of a quantum annealer is the topology of connections between
the qubits. A naive assumption about quantum annealers is to have the qubits in a
square lattice formation, in which all the qubits are connected to their neighbours in a
square lattice. This formation is not used in modern quantum annealers, but alternative
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Figure 3.2: Different quantum machine topologies a) Chimera layout with nine subgraphs b) Pegasus
layout

topologies such as Chimera topology and Pegasus topology are dominating the current
market for quantum annealers(Boothby et al., 2020). Most quantum annealers today have
Chimera topologies, but the most bleeding edge quantum annealers have shifted to the
Pegasus topology due to more advanced connectivity between units. Visualization of both
topologies can be seen in the figure 3.2.
The connectivity can be evaluated by comparing the nominal length and the degree of the
topology graph. Nominal length refers to how many internal couplings to another qubit a
single qubit has and the degree refers to what is the maximum amount of qubits a single
qubit can be coupled to. The larger the degree and the nominal length is, the better the
performance of the annealing process is. High connectivity can cause issues in noise in the
probabilities of the qubits and they also make it more difficult to embed problems into the
quantum annealer, due to the complex nature of the graph.
In the Chimera topology, connectivity graph is divided into eight qubit subgraphs, in
which each qubit is connected to four qubits in the same subgraph and two qubits on
neighbouring subgraphs(Jünger et al., 2019). The nominal length of this topology is 4 and
the degree is 6. This formation is shown to be highly effective, as some studies have found
that quantum annealing can outperform classical computers by a high margin in several
different QUBO-problems, for example when solving the weighted max 2SAT problem
(McGeoch and Wang, 2013) or maximum independent set problem (Parekh et al., 2015).
In the Pegasus topology, the nominal length is 12 and the degree is 15, which means that
these qubits have more connections to one another. The chimera topology is a subgraph
of the Pegasus topology, so all algorithms described for the former also can be embedded
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into the latter. Pegasus topology outperforms the older Chimera topology, is better at
error correction and also provide novel ways to encode various logical constraints into the
model (Boothby et al., 2020).

3.3

Modelling Restricted Boltzmann Machines using
Quantum Annealing

Quantum annealers can be used to solve the most difficult part of training a restricted
Boltzmann machine, which is trying to sample the model distribution h∂θ E(z)imodel presented in the equation 2.18 to estimate the gradient of the model parameters. The term
h∂θ E(z)idata presented in the equation 2.17 can be efficiently computed using classical
means, so it’s not necessary nor convenient to waste resources trying to use the quantum
annealer for this purpose.
The reason why the model distribution can be computed using quantum annealers lies in
the fact that when the system is in the quasistatic regime of the annealing process. The
probability distribution of the system happens to resemble Boltzmann distribution very
closely (Benedetti et al., 2015). While this resemblance is not exact, it is accurate enough
to use the quantum annealer to sample from the model distribution of the Restricted
Boltzmann Machine. But to do this, it is necessary to construct a quantum version of a
Restricted Boltzmann Machine, that can be embedded into the quantum annealer.

3.3.1

Embedding the Restricted Boltzmann Machine to the
topology of the quantum annealer

There are various different ways in which the Restricted Boltzmann Machines can be
embedded into quantum annealers. This embedding process is dependent on the topology
of the annealer. There are various embedding schemes for Chimera topology and the
newer and more complicated Pegasus topology does have more complicated ways to map
the qubits into more efficient bipartite graphs (Boothby et al., 2020). This thesis will go
onto how how this is done with the Chimera lattice, as solutions done for them will also
work on the Pegasus lattice.
The most trivial way to map a Restricted Boltzmann Machine onto a Chimera topology is
to divide the units inside the subgraphs into hidden and visible units, so that each visible
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Figure 3.3: Mapping Restricted Boltzmann Machine to Chimera topology

unit is connected to four hidden units and one or two hidden units outside of the subgraph.
This mapping scheme has been proven to be somewhat effective, but also lacking in the
connectivity between units (Benedetti et al., 2015) (Dumoulin et al., 2013), as over 99%
of the connections between hidden and visible units can be wasted on larger hypothetical
systems. While the connectivity in this mapping scheme is very sparse, it can still achieve
surprisingly accurate results when trained using a quantum computer.
This sparse mapping scheme can also have issues with how localized the connections are.
This is why most often the mapping of data to visible units has to be scrambled in some
way, so that if there are are important connections between data points from wide across
the data set, the system can pick up these patterns, instead of them getting lost in too
localized groupings. Examples for these kinds of scrambles are the pixel block pattern and
extended pixel block pattern presented in Benedetti et al., 2015.
The sparsity with the Chimera topology can be alleviated by using coupling to make pairs
of qubits to behave like a single unit in the system. While this will cause the amount of
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Figure 3.4: Relation between the amount of qubits and units in the restricted Boltzmann machine

units in the system to be reduced drastically, the resulting system will be a full bipartite
graph between the visible and hidden units as demonstrated in Adachi and Henderson,
2015. Using this scheme to sample from the model distribution has been shown to have
quite large advantages over using Contrastive Divergence, which is the current dominant
algorithm for sampling from the model distribution with classical computers. Visualization
of this transform can be seen in the figure 3.3.
Interesting relation here will be the relation between the amount of qubits in the annealing
device and the overall layer size of the embedded Restricted Boltzmann Machine, as seen
in the figure 3.3. The amount of qubits in the Chimera topology can be computed by
taking the length N and height M of the subgraph network, and multiplying the result by
the amount of qubits in a single subgraph. This will result the total qubit size of a single
device in relation to their subgraph height and length:
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Nqubits = 8N M

(3.5)

The relation between the amount of hidden and visible units is a little bit more difficult.
Each subgraph in the vertical direction will increase the amount of visible units by 4, but
it will not affect the amount of hidden units at all, as all the qubits in this direction are
all connected to each other. Increasing the horizontal direction will do the same, but in
reverse. From here we can extract the relations between the length and height and the
possible amount of hidden and visible units:

Nvisible = 4N

(3.6)

Nhidden = 4M

(3.7)

Here we are only interested in the situations, where N = M as this will ensure that the
possible sizes between Nvisible and Nhidden are the same and current generation quantum
annealers are built so, that the horizontal and vertical directions are identical (D-Wave
Systems Inc, 2021). This gives the relation with the maximum unit size Nmax = 4N and
the width of the subgraph map. From here we can calculate the relation between the
maximum unit size and total qubits of the system:

1 2
Nqubits = Nmax
2

(3.8)

This means that embedding the restricted Boltzmann machine this way leads to the
amount of units doubling every time the amount of qubits are quadrupled.

3.3.2

Estimating the effective temperature for the model

Choosing the correct annealing time for the embedded Restricted Boltzmann Machine
is also very important, as previously discussed. This is usually done by adjusting the
effective temperature βef f parameter of the quantum annealer, as this is analogous to
choosing a correct annealing time for the computation process (Benedetti et al., 2015).
Choosing a correct value for βef f can be difficult, as the correct value is instance-dependent
on three different factors: the quantum annealer used, size of the Restricted Boltzmann
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machine and control parameters of the Restricted Boltzmann Machine, which means that
the optimal instance-dependent effective temperature will change even during the training
process of the Restricted Boltzmann Machine.
There are multiple ways to estimate the βef f , for the purpose of training the Restricted
Boltzmann Machine. The easiest way to do this is to assume that the keeping the βef f
constant during the training process is an reasonable assumption, and try to estimate a
fitting value for βef f before the actual training. This estimation can be done by selecting
promising values the βef f and constructing a Restricted Boltzmann Machine with random
parameters and equal size to the actual Restricted Boltzmann Machine. This model can
then be sampled to acquire the model expectation with the different values for βef f . These
model expectations can be then evaluated by comparing the computed model ensemble
averages to a classically computed one. This method of estimating the βef f can be sufficient
for the purpose of training the Restricted Boltzmann machine (Adachi and Henderson,
2015).
Another way to estimate βef f is to leverage the QuALe algorithm introduced in Benedetti
et al., 2015. This estimation process is done in various steps and the βef f is modified
iteratively during the training process. In this algorithm, first the initial values for the
βef f are computed by choosing small initial control parameters for the quantum annealer
and sampling from the device. These samples can be used to estimate an initial value for
the βef f by trying out different values for βef f and using statistical methods to compute
a relatively good initial parameter for the effective temperature. Then this effective temperature can be used to compute proper model parameters for the Restricted Boltzmann
Machine and so the training process can begin.
In the training process the algorithm iterates two steps to keep the parameters and βef f
updated. First, sampling is leveraged to estimate the value for the βef f , then the new
value is used to compute new values for the model parameters of the Restricted Boltzmann
Machine. Then these model parameters and βef f can be used to compute approximations
for the control parameters of the quantum annealer. This process is repeated until the
network is trained properly. To approximate βef f properly, a scale factor x needs to be
chosen for the process, which is used to adjust the scale of the control parameters relative
to the βef f . This parameter can be approximated using Sanov’s theorem for estimating
bounds for probabilities of observing sequences from probability distributions.
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3.3.3

Computing the model distribution using quantum annealing

If the transformation between the topology of the quantum annealer and the topology of
the Restricted Boltzmann Machine and the method for estimating the proper effective temperature are known, the process for sampling from the model distribution is h∂θ E(z)imodel
is quite simple. First the the model parameters are mapped to the control parameters of
the quantum annealer and scaled using the estimated effective temperature. This usually
involves a transformation from the Ising model unit values of {−1, 1} to the binary unit
values used by the quantum annealer {0, 1}:

z → S = 2z − 1

(3.9)

The energy function of the embedded model can be expressed using matrices:

E = βef f z T Qz

(3.10)

where Q is a n × m matrix that contains the control variables of the quantum annealer:




1 B v W 
Q=
βef f 0 B h

(3.11)

Where B v and B h contains the biases for all the visible and hidden units and W contains
the weights for the connections between the units. If the qubits in the annealer are chained
together using the method presented in the section 3.3.1, the resulting energy function of
the embedded Ising model will gain the form:

Eemb = −

n+m
X
i=1

hi Si −

n n+m
X
X

Jij Si Sj

i=1 j=n+1


n
X
− JF M 

X

i=1 (k,l)∈emb(i)

(k) (l)
Si Si

+

n+m
X


X

(k) (l)
Sj Sj 

(3.12)

j=n+1 (k,l)∈emb(j)

where JF M is the strong ferromagnetic coupling between the the qubits that form a single node on the resulting restricted Boltzmann machine and hi and Jij are the control
parameters that have been scaled using the effective temperature:
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bi
βef f
wi j
Jij =
βef f
hi =

(3.13)
(3.14)

While the coupling JF M should force the qubits to agree with each other, there is no strict
guarantee that in practice they will do so. This may happen because of parameter noise
inherent to the annealing device or because of faulty qubits in the chain. While this can be
problematic for computing the model average, it is not a deal breaker as the issue can be
mitigated by implementing a voting threshold parameter r, which determines whether the
result of a qubit chain is usable or not. This parameter can be set to strict enforcement
r = 1, which will abandon all results where the unit chain does not agree with each other,
while setting a lower value for r will allow some qubits to disagree with each other. Adachi
and Henderson, 2015 found that using a majority voting pattern achieves more accurate
estimates for the model expectation than strict enforcement of agreement between qubits.
After the embedding to the topology of the quantum annealer has been done and the
method for estimating the effective temperature βef f has been chosen, the annealing process can finally start. The computation process is divided between a classical computer and
a quantum annealer, so that the quantum annealer handles the sampling from the model
distribution and the classical computer then leverages this sampling feature to create an
accurate machine learning model of the problem at hand.
First, the classical computer is leveraged to compute the data distribution of the Restricted
Boltzmann Machine, as described in the section 2.1. The quantum annealing is used to
estimate the model distribution of the restricted Boltzmann machine by embedding the
current model into the quantum annealer topology, choosing the effective temperature
in some manner and letting the annealing process to settle in the new formation. This
process needs to be repeated multiple times, so that resulting model distribution can be
considered to be accurate.
Now that the ensemble average of the model distribution and data distribution have been
computed, they can be used to compute the new weight and bias parameters for the
Restricted Boltzmann Machine and the process can then repeat itself until an accurate
model has been achieved.
While this method for machine learning is very convenient, in that the algorithm used will
surpass some limitations of the classically computed one, it is important to keep in mind
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Figure 3.5: Example of quantum annealers as part of the deep learning stack

that Restricted Boltzmann Machines are not used that often in modern machine learning
architectures. This is why the more promising route for using quantum annealers as part
of a machine learning stack is to use more complicated models for machine learning which
use Restricted Boltzmann Machines in the training process.

3.4

Quantum annealer as part of deep learning stack

Using quantum annealers as part of a deep learning stack can be quite simple, as the
it is very easy to locate where using them is practical and leverages meaningful benefits
over classical methods. The annealing procedure can be applied anywhere, where the
Contrastive Divergence algorithm is used to get an approximation for the equilibrium
distribution of the model. For example for Deep Belief Networks, this means that quantum
annealers can be used in the pretraining phase of the Deep Belief Network and there is
also a possibility, that the quantum annealing could be used in the Contrastive Divergence
phase of the up-down algorithm.
The important questions on whether quantum annealers should be used in this process
are: how much better quantum annealers are at solving Restricted Boltzmann Machines
compared to classical computers, do the benefits of using quantum annealing to train these
deep networks outweigh the benefits of using state of the art machine learning models,
and if so, in which situations do these benefits apply.
To answer these questions, it is important to look at the largest issue surrounding quantum
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Restricted Boltzmann Machines, which is the limited connectivity and size of the model.
The relation between the size of the Restricted Boltzmann Machine and the amount of
qubits was shown in the equation 3.8 shows, that to compute the parameters for a deep
belief network with the maximum layer size of 2048, the maximum layer size being the
total size of the largest layer in the whole deep belief network, the quantum annealing
device would need to have 2097152 qubits. For comparison, the currently the largest
quantum annealing devices have around 2,048 qubits with Q-Wave 2000Q, though this
has been projected to double alongside the new line of Q-Wave quantum annealers (DWave Systems Inc, 2018).
Another interesting issue comes from labeling the model, as adding labels to Restricted
Boltzmann Machines is often done by a softmax-group attached to the hidden units for
the duration of the Contrastive Divergence. This cannot be done when using quantum
annealing and while there has been research on including labels with the input data,
this still remains a problem (Dixit et al., 2020). On the upside the pretraining process
for Deep Belief Networks can be done completely unsupervised, which means that this
labeling process is not necessarily required.
This clearly indicates that for the time being, alternative methods are required for quantum
annealing to be useful for the purpose of training deep learning methods. The next section
will propose a way to leverage quantum annealing in deep learning tasks: using unit
dropout-method to split the Restricted Boltzmann Machine into smaller networks that
can be annealed separately and then composed into a larger network.

3.5

Using unit dropout to reduce model layer size

Unit dropout is a method that is conventionally used to combat overfitting in various
machine learning models (Srivastava et al., 2014)(G. E. Hinton et al., 2012). The method
works by turning off random units in the network for a small duration, for example for
a single mini-batch, during training. This causes the network to not overfit the weights
as badly on the training data and will improve the overall accuracy on the test set. This
section will go through how to formalize the dropout method for the purpose of training
deep belief networks on quantum annealing devices.
The purpose of the dropout method is to increase the predictive and generative capabilities
of the model by forcing the model to use connections that it would not normally depend
on so strongly. This results in improvements on the prediction rates over test sets. But
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Figure 3.6: Dropout algorithm with smax = 3

here the purpose is not to necessarily improve the prediction rate by dropping out units
from the network, but reduce the total size of the model for it to be more suitable for
quantum annealers to compute.
Ordinarily when using dropout, the amount of units dropped out of the network is controlled by adjusting a value p, which is the probability of keeping a single unit in the
network, instead of dropping it off. When training the Restricted Boltzmann Machines,
for every unit in both layers, this p is used to randomly determine whether this unit is
used in the network or not. Often this value is uniform across the whole network, but it
can also be useful to use different values of p for the visible and hidden units of the model
(Srivastava et al., 2014).
Here instead of using p to determine which units are picked for the network, a variable
smax will be used instead, which is the maximum size for a single layer. The value of this
variable is determined by the maximum size provided by the quantum annealing device
used in the annealing process. For example for a quantum annealing device that allows
for a network of 128x128 units, the maximum size smax will be 128. This means that
this method will always create symmetrical Restricted Boltzmann Machines, due to both
layers being reduced to same size. This can cause issues when scaling the weights of the
network back to normal, which is why this thesis will only focus on networks which have
identical layer sizes. It is also important to note that while the network cannot be larger
than smax , it can always be smaller. This could be used to fix the scaling problem of
the layer sizes, but as seen later, it seems really wasteful, as real life quantum annealing
devices will provide very strict maximum values for smax , so wasting units to keep the
network proportional might not be worth the cost.
There exists an relation between p and smax , that can be easily identified. smax can be
viewed as a special case of p, where the amount of dropped units will always be fixed to
constant smax , instead of having just the expected value of smax units.
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p=

smax
stotal

(3.15)

This means that the instead of dropping each unit with the probability of p, instead the
modified dropout algorithm will just pick up randomly smax units from each layer and
form the restricted Boltzmann machine this way. There has also been research on using
an energy based algorithm to choose which units should be picked, instead of doing this
process stochastically(Roder et al., 2020).
In the case of Restricted Boltzmann Machines it can also be useful to split the units in
the network into multiple different subsets of units, when the value of p ≤ 0.5. This can
be seen as a way to ensure that most of the units still get used during each minibatch,
which can also speed up and also improve the learning process. This method can be
viewed as splitting the Restricted Boltzmann Nachine into smaller Restricted Boltzmann
Machines, computing their equilibrium states separately and then combining the results
when updating the parameters of the model.
Most of research done about the dropout method, places the optimal value of p around
0.5 (G. E. Hinton et al., 2012)(Srivastava et al., 2014), but this value can vary. It is very
unlikely for the optimal value for p to be less than 0.5. But here the purpose is not to
find the optimal value for p, but rather to find how far can the value of p be pushed,
while still somewhat retaining the predictive capabilities of the model. While using this
variation of the dropout method will not be very useful alongside classical computing, the
performance gain from using quantum annealing alongside the dropout method needs to
be researched.

4 Experimental Results
While the size of the quantum annealing devices are still a long way from being properly
usable in the context of training Restricted Boltzmann Machines, the amount of qubits
seem to be rising on a reliable basis each couple of years. The experiments described in
this thesis will explore the general viability of using the dropout technique to limit the
connectivity inside the Restricted Boltzmann Machines for the purpose of pretraining a
Deep Belief Network. If Restricted Boltzmann Machines can be trained using extreme
values for smax in the classical case, it can be safely assumed that this technique will also
work in the quantum case, for this has been already established in preliminary research
on the topic (Adachi and Henderson, 2015).
Common machine learning benchmarking task, classifying the MNIST dataset was done
using a custom python module for training Restricted Boltzmann Machines and deep belief
networks. Multiple models were pretrained on for various different values of smax , which
were fine-tuned using the up-down algorithm described in the section 2.2.2. During this
fine-tuning process, the models were evaluated on a separate test set of data, so that the
predictive capabilities of the models could be compared to each other after training.

4.1

Training the models on the MNIST dataset

The MNIST dataset is a collection of 70 000 images of handwritten numbers ranging from
zero to nine, which is commonly used for benchmarking the fitness of machine learning
methods. This dataset is divided into a training set of 60 000 images and a test set of 10
000 images, which also contain labels for each image. The 60 000 image training set was
further divided into two different sets: training set of 50 000 images and a validation set
of 10 000 images, to find correct parameters for learning the models using the validation
set technique. All members in these datasets are arrays of 785 integer values, with the
first element being the label of the image and rest being intensity values for each pixel in
a 32 by 32 grayscale image 4.1.
For the purpose of this algorithm, the labels were separated from the images, and transformed into an array of 10 integers, where the correct label was indicated by having the
value of the index corresponding to the label to be 1.0 and the rest of the values to be 0.0.

32

Figure 4.1: Various handwritten digits from the MNIST dataset

This allows the results of the labeling process to be easily comparable with the correct
label data. Each grayscale pixel was also normalized by dividing all intensity values with
the maximum intensity of 255, to allow the input data to be inserted into the visible units
of the Restricted Boltzmann Machine properly.
This dataset has been widely used to train machine learning models to predict the correct
label for handwritten numbers, which makes it a natural choice for this experiment. Most
research done on Restricted Boltzmann Machines and Deep Belief Networks has utilized
this dataset, which makes comparing the results on existing literature straightforward.
A custom implementation of Restricted Boltzmann machines and Deep Belief Networks
was programmed with python 3.6 using the numpy package for scientific computing (Harris
et al., 2020). While this implementation does not reach the prediction rate of existing
state-of-the-art implementations for Deep Belief Networks, the model fared fairly well on
the machine learning task, and furthermore the models that use the dropout technique
can be compared to models trained on the same algorithm without the dropout technique.
Other machine learning techniques such as momentum and L2 regularization were used
to further improve the learning process of these models. The code for this program is
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Figure 4.2: Layer sizes and form of the Deep Belief Networks trained

presented in the appendix A.
While the program does not use quantum annealing in the learning process, implementing
a quantum version of the algorithm is quite simple, as the parts of the program that
could use quantum annealing are very localized. The quantum version of the algorithm
would replace the Contrastive Divergence step, with embedding the Restricted Boltzmann
Machine into the quantum annealing device and sampling it to form an estimation for the
model distribution of the model, as described in the section 3.3.3.
The Deep Belief Network trained was comprised of four layers 784 units wide, to ensure
that the model doesn’t suffer varying values for p between the layers. The topmost layer
of the model was also attached into separate labeling units, but these label units were not
used during the pretraining process of this algorithm. The parameters of these models
were then trained on two phases, the pretraining phase and the fine-tuning phase, as
described in the section 2.2. The general topology of the model layers can be seen in the
figure 4.2. The bidirectional arrows represent the undirected parameters of the model,
and the unidirectional arrows represent the generative and recognition parameters of the
model.
To evaluate dropout method, five distinct models were trained for different values of smax
without labels. The values used were: 784, 588, 392, 256, 128 and 64 which corresponded
to p values of: 1.0, 0.75, 0.5, 0.32, 0.16 and 0.8. Each model was trained using various
parameters for learning rate and momentum, from which the best models were chosen
using the validation set. CD-1 was chosen for the Contrastive Divergence step to speed up
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the learning process and each model was trained for 40 epochs. These parameters chosen
were not optimal, but they produced good results, which are quite comparable to each
other.
The values for smax were chosen to represent varying sizes of quantum annealing devices
on which this algorithm could be ran. These values correspond to device sizes of 307328,
172872, 76832, 32768, 8192 and 2048. The model smax = 64 is the most interesting as
this device size corresponds to an actually existing quantum annealing device: DWave2000Q(D-Wave Systems Inc, 2018), which means that this device could be used to train
the same algorithm presented in this thesis. The next smallest model smax = 128 cannot
be trained using current generation quantum annealing devices, but as quantum annealing
device sizes have continued to grow rapidly in the past decade, applying this algorithm
could be viable in coming future. It is also important to recognize that improved embedding schemes can drastically improve these relations.
After the pretraining, each model was fine-tuned for 1 epoch to add labeling to the models
to determine which learning parameters fared the best in the task. The validation set
method was used to evaluate the models to ensure that the models would not be biased
towards the training data. The parameters of the model with the best performance on the
validation set were chosen to be trained in the fine-tuning phase of the program.
For the fine-tuning process, unified set of parameters were chosen for all the models. Each
model was trained for 10 epochs on the joint dataset consisting of training and validation
set, this time with the labels turned on using three contrastive divergence steps. Almost
all of the models would have benefited from a longer training time, but as fine-tuning a
single model took around 5 hours for 10 epochs on a Intel Core i7-6700HQ CPU, a small
epoch amount was chosen.
The model was evaluated against the test set after each epoch in the fine-tuning phase.
The evaluation process comprised of inferring the state of the associative memory from the
visible units initialized from the image in question with a straightforward up-pass, giving
the label units initial values of 0.1 and then doing few of iterations of Gibbs sampling
on the associative memory to get activation probabilities of each label unit in the model.
The unit with the highest activation probability is then chosen as the predicted label and
this label is then compared with the original label attached to the image in question.
This method was presented by the Salakhutdinov and G. Hinton, 2009, and while even
the original article states that there exists better methods for inferring the label from the
visible units, for the purpose of this thesis, this method of evaluation is considered to be
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Figure 4.3: Prediction rates of the the trained models

fit enough for the task.

4.2

Results

The resulting error rates of all the models can be seen in the figure 4.3. Most of the
resulting models exceeded the prediction rate of 90% on the evaluation set, which is quite
good with the limited amount of training done by the models. While it’s impossible to
approximate what could have been the maximum capacity reachable by these models,
it can be quite confidently said that all the models could have fared better with more
careful choice of parameters and further training. Additionally choosing a max-norm
regularization for weight regularization over L2-norm could have further improved the
learning process (Srivastava et al., 2014).
All the models except for the models smax = {128, 64} got quite similar results on the
training sets. A trend can be seen, where each model fared worse than the one with higher
amount of connectivity, which does not correlate with existing results on the unit dropout
technique, but this probably occurred due to either limited pretraining time or because of
poor choice of learning parameters. Existing research shows that using dropout technique
can require 2-3 times as many epochs compared to the fully connected networks, and this
effect could be further accentuated by suboptimal choices for p (Srivastava et al., 2014).
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The prediction rates of the models smax = {128, 64} were a lot worse, but not completely
useless. Both models would have benefited from more training, but training these models
for more will run into diminishing returns. Using quantum annealing when training these
two models could leverage better initial prediction results and also faster training times.
Despite worse results compared to the Restricted Boltzmann Machines trained without
dropout, the results seem quite optimistic for the sake of training these networks using
quantum annealing. The model with the highest value of smax was still able to easily
reach prediction rate 7̃7%, which would seem imply that current generation quantum
annealing devices could be able to surpass the prediction rates of 80% on untouched
MNIST dataset. Furthermore, feature engineering could be leveraged on these datasets
could further improve the test results, as reducing the amount of required units on all the
layers can increase the value for p for the given network.
One interesting factor on how does this result compare to other error rates achieved on
the MNIST dataset, is to account how does the chosen layer sizes affect the learning
process. Most optimal results achieved on the task have had asymmetric layer sizes, with
most commonly, a larger topmost the associative memory, usually around 2000 units (G.
Hinton, Osindero, et al., 2006)(Srivastava et al., 2014). This problem could be alleviated
by researching more on how does extremely asymmetric values of p affect the learning
process.
One weakness of this approach is the fact that labels cannot be added into the learning process, until the fine-tuning phase of the learning algorithm. Restricted Boltzmann
Machines do support adding label units into the learning process by including them in
the visible units. This will result in slight reduction in the visible unit layer size, but in
relation to the dropout method, this reduction is probably not very impactful on the end
result. There has even been some positive results on adding label units into Restricted
Boltzmann machines that are being modelled using quantum annealers(Dixit et al., 2020),
so this approach should be considered in the future.
The results generally seem to indicate, that applying drastic rates of unit dropout can help
in the process of applying quantum annealing in deep learning tasks. While performance in
MNIST dataset does not automatically translate into real world applications, the concept
can still help dramatically in the future, in case the overall qubit sizes of quantum annealers
keep rising. For example using p = 0.25, achieving a total layer size of 2 000 will require
125 000 qubits, which is a steep reduction from the naively required 2 000 000 qubits for
the fully connected Restricted Boltzmann Machine.

5 Conclusions
While the practical applications of quantum computing are still in their infancy, it is
essential to research approaches that can speed up the process of integrating this novel
approach to computing into our various tasks. Currently it is quite evident, that the
integrated techniques using classical and quantum computing in tandem, such as the one
proposed on this thesis, will be the first ones to be embraced on the field of computer
science, assuming that quantum computers will be able to provide meaningful advantages
over their classical counterparts.
There has already been quite a multitude of research done into the concept of quantum
machine learning, but the technique of quantum Restricted Boltzmann Machine does hold
many advantages to its more advanced counterparts. It doesn’t require QRAM, an elusive
technology, which is required by many alternate approaches or other difficult techniques
like amplitude amplification or the HHL-algorithm (Biamonte et al., 2016). The capability
of being able to be run by a quantum annealer is also a large advantage, as the sizes of
the current generation quantum annealers have scaled much faster compared to universal
quantum computers.
Quantum Restricted Boltzmann Machine has also advantages over their classical counterparts, which arise from the fact that it replaces an algorithmic approximation of a distribution, by modeling it with quantum mechanical phenomena that shares the underlying
theoretical math with the model. It doesn’t necessarily compute the same answer faster,
but it computes it differently, and possibly more accurately. At the best case scenario,
these methods will improve the learning process of deep learning algorithms, producing
more accurate models that can be still used by classical computers.
This thesis has shown that the dropout technique can be used theoretically alongside modern techniques for computing the model distribution of a Restricted Boltzmann Machine
using quantum annealer. The marginal effects of limited connectivity has been known for
quite a while, but its effect on learning restricted Boltzmann machines while using the
seemingly applicable unit dropout technique are still relatively unknown and would need
to be tested on actual quantum hardware to know for sure.
The results seem to indicate that using current generation quantum annealing devices
could result in prediction rates higher than 80% on the MNIST dataset, which is fairly
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impressive result when taking it to account that the technique has not been applied properly on the full dataset. While there is some evidence that quantum annealers are better
fit for computing the model distribution for restricted Boltzmann machines (Adachi and
Henderson, 2015), it’s still fairly unclear how does this advantage scale on actual problems
and more importantly if it even actually works on larger scales.
More interesting follow-up research could be done on the embedding schemes of Restricted
Boltzmann Machines into quantum annealing topologies. While the embedding scheme
for Chimera topologies is quite optimal for full bipartite graphs, Pegasus topologies have
been shown to have much more efficient embedding schemes. Whether these embedding
schemes work with these techniques is yet unknown. Also the use of weight dropout
instead of unit dropout, might be able to solve these connectivity issues, as embedding
only partially connected Restricted Boltzmann Machines could also result in good results
in model predictability. This could also result in less wasted qubits on the annealing
device, as the proposed full bipartite embedding scheme pairs multiple qubits together to
form a single unit on the Restricted Boltzmann Machine.
It would be also interesting to know how does asymmetry in the dropout rates p between
layers affect the learning of this dropout technique. Layers sizes on neural networks are
quite often asymmetrical, which means that some method of ensuring that each unit
receives input on a similar scale after the pretraining part of the training process. A
trivial answer would be just to not use a significant part of the smaller layer, so that the
size relationship between the layers would remain the same, but this seems really wasteful,
as the connectivity between the layers is already very limited.
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Appendix A Python code for training Deep Belief Networks

This appendix contains the python program for training deep belief networks. The program is built upon numpy for matrix operations, everything else is done by hand. Dataset
can be loaded using the dataset class, while the DBN can be initialized and trained using
the DBN class function greedyp retrainandupdowna lgorithm.

A.1

dbn.py

"""
Implementation for the deep belief network
"""
import sys
import logging
import json
import copy
import numpy as np
from rbm import RBM
from utils import sample, sigmoid, sigmoid_derivative, cost_derivative
from utils import softmax, compute_weight_reg
class DBN(object):
"""
Class for a single DBN
"""
def __init__(self, shape = [1,1], label_shape = 1, parameter_file = None):
self.shape = shape
self.label_shape = label_shape
self.weights = []
self.biases = []
self.gen_weights = []
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self.gen_biases = []
self.label_weights = []
self.label_biases = []
if parameter_file is None:
for i in range(len(self.shape) - 1):
# weights initialized with gaussion stDev=0.1/sqrt(n_i * (n_i+1))
self.weights.append(
(0.1 / np.sqrt(self.shape[i] * self.shape[i+1]))
* np.random.randn(self.shape[i], self.shape[i+1]))
if i <= len(self.shape) - 2:
self.gen_weights.append(np.copy(self.weights[i]))
for i in range(len(shape)):
# Biases initialized with zeros
self.biases.append(np.zeros(self.shape[i], dtype=float))
if i != len(self.shape) - 1:
self.gen_biases.append(np.zeros(self.shape[i], dtype=float))
# Normalize label weights with stdev=0.1/((n_label+n_visible)*nhidden)
self.label_weights = (0.1 / np.sqrt((self.shape[-2]
+ self.label_shape) * self.shape[-1])
) * np.random.randn(self.label_shape, self.shape[-1])
self.label_biases = np.zeros(self.label_shape, dtype=float)
else:
self.load_parameters(parameter_file)
def greedy_pretrain(self, batches, learning_rate, epochs, cd_iter = 1,
momentum = 0.0, regularization_constant = 0.0, max_size = -1,
labels = False):
"""
Function for greedily pre-training a stack of RBMs to initialize the
weight parameters of the DBN.
"""
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logging.info(’Starting the greedy pretraining process’)
rbms = []
# create the dataset for the visible layer by inferring the data
to the hidden layers of each previous rbm in the stack
if labels:
data_set_cpy = np.copy(batches[:,:,:-self.label_shape])
label_set_cpy = np.copy(batches[:,:,-self.label_shape:])
else:
data_set_cpy = np.copy(batches)
for i in range(len(self.shape) - 1):
logging.info(’Training layer {0}’.format(i+1))
if i == len(self.shape) - 2 and labels:
parameters = [
[self.shape[i], self.shape[i+1]],
self.weights[i],
self.biases[i],
self.biases[i+1],
self.label_shape,
self.label_weights,
self.label_biases
]
else:
parameters = [
[self.shape[i], self.shape[i+1]],
self.weights[i],
self.biases[i],
self.biases[i+1],
None
]
rbm = RBM(parameters=parameters)
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if i != 0:
# Create new input data array from the last layer of data.
Append the label data to the last layer
if i == len(self.shape) - 2 and labels:
new_data_set_array = np.zeros(
[len(data_set_cpy), len(data_set_cpy[0]),
self.shape[i] + self.label_shape])
new_data_set_array[:,:,:-self.label_shape] = rbms[-1].infer_hidden(
data_set_cpy)
new_data_set_array[:,:,-self.label_shape:] = label_set_cpy
else:
new_data_set_array = rbms[-1].infer_hidden(data_set_cpy)
data_set_cpy = np.zeros(
[len(data_set_cpy), len(data_set_cpy[0]), self.shape[i]])
data_set_cpy = new_data_set_array
# Train the rbm
rbm.train(
data_set_cpy,
learning_rate = learning_rate,
epochs = epochs,
cd_iter = cd_iter,
momentum = momentum,
regularization_constant = regularization_constant,
max_size = max_size)
rbms.append(rbm)
if i == len(self.shape) - 2:
self.biases[i] = np.copy(rbm.visible_biases)
self.biases[i+1] = np.copy(rbm.hidden_biases)
self.weights[i] = np.copy(rbm.weights)
self.gen_biases[i] = np.copy(rbm.visible_biases)
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if labels:
self.label_biases = np.copy(rbm.label_biases)
self.label_weights = np.copy(rbm.label_weights)
else:
self.biases[i] = np.copy(rbm.visible_biases)
self.biases[i+1] = np.copy(rbm.hidden_biases)
self.weights[i] = np.copy(rbm.weights)
self.gen_weights[i] = np.copy(rbm.weights)
self.gen_biases[i] = np.copy(rbm.visible_biases)
self.gen_biases[i+1] = np.copy(rbm.hidden_biases)
def updown_algorithm(self, batches, learning_rate, epochs = 1, cycles = 1,
momentum = 0.0, regularization_constant = 0.0):
"""
Function for the up down algorithm presented by Hinton et al
"""
logging.info("Starting the Wake-Sleep process")
batch_size = len(batches[0])
# momentum values for the algorithm
dw = [np.copy(w) * 0.0 for w in self.weights]
gdw = [np.copy(w) * 0.0 for w in self.gen_weights]
ldw = np.copy(self.label_weights) * 0.0
bdw = [np.copy(b) * 0.0 for b in self.biases]
gbdw = [np.copy(b) * 0.0 for b in self.gen_biases]
lbdw = np.copy(self.label_biases) * 0.0
for e in range(epochs):
logging.info("Epoch n. {0}\n----------".format(e+1))
for batch in batches:
# Step 0: Initialize used variables
batch_cpy= np.copy(batch[:,:-self.label_shape])
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labels_cpy = np.copy(batch[:,-self.label_shape:])
wake_states = []
sleep_states = []
wake_probs = []
sleep_probs = []
label_probs = None
predict_sleep_probs = [None for i in range(len(self.shape) - 1)]
predict_wake_probs = [None for i in range(len(self.shape) - 2)]
wake_states.append(np.copy(batch_cpy))
# Step 1: upwards pass to get wake/positive phase probabilities
and sample states
for i in range(len(self.shape) - 1):
if i != len(self.shape) - 2:
probs = sigmoid(
np.dot(wake_states[i], self.weights[i]) + self.biases[i+1])
else:
probs = sigmoid(
np.dot(wake_states[i], self.weights[i]) + self.biases[i+1]
+ np.dot(labels_cpy, self.label_weights))
wake_probs.append(probs)
wake_states.append(sample(np.copy(probs)))
wake_label_statistics = np.reshape(
labels_cpy, [batch_size, len(self.label_biases), 1])

* np.reshape(wake_states[-1], [batch_size, 1, len(self.biases[-1])])
wake_associative_statistics = np.reshape(
wake_states[-2], [batch_size, len(self.biases[-2]), 1])

* np.reshape(wake_states[-1], [batch_size, 1, len(self.biases[-1])])
# Step 2: Gibbs sampling in the top level undirected associative memory
sleep_probs = copy.deepcopy(wake_probs)
sleep_states = copy.deepcopy(wake_states)
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for i in range(cycles):
sleep_probs[-2] = sigmoid(
np.dot(sleep_states[-1],
self.weights[-1].transpose()) + self.gen_biases[-1])
sleep_states[-2] = sample(sleep_probs[-2])
label_probs = softmax(
np.dot(sleep_states[-1],
self.label_weights.transpose()) + self.label_biases)
sleep_probs[-1] = sigmoid(
np.dot(sleep_states[-2],
self.weights[-1]) + self.biases[-1]
+ np.dot(label_probs, self.label_weights))
sleep_states[-1] = sample(sleep_probs[-1])
sleep_associative_statistics = np.reshape(
sleep_states[-2],
[batch_size, len(self.biases[-2]), 1])
*

np.reshape(
sleep_states[-1], [batch_size, 1, len(self.biases[-1])])

sleep_label_statistics = np.reshape(
label_probs,
[batch_size, len(self.label_biases), 1])
* np.reshape(
sleep_states[-1], [batch_size, 1, len(self.biases[-1])])
# Step 3: downwards pass
for i in range(len(self.shape) - 3, -1, -1):
sleep_probs[i] = sigmoid(
np.dot(sleep_states[i+1], self.gen_weights[i].transpose())
+ self.gen_biases[i])
sleep_states[i] = sample(sleep_probs[i])
# Step 4: generate predictions
for i in range(1, len(self.shape) - 1):
predict_sleep_probs[i] = sigmoid(
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np.dot(sleep_states[i-1],
self.weights[i-1]) + self.biases[i])
for i in range(len(self.shape) - 2):
predict_wake_probs[i] = sigmoid(
np.dot(wake_states[i+1],
self.gen_weights[i].transpose()) + self.gen_biases[i])
# Step 5: update model parameters
nabla_gdw = [None for i in range(len(self.gen_weights))]
nabla_weights = [None for i in range(len(self.weights))]
nabla_label_weights = None
# Create weight updates
for i in range(len(self.shape) - 2):
nabla_gdw[i] = np.sum(
np.reshape(wake_states[i+1],
[batch_size, len(self.gen_biases[i+1]), 1])
* np.reshape(wake_states[i] - predict_wake_probs[i],

[batch_size, 1, len(self.gen_biases[i])]), axis = 0).transpose()
- compute_weight_reg(self.gen_weights[i], regularization_constant)
# Update associative parameters
nabla_label_weights = np.sum(
wake_label_statistics - sleep_label_statistics, axis = 0)
- compute_weight_reg(self.label_weights, regularization_constant)
nabla_weights[-1] = np.sum(

wake_associative_statistics - sleep_associative_statistics, axis = 0
- compute_weight_reg(self.weights[-1], regularization_constant)
# Update recognition parameters
for i in range(len(self.shape) - 2):
nabla_weights[i] = np.sum(
np.reshape(
sleep_states[i], [batch_size, len(self.biases[i]), 1])
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* np.reshape(
(sleep_states[i+1] - predict_sleep_probs[i+1]),
[batch_size, 1, len(self.biases[i+1])]), axis = 0)

- compute_weight_reg(self.weights[i], regularization_constant)
for i in range(len(self.shape) - 2):
nabla_weights[i] = momentum * dw[i]
+ (1 - momentum) * nabla_weights[i]

self.weights[i] += (learning_rate / batch_size) * nabla_weights[i]
dw[i] = nabla_weights[i]
b_tmp = (learning_rate / batch_size)
* np.sum(sleep_states[i+1]
- predict_sleep_probs[i+1], axis = 0)
b_tmp = momentum * bdw[i+1] * (1 - momentum) * b_tmp
self.biases[i+1] += b_tmp
bdw[i+1] = b_tmp
# Update generative parameters
for i in range(len(self.shape) - 2):
nabla_gdw[i] = momentum * gdw[i]
+ (1 - momentum) * nabla_gdw[i]

self.gen_weights[i] += (learning_rate / batch_size) * nabla_gdw[i]
gdw[i] = nabla_gdw[i]
gb_tmp = (learning_rate / batch_size) * np.sum(
wake_states[i] - predict_wake_probs[i], axis = 0)
gb_tmp = momentum * gbdw[i] + (1 - momentum) * gb_tmp
self.gen_biases[i] += gb_tmp
gbdw[i] = gb_tmp
# Update associative parameters
nabla_label_weights = momentum * ldw
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+ (1 - momentum) * nabla_label_weights
self.label_weights += (learning_rate / batch_size)
* nabla_label_weights
ldw = nabla_label_weights
lb_tmp = (learning_rate / batch_size)
* np.sum(labels_cpy - label_probs, axis = 0)
lb_tmp = momentum * lbdw + (1 - momentum) * lb_tmp
self.label_biases += lb_tmp
lbdw = lb_tmp
nabla_weights[-1] = momentum * dw[-1]
+ (1 - momentum) * nabla_weights[-1]
self.weights[-1] += (learning_rate / batch_size) * nabla_weights[-1]
dw[-1] = np.copy(nabla_weights[-1])
b_tmp = (learning_rate / batch_size)
* np.sum(wake_states[-1] - sleep_states[-1], axis = 0)
gb_tmp = (learning_rate / batch_size)
* np.sum(wake_states[-2] - sleep_states[-2], axis = 0)
b_tmp = momentum * bdw[-1] + (1 - momentum) * b_tmp
gb_tmp = momentum * gbdw[-1] + (1 - momentum) * gb_tmp
self.biases[-1] += b_tmp
self.gen_biases[-1] += gb_tmp
bdw[-1] = b_tmp
gbdw[-1] = gb_tmp
def classify(self, data, cycles = 1):
"""
Classify data.
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"""
state = np.copy(data)
label_state = np.zeros([len(data), len(self.label_biases)])
label_state += 0.1
top_state = np.zeros([len(data), len(self.biases[-1])])
#infer the data for the second last layer
for i in range(len(self.shape) - 2):
new_state = sigmoid(np.dot(state, self.weights[i]) + self.biases[i+1])
del state
state = new_state
top_state = sigmoid(
np.dot(state, self.weights[-1]) + self.biases[-1]
+ np.dot(label_state, self.label_weights))
# Gibbs sampling
for i in range(cycles):
label_state = softmax(
np.dot(top_state, self.label_weights.transpose())
+ self.label_biases)
top_state = sigmoid(
np.dot(state, self.weights[-1]) + self.biases[-1]
+ np.dot(label_state, self.label_weights))
return softmax(np.dot(
top_state, self.label_weights.transpose()) + self.label_biases)
def evaluate(self, data, labels, cycles):
pr = 0
predictions = self.classify(data, cycles)
for i in range(len(predictions)):
if np.argmax(predictions[i]) == np.argmax(labels[i]):
pr += 1
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return pr / len(labels)
def load_parameters(self, parameter_file_location):
"""
function for loading parameters to DBN
"""
logging.info(’loading parameters from file’)
try:
parameter_file = open(parameter_file_location, ’r’)
parameters = json.load(parameter_file)
parameter_file.close()
self.shape = parameters[’shape’]
self.label_shape = parameters[’label_shape’]
self.weights = []
self.biases = []
self.gen_weights = []
self.gen_biases = []
for w in parameters[’weights’]:
self.weights.append(np.array(w))
for b in parameters[’biases’]:
self.biases.append(np.array(b))
for w in parameters[’weights’]:
self.gen_weights.append(np.array(w))
for b in parameters[’biases’]:
self.gen_biases.append(np.array(b))
self.label_weights = np.array(parameters[’label_weights’])
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self.label_biases = np.array(parameters[’label_biases’])

except Exception as e:
logging.error(’Failed to load parameters due to error:’)
logging.error(e)
return
logging.info(’Parameters successfully read’)
def save_parameters(self, parameter_file_name):
"""
function for saving the parameters of the DBN
"""
logging.info("Storing parameters into a file")
weights = []
biases = []
gen_weights = []
gen_biases = []
for w in self.weights:
weights.append(w.tolist())
for b in self.biases:
biases.append(b.tolist())
for w in self.gen_weights:
gen_weights.append(w.tolist())
for b in self.gen_biases:
gen_biases.append(b.tolist())
parameters = {
’shape’: self.shape,
’label_shape’: self.label_shape,
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’weights’: weights,
’biases’: biases,
’gen_weights’: gen_weights,
’gen_biases’: gen_biases,
’label_weights’: self.label_weights.tolist(),
’label_biases’: self.label_biases.tolist()
}
try:
parameter_file = open(parameter_file_name, ’w’)
json.dump(parameters, parameter_file)
parameter_file.close()
except Exception as e:
logging.error(’Failed to save parameters due to error:’)
logging.error(e)

A.2

rbm.py

import sys
import logging
import math
import numpy as np
import utils
import copy
import json
import time
from softmax import Softmax
class RBM(object):
"""
Base class for the rbm object
"""
def __init__(self, shape = [1,1], parameters = None, input_included = None):
if not isinstance(shape,list) and len(shape) != 2:
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logging.error("Shape not an array with two values")

self.metrics = []
self.state = np.array([])
if parameters is not None:
if type(parameters) is str:
self.load_parameters(parameters)
elif type(parameters) is list:
self.shape = parameters[0]
self.weights = parameters[1]
self.visible_biases = parameters[2]
self.hidden_biases = parameters[3]
self.input_included = parameters[4]
if self.input_included is not None:
self.label_weights = parameters[5]
self.label_biases = parameters[6]
else:
self.shape = shape
# Weights initialized from zero mean gaussian with stdDev=0.01
self.weights = np.random.normal(
0.0, 0.01, [self.shape[0], self.shape[1]])
# Biases initialized at zeros
self.visible_biases = np.zeros(self.shape[0], dtype=float)
self.hidden_biases = np.zeros(self.shape[1], dtype=float)
if input_included is not None:
self.label_weights = np.random.normal(
0.0, 0.01, [input_included, self.shape[1]])
self.label_biases = np.zeros(input_included, dtype=float)
else:
self.label_weights = None
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self.label_biases = None
self.input_included = input_included
self.labels_state = np.array([])
def train(self, batches, learning_rate, epochs, cd_iter=1, momentum = 0,
regularization_constant = 0.0, max_size = -1, partial_groups = False):
"""
Train RBM with data.
"""
#logging.info("Starting the training process")
batch_size = len(batches[0])
dw = np.copy(self.weights) * 0.0
dbv = np.copy(self.visible_biases) * 0.0
dbh = np.copy(self.hidden_biases) * 0.0
if self.input_included:
dbl = np.copy(self.label_biases) * 0.0
ldw = np.copy(self.label_weights) * 0.0
state = [np.random.randint(0, 2, (batch_size, self.shape[0])).astype(float),
np.random.randint(0, 2, (batch_size, self.shape[1])).astype(float)]
if max_size != -1:
scaling = max_size / len(self.hidden_biases)
self.weights /= scaling
else:
scaling = 1.0
for e in range(epochs):
#logging.info("Epoch n. {0}\n----------".format(e+1))
for batch in batches:
# Clamp visible to data. Separate labels from batch if included

Appendix A

xvii
if self.input_included is not None:
state[0] = copy.deepcopy(batch[:,:-self.input_included])
label_state = copy.deepcopy(batch[:,-self.input_included:])
else:
state[0] = copy.deepcopy(batch)
# Create dropoff weight matrix. This assumes that max_size is some
multiple of the length of both state arrays.
dropoff_matrix = np.copy(self.weights)
if max_size != -1: # Assume layers of equal sizes
max_divide = max(math.floor(len(self.hidden_biases) / max_size),
math.floor(len(self.visible_biases) / max_size))
h_ids = np.arange(len(self.hidden_biases))
v_ids = np.arange(len(self.visible_biases))
np.random.shuffle(h_ids)
np.random.shuffle(v_ids)
dropoff_matrix *= 0.0
dropoff_v_mask = np.copy(self.visible_biases) * 0.0
dropoff_h_mask = np.copy(self.hidden_biases) * 0.0
# Initialize all the full groups
for i in range(max_divide):
for v_id in v_ids[i*max_size:(i+1)*max_size]:
dropoff_v_mask[v_id] = 1.0
for h_id in h_ids[i*max_size:(i+1)*max_size]:
dropoff_matrix[v_id][h_id] = 1.0
for h_id in h_ids[i*max_size:(i+1)*max_size]:
dropoff_h_mask[h_id] = 1.0
else:
dropoff_matrix *= 0.0
dropoff_matrix += 1.0
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dropoff_v_mask = np.copy(self.visible_biases) * 0.0 + 1.0
dropoff_h_mask = np.copy(self.hidden_biases) * 0.0 + 1.0
# Create the dropoff weight matrix and scale up using scaling
dropoff_weights = dropoff_matrix * self.weights
dropoff_v_biases = self.visible_biases * dropoff_v_mask
dropoff_h_biases = self.hidden_biases * dropoff_h_mask
label_influence = self.hidden_biases * 0.0
# compute label influence if included
if self.input_included is not None:
label_influence = np.dot(label_state, self.label_weights)
label_copy = copy.deepcopy(label_state)
state[1] = utils.sigmoid(
np.dot(state[0], dropoff_weights)
+ dropoff_h_biases + label_influence)
state_copy = copy.deepcopy(state)
state[1] = utils.sample(state[1])
# Apply contrastive divergence steps
for i in range(cd_iter):
state[0] = utils.activate_sigmoid(
np.dot(state[1], dropoff_weights.transpose())
+ dropoff_v_biases)
if self.input_included is not None:
labels_state = utils.softmax(
np.dot(state[1], self.label_weights.transpose())
+ self.label_biases)
label_influence = np.dot(
label_state, self.label_weights)
state[1] = utils.activate_sigmoid(
np.dot(state[0], dropoff_weights)
+ dropoff_h_biases + label_influence)
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# Reconstruction statistics
state[0] = utils.sigmoid(
np.dot(state[1], dropoff_weights.transpose()) + dropoff_v_biases)
state[1] = utils.sigmoid(
np.dot(state[0], dropoff_weights)
+ dropoff_h_biases + label_influence)
if self.input_included is not None:
label_state = utils.softmax(
np.dot(state[1], self.label_weights.transpose())
+ self.label_biases)
#update weights and biases
dw_tmp = np.dot(state_copy[0].transpose(), state_copy[1])
- np.dot(state[0].transpose(), state[1])
dw_tmp *= dropoff_matrix
dw_tmp -= utils.compute_weight_reg(
self.weights, regularization_constant)
dw_tmp = momentum * dw + (1 - momentum) * dw_tmp
self.weights += (learning_rate / batch_size) * dw_tmp
dw = dw_tmp
tmp_bv = (learning_rate / batch_size) * np.sum(
state_copy[0] - state[0], axis=0) * dropoff_v_mask
tmp_bh = (learning_rate / batch_size) * np.sum(
state_copy[1] - state[1], axis=0) * dropoff_h_mask
tmp_bv = momentum * dbv + (1 - momentum) * tmp_bv
tmp_bh = momentum * dbh + (1 - momentum) * tmp_bh
self.visible_biases += tmp_bv
self.hidden_biases += tmp_bh
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dbv = tmp_bv
dbh = tmp_bh
if self.input_included is not None:
ldw_tmp = (np.dot(label_copy.transpose(), state_copy[1])
- np.dot(label_state.transpose(),
state[1])
- utils.compute_weight_reg(
self.label_weights, regularization_constant))
ldw_tmp = momentum * ldw + (1 - momentum) * ldw_tmp
self.label_weights += (learning_rate / batch_size) * ldw_tmp
ldw = ldw_tmp
tmp_bl = (learning_rate / batch_size) * np.sum(
label_copy - label_state, axis=0)
tmp_bl = momentum * dbl + (1 - momentum) * tmp_bl
self.label_biases += tmp_bl
dbl = tmp_bl
# Scale the weights so that the expected input to units works as expected
self.weights *= scaling
def classify(self, data, cycles = 1):
"""
Classify data using the input weights
"""
if self.input_included is None:
logging.error("Input hasn’t been included in the data.
Classification is impossible")
return -1
class_sample = [
np.zeros([len(data), self.shape[0]]).astype(float),
np.zeros([len(data), self.shape[1]]).astype(float)]
label_sample = np.full([len(data), self.input_included], 0.1)
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class_sample[0] = data
for i in range(cycles):
class_sample[1] = utils.activate_sigmoid(
np.dot(class_sample[0], self.weights)
+ self.hidden_biases
+ utils.softmax(np.dot(label_sample, self.label_weights)))
label_sample = utils.softmax(
np.dot(class_sample[1], self.label_weights.transpose())
+ self.label_biases)
return label_sample
def evaluate(self, data, labels, cycles):
"""
Evaluate RBM and returng the predict rate
"""
predictions = self.classify(data, cycles)
pr = 0
for i in range(len(predictions)):
if np.argmax(predictions[i]) == np.argmax(labels[i]):
pr += 1
return pr / len(predictions)
def load_parameters(self, parameter_file_location):
"""
Function for loading rbm parameters
"""
logging.info("Loading parameters from file")
try:
parameter_file = open(parameter_file_location, ’r’)
parameters = json.load(parameter_file)
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parameter_file.close()
self.shape = parameters[’shape’]
self.weights = np.array(parameters[’weights’])
self.visible_biases = np.array(parameters[’visible_biases’])
self.hidden_biases = np.array(parameters[’hidden_biases’])
self.input_included = parameters[’input_included’]
self.label_weights = np.array(parameters[’label_weights’])
self.label_biases = np.array(parameters[’label_biases’])
except Exception as e:
logging.error(’Failed to load parameters due to error:’)
logging.error(e)
return
logging.info(’Parameters successfully read’)
def save_parameters(self, parameter_file):
"""
Store rbm parameters into a file.
"""
logging.info("Storing parameters into a file")
parameters = {
’shape’: self.shape,
’weights’: self.weights.tolist(),
’visible_biases’:self.visible_biases.tolist(),
’hidden_biases’:self.hidden_biases.tolist(),
’input_included’:self.input_included,
’label_weights’:self.label_weights.tolist(),
’label_biases’:self.label_biases.tolist()
}
try:
parameter_file = open(parameter_file, ’w’)
json.dump(parameters, parameter_file)
parameter_file.close()
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except Exception as e:
logging.error(’Failed to save parameters due to error:’)
logging.error(e)

A.3

dataset.py

"""
Module for container object for the mnist data_set
"""
import numpy as np
class MnistDataset(object):
def __init__(self, data_set_path, evaluation_set_path):
self.training_data = np.array([])
self.evaluation_data = np.array([])
self.batch_size = 0
self.batches = 0
self.data_vector_size = 784
self.label_vector_size = 10
tmp_training_data = np.loadtxt(data_set_path, delimiter=’,’)
tmp_evaluation_data = np.loadtxt(evaluation_set_path, delimiter=’,’)
np.random.shuffle(tmp_training_data)
# Form data in a formation where the first 784 elements are the
actual data and last 10 elements are the labels
# The training data is float normalized between 0 and 1, and label data
is 1 or 0
self.training_data = np.zeros(
[len(tmp_training_data), self.data_vector_size + self.label_vector_size])
self.evaluation_data = np.zeros(

[len(tmp_evaluation_data), self.data_vector_size + self.label_vector_size]
self.training_data[:,:-10] = tmp_training_data[:,1:]
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self.evaluation_data[:,:-10] = tmp_evaluation_data[:,1:]
label_array = np.zeros([len(tmp_training_data), 10])
label_array[
range(len(tmp_training_data)),
tmp_training_data[:,0].astype(int)] = 1
self.training_data[:,-10:] = label_array
self.training_data[:,:-10] /= 255
label_array = np.zeros([len(tmp_evaluation_data), 10])
label_array[
range(len(tmp_evaluation_data)),
tmp_evaluation_data[:,0].astype(int)] = 1
self.evaluation_data[:,-10:] = label_array
self.evaluation_data[:,:-10] /= 255

def get_training_data(self):
return self.training_data
def get_training_data_without_labels(self):
return self.training_data[:,:-10]
def get_training_labels(self):
return self.training_data[:,-10:]
def get_evaluation_data(self):
return self.evaluation_data
def get_evaluation_data_without_labels(self):
return self.evaluation_data[:,:-10]
def get_evaluation_labels(self):
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return self.evaluation_data[:,-10:]
def get_validation_data(self, batch_size, validation_set):
return self.training_data[:validation_set * batch_size,:-10]
def get_validation_labels(self, batch_size, validation_set):
return self.training_data[:validation_set * batch_size,-10:]
def get_batches(self, batch_size, include_labels = False, validation_set = 0):
"""
Function for formatting the batches correctly
"""
batch_amount = int(len(self.get_training_data()) / batch_size)
if include_labels:
data_set = np.copy(self.get_training_data())
else:
data_set = np.copy(self.get_training_data_without_labels())
return np.reshape(
data_set, [batch_amount, batch_size, len(data_set[0])])[validation_set:]

A.4

utils.py

"Random utility functions"
import sys
import copy
import numpy as np
import matplotlib.pyplot as plt
def compute_weight_reg(weights, reg_con):
"""
Function for computing and returning the weight regularization matrix
for the weights

xxvi

Appendix A
"""
return reg_con * copy.deepcopy(weights)

def sigmoid(val):
np.clip(val, a_min = -700, a_max=None, out=val)
return 1.0/(1.0 + np.exp(-val))
def sigmoid_derivative(val):
return sigmoid(val) * (1 - sigmoid(val))
def cost_derivative(output, labels):
return (output - labels)
def softmax(val):
val -= np.max(val, axis=1, keepdims=True)
sum_val = np.sum(np.exp(val), axis=1, keepdims=True)
return np.exp(val) / sum_val
def sample(val):
return (val > np.random.uniform(0.0, 1.0, val.shape)).astype(float)
def activate_sigmoid(val):
return sample(sigmoid(val))
def activate_softmax(val, s_sum):
return sample(softmax(val, s_sum))
def loadMNIST(path_to_dir):
training_data = np.loadtxt(path_to_dir + "mnist_train.csv", delimiter=’,’)
test_data = np.loadtxt(path_to_dir + "mnist_test.csv", delimiter=’,’)
return training_data, test_data
def plot_letter(letter_data):
"""

Appendix A
Plot a single letter using matplotlib
"""
plt.imshow(np.reshape(letter_data, [28, 28]), cmap=’gray’)
plt.show()
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