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1 Introduction
Computer vision is a field of computer science that focuses on researching and developing
methods for processing and analyzing digital images in order to extract information that
can be used for different tasks. Some applications of computer vision include optical character and face recognition, video analysis, image classification and scene reconstruction.
Computer vision algorithms are also an essential part of many other fields, like robotics
and medical image analysis. Research in computer vision has been active for decades,
but in 2010s the developments in deep learning and especially in the use of convolutional
neural networks has greatly benefited the the field of computer vision as well.
Object detection and tracking are computer vision techniques with many applications.
The goal of object detection is to localize and classify objects in digital images. Object
tracking is used to keep track of the trajectories of different objects in video while not
mixing their identities with other objects. See Figure 1.1 for multiple examples of object
detection where the detected objects are marked and labeled with bounding boxes.
This master’s thesis focuses on the tasks of object detection and tracking and specifically
on their use in industrial setting. Object detection and tracking are already well researched
topics and rather than trying to develop a wholly new approaches to these tasks, the point
of this master’s thesis is to try to apply previously developed methods and knowledge into
a specific application, namely autonomous cranes and other industrial robots.
Cranes are commonly used to haul objects from one point to another inside industrial
halls. Automated cranes need to be able to sense their environment and detect objects,
including humans moving within the hall in order to plan their path and avoid collisions
and accidents. To achieve this, object detection and tracking can be used. What makes
this interesting, is that in order to effectively map the environment and the locations
of objects in relation to each other and the crane, it is necessary to detect the object
coordinates in three dimensions. This kind of 3D object detection and understanding is
currently one of the open questions and biggest trends in computer science research. It is
also much more challenging than object detection and tracking in 2D.
The main research questions for this thesis are as follows. How well are current object
detection and tracking methods suited for use in industrial settings? How well could
industrial cranes and other robots monitor their surroundings using these current methods?
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Figure 1.1: Examples of object detection. Objects have bounding boxes and classifications. The probability values represent the algorithms confidence of the detection. Taken from (Ren et al., 2017)

What are the current shortcomings of these methods in this specific application? What
are the technical requirements for a system that could be used for this purpose? What
future research would be useful and necessary to developed such a system?

1.1

Motivation

Object detection and tracking are already used in many applications (Liu et al., 2020).
Their potential in autonomous driving in particular encourages further ongoing research.
Other than autonomous vehicles, industrial robots offer another especially interesting and
promising application (Sankowski et al., 2014). Computer vision techniques would allow
autonomously working robots to perform more efficiently and safely. The improvements in
computing power have made machine learning and artificial neural networks more viable
and enabled substantial developments in computer vision research.
Industrial robots working autonomously need to be able to reason about their environment
and be able to tell where different objects around them are located in relation to itself and
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other objects. This type of 3D object detection and 3D object understanding in general is
considered one of the open questions and currently dominating trends in computer vision
research (Le, 2019). Because of the open nature of this problem, there has been multiple
approaches to it. Also, since the applications are so varied and useful for society, there
has been no shortage of people interested in researching this topic.
People in the industry have been working on researching autonomous cranes and their use
in industrial settings. These types of cranes move inside industrial halls, pick up crates and
other objects and move them to other locations within the environment. It is necessary
that these cranes are able to track their environment and detect objects surrounding
them in order to calculate paths and avoid collisions. Autonomous cranes also need to be
able to track the objects so that it is possible to predict the future locations of objects
even when they are occasionally occluded by something. Previously this has been done
using sensors based on LiDAR (Light Detection And Ranging) technology. These sensors
allow for detecting the environment around the sensor in full 3D as they output 3D point
clouds. Unfortunately LiDAR have drawbacks which prevent their ubiquitous use. The
most pressing issue is the price of high quality LiDAR-sensors that are good enough for
professional use, which at the time of writing is in order of tens of thousands euros. The
price of using LiDAR, along with other drawbacks like low accuracy at longer range and
high computational demands (Wang et al., 2019), have encouraged companies to search
for other options that would be more price efficient, while still being equally effectual and
safe.
Despite the fact that LiDAR based algorithms have been the best performing methods
for 3D object detection and tracking, there has also been active research into using other
inputs for the same task, mainly due to aforementioned high price of LiDAR. Research
into using digital images from monocular cameras as inputs for 3D object detection and
tracking is especially active as monocular cameras are cheap and ubiquitous. Although
the results for methods based on monocular images haven’t been as impressive as the
results for LiDAR based methods, there has been clear improvement over the last few
years (Wang et al., 2019).
Although there has been a large amount of previous research into using computer vision
methods and object detection and tracking for industrial robots, the previous research has
mostly focused on 2D detection. For 3D detection and tracking, the previous research
has largely focused on LiDAR-based algorithms. Also computer vision research for industrial robots seems to focus on detecting very specific objects, like parts inside a shipping
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container or on an assembly line. As far as I could tell, there hasn’t been substantial
research into industrial robots and cranes using object detection and tracking to monitor
their surroundings and plan their movement. Although monocular 3D object detection
has been researched before, it has been applied almost exclusively into autonomous driving. Therefore, this thesis presents an investigation into an interesting new application for
monocular 3D object detection and tracking.

1.2

Structure of the thesis

This thesis is divided into a theoretical section and an experimental section. The theoretical section gives an overview of object detection and tracking in general and introduces
both the most commonly used algorithms and the ones that will be later used and analyzed in the experimental portion of the thesis. The experimental portion tries an existing
object detection system on data that matches an industrial environment with regards to
the background and cameras point of view.
As it was said earlier, the topic of this master’s thesis is about object detection and tracking
in 3D. Despite this, the first part of the theoretical portion will be about object detection
and tracking happening in just 2D. This is because 3D object detection systems often first
need to be able to detect and localize objects in just the image plane before trying to infer
its 3D coordinates and other information. This is why many 3D object detector systems
also utilize one the state of the art 2D object detectors as part of their pipeline.
The second chapter introduces some of the most common datasets and metrics used in
object detection and tracking research. The following chapters will be referring to these
afterwards. Object tracking especially doesn’t have a metric that is general enough to
be used for most applications but there still exists multiple metrics that have become
standards in object tracking research. The same lack of generality is true for datasets
as well. Especially 3D object detection doesn’t have a large number of viable datasets
as properly labeling them is quite laborious. Also depending on the application, the
requirements for the objects within the images in the dataset and the point of view of the
camera can differ greatly. Because of these reasons, many researchers have had to create
their own datasets for their own use.
Apart from the general introduction to the subject, the third chapter contains close technical examination of the most prominently used 2D object detection and tracking methods.
The fourth chapter has the same for 3D detection and tracking methods. For 2D object
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detection algorithms, two families of algorithms that are most commonly used will be
presented. The chapter about 3D detectors will focus on those methods that will be used
in the experimental portion and that will be analyzed more in the concluding chapter.
In the fifth chapter we will go through the previous research about using computer vision
and object detection and tracking on industrial robots. First we will consider what makes
the use of object detection and tracking easier or more difficult for industrial robots and
especially autonomous cranes? What common challenges arise in this use case? The
second part of this chapter will present some of the previously developed methods and
how researchers approached developing these methods. Focus will be on investigating
specifically on how computer vision can be used for robots to monitor their surroundings.
In the sixth chapter of the thesis we’ll try to apply one of these 3D object detection methods
to real data to see how well current methods perform in a situation that is similar to an
industrial setting that autonomous cranes work in. Mainly this means that the cameras
point of view will be from up high and the environment indoors. The data chosen is
about pedestrians, since the method chosen for the experiments is a pedestrian detection
algorithm. It is important for autonomously working robots to be able to detect people
and their locations for safety reason so it is interesting to see how well current monocular
3D object detectors can do it.
Finally the seventh chapter concludes this master’s thesis. We will summarize the contents
of the previous chapters for the final time and also provide analysis on how suitable the
chosen methods are for industrial settings. The concluding chapter will also present some
suggestions on what are the requirements for an object detection and tracking system for
this purpose and how such a system could be developed in the future.

2 Datasets and Metrics
As most current object detection and tracking methods are data driven and based on neural
networks, there is a great importance on finding suitable datasets for the training and
validation of algorithms. Creating robust datasets for object detection and tracking tasks
and computer vision problems in general is quite laborious, since deep neural networks
require a large amount of testing data and each image in the dataset has to be manually
labeled and classified. Fortunately there are multiple freely available datasets to use.
This has expedited computer vision research greatly, as researchers can use the previously
annotated data. Some datasets, like KITTI (Geiger et al., 2012) and COCO (Lin et al.,
2014) have become standards for certain research tasks. This makes different methods
more easily comparable since they are tested on the same data. More uncommon research
areas might still have very specific needs when it comes to the training data which means
that the researchers might have to create the suitable dataset themselves. These new
datasets are not always shared or they might be difficult to find, which makes the work of
future researcher more difficult than it needs to be.
Metrics are needed to evaluate different methods and compare them with each other.
Multiple most commonly used metrics for object detection and tracking will be presented
in upcoming subsections. Similarly to datasets, sometimes researchers have to create their
own metrics that are suitable for their specific application like in (Xiang et al., 2015).
Despite the fact that there is doesn’t exist any general single metric that is suitable for
all purposes, there has surfaced multiple metrics that are used for most general object
detection and tracking tasks (Arnold et al., 2019).
In object detection and tracking research the methods are typically evaluated on common
datasets using common metrics. This makes different methods easily comparable. One
method is thought to be better than another if its performance on those datasets and
metrics is better than the others. There exists many popular computer vision competitions,
which provide a dataset and metrics to evaluate new methods on.
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2.1

Datasets

Most commonly used datasets for object detection and tracking are either focused on
people or vehicles. These datasets are most useful for training and evaluating algorithms
meant for autonomous driving. Other datasets might have multiple other classes as well
apart from just pedestrians and cars, or they might be specifically intended for some other
purpose.
The fact that most datasets intended for object detection and tracking research are focused
on vehicles and pedestrians, makes research into other applications more difficult. The
writers for many papers, like in (Yang et al., 2020) and (Fang et al., 2018b) needed
to first assemble their own datasets before being able to train and test their methods.
Unfortunately these datasets are not always publicly available, which means that other
research can’t benefit from the previous research.
Also, most of the datasets focusing on vehicles and pedestrians are specifically meant to
use for researching autonomous driving, meaning that the point of view of the images
contained in these datasets is from the front, similar that of a person driving the vehicle.
For some applications, like surveillance camera video analysis and autonomous cranes, the
cameras point of view is from top down. This means that datasets with different point of
views are not necessarily suitable for all applications.
Research into 3D object detection and tracking, especially when researching LiDAR-based
methods, have even more demanding requirements for datasets than 2D object detection
and tracking research. Datasets for 3D object detection and tracking are hard to come
by as they require accurate ground truth, such as synchronized point cloud and GPS
information alongside with the images and bounding box coordinates. One of the most
used dataset for this purpose is KITTI, as it also has the necessary 3D information. Other
datasets with 3D annotations have been since developed for autonomous driving. 3D
datasets consisting of different objects have also been created but there is a distinct lack
of surveillance camera, drone or any other 3D labelled datasets where the point of view is
from higher altitude.
Because of the challenges related to creating datasets suitable for object detection and
tracking, many researchers use the datasets that are available. In the next subchapter
there will a short introductions of few of the most commonly used ones.
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2.1.1

COCO

Common Objects in Context (COCO) (Lin et al., 2014) is a dataset developed by Microsoft
meant for computer vision research. It consists of images of complex everyday scenes
featuring objects in their natural context, hence the name. COCO has 330k images and
1.5 million object instances, with over 200k of the images labeled. In COCO there is 80
object categories and 91 stuff categories. In Figure 2.1 some images of different classes are
shown.
Apart from the dataset, COCO project also provides baselines and descriptions for different
tasks related to object recognition, like object detection and keypoint detection.

Figure 2.1: Objects in COCO images include people, vehicles and food items (Lin et al., 2014)

2.1.2

PASCAL Visual Object Classes

The PASCAL Visual Object Classes (PASCAL VOC) project (Everingham et al., 2010)
provides standardized image data sets for object recognition tasks, meant for evaluation
and comparison of different methods. Part of the PASCAL VOC project was also a yearly
challenge that ran from 2005 to 2012.
The PASCAL VOC Challenge is notable because multiple well known object detection
algorithms like YOLO have used it as their evaluation benchmark. The challenge has
been similar over the years, with changes including adding more object classes and more
annotations and segmentations.
The PASCAL VOC challenge from 2012 has a training and validation dataset containing
11 530 images with 27 450 annotated objects, 20 classes and 6 929 segmentations. Each
image in the training data set has annotations that give the location of a bounding box

9
and object class label for each object in the image. In Figure 2.2 there is an example
image from PASCAL with multiple detections. Also a subset of the images is annotated
with pixel-wise segmentations of each object present. Images of person are also annotated
with individual body parts like head and hands.

Figure 2.2: Example of an image from the PASCAL dataset (Geiger et al., 2012)

2.1.3

KITTI

The KITTI Vision Benchmark Suite is a dataset meant for computer vision research.
It was created by Karlsruhe Institute of Technology and Toyota Technological Institute
at Chicago. When developing KITTI, the researchers equipped a station wagon with two
high-resolution color and grayscale video cameras. See Figure 2.3 with detailed description.
They they drove around the city of Karlsruhe, Germany while capturing the cars and
pedestrian along the way on video. A laser scanner and GPS localization were also used
to get accurate ground truth data about the vehicles location and surroundings. Figure
2.4 has an example of typical street scene captured for the dataset.
The developers of KITTI intended that the dataset could be used for many different tasks.

10

Figure 2.3: Vehicle used to capture the KITTI dataset (Geiger et al., 2012)

The tasks of interest were: 3D object detection and tracking, visual odometry, optical flow
and stereo vision. For each of these tasks, the developers provided benchmarks with an
evaluation metric. For the purposes of this thesis, we shall focus on how KITTI can be
used for 3D object detection and tracking.
The benchmark for 3D object detection has 7 481 training images and 7 518 test images
as well as the corresponding LiDAR point clouds. Methods using the benchmark are
evaluated and ranked based on the average precision. For cars the 3D bounding box
overlap between the predicted bounding box and ground-truth has to be at least 70% and
for pedestrians and cyclist the overlap has to be at least 50%. The benchmark has three
difficulties; easy, moderate and hard.

2.1.4

nuScenes

NuScenes dataset (Caesar et al., 2020) is similar to KITTI as it is a large scale dataset
intended for autonomous driving research. The dataset was captured with multiple sensors,
including camera and LiDAR and it was annotated with 3D bounding boxes.
The dataset was developed by Caesar et al. at Motional. It was captured in Boston
and Singapore. The dataset contains a total of 150 hours of driving with 93k annotated
and 1.1M un-annotated images. The sensor suite of nuScenes contains six cameras, and
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Figure 2.4: Image from the KITTI dataset (Geiger et al., 2012)

inertial measurement unit (IMU), GPS, five radars and LiDAR. Image in Figure 2.5 has
both bounding boxes and segmentations.

Figure 2.5: Image from nuScenes with bounding boxes and semantic segmentation (Caesar et al., 2020)

2.1.5

MOTChallenge

The Multiple Object Tracking Benchmark (MOTChallenge) (Dendorfer et al., 2020) is
used for evaluating multi object tracking methods. It was first released in 2014 and has
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been active ever since. The newest benchmark, MOT20 consists of eight different video
sequences from three different scenes. The density of pedestrians in these scenes is very
high, reaching up to 246 per frame. There are both indoor and outdoor sequences at
different times of day. The dataset contains moving pedestrians, people not in upright
position or not moving and vehicles and various occluders as well. All sequences are
filmed from a high position. The training set is has been annotated. See Figure 2.6 for a
labeled example image.

Figure 2.6: Example from MOT20 dataset

2.1.6

Panoptic Dataset

CMU Panoptic Studio (Joo et al., 2017) is a project by Carnegie Mellon University for
capturing 3D structure and motion of people during social interactions. During the project,
an artificial dome was constructed and equipped with a large number of cameras and
sensors. Groups of people would engage in different activities and social interactions
within the dome while being recorded. The scenes vary from people negotiating or having a
meeting to playing sports or using different construction tools. See Figure 2.7 for examples
of scenes from the dataset.
Each scene was captured with 480 VGA cameras, 640 × 480 resolution, 31 HD cameras
1920 × 1080 resolution, 10 Kinect Sensors with 1920 × 1080 (RGB) and 512 × 424 (depth)
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resolutions and 5 DLP projectors. From this data, 3D skeletal poses of the people were
estimated alongside with 3D keypoints of faces and hands. The dataset captured during
the project is openly available online for research purposes.

Figure 2.7: Different scenes from the Panoptic dataset (Joo et al., 2017)

2.2

Metrics for Object Detection

Metrics are used to compare different object detection methods between one another. Often the metrics that researchers use to evaluate their algorithm originate from a previous
object detection competition. This allows for easy comparison to other methods. Some of
the most popular competitions include The PASCAL VOC Challenge, The COCO Object
Detection Challenge (Lin et al., 2014) and ImageNet Large Scale Visual Recognition Challenge (Russakovsky et al., 2015). All of these competitions use mean average precision
as the main evaluation metric. Mean average recall is also often used. To explain these
metrics, there first needs to be definitions for precision and recall.
Precision is defined as following:

precision =

TP
TP + FP

where TP is the number of true positive detections and FP is the number of false positive detections. Precision is then the fraction of true detections made by the algorithm
compared to all object detection that were made.
Whether a detection is a true positive or not, is determined by using a confidence score
and Intersection over Union -measure (IoU). The confidence score is probability given by
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the object detection system that the bounding box generated contains an object. IoU is
calculated with the bounding box generated by the algorithm and the ground-truth box of
the test data. It is defined as the are of intersection divided by the area of union between
the bounding box predicted by the object detection system and the actual ground-truth
box as is shown in Figure 2.10.

Figure 2.8: Definition of Intersection over Union. Taken from (Padilla et al., 2020)

A detection made by the algorithm is considered a true positive if the confidence score
given by the system is higher than some predetermined threshold and it is possible to find
a ground-truth box that belongs to the same class and has IoU-value higher than some
threshold,typically either 0.5, 0.75 or 0.9. Otherwise the detection is considered a false
negative.
True positives are also used to calculate another metric, recall. It is defined as the number
of true positives divided with the number of true positives and false negatives, i.e. the
total number of ground-truth detections:

recall =

TP
TP + FN

The is a trade-off between precision and recall can be shown with a precision-recall curve.
If the number of false positives is low then the precision will be high but in this case many
true positives might be missed which leads into low recall. When more detections are
accepted as positives, the recall rises but then usually the number of false positives also
increases which then decreases the precision. This relation can be graphed as the precisionrecall curve. Because it is desirable that the recall remains as high as possible even as
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precision increases, good detectors have a high area under the curve (AUC) (Padilla et al.,
2020).
Average precision (AP) is calculated with the precision-recall curve. It is the weighted
sum of the values of precision at a set of thresholds where the increase in recall between
that threshold and the next threshold is used as the weight. Average precision is then
defined as:

AP =

k=n−1
X

(recall(k + 1)recall(k)) × precision(k + 1)

k=0

where recall(k) is the recall of the model at kth threshold and precision(k) is the precision
of the model at kth threshold. Average precision is typically evaluated over different IoUs.
Most common values are 50 %, 75 % and 90 %, reported as AP50, AP75 and AP90
respectively.
From average precision it is possible to calculate the mean average precision (mAP) which
measures the accuracy of the detector over all classes. The mean average precision is
average of all average precisions over all classes:
N
1 X
APi
mAP =
N i=1

where APi is the average precision in the ith class and N is the total number classes of
the dataset (Padilla et al., 2020).
Average recall (AR), another less commonly used metric for object detection, is computed by calculating the maximum recalls for a fixed number of detections per image and
averaging them over the classes and a set of IoUs (Padilla et al., 2020).
Closely related to average precision and average recall are AP Across Scales and AR Across
Scales. In AP Across Scales the value of average precision is determined for objects in
different sizes. AR Across Scales is determined similarly. These metrics are relevant as
some object detection methods struggle more with detecting for example small objects
compared to other algorithms (Padilla et al., 2020).
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2.3

Metrics for Object tracking

A large number of different metrics for multi object tracking have been proposed over
the years. Whether a metric can be considered effective often depends on the application
of the tracking method. There hasn’t yet been a general, unique tracking metric found
(Dendorfer et al., 2020). Despite this, multiple metrics have become widely used in many
published papers.
One desirable property for object tracking metric is that it can summarize the performance
of the method to a single number. The following metrics are used for both 2D and 3D
multi-object tracking:
MOTA (Multiple Object Tracking Accuracy) is one of the most used metrics for multi
object tracking (Milan et al., 2013). It works by counting all correspondence errors.
MOTA has the following definition:
P

MOTA = 1 −

t

(FNt + FPt + IDSt )
P
t GTt

MOTA sums over the frames t of the input video. In the formula, FNt is the number of
false negative detections in the frame t, i.e. the number of misses. FPt is the number
of false positives, or nonexistent trajectories. IDSt is the number of identity switches at
t. GTt is ground truth for number of objects in t. FNt , FPt and IDSt are summed over
the total number of objects present in all frames. A detection is considered false it there
is no ground truth object with IoU-values higher than a set threshold, similarly to the
definitions of precision and recall used for object detection (Dendorfer et al., 2020).
MOTP (Multiple Object Tracking Precision) is commonly used metric that computes
errors in the position estimates of objects. It is defined as:
P

Di,t
t Ct

MOTP = Pi,t

where Di,t is the position error between the ground-truth object i and a detected object
matched with it. Ct is the total number of matches in frame t. MOTP is then the summed
position errors over all matched objects in all frames averaged by the total number of
matches (Milan et al., 2013).
Another commonly used metric is classifying each trajectory as mostly tracked (MT),
partially tracked (PT) and mostly lost (ML). An object can be considered mostly tracked
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when it is successfully tracked for at least 80% of the test video. MT and ML are typically
reported as the ratio of mostly tracked and mostly lost targets to the total number of
ground-truth trajectories (Dendorfer et al., 2020).
Some other metrics usually included when comparing different tracking methods:
Total number false positives (FP) and false negatives (FN). This is determined for each
hypothesized trajectory where it is a false positive if it has a dissimilarity measure that
is too high with regards to all ground-truth trajectories. If a ground-truth trajectory is
missed by all hypothesis trajectories, it is considered a false negative. False positives are
also measured as a ratio of false alarms per frame (FAF) (Dendorfer et al., 2020).
Total number of Id switches (ID Sw.). An Id switch happens every time one object is
mixed with another object (Dendorfer et al., 2020).
Usually methods are able to perform at some specific frame rate. Many applications need
a high number of frames per second to work properly, so when comparing methods, a
higher fps is desirable. This is why the frame rate is often included by the writers when
they evaluate their algorithms (Dendorfer et al., 2020).

3 Object Detection and Tracking
Object detection is a computer vision task where the goal is to detect instances of certain
objects within digital images and videos. Object tracking tracks the trajectories of these
objects from frame to frame. Accurately and efficiently handling these tasks is vital for
autonomous vehicles and robots. Although object detection alone can’t solve the challenge
of industrial robots tracking their environment, object detectors are usually a part of
systems that are used to solve this problem. Many object detection and tracking systems
have a modular structure that allows researchers to take advantage of previous research
and re-use previously developed detectors as part of their own systems.
This chapter gives an overview of object detection and tracking in 2D. Even though 3D
object detection is more important for the purposes of this master’s thesis, it is necessary
to first describe how it works in two dimensions, since 3D object detection algorithms
typically first detect objects in 2D, before detecting the 3D location information afterwards
(Arnold et al., 2019) (Wu et al., 2020). This means that 2D object detection algorithms
are still relevant when discussing 3D object detection since 2D object detection happens
as a part of a 3D object detection system. If the reader isn’t familiar with deep learning,
it is recommended to first read (Goodfellow et al., 2016) or some other similar textbook to
learn about the relevant concepts related to the topic, since the current research is largely
deep learning focused.
Although this thesis is about both object detection and tracking, the larger focus is on
detection. Because of this there will be a close technical examination of multiple detection
algorithms but the tracking chapter will go through tracking methods only in general
terms.

3.1

Object Detection

In computer vision research object detection is part of a larger task of object recognition
which refers to a set of tasks related to identifying objects in digital photographs. Object
recognition can be divided into two different problems: image classification and object
localization. Image classification means giving an image a single or multiple labels that
describe what objects the image contains. Object localization means marking the locations
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of objects in the image without necessarily classifying them.
Object detection is an object recognition task that requires solving both the image classification and object localization problems. Object detection involves first finding the location
of an object by giving it a bounding box and then assigning it a label based on what is
the object within the bounding box.
Object detection is a wide and active field of research in computer vision as it has multiple
clear and immediately obvious applications in many fields, like autonomous vehicles and
robotics, sports analysis, surveillance, medical image analysis and so on. Active research
on object detection has been ongoing for several decades (Liu et al., 2020). Traditional
methods for object detection developed in 20th century and early 21st century are generally
based on using hand-crafted features. These methods include Histogram of Gradients and
SIFT features. Using handcrafted features unfortunately leads to a lack of robustness
(Acharya et al., 2017).
Since the early 2010s, research on artificial neural networks has been developing rapidly
as available processing power has been increasing. Convolutional neural networks (CNN)
particularly have been proven useful in many problems related to computer vision and
tasks that use digital images as inputs. Most of the current object detection methods are
based on Convolutional Neural Networks as well (Zhao et al., 2019).
Compared to methods using handcrafted features, CNN-based methods have more parameters and need more computing power. In many applications there are constraints which
make it necessary to develop methods that can work well enough on less powerful machines. Also in many applications it is necessary that the object detection happens in real
time. Even with the increased computing power, this makes it more challenging to create
systems that are accurate and powerful enough while still being affordable. For many
applications, especially robotics, it is necessary that the hardware doing the computations
related to object detection is light enough to be mobile. This set additional constraints to
developing detection systems.
Currently most prominent state of the art object detection algorithms can be divided into
two groups; R-CNN and YOLO model family.
R-CNN (Region-Based Convolutional Neural Network) was originally described by Girshick et al. in 2014 (Girshick et al., 2014). R-CNN is a two-stage detector. It works by
first generating candidate bounding boxes in the image and then extracting and classifying
the candidate regions. R-CNN proved to be very accurate but relatively slow. Girschick
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et al. later developed Fast R-CNN (Girshick, 2015) and Ren et al. Faster-R-CNN (Ren
et al., 2017) to address speed issues.
YOLO-family (You Only Look Once) detection algoritms were originally developed by
Redmon et al. in 2015. It should be noted that the main developer of R-CNN is also
one of the developers of YOLO. YOLO was originally developed to make a speedier object
detection algorithm compared to R-CNN. Unlike R-CNN, YOLO has only one stage, hence
the name. The original YOLO is not as accurate as R-CNN but it is considerably faster.
Later versions have more comparable accuracy as well.
Object detection algorithms based on neural networks typically use a pretrained network
as the backbone that works as a feature extractor. The features generated by the backbone
are used to predict the bounding boxes of objects. The network also has a classifier, that is
commonly referred as the head. The choice of picking one backbone over another is often
a trade-off between accuracy and computation time. The classifier head is the part of the
architecture that changes the function of the method the most. Generally any backbone
and head can be combined together.
Both region based and YOLO-based methods are also commonly used for object detection
during tracking so they will be described more closely in the following chapters.

3.1.1

Region-based methods

Region-based convolutional neural networks (abbreviated as R-CNN) are one of the most
popular methods used for object detection (Liu et al., 2020). R-CNN concept was originally
presented in a paper by (Girshick et al., 2014). The writers wanted to move past from
complex ensemble systems that combined multiple handcrafted low-level feature selectors
that had been predominant in the research of various visual recognition tasks. Instead
they wanted to show that a CNN could perform more accurately compared to systems
based on simpler features.
R-CNN has three modules that combined into a two-stage method for object detection.
First module generates region proposals for objects in the input image that are categoryindependent. The region proposal happens via selective search and about 2 000 region
proposal are extracted. The second module is a feature extractor that extracts a fixed-size
vector from each region. A CNN is used as this feature extractor. The third module is
a set of class-specific linear Support Vector Machines (SVMs). Figure 3.2 illustrates the
architecture of R-CNN.
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Figure 3.1: R-CNN architecture. Girshick et al. 2014.

R-CNN uses the ImageNet convolutional neural network presented in (Krizhevsky et al.,
2012) for feature extraction. Each proposed region is first converted into a fixed 227x227
pixel size image that is required by the CNN architecture. The image then goes through
five convolutional layers and two fully connected layers to extract a feature which is turned
into a 4096-dimensional vector. The feature vector is scored for each class using the SVM
trained for that specific class. Once all regions of the image are scored, non-maximum
suppression is used to reject a region if it overlaps too much with a region which has scored
higher.
R-CNN achieved a high performance, improving the mean average precision on PASCAL
VOC Challenge 2012 (Everingham et al., n.d.[b]) by more than 30 % compared to the
previous best result. The method still has its shortcomings. Since the architecture of
R-CNN has multiple stages, the training also involves training multiple separate models.
R-CNN uses a deep network which takes a long time to train and requires a lot of storage
space. Since the features have to be extracted from each proposed region by passing each
region through a deep CNN and each feature vector has to be scored, the inference time for
each image takes a long time. The original R-CNN doesn’t share any computation between
regions. Spatial pyramid pooling network (SPPnet) was developed by (He et al., 2015) to
speed up R-CNN by sharing computation. SPPnet has a significantly lower inference time
compared to the original R-CNN but it still has similar drawbacks related to training time
and space requirements. It also has a lower accuracy due to lack of fine-tuning options.
According to the authors, the main problems that R-CNN has related to computation
time and performance are caused by the nature of its two-stage structure.
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To fix these disadvantages, Girshick et al. proposed a new algorithm, named Fast R-CNN
(Girshick, 2015). This algorithm has a very different architecture compared to the original
R-CNN. Training happens in a single stage and there is no need for disk storage for feature
caching. Fast R-CNN takes the entire image and a set of object proposals as an input.
First the whole image goes through multiple convolutional and max pooling layers that
produce a convolutional feature map. Then each proposed object region is processed by a
Region of Interest (RoI) pooling layer that extracts a fixed-length feature vector from the
feature map. Fast R-CNN has two output layers. One gives a softmax probabilities over
K object classes alongside with a background class probability. The other layer outputs
a four-tuple for each of the K object classes. Each four-tuple encodes the bounding-box
positions for one of the K classes. See Figure 3.3 for illustration of the architecture.

Figure 3.2: Fast R-CNN architecture. Girshick et al. 2015.

Although the neural network used by Fast R-CNN has two output layers, they both use
the same loss function that can jointly train for classification and bounding-box regression.
The loss function is defined as:
L(p, u, tu , v) = Lcls + λ[u ≥ 1]Lloc (tu , v)
where u is the ground-truth class u and v is the ground-truth bounding-box regression
target. Vector p = (p0 , ..., pK ) is the probability distribution outputted by the first output
layer and tu = (tux , tuy , tuw , tuh ) is the bounding-box regression offsets outputted by the second
output layer. Four-tuple tu is produced for each of the K object classes indexed by u. Also
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Lcls (p, u) is log loss for the true class u and the second loss Lloc is defined over the true
bounding-box regression targets for class u and a predicted tuple tu . The bounding-box
regression loss Lloc is defined as:
Lloc (tu , v) =

X

smoothL1 (tui − vi )

i∈{x,y,w,h}

where

smoothL1 (x) =



0.5x2 ,

if |x| < 1


|x| − 0.5,

otherwise

which is a robust L1 loss that is less sensitive regarding to outliers compared to losses used
by the original R-CNN and SPPnet.
The loss function used by Fast R-CNN also has a hyper-parameter λ which is used to
control the emphasis of each of the two task losses. The value used is λ = 1 for all
experiments in the original paper.
The multi-task learning method makes training easier but it also improves the accuracy of
the algorithm compared to the original R-CNN. The new architecture makes Fast R-CNN
significantly faster to train and use. It still requires a set of candidate objects regions to
be extracted before use.
In 2017 Ren et al. (Ren et al., 2017) still further improved Fast R-CNN. Although it
managed to reduce the object detection time, finding the object proposals still remained as
a slow procedure. The new algorithm, Faster-RCNN, replaces the previously used region
proposal method, that was based on Selective Search, with a deep fully convolutional
network. The second module uses the same detector that was already used by Fast RCNN.
The first module is called Region Proposal Network (RPN). RPN is based on the observation that the same convolutional feature map that is used in object detector like Fast
R-CNN can also be used in generating region proposals. Other than sharing convolutional
layers with Fast R-CNN, the region proposal generator also has additional layers that are
used to output region bounds and objectness scores at each location on a regular grid. Because RPN and Fast R-CNN share network layers, the training scheme used can alternate
between the region proposal task and object detection. Fine-tuning the region proposal
happens first and then the proposals are kept fixed while the network is fine-tuned for

24
object detection. This produces a unified network with convolutional features that are
shared between both tasks.

Figure 3.3: Faster R-CNN architecture. Ren et al. 2017.

In order for RPN to generate proposals, a small network is slid over the convolutional
feature map output. RPN maps each sliding window to a lower-dimensional feature vector.
This feature is then fed to a box-regression layer and a box-regression layer simultaneously.
At each sliding-window location RPN predicts multiple region proposals. Each proposal is
parameterized relative to a reference box that are called anchors by Ren et al. An anchor
is centered at the sliding window in question. By default the writers use 3 scales and
aspect ratios which give a total of 9 anchors at each sliding-window position. Bounding
boxes are then found and regressed with reference to anchor boxes of multiple scales and
aspect ratios. This is why the algorithm can use the convolutional features computed
on a single-scale image which makes it possible to share features without extra cost for
addressing scales. Figure 3.4 shows the architecture of the system.
When training the RPN, a binary class label is assigned to each anchor. An anchor has
a positive label if it has the highest IoU overlap with a ground-truth box or if the anchor
has an IoU overlap higher than 0.7 with any ground-truth box. The loss function used for
an image is defined as:
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L({pi }, {ti }) =

1 X ∗
1 X
Lcls (pi , p∗i ) + λ
p Lreg (ti , t∗i )
Ncls i
Nreg i i

In the loss function, pi is the predicted probability of anchor i being an object. Indexes
i belong to a mini-batch. The binary ground-truth label p∗i is 1 if the anchor is positive
and 0 otherwise. Four-tuple ti is the vector of the predicted coordinates of the bounding
box and yi∗ is the ground-truth bounding box that is associated with a positive anchor.
The classification loss Lcls is a log loss over two classes, i.e. whether it is an object or not
an object. The other loss, Lreg (ti , t∗i ) is the regression loss R(ti − t∗i ) where R is the same
robust loss function, smooth L1 that was used in the loss function of Fast R-CNN.
The two parts of the loss functions are normalized by Ncls and Nreg . The first term of the
loss function is normalized with the mini-batch size, which was in the paper Ncls = 256.
The second term is normalized with the number of anchor locations, which was in the paper
Nreg ≈ 2400. Same as in Fast R-CNN, the value of λ is used as a balancing parameter. In
the article λ = 10, so both terms of the loss function are roughly equally weighted.
Previous details described the loss function of RPN. It is trained using back-propagation
and stochastic gradient descent. Both RPN, which is the region proposal network and the
detection network, which is the same network that was used in Fast R-CNN are trained
alternatively in a 4-step process so that both networks can learn shared features. First,
RPN is trained. It is initialized with a pretrained ImageNet model and then fine-tuned
for the region proposal task. The detection network is trained using the proposals given
by the RPN. In the third step, the detector network is used to initialize RPN. The shared
layers are fixed and only layers unique to RPN are trained. In the final step, the shared
convolutional layers are fixed and the unique layers of Fast R-CNN are trained. This
training process can be run for multiple iterations.
In the experiments by the authors, Faster R-CNN achieved state of the art object detection
accuracy on multiple commonly used datasets. By using RPN and shared features the
region proposal step is considerably faster compared to previous R-CNN iterations. Faster
R-CNN is able to run at 5 fps, meaning that it works near real-time.

3.1.2

YOLO-based methods

In 2016 Redmon et al. developed a new object detection system in response to the issues
that the original R-CNN had. They wanted to avoid the complex pipeline used by R-CNN,
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where generating bounding boxes and detecting objects from them happens separately.
Object detection is instead formulated as a single regression problem. The algorithm
simultaneously predicts bounding boxes and gives them class probabilities. Because the
algorithm needs to look at the image only once, it was named YOLO (You Only Look
Once) (Redmon et al., 2016).
YOLO works as a single neural network. The algorithm divides the input image into
a S × S grid where a grid cell is responsible to detect an object if the centre of that
object is within the grid cell. Each grid cell can predict multiple bounding boxes and
their confidence scores. Each bounding box is represented by five values: x, y, w, h and
confidence. Coordinates (x, y) represent the center of the bounding box, w and h are
the width and height of the bounding box respectively. The confidence value represents
the overlap between the predicted bounding box and a ground-truth box. Grid cells also
predict conditional class probabilities P r(Classi |Object), which are conditioned on the
grid cell containing an object. See Figure 3.5 for an illustration.

Figure 3.4: YOLO model. Redmon et al. 2015.

The network architecture used by Redmon et al. was inspired by the GoogLeNet model
(Szegedy et al., 2015). It has 24 convolutional layers that are followed by two fully connected layers. The first 20 convolutional layers of the network are pretrained on the
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ImageNet 1000-class competition dataset. To convert the model to perform detection,
Redmon et al. add the remaining four convolutional layers and two fully connected layers,
where the final layer predicts both class probabilities and bounding box coordinates. The
algorithm optimizes for sum-square error in the output of the model.
YOLO uses the following multipart loss function:
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ĥi

i=0 j=0
2

+

S X
B

X
obj

1ij Ci − Ĉi
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where 1obj
is the indicator for whether the object appears in cell i and 1obj
i
ij is the indicator
for whether the bounding box predictor j in cell i has made that prediction. Parameters
λcoord and λnoobj are used to determine how much the loss from bounding box coordinate
predictions and confidence predictions for boxes with no objects respectively should be
taken into account.
YOLO has some limitations in its design. Since YOLO has strong spatial constraints in
bounding box predictions, the number of nearby objects that can be detected is limited.
This is why YOLO struggles to detect small objects that appear in groups. YOLO also
struggles to generalize to objects in new or unusual aspect ratios since the model learns
to predict bounding boxes from data. The loss function used by YOLO treats errors the
same whether the errors are in small or large bounding boxes. A small error in a small
box has comparatively much larger effect on IoU compared to small error in large box.
This leads to incorrect localizations.
In the original article YOLO was compared with other object detection systems. The
popular PASCAL VOC 2007 (Everingham et al., n.d.[a]) and PASCAL VOC 2012 (Everingham et al., n.d.[b]) datasets were used for the experiments. Compared to Fast R-CNN,
YOLO has much higher localization error rate. On the other hand, Fast R-CNN makes far
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more background errors compared to YOLO, with a large number of false positives. In the
article localization error was defined as a lack of detection where there would have been
a ground truth bounding box and background error as a detection with IoU less than 0.1
with any ground truth. In total the percentage of correct detections (correct class and IoU
higher than 0.5) for YOLO was 65.5%, while for Fast R-CNN it was 71.6%. Compared
to another real-time object detection system, based on Deformable parts models (DPM),
YOLO had considerably higher object detection accuracy.
In other experiments, both Fast R-CNN and YOLO were combined by checking if they
predict similar bounding boxes and then giving that prediction a boost based on the
overlap of the bounding boxes. When combined with YOLO, the detection accuracy of
Fast R-CNN rose by 3.2 percentage points. The increase in accuracy is caused by the fact
that they make different kinds of mistakes so combining them can boost the performance
of the other. The combined system didn’t run any faster since the models had to be run
separately, but on the other hand, YOLO is so fast that it didn’t add any significant
computing time on top of R-CNN.
Although Fast R-CNN has a clearly higher object detection accuracy, the strength of
YOLO is in its much higher training and inference speed. Where as even the improved
Faster R-CNN could only do detections in 5 frames per second, the original YOLO algorithm performed at 45 frames per second. Redmon et al. also presented a smaller version
YOLO with a smaller network, named Fast YOLO. This model achieved performance at
155 frame per seconds, but the detection accuracy dropped over ten percentage points
compared to the original algorithm.
Since the release of the original YOLO, a new, improved version over the original was
presented. In (Redmon et al., 2017), the writers proposed various improvements to the
original detection method, calling this new system YOLOv2. Redmon et al. experimented
with their network by training it simultaneously with the COCO detection dataset (Lin
et al., 2014) and the ImageNet classification dataset (Russakovsky et al., 2015). The
writers tried to create a model that could detect objects for classes that don’t have labeled
detection data. They named this model YOLO9000 as it is capable of predicting up to
9000 object classes.
With YOLOv2 Redmon et al. attempted to improve recall and localization of the model
while still keeping the classification accuracy as high as possible. YOLOv2 introduces
various improvements like batch normalization on each of the convolutional layers and a
high resolution classifier during the first ten epochs of training. According to Redmon et
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al. these additions improved the mAP metric by multiple percents.
The YOLO architecture was also changed by removing the fully connected layers that are
used to predict the coordinates of bounding boxes. Instead YOLOv2 uses anchor boxes
to predict bounding boxes, similar to Faster R-CNN. Using anchor boxes was noted to
increase the accuracy slightly but the resulting model has a higher recall instead.
YOLOv2 uses k-means clustering on the training data bounding boxes to find priors that
help the network to adjust the dimensions of the bounding boxes. YOLOv2 also directly
predicts bounding boxes within each cell instead of predicting the offsets of bounding
boxes. These two changes are to fix the two issues that arise from using anchor boxes; the
need to pick box dimensions by hand and the instability of the model.
For YOLOv2 a new classification network was proposed, called Darknet-19. It has 19
convolutional layers and 5 maxpooling layers. Similarly to the network model used by the
original YOLO, Darknet-19 uses mostly 3 × 3 filters and double the number of channels
after every pooling steps. Compared to the original model, Darknet-19 uses a considerably
smaller number of operations during a forward pass, which increases its speed substantially.
Changes to the training method used by YOLOv2 were also made. A new joint classification and detection training method was proposed. It increases the number of categories
that YOLOv2 can classify. This happens by combining different classification and detection datasets.
During release, YOLOv2 was validated on VOC 2007 dataset. At 40 fps, YOLOv2 got
78.6 mAP and at 67 fps it got 76.8 mAP. This made it comparable to Faster R-CNN while
running significantly faster.
Later, in 2018 Redmon and Farhadi proposed some incremental improvements to the
previous model, This new model was called YOLOv3 (Redmon et al., 2018). Redmon
and Farhadi introduced a new network for feature extraction. Compared to Darknet-19,
this new network has 53 convolutional layers with successive 3 × 3 and 1 × 1 layers and
shortcut layers. YOLOv3 also has some very minor changes in bounding box prediction
and class prediction.

3.2

Object Tracking

Object tracking refers to keeping track of the trajectories of objects in video data. It can be
used for different kinds of objects depending on the application. Like in object detection,
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most of the current research focuses on tracking pedestrians and vehicles. Other objects
include tracking animals, cells and sport players during a game (Luo et al., 2021).
Object tracking can happen online, which means that the system tracks objects using the
input data in real time. Tracking algorithms that don’t work on real time are referred
to as batch tracking algorithms. They need to use the future frames so the tracking can
only happen after the video has been captured (Ciaparrone et al., 2020). Batch tracking
is suitable for many tasks, like video analysis but autonomous vehicles and robots need
to be able to detect and track in real time, so this thesis will focus more on online object
trackers.
Object tracking is usually divided between single object tracking and multi object tracking.
Single object tracking is considered simpler, since the location and trajectory of only one
object in the input video needs to be tracked. In multi object tracking the tracker has to
be able to keep track of multiple objects at the same time. This thesis will be focusing on
multi object tracking.
In multi object tracking one of the most challenging aspects is avoiding ID switches, that
is mixing up objects between frames. For example if the task is to track multiple people
in the input video, it is possible that the people get mixed up, which is very detrimental
for some tracking applications. Occlusions are another source of difficulties for object
trackers. Objects that are partially covered by obstacles or another objects are more
difficult to track (Milan et al., 2013). Also variable lighting conditions caused by the
time of day and weather make effective object detection and tracking more difficult and
developed algorithms less generalizable.
Single object tracking usually focuses on building a sophisticated appearance model to
discriminate the tracked object from the background. This doesn’t work in multi object
tracking since the number of objects to be tracked is always larger than one and varies
over time. Multi object trackers also have to be able to initialize and terminate multiple
tracking trajectories simultaneously, handle similar appearances between the objects as
well as possibly handle the interactions between multiple objects (Luo et al., 2021).
Multi object tracking may be formulated mathematically in multiple ways depending on
the application and perspective. It also has multiple paradigms and approaches to solving
it. Most commonly used paradigm for object tracking is tracking by detection. This means
that the objects are first detected from the frame before the tracking happens. Then the
detected objects in each frame are linked together into trajectories (Luo et al., 2021).
Other multi object tracking methods use detection free tracking.
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As stated before, object tracking systems that follow the tracking by detection model,
have two distinct phases: target localization phase and data association phase. These two
phases generally use two separate models to do each task. This means that any existing
object detection system and any data association system can be combined into a single object tracking systems, which gives the developers more freedom to choose and experiment
with different methods. On the other hand, since both components are computationintensive and their execution happens separately without any potential structures being
shared between them, this might lead into inefficiencies. Also the inference time might be
too long, especially for systems that need to be able to track in real time (Wang et al.,
2020). This thesis will focus more on separate data association methods since it allows
for more choices in utilizing different object detection methods and makes it easier to understand the process of object tracking. Despite the concern for fast enough computation
speed, today there exists multiple tracking systems that are fast enough to work in real
time.
Some systems attempt to combine both the object detection and data association into
single phase in order to exploit the sharing of low-level features and make real time tracking
more feasible (Wang et al., 2020). Still, most of the multi object tracking research focuses
on improving the data association step of the tracking by detection model, since the recents
developments in object detection research provide for high quality detectors. This allows
object tracking researchers to use pre-existing algorithms developed by the growing field
research. One paper (Bergmann et al., 2019) even managed to use object detection to
perform tracking without having to perform any training and optimization on tracking
data. Bergmann et al. predicted the position of an object in the next frame by using
the bounding box regression of an object detector. They managed to achieve performance
comparable to several state of the art tracking systems.
In recent research, data association is usually formulated as an optimization problem on
graphs or modeled as an end-to-end neural network (Wang et al., 2020). There also exists
novel tracking paradigms that attempt to combine the object detection and data association into one method. For example, the object tracker could be incorporated into the
detector by predicting the spatial offsets (Wang et al., 2020). In Wang et al. 2020 the
writers presented a system that trains the target detection and data association via appearance embedding in the same model. With their method they managed to significantly
reduce the computation cost while still performing well.

4 3D Object Detection and Tracking
The previous chapter introduced the subject of object detection and tracking in 2D, on
the image plane. This chapter presents the same task in three dimensions. We shall see
how this is a more complex and challenging task, especially when using only monocular
images as the input, due to multiple issues that arise with the lack of depth information
contained in the images. The 2D object detection and tracking methods introduced in the
previous chapter are still relevant as they are often used as a first step in detecting 3D
information from images, meaning that they are still an important part in many state of
the art 3D detectors.
After introducing the subject in general, there will be a closer technical review of the
methods that will be used for the experimental portion of this thesis and and analyzed
later. These methods have a very different approaches to monocular 3D object detection.
In the last subchapter, there will be a review of 3D object tracking. Object tracking
happens quite similarly both in 2D and 3D but there are some differences. Object detection
is a larger part of this thesis and object tracking won’t be a part of the experimental
chapter, so we aren’t going to go through any of the existing 3D object tracking methods
in close technical detail. There will still be some brief explanations on how some current
methods attempt to do object tracking.

4.1

3D Object Detection

3D object detection refers to obtaining 3D information about objects in the surrounding
environment using different sensors. This 3D information includes the location of different
objects in relation to the sensor. One of the typical use cases is to use it so that autonomous
robots and vehicles have information about their surroundings, including the location and
pose of different objects around them and the distance of objects from the robot and other
objects (Wu et al., 2020).
Object detection in 3D is similar to 2D object detection, but it has aspects to it that
make it different and more difficult when images are used as the only input. In 2D
object detection, the objects center is first detected and then the width and height of the
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bounding box surrounding it is estimated. In 3D object detection the localization has to
happen in 3D space, which means inferring the 3D coordinates of the objects center. Apart
from the vertical and horizontal locations, the 3D coordinates also include the distance of
the objects center from the camera. The localization also involves estimating the objects
shape, including the height, width and length as well as the rotation of the object relative
to the camera reference system. The height, width, length and rotation constitute a 3D
bounding box that is matched closely around the detected object. See the difference
between 2D and 3D detection in Figure 4.1 Most detectors also output a confidence score
which determines how confident the detector is of that particular detection.

Figure 4.1: Difference between 2D and 3D object detection. Taken from (Mousavian et al., 2017)

Challenges in using monocular images for 3D object localization are caused by how 3D
objects are mapped into 2D by a persperctive projection during photography. The following is based on (Hartley et al., 2003) and it is advisable for the reader to use it or other
similar textbook to get familiarized with the topic if necessary. Perspective projection is
represented by a 3 ×4 matrix P , which maps homogenous world coordinates into homogenous image coordinates. Matrix P is called the camera matrix and it consists of several
parameters of the camera used for capturing the image. These parameters are divided
into two groups. Camera extrinsics describe the pose of the camera in the world. The
translation T of the cameras optical centre with relation to world coordinates origin and
rotation R of the image plane make up the camera extrinsics. Camera intrinsics are the
focal length f , skew γ, principal point (x0c , yc0 ) and the pixel size (sx , sy ). These parameters
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are related to the lens and other calibration data of the camera. Usually intrinsics are
represented as a 3 × 3 matrix K.
If the camera intrinsics and extrinsics are known, it is possible to get the camera matrix
P by matrix multiplication:
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With P it is then possible to project 3D points in world coordinates to image coordinates.
The matrices representing projection, rotation and translation first convert the point in
world coordinates to camera’s coordinate system. The intrinsics matrix then converts
the point to a 2D image point. During perspective projection the depth component is
removed, meaning that it is no longer possible to resolve the distances in the resulting 2D
image. Any point in the same line along the z-coordinate is mapped to the same point
in the image. 3D depth information is lost, making recovering the 3D information an illconditioned problem as the dimensionality reduction from 3D to 2D introduces ambiguity.
This missing depth information and related ambiguity is the main reasons why 3D object
detection is so challenging while using only monocular images.
Because of these difficulties, the results for 3D detection methods haven’t been as impressive compared to 2D detection when it comes to vision based methods. Despite the
challenges, the research for 3D detection remains active, as effective 3D detection and visualization of the sensors environment have multiple useful application. Using 3D object
detection would make it possible to create a map of the objects surrounding the sensor,
which would for example help with the navigation of autonomous robots (Arnold et al.,
2019).
Best performing state of the art methods use LiDAR or a combination of different sensors
(Arnold et al., 2019). Unfortunately LiDAR sensors are rather expensive and they have
their own weaknesses. Point clouds produced by LiDAR are sparse, contain a lot of
noise and the memory requirements are steep as millions of data points are captured
every second. In comparison, monocular cameras are quite cheap, as high quality LiDARsensor are usually orders of magnitude more expensive. Developing effective 3D object
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detection algorithm that would give good results using only RGB-images would make it
possible to create computer vision systems that are more affordable and that could be
used more ubiquitously. Another approach is to use stereo images which allows for the
extraction of depth information. Detection algorithms based on stereo images have in the
past performed better than monocular methods but they also lag behind LiDAR-based
systems (Wu et al., 2020).
Current research in 3D monocular object detection has multiple different approaches:
many methods try to directly tackle the problem generated by the lack of distance information of objects. These methods often utilize some prior information, like location priors
and information from projective geometry. For example, if the distance of camera and
the ground plane is fixed, this information can be used as a prior during object detection
(Chen et al., 2016). Many methods, like MonoLoco (Bertoni et al., 2019) first perform 2D
detection and then use these detections while trying to extract 3D localizations. Another
approach consists of methods that use some kind of representation transform that first
transform the input data into different shape before attemption detection. Pseudo-LiDAR
algorithms first generate point clouds as depth maps from the input as an intermediary
step and then use LiDAR-based algorithms to detect the objects (Wang et al., 2019) (You
et al., 2020).
For the remainder of this chapter we shall go through different techniques used for 3D object detection before diving deeper into those algorithms (Pseudo-LiDAR and MonoLoco)
that are looked at closer during the experimental portion of this thesis.
Mono3D (Chen et al., 2016) generates 3D object proposals using class semantics as well
as shape, location and contour prior. It also uses the ground plane assumption to aid
in object detection. Since the camera is attached to a fixed point of the vehicle, it can
be assumed that the distance to the ground is also fixed and constant. Mono3D was a
pioneering algorithm in using a priori information for extracting 3D boxes (Wu et al.,
2020). Mono3D uses energy minimization approach (LeCun et al., 2006) to detect object
proposal candidates which then go through a CNN to obtain final detections. The search
for object proposals is exhaustive, leading to a slow inference speed.
Template matching based algorithms use pre-existing CAD (Computer Aided Desing)
templates to match objects in the input image with the best matching model in the library.
Objects that are expected to be detected are first modeled and stored in a database. This
means that it is necessary to know what the objects look like beforehand and that the
algorithm can only detect objects that look like the ones created for the template library.
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One early example of this approach is Deep-MANTA (Chabot et al., 2017), which was
designed for vehicle detection. It first uses a convolutional neural network to extract
2D bounding boxes of objects and detects predefined keypoints, like lights and rear-view
mirrors. Then the algorithm uses an artificial 3D vehicle model library to match the
detected object with the best fit. After that Deep-Manta can obtain 3D information of the
objects. Another example of a template matching based system is ROI-10D (Manhardt
et al., 2019), which also first performs 2D object detection and then uses deep feature
maps to get shape dimensions with the help of predefined CAD models. Similarly to
Deep-MANTA, ROI-10D is designed to detect vehicles only.
Methods that are based on 3D shape information priors and templates tend to become slow
and cumbersome when the number of shapes to be detected increases. Different papers
proposed some methods to avoid this. In (Muñoz et al., 2016) a method for detecting
3D poses for objects with no texture was proposed. The pose estimation happens with a
coarse initialization using edge correspondences. In (Tjaden et al., 2017) the writers used
temporally consistent local color histograms for 3D object detection and segmentation.
Depth estimation forms the basis for many methods. Depth estimation means creating
a depth map of an input image. Depth map is an image where the intensity of each
pixel depends on how close to the camera that point in the original input has been been
estimated being. Both MLF (Xu et al., 2018) and MonoGRNet (Qin et al., 2019) first
estimate the depth maps from the input images before using the depth data combined
with detected regions of interest to extract 3D localization information. MonoGRNet only
estimates the depth data from where objects were detected, saving computation time.
Another method suggested solving monocular 3D object detection using RGB-images to
create a point cloud that is similar to the output of a sensor using LiDAR (Wang et al.,
2019). The creation of the point clouds requires estimation of depth information from the
input images. This can be done via using one of the available monocular depth estimators.
After that it is possible to use these point clouds as an input to any previously known
LiDAR-based object detection algorithm. These algorithms are referred to as PseudoLiDAR algorithms. The original Pseudo-LiDAR algorithm (Wang et al., 2019) is one of
the methods we will be going through in detail in the following subchapters.
One more method that shares similarities to the Pseudo-LiDAR technique in that it involves a representation transform is the Orthographic Feature Transform -algorithm (Roddick et al., 2018). It involves mapping images to orthographic bird’s eye view with a neural
network. This allows for easier detection as scale is then consistent and distances are more
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meaningful between objects.
Next we will be going closely through three different 3D object detection systems that
each approaches the problem of 3D localization very differently.

4.1.1

Pseudo-LiDAR

Pseudo-LiDAR algorithm approaches the problem of 3D object detection from an unique
angle. Rather than trying to infer object locations directly from digital images, the idea
is to first transform the input images into another form that is then used as an input for
another family of detection systems that have historically been more capable in solving
3D object detection tasks. In other words, Pseudo-LiDAR methods allow computer vision
researchers to benefit from advances in LiDAR-based object detection methods while using
only images instead of expensive LiDAR sensors. This is why the focus of Pseudo-LiDAR
based methods is to convert monocular images into point clouds as accurately as possible.
One of the seminal papers related to Pseudo-LiDAR was originally presented in 2019
(Wang et al., 2019) as a technique to get depth representation from monocular images. It
mimics the LiDAR signal by projecting pixels from 2D RGB images into 3D space using
an estimated depth map. This results in a 3D point cloud that can then be inputted to
any LiDAR-based detection algorithm.
The authors of Pseudo-LiDAR showed that their algorithm was able to perform well on a
challenging datasets like KITTI, which lead to increasing interest towards researching these
methods and the possibilities provided by Pseudo-LiDAR algorithms. Since LiDAR-based
methods are known to perform well in 3D object detection tasks, it would be beneficial if
it was possible to generate point clouds that could be used as inputs for these state of the
art methods.
In the original Pseudo-LiDAR paper (Wang et al., 2019), it was argued that the reason
that LiDAR-based algorithms performed better compared to monocular- or stereo-based
detection algorithms is that in the 3D point cloud given by the LiDAR signal the object
shapes and sizes are invariant in relation to depth. In comparison, image-based methods
densily estimate the depth for each pixel, which makes objects that are far away smaller
and harder to detect. Also in far away locations from the camera the points are grouped
closely together. These issues make it difficult for neural networks to localize objects in
3D space.
Depth estimation is an important part of how Pseudo-LiDAR works. Depth maps are
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first extracted from the monocular or stereo input images before they are turned into LiDAR point clouds. Wang et al. primarily focus on stereo disparity estimation algorithms
although thy show that monocular depth estimation can also be used. Essentially PseudoLiDAR is supposed to be agnostic to different depth estimation algorithms. For stereo
disparity estimation Wang et al. used PSMNet (Chang et al., 2018), which is a learning
based depth estimation model. PSMNet was trained on Scene Flow dataset (Mayer et al.,
2016) and fine-tuned on KITTI stereo 2015 benchmark. For monocular depth estimation
the writers used DORN (Deep Ordinal Regression Network) (Fu et al., 2018) which is a
state-of-the-art monocular depth estimator. Although stereo-image based depth estimation methods were focused on in the original paper, the writers show that by using a state
of the art depth estimator on monocular images the results were still better than other
monocular methods.
Wang et al. derived the depth map D from a pair of stereo images It and Ir with the
following transform:

D(u, v) =

fU × b
Y (u, v)

where fU is the focal length of the camera, b is the horizontal offset between the cameras
and Y is the horizontal disparity of It with relation to Ir for each pixel. Alternatively D
could be extracted from monocular images with a depth estimator. Then the 3D location
(x, y, z) of an object corresponding to image pixels (u, v) is derived in a following way:

z = D(u, v)
(u − cU ) × z
fU
(v − cV ) × z
y=
fV

x=

where (cU , cV ) is the pixel location in relation to the camera center and fV is the vertical
focal length of the camera. After every pixel has been back projected, the resulting point
cloud can be transformed to any cyclopean coordinate frame. Wang et al. refer to this
final point cloud as the Pseudo-LiDAR signal.
After converting the input images into point clouds, Wang et al. used two state of the art
LiDAR-based detectors, Frustum PointNet (Qi et al., 2018) and AVOD (Ku et al., 2018)
to perform 3D object detection. They compared the results to some monocular and stereo
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3D object detection algorithms, namely Mono3D (Chen et al., 2016), MLF (Xu et al.,
2018) and 3DOP (Chen et al., 2018) using average precision (AP) with IoU thresholds
of 0.5 and 0.7 as metrics. The car category of KITTI dataset was used for detection.
According to the results, stereo approaches to Pseudo-LiDAR outperformed the other
methods by a large margin. When using monocular images the metrics weren’t as high
but Pseudo-LiDAR still did better than the other methods. The whole Pseudo-LiDAR
pipeline is presented in Figure 4.3.

Figure 4.2: Pipeline for the Pseudo-LiDAR algorithm (Wang et al., 2019)

Researchers continued to investigate the possibilities of Pseudo-LiDAR afterwards. The
developers of Pseudo-LiDAR++ (You et al., 2020) noticed how the original Pseudo-LiDAR
had problems detecting objects farther away due to errors in disparity estimation. Their
improved algorithm works only on stereo images. Other methods that are based on generating point clouds from image data include AM3D (Ma et al., 2019) and MonoPSR (Ku
et al., 2019).

4.1.2

MonoLoco

MonoLoco (Bertoni et al., 2019) is a 3D object detection method intended specifically
for pedestrian detection. It approaches the inherent issue of scale ambiguity by taking
into account both epistemic and aleatoric uncertainty by predicting confidence intervals.
Aleatoric uncertainty in this context refers to the inherent noise in the observations. It is an
intrinsic property of the inputs that represents the ambiguity of monocular 3D localization
and can’t be reduced with more data. On the other hand epistemic uncertainty in this
context is the property of the model and its parameters. It can reduced by collecting more
data.
Bertoni et al. argue that the ambiguity of estimating distances of pedestrians from images
is caused by the human height variation. This ambiguity was quantified by estimating
the error when all people are assumed to be the same height. Taking inspiration from
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(Kundegorski et al., 2014) the localization error caused by height variance in relation to
the ground truth distance from the camera was modeled. This so called task error e for
any person in the dataset was defined as:

e = |dgt − dh-mean | = dgt |1 −

hmean
|
hgt

where hgt and dgt are the ground truth human height and distance, hmean is the assumed
mean height and dh-mean is the distance under the mean height assumption.
Bertoni et al. further assumed that since men and women have different average heights,
the distribution of human heights follows a Gaussian mixture distribution P (H) which
can then be taken as the unknown ground-truth height distribution. Then the expected
task error ê can be defined as:
"

ê = dgt Eh∼P (H)

#

hmean
|
|1 −
h

where h is the height drawn from distribution P (H) and Eh∼P (H) the expected value of
h under that distribution. This error is the lower bound for monocular 3D pedestrian
detection because of the unavoidable ambiguity of the task. When graphing this expected
task error, Bertoni et al. showed that this error would even at the worst case be few meters
at most at distances up to 40 meters from the camera. The writers argued that for many
cases this possible error would not prevent robust localization.
MonoLoco works in two stages. First it uses a 2D pose estimator to obtain 2D joints from
each person in the input image. Then the detected joints are inputed into a feed-forward
network that outputs the 3D location information of each instance with a confidence
interval.
MonoLoco uses a state of the art pose estimator to extract a set of keypoints [ui , vi ]T
for each pedestrian in the image. Each keypoint i is then back-projected into normalized
image coordinates:
[x∗i , yi∗ , 1]T = K −1 [ui , vi , 1]T
where K is the intrinsic matrix of the camera. This back-projection is done to prevent
the method overfitting to a specific camera.
The 2D joint locations are detected using two state of the art pose detectors; Mask R-
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CNN (He et al., 2017a), which works top-down and OpenPifPaf (Kreiss et al., 2019),
which works bottom-up. The 2D pose detector can be considered a separate module from
the rest of the MonoLoco system as 2D joints from any pose detector work as the input.
Both Mask R-CNN and Pif-Paf have been trained on the COCO dataset (Lin et al., 2014).
Bertoni et al. didn’t fine-tune the pose detectors either on the KITTI or nuScenes which
are used to train MonoLoco because of the lack of annotations.
The network used by MonoLoco is a deep, fully-connected network with six linear layers
with 256 output features. The network uses dropout after every fully connected layer. It
also includes batch normalization and residual connections.
The aleatoric uncertainty of the task is an intrinsic property and doesn’t reduce with
collecting more data. This uncertainty is captured by using a probability distribution over
the model outputs. The loss function is defined as a relative Laplace loss:

LLaplace (x|µ, b) =

|1 − µ/x|
+ log(2b)
b

where x is the ground truth of the detected object and µ and b are the predicted outputs
of the model. Parameter µ is the predicted distance and b is the spread. During inference
b represents the models confidence interval of the predicted distance. This loss function
allows for incorporating the aleatoric uncertainty for each location prediction without
direct supervision during training.
The take epistemic uncertainty into account, the model has an additional minimization
objective for N data points:

Ldropout (θ, pdrop ) =

1 − pdrop
||θ||2
2N

where each parameter of the model is considered to be a mixture of two multivariate
Gaussians with small variances and means 0 and θ. The algorithm performs dropout
variational inference by training the model with dropout before every layer and then it
performs multiple stochastic forward passes at test time with the same dropout probability
pdrop of training time.
MonoLoco then captures the combined uncertainties with the sample variance of predicted
distances x̂. The distances are sampled from multiple Laplace distributions parameterized
with predicted values µ and b from multiple forward passes. The sample variances are
defined as:
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"

#2

where T is the number of forward passes and I is the number of samples drawn from the
Laplace distribution. See Figure 4.4 for an overview of the architecture of MonoLoco.

Figure 4.3: Network architecture of MonoLoco. Bertoni et al. 2019

MonoLoco was trained and evaluated on the KITTI dataset. The analyze the generalization capabilities of MonoLoco, the writers also trained the model on nuScenes (Caesar et
al., 2020) and then tested it on KITTI. For evaluation, the Average Localization Precision
(ALP), a metric which was originally defined in (Xiang et al., 2015) was used. Also the
Average Localization Error (ALE) was estimated. The accuracy was evaluated in three
difficulty regimes determined by bounding box height, levels of occlusion and truncation.
MonoLocos performance was compared to two older monocular detection systems and one
stereo based method. MonoLoco outperformed the other monocular methods and had
comparable results with the stereo method.

4.2

3D Object Tracking

Generally 3D object tracking has the same goals and properties as 2D object tracking.
The difference is that the detected objects used in tracking are in 3D space rather than in
the image plane. The goal of tracking is still to match the detected objects in a sequence.
3D object tracking systems can be limited on tracking just one object or multiple objects
at the same time. This thesis will focus on the more challenging problem of multi object
tracking.
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Similarly to 2D multi object tracking, the biggest challenges in 3D multi object tracking
include occlusions, losing the detection and failures to re-identify the tracked targets.
Just like in 2D object tracking, most object tracking systems that work in 3D can use
any pretrained object detector. A two phase process, where the second phase after object
detection is data association, is the most dominant approach to object tracking (Sharma
et al., 2018).
Similarly to object detection, in object tracking it is possible to use prior information
to design cost functions. For example in systems designed for autonomous vehicles, it is
possible to exploit the unique geometry that road scenes have. Also the cost function can
capture the similarities of shapes and poses of the objects (Sharma et al., 2018). These
are similar priors that are used in object detection systems.
Object trackers can handle the data association problem in multiple ways. Many approaches assume that the detections from all frames are available during the processing
time. Then the tracking problem is mapped into a min-cost network flow problem. This
idea was first proposed in (Li Zhang et al., 2008).
The issue with the previous approach is that often it is desirable that the tracking happens
in real time. In this case, the systems used are online trackers that only use the objects
and their trajectories computer from previous frames. For autonomous vehicles and other
robots this is generally necessary.
After object detection, the data association can happen in multiple different ways. In
(Weng et al., 2020) a combination of a 3D Kalman filter (Welch et al., 2006) and the
Hungarian algorithm (Kuhn, 2012) is used. Kalman filtering is a technique used to estimate the state of a system based on measurements and the Hungarian algorithm is a
combinatiorial optimization algorithm. First the tracker needs 3D detections. In the
paper LiDAR-based methods are used but the tracker doesn’t need it as long as the detections are accurate. Then a 3D Kalman filter is used to predict the associated trajectories
from previous frames. Each object trajectory is formulated as a 11-dimensional vector
T = (x, y, z, θ, l, w, h, s, vx , vy , vz ), where x, y and z are the location of object center in 3D,
θ is the heading angle, l, w and h are the object’s 3D size and vx , vy and vz represents
the objects velocity in 3D space. After that a data association module uses the Hungarian
algorithm to match the predicted trajectories from Kalman filter and detections. The
3D intersection between every pair of trajectories and detections are used to construct
an affinity matrix. This makes the data association problem into a bipartite matching
problem. Hungarian algorithm can then solve it in polynomial time. The state of each
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tracectory is updated based on its corresponding detection. After that new trajectories
are created for new objects and for disappeared objects the trajectories are terminated.
See Figure 4.4 for a full overview of the system.

Figure 4.4: Proposed system pipeline by (Weng et al., 2020)

(Scheidegger et al., 2018) used a Poisson multi-Bernoulli mixture (PMBM) object tracking
filter. This algorithm has two modules, one for detection and the other for tracking. The
tracking module has a recursive tracking filter and object extraction parts. During the
tracking phase both the set of objects Xk and image detections Zk are modeled as RFSs
(Random Finite Sets). The tracking module processes the sequence of detection sets
and outputs an estimation sequence Xk|k of the true set of objects. This happens by
using a PMBM filter to estimate the multi-object density fk|k (Xk |Zk ) and then extracting
estimates from this density.
Similarly to 3D object detection, 3D object tracking algorithms have different approaches.
Often 3D object tracking systems can be very complex with multiple different parts. Unfortunately this makes evaluating the performance of each part more difficult. Many of
the current state of the art systems have substantially different architectures compared to
each other but their performance is not particularly different so it is not easy to say which
component of the system contributed more than another (Weng et al., 2020).

5 Object Detection and Tracking for
Industrial Robots
The previous chapter provided the theoretical background of object detection and tracking
in general. This chapter discusses the technical aspects of the specific issue of autonomous
robots that make the use of object detection and tracking easier or more difficult. A
following subsection will discuss previous research into industrial robots in more detail
and provide some more insights. Industrial robots can be defined in different ways. For
this chapter industrial robots can refer to automated cranes, robot arms or any other piece
of machinery that needs to move without direct control. This chapter will also include
methods that are used to observe and monitor industrial sites even if it isn’t directly
related to robotics as one of the main interests of this thesis is how industrial robots could
use computer vision to monitor its surroundings.
Computer vision has been increasingly applied to industrial settings for some time now,
partly because cameras are cheaper and more available today (Sankowski et al., 2014).
Algorithms based on deep learning have become more common as deep learning has become
more ubiquitous in computer vision research. Research from yearly 2000s and earlier
focuses on methods like histograms of gradients and other signal processing techniques.
Many of the recent applications of object detection are focused on worker safety and
protection. Detecting and tracking people and heavy equipment is useful in avoiding
accidents. Some, more specialized applications include detecting hardhat-use (Fang et al.,
2018a) or safety guardrail detection (Kolar et al., 2018). Another focus of object detection
is for robotic arms to detect objects to pick up.
As it was stated before, many industrial applications of object detection and tracking are
focused on detecting people. Identifying people in this context is similar to pedestrian
detection tracking. This could allow the use of the large scale previous research that has
been done on pedestrian tracking for autonomous driving. The challenge is that in most
pedestrian tracking applications the tracking happens from the frontal position rather
than from a birds eye view. Cameras attached to cranes would be situated high and so
their view of people would be different than for example that of an autonomous vehicle.
From this point of view most of peoples body parts and their silhouettes are not clearly

46
visible, which makes detecting and tracking them more difficult (Neuhausen et al., 2018).
Also since most research related to object detection and tracking are about detecting
pedestrians from the front view, it is more difficult to find datasets for other types of
issues and uses. Figure 5.1 has two images that showcase the difference in point of views
in different datasets.

Figure 5.1: People from different angles. Image on the left is from (Geiger et al., 2012) and the image
on the right from (Neuhausen et al., 2018)

Aside from differences in cameras point of view from pedestrian tracking used for autonomous driving, which makes using previous research challenging, there are other things
that could make the use of previous research into applying object detection and tracking
into industrial robots more difficult. Different applications often have highly different
needs when it comes to datasets and what the researched method has to accomplish.
Some applications need to be able to detect people from far above, some from 45 degree
angle at different distances, some from the frontal view. Because of this diversity in problems and proposed solutions, it is difficult to use previously worked out solutions. If the
camera used for detection and tracking moves at varying trajectories, it would also lead
to the cameras point of view changing a great deal. Since people can look very different
depending on the angle of the camera, it might be very challenging for a single detection
system to be able to perform accurate detection at all times.
In many multi object tracking tasks that involve tracking people, one of the biggest problems is the large number of people at any given frame, which makes keeping track of all of
them difficult. Similar clothing and other physical similarities make tracking even more
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challenging. There wouldn’t typically be too many people in an industrial setting. Also in
this case it wouldn’t be necessarily as harmful to mix people up since the goal is to detect
them and track where they are going. It would be enough to know the locations of people
even if their identification wouldn’t be perfect.
One of the things that make object detection and tracking more difficult and less generalizable is the various lighting conditions caused by the time of day, weather and the
environment. This is especially true for autonomous driving where the vehicle should be
able to travel safely in different conditions that can vary greatly. The environment for
industrial robots, are generally less variable as they typically operate in halls inside factories. On the other hand, factory halls have reflecting, metallic surfaces that can effect the
detection and tracking performance. This is also one of the reasons why systems designed
for autonomous driving might not work as well for industrial settings.

5.1

Previous research

This chapter will give some examples on how object detection and tracking have been used
in industrial robots previously.
Different vision based methods have been used in the past. In (Mi et al., 2016) the writers
used histogram of oriented gradient (HOG) descriptors and a support vector machine
classifier to detect corners of shipping container from digital images for guiding port cranes
to load and unload containers automatically.
Neuhausen et al. researched different object detection methods for construction worker
safety in (Neuhausen et al., 2018). They investigated previously developed pedestrian
detection methods and discussed how well they would in the field of construction monitoring. Neuhausen et al. noted that surveillance cameras on construction sites and cameras
intended for crane operator assistance are located up high meaning that how well the investigated approaches worked in birds eye view was important. They compared deformable
part-based models (DPM), deep learning as well as decision forests. Neihausen et al.
noted that since DPM approaches rely on detecting body parts, they wouldn’t suitable for
situations when detection happens from the birds eye view. The writers weren’t convinced
that deep learning methods would at that stage be suitable for the task either since the
methods they investigated lacked generalization ability or relied on predefined features or
detecting body parts. Instead Neuhausen et al. preferred decision forests the most out of
all methods they investigated. (Dollár et al., 2009) showed that their approach was able to
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outperform other pedestrian detection methods at the time of release. The algorithm used
AdaBoost to train a pruned decision tree with Haar features. This was then coupled with
a generalized feature approach. Even though Neuhausen et al. acknowledged that other
pedestrian detectors have achieved equal results, boosted decision trees can automatically
select a set of suitable features.
Neuhausen et al. proposed a possible system for detection and tracking. They suggested
a soft cascaded classifier that uses edge features and color histograms. For tracking they
suggested that a Kalman filtering approach can be applied.
Similarly in (Fang et al., 2018b), the writers investigated detection methods for use in construction sites. They proposed a system based on convolutional neural networks, specifically on Improved Faster Regions with Convolutional Neural Network Features (IFaster
R-CNN) approach, which was based on Faster R-CNN (Ren et al., 2017), introduced earlier in this thesis. IFaster R-CNN improves the original Faster R-CNN by introducing
more different scales with box areas and aspect ratios for anchors used during detection.
This was proposed to improve the accurate detection of small scale objects. IFaster RCNN works in three stages. First a set of convolutional feature maps are extracted from
the input image by a CNN, then a RPN module that is part of the Faster R-CNN pipeline
extracts the region proposal from the convolutional feature map. Finally the region proposal and corresponding feature maps are combined and sent to another network which
performs the detection.
Fang et al. had to collect a large dataset of images for training their method. A large construction site in Wuhan, China was chosen for both data collection and method evaluation
purposes. They measured average precision (AP) and mean average precision (mAP) for
detecting different object classes like worker and excavator. In their results they showed
that their method had a higher accurace compared to feature based methods or Faster
R-CNN on the same dataset.
3D object detection has been used before for industrial robots. Many of these applications,
like (He et al., 2017b) and (Hodan et al., 2017) involve using 3D object detection for
robotic arms to detect objects to pick up. These algorithms typically perform some type
of template matching to detect objects. Research into using 3D object detection for
industrial robots to detect their general surroundings seems to be much more rare.
Current challenges for using object detection and tracking methods for industrial setting
include the lack of robust datasets available for researchers. Research into deep learning
based methods has largely required the researchers to collect their own datasets when the
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target applications isn’t autonomous driving. Different applications might require very
different data which is the reason that there hasn’t been any dataset that is as popular as
KITTI is for autonomous driving research.
The lack of suitable datasets is even more apparent for 3D object detection and tracking.
Most of the existing datasets with 3D annotations, like Objectron (Ahmadyan et al., 2020)
and PASCAL3D+ (Xiang et al., 2014) are focused on vehicles and household objects which
makes them unsuitable for applications that need to detect people as well.

6 Experiments
This chapter contains the experimental portion of this master’s thesis. The experiments
of this chapter provide insight on how much the different environment and cameras point
of view effect 3D object detection. From this there is insight to be gained on how well
suited current monocular 3D object detectors are when used with other applications than
autonomous driving, like autonomous cranes.
The purpose of this experimental portion was to test a previously developed 3D object
detection system on a dataset that is reasonably different compared to KITTI or other
dataset intended for autonomous driving as well as to some images captured from a crane
in Aalto university.

6.1

Problem statement

In order to develop effective and safe, autonomously operating industrial cranes, it is
necessary for them to be able to detect and track people and other objects around them in
real time. This is currently done by using LiDAR but there is also ongoing research into
using just monocular images to extract the necessary information about the environment
surrounding the camera.
In order to achieve this, we need to use 3D object detection and tracking methods that
use only monocular images as inputs. Since this is an ongoing research area, there exists
multiple different approaches to achieve this. MonoLoco first uses 2D pose estimator to get
keypoints from people in the input images and then extracts 3D localization information
from the objects while estimating the inaccuracy of the detections caused by the ambiguity
of monocular images. Pseudo-LiDAR generates point clouds from monocular images using
the estimated depth map. Then these point clouds are input into a LiDAR-based 3D object
detection algorithm.
Like most monocular 3D object detection methods, both MonoLoco and Pseudo-LiDAR
were developed with the KITTI and nuScenes datasets in mind. Both of these depict a
cityscape from cameras attached to a moving vehicle. Although both methods achieved
good results, it is unknown whether they translate to other type of data as well. The
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camera perspective from a crane or an industrial robot is typically very different from
that of a car. This different camera view makes people and other objects look different so
it might also make detecting them more difficult on algorithms trained on some specific
type of data. Also the lack of horizon might affect the performance. The purpose of these
experiments was to test these methods on a dataset with a camera perspective from up
high and see if the methods are still able to perform well. This would suggest that these
methods would be suitable to use for industrial settings as well without needing to tune or
retrain them. If the detections are markedly worse, it would suggest that these methods
are not suitable for this purpose in their present form. The purpose was also to train the
methods with this more suitable data and to see if the methods could be trained to work
on this different environment.

6.2

Methods

For the experiments and analysis, I chose algorithms that represent two different approaches to 3D object detection. Pseudo-LiDAR methods attempt to map digital images
into point clouds that are equivalent to those produced by LiDAR-sensors. MonoLoco
uses 2D detections and assumption of peoples average height to infer 3D locations with
measured uncertainty.
Originally I was going to test both MonoLoco and Pseudo-LiDAR in this chapter but
it turned out the Pseudo-LiDAR implementation available required a matrix to project
image data from camera coordinates to Velodyne point cloud coordinates. This matrix
was part of the KITTI dataset but I wasn’t able to find anything equivalent for other
datasets. Even though I was able to use a monocular depth estimator to extract depth
maps from my dataset and then process them through the Pseudo-LiDAR algorithm, using
the default matrix that KITTI used made the resulting point clouds just noise. For this
reason the experiments were performed using just MonoLoco.
I was going to use the original Pseudo-LiDAR algorithm (Wang et al., 2019). After using
Pseudo-LiDAR to generate the point clouds, it would still have been necessary to use
a LiDAR-based 3D object detection algorithm to get the detections. For this purpose
I chose the PointRCNN (Shi et al., 2019) algorithm. I intended used the MonoDepth
(Godard et al., 2016), a monocular depth estimator. MonoDepth is not the same depth
estimator used in the Pseudo-Lidar paper. According to Wang et al. Pseudo-LiDAR isn’t
reliant on any specific depth estimator as long the depth estimation is done well. It would

52
have been interesting to see how using a different depth estimator would have affected the
performance of the algorithm.
For MonoLoco, I used both the pretrained model provided by MonoLocos code repository and attempted to train it with another dataset. For the initial 2D pose detections,
MonoLoco uses OpenPifPaf which also has a pretrained model provided in the repository.

6.3

Datasets

The test data requirements for both Pseudo-LiDAR and MonoLoco were rather steep.
For Pseudo-LiDAR each image needed a matrix that could project the data from camera
coordinates to Velodyne point cloud coordinates. MonoLoco on the other hand only
required the calibration matrix for each image during the inference. For training MonoLoco
required each object to have a bounding box with object center in 3D coordinates alongside
with a rotation value.
MonoLoco was already pretrained with the same training data that was used in the original
paper, KITTI. I also attempted to train MonoLoco using a dataset more suitable to this
specific research question. Since cameras on autonomous cranes have a top down point of
view, I chose a dataset that in mind to train the algorithm.
I chose CMU Panoptic Dataset for the experiments. What makes it suitable for these
experiments is that it contains videos of multiple different scenes of people from a high
point of view. The dataset also comes with scripts to extract jpg images from the videos.
Although the data didn’t have any bounding boxes, I was able to automate the creation
of reasonable annotations by using the 3D pose skeleton information provided by the
dataset. I chose joints which were at the extreme left, right, top and bottom and formed
the bounding boxes around them. The results were reasonably close to what manually
created bounding boxes would have been. Each 3D pose skeleton of the dataset has 19
joints. For the object center, I chose the second joint of the skeleton which was located
at the midsection, since that was roughly at the center of each generated bounding box.
See Figure 6.1 for an example of an image without annotations, the same image with
the provided 3D skeletons projected to it and the bounding boxes and object centers I
annotated the images with.
Other than Panoptic dataset I also used some images captured at Aalto University. These
images were captured with a camera that was attached to a moving crane. These images
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Figure 6.1: Image from Panoptic Dataset with 3D pose skeletons and bounding boxes

are not annotated. Aalto University in Espoo, Finland has a laboratory meant for engineering research which has a crane that can be controlled remotely and that has multiple
cameras attached to it (Ilmatar Open Innovation Environment 2021). The images that I
used for this section are part of the material captured for another students master’s thesis
that I was also allowed to access.

6.4

Description of Experiments

During the experiments I first tried out the original, pretrained MonoLoco that was available at an online repository. This model was trained on the KITTI dataset. Performing
predictions on MonoLoco is relatively straightforward. Each input image requires that the
related calibration matrix is provided in a separate json file. I wrote a program that takes
the the calibration matrix from the file given in Panoptic Dataset and transforms it into
the shape required by MonoLoco. The output prediction is also a json file. To visualize
the predictions and to compare them to the ground truth, I plotted the bounding boxes
and the predicted object center. The prediction was plotted only when the confidence
score given by MonoLoco was at least 0.1. I also plotted the ground truth center. In order
to first get a general idea how well the pretrained MonoLoco model was able to detect
people from the Panoptic Dataset, I selected some images more or less at random. I also
chose images from the dataset captured at Aalto University for testing.
After testing the pretrained MonoLoco, I also attempted to retrain the algorithm with
the Panoptic Dataset. To create test data for training MonoLoco, I chose three different
scenes from Panoptic dataset; 160906_pizza1, 170915_office1 and 170407_haggling_a3.
The first scene, 160906_pizza1 has six people eating pizza and drinking soda while conversing with each other. 170915_office1 contains a single person working in an office space,

54
sitting on a computer, occasionally changing position and moving around the space. The
final scene, 170407_haggling_a3 has multiple people standing around, negotiating. In
170407_haggling_a3 the number of people changes as people leave and arrive but in the
other two scenes the number remains constant.
The Panoptic dataset has a large number of view points for each scene depending on the
location of the camera. I chose viewpoint 06_04 for 160906_pizza1, viewpoint 03_01 for
170915_office1 and viewpoint 15_06 for 170407_haggling_a3. See Figure 6.2 for example
images for each of these scenes. All these viewpoints were captured with VGA cameras. I
selected these viewpoints since they were from a 45 degree angle rather than from front.
The Panoptic Dataset didn’t have any views that were from the roof pointing straight
down.

Figure 6.2: Scenes from the Panoptic Dataset selected for the experiments

After using the image extraction script provided with the dataset, there were 7 500 jpg
images from 160906_pizza1, 4 500 jpg images from 170915_office1 and 14 000 jpg images
from 170407_haggling_a3. Since the videos for each scene were of different length, the
number of images extracted also varied scene by scene. I randomly chose 3 000 images from
each scene and created the labels for the chosen images. The camera calibration matrices
provided in the Panoptic dataset for each image were also extracted into text files. For
training MonoLoco, the labels and calibration data for each image needs to be in its own
text file. I created a program that took the 3D pose skeleton data for each frame selected
for training, extracted bounding box coordinates and the object center coordinates from
each skeleton and saved that information into a text file. The bounding box coordinates
MonoLoco uses for training needed to be in two dimensional image coordinates and the
object center coordinates needed to be in three dimensional camera coordinate form. The
KITTI dataset also contains values for observation angle and rotation of objects that
MonoLoco also uses for training. Since I wasn’t able to get these values from the Panoptic

55
Dataset, I left these values as 0 for each datum, since then I would only have to make
minimal changes to the preprocessor.
7 000 of the images were randomly taken as the training dataset and remaining 2 000 as the
validation data. Before training, all the images were preprocessed by the pose detector
used by MonoLoco. I used the pretrained model that was provided in the MonoLoco
repository for this pose detector. Afterwards training could be started.
Since MonoLoco was originally trained with only KITTI and nuScenes, I had to make
some modifications into MonoLoco in order to make it compatible with my dataset. In
the source code there are two python classes, preprocess_ki.py and kitti.py that are used
to preprocess and manage the KITTI dataset during training. Some preprocessing steps
include reading the provided label and calibration text files and matching the keypoints
detected by the pose detector. I found it easiest to turn the calibration files provided by
Panoptic and bounding boxes I extracted from the dataset into similar form that KITTI
uses. After that I could make my dataset compatible with MonoLoco with only minor
changes to the code. I created new classes, preprocess_panoptic.py and panoptic.py that
were almost identical to the original preprocessing files used by MonoLoco.
I also made some changes to the source code for the trainer. MonoLoco calculates the
losses for each input parameter separately and sums them to get the total loss. Since the
training data I used didn’t contain some parameters that MonoLoco uses, I changed the
code so that losses for those parameters weren’t calculated.
During the training I used the default training parameters.

6.5

Results

Some predictions of images taken from the Panoptic dataset that were made by the pretrained MonoLoco model are plotted in Figure 6.3 and Figure 6.4. The colored rectangles
and crosses mark the bounding boxes and object centers predicted by MonoLoco. The
ground truth object centers are marked as gold circles. The predicted distances are marked
in white text next to the predicted object centers. The predicted distance is in meters. The
bounding boxes are detected by the 2D pose estimator OpenPifPaf. The object centers
are three-dimensional vectors (x, y, z) which are then projected from camera coordinates
into the image with the calibration matrix.
As we can see, the predictions made by MonoLoco that was pretrained with the KITTI
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Figure 6.3: Predictions by pretrained MonoLoco

dataset are reasonably accurate. The bounding boxes are generated based on the 2D
skeleton predicted by OpenPifPaf during the preprocessing so it is not surprising that
the bounding boxes are accurate since 2D object detection is already known to be quite
highly developed. MonoLoco also managed to predict the distance of the people rather
accurately as well. This is probably because even though the angle of the cameras point
of view is around 45 degrees, people in the images still look reasonably similar to people
in the KITTI dataset. I also tested the pretrained MonoLoco on some other images where
the people are photographed almost in a direct straight down angle, where their limbs and
other distinctive features are almost invisible.
The results of these predictions are in Figure 6.5. This time MonoLoco didn’t perform as
well. Once again the bounding boxes and the predicted centers are quite accurate, which
points to the high generalizability of OpenPifPaf as a 2D pose detector. The predicted
distances weren’t accurate. In my experiments I found that when MonoLoco struggles with
predictions, it usually outputs a distance value of around 142 meters for unknown reasons.
With the default settings MonoLoco won’t even output detections that were deemed to
be over 100 meters from the camera so it is likely that the failed distance prediction of
around 142 meters that each image got is just something given when the detection has
completely failed.
These brief experiments suggest that the point of view that was used during photography
matters during 3D object detection. MonoLoco struggles with detecting people viewed
from up most likely because the people look so different compared to what they look like
in KITTI dataset. Detecting them and estimating the distance reliably from this angle is
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Figure 6.4: Predictions by pretrained MonoLoco

Figure 6.5: More predictions by pretrained MonoLoco

almost like a completely different task, since people lose most of their distinctive features.
Using MonoLoco from this angle with its pretrained model doesn’t seem advisable.
Unfortunately my attempts to train the MonoLoco model with the Panoptic Dataset
weren’t successful. After training , the model wasn’t able to make any detections, even on
the same images that were included in the training dataset. It is possible that the changes
I made to the trainer made the training method not work anymore, since MonoLoco was
designed for those object features in mind. Another possibility is that the dataset I used
for training wasn’t robust and diverse enough. Since the data I used for training was taken
from three relatively short videos, many of the images were similar to one another. Also
it is possible that the scenes I selected weren’t variable enough.
It is possible that even with successful training with the Panoptic Dataset, MonoLoco
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wouldn’t have been able to detect images like the ones from Aalto University. Even
though the cameras point of view in images from Panoptic Dataset is different compared
to KITTI, the differences still aren’t that noticeable.

7 Conclusions
The purpose of this thesis was to analyze and evaluate how well current monocular 3D
object detection and tracking methods could be applied to use in autonomous cranes
through both theoretical analysis and empirical experimentation.
The early chapters of this thesis introduced object detection and tracking methods in
general and how they work in both 2D and 3D. Some of the most prominent current algorithms were presented. We first went through the basic definition of object detection and
presented in technical detail the two most commonly used families of detection algorithms;
region based algorithms and YOLO (You Only Look Once) algorithms. The chapter also
went through object tracking, which is a computer vision technique closely related to object detection. We presented some of the most commonly used tracking paradigms and
techniques and the theoretical basis behind them. There was a similar presentation of 3D
object detection and tracking methods. After the general introduction we went through
the methods that were going to be analyzed more closely. Afterwards there was a brief
overview on how object detection and tracking have previously been used for industrial
robots and industrial settings in general. Also some of the datasets and metrics used for
these purposes were presented. Afterwards a recently developed monocular 3D object detection method was tried to test its applicability to a detection and tracking system that
could be used for industrial cranes to monitor their environment.
3D object detection and tracking are currently open problems in computer vision research.
The purpose of this thesis was to evaluate the current state of monocular 3D object
detection and tracking research to see what are the current obstacles and requirements for
developing detection and tracking systems for industrial settings.
Based on the literature research I conducted for this thesis, there is still a relative lack
of research into using 3D object detection and tracking for self-monitoring cranes and
industrial robots in general. In the past the uses of object detection for detecting people
for safety reasons have been researched but the focus has been on 2D detection only.
3D object detection for industrial robots has been researched as well but largely only for
detecting some task specific objects like detecting parts in shipping containers to be picked
up. Since monocular 3D object detection is much more difficult compared to LiDAR-based
detection, it is understandable that there has been less publishable results for using it in
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different applications.
Another reason to the lack of research into 3D object detection and tracking for other
applications than autonomous driving is caused by a lack of suitable datasets. Deep
learning based object detection requires large datasets and creating image datasets with
3D bounding boxes is very laborious and time-consuming. The lack of suitable datasets
discourages research. Datasets for 2D object detection can be created from practically
any set of images as long as one is willing to spend the time to label the images. Creating
datasets for 3D object detection requires knowing the camera intrinsics and extrinsics
and the actual 3D position of each objects in relation with the camera. If the set of
images wasn’t specifically intended for 3D object detection research, it is unlikely that
that information can be recovered afterwards.
I believe that current 3D object detection research allows for creating an object detection
systems that could be used for autonomous cranes and other robots.
The fact that MonoLoco clearly measures the uncertainty of detections caused by the
ambiguity of monocular images, makes it interesting. It would be useful if more 3D object
detection and tracking methods in the future would also provide similar metrics. In the the
original article it was estimated that the inherent ambiguity can cause a localization error
of few meters at worst at long distances. For autonomous cranes this might potentially be
acceptable as one would want to keep reasonable large safety distance between the crane
and any people detected to avoid any potential accidents. Issues with MonoLoco include
that only detects people who are standing up. Also since MonoLoco uses assumptions
about the average height of humans, detecting children and their locations with any degree
of accuracy might not work. During the experiments it was shown that the MonoLoco
model trained on KITTI wasn’t able to accurately evaluate the distance to people when
the camera was pointing down from the roof. There would need to be more investigating
into if MonoLoco could be trained with different data to be able to measure distances from
other camera views. This would require finding a suitable dataset.
The most interesting thing about Pseudo-LiDAR is in its modularity. Since the method
can use any depth estimator and LiDAR-based detector, it allows for experimentation and
updating as research into these methods advances. Also a breakthrough in the research of
either depth estimators or LiDAR-based detectors could also improve the effectiveness of
Pseudo-LiDAR a great deal. In the future it would be interesting to make a robust survey
into testing Pseudo-LiDAR with a wide array of different depth estimators and detectors
to see if it as generalizable as it seems. The issue of course is finding a suitable dataset
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if one wants to try Pseudo-LiDAR effectiveness for something other than autonomous
driving.
Since some detectors can only detect people, it might be necessary to use different detectors
for different objects and then combine their results. Multiple algorithms could form an
ensemble system that would work better than any one of the separate parts. Also any one
detection method might be effective only from one angle. Developing an algorithm that
could reliably detect objects at every possible angle might be very difficult so an ensemble
system could work for this reason as well.
Current object tracking methods primarily work using the Tracking by Detection paradigm.
This means being able to get reliable and accurate detections is vital for object tracking
systems to work correctly. The fact that object detection and data association steps in
object trackers are separate, allows for choosing the best methods for each step. This
would also allow updating the tracking system as new research becomes available.
Developing reliable and accurate monocular 3D object detectors is of course only one part
in building a real detection and tracking system for an autonomous crane or any other
industrial robot that needs to operate without human control. If the camera is attached
to a moving crane, it is essential that the system is able to perform constant, accurate
localization or otherwise even accurate detection isn’t useful.
For future research it would be necessary to obtain more suitable image datasets with 3D
labels. Even though open access image datasets are common and it is easy to find them
online, datasets suitable for 3D object detection and tracking are much more difficult to
find. For parties interested in further research into 3D object detection for autonomous
cranes and other industrial robots, it might be worthwhile to invest into creating a robust
dataset for this purpose. One possible option might be using computer simulations to create synthetic datasets where labeling could happen automatically and the 3D information
of the environment would always be available.
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