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Simultaneous Localization and Mapping (SLAM) research is gaining a lot of traction as the
available computational power and the demand for autonomous vehicles increases. A SLAM
system solves the problem of localizing itself during movement (Visual Odometry) and, at the
same time, creating a 3D map of its surroundings. Both tasks can be solved on the basis of
expensive and spacious hardware like LiDaRs and IMUs, but in this subarea of visual SLAM
research aims at replacing those costly sensors by, ultimately, inexpensive monocular cameras.
In this work I applied the current state-of-the-art in end-to-end deep learning-based SLAM to
a novel dataset comprising of images recorded from cameras mounted to an indoor crane from
the Konecranes CXT family. One major aspect that is unique about our proposed dataset is
the camera angle that resembles a classical bird’s-eye view towards the ground. This orienta-
tion change coming alongside with a novel scene structure has a large impact on the subtask of
mapping the environment, which is in this work done through monocular depth prediction. Fur-
thermore, I will assess which properties of the given industrial environments have the biggest
impact on the system’s performance to identify possible future research opportunities for im-
provement. The main performance impairments I examined, that are characteristic for most
types of industrial premise, are non-lambertian surfaces, occlusion and texture-sparse areas
alongside the ground and walls.
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1 Introduction

With recent progress in robotics, sensors and computing power, the research for au-
tonomous navigation of any kind is drawing more and more attention. Fundamentally,
the autonomous navigation task in unknown environments is often split twofold: One
subtask is to create an accurate representation of the environment in the form of a 3D
map. Another subtask that needs to be addressed alongside is the robot’s own localization.
The latter is commonly referred to as Visual Odometry, which has been an established
research area defined as the camera pose estimation between consecutive images over a
certain time which, finally, results in a camera trajectory. The former, on the other hand,
depends largely on the sensor used for imaging (monocular, stereo, RGB-D). In this work
the mapping task is defined as the more recently emerged area of Monocular Depth Predic-
tion. In the SLAM context both subfields are combined in a way that the robot is localized
inside the self created map. The requirement of solving both challenges simultaneously
turns the situation into a chicken and egg problem because the autonomous robot needs
to create a rather accurate map of his surroundings while simultaneously localizing and
tracking itself within the map. Solutions that address both challenges are aggregated un-
der the term Simultaneous Localization and Mapping (SLAM) or the camera based version
visual SLAM, which constitutes one of the most active computer vision research areas.

A famous example for a ground breaking application of SLAM is the Mars 2020 Perser-
vance Rover which is equipped with 23 cameras in total. For autonomous driving without
human intervention the robot is equipped with a stereo camera setup aimed at the front
called Navcams as well as with Terrain-Relative Navigation by cameras pointing towards
the ground [NASA, 2020]. This robot will explore territory unknown to human kind au-
tonomously, meaning that it needs to map and deal with obstacles or terrain that it has
not observed before on earth. Furthermore, in order to deliver relevant observations for re-
search purposes, it needs to track its own position carefully to avoid for example sampling
the same terrain twice.
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1.1 Motivation

It is possible, like the Perservance robot, to solve the challenge of mapping the environment
and tracking the position with expensive sensors like LiDaRs , IMUs and stereo cameras,
but because of cost and practicability reasons as well as increasingly good performance,
recent research focus shifted more towards monocular SLAM. As it is based on only RGB-
cameras, monocular depth and pose prediction per se constitutes an inherently ambiguous
problem [Bhoi, 2019] because in the moment an image is taken the 3D world is converted
into a 2D representation thereof and, hence, the depth information is lost. Still, based
on different types of computations and a-priori knowledge about the world, it has been
made possible to reconstruct dense depth maps from single images, but when depth and
pose prediction are jointly learned from monocular images one major difficulty arises:
they are only defined up to an unknown scale. In comparison to a stereo application,
where the object depth in the form of pixel displacement can be calculated based on the
known relative camera position (baseline), in the monocular domain both the object’s
depth as well as the camera movement are unknown variables and, hence, this ambiguous
relationship thereof can only be expressed up to a scale factor.

The current state-of-the-art performance in all common domains of monocular visual
SLAM is achieved by D3VO [Yang et al., 2020]. This approach combines a deep learning-
based frontend with a complete backend featuring bundle adjustment, key frames and loop
closure. In this research the machine that should be automatized to explore the industrial
environment autonomously is an indoor crane from the Konecranes CXT family which
is shown in figure 1.1. More broadly, this work targets the use of visual SLAM inside
indoor industrial environments with their unique characteristics. The research area that
resembles the crane environment and the targeted cost efficiency the closest is monocular
SLAM for indoor UAVs (unmanned aerial vehicles). Researchers in this area try to come
up with solutions that solve the two problems of the drone’s own position as well as the
mapping of the environment without any GNSS signals. An established dataset for this
purpose is called EuRoC MAV [Burri et al., 2016] which contains among other things five
sequences recorded in a machine hall by a flying drone. These images depicting a broad
spectrum of machinery show similar structures as those found in the industrial premise
operated by the crane, but the viewpoint of the drone’s camera resembles more the hu-
mans’ point of view in a horizontal direction, which differs from the crane’s top down
vision. The full D3VO system outperforms all other methods in this domain including
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Figure 1.1: Ilmatar Open Innovation Environment [Autiosalo, 2018].

ORB-SLAM [Mur-Artal et al., 2015], which is the current state-of-the-art for classic vi-
sual SLAM methods without deep learning acting often as reference solution. If the D3VO
system is reduced to only end-to-end prediction of pose through the neural network-based
frontend, still, the observed performance drops below the one reported for ORB-SLAM.
These results indicate clearly that deep learning can outperform established vision-based
methods and research should be conducted inside this novel field of AI based SLAM to
identify remaining weaknesses that still impair the performance.

In this work I focus only on the evaluation and problem identification of the deep learning
outputs in the frontend because a complete SLAM system is out of scope and subject to
future work. The D3VO frontend is founded on the principle of unsupervised learning of
structure and motion proposed in the work called SfM-Learner [Zhou et al., 2017]. In this
work I applied the SfM-Learner architecture as well as its slightly improved version called
Scale Consistent SfM-Learner [Bian et al., 2019] to a novel application area of bird’s-eye
industry vision that poses unique new visual challenges inside its environments.

Due to its specialized premises the industry machines are operated in, they come along with
special properties and viewpoints differing largely from those found in often used domain
areas like outdoor street navigation or indoor office buildings. Comparing the industry
vision viewpoint to one of the most frequently used dataset for visual SLAM called KITTI
[Geiger et al., 2012], clear distinctions can be found inside its scene structure and camera
movement restrictions. The KITTI dataset provides images and labels recorded from a
car’s roof for the use-case of autonomous driving on public streets. Recordings obtained
through the car’s movement come along with the physical restrictions which are that cars
can only move forward (pushing the gas) and rotate sidewards (steering to either side),
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but they never move up or down, or rotate around the z-axis (yaw). In comparison to that
the crane has even further limitations: it can only move orthogonally to the floor in the
camera’s x and y direction, but can not come closer to the ground (z-axis). Furthermore,
the crane is static in its orientation towards the ground meaning that no rotation of the
camera takes place. To be able to generalize our solution across other industrial application
fields, we tried to attach cameras onto the crane’s hook, which, then, can record additional
footage with movement in z-axis (depth) direction. This inclusion is especially helpful to
evaluate how accurate the system handles depth estimation when moving into the third
dimension.

The previously described differences to known application areas raise the question of how
well do deep learning-based systems perform inside the given industry domain from a
bird’s-eye perspective, which I tried to answer in this work. More specifically, I will
investigate how deep learning-based methods handle certain situations, which have proven
to be challenging [De Croon and De Wagter, 2018] like occlusion, reflections and sparse
image gradients in comparison to a visual odometry system based on ORB features [Rublee
et al., 2011]. Furthermore, this work tries to gain new insights into the black box character
attached to any neural network based system. Previous research has conducted several
experiments on how neural networks estimate monocular depth in a street setting [Dijk
and Croon, 2019], but the findings are not yet able to fully answer all question towards the
black box’s behavior. The novel bird’s-eye view of indoor areas may help in understanding
monocular depth estimation more thoroughly and thereby contribute to future monocular
visual SLAM research.

1.2 Challenges

This work attempts to identify the visual SLAM challenges posed by industrial environ-
ments like warehouses and tries to answer the question if monocular depth prediction is
a promising approach with given scene geometry, which is fundamentally different from
most other popularly used visual SLAM datasets like KITTI [Geiger et al., 2012] or TUM
[Sturm et al., 2012] by a variety of aspects. Three main challenges that need to be ad-
dressed in order to successfully navigate and explore the environment are feature sparsity,
non-lambertian surfaces and occlusion.

The first major challenge of the environment is its feature sparsity, which is defined as
not having a lot of uniquely identifiable areas inside the image that could be matched



5

between consecutive images to compute the homography (camera movement). Examples
for computational methods to detect feature points are ORB [Mur-Artal et al., 2015], Brisk
[Leutenegger et al., 2011] and SIFT [Lowe, 2004b]. Generally, if an image contains only
few feature points by the above listed computations, it is called feature sparse. As all this
methods of detecting features rely on image gradients, which are defined as distinct changes
in color intensity, in the following part the phrase feature sparsity is used equivalently to
describe an image low in gradients.

The recordings, especially at times where the warehouse may be empty or filled with
few objects, are overall sparse in image gradients because only plane floor is visible. Even
worse, some parts of the image containing gradients and, therefore, usable information, are
caused by monotonous textures at the floor or walls. Those textures are mostly not unique
so that the system, based on the repetitiveness of the texture, may not be able to correctly
match concrete gradient points between the images, which leads to erroneous behavior in
many SLAM systems [Younes et al., 2017; Shu et al., 2020; Ruotsalainen, 2013]. Those
properties make the dataset itself challenging to work with, as also approaches that do not
directly match certain image points with each other, suffer from low levels of information
inside the images.

The next challenge that is often encountered inside an industry environment are non-
lambertian surfaces [Zhou et al., 2019; Earp et al., 2007; Chen et al., 2020]. If an object
fulfills the property of being lambertian, all light that hits its surface is reflected diffusely
which means the light emerges equally into all directions. Consequently, the object is
perceived as the same color from every angle. On the contrary, if the topmost layer of an
object falls into the category of non-lambertian material, the light is not reflected equally
in all directions, but specularly into one specific direction. From the beginning of computer
vision research this type of reflection constituted a major difficulty to all kinds of subtasks
because the image intensity of a fixed point in the real-world can change depending on
the camera’s angle towards that spot [Zhou et al., 2019, Earp et al., 2007]. Therefore,
all photo-consistency constraints between images are invalidated in such case. While
non-lambertianess occurs in street navigation scenarios through for example windows, the
amount of image pixels covered with them is usually in a low 1-digit percentage area. In
the industrial case this number can reach much larger dimensions because on one hand the
floor often contributes non-lambertian surfaces to the images and, on the other hand many
objects in the industry, especially metal rolls, are characterized by reflecting properties.
These metal rolls are logically found to a large degree in metal factories and storages which
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Figure 1.2: An attempt to simulate metal rolls with non-lambertian surfaces by placing aluminium foil
onto objects.

make up a large fraction of industry crane use cases. To be able for the system to cope
with such circumstances, I tried to simulate realistic conditions during data collection by
utilizing aluminium foil as replacement for actual metal rolls found in a real factory. This
attempt is shown in figure 1.2. Inside this figure it also becomes visible that the aluminium
surface was not plane in most areas which created a very different reflection behavior than
a fine piece of industry metal would. Moreover, the lighting to create reflections was
dimmed because the crane (due to the overall small size of the experimental environment)
occluded most direct lighting emerging from the ceiling lamps, which resulted in much less
reflections than it was aimed at.

The other prevalent source of reflections, non-lambertian floor, depends on both the floor’s
material but also the type of ceiling lighting facing towards the ground. An example of this
is shown in a testing image 1.3, which originates from a different crane testing environment
than the one used for data collection. Therein distinct specular reflection cones can be
seen due to a combination of strong ceiling lights and a ground surface which is highly
non-lambertian. Inside the premise used for data collection only minor ground reflections
could be reproduced as seen in the lower area of figure 1.2. Again, as with the metal rolls,
the illumination was not bright enough to create impactful reflections like the ones seen
in the test image.

Another difficulty arises through the physical limitation of attaching a camera to the
trolley. Independent of the viewpoint, the camera’s sight will automatically be occluded



7

Figure 1.3: A test image from Konecranes containing a vast number of specular reflections.

or at least partially impaired by any object lifted upwards or the crane’s hook itself. The
effect thereof influences the images twofold: if some parts of the image are occluded by an
object, the image’s total information content is reduced proportionally to the size of the
object because the occluded pixels can not deliver any meaningful hints towards estimating
the camera movement. In addition to that, these pixels can even impact the predictions
negatively because the objects are dynamic as they move along with the camera. Any
type of visual odometry is always based on the assumption that the scene is static, which
lead to tackling dynamic objects being a major research question for many years. In this
context the situation has a special character, though, as the dynamic objects are closer to
the camera and tend to cover a much larger part of the image than for example pedestrians
would do in a pedestrian navigation context.

In most visual SLAM datasets and application areas the camera is orientated similarly to
a human’s viewpoint which will usually perceive the horizon in the upper parts of its view
and depth mostly increments towards the horizon on the y-axis of the image. Additionally,
for example in a street-setting, the network can pick up clues from monocular images like
a tree partly occluding a wall, so the tree is closer than the wall. The complete opposite
to that is posed by the bird’s-eye view of an indoor crane which observes a plane floor
of the industry premise filled with an unknown number of random objects stored therein,
whose height and in turn distance from the camera needs to be estimated. Seen from
above, such hints as the tree occluding parts of a wall do not exist therein. It is clear
that every object is closer to the camera than the floor, but which of the objects is closer
than another object is, if the camera is orthogonal above the objects, physically almost
not possible to estimate based on monocular vision, which is the reason that this dataset
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is more challenging than established ones.

Alongside the visual challenges encountered inside the industry, another challenge specific
to this work is the overall small variance inside the collected data set. Because of privacy
and physical restrictions the images are collected from only one research crane that is
able to move within approximately 200m2. Consequently, images are only recorded from
one height, while in reality cranes can be mounted at any height up to a certain physical
threshold. Furthermore, the constraint of recording in only one premise also severely
limits the diversity in objects visible for the crane. This fact may lead to an overfitting
phenomenon that is defined as a behavior in which the system recognizes objects it has seen
at train-time and, then, only remembers the depth from training instead of generalizing
the depth from image patterns. If that behavior is observed, the probability is high that
in an unknown environment with novel objects not seen before the system will fail to
estimate coherent depth maps thereof.

1.3 Contributions

In this work I will explore a novel industrial environment characterized by occlusion,
feature sparsity and non-lambertian surfaces with state-of-the-art monocular visual SLAM
systems called SfM-Learner [Zhou et al., 2017] and its improved version SC-SfM-Learner
[Bian et al., 2019]. The aim of this research is to assess the performance of existing deep
learning based SLAM architectures and to evaluate the impact of individual parameters
on the outcome thereof. Furthermore, this research attempts to identify industry specific
issues like reflections and analyzes whether current systems are actively impaired by those
phenomena. Thereby I will evaluate the effects of the most important parameters onto the
system’s performance and report the results. This work builds the foundation of future
research wherein the specific outlined challenges are addressed with novel methods. In the
last step the research in this area should lead to a new proposes system that is based on
low cost equipment which can replace expensive hardware implementations such as lasers
at negligible performance costs.

To be able to investigate any behavior in the industrial domain, I collected a new image
dataset which contains recorded image sequences of crane movement including ground
truth pose and depth data obtained from a laser system and a 3D camera. As laid out in
the previous section, the scene geometry of the crane’s viewpoint differs broadly from well
established outdoor navigation footage. Relating to those differences, I evaluated whether
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it is possible to compute reasonably accurate monocular depth maps by applying existing
state-of-the-art methods to this novel viewpoint. Especially the results of the monocular
depth estimation task will be able to contribute towards the research question on how
a neural network predicts the depth from monocular images and, hence, helps with the
understanding of modern neural network black box systems.

Another key aspect of this work is to evaluate the performance of deep learning methods
in environments characterized by reflections, occlusions and feature sparsity, and whether
neural network based pose estimation can outperform classical visual odometry meth-
ods utilizing ORB-features [Rublee et al., 2011] on images characterized by those three
attributes.

After chapter 1 explained the problem setting and research goals, chapter 2 introduces the
basic underlying computer vision concepts that the investigated architecture builds on.
The concrete computations and loss functions used to train the deep learning models are
subsequently described in chapter 3. The dataset and its collection process as basis for
the experiments conducted in this work are covered in chapter 4. Chapter 5 aggregates
all results observed for the individual subtasks of visual odometry and monocular depth
prediction. Finally, the last chapter 6 summarizes all findings and gives an overview over
possible next steps that have to be taken in order to advance the research of deep learning
based SLAM in the industry domain.



2 Visual SLAM Theory

In this chapter I will describe the basis on which SLAM systems are build and discuss
strengths and weaknesses of competing methodologies. Because this work focuses on ap-
plying end-to-end deep learning-based state-of-the-art methods to a new image viewpoint
and identifying specific issues that arise thereby, certain aspects of production ready SLAM
frameworks are not accounted for in this work. Such features, for example the detection
of a loop, will be addressed in future work.

2.1 Slam Architectures

After many years of visual SLAM research, two distinct categories of approaches have
established themselves successfully: Direct and Indirect SLAM. They both emerged from
the central question, if it is possible to find points that are unique and invariant to camera
movement, called features. If those were found, the next question is how to find out which
feature in the first image corresponds to which one in the second picture. These described
challenges are called feature detection and feature matching and appear in a variety of
computer vision applications. While in both types of SLAM the image gradient plays a
central role in determining those points of interest, the two techniques vary within their
steps to relate the two images to each other. The idea behind indirect methods is to find a
sparse number of unique geometric features based on gradients of local image patches. In
practice the computations for finding different features are more complex, but the concept
can be visualized by comparing an image corner and an image line. Corners have the
property of having a high gradient or color intensity change towards both the x and y

direction, which will lead to a definite change in values when the image patch is moved
[Torr and Zisserman, 2000]. On the other side, if the image patch contains a straight line,
a translation along the line’s direction would not change the locally observed area and,
hence, it is not possible to determine that the given translation took place. Over the years
plenty of methods emerged which differ in their approaches to quality versus computational
speed: ORB [Mur-Artal et al., 2015] BRIEF [Calonder et al., 2010] and FAST [Ghahremani
et al., 2020]. The important thing to note here is that they rely on the patch’s gradient and
are, therefore, robust to scale and lighting variations. Next, after finding unique points in
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two consecutive images, the second challenge to overcome is how to make sure the features
in image one are matched to their corresponding counterparts in image two. To tackle
this issue, a broad spectrum of representations of image patches has been developed, from
numerical arrays to binary arrays. After matching a sufficient amount (equal or larger
than 5) of features within the images, the 5 point nister algorithm [Nister, 2004] can be
utilized to compute the projection matrix that describes the camera movement between
the frames. As all previously mentioned processes are subject to errors, a broad number of
techniques got introduced to mitigate the impact of errors and outliers on the final result.
One central algorithm to reject outliers and mismatches is called RANSAC [Fischler and
Bolles, 1981], which is built around the principle of random sampling of feature point
subsets and afterwards evaluating how many total data points lie in accordance with the
result computed on this specific subset. After a fixed amount of subsampling iterations
and evaluating, the best solution is chosen to be exactly the one with the most inlier
points.

While the indirect methods first detect and match a sparse number of geometric features,
the direct approach operates directly on image intensities. Central to direct SLAM is the
brightness constancy assumption which states that corresponding points in two images
depicting the same real-world coordinate have the same intensity values in each image.
Building upon that assumption, it is possible to formulate the photometric error or pho-
tometric energy directly over all pixels, which means, instead of trying to match single
feature points within the image, the images are aligned as a whole. Based on a similarity
transformation that should resemble the camera movement as close as possible, one image
can be projected (also called warped) into the other camera’s frame. After aligning them,
the difference of pixel intensities can be computed jointly over all pixels, which defines the
total photometric error. This formulation enables a mathematical relationship between
the camera pose matrix and the image’s pixel intensities which opens up optimization of
the pose matrix based on the known intensities. In traditional direct SLAM frameworks
which do not incorporate deep learning into its pipeline, the Gauß-Newton Algorithm
[Gratton et al., 2007] is used to minimize the error, which is not further elaborated on in
this work.

Many different direct SLAM approaches emerged over the years, the most popular ones
being LSD Slam [Engel et al., 2014], Direct Sparse Odometry [Engel et al., 2016] and
DTam [Newcombe et al., 2011]. Similar to the outlier detection algorithms used in in-
direct SLAM, a vast range of techniques exist within those frameworks to cope with the
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inherent errors of an image intensity based approach. For example in the work of Engel et
al. [2016] the authors transferred the concept of geometric camera calibration (defining the
geometric physical properties of projection of a given camera) to the photometric plane
and introduced models for image lens attenuating (vignetting) and non-linear response
function. With the help of mentioned methods, the architecture can improve the overall
performance by subtracting camera specific artifacts from the image and, thus, guarantee
a more consistent modeling of the real-world which increases the system’s overall perfor-
mance.

Broadly summarized, indirect methods build upon a geometric prior found in a sparse
amount of image patches, while the direct methods are based upon a photometric prior
across all pixels. Both SLAM architectures excel in different scenarios, therefore, it is
important to evaluate the arguments for and against using either approach for a given
use case. The environment to be dealt with in this work is especially challenging for
localization because it is characterized by a low number of features in some areas, which
could contribute relevant edges and corners to the image. Additionally, the algorithms have
to cope with reflections coming from non-lambertian surfaces found at the floor as well
as at shiny metallic objects. These specular reflections can interfere with the brightness
constancy assumption and, hence, pose a major difficulty to especially direct models.

Intuitively the sparse number of features impairs the application of any indirect solution
[Nister, 2004; Mur-Artal et al., 2015; Fischler and Bolles, 1981]. The lesser matches are
found, the more unstable is the result. Furthermore, if the number of features drops below
a certain threshold, the tracking can easily break and orientation is lost. In addition, even
the feature points that can be observed, for example, within textures at the ground are
prone to result in mismatches because they are not unique. These textures usually extend
and repeat themselves throughout the whole premise and image and, hence, mismatches
between similar textures on the floor are a likely obstacle to an indirect approach.

Because direct SLAMs do incorporate more image points and, thus, effectively utilize
more information encompassed into the image, they are able to track more points in a
feature sparse environment to estimate the camera pose to a satisfying degree [Yang et
al., 2017; Engel et al., 2014]. Based on the global optimization of the camera pose, an
area with repetitive textures can still be aligned between two images. If a monotonous
texture moved from the bottom of the image towards the top, an indirect approach would
start to find matches between the individual features found inside the textures, leading to
erroneous links of features. The direct approach instead jointly optimizes over all pixels
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and, therefore, tries to align the whole structure in both images by the camera movement
matrix. In practice, also direct approaches struggle with repetitive textures especially
when they reach over the image boundaries, but in general the error likelihood because
of not-uniqueness is lower than in indirect methods. The property that would favor the
indirect methods over the direct methods are the specular reflections observed often in an
industrial setting [Chen et al., 2020]. They violate the brightness constancy assumption
and, thus, can contribute to possible errors within the photometric error in direct SLAM.

Another key property that contributes largely to the decision of a final architecture is the
environment lighting [Yang et al., 2020; Engel et al., 2014]. While the geometric represen-
tation used in indirect SLAM is invariant to lighting changes because of its locality and
gradient focus [Mur-Artal et al., 2015; Leutenegger et al., 2011; Lowe, 2004b], situations
of altering light can cause problems for direct SLAM methods. If the photometric er-
ror should be meaningful, then the brightness constancy assumption must hold, meaning
that scene lighting is diffuse and constant. If it is violated, which happens especially in
outdoor areas by factors ranging from weather to daytime changes, the system is likely
to lose tracking because it cannot match pixels based on the intensity values anymore as
the photometric error is not invariant to those light alterations. Contrary to that, indoor
environments are generally less vulnerable to lighting changes because of its artificial il-
lumination. In the research for industry facilities as a subarea of indoor navigation, the
brightness constancy holds even stronger because factory lights are generally assumed to
be on during all operating times. Still, most industry halls are equipped with at least small
windows and, thus, allow for illumination influence by the sun directly. That fact is raising
the question on whether the brightness consistency will hold for the factory environment
and needs to be evaluated empirically. It may not hold for every industry premise, but
for the testing industry premise and a testing environment the brightness does not alter
due to sunlight, which is another aspect incentivizing the use of direct methods.

2.2 Photometric Error in Direct Slam

After discussing advantages and disadvantages of both methods, the environment at hand
favors a direct photometric approach over an indirect approach. To illustrate the essential
computer vision methods which enable direct SLAM, the notation and formulas from the
works of Engel et al. [2014] and Zhou et al. [2017] are used.

Mathematically the camera movement, also commonly referred to as extrinsics, can be
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described as a 6 degrees of freedom (6DOF) similarity transformation P shown in equation
2.1.

P =
R t

0 1

 (2.1)

Therein R ∈ R3x3 constitutes a rotation matrix and t ∈ R3 a translation vector, totaling
in six parameters. The latter consists of three values, namely the camera’s translation in
x, y and z direction. Accordingly, the rotation matrix R represents the three angles pitch,
roll and yaw of the camera in relation to the world coordinate system.

In the following the two images which are related by the transformation P are referred
to as target image (Itgt) and source image (Isrc). In order to evaluate or optimize any
pose P , the 3D structure of the two views needs to be related to each other by a warping
process so that a comparison of the real image and its warped approximate can be carried
out. As this warping process requires 3D real-world coordinates, an RGB recording is not
sufficient for warping the images because information of the third dimension (depth) is
required to adequately reconstruct an image. This requirement increases the difficulty of
the given task because a dense depth map D needs to be estimated concurrently.

The warping process itself can be constructed in two major ways: forward warping and
inverse warping. Both approaches are referring to a function which describes the warping
relationship between original and warped images in two different ways. The foremost mod-
els the warped coordinates as a function of the original coordinates Iwarped = f(Ioriginal)
(forward). That means that the discrete values get sampled and then need to be inter-
polated to fit into the discrete grid of the warped image. The latter, in contrary to that,
reverses this relationship by computing the origin location to be sampled, as a function of
the discrete warped coordinates Iorigin = f(Iwarped). Figure 2.1 shows a graphic represen-
tation of both warping types. It also illustrates the forward warping’s issue of potential
holes shaded in gray. These artifacts can decimate the result’s image quality which is the
reason that inverse warping if usually preferred in image restoration tasks over forward
warping, where all points of the warped image can be filled by interpolation of the corre-
sponding original coordinate. The inverse warping function denoted as ω used in all major
direct SLAM methods is shown in equation 2.2 and visualized in figure 2.2.

p̂ = ω(p;Dtgt;Ptgt→src) = KPtgt→srcDtgtK
−1p (2.2)

K stands for the camera calibration matrix, also referred to as camera intrinsics, which
consists, in most cases, out of the focal length and focal point in both x and y direction.
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Figure 2.1: Illustration of forward warping on the left, and inverse warping on the right. Graphic taken
from Schwarz, 2021.
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Figure 2.2: The inverse warping process ω described through its sequential transformations.
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These parameters describe how any real world 3D point is projected into the image frame
based on the physical properties of the given camera. The inverse thereof describes the
projection from the image frame into the world frame, but because the depth information
is lost when taking a 2D image, this projection defines a line of possible locations, not one
specific point. In the first step of the warping process the set of 2D pixel coordinates p of the
target image Itgt, which is fundamentally a mesh grid of size image height × image width,
are projected into the camera coordinate system by applying the inverse camera calibration
matrix K−1. The results of this computation specify a 3D point cloud assuming that the
depth of every pixel equals 1. To subsequently determine the correct 3D locations based
on the system’s depth estimation, the result is multiplied with the predicted dense depth
map Dtgt of the target image. This part of the transformation is done inside the target
image frame and illustrated on the left side of figure 2.2. After obtaining the full 3D point
cloud, the projection matrix Ptgt→src describing the movement between the two camera
locations shifts the 3D points into the camera coordinate system of the source image Isrc.
Finally, the camera coordinates need to be projected back into the image frame of Isrc by
reapplying the camera matrix K, resulting in the computed pixel coordinate set p̂ (visible
on the right side of figure 2.2). After finishing this computation two pixel coordinate
sets are available: p and p̂, the foremost specifying the real-world 3D points inside the
target image frame and the latter specifying the same real-world coordinates in the source
image frame. To compare whether those pixel coordinates correctly refer to the same real-
world points, the sets of pixel coordinates are used to sample intensity values from the
corresponding images, which can, then, be set into relation by similarity measurements.
The bilinear sampling function of coordinates p from image I indicated by green arrows
in figure 2.2 is in the following referred to as I(p).

To summarize the warping process in a few words, the 3D structure of the target image is
warped into the source camera’s image frame, where the pixel intensities are sampled at the
computed warped coordinates. Assuming the depth and pose used for warping are correct,
the intensities sampled from the source image based upon the computed coordinates should
resemble the target image as close as possible. In reality though, the pose matrix and the
depth are not known, and the estimation is prone to many errors. Trivially, if those
estimations are prone to error, the intensities sampled from the source image will not
be the same as the intensities found inside the target image. This difference can be
numerically captured by image restoration metrics like the L1-distance or the Structural
Similarity Index described in section 2.3.
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Based on the L1-distance between the real and warped image, it is possible to frame
the estimation of parameters as a negative log-likelihood optimization problem shown in
equation 2.3 usually referred to as photometric energy or photometric error.

argmin
Mtgt→src

∑
p

1
2‖Itgt(p)− Isrc(p̂)‖2 (2.3)

As it can be seen in equation 2.3, the photometric error function builds on a pixelwise
comparison of image intensity values between the true image and the warped estimation.
That comparison is, again, founded on the presumption that any visible real-world point
in the target image, that is still in sight in the source image, has the same intensity value
across the images. The brightness constancy can be formulated mathematically as Itgt(p) =
Isrc(p̂) based on a p̂ estimated with the real pose and real depth. Another assumption
that must hold for the photometric warping error is the static scene assumption. If a
single object insight the camera’s view changes its position ever so slightly between two
consecutive images, the corresponding pixels at this location do not have the same intensity
anymore. A violation thereof would consequently result in a high photometric error, which
will inevitably corrupt the computations of pose and depth. Section 3.4 introduces a
technique which aims at detecting dynamic pixels and excepts them from the photometric
computations.

The process used to optimize the minimization framework laid out in equation 2.3 within
traditional direct SLAM is called Newton-Gauß algorithm. More details towards this type
of non-linear optimization can be found in the publication proposing Large-Scale Direct
Monocular SLAM (LSD) [Engel et al., 2014]. For the chosen approach used in this work,
the optimization takes place in the form of backpropagation through neural networks
which is elaborated on later in chapter 3.

2.3 Structural Similarity Index Measure

The research area of image restoration tasks has a long history even before CNN based
monocular depth estimation emerged. As a method to assess the image quality of a recon-
structed image, Wang et al. [2004] proposed an error metric called Structural Similarity
Index Measure(SSIM). In comparison to the L1-photometric distance calculating pixel-
wise intensity differences, the SSIM-loss accounts for a larger area around the current
pixel inside its calculations, similar to a more holistic way of looking at the image like a
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human would look. Based on these image patches, the SSIM-metric is measured threefold
by analyzing luminescence, contrast and structure independently from each other. The
detailed calculations can be found in the paper from Thou Wang et al. [2004].

By normalizing the local pixel illumination within individual image patches, SSIM intro-
duces illumination-invariance to the computation of image similarity, which improves the
robustness towards global and local illumination changes. While that is an important
property of SSIM which neither L1- nor L2-loss satisfies, results reported in Thou Wang
et al. [2004] indicate that in a direct comparison of a neural network image restoration
task the pixelwise L1 and L2 loss functions both outperformed a network based on SSIM
as single loss function. Still, the best performance was observed by a combined error term
consisting of both SSIM and L1 distance. These results from the past have been replicated
by current state-of-the-art SLAM frameworks [Zhou et al., 2017, Bian et al., 2019, Yang
et al., 2020] which undermines the utility of SSIM as an additional measurement of the
photometric error.

Lssim
photo = α

2 (1− SSIM(Is, It)) + (1− α)Lphoto (2.4)

The balancing of the total photometric error Lphoto that is used inside most recent works
in this area is shown in equation 2.4, which includes one balancing parameter α. In this
work I adopted α to be 0.85 like it was done in the works of Zhou et al. [2017]. In the
following parts the denotation Lphoto implicitly refers to Lssim

photo, but for readability reasons
the SSIM annotations are dropped.



3 CNNs in Visual SLAM

After taking an in depth look at the underlying concepts of visual SLAM, this chapter will
introduce the possibilities of applying state-of-the-art deep learning with convolutional
neural networks to the different subtasks within a SLAM framework. Later on in this
chapter the three main objective functions of photometric loss, smooth loss and geometric
loss for the convolutional neural networks (CNNs) are introduced.

3.1 Monocular Depth Prediction

In the moment a 2D image is taken, effectively information in 3D space is converted into
2D space encompassed into the image. This process of losing details of the 3rd dimension
is generally called perspective transformation and its computation is shown in equation
3.1. To recover this information of the depth has been a major challenge in computer
vision for a long time, accumulating a broad spectrum of solutions [Engel et al., 2014;
Mur-Artal et al., 2015; Engel et al., 2016; Yang et al., 2020] in this research area, the
current state-of-the-art being neural networks.

(x, y, z)→ (f ∗ x
z
, f ∗ y

z
) (3.1)

After the idea of convolutional neural networks emerged in 1989 [LeCun et al., 1989],
some years later the first CNNs were able to compete and even overtake classical vision
based methods [Ojala et al., 2002, Lowe, 2004a, Dalal and Triggs, 2005]. With newly
introduced computing power modeled by Moore’s Law [Gustafson, 2011] and novel network
architectures deep CNNs started to outperform nearly all other classical techniques in a
vast majority of computer vision areas like image classification or image segmentation
[OMahony, 2020; Lundervold and Lundervold, 2019]. While CNNs were utilized very
early for great success in image based domains, the first models that tried to output depth
from monocular images only emerged later in 2014 [Eigen et al., 2014]. The first intuition
of these approaches was to predict dense depth maps for given images by using fully
convolutional neural networks with end-to-end supervised learning, represented by the
function f : f(I) = D. The optimizer algorithm would, then, backpropagate the pixelwise
error of depth ‖D − D̂‖ to improve the predictions of the network in the future.
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Naturally this supervised method comes the obstacle that obtaining the depth labels
needed for supervised training is on one hand expensive because costly LiDaRs are re-
quired to obtain ground truth depth and on the other hand even such hardware based
measurement is still prone to errors depending on the resolution and alignment with the
camera [Amiri et al., 2019]. Further, the LiDaR has difficulties with light reflections and
objects like windows [Yang and Wang, 2011], which can cause measuring errors especially
in reflective areas often found in industrial premises. This difficulty in acquiring the la-
beled data in a satisfying quantity and quality was the reason that CNNs were relatively
late to start competing with classic SLAM architectures in this domain. Still, after a
certain amount of high-quality data got accumulated and published in open datasets like
the NYU-depth-dataset [Nathan Silberman and Fergus, 2012], the research attracted a lot
of attention and many methods with new advancements were published in the following
years [Long et al., 2015, Eigen and Fergus, 2015, Xu et al., 2017].

One notable publication which introduced novel techniques still used in today’s state-of-
the-art solutions is the one of Eigen and Fergus [2015]. Their contribution consists of the
multi-output prediction at different scales and a smoothness loss function which both aim
at improving the dense depth maps. The multi-scale architecture tries to emphasize the 3D
structure on multiple levels by outputting depth maps at different scales and comparing
them with downscaled ground truth images. The smooth loss applies a geometrical prior
onto the depth maps by enforcing it to be generally smooth, which is equivalent to the
output only having weak gradients. How the smooth loss is used in the state-of-the-art
methods is described further in section 3.3.

The next step in monocular depth prediction was the introduction of self-supervised learn-
ing from stereo videos by Godard et al. [2017]. Before examining the computations of this
approach, the key facts behind stereo vision need to be discussed. Both stereo cameras as
well as the human eye estimate the depth of a given object in the real-world by observing
it from two different points of view, which are separated by a known constant distance
called baseline. The reason that depth can be extracted from those two observations is
that all objects will be dislocated to a certain degree with the farther away objects having
a smaller dislocation than the closer ones. This concept is called disparity and describes
how the depth can be computed by the measurement of how much one point is shifted
in pixels between two images. Based on above explained physical properties, if a model
can predict the disparity, namely the dislocation distance of two pixels, the model has
knowledge about the real-world depth. The relationship between disparity map d and
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depth map D is defined as D = bf/d in which the parameters b and f denote the baseline
distance and the focal length respectively.

Building on this logical conclusion Godard et al. were the first to exploit that constraint
and formulated the depth prediction as an image reconstruction problem between left and
right images based on the in chapter 2.2 explained warping function. By predicting the
left stereo image from the right and vice versa the model essentially learns the depth of
the scene by modeling the disparity between the two snapshots. Effectively the network
intakes the left image Il as input and aims at predicting the right image Ir as output. The
loss function is similar to the photometric error explained in chapter 2, but, because the
baseline between the cameras is known, only the depth needs to be optimized, not the
pose.

As stated before, this image reconstruction problem can be solved self-supervised by col-
lecting calibrated stereo videos from the environment in question, which can be done with
a single stereo camera where the baseline is known. The ease with which it is possible
to collect data suitable for this type of training resulted in larger datasets and, therefore,
managed to outperform previous state-of-the-art methods relying on supervised learning.
Of course this method also comes with a drawback, which is determined by the size of
the baseline between the cameras inside the stereo rig. The farther away the scene that is
currently filmed, the smaller will be the disparity values recorded within the images. Log-
ically at some far distance away from the camera the disparity will become so significantly
small that it is not measurable in pixels anymore, causing problems for depth estimation
from stereo images. If environments with far distant scenes should be estimated well, the
stereo baseline must be proportionally large.

3.2 Photometric Error as Self Supervised Loss Func-
tion

After explaining the concept of depth prediction by using left-right consistency (spatial
consistency) in the previous section, the architecture used by the current state-of-the-art
methods used in this work builds on the same concept, but instead applied on a temporal
basis, meaning onto two consecutive images taken at timesteps t and t+ 1. Moreover, this
section will explain how it is possible to apply the photometric warping error from classic
direct SLAM methods described in chapter 2 to a deep learning framework for dense depth
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and camera trajectory estimation.

In the case of left-right consistency it is enough to compute one variables which is the
depth because the camera baseline is already known from the stereo setup. In the tem-
poral case instead, the camera movement between consecutive images is unknown and
must, therefore, be a second variable estimated by the SLAM system. The architecture
commonly referred to as SfM-Learner transformed that requirement into an archictecture
based on two distinct neural networks that are individually responsible for the tasks of
depth and pose prediction. Responsible for the depth is the DepthNet, which is perform-
ing the task of predicting a dense depth map D from a monocular image input similar to
the networks talked about in section 3.1. Next to that, another network is put in place
called PoseNet, which, as the name suggests, computes the camera movement between two
consecutive input images. Thereby the output is framed as a pose vector v ∈ R6 which
contains six degrees of freedom (DOF), namely pitch, roll and yaw in degrees as well as x-,
y- and z-translation. This vector can be transformed into the previously defined 6DOF
pose matrix P in equation 2.1. Both networks are mutually independent from each other
as they are not sequentially connected by any in- or output. Instead, they are trained
jointly by fusing their outputs into a joint loss function based on the photometric error.

The linked pipeline begins by collecting two images as target and source image which are
fed stacked into the PoseNet to compute the 6DOF output, which is in turn transformed
into a projection matrix Ptgt→src. Concurrently the target image (from timestep t) is ran
through the DepthNet in order to obtain the dense depth map Dtgt for this picture. After
running inference, both outputs can be joined with the camera intrinsics for the inverse
warping process described earlier and the resulting warped image is used to calculate the
photometric error Lphoto as depicted in equation 3.2.

Lphoto = 1
‖Ωgtt‖

∑
p∈Ωtgt

1
2‖Itgt(p)− Is(p̂)‖2 (3.2)

In order to backpropagate the loss and adjust the networks weights properly, the whole loss
functions needs to satisfy the requirement of differentiability. If the calculations within
the loss functions can not be differentiated, then no meaningful gradient can be back-
propagated to decrease the loss function’s value. This key property was just recently
achieved by novel spatial transformer networks [Jaderberg et al., 2016] which proposed
a new way of implementing differentiable bilinear sampling. By integrating that differ-
entiable bilinear sampling to the photometric loss function, a differentiable loss function
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emerges whose values should ideally converge towards 0. This loss value is, then, used to
adjust the weights of both networks in the same iteration as they both contribute to the
final graph of computations. This way the networks can be trained by self-supervision
with the photometric error through inputting sequential monocular images which already
exist plentiful in the form of videos. If the data is of good enough quality and quantity,
the networks will over time converge towards a set of weights that minimize the loss and,
hence, output values close to the real depth and pose.

3.3 Smoothness Loss

One of the in chapter 1 listed difficulties of the industry premise is the feature sparsity
which means that the quantity of visible edges and corners with image gradients is overall
small. This challenge is common among monocular depth prediction tasks [Bergen et al.,
1992] because, even in environments which are usually stacked with large quantities of
gradients, it may happen that the camera position turns out to be unfortunately close to
a wall, for example, so that only a small featureless part of the environment is visible to
the camera. The smoothness error is the state-of-the-art technique in deep learning-based
SLAM that is utilized to combat the challenge of uniformly textured areas with few to no
image gradients.

During train-time the smooth loss aims at leveraging the depth at image gradients to
interpolate them towards adjacent uniformly textured areas. Because the depth can be
estimated the most precise at textured regions, but not that accurately at texture-free
surfaces, the depth values are propagated along those areas in between two or more image
gradients [Bian et al., 2019; Godard et al., 2019; Yang et al., 2020]. This geometric
prior emerges directly from the real-world observation that depth along plane surfaces
usually changes only slightly, while at gradients, which could resemble object boundaries
in real life, the depth difference between two pixels can be infinitely large. A well-known
example for a situation where smoothness should be enforced is a white wall depicted inside
the picture. Walls themselves are usually sparsely textured and, thus, hard to extract
information from. In such situations the system is encouraged to make use of other visible
objects in close proximity to the wall (e.g. a door, decoration) and interpolate the depth
of the sparsely textured wall in accordance to that.

Mathematically, smoothness can be enforced by minimizing the L1-distance of the first and
second order gradients between pixels lying adjacent to each other in the predicted depth
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map. As required for a loss function, high values thereof indicate an edge or unsmoothness
in the depth map which can be backpropagated as a penalty for the model. Through
backpropagation the model will adjust its weights in a way that its future outcomes are
more smooth than before. The mathematical term for the smoothness loss shown in
equation 3.3 originated in the work of Kong abd Black [2015] and is still used in deep
learning based SLAM frameworks like SfM-Net [Vijayanarasimhan et al., 2017] and SfM-
Learner [Zhou et al., 2017].

Lsmooth =
∑

p

(∆xDtgt(p) + ∆yDtgt(p))2 (3.3)

In most use-cases the described way of computing the smoothness loss has one downside:
real life object boundaries often characterized by high image gradients are still subject to
the smoothness assumption, even though object boundaries in real life often occur along
depth discontinuities. In practice this limitation can be observed as an overly smoothed
output, inside which the edges of the depth map are blurred. Because it is desired to keep
sharp depth discontinuities along edges for building accurate maps of the surroundings,
more advanced approaches started to integrate the image gradient into its computation of
the smoothness loss [Bian et al., 2019; Godard et al., 2019; Yang et al., 2020]. By utilizing
the fact that real depth discontinuities are usually encountered around object boundaries
found as image gradients, unsmoothness should not be penalized at image gradient regions.
This can be integrated by alternating the computation to the equation shown in 3.4.

Lsmooth =
∑

p

(e−∆xItgt(p) ∗∆xDtgt(p) + e−∆yItgt(p) ∗∆yDtgt(p))2 (3.4)

While all recent works [Bian et al., 2019, Godard et al., 2019, Yang et al., 2020] tend
to make use of the image gradient based way of computing the smoothness, the given
industrial premise constitutes a special situation in that regard. When evaluating whether
to apply the smooth loss shown in equation 3.3 or the edge-aware version from equation 3.4,
it needs to be kept in mind that previously mentioned specular reflections can interfere with
the smooth loss because edges of the lighting represent image gradients for the algorithm,
but no real object discontinuity lies along that edge. Correspondingly the areas outside
and inside of a lighting cone area are encouraged, or rather not penalized, to have different
depth value, which is not in accordance with reality. A similar issue is posed by the textures
on the floor as they also constitute large image gradients, but no depth discontinuities in
real life. Later, when evaluating the depth estimations in section 5.2, I will address the
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difference in the outcome between both types of smooth loss function.

3.4 Geometric Loss for geometric Consistency

The architecture proposed in the pioneer paper on unsupervised learning of structure and
motion called SfM-Learer [Zhou et al., 2017] was prone to output temporally inconsistent
depth, meaning that within similar input images the same objects are assigned different
depth values, even though they are placed in the same distance to the camera. . Those
missing constraints to be consistent also translated to the predicted pose, as this estimation
is also not scale consistent over time. Therefore, it has not been possible to generate long
trajectories that are scale consistent by exactly one scale factor s.

Bian et. al. [Bian et al., 2019] proposed an effective technique to enforce the required
geometric consistency onto the depth outputs by relating the predicted depth maps of the
target image and source images to another based on the camera’s positional change. This
process is rather similar to the photometric warping error, but minimizes the difference
between two depth maps instead of sampling RGB values and comparing those. The first
half of the process is similar to the warping process depicted in figure 2.2. Starting with
the pixel coordinates p of the target image, the points are projected into 3D space and
subsequently warped to the source image frame. Instead of back-projecting those points
into 2D space, in the geometric loss only the information on the 3rd dimension is extracted
into a dense depth map expressed in the source camera’s point of view. Simultaneously
the source image is also feed into the DepthNet to generate a second depth map which
needs to be interpolated in order to lie on the same grid as previously warped depth map.
After completing those two steps, two dense depth maps exist that both describe the scene
structure from the source image’s viewpoint. If the geometry is estimated correctly, these
maps should show a high similarity, which can be measured and minimized by applying a
L1-distance loss onto the absolute distance between them.

The mathematical calculation is shown in equation 3.5. Therein Dtgt
src describes the depth

map Dtgt warped towards the source image frame with the pose Ptgt→src. The other
interpolated depth map of the source image is denoted as D′src.

Ddiff (p) = |D
tgt
src(p)−D′src(p)|

Dtgt
src(p) +D′src(p)

(3.5)

Instead of utilizing only the difference of both maps described by the quotient of the
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equation, the authors proposed a numerically more stable approach by dividing the term
by its sum which constrains the results to be in a range from 0 to 1. Furthermore, it
automatically normalizes the result so that values at different magnitudes of depth are
weighted equally. If this normalization would not take place, the error would always be
higher in spacious environments like outdoors compared to smaller values indoors.

This difference term Ddiff is consequently subject to minimization as loss function Lgeom:

Lgeom = 1
|Ωsrc|

∑
p∈Ωsrc

Ddiff (p). (3.6)

Based on the ability to classify certain points in the depth map as consistent, this compu-
tation can further be utilized to detect inconsistent areas between the two 3D structures.
When areas characterized by high inconsistency appear throughout training, despite en-
forced consistency, the likely cause thereof are occluded or dynamic objects that violate
the static scene assumption. The problematic pixels can be accumulated inside a mask by
picking the inconsistent pixels as shown in equation 3.7:

M = 1−Ddiff . (3.7)

Naturally, pixels that belong to such objects should not be subject to any error as moving
objects violate the static scene assumption and the value of a pixel that is occluded can not
be evaluated. Therefore, the pixels marked by the inconsistency mask are weighted down
when computing the photometric loss as shown in 3.8. In the following the denotation
Lphoto implicitly refers to the weighted version with the inconsistency mask.

LM
photo = M ∗ Lphoto (3.8)

Later in the evaluation part of this work in chapter 3.1, the implications of this loss and
its limitations in this specific use-case are discussed in more details.



4 Industry Dataset

This chapter describes the data acquisition process starting from the camera setup to the
image postprocessing and finally augmentation of images to artificially increase the bulk
of data.

4.1 Imaging Setup

To collect the data that is needed to power a neural network based SLAM system, the
crane called Ilmatar [Autiosalo, 2018] was used, which is an indoor crane installed in a
small innovation area of around 250m2. The crane stems out of Konecranes’ CXT family
which are equipped with a variety of build-in features like a sway control to stop the hook
and attached weights from swinging during movement. An integrated OPC server acts
as direct link between the crane’s integrated control unit and a Python API allowing for
script based control of movement. Another feature specific to the innovation environment
are the laser sensors mounted in both directions of the crane, serving millimeter-precise
ground truth location via API.

An overview of the crane and the cameras is shown in figure 4.1 (taken by the GoPro,
thus the GoPro is not visible in the image). The darker structure of the crane where all
the cameras are mounted to is called trolley which is responsible for movement into one
direction. The orange rails on the sides, which are responsible for movement in orthogonal
direction, are in the following referred to as bridge.

The crane contains an integrated monocular HTTP camera that is a standard add-on in
many cranes (marked in red). The camera is located directly above the hook with its field
of view facing towards the ground. Images taken by the crane’s own camera are preferably
used during evaluation to simulate a real-world software integration with no additional
hardware equipped to the crane. However, for training purposes four more camera were
attached to the trolley (party visible in figure 4.1): A fisheye lens GoPro MAX (not visible)
with UltraWideView, two Basler aca1300-22gc (blue) in a stereo setup and an Intel Real
Sense D435 (yellow). The former has the ability that it is independently controllable by
a remote control instead of a script. While that restricts synchronization with the other
cameras and the position recordings, the GoPro had the benefit that it could be attached
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Figure 4.1: The overall construction of the crane and its cameras: The trolley is the black part of
the crane, the bridge lies on the sides in orange, The Basler cameras are marked with blue circles, the
integrated camera in red and lastly the RealSense in yellow.

to the hook comfortably by a clip without any wired connection and, therefore, it can
record 3D movement including z-axis translation by lifting and sinking the hook up and
down. Another advantage that made the GoPro valuable is the wide field of view caused
by its fisheye lens. Such a camera model can, in comparison to the pinhole model, record
a broader field of view and, hence, capture a larger landscape equal to more information
encompassed into one picture. Because the GoPro is not synchronized with the rest of the
system, the GoPro’s data is only suitable for training, but not for validation.

Two similar Basler cameras were attached at the same height with a baseline of 44cm
in front of the trolley. Because the lenses of both cameras are much farther apart than
those of e.g. a RealSense camera, the recordings can deliver higher-quality depth results
especially for far distant objects. As explained in chapter 3.1, stereo images can be used
to train a depth network self supervisedly by incroporating the fixed baseline into the
computations. Most well-known examples of approaches that include stereo images into
their training pipelines are Yang et al., 2018 and its successor Yang et al., 2020. For this
work the integration of stereo supervision from the Basler cameras was out of scope, which
was also due to technical challenges resulting in reduced the image quality.
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Figure 4.2: The wireless RealSense setup at the hook. Mounted on the left is the powerbank, on the
right the Raspberry Pi and facing towards the ground the RealSense camera.

The RealSense Depth camera requires a wired USB3 connection to a host computer.
Therefore, in a first iteration of recording, it was fixed to the trolley and a connection via
USB-cable to a NUC-format computer, which was had to be mounted closely on top of
the trolley, was established. The reasoning behind using a RGB-D camera was the ability
to capture dense depth images in unit metric by utilizing stereo recordings with a fixed
baseline and infrared measurements. As described earlier this approach does not require
ground truth depth maps for supervision at train-time, but rather for evaluation of esti-
mated depth values and refinement of monocular scale alignment. To expand the range
of depth scenarios, which are very monotonous when the camera is constantly looking to
the ground from the same height, I developed a wireless method based on the streaming
implementation Ethersense which utilizes the Python Asyncore framework to stream Re-
alSense data over the network to a host computer. Thereby the camera is attached to a
Raspberry Pi 4Gen, which acts as a battery powered server streaming the data into the
network. This setup enabled a completely wireless setup powered by mobile powerbanks,
but with a network-restricted framerate of around 1hz. All components attached to the
hook are shown in figure 4.2.

The crane’s integrated camera, the Basler camera as well as the RealSense camera can all
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be triggered through a Python command. Still, different delays and sequential execution
would result in minor time delays between the cameras and the lasers if the crane is per-
manently moving while the image capturing process is running. To ensure synchronization
of the images and the sampled ground truth, the crane’s movement got adjusted in a way
that it moves a few centimeters (in a range between 10cm and 25cm) in any direction,
then stops until the imaging process is finalized. While this procedure massively slows
down the recording process, it ensures that all images taken at one timestep t from each
script-controlled camera show the same location and are assigned to a precise ground truth
location measurement.

4.2 Postprocessing

Firstly, the GoPro videos need to be converted to an image sequence by sampling every
30th picture of the 60fps video resulting in a 2fps sequence. Like stated above, the
recorded ground truth is not in sync with the GoPro’s images because the sample times
are different as well as a missing synchronization of recording start and end. Another
special step required for GoPro images is to crop a small area on both the left and right
because its wide view even captures the rails of the crane, which are dynamic objects for
the camera and would, thus, influence the results negatively.

Before being able to work with any image data, the cameras need to be calibrated geometri-
cally to be able to find the intrinsic parametersK for every camera as well as the distortion
factors of every individual lens. While the crane’s own camera, the RealSense camera and
both Basler cameras can be calibrated using the standard pinhole camera calibration tool-
box [Bouguet], the GoPro requires to be calibrated as a fisheye lens with different physical
properties [Scaramuzza]. The RealSense camera ships with its own calibration parameters
straight from the factory. Based on the estimated distortion parameters all images are
undistorted to ensure that the pictures are appropriate illustrations of reality in which
proportions and shapes are kept the same.

For validation purposes all predicted poses need to be aligned with the crane’s coordinate
system in which the ground truth locations are recorded. Depending on the camera’s
orientation, x and y predictions may need to be inverted and swapped. A special case
is posed by the recording obtained through cameras mounted at the hook: the hook is
not static and, even if the sway control was activated, tends to swing to a certain degree.
Consequently, those images are noisy in regard to the alignment with the ground truth
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coordinates, which needs to be kept in mind during validation.

4.3 Augmentation

After aggregating and postprocessing all images, the quantity of data is relatively small
compared to major datasets like KITTI [Geiger et al., 2012]. After all postprocessing, in
total 6000 samples of 5 images each were available. Thereof, 5000 (≈80%) constitute the
basis for training and the other 1000 (≈20%) the validation set. The split was done in
a way that the validation data covers all categories of scenarios (weight attached, close
to the floor, aluminium foil visible) at least once. This split ensured that all test cases
are covered while simultaneously maximizing the quantity of training samples. Though,
even when the network has not been trained with the validation data, the previously in
section 1.2 described challenge of having only one small testing area implies that with
a high probability the network has seen the same area before in some way or shape. It
may have been from a different viewpoint or with an additional factor in the image (e.g.
the hook), but it is not possible to assure otherwise without sacrificing large parts of
training data. While in fact, this may matter only lightly in pose estimation, it could
influence the monocular depth estimation to a larger degree. To investigate whether or
not this is the case, new data of novel areas needs to be collected in the future in order to
answer the questions towards generalization more confidently. Even if more footage of the
given premise was available, the previously mentioned challenge of the small testing area
would limit the variance of new data and, therefore, encourage overfitting of the model.
In order to overcome this data sparsity and possibly overfitting, the existing images were
augmented in following described ways to artificially increase data volume and variance.

The most prevalent augmentation method in outdoor and indoor environments is to flip the
images vertically at a random chance [Zhou et al., 2017; Bian et al., 2019; Godard et al.,
2019]. This transformation can be carried out without corrupting the original information
in the image because of the natural scene geometry found in places like streets. Generally,
even if the image is flipped vertically, the horizon is still located in the upper middle area
of the image and on the sides are structures which are located gradually farther away the
closer to the horizon they get. Accordingly, these geometric scene properties do not hold
anymore in a street dataset when the images are flipped horizontally instead of vertically.
For the crane dataset on the other hand, both types of flips were incorportaed because
the images are completely invariant to flips in both directions asthey display a bird’s-eye
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view with an unstructured scene.

Asides from flip operations, I decided to add random brightness alternations to increase
the model’s invariance to global illumination changes. The recording premise only allowed
two different lighting conditions - on and off - which alone does not ensure a constantly
high performance throughout a large variety of possible lighting scenarios. Furthermore,
an image is Gaussian filtered at a chance of 50% with a random σ-value from the interval
[0, 1]. This filtering serves the stability of the model by increasing robustness towards
natural blurring that can occur in a real life setting for example through fast motion
(motion blurring).

Finally, the last step within the augmentation pipeline is the normalization of the image’s
intensities. This step is carried out to shift the intensity values of multiple inputs into a
similar ranged distribution, which allows the network to adjust its weights in accordance
with the gradient of multiple inputs. If this step would be left out, situations could occur
where one input value is unproportionally large to another one and, hence, one weight w,
which is applied during convolution to both inputs, has differently balanced impacts on
both samples. By normalizing the images, weight w can be equally impactful on all inputs
and, therefore, be learned more effective [Koo and Cha, 2017; Pontalba et al., 2019].



5 Experimental Evaluation

After outlining all techniques used and the dataset collected, this chapter continues by
portraying the total architecture in which all previous parts are connected to a large
computational graph. Furthermore, I will evaluate the results in both domains of depth
and pose estimation in a variety of situations. Based on the observed results, I subsequently
try to relate especially erroneous outputs towards their likely causes and, thereby, assess
which visual properties caused the biggest performance degradation.

5.1 Architecture

In this section I will give an overview of the complete system architecture which includes
all single components that have been described in previous chapters. Then, I will report
the implementation details to train the given architecture.

System Overview The architecture of the proposed model follows the works of Bian
et al. [2019] whose code is built on top of the one from Zhou et al. [2017]. Figure 5.1
visualizes the total graph of computations which is iterated through in each training step.
The computational graph is structured into three logical parts which cover one loss function
each. Starting with source and target image, the forward pass through the middle of the
graphic describes the photometric error calculation which I elaborated on in chapter 3.2.
To summarize the process quickly: The images are feed into the networks, which output
depth and pose. The resulting 3D structure is subsequently warped by the estimated pose
matrix P , before the bilinear sampling from the source image takes place. Finally, the
sampled image’s intensities are compared pixelwise to the original target image and the
error gradients thereof are backpropagated (blue arrows) to both networks.

Additionally, in the upper part of the graphic the smooth loss function is visualized which,
as explained in chapter 3.3, penalizes gradients inside the dense depth maps. Its gradient,
therefore, only affects the DepthNet’s weights. Lastly, visible in the lower part, is the
geometric loss from chapter 3.4. Its inputs are the depth maps of all input images as well
as the pose in order to relate the predicted 3D structures of both images to one another.
Its loss is, similarly to the photometric error, backpropagated to both networks.
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Figure 5.1: Complete Architecture Overview.

In a system that incorporates three loss functions which enforce different properties, it is
necessary to weight the gradients of each error in relation to their relevance towards the
final goal. In this concrete case the central focus lies on the photometric error as the back-
bone of correct depth and pose prediction. The smooth- and geometric los,s on the other
hand, are enforcing some additional properties on the outputs which make the results more
consistent. Therefore, the importance of those two loss functions is of lesser significance
than the photometric error. This fact is reflected in the weighting of the different gra-
dients: the photometric error weights the most with 0.8 and the other two functions are
weighted by 0.1 each, before all gradients are added together and backpropagated. The
compounded loss function is noted down in equation 5.1.

Ltotal = 0.8 ∗ Lphoto + 0.1 ∗ Lsmooth + 0.1 ∗ Lgeom (5.1)

For the purpose of visualization figure 5.1 shows only the target image and one source
image. In reality the system trains on sequences of five images simultaneously, as depicted
in figure 5.2. From each 5-image sequence the middle one at timestep t is assigned the
target image and the remaining images are marked as source images. Instead of only
computing one pose, the PoseNet outputs four poses from each source image towards the
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Figure 5.2: The principle of 5-image sequences during training illustrated graphically.

target image. With a sequence length of 5, the same computations which are illustrated
in figure 5.1 take place four times, once for each source image based on the four distinct
poses. This way of batching increases efficiency and tempo of training as well as it also
injects more variance into the training because in addition to the relationship of t− 1 and
t also the relation between t− 2 and t are explored. Asides from the additional variance,
it also increases the robustness towards differently large physical distances between each
imaging step because the movement from t− 2 to t is in most cases of higher magnitude
than the one happening between t− 1 and t.

Implementation In the following I am going to specify the components and parameters
I used to acquire the results presented in the latter part of this chapter.

The backbone of both DepthNet and PoseNet is a ResNet [He et al., 2015] consisting of
18 convolutional layers combined with max pooling. In case of the PoseNet, the ResNet
encoder is followed by a decoder encompassing four additional convolutional layers, where
the last layer has 6 × number of source images output neurons. Those outputs of the
final layer need to be aggregated by global average pooling in order to incorporate the
predictions along all spatial locations of the output map. The DepthNet, on the other
hand, scales the encoded features back to the image’s original size by applying consecutive
upconvolution blocks. After the ResNet encoder follow five such blocks which include
nearest-neighbour upsampling, batch normalization [Ioffe and Szegedy, 2015], convolutional
layers and ELU activation function [Clevert et al., 2016]. Finally, the last layer consists of
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one output channel which assigns disparity values to each pixel with a sigmoid activation.
These disparity values are consecutively transformed into depth by inversing the disparity
like this: 1/disparity. To constrain the depth values into a reasonable range, I adopted
the method from Zhou et al. [2017] which calculates the depth for an output x as 1/(α×
sigmoid(x) + β) with α = 10 and β = 0.1.

Many approaches in the past have utilized multi-scale predictions of disparity at different
resolution levels [Zhou et al., 2017, Yang et al., 2020, Godard et al., 2019]. In this work
I found, in accordance with the work of Bian et al., 2019, that the amount of increased
computational needs do not justify the marginal gains of that technique and, therefore,
multi-scale predictions are not used in this work.

During training the chosen network sizes have shown to be the optimal compromise be-
tween training speed and complexity because, if deeper networks like a ResNet 50 is used,
the training time far exceeds two days even on a modern Tesla V100 GPU. With the
network architecture described above and around 5000 samples of 5 images each the full
training time is approximately 40 hours. This time is based on choosing the batch size to
be 8 (which is the maximum with a 32GB GPU) and reaching convergence after around
150 epochs. For optimization the Adam optimizer [Kingma and Ba, 2017] is used with a
learning rate of 0.0002 and a decay of 0.00001 in each epoch, which has empirically shown
to reach the best results. The image size was locked to 480× 640 pixels. The system was
implemented using PyTorch [Paszke et al., 2019] following the code of Bian et al. [2019].

5.2 Monocular Depth Prediction

In this section I am reporting the results observed after training the system unsupervised
with 5000 samples. Specifically, I evaluate whether the network understood the scene
structure and how it is predicting dense depth maps in different types of scenarios.

Because of the ambiguity in the task of simultaneous depth and pose prediction, the
depth is only defined up to a scale factor s, which can be determined on the basis of
the ground truth data. Chapter 3.4 explained how the geometric consistency is enforced
throughout training, which means, in theory, that one global scale s can be calculated and
applied globally to all outputs, instead of calculating one distinct scale for each image.
Whether this assumption holds for the proposed model and how the predictions relate
to the real-world metrics is further elaborated on later in this section. In the following
part of this chapter all depth maps are median aligned by computing the scale like this:
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Figure 5.3: Illustrations of predicted depth maps from GoPro, internal and RealSense camera (from top
to bottom).

ŝ = median(D̂)/median(D) .

Monocular Depth Results First of all, in figure 5.3 the same scenery is shown from
the GoPro’s, the crane’s internal and the RealSense’s perspective (from top to bottom).
Next to the individual RGB images, the estimated depth maps are depicted. In the
topmost picture it is well visible that the network successfully modeled the overall scene
geometry and distincts background from objects closer to the camera. The lower two
images instead show irritations at the small objects covered with aluminium foil and the
taller, with aluminium foil covered structure is not recognized as close correctly. These
example images have been chosen to illustrate the difference originating from the different
fields of views with regards to objects that lie in close proximity to the camera. The high
structured tower located in the bottom area of the topmost image is correctly classified
as being relatively closer than the surrounding objects which is reflected in its darker
color. Contrary to that, the same tall structure is also visible in the other two images,
but the model did not assign low depth values to that region. This phenomenon, when
objects in close proximity are not classified correctly, is recognized in many works on the



38

Figure 5.4: Example depth maps from the internal camera in different scenarios.

KITTI [Geiger et al., 2012] dataset when, for example, a close car waits at a traffic light
in front of the car equipped with the camera. In our case the distance of objects towards
the camera can be quite limited because tall objects can not be avoided. Therefore, the
example images in figure 5.3 suggest a large performance improvement through sensors
with short focal lengths and fish eye lenses. Another small detail that the model correctly
recognized is that the GoPro image in figure 5.3 (at the top) is slightly tilted and, hence,
not orthogonal to the floor. The corresponding depth map shows a gradient of color from
the top towards the bottom, indicating the lower part of the image is further away than
the topmost part, which resembles the reality accurately.

Figure 5.4 contains more example predictions from the internal camera alongside their
RGB origin. The topmost image illustrates that the model in this case identified the
aluminium foiled objects successfully as closer than the floor. Moreover, the image in the
middle indicates that the model also accurately recognizes the hook inside the image as a
close object with sharp borders. On the other hand, it shows that the depth boundaries
around the objects placed on the right side are not sharp but overall blurry. That behavior
likely goes back to the network’s architecture in which the data is downscaled first and, in



39

Figure 5.5: Depth estimations from footage recorded in the Konecranes testing center.

the latter part of the network, upscaled again, often referred to as Autoencoder architecture
[He et al., 2015; Dong et al., 2017]. During downsampling high level information are
lost which, then, lead to blurred edges because these informations are missing inside
the upscaling layers. Even though skip-connections are used, which should avert such
behavior by transmitting high level features towards later layers, the edges are blurry.
This leads to the conclusion that the objects might lie to close to each other with too
few depth differences that the model can not distinguish between them finely enough.
The last image depicts an error case where on one hand the aluminium object did mostly
not get assigned correct depth values and, in the lower part, a large misinterpretation
happened, where some areas of the floor got classified as closer than the surrounding
floor. Especially the misclassifications that identify something as close even though image
depicts just plane floor are common among the outputs. Specifically the floor textures
consisting of long lines with dots at the end lead the model to misinterpret plane floor
wrongly over and over throughout the validation set. In this work I tried to overcome
those errors occuring at floor textures by incorporating the type of smooth loss that is
invariant to image gradients described in section 3.3 equation 3.3. Because it does not take
image gradients into account, it penalizes the not-smoothness also along the lines on the
floor which are characterized by a large image gradient. In practice alternating the loss
function did not measurably change the results and especially the depth artifacts caused
by textures on the floor persisted in both approaches.
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Next, figure 5.5 aggregates the outputs from a sequence recorded with the crane’s internal
camera at the Konecranes testing facility. From the RGB-image it becomes clear that the
overall environment is looking drastically different as there are no previously discussed lines
on the floor, but instead a repetitive texture of a C-shaped logo. Additionally, the floor is
characterized by a large quantity of specular reflection cones. Inside the predicted depth
maps for this novel environment, the depth values are mostly flat which is in accordance
with reality. Still, the logo textures on the floor lead to some erroneous results especially
visible in the second image. Due to the black box characteristic, it can not be said for
certain what may have been the cause for this, but it may detect some of those larger
textures as objects like i.e. a table and, therefore, assigns it a lower depth value. This
phenomena originates from the bird’s-eye viewpoint as the object can only be seen from
the top and, therefore, if the network did not memorize the depth of such an object from
the training, it is physically impossible to identify from a monocular image if this texture
is on the floor or rather an object that is closer. This case again emphasizes the difficulty
of the viewpoint that is so special about this use-case. What further undermines this case
is the topmost image of figure 5.3 recorded with the GoPro. As stated before, the GoPro
was mounted with a little tilt, not exactly orthogonal to the floor. Because of this change
in the viewpoint, the network could see the whole buildup of the tall structure from the
ground on in the image and conclude from the monocular image that it must be closer
to the camera than the other objects. If the scenery would have been recorded with a
camera orthogonal to the floor, the results would have likely been worse as in the lower
images of figure 5.3. Asides from the logo-texture seen in the testing images in figure 5.5,
some smaller objects in the lower image are detected as closer to the camera successfully,
while a larger white box in the upper image is only recognized as closer in small parts
of the area it covers. Overall, especially considering the variance of this test sequence,
the monocular depth performance is accurate with only few irritations imposed by the
physical constraints of monocular imaging.

Absolute Depth After analyzing the relative depth of objects and background, I evalu-
ated the outputs with regards to the absolute distance and the global scale in the following
part. In figure 5.6 three consecutively sampled images are depicted which have been taken
while the hook and, alongside that, the camera has moved upwards. In reality each pixels
depth should increase throughout this sequence because the camera is moving negatively
in its z-direction. Inside the ground truth images in the middle column the given move-
ment results in a different color spectrum among the images, indicating that the absolute
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Figure 5.6: Example extract in which the camera moves closer towards the floor, which is reflected in
the color distribution of the ground truth, but not in the prediction.

distance changed. On the other side, in the predicted depth maps in the right column,
it is visible that the assigned depth values for the background are equally distributed
throughout all three images despite their height differences and, hence, not correct under
the assumption that only one global scale s exists to map the predictions linearly into a
real-world metric.

This erroneous behavior around the global scale is a phenomenon which can be traced back
to the geometric loss and its interaction with this specific dataset: The geometric loss is
applied to consecutive images within a sequence and, thus, enforces scale consistency only
over one sequence at a time, not across different sequences. Referring to the way, the
geometric loss is computed from section 3.4, the scale consistency is enforced by warping
the 3D points of the target image, based on the predicted pose, towards the source image
and subsequently comparing it to the depth estimated for the the source image. To force
the model to assign overall smaller depth values in scenes where the camera moved closer
towards the object or background, the model needs to predict z-directional movement in
a first step. If, for some reason, the predicted z-translation between any two images is
assigned zero or values close to zero, the depth is enforced to be equal for both images
because the depth maps need to stay consistent under the pose without z-movement.
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Transferring that knowledge about the geometric consistency loss and its behavior in case
of lacking z-translation to the given use-case, the logical conclusion is that the proposed
model estimated no usable z-directional movement during training because of following
reasons. The underlying dataset consists mainly out of sequences recorded with static
height and depth towards the floor (camera attached to the trolley) , which means no z-
directional movement is taking place. Furthermore, from the training sequences recorded
by mounting the camera to the hook instead, a big fraction has been recorded at a constant
height of the hook which also excludes z-directional movement. Even the few cases where
the camera’s altitude changed in midst of recording, the lowering and lifting of the hook
is usually carried out in one quick movement, resulting in only few frames where real
z-translation is occuring.

All in all, the training data encompasses virtually no z-translational movement and, hence,
it is very likely that the network does not produce meaningful values for the third di-
mension’s translation. Figure 5.9 gives clear evidence of such misprediction of the 3rd
dimension by comparing the ground truth z-directional movement denoted as ’hook’ to
the prediction. From the erroneous pose predictions with regard to the third dimension
follows directly the failure case of the geometric error and, as a result thereof, the scale is,
in fact, not globally consistent. Out of that fact follows directly the absence of absolute
depth knowledge inside the DepthNet.

Asides from the above described reason which explains the model’s behavior in depth
prediction, I would like to explore another line of thought that could lead to some insights
about the absolute depth and the mechanics inside the black box system. In the above
explained warping process the DepthNet’s output’s main purpose is to divide and assign
relative depths to pixels and objects in relation to each other, so that the image can be
warped correctly (more distant objects move less pixels than those which lie closer to the
camera) based on one global pose resembling the camera movement. The distance that a
pixel is shifted inside the warping process is constructed as a product combining the depth
map and the pose matrix as it is shown in equation 2.2. Generally, this principle follows
the physical laws that the farther away a pixel is, the lesser it moves in terms of pixels at a
fixed camera movement. This ambiguous mathematical combination allows, in theory, to
alternate depth and pose in a way that both parameters are adjusted proportionally and
they still lead to the same warped image. If an object that is in reality 1m distant from the
camera is assigned a depth of 2 meters, the translation values of the camera would need
to be double of the real movement in order warp the pixels of a given object to the correct
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position. If a phenomenon as seen in figure 5.6 occurs, where the estimated absolute depth
stays the same even though the real absolute depth decreases, the PoseNet needs to assign
a larger translation to an image pair from a close distance than to an image pair recorded
from far distance, if the warped result should be correct. Based on the assumption that
the depth map used for warping is only relative and, hence, has similar distributed values
when scenery is recorded from far and close distance, the differently large pose values could
be used to, still, despite similar distributed depth values (which are not similar in reality),
warp the images correctly. The closer image pair requires a larger pose in relation to the
distant one because it is translating more distance in terms of pixels within the image at
the same camera movement compared to the distant one.

Another fact that plays into this dependence of depth and pose is that the Pose- and Depth-
Net are completely independent in terms of in and outputs, meaning that the PoseNet
does not receive any type of absolute depth information as input. Still, the estimated
camera movement is physically dependent on the observed scenery’s depth, therefore, one
could argue that the PoseNet does, in fact, infer some type of depth information from the
images which it is basing its pose estimation on. Based on this relationship of depth and
pose, I hypothesize that the proposed model accounts for absolute depth by adjusting its
pose values, instead of the depth prediction, where it should normally take place according
to the concept of the framework. Because it is not possible to explicitly understand how
the black box system comes to the conclusion that it arrived at, this ambiguity between
depth and pose in the mathematical formula and its interpretation of the system needs to
be investigated with other methods.

To practically validate this trail of reasoning I conducted an experiment where I compared
the estimated translation parameters on image pairs from two sequences: one sequence
is the same as used for validation and the second one consists of the same images, but
this time centercropped and resized to the original size. Effectively this simulates image
pairs of the same camera baseline (equal physical pose), but broadly different real depth
values. If above described assumptions hold for the given model, the pose outputs for the
zoomed-in image pairs should be of higher magnitudes on average than the image pair
depicting the farther distance.

In practice I measured the number of image pairs where the zoomed-in translation values
were larger than those of the original image. While applying this measurement to the 10
validation sequences, I found that the x-translation was larger in 63% of the samples and
the y-translation in 54% of cases. Of course these numbers are based on the assumption
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that the network always estimates the pose correctly, which is never the case in reality.
Again, because of the black box character, it is not possible to determine aspects that
lead to a certain output and whether those aspects are the same in the zoomed in picture.
Based on the observed results and the unrealistic assumption those measurements are
based on, it is not possible to reason about whether the PoseNet integrates some type of
absolute depth information. Combining the depth maps originating from the DepthNet
and the results from the PoseNet experiments leads to the conclusion that relative depth
is mostly estimated correctly, but no absolute distance information can be extracted from
the output.

5.3 Pose Estimation

In this section I am going to evaluate the visual odometry performance of the proposed
system on twelve validation sequences consisting of in total around 1000 images, which the
model has not seen at train-time. Because of the in chapter 4.1 explained synchronization
and orientation challenges, I refer to mainly sequences that are recorded by the crane’s
internal camera as it is properly aligned with the crane’s orientation and synchronized
with the laser ground truth position. Only for the 3D movement evaluation in the latter
part of this section the GoPro recordings are utilized due to the internal camera’s inability
to move up and down. Especially for the 3D sequences, but also for the internal camera’s
images it needs to be taken into account that a slight misalignment was inevitable and,
hence, the predictions contain a certain bias of misorientation.

To be able to better assess the quality of the proposed model, I compared the results
with classic visual odometry based on ORB features [Rublee et al., 2011]. Instead of
using the state-of-the-art method in indirect SLAM called ORB-SLAM [Mur-Artal et
al., 2015] which is commonly listed as reference solution, I had to default to a more
basic approach because the image sequences did not suit the initialization method of
ORB-SLAM. As it is explained thoroughly in chapter 4, most recordings were made by
repeating a sequence of 10− 20cm crane movement, stopping and capturing an image as
well as ground truth position. This form of recording was optimized towards the proposed
deep learning methods, but generally has too low of a frame rate for ORB-SLAM to
initialize. Further, from the beginning of the recording the camera moves straight into
one direction and, thus, does not give ORB-SLAM the opportunity to initialize a map
through small movement over the same scenery. The custom visual odometry pipeline
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consists of feature detection, feature matching and RANSAC [Fischler and Bolles, 1981]
to finally compute the essential matrix, which can be transformed into the camera pose
P . This chain of computations is in the following referred to as ORB-odometry. In
the upcoming evaluation it always needs to be kept in mind that ORB-odometry does
on average perform multiple magnitudes worse than the ORB-SLAM because it features
much more components that increase the tracking accuracy over time. Therefore, the
error values obtained for ORB-SLAM would be more competitive than the ones used as
refrence in this work.

Both systems are, because of the scale ambiguity in monocular approaches, only defined
up to a scale s and, therefore, all trajectories are aligned with the corresponding ground
truth measurements first. As done with the depth images, the poses vectors are also
aligned by median alignment where the estimated scale factor ŝ is computed by dividing
the median of the ground truth by the prediction’s median: ŝ = median(P̂ )/median(P ).
In the following the ground truth and correspondingly the aligned predictions are denoted
in centimeters.

As evaluation metrics I choose the Absolute Trajectory Errror (ATE) and the Relative
Pose Error (RPE) [Zhang and Scaramuzza, 2018]. Both errors line out complementary
aspects of the trajectory correctness and, therefore, need to be taken into account jointly.
The ATE is computed by comparing the absolute positions of ground truth and prediction,
that result from consecutive relative motion added up. Through this computation it is
possible to reason about the average absolute distance between the position the system
thinks it is and where it is actually located. This error is widely utilized to analyze
the model’s drift over time, which is defined as the accumulated errors happening in
each step. If a system injects small errors in each timesteps estimation, the error will
continuously increase by large amounts as the estimated position diverges from reality
farther and farther. In comparison to that the RPE is computed on the relative movement
information, the pose values predicted at every step. Because each timestep’s prediction
is evaluated independently of previous outputs, this error is invariant to drift over time.
Instead, it measures the average error between the predicted relative movement and the
corresponding ground truth values. That way equal weighting of mispredictions at every
timestep is ensured, while in the ATE an error happening at an early point in time is
weighted stronger as it is propagated throughout the absolute positions. In this special
case both errors are only computed based on the translational values because the data,
constrained by the crane movement, does not contain any kind of rotation.
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Sequence 1 2 3 4 5 6 7 8 9 10 11 12 Avg

SfM-Learner 15 49 34 21 210 211 140 130 168 132 106 70 108
ORB-odometry 99 93 43 19 477 240 110 244 159 153 162 74 156

Table 5.1: Absolute Trajectory Error (ATE) values across the validation sequences (in centimeters).

Sequence 1 2 3 4 5 6 7 8 9 10 11 12 Avg

SfM-Learner 11 54 38 18 263 198 169 133 171 164 134 85 134
ORB-odometry 97 127 63 24 508 272 136 296 185 200 189 102 192

Table 5.2: Relative Pose Error (RPE) values across the validation sequences (in centimeters).

In table 5.1 and 5.2 I aggregated the ATE and RPE values in 2D space of all twelve valida-
tion sequences and the total average across the whole validation set. All these recordings
originate from the crane’s internal camera and are, therefore, aligned and synchronized
as best as possible, but physically restricted to 2D space. From both types of errors it
can be seen that our model based on the SfM-Learner architecture outperformed the ba-
sic ORB-odometry in 9 out of 12 sequences. That performance gap is also reflected in
the average error, where our model reached significantly lower error values in both error
metrics. The proposed model peaks at an ATE value of 108 which can be interpreted in a
way that the predicted absolute position of the system lies on average 108cm away from
the real location. Considering the competing 156cm from the reference solution based on
ORB features, this result shows a big performance gap.

The validation sequences can be classified into three categories: inside the images of the
first four sequences many objects that deliver valuable information are depicted, which led
to the lowest error rates among all validation cases. The following three, where the largest
error values are found, are characterized by two types of weights blocking parts of the view
towards the floor. Sequences 8 − 11 were recorded in a completely empty premise with
no objects in sight, leaving only the bare floor visible. Therein the error lies somewhere
in between the first two types of sequences. Lastly, the twelfth sequence consists of the
validation images recorded at the Konecranes testing area.

Figure 5.7 gives an impression on some example sequences. Each individual plot contains
three trajectories: the ground truth characterized by the dotted red line, the proposed
model’s predictions indicated by the blue color and the reference results drawn in green.
All sequence identifiers refer to the individual reported error measurements aggregated in



47

(a) Sequence 8 (b) Sequence 5

(c) Sequence 7 (d) Sequence 9

Figure 5.7: Four example trajectories in the XY plane which describes the crane’s bridge and trolley’s
movement over time (denoted in centimeters).
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table 5.1 and 5.2.

For sequence 8 the measurements in table 5.1 state that the error for the ORB-odometry
solution is more than double of our model’s error. The corresponding trajectory is visu-
alized in figure 5.7(a), where a clear misprediction can be detected inside the reference
solution. Similar mispredictions can be found in sequence 5 shown in figure 5.7(b), which
turned out to be the most difficult subset of images according to the error values. The
major factor that increased the difficulty of pose estimation significantly is that up to
one-fourth of the total image is occluded by a round concrete weight hanging on the hook.
Trivially, this reduces the total information about the camera movement encompassed
inside the image, but also, especially in the case of indirect methods, the weight accounts
for feature matches that do not align with the matches found in the scenery. This is a
common phenomenon with dynamic objects in visual SLAM, but it does get reinforced
in this particular environment because the number of features is generally low. If many
correct matches can be made, the erroneous features along the weight would be classified
as outlier by the RANSAC procedure, but in most cases the images of the given dataset
contain barely 5 matched features, which is the minimum for the essential matrix com-
putation. Figure 5.8 shows three of those error cases taken from Sequence 5 and 8 where
our method outperformed the ORB-based reference solution. In the first image the weight
accounts for three matched features, while only two features are found and matched cor-
rectly in the background. The next image visualizes an even more extreme case in which
the only features that are found and matched originate at the concrete weight. In that
case the pose is estimated to be the amount that the weight was swinging between the
two consecutive images, which is not in accordance to the real movement. Lastly, figure
5.8 shows an image where the crane is not lifting any object, but, still, the features are
so sparse that the obvious mismatch in this picture has to be incorporate into the com-
putation of movement. If more matched features would be available, the error could be
eliminated by RANSAC, but the minimum points could only be reached by including all
available points.

Lastly, the fourth graphic 5.7(d) is based on the data recorded inside the testing area of
Konecranes. Again, like it was the case in the depth evaluations, this sequence plays a
crucial role in evaluation because it determines whether the developed model does suffi-
ciently generalize which implies that it will likely perform consistently well in any type of
industrial environment and did not overfit to the premise used for data collection. Both
from the graphical representation as well as from the numerical aspects the tracking of
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125 119 99

Figure 5.8: Example images where the ORB features are misleading due to low amount of features and
moving objects (the weight)

Figure 5.9: Two example trajectories of the XZ plane which illustrate erroneous z-coordinates

position was done consistently right in this novel environment. The error values 70 and 85
for ATE and RMSE respectively are both lower than their ORB feature based counterpart
with 74 and 102. These results lead to the conclusion that the network’s understanding of
movement is generalized to a sufficient degree that it can tolerate changing surroundings.

After assessing the performance in 2D space, I continued by evaluating the pose error in
3D. The result in form of the XZ-plane of two GoPro sequences is shown in figure 5.9.
The graphical results in 3D space indicate clearly that the model is not able to estimate a
meaningful z-axis translational parameter. Instead, the output is a constant positive value,
independently if the camera is moving into the third dimension or not. This phenomenon,
as it was already mention in the explanations of the depth results, can be traced back
to the dataset’s lack of sufficient 3D movement. Therefore, the model could not learn to
understand such types of movement.



6 Conclusion and Future Work

Conclusion In this work I applied state-of-the-art methods [Zhou et al., 2017; Bian
et al., 2019] in monocular visual SLAM to the domain of industry vision. To assess
the quality of current state-of-the-art methods of deep learning-based SLAM systems I
collected and processed a dataset containing around 60.000 images (a large fraction thereof
with corresponding ground truth) from an industry crane’s perspective.

The in chapter 5.2 aggregated results on the subtask of monocular depth prediction show
clear evidence that the neural network was able to successfully model the geometric scene
structure from the novel bird’s-eye perspective. The illustrations thereof indicate that the
network understood which pixels belong to the background and which to objects closer
to the camera. Further, some outputs from a tilted camera show distinctions between
structures that are tall and objects that have only a small height. Applied to the test
images from the Konecranes testing area the outputs were still coherent, but showed some
irritations in the areas depicting a bold logo on the floor. It assigned some larger dark
colored area on the floor a lower depth value because it likely thought that this could be
an object like a table. While this estimation was a definite error, it was to be expected
because physically it is not possible to extract any hints of the real depth when the camera
view is directly orthogonal to the surface of the object. The model can infer that there
may be an object from the coloring of the texture, but it can not estimate the depth in
relation to different objects around it. If the objects are seen from a slightly tilted angle,
the object’s structure can be observed from the ground to its top and, hence, the depth
can be estimated more precisely in relation to other image parts.

In section 5.2 I lined out that the model’s depth outputs are not globally scale consistent
when recordings from different heights are introduced. The depth maps were always
distributed in the same magnitude of values, which did not led to any conclusion that
the model could distinguish between an image taken in close proximity to an object or
from a larger distance. Additional experiments were conducted that tested whether this
missing knowledge about the absolute distance is integrated into the PoseNet instead of
the DepthNet confirmed this finding.

When it comes to the visual odometry task in 2D, I compared the results to the reference
strategy of ORB-feature based visual odometry to place the results into context. Across
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all types of sequences, including the Konecranes testing recordings, the absolute trajec-
tory error and the relative pose error in 2D space indicate a superior performance of the
state-of-the-art deep learning-based model against the ORB-based system. It should be
noticed that the results of a full ORB-SLAM system are likely to perform multiple degrees
better than the ORB-based visual odometry, which would probably lead to much closer
results than they are observed here. At the same this emphasizes the advantage of the
proposed method that it does not need any kind of initialization, which was the restrain-
ing factor to benchmark the full ORB-SLAM solution on the given dataset. However, our
model’s predictions in 3D space are effectively unusable, which goes back to the missing
3-dimensional movement inside the collected dataset.

With regards to the environment specific challenges, the results of the proposed model
were promising in a sense that they were able to outperform visual odometry based on
ORB-features without any additional tweaks. In all validation sequences characterized
by a low amount of objects and, hence, features, our model outperformed the ORB-
solution consistently. According to the errors reported, the occlusion by different objects
attached to the hook posed the largest difficulty to both methods, which is likely the
logical consequence of reducing the image’s overall information up to half.

In addition to the preexisting conditions found at the premise used for data collection,
objects cloaked in aluminium foil got placed insight the crane’s view sight to simulate non-
lambertian surfaces which are common among industrial sites. The with aluminium foil
prepared objects are predominantly visible in the first four sequences, but their impact
on the odometry task was overall small. As previously mentioned, the crane occluded
most direct lighting from the ceiling which led to an unsuccessful attempt to reproduce
specular reflections. Still, the uneven surface of the foil led to a different shading behavior
depending on the viewpoint, which could lead to similar issues as the reflections. For the
depth prediction subtask the aluminium objects posed a bigger challenge. Depending on
the angle and distance of the camera towards them the results differ, which leaves potential
for future improvements in that area. Inside the Konecranes testing environment the
dominant specular reflections on the ground did not impair the proposed model in both
subtasks, but they also did not confuse the ORB solution too much, indicated by the
difference in ATE measurements of only 4.

All in all, the experimental results show clear evidence that architectures build on unsuper-
vised deep learning of structure and motion have the potential to outperform established
methods based on manual features. The networks proved that they are able to grasp the



52

scene structure from a bird’s-eye perspective and the camera movement even in challenging
situations. Furthermore, the visual odometry results indicate that the biggest challenge
in the collected dataset are occlusions by the weight or objects attached to the hook.
Feature sparse recordings have also shown to be difficult, while the reflections had only
minor impacts on the system’s pose error. In this special case, the physical constraints of
the crane imposed on the recorded motion limit the expressiveness of the results to only
2-dimensional translation, but, based on the successes achieved inside other domains, the
missing degrees of freedom are likely to be learned with an extended dataset that encom-
passes the total 6DOF motion. Furthermore, as it was only an experimental approach to
evaluate the performance of existing methods, the dataset got recorded with minimal cost
and time consumption and, thus, the data contains unavoidable noise and synchroniza-
tion issues. Despite those circumstances, the observed quality of results is high enough to
incentivize future research and data collection in the industry domain.

Future Research For future research it would be interesting to expand the dataset
with full 6DOF motion sequences that show both the crane’s bird’s-eye perspective, but
also a large variety of different perspectives to generalize movement and depth prediction
independently of the industrial use case. To be able to evaluate any motion that is not
captured by the crane’s lasers, a navigation reference system based on IMUs would need to
be utilized in order to simultaneously record images and ground truth camera movement.
Based on the reported results and physical limitations of monocular depth prediction
from the top-down viewpoint, it would be important to investigate how those limitations
impact the z-axis movement when sufficiently much training data is available. Another
future step to enhance the generalization properties of the model would be to broaden
the diversity of facilities that are incorporated into the dataset. With a mobile recording
system independent of the crane it would be more convenient to obtain data of different
types of factories with alternating lighting conditions. Also specific aspects like specular
reflections or feature sparsity are easier to reproduce with this flexibility.

In terms of methodology it would be promising to tackle the challenges of large-scale oc-
clusions and moving objects as they are frequently found and have shown to impair the
performance the most. A method that can consistently identify pixels that belong to phe-
nomena as occlusion and dynamic objects but also reflections would enhance the stability
of the system drastically. Previous research has proposed methods like bayesian uncer-
tainty [Kendall and Gal, 2017, Yang et al., 2020, Zhou et al., 2017] and the inconsistency
mask from the works of Bian et al. [2019] introduced in section 3.4 for dynamic objects
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and occlusions, but these methods have had only a limited impact on this dataset, which
is most likely due to the much larger proportions of occlusions than those found in other
established datasets.

Another property that should be explored in this context is the monocular scale and how
to resolve it in a real-world situation. In reality there is no access to the ground truth, so
the need for another way of mapping the outputs to unit metrics emerges. One established
solution to tackle this challenge is the use of stereo images (for example from the Basler
cameras) at train-time, which, by fixing the camera movement, infuses the metric units
into the computations and, hence, results in metric outputs [Yang et al., 2018; Yang et al.,
2020]. The work of Guizilini et al. [2020] suggests to use inertial sensor measurements as
alternative to a stereo setup, which aims at enforcing unit metric output onto the pose
outputs through a Velocity Supervision Loss.
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