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Chapter 2

Introduction

Hypernymy is a relationship between two words, where the hyponym carries a more specific
meaning, and entails a hypernym that carries a more general meaning. For example, we can
say “pizza is food”, or more explicitly “pizza is a kind of food”, demonstrating the hypernymy
between the pair of words ⟨pizza, food⟩. The relationship is directional: although all pizza is
food, not all food is pizza.

Verbs are slightly more nuanced than nouns. While we can easily say that “jumping is mov-
ing”, the truth value of expressions like “whispering is talking” is less obvious. While whisper-
ing does mean talking at a low volume, the verb talk implicates a volume manner of its own -
a normal conversational volume - which whisper overrides. Noun hyponyms tend to specialize
the hypernym, narrowing down categories (i.e., picking out a subset) without overriding any
aspect of higher levels. For instance, a table is a kind of furniture, so the noun table describes a
subset of the set of objects described by furniture. In contrast, hyponyms of verbs do not really
describe a subset of actions described the hypernym, making the entailment relationship less
clear.

Furthermore, the degree of certain hypernymy relations (for example ⟨human,animal⟩) de-
pends on the context. Although humans are technically in the category of animals, animal typ-
ically denotes a non-human animal (Vulić et al., 2017). This necessitates a graded (numerical)
evaluation of pairs rather than a binary hypernym/not-hypernym distinction.

A particular kind of verbal hypernymy is troponymy. Troponyms (or manner verbs) are
verbs that encode a particular manner or way of doing something. For example, to stroll is
to walk in a relaxed manner, so stroll is a troponym and hyponym of walk, which is itself a
hypernym of stroll.

While troponymy pairs have a hyponym and hypernym, not all pairs of verbs with a hyper-
nymy relation demonstrate troponymy. For example, although gulp is a hyponym of swallow,
gulping is not swallowing in a particular manner. There is no adverb that can complete the sen-
tence “to gulp is to swallow -ly”, nor can a non-adverbial manner be used in “to gulp is to
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swallow by ”.
Contextualized word vectors have emerged as a very powerful tool for encoding semantic

concepts, with the pre-trained language model (PLM) BERT achieving state of the art perfor-
mance on downstream NLP tasks different from what it was trained on, such as question an-
swering (Devlin et al., 2019).

Unlike classical static word embeddings such as fastText (Bojanowski et al., 2017), where
every token is represented by a static vector regardless of the sense or context that it’s in, BERT
produces a vector for a token given a particular context. Due to the somewhat ‘black box’ nature
of deep neural models like BERT, there has been interest in digging into them to understand
what kind of abstract semantic knowledge they learn, and how that knowledge is represented at
different layers of the model.

In this thesis, we set out to investigate systematic knowledge of troponymy in BERT. Due
to insufficient labelled data we also included in the study an exploration of BERT’s knowledge
of verbal hypernymy in general, using the HyperLex dataset (Vulić et al., 2017). We performed
masking experiments, compared vector representations, and trained a large number of probing
models. We work exclusively with English in this study.

BERT has been demonstrated to understand the relationship between adjectives denoting
the same concept with different intensities, (e.g., pretty < gorgeous) by Soler and Apidianaki
(2020). Therefore, we were interested to see if this understanding extends to verbs expressing
similar actions but in different manners.

The practical applications of this are similar – for example textual entailment (e.g., whis-
pering something entails saying it), or recommendation systems (e.g., if a user says they ”adore
Finnish films”, the system should understand that this is the same as liking Finnish films, only
to a higher degree).
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Chapter 3

Related work

The emerging field that explores with the inner workings of BERT and what kind of information
it learns has been called BERTology (Rogers et al., 2020). Tenney et al. (2019) used edge
probing, which involves using a supervised classifier to classify spans of token vectors in order
to predict their relationship. They showed that BERT learns to perform the “classical NLP
pipeline” – that is, part-of-speech tagging at the beginning, then constituency and dependency
parsing, semantic role labelling and named entity recognition towards the later layers.

Ravichander et al. (2020) investigated noun hypernymy in BERT with a probing classifier
that aimed to predict whether or not a given pair of words is in a hypernymy relationship, and
investigated how systematic this knowledge really is using cloze-task evaluations. For instance,
even if BERT can predict vehicle for “A car is a [MASK]”, for the knowledge to be considered
“systematic”, it would have to also correctly predict the plural for “Cars are [MASK]”. They did
not find evidence of this kind of systematic knowledge, but we took inspiration from their work
for constructing feature vectors for our probing classifiers, and tried a similar architecture for
our shallow neural network.

Vulić et al. (2020) investigated BERT’s knowledge of type-level lexical semantics over dif-
ferent layers using analogy tasks, probing classifiers to predict semantic relationships between
nouns, and word self-similarity investigations across layers. They show that averaging vectors
over multiple layers decreases performance when later vectors are included, so we ran our initial
probing experiments on vectors extracted from the embedding layer.
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Chapter 4

Data

4.1 WordNet

WordNet is a structured database of words and their semantic relationships (Fellbaum, 1998).
This includes the grouping of synonymous words into ‘synsets’, and linking synsets that are
hypernyms of one another. Each synset typically has a definition, and sometimes a couple of
example sentences each containing one of the lexemes in the set. To query WordNet, we used
the interface provided by the NLTK library for Python (Bird et al., 2009).

Our goal was to compile troponym tuples from WordNet in the form of ⟨ hyponym, hyper-
nym, adverb(s) ⟩ by iterating through all verbs in the database, extracting all valid pairs together
with the hyponyms’ definitions and example sentences. Synsets containing underscores, such
as fall_over_backwards.v.01, were excluded because we wanted to work with single words for
simplicity. Multi-token strings would instead require special treatment for the experiments that
involve masking and in-context substitution. We also filtered out 54 hypernyms that had 20 or
more associated hyponyms in WordNet, such as decrease (24 children), shape (27 children),
change (401 children), and put (77 children). These verbs are often too general and their hy-
ponyms tend to describe different actions rather than performing the action described by the
hypernym in a specific manner.

Definitions starting with make or become were also excluded, because they indicate para-
phrases rather than manner verbs. For example, reduce is glossed as “make smaller”, but reduce
is not a way of making something, or making something smaller in a particular manner. Rather,
reduce is equivalent in meaning to “make smaller”. Although the hyponym can still be a manner
verb, such as drone with the definition “make a monotonous low dull sound” suggesting a par-
ticular way of making sound, the hypernym is not make, and therefore the pair had to be filtered
out.

We also excluded examples where the adverb ended in -er in order to catch other “becoming
something” verbs such as redden = “turn red or redder”.
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Algorithm 1WordNet Troponym Extraction
1: Set X = ∅
2: for v1 ∈ V do
3: if “_” not in v1.name and contains_adverb(v1.definition) and not

v1.definition.starts_with(“become”) and not v1.definition.starts_with(“make”) then
4: for v2 ∈ v1.hypernyms do
5: if “_” not in v2.name and v2.children < 20 then
6: X← X ∪ ⟨v1,v2,v1.definition,v1.examples⟩

return X

Huminski and Zhang (2018) extracted certain kinds of troponyms from WordNet by match-
ing ‘hypernym with’ and ‘hypernym by’ patterns in the definitions, for example ‘sweep = clean
by sweeping’. We were instead interested in troponym pairs where the manner is expressed
using an adverbial modifier such as ‘whisper = talk quietly’.

To further narrow down the dataset, we used SpaCy’s en_core_web_md model (Honnibal
et al., 2020) to obtain a dependency parse of each definition, and kept only the ones where
the hypernym was present in the sentence and modified by an adverb. That adverb was then
considered to express the manner in the hypernym pair.

Then, the resulting list of synsets and definitions was manually cleaned and grouped by
adverb. We removed pairs with definitions where the adverb modifies an adjective (e.g., “get
excessively hot”), definitions where the adverb modifies a phrasal verb (e.g., “come down vio-
lently”), and others. Out of the original 3,669 pairs extracted, only 178 remained afterwards.

4.2 SemCor

SemCor is a corpus of sentences tagged with WordNet synsets by members of the WordNet
project (Landes et al., 1998). We used it in our initial vector algebra experiments to obtain sen-
tences containing instances of our hand-picked set of words. Our hope was that since WordNet
often did not contain example sentences for the verbs and adverbs of interest (or if it did, there
was usually only one example), SemCor would be a more comprehensive resource.

However, its coverage of the items in our dataset was still low, often containing just a couple
of suitable sentences, if any. For example, the synset whisper.v.01 has zero example sentences
provided byWordNet itself, but SemCor contains 19 sentences tagged with it. However, most of
these sentences contained inflected forms (e.g., whispered), the representations of which could
not be directly compared with the base form and between each other. We wanted to keep our
dataset as “clean” as possible in terms of information added by different inflections and tenses.
Filtering out inflected forms left us with only two example sentences for whisper.
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4.3 ukWaC

ukWaC is a very large corpus of online text in British English (Baroni et al., 2009). Although the
corpus was automatically part-of-speech tagged, it contained a much larger number of sentences
for each word in our dataset than the manually annotated SemCor. The only ones that were
missing were words with US English spelling such as nasalize, which we had to convert to
British English spelling.

We used the SketchEngine API 1 (Kilgarriff et al., 2014) to collect 10 example sentences
from ukWaC per verb, filtering by part of speech. For verbs, the PoS tag had to match the pat-
tern VH|VB|(VV[P]?), which matches either the base form or the singular present first/second
person (e.g., “to take” or “you take”) of verbs. Since the verbs “have” and “be” are instead
tagged as VH and VB, respectively, those patterns are specified as well. We avoided inflected
forms so that the token would be identical in all instances. However, it occasionally had nouns
mistagged as verbs, especially for less common ones like “bumble”, so we verified the tagging
using SpaCy’s en_core_web_md model (Honnibal et al., 2020). The sentences were sorted by
the ’good dictionary examples’ metric and the top 10 were used.

4.3.1 Lexical substitution

Static word embeddings represent each word with a single vector regardless of its context or
sense, which can be a problem for representing polysemous and homonymous words. For ex-
ample, bear means completely different things as a verb and a noun, and those two meanings
cannot be accurately encoded by a single vector. In contrast, BERT representations are con-
textualized, which means that each vector is a function of both a word and the context that it
appears in. Ethayarajh (2019) has shown that rather than BERT assigning words one of a finite
number of sense-specific representations, it generates a unique representation for each context.
While this lets BERT disambiguate words and produce different representations for different
senses, it also means that the semantics of the context are reflected in the vector. If we extract
representations of instances of some word in vastly different sentences, the semantics of the
other words will “pollute” the vectors, even if all instances of the word have the same sense.

In order to reduce the noise from having vastly different contexts between instances of the
hyponym and the hypernym, while maintaining a diverse set of sentences for each word in a pair,
we generate alternative “substituted” BERT representations for the hyponym and the hypernym
by using the same context sentence for both.

For hyponym h and hypernym H, we collect the sets of sentences Sh and SH . To generate
substituted sentences S′H for the hypernym, we replace every instance of h in Sh with H.

This direction of substitution was chosen because the hyponym should entail the hypernym,
1https://www.sketchengine.eu
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⟨ponder, think⟩

1. Does the world never ponder these things?
…

10. Now that is something to ponder.

1. Does the world never think these things?
…

10. Now that is something to think.

BERT BERT

⟨−−−−−−→ponder ×10×13, −−−−→
think ×10×13⟩

Sentence corpus

Substitution

Figure 4.1: Computing pair vectors using substitution

but not vice versa. In the example illustrated in Figure 4.1, every instance of pondering involves
thinking, but thinking does not necessarily involve pondering. Therefore, the surrounding con-
text of the hyponym should fit the hypernym as well. While this does not always result in
grammatical sentences, at least the semantic context should be imparted to the representations
of both the hyponym and hypernym.

4.4 fastText

FastText (Bojanowski et al., 2017) is a library for generating word vector representations from
text, and the authors provide several pre-trained vectors trained on sources such asWikipedia and
crawled online text (Mikolov et al., 2018). In our experiments, we use the wiki-news-300d-1M
dataset, containing 1million 300-dimensional word vectors pre-trained on the EnglishWikipedia
dump from 2017, the statmt.org news dataset, and the UMBC corpus (Mikolov et al., 2018), as
an alternative source of vector representations of adverbs in our dataset for our probing experi-
ments. We explore whether predicting fastText adverb vectors, given the BERT representations
of verbs in a hypernymy pair, is easier for our probing model than predicting BERT adverb
vectors.
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4.5 HyperLex

HyperLex is a human-curated dataset of graded lexical entailment pairs – that is, a collection of
hyponym-hypernym pairs that have been manually annotated with scores indicating the degree
of entailment in the relationship, from 0 to 6 (Vulić et al., 2017) . Although like WordNet this
dataset does not include adverbs, it is interesting for our experiments due to the graded (rather
than binary) entailment scores. This means that statistical models trained on, and correlation
analyses performed on, this dataset have access to a much more fine-grained representation of
the hypernymy relationship. The dataset provides scores in a range of 0-6 (as graded by the
human annotators and then averaged), and also scores remapped to a range of 0-10, which we
ended up using for convenience. HyperLex contains 2,163 noun pairs and 453 verb pairs (Vulić
et al., 2017). We use nouns to obtain baseline results against which we compare our results for
verbs. We thus use the same number of nouns as verbs in HyperLex, i.e., 453.

4.5.1 Augmentation

In order to be able to train a model that can predict which of two words in a pair is the hyper-
nym and which is the hyponym (an easier task than predicting the score that still demonstrates
knowledge of hypernymy), we augment the HyperLex dataset with a sense of directionality, mo-
tivated by the fact that hypernymy is a unidirectional relationship. This was as simple as taking
each example (4.2a) and adding a ‘flipped’ version (4.2b) where the two words are swapped and
the score becomes negative. This way, if a model determines that the first word of the pair is
actually the hypernym, it should output a negative number as the score. Intuitively, this corre-
sponds to traditional mathematical vectors which have the invariant property

−−→
AB = −−−→BA, where

points A and B correspond to the hyponym and hypernym respectively. We also introduce a
synthetic negative pair (4.2c) for each original pair, so the models would be exposed to (mostly)
unrelated words with a very low score. This would ensure that models not only have to demon-
strate understanding of which word is a hypernym, but also whether or not there is a hypernymy
relationship to begin with. While 73 of the 453 verbs in HyperLex were already categorized
as no-rel, before they were even given to human annotators for scoring, meaning that there is
no hypernymy relation between the two words (e.g., ⟨learn, judge,1.28⟩). We figured that this

⟨snatch, take,8.58⟩ Original pair (4.2a)
⟨take, snatch,−8.58⟩ Flipped pair (4.2b)

⟨snatch,demolish,0.001⟩ Synthetic negative pair (4.2c)

Figure 4.2: Augmentations for the pair ⟨snatch, take⟩
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was not enough because the number of related pairs vastly outnumbered the number of unre-
lated ones – especially when it’s straightforward to generate ‘junk’ data. To generate a synthetic
negative version of a given pair, we took its hyponym and paired it up with the hypernym of the
adjacent pair. Given the set of original pairs P, we generate a synthetic negative pair for each
n-th pair from 0 to |P | like so:

syntheticn =


⟨Pn,hyponym,Pn+1,hypernym,±0.001⟩ n < |P |
⟨Pn,hyponym,P0,hypernym,±0.001⟩ n = |P |

The actual score assigned to the synthetic negative pair depends on the task. When flipped
pairs were not used and the evaluation was based on Spearman correlation, the score could
be simply set to 0. However, when the task of the model was to predict a score in the range
(−10,+10), and evaluation was done by checking if the model’s predicted score had the correct
sign, a score of exactly 0 would not work, since 0 is positive. For this reason, we randomly
assigned either −0.001 or 0.001 to the synthetic negative examples in that setup.
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Chapter 5

Methods

5.1 BERT setup

We used the Hugging Face Transformers library (Wolf et al., 2020) for Python as our inter-
face to BERT, which provides a simple API for tokenizing input, running it through different
transformers, and inspecting the output state at different layers. The specific model we worked
with was bert-base-uncased, a case-insensitive English version of BERT trained on pub-
lished books and Wikipedia (Devlin et al., 2019). The ‘base’ variant of BERT has 13 layers (the
first of which is a context-free embedding layer), each of which contains multi-head attention
weights (except for the embedding layer), and a 768-dimensional hidden state vector for each
token. We ignored the attention weights, and used the hidden state vectors for algebraic and
clustering analyses, and as input data for supervised regression and classification models. Since
BERT splits many words into pieces during tokenization using the WordPiece encoder (Wu et
al., 2016), we matched them up to the original words by iterating through the list of tokens and
merging the ones starting with ## into previous tokens with a stack of token indices. Then, in-
dices corresponding to the first occurrence of the word of interest in the sentence were used to
extract per-layer representations of each word piece. Finally to obtain a single vector per word
per layer, following Du et al. (2019), a mean was calculated across all word pieces, yielding 13
different 768-dimensional vectors for each instance (i.e. usage in a sentence) of a word.

Besides its function as a sentence encoder, we also made use of BERT’s ability to perform
masked language modeling - one of the tasks it was pre-trained on. Specifically, if BERT is
given a sentence with a special [MASK] token representing a blank, it can predict which tokens
in its vocabulary fit best into the blank. Since the output then entirely depends on the natural
language prompt provided, this approach is a lot more creative and free-form than mathematical
analyses. Furthermore, since BERT may predict a synonym or near-synonym of the masked
word, it can be difficult to predict what possible answers can be counted as correct.
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5.2 Vector algebra

Since scalar adjectiveswere shown to have a dimension of intensity in the vector space (Soler and
Apidianaki, 2020), it stood to reason that there could be one for a particular manner as well. For
instance, a hypothetical “loudness axis” would be expected to go through the vectors ofwhisper,
talk, and shout. If this was the case, then algebraically, cos((talk −whisper), (shout − talk))
should be close to 1, since the resulting vectors should point along that axis. Furthermore, one
would expect cos((talk −whisper),quietly) > cos((talk −whisper), f ast).

To investigate this, we picked out a few verbs and adverbs fromWordNet and computed their
representations in sentences. We subtracted several vectors from one another as described above,
and computed the pairwise cosine similarity of all vectors. To visualize the cosine similarity
matrix, we plotted a heatmap and a multidimensional scaling (MDS) scatter plot, though the
latter did not reveal anything interesting.

We used sentences from SemCor for our initial experiments, but due to the poor sentence
coverage of the words investigated (as mentioned in section 4.2), we used ukWaC for the results
presented in this thesis.

5.3 Masking

Masked Language Modeling is a task that requires a model to predict which tokens are the
most probable in a particular context and position. BERT is provided a cloze-style prompt - a
sequence where one or more tokens are set to a special [MASK] token - and returns an output state
with the ‘blanks’ filled in (Devlin et al., 2019). Our aim with this approach was to give BERT
prompts requiring knowledge of troponymy to correctly fill in, and evaluating how accurate its
predictions are. We turned tuples of two verbs and one or more adverbs, or without the adverbs
when using HyperLex data, into sentences by filling out a number of different templates. These
templates then had the hyponym, hypernym, or adverbs masked out, one a time, and run through
BERT.

5.3.1 Evaluation

Determining if BERT’s prediction is correct is quite subjective, and the chosen criterion heav-
ily influences the results. Only accepting exact matches is too strict, and incorrectly rejects
semantically equivalent answers, while accepting synonyms and near-synonyms requires a cer-
tain cut-off threshold. We used WordNet for this: if the expected answer refers to a particular
synset (in the case of ourWordNet dataset), accept any lemma in that synset. If it does not (in the
case of HyperLex pairs), accept any lemma from any synset that contains the expected answer

13



To hyponym is to hypernym adverb(s). (5.1a)
To hyponym is to hypernym. (5.1b)

hyponym-ing is a kind of hypernym-ing. (5.1c)

Figure 5.1: Basic templates for masking experiments.

as a lemma. Also, if the expected answer is a verb, we accept both the uninflected and gerund
forms, the latter of which is computed using the pyinflect1 library.

To quantify the results, we computed precision at k (P@k), which represents how many
masked examples BERT was able to predict an acceptable answer for within the top k positions
in the ranked predictions, where k ranged from 1 to 10.

5.3.2 Manner prompts

Figure 5.1 lists the prompt templates that we used for our masking experiments. Template 5.1a
was used for troponymy tuples extracted from WordNet, while 5.1b and 5.1c were used for
hypernymy pairs fromHyperLex. The gerund forms in 5.1c were again computedwith pyinflect.

While template 5.1b was the most successful of the templates without adverbs, the equiva-
lence expressed in it is somewhat unsuitable for verbs. For nouns, it is quite natural to say, for
example, that “a cat is an animal”, but not “to run is to walk”, despite run being a hyponym of
walk.

5.3.3 Analogy prompts

In order to help BERT understandwhat kind of answerwewant from it, we also tried using analo-
gies in our prompt. The idea is to concatenate the pair being masked with another pair in order
to provide context for BERT. Therefore, in these templates, only hyponym2 and hypernym2

would be alternatively replaced with a [MASK] token. For example, ⟨yell, speak⟩ paired with
⟨disguise, hide⟩, passed into template 5.2d would yield two queries for evaluation:

1. “disguising is a kind of hiding, but [MASK] is a kind of speaking.”

Accepted answers: squalling, holloing, shouting, hollering, calling, crying, scream-
ing, yelling

2. “disguising is a kind of hiding, but yelling is a kind of [MASK]”

Accepted answers: mouthing, uttering, verbalizing, addressing, verbalising, talking,
speaking

1https://github.com/bjascob/pyinflect

14



hyponym1 is to hypernym1 what hyponym2 is to hypernym2.
(5.2a)

If to hyponym1 is to hypernym1, then to hyponym2 is to hypernym2.
(5.2b)

I hypernym1 when I hyponym1, and I hypernym2 when I hyponym2.
(5.2c)

hyponym1-ing is a kind of hypernym1-ing but hyponym2-ing is a kind of hypernym2-ing.
(5.2d)

hyponym1-ing is to hypernym1-ing what hyponym2-ing is to hypernym2-ing.
(5.2e)

Figure 5.2: Analogy-based templates for masking experiments

5.4 Vector probing

Probing is a technique that aims to discover a pretrained language model’s understanding of
particular linguistic phenomena by building a supervised classifier that takes frozen vector rep-
resentations as input and tries to predict information related to a specific phenomenon. If the
classifier succeeds in recovering that information, that means that the pretrained model’s repre-
sentations do encode it, but the converse cannot be said if the model fails (Conneau et al., 2018).
For this set of experiments, we wanted to see if there was some kind of learnable mapping be-
tween the vectors of a hyponym-hypernym pair and the vector of its associated manner. To test
this, following (Ravichander et al., 2020), we attempted to train a neural model that, when given
the two vectors in the pair, along with their difference and elementwise product, would predict
the vector of the associated manner adverb. If the hypothesis holds, it should be possible to train
a model such that

model(−−−−−−−→whisper,
−−−→
talk,

−−−−−−−→
whisper −−−−→talk,

−−−−−−−→
whisper ⊙−−−→talk) ≈ −−−−−−→quietly

In order to maximize the number of examples in the dataset, we included all possible combi-
nations of instance vectors. For each pair p in the dataset, given N hyponym instances and M

hypernym instances, the set of N ×M examples is

N∪
i=1

M∪
j=1

{⟨−−−−→phypoi,
−−−−−→phyperj,

−−−−−→padverb⟩}

A lexical split (with regard to the verbs) was used for splitting the dataset into training,
validation and test subsets, to ensure that the model didn’t just memorize what adverb goes
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with what verb. An adverb, however, could appear in multiple subsets. We tried using linear
regression and a shallow neural network with a single hidden layer (of dimensions 64, 300, and
500) with a 768-dimensional vector as the output.

To try to simplify the model’s task, we also used a logistic regression classifier, which had
to predict the adverb as a class. Each individual manner adverb in the dataset corresponded to
its own class, dramatically narrowing down the model’s solution space at the cost of hiding the
adverbs’ semantic information from the classifier.

The issue with this approach is that there are far too many labels given the small number of
examples, with a distribution that makes it impossible for the classifier to see several instances
of each label in the training set before being tested on predicting that label for examples in the
validation or test set. In fact, of the 45 labels in the entire dataset, 24 only occur once (e.g.,
weakly, deeply, fast).

On the other end, the manner adverb slowly has 23 examples labelled with it. If an example
with a label that only appears once gets assigned to the training set, the model has far too little
data to learn that label from, and the label doesn’t serve much use anyway, since the model can
never be evaluated on how well it assigns test or validation examples to that label. On the other
hand, if a label that only appears once is assigned to the validation or test set, there is no way
for the model to have learned any information that would let it correctly predict an example
with that label. This is similar to zero-shot learning (ZSL), where a model can learn to assign
examples to test classes unseen during training, but this relies on there being “some form of
auxiliary information” that the model can use to “associate observed and non observed classes”
(Xian et al., 2020). Since the manners were opaque labels with no semantic information from
BERT associated with them, the model did not have this auxiliary information.

We constructed the input feature vectors for linear and logistic regression in the same way as
the neural model, even though concatenation doesn’t make as much sense for linear regression as
it does for the neural network approach. This is because the model can’t do any math to compare
the two vectors, and instead only assign certain weights and offsets to each component. We also
tried concatenation, subtraction, and max-pooling on their own, but neither approach improved
performance.

5.4.1 HyperLex

Since the previous models were unable to learn a relationship between verb and adverb vec-
tors (illustrated by Figure 6.7b in section 6.3), we shifted the topic to exploring verb hypernymy
using the HyperLex dataset. This would give us more data, and hopefully the task would be solv-
able with a simpler model (as predicting the degree of hypernymy seems easier than predicting
vectors). We used a linear regression model, where the input consisted of the verb pair’s vectors
combined in different ways (concatenated, subtracted, or max-pooled), following Ravichander
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et al. (2020), either in isolation or averaged from 10 ukWaC sentences. The output for a pair is
the average score given in HyperLex. We tried with both the random and lexical splits provided
in HyperLex. None of that made it generalize to the development set, with the learning curves
of all models resembling illustrated by Figure 6.7a in section 6.3. While this shows that tro-
ponymy representations are not easily accessible to simple regression models or shallow neural
networks, it does not prove the absence of that information.

5.5 Feature-based probing

In order to make troponymy information more accessible to the models, the next logical step
was to extract features from the vector representations before feeding them into the models.

5.5.1 Cluster Analysis

While averaging all of the vectors for a word is useful for obtaining a single type-level vector
that can be inspected, it invariably leads to information loss. To make use of all of the vectors
for a word at the same time for feature extraction, we can treat them as a cluster of points
in 768-dimensional space. Under this interpretation, one can compute features for each pair
by comparing the ‘shape’ of the hyponym’s set of vectors against that of the hypernym, using
standard cluster analysis metrics. In this sense, ‘cluster’ refers to the set of vectors associated
with a word across all of its instances, at one particular layer of BERT.

The initial hypothesis that we set out to test was that for each pair, the hyponym would
have a tighter (more similar) cluster of vectors than the hypernym, because the hyponym would
encode a narrower set of meanings. For instance, whisper covers a strict subset of the meanings
of say, as whispering something entails saying it (in a quiet manner), while say covers all of
whisper’s meanings and many more, such as yelling or even typing. These additional meanings
should be spread out farther in vector space, as they cover a wider range of contexts and concrete
meanings.

Following Mickus et al. (2020), we used the silhouette coefficient to determine how well
a particular word’s vectors map to their own cluster versus the other word’s cluster. While
analyzing correlations, there was no need to augment the data as described in section 4.5.1, as
having real (non-synthetic) data was more important than having a large amount of it, unlike for
supervised learning.

5.5.2 Feature selection via correlation

Self-similarity, which we used following Ethayarajh (2019), is the average pairwise cosine sim-
ilarity between all of the vectors of a particular word across all its instances. To select the most
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Figure 5.3: Self-similarity variation per layer.

interesting layer for analyzing correlations in, we decided to find the one in which the self-
similarity of the hyponym and the self-similarity of the hypernym differed most. The intuition
for this was that if a particular layer had a stronger representation of hypernymy, then the clus-
tering tightness hypothesis mentioned in 5.5.1 would be more pronounced in this layer. For
layer l in the set of 13 layers, where h is the hyponym of a pair and H is the hypernym, this
variation is defined as

similarity(h,H) =min(selfsim(h), selfsim(H))/max(selfsim(h), selfsim(H))

varl =

N∑
n=1

1− similarity(pairsn,h,l, pairsn,H,l)

layer of interest = argmax(varl)

As Figure 5.3 shows, the layer with the greatest variation between the self similarity of
hyponyms and hypernyms is layer 9.

We investigated both pair-level and word-level Spearman correlation with a different feature
at this layer in order to find the ones that correlate well with the HyperLex score for each pair,
as these features would be more suitable for predicting the score via a simple linear classifier.

Word-level features

Self-Similarity
The mean pairwise cosine similarity of the ten vectors for a word.

WordNet Senses
The number of WordNet synsets available for a word.
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WordNet Depth
The depth in the WordNet graph at which the word’s first matching synset is found, using
synset.max_depth() in the NLTK interface (Bird et al., 2009).

Mean Hyperness
For every pair containing the word, we take score (from HyperLex) if it is the hypernym,
and −score if it is the hyponym. Then, this “hyperness” value, intuitively representing to
what extent that word is a hypernym in a particular pair, is averaged across all its instances
in the dataset.

Silhouette
The silhouette coefficient of the word, when all the instances of the word as a hyponym
in the data are taken as one cluster and all the hypernyms instances as another.

Cohesion
The mean pairwise Euclidean distance of the ten vectors for a word.

Frequency
The raw Google Ngrams frequency for the word (Brants and Franz, 2006).

On the word level, the highest correlations were unsurprisingly between the clustering fea-
tures (Cohesion, Self-Similarity, Silhouette). Interestingly, Self-Similarity had a correlation of
-0.66 with WordNet Depth, and -0.57 with Frequency. However, nothing correlated with Mean
Hyperness, which was the word-level proxy for HyperLex score.

Pair-level features

In addition to taking the differences and ratios of the word-level features (e.g., the hyponym’s
silhouette divided by that of the hypernym), we also use the following pair-level features:

HyperLex Score
The original score from HyperLex in the range (0,10), or (−10,10) with flipped pairs
included.

Path Similarity
The length of the shortest path in WordNet that connects the hyponym and hypernym.

As shown in Table 5.1, none of the pair-level features correlated well with score, although
adding directionality to the hypernymy relations via flipped examples increased the correlations
and decreased the p values across the board.

Despite the relatively low (< 0.50 ) correlations with score, we proceeded with using Word-
Net Depth, Senses, Frequency, Self-Similarity, and Silhouette as the features for our linear re-
gression models.

19



score p. sim. depth Q senses Q freq. Q silh. Q silh. ∆ s-s Q

path sim. 0.16 *
depth Q 0.21 ** 0.09
senses Q -0.21 ** 0.00 -0.49 **
frequency Q -0.24 ** -0.04 -0.57 ** 0.73 **
silhouette Q 0.01 0.02 0.34 ** -0.47 ** -0.48 **
silhouette ∆ 0.04 0.02 0.32 ** -0.54 ** -0.53 ** 0.83 **
self-sim Q 0.15 * -0.02 0.46 ** -0.69 ** -0.63 ** 0.67 ** 0.78 **
self-sim ∆ 0.14 * -0.02 0.46 ** -0.69 ** -0.64 ** 0.68 ** 0.79 ** 1.00 **

(a) No flipped pairs

score p. sim. depth Q senses Q freq. Q silh. Q silh. ∆ s-s Q

path sim. 0.00
depth Q 0.36 ** 0.00
senses Q -0.33 ** 0.00 -0.55 **
frequency Q -0.47 ** 0.00 -0.63 ** 0.75 **
silhouette Q 0.22 ** -0.02 0.36 ** -0.52 ** -0.49 **
silhouette ∆ 0.23 ** 0.00 0.37 ** -0.57 ** -0.56 ** 0.84 **
self-sim Q 0.30 ** 0.00 0.50 ** -0.72 ** -0.67 ** 0.68 ** 0.80 **
self-sim ∆ 0.29 ** 0.00 0.50 ** -0.72 ** -0.66 ** 0.69 ** 0.81 ** 1.00 **

(b) Including flipped pairs

Table 5.1: Pair-level Spearman correlations in layer 9
* p < 0.05,** p < 0.001

Q Ratio ∆ Difference

5.5.3 Regression models

Using the features chosen above, we trained a wide variety of linear regression models at all 13
layers of BERT (12 + the embedding layer), for both nouns and verbs. The frequency, WordNet
depth, and number of senses features, which do not depend on BERT vector representations,
were taken as a sort of baseline, as the latter two incorporate hypernymy information from a
semantic database with explicit relations, contrary to BERT – which may or may not systemati-
cally have that information. Frequency was converted to a logarithmic scale, as the raw numbers
were far too large for the model to be able to converge.

The input data was an equal balance of nominal and verbal HyperLex pairs (though models
were trained separately on nouns and on verbs), augmented as described in section 4.5.1. We
used the training, validation, and test splits from HyperLex’s lexical split files, filtered by the
part of speech under investigation.

There were two tasks that we trained and evaluated regression models on:
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Prediction accuracy

We mentioned before how by including flipped examples in the training data, the model can
learn hypernymy as a bidirectional phenomenon, the direction of which is represented by the
sign of the output score. As a result, evaluating the model’s ability to predict the direction is
as simple as checking if the sign of the model’s output matches the sign of the gold score. The
output of the model is a score in the range (−1,1), corresponding to the expanded (−10,10) range
of HyperLex scores in data with flipped examples. The model was evaluated on howmany pairs
it was able to predict the correct sign for, meaning that it correctly determined which word is
the hypernym and which one is the hyponym.

Correlation with HyperLex scores

Without flipped examples, the model had to predict a score in the range (0,1), corresponding
to the original [0,10) range of HyperLex scores (with 0 corresponding to synthetic negative
examples). Evaluation was done by calculating the Spearman correlation of the predicted scores
against the real ones, since there was no longer a binary criterion that we could calculate accuracy
with.
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Chapter 6

Results

6.1 Vector Algebra
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talk

whisper

quietly

loudly

quickly

sadly

abruptly

slowly

(shout-talk)

(whisper-talk)

(shout-whisper)

1.0 0.2 0.3 0.11 0.25 0.06 0.09 0.14 0.05 0.6 0.08 0.55

0.2 1.0 0.22 0.15 0.06 0.06 0.02 0.06 0.1 -0.66 -0.62 -0.03

0.3 0.22 1.0 0.24 0.11 0.05 0.08 0.07 0.07 0.05 0.63 -0.63

0.11 0.15 0.24 1.0 0.35 0.33 0.1 0.23 0.38 -0.04 0.07 -0.13

0.25 0.06 0.11 0.35 1.0 0.19 0.13 0.19 0.2 0.14 0.05 0.1

0.06 0.06 0.05 0.33 0.19 1.0 0.09 0.28 0.51 -0.0 -0.01 0.01

0.09 0.02 0.08 0.1 0.13 0.09 1.0 0.11 0.2 0.05 0.05 0.0

0.14 0.06 0.07 0.23 0.19 0.28 0.11 1.0 0.26 0.06 0.01 0.05

0.05 0.1 0.07 0.38 0.2 0.51 0.2 0.26 1.0 -0.05 -0.03 -0.02

0.6 -0.66 0.05 -0.04 0.14 -0.0 0.05 0.06 -0.05 1.0 0.57 0.45

0.08 -0.62 0.63 0.07 0.05 -0.01 0.05 0.01 -0.03 0.57 1.0 -0.49

0.55 -0.03 -0.63 -0.13 0.1 0.01 0.0 0.05 -0.02 0.45 -0.49 1.0

Figure 6.1: Cosine similarity of vectors in the embedding layer and their differences, computed
from ukWaC sentences.
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quietly
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sadly
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(shout-talk)

(whisper-talk)

(shout-whisper)

1.0 0.81 0.81 0.75 0.8 0.75 0.73 0.74 0.74 0.29 -0.06 0.35

0.81 1.0 0.83 0.78 0.8 0.79 0.74 0.71 0.8 -0.32 -0.35 0.0

0.81 0.83 1.0 0.84 0.81 0.77 0.76 0.76 0.78 -0.05 0.22 -0.26

0.75 0.78 0.84 1.0 0.87 0.84 0.77 0.82 0.87 -0.06 0.04 -0.1

0.8 0.8 0.81 0.87 1.0 0.85 0.77 0.81 0.84 -0.02 -0.04 0.02

0.75 0.79 0.77 0.84 0.85 1.0 0.77 0.83 0.89 -0.07 -0.08 0.0

0.73 0.74 0.76 0.77 0.77 0.77 1.0 0.75 0.79 -0.03 -0.02 -0.01

0.74 0.71 0.76 0.82 0.81 0.83 0.75 1.0 0.82 0.02 0.02 0.0

0.74 0.8 0.78 0.87 0.84 0.89 0.79 0.82 1.0 -0.1 -0.08 -0.03

0.29 -0.32 -0.05 -0.06 -0.02 -0.07 -0.03 0.02 -0.1 1.0 0.49 0.56

-0.06 -0.35 0.22 0.04 -0.04 -0.08 -0.02 0.02 -0.08 0.49 1.0 -0.46

0.35 0.0 -0.26 -0.1 0.02 0.0 -0.01 0.0 -0.03 0.56 -0.46 1.0

Figure 6.2: Cosine similarity of vectors in layer 9 and their differences, computed from ukWaC
sentences.

If troponymy was well represented in the vector space itself, then we would expect that
−−−→
talk +

−−−−−→
loudly ≈ −−−−→shout. As Figure 6.1 shows,

−−−−→
shout −−−−→talk is much more similar to

−−−−−→
loudly

(0.14) than
−−−−−−→
quietly (-0.04). This similarity is promising, but the similarity of

−−−−→
shout on its own

and
−−−−−→
loudly is 0.25 - even higher! So subtracting

−−−→
talk only moves it farther from

−−−−−→
loudly, rather

than closer, suggesting that the reason that
−−−−→
shout −−−−→talk is closer to

−−−−−→
loudly than

−−−−−−→
quietly isn’t

because of a troponymy relation encoded into the vectors, but simply proximity due to semantic
similarity.

For
−−−−−−−→
whisper −−−−→talk, we would expect it to be closer to

−−−−−−→
quietly than

−−−−−→
loudly, and while that

is indeed the case, the cosine similarities differ only slightly, being 0.07 and 0.05 respectively.
Once again, it seems that

−−−−−−−→
whisper dominates

−−−→
talk and semantic similarity is what produces the

desired result.
So,
−−−→
talk simply does not constitute a significant part of its hypernyms’ vector representa-

tions. If there is a loudness ‘direction’ in the embedding vector space, this is not demonstrated
by this analysis.
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(shout-talk)

(whisper-talk)
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1.0 0.61 0.55 0.53 0.57 0.57 0.51 0.63 0.46 0.33 -0.09 0.42

0.61 1.0 0.42 0.39 0.35 0.47 0.38 0.58 0.33 -0.54 -0.57 0.17

0.55 0.42 1.0 0.45 0.48 0.49 0.48 0.47 0.5 0.08 0.51 -0.53

0.53 0.39 0.45 1.0 0.66 0.74 0.58 0.36 0.77 0.1 0.04 0.05

0.57 0.35 0.48 0.66 1.0 0.62 0.56 0.44 0.73 0.19 0.1 0.06

0.57 0.47 0.49 0.74 0.62 1.0 0.63 0.41 0.68 0.04 -0.01 0.05

0.51 0.38 0.48 0.58 0.56 0.63 1.0 0.35 0.67 0.09 0.07 -0.0

0.63 0.58 0.47 0.36 0.44 0.41 0.35 1.0 0.36 -0.03 -0.13 0.13

0.46 0.33 0.5 0.77 0.73 0.68 0.67 0.36 1.0 0.1 0.14 -0.07

0.33 -0.54 0.08 0.1 0.19 0.04 0.09 -0.03 0.1 1.0 0.59 0.25

-0.09 -0.57 0.51 0.04 0.1 -0.01 0.07 -0.13 0.14 0.59 1.0 -0.64

0.42 0.17 -0.53 0.05 0.06 0.05 -0.0 0.13 -0.07 0.25 -0.64 1.0

Figure 6.3: Cosine similarity of vectors in layer 9 and their differences, computed from words
in isolation.

However, that is just the embedding layer. Higher layers such as layer 9 in 6.2 are much
harder to interpret with the same approach. For instance,

−−−−→
shout−−−−→talk is actually slightly closer

to
−−−−−−→
quietly than

−−−−−→
loudly. A likely explanation is that since the upper layers of BERT encode

more context-specific information in their representations (Ethayarajh, 2019), and the vectors
that we analyze here are averaged from instances of that particular word in different sentences,
the context-specific information that these layers focus on is blurred together and lost, yielding
less interesting vectors. Computing a single vector from the word in isolation as in Figure 6.3
indeed prevents this from being the case and produces very similar results to Figure 6.1. The
same observations hold, confirming the previous conclusion that semantic similarity is a much
better explanation than troponymy.
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Top-k Hyponym Hypernym Adverb
1 0.084 0.236 0.017
3 0.090 0.444 0.045
5 0.101 0.500 0.084
10 0.118 0.596 0.157

Table 6.1: Correct predictions for the cloze-task template “To hyponym is to hypernym
adverb(s)”.

6.2 Masking

For each masked query, BERT assigns a probability to every word in its vocabulary depending
on how well it considers the word to fit the masked slot. Since the model outputs raw un-
normalized predictions (logits), we apply a softmax function to obtain the probabilities expressed
as percentages in the figures below.

6.2.1 WordNet-sourced data

Using the template “To hyponym is to hypernym adverb” and the 178 troponymy pairs ex-
tracted from WordNet, we built queries to explore the knowledge encoded in BERT about this
relationship. Table 6.1 shows the percentage of queries for which BERT made correct predic-
tions at each cut-off point in the ranking, for each of the three variable words masked out.

BERT did several times better on predicting hypernyms than words in the other positions.
It does make sense that going from a more specific word to a more general one is ‘easier’,
especially since that does not even require any knowledge of the adverb!

We can also see that BERT either knew the hyponym or it did not, whereas with the other
positions raising the top-N cut-off point increased its chance of producing the correct answer.
This could be explained by correctly predicted hyponyms being more ‘typical’ for their respec-
tive hypernym, such as whisper for the hypernym speak, and smash for the hypernym hit, in
contrast with orate and trundle, as illustrated in Table 6.2.

The three examples that had the adverb correctly predicted in the top position were ⟨ thun-
der.v.01, move, ‘fast, noisily, and heavily’⟩, ⟨ sigh.v.01, breathe, ‘deeply and heavily’⟩, and
⟨trail.v.03, proceed, ‘draggingly or slowly’ ⟩.

Sentence Hyponym Hypernym Adverb
To whisper is to speak softly. 4 1 3
To smash is to hit violently. 1 3 -
To orate is to talk pompously. - 1 -
To trundle is to move heavily. - - -

Table 6.2: Positions in the ranking at which the correct prediction was found, if any.
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The low number of correct adverbs in top position in the ranking is in part due to BERT often
predicting objects instead of adverbs in the last position. To force BERT to predict adverbs, we
tried inserting a ##ly word piece token right after the mask, but this only led to the prediction
of rarer adverbs that have their adverbial ‘-ly’ suffix split off into a separate word piece - none
of which are correct.

However, these results do not necessarily indicate systematic knowledge of hypernymy, as
quite often BERT would just guess semantically related words until guessing one of the accept-
able gold answers. We demonstrate this by comparing masking results for “to whisper is to
speak quietly” in Figure 6.4 with “to shout is to speak loudly” in Figure 6.5. This appears to
confirm the findings of Ravichander et al. (2020), who did not find systematic knowledge of
hypernymy in BERT either.

Table 6.4a shows that BERT predicted verbs that are or can be done in a quiet manner. Some
of them are semantically related to speaking (or more broadly, communicating), but most of the
top predictions (e.g., listen, learn, think, eat) seem to be provoked by the adverb alone, rather
than being hyponyms of speak. It did not manage to predict the expected answer whisper. The
words speak and talk are marked with to indicate that BERT simply reused the other verb in
the prompt (or a WordNet synonym thereof). These predictions are almost identical to the ones
in 6.5a, showing that the manner adverb which differs in these prompts made almost no impact.

Table 6.4b shows BERT confidently getting the right hypernym in the first two positions,
but the runners up demonstrate the same behaviour as 6.4a - listening and sitting both seem like
words that would be frequently collocated with quietly. Comparing it with 6.5b shows similar
results, although with more ‘loud’ verbs such as shout, scream, laugh, and yell included. It is
interesting that whisper has about the same probability in both tables, showing that the apparent
‘repetition’ in this case (marked with ) is not in fact repetition under the hood.

When masking the adverb, both Tables 6.4c and 6.5c show that the first few results are
irrelevant with regard to the hyponym, with the correct answer appearing a few positions lower
in the ranking. The incorrect first few predictions again likely come from frequent collocations
with the hypernym, as they are all reasonable modifiers for speak in other contexts. Similarly to
the last set, it is interesting that loudly has similar probabilities regardless of the hyponym used
in the query.

Tables 6.4d and 6.5d are almost identical, demonstrating that providing BERT with the ##ly
word piece does not help BERT demonstrate its knowledge of troponymy.

6.2.2 HyperLex data

Without any adverbs in the dataset, we used “hyponym-ing is a kind of hypernym-ing” and
“To hyponym is to hypernym” as our templates. The latter template resulted in more accurate
predictions, and is therefore the one presented. This may be due to verbs in gerund form being
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to [MASK] is to speak quietly.
32.11% speak
9.45% listen
9.23% talk
4.39% learn
3.42% communicate
2.73% think
2.46% eat
1.58% understand
1.44% do
1.09% write

(a)

to whisper is to [MASK] quietly.
52.08% speak
11.57% talk
2.69% listen
2.50% sit
2.06% whisper
2.01% think
1.84% breathe
1.68% move
1.30% go
1.30% walk

(b)

to whisper is to speak [MASK].
8.91% freely
6.71% aloud
6.36% quietly
6.17% out
5.54% softly
3.63% again
3.46% loudly
3.30% plainly
2.76% it
2.68% directly

(c)

to whisper is to speak [MASK] ##ly.
15.11% fluent
11.77% blunt
6.70% respectful
3.01% passionate
2.89% verbal
2.75% coherent
2.69% bold
2.08% intelligent
1.86% oral
1.85% convincing

(d)

Figure 6.4: Predictions for different masking configurations of “to whisper is to speak quietly.”
Correct Repetition
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to [MASK] is to speak loudly.
42.23% speak
6.98% talk
5.32% listen
2.76% communicate
2.22% think
1.42% respond
1.35% write
1.30% sing
1.12% understand
1.04% eat

(a)

to shout is to [MASK] loudly.
49.39% speak
8.77% talk
6.75% shout
6.00% scream
4.21% think
3.59% laugh
2.01% whisper
1.86% say
1.79% yell
1.06% breathe

(b)

to shout is to speak [MASK].
11.84% out
5.80% up
5.45% plainly
4.40% english
4.30% loudly
4.07% it
3.89% louder (?)
3.63% clearly
3.40% loud (?)
3.18% aloud (?)

(c)

to shout is to speak [MASK] ##ly.
14.41% fluent
13.43% blunt
4.17% respectful
3.95% bold
2.99% coherent
2.53% convincing
2.10% rude
1.76% authoritative
1.66% verbal
1.66% passionate

(d)

Figure 6.5: Predictions for different masking configurations of “to shout is to speak loudly.”
Correct Repetition
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Top-k Hyponym Hypernym
1 0.263 0.474
3 0.316 0.579
5 0.474 0.737
10 0.474 0.737
(a) P@k for pairs with score ≥ 9.

Top-k Hyponym Hypernym
1 0.239 0.326
3 0.348 0.500
5 0.424 0.587
10 0.435 0.696

(b) P@k for pairs with score ≥ 8.

Table 6.3: Precision at k for the template “To hyponym is to hypernym adverb(s)” with Word-
Net data.

Top-k Hyponym Hypernym
1 0.000 0.158
3 0.000 0.158
5 0.000 0.263
10 0.158 0.368
(a) P@k for pairs with score ≥ 9.

Top-k Hyponym Hypernym
1 0.000 0.076
3 0.011 0.152
5 0.033 0.217
10 0.065 0.261

(b) P@k for pairs with score ≥ 8.

Table 6.4: Precision at k for the template “hyponym1-ing is a kind of hypernym1-ing but
hyponym2-ing is a kind of hypernym2-ing.” with HyperLex data.

used as nouns. Since BERT performs part of speech tagging as an early step of its ‘NLP pipeline’
(Tenney et al., 2019), there could be different type-level information available at higher layers
for the infinitive and gerund forms.

HyperLex Score ≥ 9

There were 19 examples with score ≥ 9, which should be easier due to being considered ‘strong’
hypernymy pairs. In this case, BERT was able to guess the correct hypernym (or a synonym
thereof) at the first position 47% of the time.

HyperLex Score ≥ 8

There were 92 examples with score ≥ 8 in HyperLex. For these pairs, BERT was able to get the
hypernym right as its top prediction 33% of the time. It makes sense that ‘stronger’ hypernym
pairs are more obvious, and thus easier to predict.

6.2.3 Analogy prompts

Analogy prompts of the form “talking is a kind of communicating, but adding is a kind of calcu-
lating.” performed strictly worse than ones without analogies, generally due to semantic inter-
ference from the other pair of words. That is, BERT would not only predict semantically similar
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slaying is a kind of killing, but
[MASK] is a kind of thinking.
48.30% killing
32.91% it
2.43% this
1.95% death
1.58% that
0.92% thinking
0.70% hunting
0.65% murder
0.46% writing
0.35% healing (?)

(a)

pondering is a kind of thinking, but
talking is a kind of [MASK].
36.18% talking
10.66% thinking
6.12% listening
4.59% speaking
1.89% reading
1.73% writing
1.64% doing
1.64% feeling
1.54% communication
1.16% learning

(b)

Figure 6.6: Results for an example analogy cloze task.
Correct Repetition
Interference from other clause

words to the remaining word of the pair whose counterpart was masked out, but also ones se-
mantically related to the other pair. We do not consider this setup to be optimal for investigating
BERT’s knowledge about hypernymy.

6.3 Vector Probing

None of our vector probing experiments yielded a successful model. Most models tended to
underfit (evident by both training and validation loss never really decreasing, and a huge gen-
eralization gap), such as the model described in Figure 6.7a while others, such as the shallow
neural network trying to predict the adverb vector, or the shallow neural multiclass manner clas-
sifier in Figure 6.7b, showed clear signs of overfitting.

6.4 Clustering Analysis

Figure 6.8 shows the fraction of examples for which each linear regression model predicted a
score with the correct sign. In other words, each point indicates how successful a model trained
and evaluated on vectors from that layer was at guessing which word in the pair is the hyponym.

The models with Neg in their names had synthetic negative pairs added to their data (see
4.2c), and curiously this did not consistently improve or harm their performance, which instead
varied across layers. It is possible that the introduction of negative pairs confuses the model
by giving it clustering features that look like they should indicate a hypernymy relation (if one
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(b) Shallow neural multiclass classifier:
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hyper⟩ → c

Figure 6.7: Typical learning curves demonstrating underfitting and overfitting, respectively.

word is significantly more ‘general’ in meaning than the other), but the words being unrelated
in meaning causes the score to be near zero, since the semantic categories of the words are not
captured by the input features.

All of the verb models peak around layer 9, but interestingly the models trained and evalu-
ated on nouns have a peak around layer 2. All models that use features extracted from BERT
representations achieve an accuracy above 50% in at least one layer, and all of them get > 50%
in layer 9. This shows that the silhouette and self similarity scores of vectors at some layers
do encode information about hypernymy, as these features enable the models to do better than
guessing randomly.

Using vectors obtained after substituting a hyponym with its hypernym instead (see 4.3.1)
appears to consistently improve performance for verbs, as can be seen in Figure 6.9. It is not clear
why this makes models trained on verbs perform better than ones trained on nouns. Substitution
should neutralize the impact of context on the representations of nouns noworse than from verbs.
Sentences with substituted nouns should be more likely to still make sense after substitution.
Verbs tend to describe concrete actions at every level of hypernymy, which are likely to be less
substitutable for one another, while nouns tend to describe concept categories as they get more
general, rather than concrete objects or concepts.

In the end, linear regression models using the silhouette coefficient score of vector clusters
derived from substituted sentences were able to determine the hypernym of over 50% of the pairs
at all layers. In four of the layers, the model was more accurate than the model that had access
to the words’ depth in WordNet, which is remarkable because that depth directly corresponds to
the hypernymy relations represented in WordNet.
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Figure 6.8: Number of pairs for which the regression model predicted the correct sign.
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Figure 6.9: Number of pairs for which the regression model predicted the correct sign, using
vectors generated through in-context substitution

33



It is much harder to draw any conclusions from the experiments without flipped examples.
Their evaluation was done using Spearman correlation with the original HyperLex scores. Fig-
ure 6.10, which illustrates their results, is very noisy and does not seem to demonstrate any
patterns. It seems like introducing synthetic negative examples (4.5.1) hurts the models’ perfor-
mance in general, but all models vary so much from layer to layer that it is difficult to say for
sure. All we can say with confidence is that accurately predicting HyperLex score is indeed a
muchmore difficult task than simply predicting which cluster of vectors belongs to the hyponym
and which to the hypernym of the pair.

The scatter plot in Figure 6.11 illustrates what weights the linear regression models ended
up looking at, since the input feature vector consisted of the two raw features (e.g., silhouette
coefficient for both clusters), the difference of the two raw features, and their ratio. Each model
is represented by two points - the orange one indicating the weight assigned to the ratio of the
two clustering features, and the blue one indicating their difference. The weights on the raw
features themselves are not plotted because they were mainly ignored by the models.

We plotted the weights against model accuracy because we were interested to see if the
better performing models ended up using a particular aggregated feature more. But, in the end,
all models learned to value the difference much more than the ratio.

We initially expected the opposite to be true since we would expect the degree of a pair’s
hypernymy to be determined more by the relative difference of the two features, e.g., if one
cluster is twice as tight, it would be about twice as specific. However, it makes sense that since
the output ranges from -1 to 1, and dividing one feature by another can yield huge numbers (that
we capped at the arbitrary value of 255), subtraction would yield much more workable values
when the input features also range from -1 to 1.

To see if weight on features correlates more with model setup (i.e., features used) than accu-
racy, we plotted each model’s weights on the ratio and difference elements in Figure 6.12. The
pattern here is clear - models that used silhouette scores made much smaller use of the feature
ratio (usually close to zero) than models that used self similarity. A distinction that may explain
this is the fact that self similarity ranges from 0 to 1 (although it was usually in the 0.6-1.0 range),
since it is equal to the average pairwise cosine similarity, while the silhouette coefficient ranges
from -1 to 1 and was frequently very close to 0, causing division to produce numbers that are
too big.

As can be seen in Figure 6.13, our hypothesis of a pair’s hyponym vectors having a higher
mean silhouette coefficient score than those of the hypernym held for over half of the 453 pairs
in the dataset. This shows that hypernymy is in fact weakly represented by cluster silhouette
scores.

Despite this relationship, the silhouette coefficient on its own cannot be used to predict hy-
pernymy because it does not say anything about the semantics of the vectors. For example, if
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Figure 6.11: Weights assigned by models to the difference and ratio of their respective features,
plotted against the accuracy of the models.

we combine two unrelated pairs like ⟨yell, speak⟩ and ⟨snatch, grab⟩, the hypothesis still holds
for ⟨yell, grab⟩, even though that pair is not actually linked by a hypernymy relation. It is possi-
ble that combining silhouette with another semantically-aware metric like the cosine similarity
between the two clusters of vectors would yield a more reliable predictor of hypernymy.

Figure 6.13 shows that substitution made the hypothesis hold for even fewer pairs Perhaps
the context variation is actually useful for this clustering-based method, and making the contexts
the same impairs that. The only explanation we can see for the strange behaviour in the last layer
is the poor representation of hypernymy resulting in noisy features that are not well illustrated
by a binary ‘holds / does not hold’ criterion.
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Chapter 7

Conclusions

We have not been able to identify any systematic knowledge about troponymy and verb hyper-
nymy in BERT. If this knowledge exists, it is not visible in the representations and masking
predictions used in our experiments.

Although masking can suggest (but not prove) the existence of systematic knowledge of
hypernymy for nouns (Ravichander et al., 2020), in the case of verbs there is little evidence to
even suggest it, as masking predictions tended to involve co-occurring or semantically related
terms. BERT was reasonably successful at predicting hypernyms in the masking experiments,
but a general inability to go in the other direction suggests that this knowledge is not systematic.

In contrast with the findings of Vulić et al. (2020), who show that type-level semantic infor-
mation is located in the lower layers of BERT, our cluster-based analyses suggest that the upper
layers of the model seem to have stronger (or more accessible) representations of hypernymy.
We observe a peak around layer 9, followed by a drop-off at the top layers.

When the vectors for a pair are interpreted as clusters, their silhouette coefficient scores
weakly indicate which cluster corresponds to the hyponym and which one to the hypernym.

Masking experiments do not seem to offer a solid basis for drawing conclusions from, be-
cause it is all too easy to ascribe general intelligence to BERT when it produces reasonable-
looking natural language output. This biases the optimistic researcher towards identifying signs
of knowledge that may not really there, instead being ‘faked’ by statistically likely combina-
tions of words. Distinguishing the two is crucial for understanding complex neural models, but
human nature may lead us to personify them as human-like AI agents or to see false patterns in
the output that biases us towards ascribing general systematic knowledge to what is, at the end
of the day, a statistical model.

39



Chapter 8

Future work

A possible avenue for further exploration is increasing the number of layers in the probing neural
networks, in case a more complex function is able to, for example, map vectors of verb pairs
to an adverb vector. However, this carries the risk of answering not “What does BERT know?”
but rather what the probing model itself learns, if it is sufficiently complex.

Compiling a large dataset consisting of troponym pairs and their manner adverbs, especially
if thesewere gradedwith a score likeHyperLex, wouldmake further research into PLMs’ knowl-
edge of troponymy much more effective. Instead of manually filtering hypernymy pairs from
WordNet, it may be possible to extract troponyms from large text corpora using a variation of
Hearst patterns (Hearst, 1992).

A more systematic way of distinguishing knowledge of troponymy or hypernymy from just
prediction of semantically relevant tokens during masking experiments would go a long way
towards making the associated conclusions more empirical.

Beyond investigating what BERT knows about hypernymy and troponymy, it is worth inves-
tigating what BERT could learn about it by fine-tuning the model on masked language modeling
with data specifically dealing with those concepts.

We only considered English in this thesis, so future work could investigate troponymy in
other languages using multilingual BERT (mBERT; Devlin et al., 2019), or language specific
PLMs like CamemBERT for French (Martin et al., 2020).

Finally, our experiments could be scaled up by increasing the number of sentences per word
and, alongwith the ideas listed above, extended to BERT-large and other BERT-like transformers
such as RoBERTa (Liu et al., 2019) and XLNet (Yang et al., 2020) in case a larger number of
parameters makes room for more salient knowledge of troponymy or hypernymy.
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