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This study is a preliminary study to verify how well a Conditioned Convolutional
Variational Autoencoder (CCVAE) learns the prosodic characteristics of interaction
between the Lombard effect and different focus conditions.
Lombard speech is an adaptation to ambient noise manifested by rising vocal intensity,
fundamental frequency, and duration. Focus marks new propositional information and is
signalled by making the focused word more prominent in relation to others.
A CCVAE was trained on the f0 contours and speech envelopes of a Lombard speech
corpus of Finnish utterances. The model’s capability to reconstruct the prosodic characteristics was statistically evaluated based on bottleneck representations alone.
The following questions were addressed: the appropriate size of the bottleneck layer for
the task, the ability of the bottleneck representations to capture the prosodic characteristics and the encoding of the bottleneck representations.
The study shows promising results. The method can elicit representations that can
quantify prosodic effects of the underlying influences and interactions.
The study found that even the low dimensional bottlenecks can conceptualise and consistently typologize the prosodic events of interest. However, finding the optimal bottleneck
dimension still needs more research.
Subsequently, the model’s ability to capture the prosodic characteristics was verified
by investigating the generated samples. Based on the results, the CCVAE can capture
prosodic events. The quality of the reconstruction is positively correlated with the
bottleneck dimension.
Finally, the encoding of the bottlenecks were examined. The CCVAE encodes the
bottleneck representations similarly regardless of the training instance or the bottleneck
dimension. The Lombard effect was most efficiently captured and focus conditions as
second.
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Tämä on esi-tutkimus, jossa tutkitaan kuinka konditioitu konvolutionaalinen variationaalinen autoenkooderi (KKVAE) oppii Lombard efektin sekä erilaisten fokus konditioiden
välisen interaktion prosodiset piirteet. Lombard efekti on puheen mukauttamista kovaan taustahälyyn. Se ilmenee puhunnoksen intesiteetin nostossa, perustaajuuden, sekä
keston muutoksissa. Fokus merkkaa puhunnoksen uutta informaatiota. Fokus tuotetaan
painottamalla fokusoitua sanaa tai lauseen osaa.
KKVAE koulutettiin suomenkielisen Lombard puhe korpuksen perustaajus– sekä puhekäyrillä. Autoenkooderin kyky rekonstruoida prosodisia piirteitä arvioitiin statistisesti
suoraan pullonkaulojen representaatioista. Tutkimus pyrki vastaamaan mikä on riittävä
pullonkaulan dimensio prosodisten piirteiden analyysiin, kuinka hyvin pullonkaula oppii
prosodiset piirteet ja miten autoenkooderi koodaa prosodiset piirteet pullonkaulaan.
Tutkimuksessa saatiin selville, että kyseinen metodi pystyy tuottamaan uusia representaatioita jotka kvantifioivat prosodisia piirteitä sekä niiden keskinäistä vuorovaikutusta.
Jopa matala dimensionaalisia pullonkauloja voidaan käyttää prosodisten piireteiden luokittelemiseen. Tutkimus ei kuitenkaan onnistunut määrittelemään parasta mahdollista
pullonkaula dimensiota. Optimaalinen pullonkaula vaatii syvällisempää tarkastelua.
Autoenkooderin kykyä oppia prosodiset piirteet arvioitiin tutkimalla generoituja näytteitä.
Tulosten mukaan konditioitu konvolutionaalinen variationaalinen autokooderi oppii
prosodiset piirteet hyvin. Uusien näytteiden laatu korreloi positiivisesti pullonkaulan
dimension kanssa. Lisäksi tutkimuksessa selvitetiin pullonkaulojen koodausta. Kävi ilmi,
että KKVAE koodaa pullonkaulat samankaltaisesti riippumatta opetus instanssista tai
pullonkaulan dimensiosta. Lisäksi opittiin, että KKVAE oppi Lombard efektin parhaiten.
Kuitenkin KKVAE oppi myös eri fokus konditiot tehokkaasti.
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Introduction

Prosody consists of features "above" the phone and syllable level, like stress and intonation
(Aaltonen et al., 2009). Thus, these features are also called the suprasegmental features
of speech. Prosody is used to express and highlight linguistic features, e.g. producing
prominent syllables that indicate lexical stress and prominent words that indicate sentence
focus. Additionally, prosody serves communicative functions such as taking turns in a
conversation (Vainio, 2010).
In research of prosody, the main issue is the lack of reference problem (Xu, 2011), that
is, the lack of a pivot that would serve as a lead-off for research. In segmental research,
such reference points would be word identities that aid in examining both orthographically
represented words and spoken words. Moreover, words also serve as a pivot for phonemic
and phonological examination (Xu, 2011). In the case of prosody, defining a reference point
is challenging (Xu, 2011). The nature of prosody is highly complex due to continuous
speech dynamics. Prosodic features are temporally longer than phones and syllables
(Aaltonen et al., 2009). Thus, certain phenomena in speech cannot be studied without
investigating their change over time (Xu, 2014). Furthermore, often the phenomena are
produced jointly (Lehiste, 1979, p. 144), which complicates their separation. Researchers
have created multiple solutions to tackle this problem resulting in disparate approaches in
analysis and a lack of unanimous representations (Xu, 2011, 2014).
Thus, modelling speech is a valuable tool for the analysis of speech and especially
prosody. Investigating speech production is often done using an analysis by synthesis
approach, i.e., by building speech synthesising systems (Story, 2018). Essentially, speech
modelling is fitting theoretical and statistical models to data. Speech modelling uses
algorithms that define the contextual variants of prosodic patterns and then predicts and
generates samples similar to the utterances used for training the model (Xu, 2014). The
models create conditional probabilities according to conditioning requirements and learn
regularities and relationships between different conditions (Šimko & Suni, 2019).
Deep learning systems provide new possibilities for modelling and challenge traditional approaches in phonetic research. Essentially, deep learning systems are a large
scale statistical prediction method that potentially learns complex statistical models of
phenomena in the training data (Šimko & Suni, 2019). These systems can consider a
wide scale of characteristics in the data. In prosodic research, these characteristics can be
the environment of the prosodic events, their interaction dynamics and change over time.
Thus, deep learning offers a potential solution as effective instrumentation for objectively
observing and conceptualising prosodic events. Traditionally in phonetic research, when
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conceptualising prosodic events, such as f0 contours or intensity, the maxima and minima
are considered the concept. Consequently, the prosodic event becomes local and isolated,
whereas deep learning tools could fully capture these dynamics.
Previous studies regarding using deep learning methods specifically for speech analysis
have been conducted, among other things by Šimko et al. (2020); Šimko & Suni (2019);
Suni, Wlodarczak, et al. (2019). These studies have presented deep neural networks for
speech analysis and language typology. The method is based on Google DeepMind’s
WaveNet (Van Den Oord et al., 2016). This type of speech modelling can be used to derive
rules and units that govern the production of human speech (Story, 2018). These derived
rules can be actualised as elaborate algorithms that transform speech material used in training as embeddings. Embeddings are numerical vectors that encode different phenomena
from the original training corpora. Analysing and understanding the embeddings and their
variations may reveal new information. Ideally, besides encapsulating the relevant prosodic
variation, the embeddings could unveil aspects of speech production and prosody.
This study aims to build on the studies in Šimko & Suni (2019) and Šimko et al. (2020).
Previous studies have been conducted using a WaveNet synthesiser. However, in this study,
a Variational Autoencoder (VAE) network will be used. As stated before, the WaveNet
method is based on Google DeepMind’s WaveNet (Van Den Oord et al., 2016). This fully
convolutional, auto-regressive model produces raw audio waveform sample by sample. A
Variational Autoencoder is an artificial neural network architecture that can be used for
feature learning in an unsupervised manner (Doersch, 2016). VAE differs from a WaveNet
architecture in its shape and generation. In WaveNet architecture, the embeddings are
trained as part of a conditioning layer, whereas, in VAE, there are conditioning embeddings
and bottleneck features. In VAE, the bottleneck features are encoded to a bottleneck layer,
which encapsulates the variance from the training data.
The objective is to evaluate the model in terms of generated samples and assess its
ability to capture the prosodic characteristics of the interaction between the Lombard
effect and different focus conditions and noise environments. The model’s ability to
generate utterances with the required prosodic patterns will be evaluated statistically. The
generated corpus will be evaluated and contrasted to the Lombard corpus used as the
training material. Additionally, the topology of the bottleneck features will be investigated
in terms of relationships among categories encoded in the labels.
Primarily, the acoustic features will be evaluated, namely f0 and intensity. The changes
in f0 and intensity are the most salient in Lombard speech (Damjan & Zdravko, 2011).
Absolute f0 values will be log-transformed.
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First, to explore this agenda, the bottleneck’s optimal size will be examined in light of
reconstruction quality. A Lombard corpus (Vainio et al., 2012) is used to evaluate VAE’s
ability to capture qualitative variation. This particular corpus is engineered to investigate
the Lombard effect’s prosodic variance in combination with the prosodic variance of
sentence focus. Finally, this study investigates how a VAE represents learned data and how
it captures the data’s variation in a meaningful way. Most probably, the bottleneck features
might not contain easily interpretable information. Essentially, this study aims to evaluate
and explore this methodology and not produce new knowledge of the well reasearched
Lombard effect.
The primary questions are: Which is the optimal size of the bottleneck for the reconstruction of the prosodic patterns? Assuredly, the reconstruction will improve with the
size of the bottleneck. However, it is essential to find the most compact bottleneck size to
be able to successfully interpret and control the bottleneck. It can be assumed that there
will be a learning curve that subsides after a certain "elbow bottleneck". However, it is
also possible that the reconstruction correlates positively with the bottleneck dimension.
Furthermore, this study aims to investigate whether the model can reconstruct the prosodic
patterns of training data. Possibly, the model does not capture the prosodic patterns of
interest, or the features are encoded in some other way. Finally, the manner of encoding
will be examined. Will the encoding of the bottleneck representations be interpretable or
abstruse?

2
2.1

Background
Prosody

Prosody is referred to as the suprasegmental features of speech. Prosody influences the
domain of linguistic segments from single syllables to complete sentences and utterances.
Suprasegmentals entail the melodic, dynamic and temporal aspects of speech. Sometimes
also voice quality is perceived as suprasegmental as well (Vainio, 2010).
Prosody can be quantified as concepts such as intonation, melody, pitch, stress, accent,
rhythm, duration, timing and intensity (Aaltonen et al., 2009, p. 214). However, prosodic
features cannot be quantified in the same sense as segmental features. Segmental features
can be defined without any reference to their surroundings, whereas prosodic features
are established respecting their environment (Lehiste, 1979, p. 2). Furthermore, prosodic
factors like duration, intensity and f0 variation tend to co-occur. Thus, it is difficult to
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quantify them and assess which of the factors are principal for each phenomenon (Lehiste,
1979, p. 36).
The acoustic measures of speech can be addressed via physics and perception. The
prosody measures of the melodic, dynamic, and temporal aspects of speech are fundamental
frequency (f0), intensity and duration. f0 corresponds to the perceived pitch, intensity to
the loudness, and duration to the sound’s perceived length (Laukkanen et al., 1999).
2.1.1

Fundamental frequency

The fundamental frequency is the speaker-specific vocal fold vibration frequency. During
phonation, the lungs’ airflow excites the adducted vocal folds to oscillate periodically,
modulating the airflow causing a quasi-periodic sound. The f0 is measured as the number
of vocal fold vibrations per second and is measured in Hertz (Hz). The pitch correlates to
the vibration’s velocity; The faster the vibration, the higher the pitch. Furthermore, the
amount of subglottal pressure correlates with the f0 positively. Additionally, physiological
factors affect f0. The male vocal folds are longer and thicker; thus, they vibrate more
slowly. The female vocal folds are generally shorter and thinner. For male speech in modal
voice register, the f0 is approximately 125 Hz, typically ranging between 80 to 160 Hz. For
females, the average f0 is 225 Hz ranging from 150 to 230 Hz. For children, the average f0
is 300 Hz. Laukkanen et al. (1999).
Intonation is the variation of the pitch in speech. The f0 variation during an utterance
tends to follow a declining pattern. f0 is typically highest at the beginning of the sentence
and steadily declines to the end. The f0 peak typically sets on the first word of the
utterance. The declination follows the air exiting the lungs, decreasing the subglottal
pressure (Aulanko, 2009b). However, intonation is not entirely dependent on physiological
factors. Speakers can regulate the declination according to the utterance’s properties
(Vainio et al., 2012). Additionally, the speakers tend to "normalise" the declination by
estimating the relative heights of peaks in the utterance. For example, even though the
first f0 peak might be higher, the second peak can be perceived as equally high in pitch
according to the surrounding intonation properties (Pierrehumbert, 1979).
Hertz can be used when measuring the absolute frequencies. However, the data must
be normalised when investigating data with multiple sexes (Vainio, 2010). A logarithmic
semitone scale corresponds with the perceived pitch. It can be used to compare the speech
of different frequency range. A semitone scale uses semitones and octaves. An octave is
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typically divided into 12 semitones. Doubling a value in hertz corresponds to an octave
rise on the semitonal scale (Lennes, 2004). For example, doubling the pitch for a male
speaker from 50 to 100 Hz and a female speaker from 200 to 400 Hz will cause the same
pitch rise of an octave. Consequently, the pitch rise will be perceived as equal (Vainio,
2010). The semitone scale is a relative measure. It is always expressed in relation to a
fixed value, e.g. 15 semitones above the 200 Hz (Lennes, 2004).
2.1.2

Intensity

Intensity is the sound pressure level of an utterance (Laukkanen et al., 1999). Intensity is
perceived as loudness, and it is measured in decibels (dB). The decibel scale is logarithmic
. The perceived loudness corresponds to the sound pressure linearly. The intensity of
an utterance is affected by the interlocutors’ physical and social placement and their
environment (Patel & Schell, 2008). Additionally, linguistic and prosodic phenomena such
as a sentence or word emphasis can be indicated with intensity (Vainio & Järvikivi, 2007).
Intensity is regulated in the larynx with subglottal air pressure in addition to the adduction
power. The subglottal air pressure is amplified by activating the respiratory muscles cojointly with the vocal folds’ active adduction. In the process, the closing of the glottis is
enhanced. The mucous membrane is relaxed to promote the vibration of the vocal folds.
Laukkanen et al. (1999).
Since intensity and f0 share the same physiological base, they cannot be fully separated.
A rise in intensity typically leads to a rise in f0. The amplification of subglottal pressure
causes the vocal folds to vibrate faster (Lehiste, 1979, p. 144). Furthermore, similarly to
the f0, the intensity declines during an utterance. Additionally, a higher intensity affects
the duration of phones (Patel & Schell, 2008). For example, in sentence prominence, the
focus segment is produced louder and, thus, longer .
For humans, the auditory system is apt for processing sounds between 0-130 dB. Where
sounds louder than 130 dB cause damage to the auditory organs. The conversational
intensity of speech is approximately 60 dB, a whisper around 30 dB and 100 dB for a shout.
The perception of speech loudness is a psychoacoustic process. It can be affected by the
pitch, duration, and background noise. Aulanko (2009a).
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2.2

Lombard Effect

Lombard speech is a vocal mechanism enabling acoustic communication in loud environments (Zollinger & Brumm, 2011). At its core, the Lombard effect is a means to
compensate for the intelligibility of speech and its production in loud environments (Damjan & Zdravko, 2011; Patel & Schell, 2008).
The effect is modulated by both speaker internal and speaker external features (Vainio
et al., 2012). In addition to the intelligibility of speech, the Lombard effect improves the
feedback mechanism of speech production for real-time self-monitoring and control to
correct speech performance (Zollinger & Brumm, 2011). Auditory feedback is crucial for
maintaining the intelligibility of speech in general. Thus, it is an inseparable part of the
Lombard mechanism (Damjan & Zdravko, 2011).
The Lombard effect was first described in 1911 by Etienne Lombard. He noted that
when exposed to loud noise, people tend to increase their vocal levels automatically and
again lower them as the noise stops. Furthermore, people do not realise a change in vocal
their effort (Zollinger & Brumm, 2011). Earlier it has been referred to as Lombard reflex
since the noise dependent regulation of vocal amplitude seems to happen involuntarily
(Zollinger & Brumm, 2011). However, Lombard effect is not an all-or-none response
triggered by a certain noise threshold. Research has shown that higher cognitive processes
take part in the Lombard effect and that higher cortical areas are involved (Zollinger &
Brumm, 2011). Furthermore, the context of speech, linguistic content, and the receiver’s
relative distance affects voice amplification intensity. The Lombard effect is produced
stronger when people believe they are communicating with an interlocutor (Zollinger &
Brumm, 2011).
Lombard speech differs from everyday speech in various ways: The main changes
are carried out in vocal intensity (amplitude), fundamental frequency, and spectral slope
structure (Damjan & Zdravko, 2011; Summers et al., 1988). The vocal intensity is regulated
relative to the background noise and increased consistently according to the noise level of
the environment (Summers et al., 1988). In Lombard speech, the amplitude and f0 increase,
leading to an increased pitch; energy is lifted to the higher harmonics, and the spectral
slope is flattened. Additionally, changes in vowel duration and changes in consonant
durations are typical in Lombard speech (Damjan & Zdravko, 2011). The duration of
vowels increases while voiceless plosives and fricatives are usually shortened, although
the phoneme durations’ changes depending on the speaker. Albeit, changes in phoneme
durations are not as consistent for the Lombard effect as, e.g. pitch rise is (Damjan &
Zdravko, 2011). Another measure for Lombard speech is speech rate, which is also altered
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in Lombard speech (Zollinger & Brumm, 2011). Duration of words increases significantly
in higher noise levels when compared to speech produced in a quiet environment (Zollinger
& Brumm, 2011). Vocalisations are lengthened by a few milliseconds, which eases
perception and recognition in loud environments (Zollinger & Brumm, 2011). Some
accordance has been found in the duration increase and the noise level dB. However,
the increase’s significance is mostly dependent on how strongly the speaker adapts their
speaking into the environment (Summers et al., 1988; Drugman & Dutoit, 2010).
Speaker dependent changes are expected for the Lombard effect. Changes may vary
enormously depending on the speaker’s gender, the speaking environment, situation, and
noise type (Damjan & Zdravko, 2011). Changes in vocalisations, for example, are more
present and more intensive in Lombard speech produced by adults than children (Damjan
& Zdravko, 2011). Men and women have been found to produce Lombard speech in
different amplitudes; women increase their vocalisation effort more than men do (Zollinger
& Brumm, 2011). Moreover, men have been noted to have a breathier voice. Thus, a
female voice is often more intelligible in loud environments than a male voice is (Damjan
& Zdravko, 2011).
The type of noise, its level, and linguistic content can affect the acoustic features of
the Lombard effect (Vainio et al., 2012; Patel & Schell, 2008). Fundamental frequency
has been found to vary following the level and type of noise. Furthermore, the f0 mean
values differ significantly in different noises (Vainio et al., 2012). Finally, Lombard speech
is more intelligible than speech produced in a quiet environment, even with equivalent
signal-to-noise ratio (Damjan & Zdravko, 2011). The comprehensibility is due to the
increased vocalisation effort and precise articulation (Junqua, 1996).

2.3

Information structure

Linguistic factors influence acoustic changes in Lombard speech (Vainio et al., 2012).
When talking about information structures, concepts like new and old information, topic,
and focus are central to their construction (Vainio, 2010). Information structure in speech
can be examined on the utterance level. Speakers want to direct the listeners’ attention to
new information presented and focal points in an utterance (Vainio, 2010). Typically the
trajectory of information is steered by pragmatic conventions; old information is presented
at the beginning of an utterance, whereas new information at the end e.g.(Vainio, 2010).
The word order in the speech corpus created by Vainio et al. (2012) and used in the current
study, is subject, verb, object (SVO). This word order was chosen for it enabled the
speakers to elicit different focus conditions.
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Focus is a means to introduce new propositional information that has not yet been
shared and which cannot be presupposed (Vainio & Järvikivi, 2007). Focus emerges
from the interaction of the focused element and pragmatically presupposed information
(Vainio, 2010). The focus could be seen as an abstract proposition that is the sum of the
pragmatically anticipated or shared and the most prominent sentence element. Prominence
means the perceived emphasis; the most prominent constituent is also the most salient in
an utterance (Suni et al., 2017). In speech, the focus is signalled either syntactically or
prosodically by making the focused part of the utterance more prominent in contrast to
others (Vainio & Järvikivi, 2007). Syntactical prominence is elicited by changing the word
order that alters the information structure and results in various sentence foci (Vainio &
Järvikivi, 2007). Prosodic focus is elicited with acoustic prominence: with changes to
pitch and intensity (Suni et al., 2017). Prosodic focus can be moved around depending on
language and its word order properties. The more rigid the word order is, the more prosodic
focus can move (Vainio & Järvikivi, 2007). For example, in the Finnish language, the word
order is flexible, for changes in word order have distinct pragmatic functions. Thus, the
prosodic focus has a particular role in signalling sentence focus (Vainio & Järvikivi, 2007).
In the production of sentence focus, syntactic structure and prosodic focus tend to
be closely related (Vainio & Järvikivi, 2007). Syntactic prominence is composed using
word order. Ergo, word order reversal can affect the prominences perceived. A sentence
constituent marked as focused syntactically is also perceived prosodically more prominent
(Vainio & Järvikivi, 2007). Thus, speakers tend to compensate and keep the overall acoustic
pattern neutral when producing a broad focus sentence, when the word order indicates
narrow focus. This compensation is to retain the whole utterance under focus (Vainio &
Järvikivi, 2007). An acoustically narrow focus is achieved by increasing the local f0 peak
while attenuating others across the utterance with respective increases and decreases in
segmental durations and intensity. It has been noted that the changes in f0 and intensity do
not correlate unambiguously and that their interactions are complex (Vainio & Järvikivi,
2007). In Lombard speech, f0 and duration are the primary cues for marking focused
elements (Vainio et al., 2012). Additionally, the duration of focused words is further
enhanced (Vainio et al., 2012). In turn, the intensity contour is increased equally across all
words in the utterance (Patel & Schell, 2008).

2.4

Conditioned Convolutional Variational AutoEncoder

The network used for this study is a Conditioned Convolutional Variational Autoencoder
(CCVAE). The CCVAE is a conditioned Variational Autoencoder built using convolutional
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Figure 1: The schema of a basic autoencoder. The encoder compresses the input into a
bottleneck, of which the decoder generates a full representation of the input.
layers in its encoder and decoder layers.
An autoencoder (AE) is a deep learning method. It is an artificial neural network
architecture that can be used for feature learning in an unsupervised manner (Doersch,
2016). AE is essentially a data compression algorithm. In data compression, the data
representation is replaced with a smaller representation. For example, AE compresses
data, for example and image, into vector representation and then learns to reconstruct
the original input from this encoding (Spinner et al., 2018). Data compression is used
often used for data transmission and for saving storage space. For AEs are essentially data
compression algorithms, they cannot be used for modelling, or generative purposes, for it
merely learns to represent the input data.
A variational autoencoder (VAE) can be used to model data. VAE was introduced to
generate new instances similar to the original data set used for training (Kingma & Welling,
2013). Instead of encoding the input data into a vector representation, VAE encodes the
representations into a distribution. It forces the latent variables to be normally distributed,
and instead, it learns the parameters of this distribution (Spinner et al., 2018).
The architecture of an AE consists of an input network, output network and a bottleneck
layer as presented in Figure 1. The input network is an encoder network that compresses
the input data into the bottleneck layer. The output network is a decoder network that
regenerates the input from the bottleneck representation. Both the encoder and decoder
are feed-forward networks that allow backpropagation. The input and output layers have
the same number of neurons. However, the number of neurons decreases towards the
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bottleneck layer creating a bottleneck structure between the two networks. The number
of neurons of the layer closest to the bottleneck layer, defines the dimension of it. The
Autoencoder can be deep, with multiple network layers in the encoder and the decoder
networks (Doersch, 2016).
The architecture is trained to learn the best encoder-decoder schema using an iterative
optimisation process. In other words, the encoder learns the best way to encode relevant
information into the decoder’s bottleneck layer to reconstruct a full representation of
the input from this reduced bottleneck representation (Spinner et al., 2018). Due to the
bottleneck layer limitations, the encoder is forced to disregard irrelevant information and
encapsulate only the most relevant features from the data (Ghodsi, 2017). The network
is penalised for outputs that differ from the inputs through a loss function; the encodeddecoded output is compared with the initial data. In the case of an error, the error is
backpropagated through the architecture to update the network weights (Doersch, 2016).
As explained before, autoencoders are data compression algorithms that compress high
dimensional data into a low-dimensional code, which in turn is used to recover the data.
The bottleneck layer withholds the distribution of the latent variables. In their article
Spinner et al. (2018) visualised the bottleneck layer for both an autoencoder and a VAE.
According to Spinner et al. (2018), a typical bottleneck layer of an Autoencoder is sparsely
populated, and the distribution of the values is unknown or intractable to predict. However,
this intractability does not inflict compression issues in Autoencoders. Scattered values
indicate effective utilisation of the bottleneck layer. The sparsity of the bottleneck layer
often results in better reconstruction results at high compression ratios. As Spinner et al.
(2018) clarify, Autoencoders do not limit the amount of information that can be stored in
this bottleneck layer. However, for modelling and generation purposes, the sparsity and
lack of control of the bottleneck layer is an issue. The bottleneck layer chaos must be
limited and made more predictable to model and generate complex high dimensional data,
such as soundwaves or images. (Spinner et al., 2018).
Which brings us to the Variational Autoencoder. The primary distinction of a Variational Autoencoder is that it maps the input into a distribution rather than a fixed latent
vector (Kingma & Welling, 2013). Kingma & Welling (2013), introduced the Variational
Autoencoder, as a method to perform inference and learning for probabilistic models. The
Variational Autoencoder performs inference and learning from large data sets with an
architecture that includes intractable posterior distributions and continuous latent variables
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(Kingma & Welling, 2013). The architechture is relatively similar to an Autoencoder,
except the Variational Autoencoder can solve the bottleneck layer’s intractable prediction
(Kingma & Welling, 2013). That is to say, the VAE is able to generate new data points
similar to the traning data.
Consequently, when decoding, a sample of this distribution is randomly chosen and fed
to the decoder network, which then yields a likelihood distribution of it (Odaibo, 2019).
The variational technique is implemented in the loss function of the network (Odaibo,
2019), which is the learning algorithm that indicates how well the network is performing.
In the case of the Variational Autoencoder, the loss function is twofold. It consists
of Kullback-Leibler (KL) divergence and variational lower bound, sometimes referred
to as evidence lower bound (ELBO)(Yang, 2017; Odaibo, 2019). The KL divergence is
a measure of the expectation of information similarity between two distributions. The
variational lower bound bounds the likelihood of the data (Odaibo, 2019). To generate
a sentence of interest, its features are sampled from the latent distribution through a
stochastic sampling node. The network must minimise the KL-divergence so that the
generated sample is as similar to the latent distribution as possible. On the contrary the
ELBO is maximised to maximise the marginal probability.
The network is adjusted through a backpropagation algorithm, which changes the
weights and biases according to the value of the loss function. Nevertheless, backpropagation is not able to propagate through a random node. Thus, a reparametrisation trick is
implemented in the network to solve this issue. A thorough deduction of the lossfunction
and the reparametrisation trick can be found in Kingma & Welling (2013).
What makes the Variational autoencoder convolutional is that it consists of convolutional
layers. Both the encoder network and decoder network are built with convolutional layers.
A Convolutional neural network is a deep learning method. A convolution is a mathematical
operation where two given functions derive the third function that expresses how the shape
is modified by the other. In a convolutional neural network, the first function is input. The
second function works as a filter that is moved across the input timestep, producing a dot
product between the input and the filter. The result of the dot product produces the third
function: a feature map of the filter in question. A convolutional layer consists of all the
feature maps and their parameters (i.e. the filters) elicited from the previous layer. (Albawi
et al., 2017).
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Convolutional neural networks and layers can detect and make sense of patterns. Patterns
such as F0 contours, or for example, in image recognition edges and corners. The deeper the
network, the more sophisticated the network becomes, detecting more complex phenomena
from the data (Albawi et al., 2017). For example, the network used in Šimko et al. (2020)
was a convolutional network. Convolutional networks are beneficial for investigating
speech. The first layers typically capture very subtle patterns from the waveform. The
deeper the network gets, it starts to detect patterns like phones, syllables, words, and
sentences, forming a hierarchical analysis of the waveform.
Through training, the network chooses features it finds essential for generating a
particular output and then learns the specific filters that activate when it detects these
features (Albawi et al., 2017). The filters have a small receptive field, but they overlap
and extend through the full depth of the input volume. This stacked dilated architecture
enables the network to cover large receptive fields and capture long term dependencies
from the signal. This dilation of the subsequent layers is gradually increasing: the input
dot products are calculated from the previous convolution layers, taking into account more
distinct details from the input. This process progressively captures the different phases of
a specific feature and provides a kind of a hierarchical analysis of the signal (Šimko et al.,
2020).
To generate a signal with required characteristics, the information of interest is encoded
in the form of conditioning. The conditioning parametrizes the network dynamics into
discreet labels (Šimko & Suni, 2019). The characteristics are fed as an additional input to
each convolutional layer via embedding layers in both the encoder and decoder network.
The embeddings were trained alongside the other network components. The embedding
layer maps the discreet sets of relevant features (either individual characteristics or their
combinations) and their parametrizations to real-number valued vectors referred to as
embeddings. These vectors are then directly used to condition each convolutional layer
(Šimko & Suni, 2019).
Conditioning can be either global or local, and they can be done in parallel. Global
conditioning affects the generated signal entirely, such as speaker ID, noise level and focus
types. Local conditioning can be used for features that occur locally, such as segmental
properties. The embedding layer is trained alongside the other network components. The
given number representing a condition is improved by the network through training (Šimko
& Suni, 2019).
In this study, two global conditioning embeddings were incorporated into the used
in the training of the VAE. As described before, Lombard speech is speaker-dependent.
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Thus, a normalization embedding was used for speaker normalization. The network was
conditioned through an embedding of 21 speaker ids. Furthermore, the network was
conditioned through a word-duration embedding.

3

Research material and methods

3.1

Material

The speech material used in this study was a Lombard corpus recorded in the Finnish
language by Vainio et al. for their research in 2012. The corpus has permissions for
wider use. The participants were native Finnish speakers, mostly students from both Aalto
University and the University of Helsinki. The corpus contains 21 speakers (mean age 26
years, 11 women), of which none reported any hearing problems. The speakers were asked
to produce utterances with different focus conditions while exposed to three different noise
types in four different noise levels. The recording took place in Aalto University in an
anechoic chamber using closed headphones for both noise playback and speech feedback
for self-monitoring.
The corpus consists of 12 sentences produced by the participants described above. The
sentences were created with three focus conditions and three vowels ([a,u,i]) in two different
positions. The focus conditions in the corpus were: broad focus (B), a narrow focus on
subject (N1) and narrow focus on the object (N2). Figure 2 illustrate the f0 contours of all
three focus conditions. All of the sentence structures were form subject-verb-object, with
long vowels [a], [i], or [u] in either the subject or object. All vowels were, in turns, placed
in different positions within a word, in both subjects and objects.
The utterances were, for example:
• Saara sukii laamaa (Saara brushes a llama)
• Paavi tavaa suuraa (The pope reads a sura)
• Tuula tukee Kuubaa (Tuula supports Cuba)
Each sentence had a matching question to elicit the correct focus condition from speakers.
In narrow focus cases, either the subject or the object were printed with bold letters to
indicate the anticipated focus condition. The question-reply pairs were randomised and
separated into nine lists. The participants read the sentences from the paper as if to reply
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Figure 2: An example of the original f0 contours and the speech envelopes. On the left
original f0 contours of a sentence "Paavi tavaa suuraa" (Pope reads sura) uttered by a
female participant in 80 dB noise environment in three different focus conditions. On the
right are the original speech envelopes of the same sentence.
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to a question. Six trials preceded all sessions. The different noise levels were presented in
a randomised order for approximately 5 minutes at a time. Speakers were instructed to
speak clearly.
The three different noise types used were: babble noise, low-pass filtered, and white
noise. In the original study, different noise types were chosen to explore different aspects
of the Lombard effect. White noise for maximal energetic masking, babble noise to reflect
situations with informational masking, and low-pass filtered noise would mask some vowel
formants. Duration of the noise types varied from four to five minutes. All noises were
scaled to have equal loudness at three different noise levels: 4.75, 9.5 and 19 sones, which
correspond roughly to 60 dB, 70 dB and 80 dB sound pressure levels. Figure 2 illustrates
the speech envelopes of all three focus conditions. The generation of noise types and
further information about the corpus is described in detail in (Vainio et al., 2012).

3.2
3.2.1

Methods
Network architechture

The network used in this study is a Conditioned convolutional Variational Autoencoder.
The encoder and decoder networks consist of convolutional neural network (CNN) layers
and are conditioned via embeddings. Convolutional layers can detect patterns, patterns
such as f0 contours, or for example, in image recognition edges and corners (Van Den Oord
et al., 2016). The neural network’s depth ensures the architecture to learn the hierarchies
of the bottleneck representations (Stefano & Kuleshov, 2020). The deeper the network, the
more sophisticated the network becomes, detecting more complex phenomena from the
data.
The network input was 512 millisecond long frames, which was the full length of each
contour. Both the f0 contour and the speech envelope was fed at the same time, so the
input was two dimensional. First dimension being the f0 and second the intensity. Both the
encoder network and decoder network had five layers. The layer dimensions, kernel size
and amount of filters was implemented in the encoder as follows: First layer dimension:
512, kernel size: 11, filters: 12. Second layer dimension: 256, kernel size: 9, filters: 20.
Third layer dimension: 128, kernel size: 7, filters: 28. Fourth layer dimension: 64, kernel
size: 5, filters: 36. Fifth layer dimension: 32, kernel size: 3, filters: 44. For the decoder the
layers were the same but reversed. The kernel size is decreasing for the dimension gets
narrower and the layer can be covered with a shorter kernel.
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Two global conditioning embeddings were incorporated into the network to guide the
network to learn interest information. The embeddings were trained alongside of the
network. Each embedding is plugged to all of the layers in both the encoder and decoder.
Firstly, the network is conditioned with word durations to give the network a sense of
time. Second, as described before, Lombard speech, and speech, for that matter, is highly
speaker-dependent. A normalisation embedding was used, conditioning the network
through an embedding of 21 speaker IDs to control speaker speaker-dependent factors.
3.2.2

Training procedure

The different dimensional Variational Autoencoders were trained on the f0 contours and
speech envelopes of the Lombard corpus. The network was trained with bottlenecks from 1
dimensional to 20 dimensional. Each of the models was trained a maximum of 100 epochs,
and the best epoch with respect to the validation error was used as the final model.
The corpus was divided into training, validation and test set. The training sets contained
1,441 sentences per model, whereas the validation sets contained 630 sentences. The
used validation sets were not chosen randomly but balanced so that all of the condition
combinations were represented respectively. The balancing was done due to the relatively
small corpus. The test set contained 441 sentences.
During training, to ensure that the network does not overfit samples, a validation set is
used. A validation set is a part of the training data set that is not used for training persé. It
is used as a control set that the network can compare its generated samples. It is hidden
from the network and used only to control the data so that it will not get too similar to
the training set. The test set is used to evaluate the final model, the network has selected
during the validation process. The model is conditioned by word duration and the speaker
ID that prevents the model from learning speaker-dependent variation.

3.2.3

Statistical methods

Just like in the Autoencoder, Variational Autoencoder compresses the input data into a
bottleneck representation. The bottleneck layer representations are numeric representations,
vectors, of the features and conditions. Each representation has the same length as the
bottleneck dimension. Each combination of the external conditions (ambient noise level and
type) and focus type is somehow encoded and represented by a bottleneck representation
vector. As stated before, the main aim of this thesis is to determine how the known
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Figure 3: p-values used in this study based on Nummenmaa (2004)
variability related to external conditions is represented in the bottleneck. That is, if this
bottleneck representation is meaningful and interpretable.
In this study in addition to the evaluation of the bottleneck representations, average
bottleneck representations were analysed. The average bottlenecks are derived from the
original, non-averaged bottlenecks by averaging them by factors of interest. Namely, focus,
noise level and noise type. The network is for both of the data sets is the same.
The trained bottleneck layer representation can be conceptualised as a matrix with the
rows corresponding to different categories and columns to the bottleneck’s n-dimensions.
The non-averaged bottlenecks entailed all the recording information. The rows corresponded to 2500 combinations of noise level, noise type, focus condition, vowel position,
speaker, sex, speaker, number, recording round, recording order and sentence.
The averaged bottlenecks are derived from these 2500 vectors. The averaged data
reflects only the features of interest, while all other features are averaged out. For the
averaged bottleneck features, the rows corresponded to 30 combinations of averaged noise
level, noise type, and focus condition.
The individual bottleneck features do not contain readily interpretable information.
Furthermore, the encoding of the relevant structural information in the bottleneck features
presumably depend on the bottleneck dimension and the training instance. Therefore, each
bottleneck embedding was transformed by Principal Component Analysis (PCA), treating
the dimensions as variables and learned representations as observations.
PCA is another dimensionality reduction algorithm that educes high dimensional data
to lower dimensions (Smith, 2002). Essentially, PCA takes the input data variables and
computes the amount of variance each variable is responsible. Then it creates new variables
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Figure 4: The distance of the generated f0 contours from the original contours for each bottleneck. Note the fluctuation in the median of the 8-, 13-, and 17-dimensional bottlenecks.
that represent the weighted sums of the original variables. These new variables are called
Principal components (PC). The PCs retain variables that explain the most variance
gradually, where PC1 entails the variables that explain the most and PC-n the variables
with the most negligible effect. A PCA was performed on all the bottlenecks to analyse
which categories are encoded to the bottleneck representations. Primarily this is done to
compare the bottlenecks to each other.
To investigate if the principal components of the averaged bottlenecks can be explained
by the variation in the data, linear models were fitted separately for each bottleneck
dimension. The PCs were treated as dependent variables one by one and the variables
(focus, noise level and noise type) as the independent variables.
A separate regression model was created for each PC and made into minimal linear
models by leaving out the non-significant factors. When only the significant factors were
left, the R-squared value of the resulting model was checked to evaluate the quality of fit.
The R-squared value represents the variance for a dependent variable that’s explained by an
independent variable or multiple variables in a regression model. The higher the R-squared
value, the stronger the association between the PC and the remaining factors. For the
averaged PCs also the p-value and coefficient estimates of the linear models were examined.
The p-values used in this study are presented in Figure 3. For the non-averaged bottlenecks,
linear models were fitted with all the variables (focus, noise level, noise type, speaker, sex,
speaker number, round, recording order and sentence, respectively, as independent factors
separately. Again each principal component was treated as a dependent variable. The
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Figure 5: The distance of the generated speech envelopes from the original envelopes
for each bottleneck. Note the fluctuation in the median of the 8- and 14-dimensional
bottlenecks.
r-squared values of the fits were used as a measure of correspondence. All the statistical
analysis was executed with RStudio (RStudio Team, 2020).

4

Results

The distance of generated samples to the reference samples for both f0 contours and
speech envelopes was measured for each n-dimensional bottleneck. As can be seen in
Figure 4 the distance of the f0s reduces quite quickly in the first eight n-dimensional
bottlenecks. Furthermore, there seems to be some jumps in the bottlenecks where the
distance grows slightly before going further down again. Especially in bottleneck 8, 13,
and 17, there is a slight increase in the distance.
The learning curve for speech envelopes is presented in Figure 5. Similarly to the f0
contours, there seems to be a slight jump in bottleneck 8 and bottleneck 14. However, for
the other bottlenecks, no such phenomenon can be seen. Moreover, the learning curve
for the speech envelopes is much gentler, and the distance from the original envelopes is
minute. However, this is most probably due to the scale of the original envelopes.
There was no obvious pattern in either one of the Figures 4 and 5 to indicate a distinct
point after which the the learning curve would have flattened. Instead, the reconstruction of
the bottleneck’s continues to improve with the increasing dimensionality of the bottleneck.
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Figure 6: Dependence of explained variance by each non-averaged bottleneck dimension.
Principal component analysis was used on all the bottlenecks to analyse which categories
were encoded to the bottleneck representations and primarily to compare the bottleneck
dimensioons to each other. The depence of explained variance by each non-averaged
bottleneck dimension is reflected in Figure 6. There is more variation in the raw data, for
there are more data points. Thus, the encoding may be more complex when compared to
the averaged bottlenecks illustrated in Figure 7. For the non-averaged bottlenecks, the three
first principal components (of bottlenecks larger than three dimensions) explain around
70% of the variance. On average, PC1 explained 35%, PC2 24%, PC3 around 18%, and
PC4 15% of variance.
For the averaged bottlenecks, the three first principal components (of bottlenecks larger
than three dimensions) explain more than 95% of the variance, as can be seen in Figure 7.
Overall averaged bottlenecks, the first principal component (PC1), explained on average
around 75%, the second principal component around (PC2) 18% and the third principal
component (PC3) around 6% of variance. The fourth principal component (PC) accounted
merely for 1.5% of variance.
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Figure 7: Dependence of explained variance by each average bottleneck dimension.

4.1

Results of average bottlenecks

Figure 8 and Figure 9 show the 30 embedded categories of trained bottleneck features
in the averaged bottlenecks plotted in PC1–PC2 space. The ambient noise conditions
and focus type are reflected in the distribution of the bottleneck representations. PC1
primarily captures the influence of the Lombard effect, whereas PC2 separates the different
focus types. As can be seen, broad focus and N2 (narrow focus on object) are clustered
closer together. The N1 focus type is clustered a closer to the lower noise level samples.
Conspicuously, the effect of noise type is relatively similar for each focus type and noise
level combination. The low-pass filtered noise’s embeddings are somewhat separated from
the two other noise types’ and more aligned with the lower volume’s babble noise and
white noise.
A minimal linear model was derived for each principal component to investigate which
of the independent variables corresponded to the principal components. Furthermore, it
was used to evaluate if these observations hold for each bottleneck’s trained features. The
principal component was treated as the dependent variable and noise level and focus as
the independent variables. The noise type did not show a particularly strong or systematic
influence in the previous research (Šimko et al., 2020; Šimko & Suni, 2019; Vainio et
al., 2012). Thus, it was not included among the independent variables. Furthermore, the
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Figure 8: Trained bottleneck features plotted in a PC1-PC2 space of the 2-dimensional
bottleneck. PC1 is reflected in the horizontal axis and PC2 in the vertical axis. Different
focus conditions are circled. The noise levels are reflected as a group of three spots. The
highest noise level, 80 dB, is on the rightmost side. Blue spots in the left reflect the no
noise level condition. The turquoise spot is the white-noise noise type, red is the babble
noise type, and the pink spot is then low-pass filtered noise.
no-noise condition skewed the models. Consequently, the noise type was treated as a
source of variance.
Upfront, a standard procedure of starting with a complete model containing both
independent variables and iteratively eliminating the non-significant ones was used. The
variables’ encoding was judged by the p-value of the model variables. Moreover, the
r-squared value was used to measure the fits’ correspondence.
For the two-dimensional bottleneck, PC1 captures the focus N1 focus condition and
all of the noise level conditions. The adjusted r-squared value is 0.86. The noise level
estimates are captured as linear. The estimates of the focus are more complex because
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Figure 9: Trained bottleneck features plotted in a PC1-PC2 space by bottleneck dimension.
PC1 is reflected in the horizontal axis and PC2 in the vertical axis. Different focus
conditions are circled. The noise levels are reflected as a group of three spots. The highest
noise level, 80 dB, is on the rightmost side. Blue spots in the left reflect the no noise level
condition. The turquoise spot is the white-noise noise type, red is the babble noise type,
and the pink spot is then low-pass filtered noise condition.
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Figure 10: Principal component analysis of the average bottlenecks. F:N1 and F:N2
correspond to the focus conditions of the narrow focus on subject and object. Noise levels
are abbreviated to NL, with 1 corresponding to 60 dB, 2 corresponding to 70 dB, and 3
corresponding to 80. N1:NL indicates the interaction between the noise level and narrow
focus on the subject, and N2:NL the interaction of noise level with a narrow focus on an
object. The green gradient indicated the significance of the p-value. The darker the green,
the more significant the fit.
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Figure 11: An example of the original f0 contours and the generated f0 contours of
averaged bottlenecks. On the left original f0 contours of a sentence "Paavi tavaa suuraa"
(Pope reads sura) uttered by a female participant in 80 dB noise environment in three
different focus conditions. On the right are the generated counterparts generated with a 2
dimensional bottleneck CCVAE.
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Figure 12: An example of the original f0 contours and the generated f0 contours of
averaged bottlenecks. On the left original f0 contours of a sentence "Paavi tavaa suuraa"
(Pope reads sura) uttered by a female participant in 80 dB noise environment in three
different focus conditions. On the right are the generated counterparts generated with a 8
dimensional bottleneck CCVAE.
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Figure 13: An example of the original speech envelopes and the generated speech envelopes
of averaged bottlenecks. On the left original speech envelopes of a sentence "Paavi tavaa
suuraa" (Pope reads sura) uttered by a female participant in 80 dB noise environment in
three different focus conditions. On the right are the generated counterparts generated
with a 2 dimensional bottleneck CCVAE.
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Figure 14: An example of the original speech envelopes and the generated speech envelopes
of averaged bottlenecks. On the left original speech envelopes of a sentence "Paavi tavaa
suuraa" (Pope reads sura) uttered by a female participant in 80 dB noise environment in
three different focus conditions. On the right are the generated counterparts generated
with a 8 dimensional bottleneck CCVAE.
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the focus condition is not single-dimensional. PC1 does capture some of the N1 focus
condition. Moreover, PC2 captures both of the focus conditions and noise level conditions
70dB and 80dB. The r-squared value is 0.95.
In the three dimensional bottlenecks, again, PC1 captures the noise level condition.
The adjusted r-squared value is 0.84. PC2 captures both focus conditions as well as all the
noise level conditions. For PC2, the adjusted r-squared value is 0.97. PC3 also captures
both focus conditions and all the noise level conditions. The noise level estimates are not
captured linearly in PC3. Noise level 3, the 80 dB noise condition, has a value closest to
zero. The adjusted r-squared value for PC3 is 0.55.
PC1 in the four-dimensional bottleneck captures the noise level condition. The adjusted
r-squared value is 0.85. Again, PC2 captures both focus conditions as well as all the noise
level conditions. The adjusted r-squared value is 0.98. PC3 captures both focus conditions,
noise level conditions, and noise level estimates are not captured linearly. The adjusted
r-squared value is 0.63. PC4 captures the interaction between the N1 and noise level 3 and
noise level 3. In PC4, the estimates of the noise levels are more complex. The adjusted
r-squared value is 0.65.
For the five-dimensional bottleneck, PC1 captures the noise level condition fully. The
adjusted r-squared value is 0.82. PC2 captures both focus conditions and only the noise
level 3 condition. The adjusted r-squared value for PC2 is 0.99. PC3 captures both focus
conditions and all the noise level conditions. The noise level estimates are not captured
linearly. For PC3, the adjusted r-squared value is 0.62. PC4 captures the focus condition
N2. Here the adjusted r-squared value is 0.18.
In the six-dimensional bottleneck, PC1 captures the noise level condition and the N1
focus condition. The adjusted r-squared value of the model for PC1 is 0.83. PC2 captures
both focus conditions as well as noise level conditions 2 and 3. The adjusted r-squared
value for PC2 is 0.96. PC3 captures both focus conditions as well as noise level conditions
1 and 2. The adjusted r-squared value is 0.89. Again, the estimates are encoded non-linearly.
PC4 captures the focus condition N2. The adjusted r-squared value is 0.35.
In the seven-dimensional bottleneck, PC1 captures the noise level condition fully. The
adjusted r-squared value is 0.81. PC2 captures both focus conditions as well as noise level
conditions 2 and 3. Furthermore, it captures the interaction between N2 and noise level 2
and N2 and noise level 3. For this linear model, the adjusted r-squared value is 0.99. PC3
captures both focus conditions as well as all noise level conditions. The adjusted r-squared
value is 0.87. The estimates of the noise levels are encoded non-linearly. PC4 captures
noise level 3 and the interaction between N1 and noise level 3. The adjusted r-squared
value is 0.34.
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For the eight-dimensional bottleneck, PC1 captures the noise level conditions 1 and 2
and N1 focus condition. The adjusted r-squared value is 0.84. PC2 captures both focus
conditions as well as noise level conditions 2 and 3. The adjusted r-squared value for this
is 0.95.PC3 captures both focus conditions and noise level conditions, and the noise level
estimates are not captured linearly. The adjusted r-squared value is 0.92. PC4 captures
noise levels 1 and 2, and the adjusted r-squared value is 0.18.

4.2

Results of non-average bottlenecks

Minimal models could not be used for the non-averaged bottlenecks. Because the nonaveraged bottlenecks have more factors (speaker, sex, recording round, sentence), their
interactions were so complex that excluding factors proved to be impossible. Each factor
was fitted individually against the principal components to investigate the correlation
between the factors and principal components. The results can be found in Figure 15.
However, the r-squared values are considerably smaller for the non-averaged bottlenecks
due to the more significant number of data points and factors in the bottleneck layer.
Furthermore, this aspect causes more features to be encoded as "salient" in the bottlenecks.
For the two-dimensional bottleneck, PC1 had the highest fit for the sentence; the rsquared value was 0.36. Furthermore, the noise level had an r-squared fit of 0.13. PC2 had
the highest fit for noise level, where the r-squared value was 0.29. The second highest was
for sentence, r-squared 0.22. Moreover, round factor and noise type had some significance
for PC2.
In the three-dimensional bottleneck, the sentence factor had the highest fit for all the
PCs. For PC1 also the noise level high, with an r-squared value of 0.22. Furthermore, PC1
has a fit for noise type, speaker and round. Also, PC2 has a fit for noise type, speaker and
round, but instead of noise level, it fits the focus condition. In addition to the sentence,
PC3 has a fit for the speaker factor.
The four-dimensional bottleneck’s PC1 does not have a fit for the sentence—the
highest fit for this principal component in for noise level with an r-squared value of 0.43.
Furthermore, there is a fit for the round with an r-squared value of 0.27. The rest of the
PCs in the four-dimensional bottleneck have the highest fit against sentence. For PC2, the
fit for the sentence is as high as 0.47 r-squared. PC2 also has a fit for focus condition.
The first principal component in bottleneck 5 is similar to PC1 in bottleneck 4. PC1 has
the highest fit for noise level with an r-squared value of 0.42. The second-highest r-squared
value for PC1 is for the round factor, with an r-squared value of 0.25. PC2 has the highest
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Non-averaged bottleneck fitted linear models

Figure 15: Principal component analysis of the non-averaged bottlenecks. The fit of each
factor for a principal component is measured as a r-squared value. The green gradient
indicated the significance of the r-squared value. The darker the green, the more significant
the fit.
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fit for the focus condition. There is a fit for the sentence factor in PCs 2, 3 and 4. However,
the fit is relatively low in comparison to the previous bottlenecks.
For the six-dimensional bottleneck, again, PC1 has the highest fit for noise level with
0.38 r-squared. Furthermore, PC1 has also a high fit for noise type, speaker and round.
PC2 has the highest fit for the sentence with the r-squared value of 0.33. Again also, the
focus is somewhat significant in PC2. PCs 3 and 4 have the highest fit for sentence.
In the seven-dimensional bottleneck, PC1 has the highest fit for noise level with 0.4
r-squared. Again there is a high fit for noise type, speaker and round. PC2 has the highest
fit for the sentence with 0.25 r-squared. Furthermore, PC2 had a fit for the speaker. PC3
has a fit for focus, speaker and sentence. However, the r-squared value is relatively low
in all these factors. For PC4, the highest fit is for the speaker with a 0.15 r-squared value.
The fit for the sentence is 0.12 r-squared.
PC1 of the eight-dimensional bottleneck has the highest fit for noise level with an
r-squared of 0.34. It also has a fit for noise type with an r-squared of 0.14. For PC2, the
highest fit is for focus with an r-squared of 0.22. PC3 has the highest fit for the sentence
with an r-squared of 0.25. PC4 has the highest fit for speaker, 0.16 r-squared, and sentence
0.13 r-squared.

5

Discussion

The current study is based on a novel methodology. The results of this study suggests
that a Conditioned Convolutional Variational Autoencoder network could be used as a
phonetic research tool. In this study, the network’s performance was assessed in terms of
the bottleneck layer representations.
One of the goals was to determine the bottleneck’s optimal size to reconstruct the
prosodic patterns. It was hypothesised that there would be an elbow bottleneck, which
would flatten the learning curve and the reconstruction would not improve after that
particular bottleneck dimension. As illustrated in Figures 4 and 5, it seems that the quality
of reconstruction is positively correlated with the bottleneck dimension. Furthermore,
the improvement of the generated contours is illustrated in Figures 11, 12, and in 13,
14. The 8-dimensional bottleneck regenerates both f0 contours, and the speech envelopes
considerably better than the 2-dimensional bottleneck. Surely, these reconstructions are
one of the better ones. The global reconstruction quality is reflected in figures 4 and 5.
It can be assumed that the larger the bottleneck dimension, the better the reconstruction.
However, the bottlenecks larger than eight dimensions were not studied in detail.
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As stated before, the bottleneck representations are less interpretable the bigger the
bottleneck dimension. Considering the results of this study, it seems that even the lowest dimensional bottlenecks reconstruct and capture the prosodic patterns efficiently, as
illustrated in Figures 11 and 13. Although the generated contours differ from the original
contours, the contours show that the model has learned the most prominent features of
each focus and intensity condition. These findings suggest that even low dimensional
bottlenecks might suffice for analysis purposes. However, the analysis of the contours was
conducted using basic statistical methods. Different statistical approaches might have been
more appropriate for determining the sufficiency of each bottleneck.
Subsequently, this study aimed to explore this methodology by replicating and possibly
extending previous studies’ results on the same material (Šimko & Suni, 2019; Šimko et al.,
2020; Vainio et al., 2012). The CCVAE can capture the qualitative variance of the Lombard
effect and the acoustic variance of the sentence structure in the training data. Moreover, all
variables are encoded even in the low dimensional bottlenecks. As illustrated in Figures 8
and 9, the first principal component of the averaged bottleneck’s bottleneck layer captures
the effect of increasing the speech signal’s noise level. The low-pass filtered noise’s
representations are somewhat separated from the two other noise types’ representations
and more aligned with the lower volume’s babble noise and white noise. Suggesting a
further interaction between the noise type effect and focus condition, as reported in Šimko
et al. (2020) and Vainio et al. (2012). However, this alignment possibly results from the
resent conclusion that he loudness standard ANSI S3.4-2007 used in Vainio et al. (2012) is
flawed (Nizami, 2015). Consequently, the low-pass filtered noise is not equal in loudness
with the other noise conditions, resulting in skewed clustering.
Statistical analysis of multiple instances of trained bottleneck features was used to
identify the bottleneck layer’s properties that are repeatedly captured by the synthesis
system. As seen in Figures 10 and 15, Principal component analysis revealed how the
model had encoded the features to the bottleneck layer.
For the averaged bottlenecks, illustrated in Figure 10, the first three principal components’ encoding was uniform across all bottleneck dimensions. That is, regardless of the
training instance and the bottleneck size the features seem to be encoded in similarly.
The first principal component had a high fit for noise level. Additionally, there is a
trend of focus condition N1 being significant. N1 is significant in PC1 for bottlenecks 2, 4,
6 and 8. The r-squared value for PC1 was more than 0.8 across all bottlenecks.
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PC2 had a fit for focus condition and noise level. However, noise level 1 was not
significant in bottlenecks 2, 5, and 7. However, this is most probably because all noise
level factors are centred to zero noise condition and noise level 1 is not "different enough"
from the linear model’s zero noise condition for it to determine it significantly different.
For PC2 the adjusted r-square value was more than 0.95% across all bottlenecks. The
first two PCs explained approximately 93% of all the variance. These results indicate that
Lombard effect and focus conditions are effectively learned by all of the bottleneck sizes.
The third principal component had a fit for focus condition and noise level. Additionally,
PC3 has a vague trend for noise level 3, having a lower significance than noise levels 1
and 2. As can be presumed, the noise level is linear data, and the estimate follows the
noise levels consistently in PC1 and PC2. However, the estimates for PC3 in Figure 10,
noise level 3 is encoded differently. Across all bottlenecks, the estimate for noise level 3 is
closest to zero. Presumably, the noise levels are encoded primarily on the two previous
PCs, so the PC3 deals with the non-linearities and finer adjustments of the Lombard effect.
Moreover, it can be that the other components increase the noise level too much and thus,
PC3 needs to accommodate and lower the increase.
The adjusted r-squared value for PC3 increases gradually, according to the bottleneck
dimension. Starting from the independent variables of bottleneck three explaining 55% to
92% in bottleneck 8. Presumably, the non-linearities and finer adjustments of the Lombard
effect are captured more efficiently, the larger the bottleneck. However, the third principal
component explained approximately only 6% of the variance of the averaged bottlenecks.
Hence, the features encoded here might be secondary, and more of fine-tuning.
The fourth principle component did not have a uniform encoding across the bottlenecks.
The r-squared value was relatively low compared to the previous PCs. Furthermore, PC4
accounted only for 1.5% of the variance of each bottleneck on average. That is, the
features encoded into PC4 do not significantly attribute to the features of interest. The
low percentage of explained variance could indicate that three or even two dimensional
bottleneck could suffice as a research tool for averaged data.
In the average bottlenecks, the minimal models’ adjusted r-squared values are relatively
high in all cases. In other words, the CCVAE network learns the features of interest
and encodes them into the bottleneck layer successfully. However, as hypothesised, the
encoding is not clear cut, i.e. the principal components entail combinations of the factors
rather than having them segregated. Primarily, the focus conditions were encoded often in
combination with a noise level. Furthermore, it seems that when using averaged data for
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research purposes, a relatively small bottleneck suffices.
For the non-averaged bottlenecks, illustrated in Figure 15 the encoding is more complex
and not as uniform as the averaged bottlenecks. However, some trends were identified.
Additionally, the complex encoding is probably due to the greater number of variables.
As mentioned before, the average data has been averaged from the non-averaged data and
many features have been discarded during the averaging process. Ergo, the non-averaged
data reflects the untreated, or true, encoding of the bottlenecks.
In the non-averaged bottlenecks, the adjusted r-squared values of the minimal models
are low in all cases. Because of the massive amount of data, it can be assumed that the
model has not learned to capture the features in an expected manner. Presumably, the
encoding in the non-averaged bottlenecks is mostly interactions between factors. That is,
the encoder does not separate the factors but encodes the interactions of these factors.
Furthermore, the linear model might not be the right choice of analysis for the nonaveraged bottlenecks. Unlike the factors for the averaged data, all factors for the nonaveraged data are not quantifiable.
However, some consistency can be interpreted from the results of the non-averaged
bottlenecks. PC1 had the most and the highest fits for noise level and some for the recording
round. The two bottlenecks with the lowest dimensions seem to encode data differently
than the bottlenecks with more than three dimensions (See Figure 15). For bottlenecks
2 and 3, the fit against noise level is not in line with the rest of the bottlenecks. Instead,
most of the variance was explained by the sentence, which had an r-squared value of
approximately 0.35.
The three following PCs have a fit for the sentence. In addition, PC2 had a fit for focus
with an r-squared value of more than 0.10 in bottlenecks 3, 4, 5, 6, and 8. For PC3 and
PC4, there is also a vague trend for the speaker (r-squared 0.10, see Figure 15). The focus
condition information is also present in the sentence factor. Furthermore, the sentences
are similar in terms of quantity, rhythm, and vowels and consonants. Each of the words
has the same number of syllables. Thus, the network may have learned all of the different
properties from these segments, explaining the high fit, whereas the variation of the focus
factor by itself was not as salient. Moreover, the intensity differences between vowels
can be surprisingly large, which possibly explains the r-squared fit to the sentence factor.
The vowels [i, u] are closed vowels and less sonorous – or less loud, than the vowel [a]
(Aaltonen et al., 2009, p. 178). The vowels and consonants were not controlled in this
study. For a better fit for focus, the model should probably be conditioned with the sentence
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factor.
A trend in the non-averaged bottleneck features is the fit for recording round and the
speaker factor. Although the network has been conditioned with the speaker ID, the
conditioner does not entirely discharge speaker variance. Speech is highly varied and can
be normalised only to an extent, thus, some of the idiosyncrasies are not captured by the
conditioning embedding.
Furthermore, the recording round had consistent relevance in the non-averaged bottleneck features. The fit for recording round most probably results from the carry-over
effect. When speaking in a loud noise environment, participants tend to hold the speech
amplitude even if the environmental noise level drops. Since the participants would read
the sentences one after the other in differing noise conditions, most probably, there has
been a carry-over effect of the previous noise.
Overall, across all the bottlenecks in both averaged and non-averaged bottlenecks,
respectively, the encoding is coherent. However, the network did not separate the factors
orthogonally. Additionally, the average bottlenecks’ findings are in line with the findings
on Šimko et al. (2020). This agreement suggests that the CCVAE can learn and encode the
categories of interest.
This study suggests, that a Variational Autoencoder can be used to quantify the prosodic
effects of the underlying influences as well as interactions among them in a statistically
robust way. The model seems to be ideal for quantifying phonetic features and typology
with a carefully constructed corpus. For example, in Figure 8 and Figure 9, the network
has successfully clustered the different prosodic features in a meaningful way across all
bottleneck sizes. Possibly, by further restricting or changing the corpus structure, more
focused analyses could be conducted. Furthermore, using PCA, the method illustrates
which of the prosodic features are the most salient, as can be seen in Figures 10 and 15.
As noted in previous studies, there might be a limit on data that can be tested in this
way. Neural networks require large data sets for training (Šimko et al., 2020). Moreover, a
carefully constructed and quality data set might also be necessary for focused and precise
analyses.
The corpus used in this study is specifically engineered for investigating the Lombard
effect. Thus, probably a corpus with less uniform realisations of the investigated effect
would not elicit results in line with this study. Consequently, the structure of the data used
in training poses as a constrain of this method. To further investigate the method, multiple
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experiments with differently structured data sets are needed. Furthermore, insufficient
quality data can further complicate the learning process of the model. Training the model
with a non-structured data set, might result in the model learning some nonessential
phenomenon from the data. Thus, the corpus structure and quality need to be considered
when investigating and using deep learning for phonetic analysis. However, as shown
in this study, meaningful results can still be obtained with a relatively small corpus than
usually required when it is well-constructed and of good quality.
Moreover, the conditioning embeddings of the Variational Autoencoder in this study need
more fine-tuning. It is known that focus correlates with word duration. Presumably, the
model bypasses the encoding of the focus conditions, because the network is conditioned
with a word duration embedding. Furthermore, in the non-averaged bottlenecks, the
sentence had a high fit across all bottlenecks and PCs. It seems that conditioning the
network with the sentence would have been the correct thing to do as the sentences vary
acoustically. Furthermore, although not controlled, the consonants are also often rotated.
It is possible that for these reasons, the sentence factor skewed the bottleneck encoding.
Finally, only standard statistical tools were used for the quantitative evaluation of the
embedding spaces. Different statistical approaches might be more appropriate.
In addition to finding the appropriate statistical methods, finding the smallest sufficient
bottleneck dimension is still needed. The larger the bottleneck, the less control there is
over the bottleneck layer and the less interpretable the bottleneck representations are. High
dimensional bottleneck layer can result in even more complex bottleneck representations
that could not be used for speech analysis.
According to the findings of the bottleneck features capturing the variation and the
contours in Figures 11, 12, 13 and 14, possibly a low dimensional bottleneck would suffice.
This is also reinforced by the small percent of explained variance of the higher dimensional
PCs illustrated in Figures 6 and 7. A more thorough investigation of the generated contours
might reveal the smallest sufficient bottleneck dimension.
Furthermore, the network should encode the features progressively differently when
the number of dimensions grows. There is arbitrariness in which factor is in which PC,
because each bottleneck is a distribution of their own. Thus, the fact that all the PCs are
encoded similarly is interesting. The VAE organises the PCs similarly regardless of the
training instance and the bottleneck dimension. The order may reflect the significance of
each feature encoded into the bottleneck. For example, here, we can assume that since the
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PC1 almost always captures the Lombard effect, the Lombard effect is the most dominant
prosodic feature in this speech corpus (see Figures 10 and 15). Thus, possibly using the
PCA with the model, the order significance of the prosodic features in the training corpus
can be investigated. However, It might be also beneficial to investigate how much the
encoding changes according to the bottleneck dimension in future studies. For example, for
PC3, there was a notable improvement in the r-squared value with the growing bottleneck
dimension.
Moreover, in future studies, it might be beneficial to define if and how the reconstruction
is better in the larger bottlenecks. Subsequently, it would be interesting to characterize
what are the non-linearities captured better by the larger bottlenecks.
It was found that the conditioning embedding for speaker ID does not completely
discharge the speaker-dependent variance. As shown in Figure 15, in the non-averaged
PCs 1, 2, and 3, the speaker factor still explains some variance. In future studies, it could
be investigated which of the speaker-dependent idiosyncrasies the conditioning embedding
can capture and which of them escape it. Additionally, the segmental properties, smaller
than the sentence factor, were not controlled in this study. It might be beneficial to replicate
this study with conditioning on the sentence and possibly controlling some of the segmental
properties, like vowels and consonants, in the non-averaged bottlenecks.
Finally, looking at the generated contours in Figures 11, 13, 12, 14 this model could
in the future be used for regenerating data. However, the model should be thoroughly
investigated specifically for this use. As mentioned before, in generating data with deep
learning systems, the corpus plays a crucial role in the quality of the generated samples.
The model will learn everything present in the corpus, be that background noise or issues
in signal processing, and replicates these problems in the generated samples.
Moreover, even though most generated samples would be successful. Often the samples
contain several outliers cannot be considered human-like. Thus, using deep learning
methods for regeneration purposes might still need a great deal of human interference.
As this study has shown, deep learning methods hold great potential as a tool for phonetic
and linguistic research. Together with studies like Suni, Wlodarczak, et al. (2019); Šimko
et al. (2020); Kakouros et al. (2019), this study has demnonstrated how these types of
models can be used for linguistic typology and prosodic typology.
Furthermore, these methods holds potential in deepening the understanding of speech
phenomena. However, to truly harness the power of these complex statistical models, it is
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essential to gain knowledge on how do they organise data and learn. It is of no use to use
merely as black boxes. Thus, investigating the bottleneck representations and generated
samples from different perspectives and with different tools is still needed to establish deep
learning systems as plausible tools for speech analysis.

6

Conclusions

The purpose of this study was to investigate Variational Autoencoder as a tool for speech
analysis by evaluating the bottleneck features and the encoding of the training data. Deep
learning methods hold the potential in defining relevant features and dividing these features
into distinctive units. Using deep learning for prosodic research and typology holds the
possibility to unify prosodic analysis and possibly gives a new starting point for representing
prosody.
Based on the findings in this study, the VAE captures the prosodic characteristic of the
interaction between the Lombard effect and different focus conditions. However, further
investigation is needed. The Lombard effect is highly variant according to the noise type,
noise level, and sentence focus. Furthermore, multiple interactions are not quantified in
research, such as segmental features. The method needs fine-tuning in the form of the
conditioning embeddings. Subsequently, finding the sufficient bottleneck dimension is yet
to be distinguished.
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