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Introduction

This chapter presents an exploratory, data-driven corpus study of colour, shape and typography
in the kind of thing we commonly refer to as a logo, the simple “multimodal ensemble” (following
Jewitt, 2013, pp. 254–255) of verbal, typographic and pictorial elements used by a company,
organization or individual for purposes of identification and branding. A systematic review of
everything that has been written about logos is beyond the scope of the chapter and difficult
to achieve because many professional practices including graphic design (e.g. Adams, Morioka,
and Stone, 2006; Airey, 2015; Mollerup, 1997), marketing (e.g. Bishop, 2001; Llorente-Barroso
and Garcı́a-Garcı́a, 2015), branding (e.g. Heilbrunn, 1997; Heilbrunn, 2001) and intellectual
property law (e.g. Beebe, 2004), all share an interest in logos and each have developed their own
terminology: marks, trademarks, signatures, word marks, device marks. Semiotic treatments
of logos as artefacts tends to be conceptual (Johannessen, 2011; Skaggs, 2017; Skaggs, 2018),
discussing empirical examples mostly as illustrations of conceptual points, or qualitative single
case studies (Cowin and Matusitz, 2011; Johannessen, 2016; Aiello, 2017), or comparisons of just
a few logos (Scott, 1993; Johannessen, 2017).
We think that logos ought to receive more attention in multimodality studies. They are a
good example of a structurally simple multimodal ensemble the study of which would be very
informative, but which is nevertheless often taken as a given in multimodal studies of higherorder phenomena such as text-image relations, multimodal discourse structure, etc. of which
they are often a part. And because logos are, at least on casual inspection, quite simple, we
can hope to achieve good descriptive exhaustiveness of very low-level structural features, and so
learn something about multimodal artefacts beyond the study of logos. Yet, to our knowledge,
no corpus-based, quantitative studies of logos exist.
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2.1

Theoretical background
Style as a dimension of semiotic analysis

It is commonly accepted among logo designers that the best logos are simple and striking, an
idea that has been emphasized again and again by several of the most influential architects,
designers and graphic designers in history. Quotes like Mies van der Rohe’s “Less is More”
and Louis Danziger’s “If you can’t explain the idea in one sentence over the telephone, it won’t
work” abound in graphic design books and blogs. Whether visual parsimony in fact makes a
logo better remains an open question, but it seems to be a matter of accepted wisdom among
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graphic designers that “[...] simplicity also makes your design easier to recognise, so it stands a
greater chance of achieving a timeless, enduring quality” (Airey, 2015, p. 23).
The result of this preference for simplicity in both concept and execution is that logos have
a very narrow informational “bandwidth” understood as differences that can make differences.
They cannot denote1 very elaborate or detailed concepts. Instead, they are apt for conveying
what designers call the “look and feel” of a host’s brand, the connotative potential that makes
a logo “immediately recognizable [and] expresses a point of view” Wheeler, 2013, p. 148.
In this chapter, we think of look and feel in terms of visual style. Bateman, Veloso, and Lau
(2019, p. 8) assert that the empirical support for concepts of visual style is underdeveloped, and
our work should be seen as part of an effort to understand it better. Our study is conceptually
framed by Theo van Leeuwen’s (2005) discussion of style in Introducing Social Semiotics, which
he begins with this gloss of the term from the Concise Oxford Dictionary: “[Style is] a manner
of writing, speaking, or doing, especially as contrasted with the matter to be expressed or thing
done”. In these terms, we emphasise ‘manner of expression’ by looking only at formal variables
of shape, colour and typography and de-emphasize everything to do with the ‘matter expressed’
by those forms.
Van Leeuwen approaches style from three different pespectives, all of which have an individualcentric scope: (1) The idiosyncratic mannerisms that belong to the individual, and which can
be both consciously performative or entirely outside conscious control, (2) the social style that
marks social allegiance or solidarity, and (3) lifestyle, which is poised somewhere between individual and social styles and is, above all, an expression of consumer identity. We would add
that style, insofar as style expresses identity, is not only an individual endeavour. Guided by the
metaphor that “brands are people” Koller, 2009, p. 45, organizations express identities too. And
not only does an organization express its individual identity much in the same way as a person
can express “lifestyle” through a “composite of connotations” Leeuwen, 2005a, p. 146, organizations can express something akin to “social style”, an allegiance to an industry or business
sector, as well. It is this latter phenomenon which guides our study. Insofar as logos are more
apt for specifying a connotational, stylistic look and feel than they are for denotative content,
and insofar as organizations cluster according to the kind of business sector they are in, our goal
is to find out whether we can operationalize the analysis of logos, in terms of their shape, colour
and typography, in a way that could empirically address otherwise impressionistic claims that
logos from different industries have different looks and feels.

2.2

Distinctive features of graphics

The term graphics is commonly used to refer to a very broad range of visual communication phenomena ranging from computer games and computer generated images to lino cuts. We restrict
our use of the term to denote a family of hapto-visual materialities, or “canvases” (Bateman,
2008, p. 16), that share the affordance of dividing a surface into binary figure-ground regions
with very distinct demarcations. This basic feature of graphics harks back to the material affordances of early relief and intaglio print-making (in both of which material is carved, cut,
corroded etc. from a print matrix to yield areas that are either intact or not). Even today
such a binary structuring of a two-dimensional space into figure and ground is a key principle in
vector graphics applications such as Adobe Illustrator and FontLab, which use vector paths to
demarcate the envelope of a figure from the ground. This family of canvases is used in expressive
1 Hjemlslev’s classical semiotic concepts of denotation and connotation are useful here. Denotation has been
glossed by logo semiotician Steven Skaggs (2017, p. 256) as “The direct–often coded–convergent referent in the
semantic register”. He glosses its counterpart, connotation, as “The associative and allusive referents in the
semantic register”.
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forms including, among others, writing, typography, cartography, the line art used in diagrams,
pictograms, signage, app icons, to name a few. An effort to outline their formal commonalities
has been made by Andreas Stötzner (2003) under the headline of “Signography”.
Because logos are designed with simplicity of both form and content in mind, we suggest that
our operationalization must begin with the most basic, formal levels of distinctions in the graphic
canvases. This is important in order to avoid any circularity in our reasoning. We are attempting
an operationalization of material properties of graphic canvases without any prior assumptions
about how they might be perceived or make meaning (whether denotative or connotative). Only
then can we begin to see how one industry may deploy colour, shape and typography in order to
set itself visually apart from other industries.
There have been several attempts to describe graphic form in a way that makes it amenable to
analysis, most notably in French cartographer and information designer, Jacques Bertin’s (1983)
Semiology of Graphics. Bertin (1983, pp. 42–43) boils what he calls “the graphic system” down
to eight variables a designer has to work with. In addition to the two planar dimensions, they are:
(1) size, (2) value (similar to “brightness” in Photoshop’s HSB-model of colour, which describes a
given colour by its ‘hue’, ‘saturation’ and ‘brightness’), (3) texture, (4) colour, (5) orientation and
(6) shape. A similar intuition seems to guide some of the work undertaken by Gunther Kress and
Theo van Leeuwen’s “distinctive feature” approach to colour (2002) and Johannessen’s approach
to graphic shape (2016). Because it has been so emphatically argued that typography is a rich
resource for brand identity expression (Hyndman, 2016), we have included elements from van
Leeuwen’s distinctive feature approach to typography (2005; 2006) in our framework as well.
2.2.1

Distinctive features of colour

In their article exploring colour as a semiotic mode in its own right, Kress and van Leeuwen
distinguish two types of affordance in colour, “two sources for making meaning with colour”
Kress and Leeuwen, 2002, p. 355. One is the association, or, in keeping with our own use of these
concepts, the connotations of “look and feel”. The other is the colour’s distinctive features (Kress
and Leeuwen, 2002, p. 355) (inspired by Jakobson and Halle’s distinctive feature phonology).
They describe these as a range of formal parameters including the colour’s (1) hue (its position
on a colour wheel going through the visible spectrum from red to violet), (2) saturation (a scale
from maximally saturated to gray), (3) value (a scale of brightness from white to black), (4)
modulation (a scale from flat, unmodulated colour to highly modulated showing many shades
and tints of the same hue), (5) differentiation (a scale from monochromatic to multicoloured with
many hues), (6) purity (a scale from “pure” primary colours to “hybrid” secondary or tertiary
colours).
2.2.2

Distinctive features of shape

Drawing inspiration from Kress and van Leeuwen’s work on distinctive features, Johannessen
(2016) has made an attempt at operationalizing shape characteristics of graphic canvases. He
enumerates (1) straightness (the choice between straight and un-straight), (2) bend (the choice
between angles and curves) and (3) direction (the choice between concave and convex), but
stresses that a fractal-derived approach to these features of shape (that curves can be embedded
in curves) is necessary in order to fully describe shape.
2.2.3

Distinctive features of typography

Finally, following his work with Gunther Kress on distinctive features of colour, Theo van
Leeuwen (2005) has added his distinctive feature perspective to an already considerable body
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of literature on typography (see e.g. Gill, 1988; Reimar and Birkvig, 2003; Baines and Haslam,
2005; Lupton, 2014), attempting to boil typography down to a range of parameters on which,
he argues, we can begin to discuss how typography can make meaning. These parameters are:
(1) weight (the relative width of the strokes in letters), (2) expansion (the width of letterforms
relative to their height), (3) slope (the angle of letters relative to their baseline), (4) curvature
(the overall shape of letterforms in terms of angularity or smoothness), (5) connectivity (the
connectedness of strokes in and between letterforms), (6) orientation (the height of letterforms
relative to their width), and (7) regularity (the evenness of distribution of any structural feature).

3
3.1

Framework and analytical procedure
Logotypes and icotypes

At its most general level of description, inspired by marketing semiotician Benoit Heilbrunn
(1997, p. 177), our framework distinguishes two different kinds of elements, logotypes and
icotypes, that can be combined into a logo. A logotype consists of symbols from writing systems,
including numerals, and expresses what in trademark law is commonly referred to as a “word
mark”; the proper name of the legal entity which is the logo’s host. An icotype can consist of
any graphic sign, but is usually a stylized depiction of some sort, and is referred to in trademark
law as a “device mark”. The far left of Figure 1 illustrates how a fictional logo for a host called
“Ogol” can be broken into an icotype and a logotype.

3.2

Shape analysis

The first step in our analysis of the shape of each logo is to determine the number of distinct
bounded regions (or areas) in its logotype and icotype (insofar as they are both present). This
step is illustrated in the middle of Figure 1. Our approach to shape does not regard the building
blocks of letters in a logotype as lines or strokes (as in the analysis of typography described
in section 3.4) but as two-dimensional regions. As a consequence, the so-called “counters”, the
negative shapes inside the loops of letters such as ‘o’ and ‘g’ in the Ogol logo are also considered
to be individual regions as illustrated in Figure 1. In the example of the Ogol logo, there are
7 regions in the icotype and 5 in the logotype. To be clear, the analysis operationalises certain
material properties of space and shape in graphic canvases at a purely formal level. It does
not model how we in fact perceive a logo (for example, we perceive the Ogol icotype as three
overlapping, transparent shapes fanned out around a hole, not 7 individual graphic regions), nor
how it could be said to be meaningful.
Our analysis of shape only looks at instances of ‘straight’, ‘angle’ and ‘curve’, as we assumed
these to be more telling of visual style than whether a shape feature was ‘convex’ or ‘concave’.
Thus, the second step is to count all instances of three types of shape—straights, angles and
curves—for all regions in the icotype and logotype. The approach is inspired by how shapes are
described in vector graphics and is illustrated on the right in Figure 1. We count an occurrence
of straight, angle or curve where we would expect them in a Bezier-based vector description
of that shape. The actual annotation is done by importing a bitmap image of the logo into
Adobe Photoshop and using the “count tool” to keep track of shape feature occurrences (see
Figure 5). It should be noted that, whereas annotating occurrences of straight and angle is fairly
straightforward, curves are harder to distinguish, especially in cases where one curve transitions
smoothly into another2 In the fictional Ogol icotype there are 49 instances of shape-defining
2 Ideally, we would have collected vector files of the 50 logos in order to draw on the vector nodes used in their
rendering to make such distinctions. In practice it has not been possible to obtain vector files of all the logos, and
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icotype

7 regions

49 shape instances (7 per region)
0 straight (0%)
18 angle (36.7%)
31 curve (63.3%)

logotype

5 regions

58 shape instances (11.6 per region)
14 straight (24.1%)
15 angle (25.9%)
29 curve (50.0%)

Figure 1: Illustration of the principle behind breaking an icotype and logotype into distinct
graphic regions and analyzing these in terms of shape instances
nodes, 7 on average per region. 0% of these are straight, 36.7% are angles and the majority,
63.3%, are curves. In the logotype there are 58 instances of shape features, 11.6 on average per
region, 24.1% straight, 25.9% angles and 50% curves.
This approach enables us to quantify how shape features are distributed in the logo. A key
metric is the shape density; basically a count of instances of shape features. The Ogol icotype has
a density of 49, the logotype 58. In itself, this says very little. However, if we average densities
over regions, we arrive at a potentially much more interesting number, the density per region
of densities
(which we will refer to as ‘D/r’ in what follows): sum regions
. This characterises the overall
distribution of shape features in the logo far more usefully. The Ogol icotype has a D/r of 7.0,
the logotype 11.6.
D/r is potentially interesting because, as illustrated by Figure 2, the visual style of a logo can
come across as clean or grainy depending on how many instances of shape features each region
contains.
Our approach also enables us to quantify the proportion of straights, angles and curves to the
type
total number of shape features, shape
density , of an icotype or logotype (we refer to these metrics
as S/D, A/D and C/D). In the Ogol logo, for example, the majority of shape features are of the
curve type (63.3% in the icotype, 50% in the logotype). We express these proportions as values
between 0 and 1.

3.3

Colour analysis

As we stated in the introduction, this study is exploratory and data-driven. In its course, we
have decided to exclude some of the distinctive features presented in Section 2. Our analysis of
colour only looked at ‘hue’, ‘saturation’ and ‘value’ (and not ‘modulation’, ‘differentiation’ and
‘purity’) because these are conveniently operationalized using Photoshop’s “eyedropper tool” and
the “HSB” model of colour (which stands for hue, saturation, brightness). The software expresses
hue on a range from 0–360◦ (as a position on a colour wheel with bright red at 0◦ , or 12 o’clock
if it were a clock dial). Saturation and brightness, however, are expressed by Photoshop on a
scale from 0% to 100%.
we have chosen to work from available bitmap images instead and accept that, in coding adjacent curves, we had
to rely on our judgment to tell where one curve ended and the next began.
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Figure 2: Illustration of the different look and feel of the Ogol icotype in the original (left) and
with a zig-zag filter, 30 ridges per line segment, applied in Illustrator (right) to increase the
density per region (D/r). Note that, at one level, the regions retain their leafy shapes. But on
a lower, embedded level, they take on a grainier look and feel. The material ability of graphic
canvases to embed shape within shape (within shape) suggests a fractal, self-similar organization
of shape characteristics.
Our analysis of colour is deliberately kept very simple. We import a bitmap image of each
logo into Adobe Photoshop and use the eyedropper tool to measure the HSB values for each
region in the icotype and logotype as illustrated by Figure 3. This enables us to average the
values for colour saturation and colour brightness over each icotype and logotype. The Ogol
icotype is of fairly low colour saturation: only 27.7% on average. This translates to colours that
are bled out, grey-ish and subdued as opposed to vibrant. It is, however, also fairly bright: 74%
on average (as opposed to the darker logotype, which is only 47%). Note that regions, which we
take to be transparent, such as the loops in the letters ‘o’ and ‘g’ in Ogol, are not included in
the analysis.

icotype
H: 310˚

S: 8%

B: 88%

H: 195˚

S: 33%

B: 86%

H: 109˚

S: 21%

B: 63%

H: 205˚

S: 31%

B: 75%

H: 154˚

S: 46%

B: 56%

S: 27%

B: 76%

H: 113˚

S: 27.7% B: 74%
logotype

H: 0˚

S: 2%

H: 0˚

S: 2%

B: 47%

S: 2%

B: 47%

Average

B: 47%

Average

’White’ treated as transparent unless background is
distinctly different

Figure 3: Illustration of the principle used to arrive at the average colour saturation and brightness of each icotype and logotype. For each distinctly coloured region a measure of hue, saturation
and brightness is taken. We then average over saturation and brightness for icotypes and logotypes respectively. Note that enveloped regions that are ‘white’ are treated as negative shapes
(when the background is also white), and so transparent, or colourless. Examples are the ‘hole’
in the icotype’s leaf shapes and the ‘holes’ in the logotype’s letters.
Because there is no meaningful way to take an average over the hue values, we have excluded
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this measurement from our study. In future studies, however, we may choose to group observed
hue values in, for example, 45◦ intervals, in order to compare the proportions of colours in
different intervals across industries. Furthermore, the two samples show only little variation
in hue but significant variation in saturation and brightness, which makes these features more
interesting for our comparison.

3.4

Typographical analysis

Icotypes are predominantly pictorial and logotypes are predominantly verbal and typographic.
Even if one sometimes bleeds into the other, they are different canvases. The same material
may serve as a base for both and their shape and colour can be analysed according to the same
procedure, but they are not identical in all respects. As a result, the fundamental units of our
operationalization of typography of logotypes are those common in the type industry: letters
and strokes (recall that in section 3.2 on ‘shape’, we regarded them as regions).
Although we cannot rule out the possibility of type occurring as an integrated part of the
icotype in some logos, we choose only to apply the typographic analysis on the logotype. In
operationalizing van Leeuwen’s distinctive features of typography, we have taken a few liberties.
The ‘curvature’ of letterforms is captured in our analysis of shape, so it is not treated here.
Also, we have fused van Leeuwen’s ‘expansion’ and ‘orientation’ under the label ‘expansion’. We
found the two features to be redundant: expansion can be described as the width of letterforms
relative to their height, and orientation is the reverse, that is, height relative to width. Finally,
we disregarded the feature ‘regularity’. Regularity can be operationalized with respect to any
feature of visual structure, not only of typography, and we simply have not come up with a
clever way of capturing it. Maybe, in future studies, one could apply measures of entropy in
pixel distributions of bitmap images (e.g. Silva et al., 2016).
The first step in our typographical analysis is determining the number of letters (and also
spaces between letters) as well as the number of strokes those letters are made up of. The second
step is to import a bitmap of the logo into Adobe Illustrator and use the “measure tool” to
measure lengths and angles as illustrated in Figure 4.

                  

                     
x-height
46 px

Number of symbols (4)

2

1

6
5

3

81˚

Baseline

Stem angle

7



                    

4

Number of spaces (3)

81˚

Baseline

Stroke width
Wide: 17 px
Narrow: 12 px

Number of
strokes (7)

            

Letter connections (2)

x-height
46 px

Letter
width
53 px

Baseline

Letter spaces (3)

Figure 4: Illustration of the measures taken of each logotype in order to analyze distinctive
features of typography
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3.4.1

Weight

In order to measure the weight of letters, we have adapted Johannessen’s (2011, p. 244) “weight
scale rating” (WSR) to express weight as a value between 0 and 1 by relating stroke width to
stroke length (and because stroke lengths vary, we use x-height as a proxy3 for stroke length). 0
denotes zero width (a one-dimensional Euclidian line segment) and 1 denotes a stroke that is as
broad as the typography’s x-height (values above 1 are possible but uncommon – they express
strokes that are broader than the x-height).
For each stroke in each letter, two measures are taken, one for its widest and one for its
narrowest point. These are related to the x-height of the typography and then averaged in order
to arrive at the WSR for the stroke.
stroke width
+
( widestx−height

narrowest stroke width
)
x−height

number of measures

(1)

As illustrated in the middle top in Figure 4, the widest point of the stroke in ‘o’ is 17 pixels,
the narrowest is 12 pixels. The x-height of the typeface is 46 pixels. Thus, the WSR of the
heaviest section of the stroke in ‘o’ is 0.37 and 0.26 for the lightest section. The average WSR
for the letter ‘o’ is 0.32. In our analysis of the entire logotype, we average WSR over all strokes
in all letters in the logotype.
3.4.2

Expansion

In order to determine the relative width of letters in relation to their height, we measure the
width
width of all letters and relate them to the x-height (or cap height in case of all caps): letter
x−height .
The ‘o’ of Ogol is 53 pixels wide and the x-height, again, is 46 pixels. Thus, the expansion
measure is 1.15. Measures above 1 means letters are broader than they are wide as in the Ogol
logotype. Again, we average over all letters in the logotype.
3.4.3

Slope

In order to determine the slope of letters, a measure of the angle between a letter stem (or an
approximation thereof) and the logotype’s baseline is made. The output from Adobe Illustrator
is formatted in degrees. 90◦ means that letters have no slope. 90–180◦ means that letters lean to
the left, 0–90◦ means they lean to the right. We average the slope of all letters over the number
of letters in the logotype. In the Ogol logotype, the average slope is 81.0.
3.4.4

Connectivity

Finally, in order to operationalize connectivity, the number of letter connections is related to the
connections
number of spaces between letters: letter
. The Ogol logotype has 3 letter spaces. Of
letter shapes
these, two are connected. The logotype’s connectivity measure is 0.66.

3.5

Principal Component Analysis (PCA)

Applying the analytical framework introduced above provides 14 measurements that describe
the shape, colour and typography of each logo in the corpus as summarized in Table 1. These
3 This is to normalise a number of inequalities in our dataset: (1) Strokes are of unequal length, (2) logos are of
unequal proportions and (3) the bitmap images that serve as data are of unequal resolution. Therefore, we relate
width measures to a constant that reasonably captures the scale of the logotype in a way that can be compared
across all logos. We have chosen x-height because it is central to a typeface’s proportions.
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measurements constitute the variables whose values reflect stylistic choices in logo design. However, comparing differences between individual variables is not likely to reveal distinctive stylistic
preferences between oil industry and NGO logos, because they capture specific aspects of logos,
which are assumed to form a tightly-integrated multimodal ensemble, as described in Section 2.
Shape variables
D/r icotype

The density of the icotype (count of shapes instances) averaged over
count of regions in the icotype

S/D icotype

The proportion of straight shape features to the density in the icotype

A/D icotype

The proportion of angular shape features to the density in the icotype

C/D icotype

The proportion of curved shape features to the density in the icotype

D/r logotype

The density of the logotype (count of shapes instances) averaged over
count of regions in the logotype

S/D logotype

The proportion of straight shape features to the density in the logotype

A/D logotype

The proportion of angular shape features to the density in the logotype

C/D logotype

The proportion of curved shape features to the density in the logotype

Colour variables
saturation

The average saturation of all colours in the logo

brightness

The average brightness of all colours in the logo

Typographic variables
weight

The average WSR for all strokes in the logotype

expansion

The average expansion for all letters in the logotype

slope

The average slope of all letters in the logotype

connectivity

The proportion of connected spaces between letters to the total number
of letter spaces in the logotype

Table 1: Summary of the 14 variables measured for each logo
To understand how the 14 variables interact with each other, we therefore used Principal
Component Analysis (PCA). PCA is a well-understood statistical method for multivariate analysis and dimensionality reduction (see e.g. Hervé and Williams, 2010). Multivariate analysis,
which seeks to describe the relation between multiple variables, has been productively applied
in linguistics, perhaps most famously in the seminal work of Biber (1988), who used multivariate analysis to relate grammatical features to particular linguistic registers. Dimensionality
reduction, in turn, refers to the process of reducing the number of variables (or ‘dimensions’
of variation) while preserving as much of the information contained in the original variables as
possible.
PCA examines to what extent variables can be grouped by virtue of exhibiting similar patterns
of variation so that they can be replaced by new variables, known as principal components.
However, the principal components can never cover all the variation in the original data due to
lower dimensionality, which leads to reduced capacity for explaining variation in the original data.
For this reason, PCA analyses typically report how much of the original variation is explained
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by the principal components.
What makes PCA a particularly useful method is its ability to condense information while
maintaining a mapping between the original variables and the principal components derived from
them. This allows establishing how much each original variable contributes to each principal component. Each principal component can be thus interpreted in terms of the original measurements
and related back to the analytical framework. In the field of multimodality research, PCA has
been recently applied in a diachronic study of page layout in comics by Bateman, Veloso, and
Lau (2019), who use PCA to reduce 52 variables describing page layout to just five principal
components, a much more manageable number of variables that nevertheless cover 61% of variation in the original data. An analysis of the principal components revealed temporal changes
in the page layout along dimensions that would not have been discernible otherwise.
By condensing information about the original variables, the principal components can be seen
as establishing the dimensions of variation in the corpus. As Bateman, Veloso, and Lau (2019,
p. 10) observe, comparing these dimensions against each other enables taking a topological
perspective on variation. Previous accounts of linguistic genre have found such a perspective
particularly useful, because from this perspective, the data may show differences and similarities
along distinct dimensions of variation (cf. Lemke, 1999). We consider this particularly beneficial
for studying style in NGO and oil industry logos, which are likely to exhibit certain similarities
by virtue of being logos, but also differences due to their respective domains.
We used the Python 3.8 programming language to perform PCA, using the implementation
in the scikit-learn 0.23.2 library (Pedregosa et al., 2011). To preprocess the data, we used the
NumPy 1.19.1 (Harris et al., 2020) and pandas 1.1.0 (McKinney, 2010) libraries and performed
statistical testing using the SciPy 1.5.2 library (Virtanen et al., 2020). The results were visualised
using the matplotlib 3.3.1 (Hunter, 2007) and seaborn 0.10.1 libraries.
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Data description

As noted above, the study is based on 50 logos, 25 each from the oil industry and non-governmental
environmental organizations. The data collection began as a qualitative case study of a single,
now decommissioned, logo for one Irish fuel and retail company called Topaz (Johannessen, 2016)
and grew from there: first as a comparison with other Irish fuel and retail brands in order to
see if the original logo was typical of the forecourt and convenience retail business, then as a
comparison between the downstream (consumer-facing) fuel and retail sector and the upstream
(industry-facing) oil industry to see if the oil industry at large had a distinctive look and feel.
Finally, the study evolved into a comparison of logos from the oil sectors and environmental
NGO sectors.
The 25 oil company logos were selected according to the following criteria: 10 companies were
taken from a list of the highest grossing fuel and convenience retail companies in Ireland in 2015
and 15 were taken from a Forbes list of the 25 highest grossing upstream oil companies in the
World. The 25 environmental NGO logos were picked from an alphabetized list on Wikipedia.
The list was found through a Google search on the search phrase “non-governmental organizations”. 25 entries were chosen by selecting every second logo on the list. The full selection can
be found in Table 3 in the appendix.
Figure 5 shows a small extract from of our data, three oil company logos (for Rosneft,
PetroChina and Royal Dutch Shell) and three environmental NGOs (Friends of The Earth,
African Wildlife Foundation and International Analog Forestry Network). The pictures were
taken during the shape analysis phase, which was performed with the count tool in Photoshop.
The original images of the 50 logos in the corpus, the measurements provided by applying our

11

analytical framework and the code needed to reproduce the results reported below are available
at: https://doi.org/10.5281/zenodo.3987747

5

Results

In order to explore possible generic differences in style between NGO and oil industry logos, we
wanted to remove logos with rare stylistic features from the corpus. To achieve this, we applied a
procedure known as z-score standardisation to the measurements for each original variable. This
procedure standardises the values for each variable to have a mean value of zero and a standard
deviation of one. As Bateman and Hiippala (2020, p. 4–5) explain, standard deviation measures
how much a given value deviates from the mean value of a variable. The resulting Z-scores, which
correspond to standard deviations, can be compared to a normal distribution to determine how
far a value lies from the mean value for the given variable.
Normally distributed values form a bell-shaped curve which has useful properties for filtering
the data for rare features: we know that for each normalised variable (out of the 14 in total),
roughly 68% of the values are within one standard deviation on either side of the mean, that is,
between values −1 and +1 (Bateman and Hiippala, 2020, pp. 4–5). We also know that 99.9% of
values in a normal distribution fall within four standard deviations on either side of the mean.
Conversely, the probability of finding a value below −4 or above +4 in a normal distribution is
0.01% or extremely rare. To remove logos with rare stylistic features, we excluded a logo if any
of its variables had a value below −4 or above +4. A total of five such logos were removed from
the corpus, retaining 22 logos for the oil industry and 23 for NGOs.
PC1

PC2

PC3

PC4

PC5

D/r icotype

-0.394

-0.235

0.194

0.775

-0.472

S/D icotype

0.736

0.439

-0.033

0.022

-0.422

A/D icotype

0.698

-0.301

-0.092

0.181

0.132

C/D icotype

-0.865

-0.09

0.018

0.046

0.199

D/r logotype

0.047

-0.03

0.016

0.105

-0.014

S/D logotype

0.193

-0.319

0.077

0.167

0.24

A/D logotype

0.29

-0.707

0.108

-0.034

-0.025

C/D logotype

-0.32

0.696

-0.122

-0.067

-0.113

saturation

0.161

0.113

-0.809

0.313

0.014

brightness

-0.186

-0.185

-0.725

0.076

0.096

weight

0.193

0.485

0.372

0.487

0.409

expansion

-0.279

-0.223

-0.057

-0.098

-0.251

slope

-0.013

-0.034

0.016

-0.008

-0.048

connectivity

-0.015

0.123

-0.12

0.253

0.236

Table 2: Correlations between the original variables and principal components. The top-3 positive and negative correlates for each principal component are marked in bold and cursive, respectively.
We then applied PCA to the standardised variables to reduce the number of dimensions from
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Figure 5: Illustration of a selection of the data. In the left column are three oil company logos for
Rosneft, PetroChina and Royal Dutch Shell. In the right column are three environmental NGO
logos for Friends of the Earth, African Wildlife Foundation and International Analog Forestry
Network. Pictures were taken during the shape analysis, which used the count tool in Adobe
Photoshop.
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Figure 6: Percentage of variation explained by the five principal components (total variation
covered: 76.4%).
14 to just five. The five principal components derived from the 14 variables cover 76.4% of the
variation in the original data, as shown in Figure 6. The first principal component covers the
most variation, because PCA seeks to maximise information about variation in each principal
component while also avoiding correlations between principal components so that they do not
increase or decrease together, but rather capture complementary aspects of variation in the
original data. In other words, PCA attempts to describe variation in the original data as best as
it can, while preserving as much information about variation as possible within a lower number
of variables, that is, the principal components.
As explained in Section 3.5, each principal component can be mapped back to the original
variables. This is achieved by examining the correlations between the original variables and
the principal components. This is shown in Table 2, which shows how the original variables
(rows) correlate with the five principal components (columns). These values, which run from
−1 for negative correlation to +1 for positive correlation, while 0 indicates no correlation. For
instance, we can observe that the first principal component PC1 is positively correlated with the
proportion of straight shapes (S/D: 0.736) and angles (A/D: 0.698) in icotypes. These values
are used as weights to determine how much each original variable contributes to the principal
component in question when calculating its value.
Bateman, Veloso, and Lau (2019, p. 11) call for attention to the fact that the principal
components are simply a mathematical ‘best fit’ without regard to their possible meanings.
Interpreting what each principal component means in the light of the annotation framework and
the measurements made requires an additional step of analysis. We therefore summarise the
positive and negative contributions of each original variable to the newly derived five principal
components below:
• PC1 is positively correlated with straight and angular shapes in the icotype. It is negatively
correlated with the density and proportion of curved shapes in the icotype, and to a lesser
degree with the expansion of letters of the logotype.
• PC2 is positively correlated with curved shapes and the weight of strokes in the logotype,
and negatively correlated with straight and angular shapes in the logotype, and to some
extent with angular shapes in the icotype as well.
• PC3 is negatively correlated with saturation and brightness, and to some extent positively
correlated with logotype weight.
14

• PC4 is strongly associated with the density of the icotype and to a lesser degree with the
weight of the logotype and saturation.
• PC5 is negatively correlated with the density of the icotype and their proportion of straight
shapes, as well as the expansion of the logotype. There is a slight positive correlation with
the weight of the logotype and their proportion of straight shapes.
As pointed out in Section 3.5, these principal components establish the dimensions of variation in the corpus of logos, which may be observed from a topological perspective to identify
similarities and dissimilarities between them. One way to examine the data from a topological
perspective is to plot the dimensions of variation against each other for visual exploration, in
order to generate hypotheses for statistical testing (O’Halloran et al., 2018, p. 20). Alternatively,
the resulting visualisations may be considered as models, whose properties allow generating new
knowledge about the phenomena under analysis (see Bateman & Hiippala, this volume).
To this end, Figure 7 plots the first principal component (PC1) on the horizontal axis against
the other four principal components (PC2–5) on the vertical axis. In each plot, the coloured
dots represent individual logos, whereas the oval shapes stand for confidence ellipses, which are
introduced in the caption of Figure 7. Note that the only purpose of colouring the dots is to
distinguish between logos from NGOs (orange) and oil companies (blue) in Figure 7. Whether
a given logo belongs to an NGO or an oil company is not used when calculating the principal
components: any groupings observed emerge from the data and are not imposed by possible
preconceptions about differences between the logos.
PC1 shows that oil industry logos prefer straight and angular shapes for the icotype, as
indicated by their tendency to appear on the right-hand side of the plot (M=0.57, SD=1.32).
NGO logos, in turn, favour curved shapes in the icotype, as reflected by their orientation towards
the left (M=-0.55, SD=1.54). Here the extreme examples include the Friends of the Earth NGO
logo at (-2.9, 3) and the Rosneft oil company logo at (3.4, 0.6) (for examples of actual logos,
see the top row in Figure 5). Because a visual inspection shows considerable overlap between
the two samples in the middle region, the possible difference must be evaluated statistically: the
difference between oil industry and NGO logos along PC1 was found to be statistically significant
with a nearly large effect size (Mann-Whitney U=152.0, p=0.01; Cohen’s d=0.73).4
For PC2, which is plotted against PC1 in the top-left hand corner of Figure 7, the plot reveals
that oil industry logotypes seem to be characterised by curved shapes and weight, as indicated
by the positive values and a smaller, upward leaning confidence ellipse (M=0.14, SD=1.06).
These features are also characteristic of two NGO logos in the top-left corner of the plot. Generally, NGO logos show greater variation, as indicated by the larger confidence ellipse (M=-0.14,
SD=1.52), but appear to prefer straight and angular shapes for the logotype, as reflected by
their negative values for PC2. However, this difference is not statistically significant at p < 0.05
(Mann-Whitney U=190.0, p=0.078; Cohen’s d=0.44).
Along the dimension of variation represented by PC3, which is strongly negatively correlated
with saturation and brightness, shown on the top-right hand side of Figure 6, the oil industry
logos show greater variation (M=-0.26, SD=1.38), but are generally characterised by bright and
saturated colours. These features seem to be less prominent for NGO logos (M=0.25, SD=0.94),
which suggest that they prefer darker and non-saturated colours. The difference along PC3 is
statistically significant with a medium effect size (Mann-Whitney U=165.0, p=0.02; Cohen’s
d=0.62).
PC4 and PC5, which are plotted against PC1 in the lower part of Figure 7, account for
11% and 8% of the variation, respectively. For PC4, which is positively correlated with icotype
4 We used the Mann-Whitney U test for significance testing, because the samples are not normally distributed.
For more information, see Bateman and Hiippala (2020, pp. 8–10).
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Figure 7: Plotting the principal components against each other. The area covered by each ovalshaped confidence ellipse corresponds to two standard deviations from the mean value, which
covers 95% of the data in a normal distribution. If the analysis were re-run a number of times,
the mean value for a given logo type would fall within its confidence ellipse with 95% probability.
The size of a confidence ellipse, in turn, is an indication of how much the samples deviate from
their mean value.
density, logotype weight and saturation, the samples show a statistically significant difference
with a large effect size (Mann-Whitney U=138.0, p=< 0.01; Cohen’s d=0.845). Comparing
the original measurements captured by PC4 revealed that the difference results from saturation
(U=118.5, p=< 0.01; d=1.02), not logotype weight (U=247.0, p=0.45; d=0.04) nor icotype
density (U=191.0, p=0.08; d=0.43). The difference along PC5 was not statistically significant
at Mann-Whitney U=252.0, p=0.5; Cohen’s d=0.007.
While the confidence ellipses in Figure 7 help to establish how each sample varies and along
which dimensions, they cannot reveal whether logos are more likely to occur within a given region
of the plot. To investigate how individual logos are distributed over particular regions, Figure
8 applies kernel density estimation (KDE) to the principal components. KDE estimates the
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Figure 8: Kernel density estimations for the principal components
likelihood of finding a logo of a given type within a particular region of the plot. This likelihood
is measured using a probability density function, whose values are mapped to particular shades
by the bars on the right-hand side. Note that the lowest interval at the bottom of the scale is
not coloured to make the regions with higher probability stand out in the plot.
Figure 8 reveals that along the dimension of variation represented by PC2 in the top left-hand
corner, the NGO logos form two distinct regions. Whereas most NGO logos are likely to be found
in the middle region, the upper group is consistent enough to form its own cluster. The upper
group, which is characterised by weighted and curved shapes in the logotype, may represent a
trend that diverges from the majority of NGO logos. Whether this represents an emergent trend
or the sample is too small to bridge the gap between these two groups would warrant further
research.
What is notable across all plots in Figure 8 is that the regions associated with the highest
probability densities for both oil and NGO logos are close to each other. These regions are likely
to capture the common features of logos, that is, shapes and colours that allow us to recognise
these artefacts as logos in the first place. It is also worth noting that oil industry logos along
PC4 and PC5 seem to exhibit less variation than their NGO counterparts, as reflected by their
smaller area and higher values for probability density function. In other words, the oil industry
logos are less flexible in terms of their choices pertaining to shape and colour.
Finally, we now summarise the main findings in Figures 7 and 8 separately for both oil
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industry and NGO logos. For the oil industry logos, the results suggest that:
• Oil industry logos prefer straight and angular shapes in the icotype (PC1).
• Oil industry logos favour curved shapes and weighted strokes in the logotype (PC2).
• Oil industry logos prefer bright and saturated colours (PC3).
• Oil industry logos are less varied.
For the NGO logos, the results suggest the following:
• NGO logos prefer curved shapes for icotypes (PC1).
• NGO logos favour straight and angular shapes and lighter strokes in the logotype (PC2).
• NGO logos prefer darker and non-saturated colours (PC3).
• NGO logos are more varied.

6

General discussion

Our study shows that the logos of oil companies and environmental NGOs are subtly but reliably
different. We have found statistically significant differences on PC1 (associated with shape
distributions in the icotype), PC3 (associated with colour), and PC4 (associated with the weight
of the logotype, the density of the icotype and colour saturation). Therefore, on the gloss of style
we introduced in section 2, which highlights “manner of expression” over “matter expressed”,
we argue that we have indeed observed an interesting difference between the look of oil company
and environmental NGO logos. Because the two groups of logos are associated with different
industrial sectors, one for profit, the other non-profit, the study lends empirical weight to our
initial idea: That the logos in organizations’ visual identities express something akin to van
Leeuwen’s notion of “social style”. This could in this case be understood as expressions of social
allegiance to an industry or business sector.
We have designed the study to emphasise “manner of expression” by looking only at formal
variables of shape, colour and typography, and to de-emphasize everything to do with the “matter
expressed” by those forms. Our study says nothing about preferences in the two groups for, for
example, icotypes that are fairly abstract or specify animals and plants, or about logotypes with
preferences for shorter or longer host names. Whether the formal difference we have observed in
fact amounts to a difference in people’s experience of “look and feel” of these logos remains an
open question, which we would have to pursue within a framework of phenomenology or reception
analysis. However, experimental findings already make us expect that such differences will in
fact be experienced differently. In a 2015 study of crossmodal5 affective correspondences in the
relationship between typeface and taste (Velasco et al., 2015) the authors found participants to
strongly associate round shapes in typefaces with sweetness (and liking) and angular shapes with
bitter, salty and sour (and dislike). The authors conclude that “it is possible to hypothesize that
those who associate curved typefaces with more positively valenced emotions will be more likely
to associate them with sweetness, a taste that is known for its positive hedonic effect on humans”
(2015, p. 8). Although we have looked at graphics in a very differenty context, we would also
expect to see differences in experience arising from differences in form.
Many things in the world are built of graphic shape, colour and typography. The analytical
and annotational framework used in this explorative and data driven study is generic enough to
5 Velasco

et. al. are experimental psychologists and use the term modality to refer to sensory modalities.
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equally describe logos, smart watch interfaces and public signage. Readers may find it a weakness
of the study that the logos in the two groups cluster so closely around the same probability density
regions. However, we find the statistical significance of the differences we have found to be very
encouraging. Had we chosen to compare with logos for martial arts studios, street wear brands, or
toy companies it seems very possible that we would have found even more significant differences.
We assume that, in order to satisfy people’s expectations for what a logo should look like
in order to distinguish it from a road sign or smart watch interface, certain criteria must be
met. Maybe the fact that so many of the logos in our two samples cluster around the same
probability density regions is a result of the way their designers seek to balance the simplicity,
which the graphic design profession holds in such high regard, with the need for distinctive
brand identity (smart watch interfaces are more complex and road signs are less distinctive).
They cluster together because they look like logos. If such an assertion holds, it is interesting
that there is greater overall variability in the NGO sub-sample than in the oil sub-sample (as
indicated by the size of the 95% confidence ellipses). We can only speculate why, but possibly
grass roots organizations operate under budget constraints that cause them to use logos made
by more amateur designers with less of an instinctive feel for what is called for in order to build
strong branding.
We are very aware that our analytical scheme (even if it has in fact produced a robust
difference between the two groups) is not yet developed to a grain that would suffice to capture
more subtle aspects of the look of many middle-of-the-road logos. We have not looked at spatial
distribution of regions, shapes and colours. For example, a simple proportion between curvature
and angularity says nothing about the regularity of shape. A region made up of 100 identical
and evenly spaced curves looks considerably different than one made up of a 100 unevenly spaced
and different curves. Similarly, it does not account for the relative salience of shape features.
A square with smooth corners will look like an uneven circle if the curves have a big enough
radius. Such features are very likely to factor into people’s experience of shape – but making
them operationally viable for manual annotation is a challenge we have yet to overcome.
The way we have framed this argument does not warrant too much speculation about the
values and ideologies that regulate the oil industry and environmental altruism respectively. We
do, however, find that our results are sufficiently robust to justify a qualitative follow-up study
seeking to connect our findings with the common notion that “brands are people” and so with
social values of e.g. nature vs. culture, with aesthetics of softness vs. hardness, with ideologies
of humanism vs. corporatism, to name a few.
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Pedregosa, Paul van Mulbregt, and SciPy 1.0 Contributors (2020). “SciPy 1.0: Fundamental
Algorithms for Scientific Computing in Python”. In: Nature Methods 17, pp. 261–272. doi:
10.1038/s41592-019-0686-2.

21

Wheeler, A. (2013). Designing Brand Identity. An Essential Guide for the Whole Branding Team.
Vol. 2. Hoboken, NJ: John Wiley and Sons.

22

Appendix: Overview of logos
Oil logos

Environmental NGO logos

Abu Dhabi National Oil

350.org

Applegreen

Arab Forum for Environment and Development

ASDA

African Wildlife Foundation

Atlantic Petroleum

American Forests

Chevron

Analog Forestry Network

Eesti Energia

Biodiversity International

Eni

Center for Development and Strategy

Gazprom

Climate Action Network

GreatGas

Conservation International

Iranian Oil

Deep Green Restistance

Kuwait Petroleum Corporation

Earth Day Network

Maxol

Environmental Defense Fund

Morris Oil

Foundation for Environmental Education

National Iranian Oil Company

Frankfurt Zoological Society

OMV

Friends of the Earth

Pemex

Forest Stewardship Council

PetroChina

Global Witness

Petronas

Green Actors of West Africa

Quatar Petroleum

Greenpeace

Rosneft

Ideas for Us

Royal Dutch Shell

International Rivers

Solo

International Union for Conservation of Nature

Star

Mountain Wilderness International

Tesco

Oceana

Top

Pragya

Table 3: Alphabetical overview by industry of the fifty logos in the sample. The six logos shown
in Figure 5 are marked in cursive.

23

