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ABSTRACT

This thesis looks at whether the GDPR can efficiently and effectively promote its 
goals and aims when personal data is processed by bots and AI-related technologies, 
specifically when that data is processed on the basis of legitimate interest under art. 
6(1)(f), as interpreted by the principle of fairness per art. 5(1)(a). To do this, I have 
broken  the  topic  into  three  research  questions:  How  should  we  understand  the 
concept of fairness under art. 5(1)(a); can the concept of fairness, as understood un-
der art. 5(1)(a), help to address the shortcomings of legitimate interest processing un-
der art. 6(1)(f); and is the use of legitimate interest processing, as interpreted through 
the lens of fairness, an efficient and effective tool for supporting the GDPR’s goals 
and aims when personal data is processed by bots and AI-related technologies? As 
these questions cover legal, philosophical and technical issues, I embrace a socio-
legal approach and incorporate sources from each field in my research.

For the first question, I look at the existing interpretation of fairness and find 
that the concept has (at best) relied on innate or implicit judgements and (at worst) 
been used as mere window-dressing. I therefore use Rawls’ original-position thought 
experiment to develop a flexible test that can provide a framework for explicit and 
open discussions about whether something should be considered fair. I then compare 
this test to other  uses of fairness in law and, finding it compatible,  propose  a test 
which can be used for evaluating fairness under the GDPR, art. 5(1)(a).

For the second, I examine the existing guidance and find that, among other 
things, the balancing act required by art. 6(1)(f)  struggles to deal with the inherent 
subjectivity  of  the  interests  involved.  This  then  leads  to  a  lack  of  consistency 
between guidelines, difficulties in identifying and weighing interests, and uncertainty 
as to how the balancing act should be calibrated. I  argue  that by incorporating the 
fairness test outlined in the first question as an interpretive lens for the legitimate in-
terest  balancing test,  we can  incorporate this  subjectivity  in  a  more  reliable and 
structured manner, which  helps to resolve or mitigate the issues identified and ad-
dress the shortcomings of art. 6(1)(f).

Finally, I look at how this test might operate when personal data is processed 
by bots and AI-related technologies. I first consider the nature of these technologies 
and what existing conversations can tell us about them. This includes, inter alia, an 
examination of existing discussions on ethical usage of such technologies and what 
factors may be relevant in a balancing test. I then consider how the  legitimate in-
terest  fairness test  developed above might be applied when personal data  is  pro-
cessed by bots and AI-related technologies and how the circumstances  relevant  to 
this context might be applied. Finally,  I evaluate the test and conclude that, if used 
properly, it can be used to support the GDPR's goals when bots and AI-related tech-
nologies are used to process personal data, noting factors that must be considered 
and the strengths and weaknesses of the approach described.
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CHAPTER 1: INTRODUCTION, BACKGROUND AND CORE CONCEPTS

1. Introduction

Both data protection and artificial intelligence (“AI”) have been subjects of much ex-
citement in recent years. Various claims have been made about their importance and 
power, undoubtedly leaving some readers sceptical, some excited and others con-
cerned. Despite this vast conversation, however, there are still some issues that have 
not been fully explored and remain unfortunately unclear or vague. One of these is 
that addressed by this thesis: How good is the General Data Protection Regulation 
(“the GDPR”)1 at meeting its various goals when personal data is2 processed by bots 
and AI-related technologies under  the legitimate interest  processing ground—and 
can the concept of fairness help to promote its meeting of these goals? 

Clearly, bots and AI-related technologies have helped to add a new dimen-
sion to the processing of personal data, allowing for increasingly sophisticated and 
large-scale processing activities. On the one hand, these technologies have been held 
out as greatly advancing and assisting, inter alia, healthcare research,3 economic ad-
vancement,4 and artistic endeavours.5 On the other hand, they also widen the scope 
for abuse, with claims that the technologies are being used in, inter alia, discriminat-
ory6 or exploitative7 ways. 

The debate over when and how to use these technologies is even being fought 
in seemingly trivial areas like film recommendations. Bots and AI-related technolo-
gies can be used to recommend content to users, designed to enhance user experi-

1 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the 
protection of natural persons with regard to the processing of personal data and on the free move-
ment of such data, and repealing Directive 95/46/EC (General Data Protection Regulation) [2016] 
OJ L119/1 (“the GDPR”).

2 Although many writers treat the word “data” as always being plural on the basis that it is derived 
from the Latin plural “data” (as opposed to “datum” for singular), this is not a required rule of 
English grammar and is rejected as unhelpful. In this thesis, I will therefore treat “data” as a sin-
gular, collective or plural noun as appropriate in the context. See: Oliver Kamm, Accidence Will 
Happen: The Non-Pedantic Guide to English (Kindle edition, Weidenfeld & Nicolson 2015) 40.

3 See, e.g., Council of Europe, AI and control of Covid-19 coronavirus <https://www.coe.int/en/
web/artificial-intelligence/ai-and-control-of-covid-19-coronavirus> accessed 14 May 2021.

4 See, e.g., Jason Furman & Robert Seamans, “AI and the economy” (2019) 19 Innovation Policy 
and the Economy 161.

5 See, e.g., Katharine Schwab, “What you look like as a Renaissance painting, according to AI” 
(FastCompany) <https://www.fastcompany.com/90376689/what-you-look-like-as-an-renaissance-
painting-according-to-ai> accessed 14 May 2021.

6 See, e.g., Julia Angwin & others, “Machine Bias” (Propublica, 23 May 2016) <https://www.prop-
ublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing> accessed 23 March 
2021

7 See, e.g., Karen Hao, “How Facebook got addicted to spreading misinformation” (Technology 
Review, 11 March 2021) <https://www.technologyreview.com/2021/03/11/1020600/facebook-re-
sponsible-ai-misinformation/> accessed 14 May 2021.
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ence and make the best possible suggestions for viewers8. However, the data analyt-
ics enabled by bots and AI-related technologies can also be used to turn supposedly-
anonymised film preferences to reveal a known user’s political preferences and other 
sensitive information.9 Some companies are now even using the fact that they don’t 
use these technologies as an advertising strategy—the so-called Official Last Block-
buster ran a pair of adverts reading “If you want 10,000 movie recs, go to Netflix. If 
you want 1, call us”10 [sic.]  and “Netflix has an algorithm. We have a callgorithm. 
You give us a call. A real human gives you free movie recs.”11 [sic.]

While it does not set out specific rules for the processing of personal data by 
bots and AI-related technologies, the GDPR does set out a number of goals for the 
processing of personal data in general. Perhaps the loftiest of these is the idea that 
processing “should be designed to serve [human]kind”.12 This sits alongside goals of, 
inter alia, creating “a consistent and high level of protection” for data subjects,13 
while being balanced against the respect for various fundamental rights, including 
the freedom to conduct a business.14 The idea that processing should be done in a 
way which is socially desirable and that maximises the positives while minimising 
the negatives should be, prima facie, uncontroversial. Nevertheless, these goals also 
raise inherently subjective questions, which must then be applied within the context 
of the wide range of possible applications for bots and AI-related technologies, the 
equally wide range of capabilities which such programs may have, and the poten-
tially controversial nature of their usage. Any legal tools which are introduced to 
promote the GDPR’s goals when personal data is processed by bots and AI-related 
technologies (particularly when those tools are part of a general law) must therefore 
have a large amount of flexibility, while still  providing enough guidance to meet 
these goals in such variety of circumstances.

This becomes even more interesting when controllers process personal data 
on the basis of legitimate interest processing. Under the GDPR, art. 6(1)(f), legitim-
ate interest processing gives the controller the ability to decide whether or not their 
processing activity is sufficiently balanced and justified. In other words, they do not 
need to get consent or verification from any other parties before starting to process 
the personal data. When combined with the potential powers of bots and AI-related 
technologies, and the debate over when and how to use these technologies, this may 

8 See, for example, Netflix, Research Areas: Recommendations <https://research.netflix.com/re-
search-area/recommendations> accessed 19 October 2021.

9 Arvind Narayanan & Vitaly Shmatikov, “Robust De-anonymization of Large Sparse Datasets” 
[2008] Proceedings of the 2008 IEEE Symposium on Security & Privacy 111.

10 Blockbusterbend (Instagram, 13 May 2020) <https://www.instagram.com/p/CAI5tNZBlLp/> ac-
cessed 21 May 2020.

11 Blockbusterbend (Instagram, 15 May 2020) <https://www.instagram.com/p/CADrYqShMvm/> 
accessed 21 May 2020.

12 The GDPR, recital 4.
13 The GDPR, recital 10.
14 The GDPR, recital 4.
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raise certain eyebrows. Indeed, allowing a controller—i.e. the party which may bene-
fit  from  risky  processing  without  risking  any  harm  for  themselves—to  decide 
whether or not the processing should go ahead may seem like leaving the fox to 
guard the hen-house. 

We may, then, wonder if legitimate interest processing presents an unneces-
sary risk. However, we should be careful not to immediately demonise the idea. Le-
gitimate interest processing does not give controllers  carte blanche  to do as they 
wish. Such controllers are required to perform a balancing test which determines 
whether or not the processing is actually justified—and the law contains legal mech-
anisms  that  can  be  applied  if  they  do  not  perform this  balancing  test  properly. 
Equally, we should not just assume that all controllers are simply looking for the first 
chance to exploit personal data as much as possible; whether born of an ethical per-
spective or simply a desire to avoid being fined, many controllers take great pains to 
ensure that they process personal data in a way that properly respects data subjects’ 
fundamental rights.

The problem is that the balancing test for legitimate interest processing is of-
ten confusing and the existing guidance does not necessarily help to resolve this. 
Controllers are asked to consider when their legitimate interest is “overridden” by 
the data subject’s interests or fundamental rights and freedoms, but it is unclear at 
what point this actually happens or what kind of methodology should be used for 
comparing the different sides (especially when they involve subjective or abstract 
concepts like human dignity being compared against objective or quantifiable meas-
ures like financial profits). When bots and AI-related technologies are used, this can 
be even harder, since such programs may raise unexpected issues or allow the pro-
cessing activity to touch upon areas with which the controller has no experience or 
understanding.

How,  then,  should  this  issue  be  resolved?  In  this  thesis,  I  will  explore 
whether the concept of fairness—in particular the legally enshrined concept of fair-
ness as a data processing principle within the GDPR, art. 5(1)(a)—may be helpful. 
From an intuitive perspective, it seems hard to argue with fairness as a balancing 
touchstone; if the processing activity is fair, then it should be acceptable from all 
perspectives and so controllers should be able to move forward. From a practical or 
legal perspective, however, this may be more difficult. Reasonable people can argue 
about whether or not something should be considered fair and there is currently no 
hard, legal test or procedure for proving fairness or unfairness. Nevertheless, fairness 
is a legally required element of data protection law, both in the Charter of Funda-
mental Rights of the European Union (“the Charter”)15 and the GDPR itself. In the-
ory, it is therefore a benchmark which must be met by all processing activities and 
we cannot simply dismiss the idea of fairness because it is hard to deal with from a 

15 Charter of Fundamental Rights of the European Union [2000] OJ C364/1.
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legal perspective; rather, this gives us a good opportunity to look at an existing issue 
with data protection law—how, exactly, should we understand the requirement of 
fairness in the GDPR?

If we can find a test for fairness that can be used in law—and I will argue in 
Chapter 2 that we can do so by adapting a modified version of Rawls’ original posi-
tion thought experiment16—we can then use this concept to assist with the problems 
of legitimate interest. As will be discussed in Chapter 3, a key difficulty with legit-
imate interest balancing tests is that they attempt to use methodologies or languages 
which frame of things as objective issues to be weighed and balanced, despite the 
fact that this is not always possible. By using fairness as an interpretive lens for art.  
6(1)(f), we can shift the perspective from an unclear conception of weighing and 
measuring different interests to a question of considering and evaluating what is fair. 
This, I will argue, allows the legitimate interest balancing test to better incorporate 
these subjective elements in an accurate and reliable way, without getting caught up 
in the issues that arise from the existing approaches and methodologies. Having ex-
plored the legal interpretation, it is at this point that we will then be able to return to 
the  technological  context  and consider  how this  test  operates  in  an  environment 
where bots and AI-related technologies are used to process personal data. In particu-
lar, as will be discussed in  Chapter 4, I will look at whether the legitimate interest 
processing  ground,  as  interpreted  through  the  lens  of  fairness,  can  promote  the 
GDPR’s aims and goals in an efficient and effective way when such technologies are 
used to process personal data.

2. Research questions and structure, scope, and methodology

2.1. Research questions and structure

A core question in this thesis is whether the legitimate interest processing ground, as 
interpreted through the lens of fairness, can promote the GDPR’s aims and goals in 
an efficient and effective way. When considering this question, it is necessary to note 
that the GDPR is a general law. As a consequence, its provisions cannot be given in-
terpretations that are unique to bots and AI-related technologies; to do so would be 
overly narrow and render the results of the analysis inaccurate and unreliable. I will 
therefore break my research into stages, starting with the broadest principle and then 
layering on the more specific elements. By doing this, it should be possible to create 
findings that are not only accurate at the specific levels, but also at the general level 
and which can be applied, abstracted or analogised to other areas.

With this in mind, I will address the issue in three main research questions:

1. How should we understand the concept of fairness under the GDPR, art. 5(1)
(a)?

16 John Rawls, A Theory of Justice: Revised Edition (Harvard University Press 1999).
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2. Can the concept of fairness, as understood under the GDPR, art. 5(1)(a), be 
used to address the shortcomings of legitimate interest processing under the 
GDPR, art. 6(1)(f)?

3. Is the use of legitimate interest processing, as interpreted through the lens of 
fairness, an efficient and effective tool for supporting the GDPR’s goals and 
aims when personal data is processed by bots and AI-related technology?

To ensure that these questions layer correctly, each question builds upon the previ-
ous, with the findings of a more general provision then being implemented into a 
specific situation.

Because of the nature of these questions, I will structure this thesis with three 
substantive chapters, plus introduction and conclusion. Each chapter will deal with 
one  research  question,  allowing the  themes  and analysis  to  build  throughout  the 
thesis. Chapter 2 will look at the question of fairness in the GDPR, art. 5(1)(a), con-
sidering how the concept has currently been interpreted, deriving a test that can be 
used for discussing and evaluating fairness, and then evaluating that test. Chapter 3 
will then look at the concept of legitimate interest processing, determining how the 
provision has been interpreted so far, what shortcomings exist, and then considering 
whether the provision can be interpreted through the lens of fairness (as interpreted 
in the previous chapter) in a way which addresses these. Finally, Chapter 4 will ex-
amine the processing of personal data by bots and AI-related technologies, looking at 
what makes these technologies different or special, key elements of the existing de-
bate,  how  the  legitimate  interest  fairness  test  (as  outlined  in  the  previous  two 
chapters) can apply to these processing, and whether doing this acts as an efficient 
and effective tool for supporting the GDPR’s goals and aims within this technolo-
gical context. 

2.2. Scope

There are a few limitations to the scope of this thesis that are important to note.  
These limitations are mostly defined by the nature of the research questions and will 
be raised here.

An important point of scope is that, when discussing legitimate interest pro-
cessing, I will largely focus on the GDPR, art. 6(1)(f)—and, to some extent, the Data 
Protection Directive (“the DPD”)17, art. 7(f)—and not the right to object under the 
GDPR, art. 21. This should not be taken to mean that art.  21 is unimportant; the 
concept of the right to object is a key element of legitimate interest as a whole. In 
particular, it should be remembered throughout that while I will speak of legitimate 
interest as putting the controller in the position to decide whether or not the pro-

17 Directive 95/46/EC of the European Parliament and of the Council of 24 October 1995 on the 
protection of individuals with regard to the processing of personal data and on the free movement 
of such data [1995] OJ L281/31 (“the DPD”).
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cessing should be initiated, the data subject can subsequently exercise their right to 
object if they believe that the decision was made incorrectly. This provision acts as a 
safeguard against decisions made under art. 6(1)(f), although its existence should not 
undermine the importance of getting the decision correct in the first place. Further, 
there is certainly room to discuss the methodologies and tests that will be established 
here within the context of art. 21(1). Ultimately, however, given the breadth of dis-
cussion to be had around art. 6(1)(f) itself, the focus here shall be on that initial de-
cision-making, with questions which focus on art. 21 to be reserved for later works.

Since the research questions are placed within the context of legitimate in-
terest processing, this will necessarily exclude issues relating to processing activities 
which involve special category data under the GDPR, art. 9; processing performed 
by public authorities in the performance of their tasks per the GDPR, art. 6; and suf-
ficiently-significant decisions based solely on automated processing which fall under 
the GDPR, art.  22,  none of which can be justified under legitimate interest  pro-
cessing. These issues will therefore play a very minor role in this thesis.

A second consequence of the nature of the research questions is  that this 
thesis is focused at the EU level. I will not, therefore, undertake in-depth investiga-
tions of national legislation or implementation, or associated case law. While I will 
look at national law and cases where relevant, or as a point of comparison, this is not 
the focus of the piece and it will therefore not always be necessary to go into consid-
erable depth. Equally, this focus on EU law will naturally limit the scope for consid-
eration  of  the  Convention  for  the  Protection  of  Human Rights  and Fundamental 
Freedoms  (“ECHR”)18 and  associated  cases.  Although  there  are  clear  overlaps 
between the ECHR and the Charter and links between the two are enshrined in the 
Treaty on the European Union,19 it is notable that there is no protection of personal 
data per se under the ECHR, which is instead protected under the Council of Europe 
by Convention 108+.20 The use of the ECHR and its case law will therefore be con-
sidered, but only where it is relevant to the issues of EU law under discussion.  Fi-
nally, this will limit focus to issues which are within the scope of EU law and its 
competences. As EU law does not exist in a vacuum, some issues which fall outside 
of this scope will be referenced where appropriate or necessary, but I will not go into 
extended discussion on these points.

A third important limitation in scope is that this is a legal thesis, not a com-
puter science or a philosophy thesis. While the issues raised in the research questions 
clearly sit within the overlap between law and technology, and include some issues 
within the overlap between law and philosophy or ethics, it  must be remembered 

18 Convention for the Protection of Human Rights and Fundamental Freedoms (European Conven-
tion on Human Rights, as amended).

19 Consolidated version of the Treaty on the European Union [2012] OJ C326/13.
20 Convention for the protection of individuals with regard to the processing of personal data (Con-

vention 108+, as amended).
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throughout that these are approached from a primarily legal perspective. Such other 
issues will be explored insofar as necessary to discuss the legal issues, and it is im-
portant that the discussions and descriptions in this thesis are accurate and represent-
ative. However, this thesis does not attempt nor pretend to develop the field of com-
puter science, philosophy or ethics, and, while discussions touching these areas must 
be accurate, will not necessarily present a comprehensive, text-book description of 
such fields and their workings.

Another matter of scope is that the primary language of this thesis is English 
and I will therefore prefer English-language sources wherever possible. Further,  I 
will not compare the different language versions of the GDPR. This does cause some 
limitations as, for example, some textual  nuances may be more or less apparent in 
different languages.  Nevertheless, given the multilingual approach of the EU, the 
reasoning and argumentation in  this  thesis  should still  be valid,  with further  lin-
guistic analysis being reserved for later works. 

Finally, it is important to make clear this thesis is not proposing, nor primar-
ily discussing, issues of law reform. All of the discussion here is about the interpreta-
tion and application of the law as currently enacted, rather than (for example) repeals 
of or changes to the GDPR. For example, this means that any discussions of whether 
or not the concept of “fairness” should actually be used in the GDPR are outside of 
the scope of this thesis. The main reason for this is that the GDPR is a relatively new 
law; it is unlikely that any major legislative changes are likely to be made soon. In-
stead, I will progress on the idea that it is more productive to discuss interpretive is-
sues, particularly as these can have a significant impact on the application of the law.

2.3. Methodology

In this section, I will discuss the nature of the sources and research methods utilised 
in this thesis.

2.3.1 Research methods

This thesis embraces a socio-legal perspective and approach to research methodo-
logy.  Importantly,  I  am explicitly  rejecting  any kind of  methodological  approach 
which exclusively uses the internal contents of the law and instead will take advant-
age of both legal and non-legal sources. This is necessary because of the multi-dis-
ciplinary nature of the research topic. In this subsection, I will discuss the methodo-
logy that I will employ during my research and analysis.

This thesis is primarily aimed at an academic audience and intends to fill the 
missing gap in the research literature. To ensure that this is reflected in my work, I 
will endeavour to present my findings and reasoning in a way that addresses an aca-
demic audience. Analysis of the material considered will be provided throughout this 
thesis, concurrently with descriptive content, rather than being saved for  dedicated 
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sections or chapters. I will also aim that, while not the primary purpose, the issues 
will be addressed in a way that can permit practical application as well. I will there-
fore make sure that, insofar as is possible, conclusions or tests will be extrapolated in 
a way that is accessible and usable in practice, or which can be taken and adapted as 
required. 

When interpreting the text of EU law, the Court of Justice of the European 
Union (“the CJEU”) has embraced the teleological approach.21 This approach means 
that, rather than necessarily being limited to the words of the text, the court will “in-
terpret  [a]  provision on the basis  of  its  purpose or  objective” [emphasis  in ori-
ginal].22 This has been defended on the basis that “While there may be occasional 
surprises, those who are familiar with the [CJEU]’s approach can usually predict the 
result”, and that this approach is necessary given that legislation is produced in mul-
tiple languages which often carry different nuances.23 Importantly, this “fuzzy” draft-
ing  style  has  been  held  out  as  providing  “simple,  general  provision[s]”  that  are 
“clearer to the man in the street.”24 

From a methodological point of view, this means that I cannot restrict my in-
terpretation of the GDPR simply to the literal text, but must instead embrace this 
teleological approach. This will be reflected in the analysis in this thesis. Arguably 
the most complicated instance of this will be in relation to the use of fairness in the  
GDPR. In particular,  Chapter 2, s.  5 et seq will  step outside of hard legal research 
into more philosophical jurisprudential writings, focusing on those of John Rawls. 
The reasoning for this will be discussed throughout Chapter 2, but in short it will be-
come necessary because legal sources alone will not be enough to determine what 
exactly the GDPR means when it asks what is fair. One may argue that this approach 
should be rejected as, by considering non-legal norms as part of the interpretive ex-
ercise, we may be accused of rewriting the law—a task which is reserved for the le-
gislature. Nevertheless, the teleological approach inherently embraces this purposive 
approach and this methodological link between law and philosophy is not new.25 Ar-
guments for a more literal approach should therefore be aimed at a discussion of the 
EU constitutional and legal approach generally and so is outside of the scope of this 
thesis.

Equally, the use of external factors to help to evaluate the law (in this case, 
how the law interacts with the introduction of bots and AI-related technologies) is a 

21 See, for example, European Commission, Seminars on Quality of Legislation: How to Interpret 
Legislation Which Is Equally Authentic in Twenty Languages: Lecture by Advocate General 
Francis Jacobs, Brussels, 20 October 2003: Summary Report (Brussels, 26 November 2003) 1. 
<http://ec.europa.eu/dgs/legal_service/seminars/agjacobs_summary.pdf> accessed 02/03/2018.

22 Sionaidh Douglas-Scott, Constitutional Law of the European Union (Longman 2002) 209.
23 European Commission (n 21) 2.
24 ibid 2.
25 See, e.g., the discussion in Christopher McCrudden, “Legal research and the social sciences” 

(2006) 112 LQR 632, 636 et seq.
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concept  well-established  in  socio-legal  research  or  “external”  legal  research  and 
helps to recognise that law is not simply a self-contained unit, but instead one which 
interacts with other aspects in society.26 In this thesis, I will accept and embrace this 
methodological school of thought, particularly given the complex interactions of the 
elements being examined in this thesis.

When gathering information and sources for analysis, I will primarily use the 
concept of theoretical sampling, with groups chosen for their theoretical relevance 
(e.g. laws dealing with issues of fairness, guidance relating to the legitimate interest 
balancing test, or discussions on the ethical use of bots and AI-related technology) to 
the point of theoretical saturation.27 Under this approach, the research topic is broken 
down into categories. However, these categories are not pre-defined at the start of 
the examination; rather, I will perform a continuing analysis during my research to 
see “where the next theoretical question will take [me]”.28 I will then search for and 
analyse data until that category reaches theoretical saturation, i.e. the point when “no 
additional data … can develop properties of the category,” or when I will begin to 
see “similar instances over and over again [until I am] empirically confident that 
[the] category is saturated.”29 This approach has been selected to ensure that my re-
search is able to properly accommodate and respond to the flexible nature of the is-
sues being researched, as well as the varying levels of sources available for different 
aspects of the research questions. When selecting sources, I will be mindful of, inter  
alia, their reliability (including, for legal sources, their value within a hierarchy of 
legal sources), their relevance to the issue being examined and their general utility. 
More information about the selection of both specific sources and types of sources 
used during this theoretical sampling will be discussed in the next sub-section, as 
well as where relevant throughout this thesis.

Both the approaches and the research questions mean that I will inevitably be 
approaching the legal analysis here from a position that accepts subjectivity in law 
and legal analysis. From a methodological point of view, this means that it will not 
be possible to prove that there is a single, correct answer. Instead, I will attempt to 
persuade the reader that the conclusions which I reach are valid, based on the reason-
ing and analysis contained within. While this may be considered a weakness, I will 
argue below that the issues of fairness and the balancing of interests must involve 
subjective questions and it would be strangely artificial to say that there could be an 
objectively “correct” way of deciding how to consider these subjective questions. 
This idea will  be returned to later in  this  thesis,  particularly in  the latter  half  of 
Chapter 2.

26 ibid 636 et seq.
27 Barney G. Glaser & Anselm L. Strauss, The Discovery of Grounded Theory: Strategies for Qual-

itative Research (2016 reprint edn, AldineTransaction 1967) 49 et seq.
28 ibid 58.
29 ibid 61.
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2.3.2 Sources

This thesis uses a range of sources, with different levels of value, legal status or per-
suasiveness. This section will identify and discuss the most important categories and 
types of sources that will be used in this thesis. 

As this thesis deals with EU law, particularly EU law relating to data protec-
tion, the highest legal sources are primary EU law, particularly the Treaty on the 
European Union, the  Treaty on the Functioning of the European Union30 and the 
Charter. This thesis will also rely heavily on secondary EU legislation, especially the 
GDPR and its predecessor, the DPD. While the DPD has now been repealed, it is  
still important for a number of reasons. First, it forms part of the legislative history 
for the GDPR and the fact that articles within the GDPR either replicate or diverge 
from its text can be important for the interpretation of the new law. Secondly, as the 
GDPR is still comparatively new, and is a long and complicated piece of legislation, 
interpretive guidelines and case-law generated under the DPD may be valuable when 
interpreting the new law. Both it, and sources generated under it, will therefore be 
considered. Nevertheless, the DPD, and its related sources, are not binding on the in-
terpretation of the GDPR and the relevance of particular elements may vary. The 
value of such sources will therefore be considered on a case-by-case basis.

I will  also make frequent reference to the recitals from the GDPR in this 
thesis. These are highly persuasive aids to the interpretation and can be very helpful 
in determining how the substantive articles should be read, although they are not leg-
ally binding.31 Further, den Heijer, van den Abeelen and Maslyka remind us that “re-
citals are a primary but not the only place for explaining why the act is adopted”.32 
They should not, therefore, be taken as conclusive, especially if they are problematic 
or contradict other persuasive sources.

In terms of case law, this thesis will primarily focus on jurisprudence from 
the CJEU, being the only court entitled to interpret matters of EU law.33 For reasons 
already explored, much of the case law relating to data protection will have been de-
cided under the DPD and so, while they may be persuasive, will not be legally bind-
ing under the GDPR. Nevertheless, it must also be recognised that the CJEU has pre-
viously found it appropriate to deal with preliminary references by covering both the 

30 Consolidated version of the Treaty on the Functioning of the European Union [2012] OJ C326/47 
(“the TFEU”).

31 See, e.g., C-134/08 Hauptzollamt Bremen v J. E. Tyson Parketthandel GmbH hanse j, 
ECLI:EU:C:2009:229; [2009] ECR I-02875, para. 16.

32 Maarten den Heijer, Teun van Os van den Abeelen & Antanina Maslyka, “On the Use and Misuse 
of Recitals in European Union Law” Amsterdam Law School Legal Studies Research Paper No. 
2019-31; Amsterdam Center for International Law No. 2019-15 (2019) 4.

33 See, e.g., the TFEU, art. 267, C-6/64 Costa v E.N.E.L, ECLI:EU:C:1964:66; [1964] ECR 01141 
and C-11/70 Internationale Handelsgesellschaft mbH v Einfuhr- und Vorratsstelle für Getreide 
und Futtermittel, ECLI:EU:C:1970:114; [1970] ECR 01125.
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DPD and the GDPR at the same time.34 While this will not be possible in all circum-
stances, it demonstrates that, where appropriate, we should at least consider judicial 
findings under the DPD when interpreting the GDPR. 

This thesis will also, where appropriate, consider legal sources that are not 
binding on matters of EU law, such as Member State legislation and case-law. It 
must be noted that, unlike the DPD (which, being a Directive, had to be implemented 
into national law), the GDPR (being a Regulation) is directly binding throughout the 
EU and the role for national laws is therefore considerably reduced.35 Accordingly, 
national  law will  primarily  be considered where it  offers  interesting illustrations, 
questions or ideas.

An important source in this thesis is soft-law from the Article 29 Working 
Party and European Data Protection Board (“EDPB”). The Article 29 Working Party 
(as it was known under the DPD, as established under the DPD, art. 29) or EDPB (as 
it is known under the GDPR, as established under the GDPR, Chapter VII, Section 
3) is a pan-EU body designed to, inter alia, issue authoritative interpretations, opin-
ions and guidelines on the interpretation of EU data protection law. Documents from 
both incarnations will be utilised in this thesis. Importantly, the guidelines generated 
by the Article 29 Working Party which cover GDPR provisions have been endorsed 
by the EDPB.36 Further,  some GDPR guidelines having referred to and endorsed 
opinions which related to the DPD as still being valid under the GDPR.37 However, it 
must still be remembered that these sources do not constitute binding law and must 
be treated as such. 

As well as guidelines and opinions from EU-level bodies, it will be necessary 
to look at documents from national supervisory authorities (also called data protec-
tion authorities) in some cases. These bodies, established under the DPD, art. 28 and 
then under the GDPR, Chapter VI, are competent to, inter alia, investigate whether 
controllers are complying with data protection law and have powers to issue penal-
ties.38 They also provide advice about the interpretation of the GDPR, which will be 
considered where relevant.39 One note here should be made in relation to the Inform-
ation Commissioner’s Office, the body established pre-Brexit as the UK’s supervis-
ory authority. Although, post-Brexit, it no longer qualifies as the supervisory author-
ity of a Member State, it issued significant advice and findings while the UK was 

34 See, e.g., C-507/17 Google LLC v Commission nationale de l'informatique et des libertés, 
ECLI:EU:C:2019:772.

35 The TFEU, art. 288.
36 European Data Protection Board, Endorsement 1/2018 (25 May 2018).
37 See, for example, Article 29 Working Party, Opinion 15/2011 on the definition of consent, WP 

187 (13 July 2011) 7, endorsed under the Article 29 Working Party, Guidelines on consent under 
Regulation 2016/679, WP 259 rev.01 (10 April 2018) 3, which was in turn endorsed by European 
Data Protection Board, Endorsement 1/2018, ibid.

38 The DPD, art. 28; the GDPR, arts. 57–58.
39 The GDPR, art. 57.
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still part of the EU and, given the overlap between UK and EU data protection law at 
the time of writing, should still be considered as relevant to the discussion.

Alongside these sources, I will use other miscellaneous official documents, 
such  as  Communications  from the  European  Commission,  Staff  Working  Docu-
ments, policy statements and other publications. Each of these will be used accord-
ing to their value and level of authority, depending on the document. I will also use 
secondary academic sources, including books, journals and other publications. These 
will be evaluated for their reliability and value on a case-by-case basis, depending on 
the source in question and the reason for which it is being used.

Outside of legal sources, I will utilise sources from computer science, philo-
sophy and other areas as appropriate. These publications, which will include books, 
articles, websites and other similar material, will be gathered based on the reliability 
of their sources, their relevance to the research in question and any characteristics of 
the piece on a case-by-case basis. Given the individual nature of these sources, any 
necessary comments about the source will be made as and when they are relevant to 
the legal analysis. In particular, the choice of whether to rely on a primary or second-
ary source will be made depending on the nature of the issue and source in question. 

As was discussed in the scope, this thesis is written in English and I will 
prefer English-language sources where possible. I will therefore largely rely on sec-
ondary sources where discussing sources that are not published in English, marking 
both the secondary and the primary source clear in the footnote. In some cases, I will  
take advantage of machine translation, but given the limitations of this technology’s 
accuracy, this will only be used for the general gist of the source. 

Finally, I will use some sources that do not fit into the above categories, such 
as fictional works, material released by companies, websites or news stories. These 
sources will be used as appropriate to establish non-academic points, for illustrative 
purposes, or for other rhetorical devices.

3. General overviews and working definitions

Having now set out the research questions and structure, scope and methodology of 
the thesis, it is useful to consider a few general points before continuing to the sub-
stantive  chapters.  This  section  will  set  out  some general  overviews and working 
definitions of some key concepts.

3.1. Data protection as a fundamental right

As has already been noted, this thesis will deal with data protection rules set out un-
der the DPD and the GDPR. However, it is important to remember the status of the 
protection of personal data as a fundamental right—one which the CJEU has taken 
pains to protect extremely carefully. This extra protection carries some advantages; it 
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means that courts are likely to focus on the impact for data subjects and ensure that 
their rights and interests are protected from egregious harm, even where this might 
hurt compelling commercial interests.

As a  fundamental right, data protection law must be interpreted broadly to 
ensure a wide protection for data subjects, with exceptions to data protection regimes 
being interpreted narrowly. This principle of wide application can be seen throughout 
data  protection  law,  including  under  both  the  DPD  and  GDPR,  and  Regulation 
45/2001 governing processing of  personal  data  by the  EU institutions,40 now re-
placed with Regulation 2018/1725.41 For example, significant case law has been gen-
erated under the need to have a wide definition of personal data to properly protect 
fundamental  rights42 and exceptions to data protection have generally been inter-
preted narrowly.43 

However, it is important to remember that the right relating to data protection 
is only a qualified right. Under the Charter, art. 8:

“1. Everyone has the right to the protection of personal data concerning 
him or her.

2. Such data must be processed fairly for specified purposes and on the 
basis of the consent of the person concerned or some other legitimate 
basis laid down by law. Everyone has the right of access to data which 
has been collected concerning him or her, and the right to have it recti-
fied.

3. Compliance with these rules shall be subject to control by an inde-
pendent authority.”

Importantly, this Charter right does not prevent personal data from being processed, 
but rather requires that personal data shall be protected and processed in the right 
way. The processing of personal data is necessary for many elements of society and 
we must be very careful not to demonise the processing of personal data, nor assume 

40 Regulation (EC) 45/2001 of the European Parliament and of the Council of 18 December 2000 on 
the protection of individuals with regard to the processing of personal data by the Community in-
stitutions and bodies and on the free movement of such data [2001] OJ L8/1 (“Regulation 
45/2001”).

41 Regulation (EU) 2018/1725 of the European Parliament and of the Council of 23 October 2018 
on the protection of natural persons with regard to the processing of personal data by the Union 
institutions, bodies, offices and agencies and on the free movement of such data, and repealing 
Regulation (EC) No 45/2001 and Decision No 1247/2002/EC [2018] OJ L295/39.

42 See, for example, under the DPD C-582/14 Breyer v Bundesrepublik Deutschland, 
ECLI:EU:C:2016:779 or C-434/16 Nowak v Data Protection Commissioner, 
ECLI:EU:C:2017:994, and under Regulation 45/2001 C-28/08 P European Commission v Bav-
arian Lager Co. Ltd, ECLI:EU:C:2010:378.

43 See, for example, under the DPD C-101/01 Lindqvist, ECLI:EU:C:2003:596; [2003] ECR I-
12971 or C-345/17 Buivids, ECLI:EU:C:2019:122, and under Regulation 45/2001 C-28/08 P 
European Commission v Bavarian Lager Co. Ltd., ibid.
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that all controllers are simply seeking to hurt data subjects in the name of profit. The 
protection of personal data, then, is (rightfully) qualified, with emphasis on the fact 
that processing must be done “fairly”. 

Interestingly, this qualification can raise questions about the validity of ap-
proaches which interpret the right as widely as possible while interpreting exceptions 
as narrowly as possible. As will be discussed in detail below, conceptions of fairness 
cannot simply focus on the data subject, but must take account of all of the actors in-
volved. We must recognise that it is the abuse of the processing of personal data 
which is harmful, which can violate a data subject’s fundamental rights and which 
should be prohibited under the law, rather than the mere use.

It is also worth noting that the right to data protection is distinct from the 
right to privacy, but there are clear links.44 The right to data protection applies even 
where there are no risks to a wider concept of privacy, e.g. where the information is 
already publicly available.45 Nevertheless, one may ask whether data processing may 
be more easily justified (or, at least, possibly fairer) in these cases and this concept 
has been endorsed by courts.46 While there are many potential risks for data subjects 
even where publicly known information is processed (especially where that data is 
processed in a malicious way), these risks must be fewer, if only because one does 
not have to worry about the publicly available data being leaked in the same way. 
Further, where the data subject has freely made the information publicly available 
themselves, or where the data subject is aware that the data is publicly available and 
has made no effort to take it down, we must be able to ask how this affects our view-
point of when it is fair to use that data. This issue in particular will be relevant to the  
discussion in Chapter 3.

3.2. Bots and AI-related technology: A working definition

It is worth setting out a few words as to the definition of bots and AI-related techno-
logies. It is not necessary at this stage to provide a conclusive definition of bots and 
AI-related technologies; such a discussion will instead be given in  Chapter 4, s.  2. 
Rather, this section will attempt to provide a calibration so that the conversation can 
proceed until the more in-depth investigation is needed.

At their core, bots and AI-related technologies are computer programs which 
are more intelligent or sophisticated than “normal” programs. This may, for example, 
include programs which can perform automated processes without the need for inter-

44 For discussion on the links between these two rights, albeit in the context of the EU access to 
documents regime, see Sam Wrigley & Daniel Wyatt, “When Data Protection Met Access to Doc-
uments” [2019] European Law Review 789.

45 See, e.g., C-73/07 Tietosuojavaltuutettu v Satakunnan Markkinapörssi Oy, ECLI:EU:C:2008:727; 
[2008] ECR I-09831.

46 See, e.g., C-468/10 & C-469/10 Asociación Nacional de Establecimientos Financieros de Crédito  
(ASNEF) v Administración del Estado, ECLI:EU:C:2011:777; [2011] ECR I-12181, paras. 44–45.

14



vention; or which have the ability of a program to act (or appear to act) in a “human-
like” way, the ability to perform expert tasks, or the ability to respond dynamically to 
new situations or inputs in a way that can be described as “intelligent”. It is import-
ant to note that I do not intend the term “bot” to be pejorative; rather, it represents 
programs that are (or act in a way that seems) more intelligent, sophisticated or inde-
pendent than a conventional, “dumb” program, but which are not as intelligent as 
something that might be considered AI-related. These programs are not defined by a 
closed list of requirements, but instead may be characterised by certain elements, 
which will be extrapolated and discussed in Chapter 4, s. 2.

In this thesis, I will prefer the term “AI-related technologies” over simply 
“AI” or “artificial intelligence”. The reason for this is that the phrase “AI” is quite 
unclear. As will be explored in Chapter 4, s. 2, the term lacks a set definition and dif-
ferent people draw different boundaries for what is or is not AI. By using the term 
“AI-related technologies”, I intend to circumvent unnecessary or unhelpful discus-
sion about  which programs or specific  technologies  do or  do not  fall  within the 
boundary,  and instead make it  clear  that  we are talking about  programs that  fall 
within  the  concept  generally.  Equally,  I  deliberately  distinguish  the  term  “al-
gorithms” from the concepts of bots and AI-related technologies.  One of the few 
well-defined terms  in  this  area,  an  algorithm is  “a  set  of  steps  to  accomplish  a 
task”.47 This does not help to address the issue of bots, AI and related technologies, 
being equally applicable to conventional computer programs. Finally, it is important 
to keep the concept of bots and AI-related technologies within scientific reality. This 
does not simply mean excluding science-fiction concepts of AI, although doing so is 
important; it also means that we must be careful to discuss these technologies within 
their actual capabilities, rather than those which are merely possible, imaginable or 
imagined.

At their core, then, the term “bots and AI-related technologies” should be in-
terpreted broadly, including a wide range of technological approaches that exist on 
the more sophisticated end of computer programs. This is not to say that we should 
underestimate the impact  or importance of these types  of  programs.  Rather,  it  is 
simply that we should not hold them out as being entirely alien or unique entities and 
instead ground the analysis in a realistic technological context.

3.3. Fairness: A working definition

Before moving to the substantive argumentation,  it  is helpful  to establish an initial 
working definition of fairness. This  subsection is not attempting  to set a fixed or 
legal definition, rather to help calibrate the concept for the reader in advance of the 
more thorough examination.

47 Thomas H. Cormen, Algorithms unlocked (MIT Press 2013) 1. See also the book more generally 
for a good introduction to algorithms.
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The Oxford Dictionary of English defines the adjective “fair” as “treating 
people equally without favouritism or discrimination … just or appropriate in the cir-
cumstances” and the adverb as “without cheating or trying to achieve unjust advant-
age”.48 This definition matches up with intuitive concepts of “just deserts” or “get-
ting what one deserves”. We can therefore  consider that the working definition of 
fairness should be fact-specific, looking at the appropriate consequences and rewards 
for all parties. This concept of fairness likely extends to both rights and duties; we 
would consider it fair, for example, that someone who has transgressed deserves cor-
rection (though may disagree about whether it should be punishment or reformation) 
and that someone who has been harmed through no fault of their own deserves com-
pensation (be it remuneration or reparations).

These results would, however depend on the exact factual situations. For ex-
ample, a judgement of fairness may depend on the structures, rules and norms sur-
rounding the action in question action. It seems likely that a decision of fairness may 
also be informed by the cultural norms, ethics and assumptions, as these will influ-
ence how a person views the world and what they consider to be appropriate. An-
other important issue is the exact judgement of the observer. One person may con-
sider that an action is sufficiently praiseworthy as to deserve a reward, but another 
may consider that it is morally obligatory and therefore no reward is necessary. The 
working definition must therefore also include some form of subjectivity. 

My working definition of fairness is therefore: A judgement which takes into 
account all of the facts—including both the actual acts and events, and the structures 
and rules surrounding them—and determining what is most appropriate in those cir-
cumstances. This can involve moral and practical factors and can conclude that a fair 
result may include rewards, punishments, freedoms or duties, as is appropriate in the 
circumstances. The conclusion of fairness is, at least to some extent, subjective, but 
this subjectivity will likely reflect the culture and environment in which the actions 
and the structures exist and may, at least to some extent, therefore also be included in 
the factual analysis. This definition forms an initial calibration for Chapter 2, where 
the concept of fairness will now be developed and discussed within the context of 
the first research question.

48 Catherine Soanes & Angus Stevenson, Oxford Dictionary of English (Kindle version, 2nd edn re-
vised, OUP 2010) “fair”.
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CHAPTER 2: FAIR PROCESSING UNDER THE GDPR

1. Introduction

The  General Data Protection Regulation (“the GDPR”),1 art. 5(1)(a) states that all 
processing of personal data must be done “lawfully, fairly and in a transparent man-
ner in relation to the data subject”. Of these three criteria, two are comparatively 
simple: The criteria of lawful  processing seems redundant  and transparency is  at 
least clear as a concept (although, as will be discussed, it raises some difficulties in 
practical circumstances). Fairness, on the other hand, is significantly more difficult, 
as is its general relationship to the GDPR. Part of this difficulty arises because fair-
ness seems to be a relatively vague and subjective concept. It can be extremely hard 
to explain why one thing is fair and another is not, particularly when we reach more 
complex or abstract situations. This raises a challenge: While we may struggle or be 
uncomfortable with the idea of over-legalising  or over-formalising the concept of 
fairness,  relying on an entirely internal and subjective evaluation risks inconsistent 
applications of the law and increased legal uncertainty.

In this chapter, I will examine the first research question: How should we un-
derstand the concept of fairness under the GDPR, art. 5(1)(a)? First, I will examine 
the provisions of the GDPR which relate to fairness and examine literature discuss-
ing fairness and data protection law, while making some of my own observations 
about how fairness interacts with the law. Unfortunately, this analysis will conclude 
that data protection law does not address all (or even most) of the questions that must 
be considered. I will therefore move on to consider more general, linguistic and intu-
itionist conceptions of fairness, before looking in detail at the account of fairness 
offered by John Rawls’ in  A Theory of Justice,2 which presents an interesting and 
comprehensive discussion of the topic and may be able to form a provisional test for 
fairness that could be used in a legal context. While the focus of this thesis is data 
protection law, issues of good legal governance (such as legal certainty and integrity 
within  law)  mean  that  ideals  such  as  “fairness”  should  be  relatively  consistent 
throughout the law as a whole. Further, given the lack of hard law concerning fair-
ness within data protection, other areas of law are a useful proving ground for the 
theories and ideas that I will discuss. Having looked at Rawls, I will therefore con-
sider  other  legal  approaches  to  fairness  and  consider  how  far  they  reflect  the 
Rawlsian approach. Finally, I will attempt to produce a test for fairness that can be 
used within the context of the GDPR, art. 5(1)(a) and evaluate that test.

1 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the 
protection of natural persons with regard to the processing of personal data and on the free move-
ment of such data, and repealing Directive 95/46/EC (General Data Protection Regulation) [2016] 
OJ L119/1 (“the GDPR”).

2 John Rawls, A Theory of Justice: Revised Edition (Harvard University Press 1999).
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Before progressing to the main content of this chapter, one qualification as to 
scope must be made. As will be explored later in this thesis, much has been written 
on topics of algorithmic fairness and fairness in relation to bots and technologies re-
lated to artificial intelligence (“AI”). However, this chapter attempts to focus on a 
more general concept of fairness. As a result, in this chapter, such works will only be 
referenced here where they relate to overall concepts of fairness, either in abstract or 
where necessary for general legal analysis and interpretation. Discussion of fairness 
specific to this technological context will therefore be dealt with in Chapter 4, partic-
ularly s. 3.

2. Fairness and human/fundamental rights

Before discussing fairness in relation to the GDPR, it is important to discuss the hu-
man-rights element. As was already noted, the Charter of Fundamental Rights of the 
European Union (“the Charter”),3 art. 8(2) states that “[personal data] data must be 
processed fairly for specified purposes and on the basis of the consent of the person 
concerned or some other legitimate basis laid down by law” [emphasis added]. The 
role of fairness in the GDPR, including as part of the principle of lawfulness, fair-
ness  and transparency under  art.  5(1)(a),  therefore  seems inescapably tied to  the 
concept of fairness in fundamental rights legislation.4

In their article Data Protection And The Role Of Fairness, Clifford and Aus-
loos5 emphasise that fairness plays an important role in the Charter in general, noting 
that fair balancing is “the dominant and preferred mechanism” for resolving conflicts 
in fundamental rights.6 Given that the protection of personal data is explicitly in-
cluded as a fundamental right, and that  the right explicitly refers to the concept of 
fairness, it is therefore necessary to consider how far that discussion becomes relev-
ant to the concept of fairness within the GDPR itself.

Much of the law governing fairness in fundamental rights relates to the bal-
ancing of competing fundamental rights. However, it has been noted that the case 
law tends to focus on individual cases, rather than setting out general tests. Angelo-
poulos,  when looking at  the  way that  courts  have  balanced  intellectual  property 
rights, stated that “for all the crisp repetition of the vague maxim of ‘fair balance’, no 
tools are provided to help identify where this balance should lie or how to find it.”7 
She further noted that “Although in each case the Court reached a result which it 

3 Charter of Fundamental Rights of the European Union [2000] OJ C364/1.
4 This point was also noted by Gianclaudio Malgieri, “The concept of fairness in the GDPR: a lin-

guistic and contextual interpretation” (2020) Proceedings of the 2020 Conference on Fairness, 
Accountability and Transparency 154, 155.

5 Damian Clifford & Jef Ausloos, “Data Protection and the Role of Fairness” (2018) 37 (1) Year-
book of European Law 130, 142 et seq.

6 ibid 142.
7 C.J. Angelopoulos, “European intermediary liability in copyright: A tort-based analysis” (Doc-

toral thesis, University of Amsterdam 2016) 72.
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proclaimed it had achieved the coveted ‘fair balance’, it did not provide an explana-
tion as to why that was the case” [sic.].8 Reviewing the relevant case-law and aca-
demic criticism on balancing acts in both the Court of Justice of the European Union 
(“the CJEU”) and the European Court of Human Rights (“ECtHR”), Angelopoulos 
argues that both courts are “struggling to find the right formulation” of proportional-
ity and fair balancing.9 

This is a fair criticism and I agree with Angelopoulos’ findings.10 For ex-
ample, in Sky Österreich,11 para. 60, the CJEU stated that the reconciliation of com-
peting rights and freedoms required a “fair balance between [those rights]”, stating 
that the reader should “see, to that effect” Promusicae,12 paras. 65–66 and Deutsches  
Weintor,13 para. 47. However, the cited passages in Promusicae did not actually elab-
orate on this point and simply stated that a balancing mechanism had been laid out in 
the particular laws relevant to that case. Meanwhile, the passage in Deutsches Wein-
tor merely stated that a fair balance must be struck and referred to the same passages 
of Promusicae. The court in Promusicae did state—at a later paragraph—that Mem-
ber States must interpret directives in a way that allows for a “fair balance” between 
fundamental  rights  and “other  general  principles of  Community law, such as the 
principle of proportionality”,14 but this can hardly be described as helpful for determ-
ining what is actually considered fair. Further, the absence of any actual discussion 
in the repeatedly-cited passages of Promusicae highlights the lack of genuine discus-
sion by the CJEU and reinforces Angelopoulos’ position.

This approach can be seen directly in cases involving data protection law. In 
Google LLC, the CJEU noted that, when creating the right to erasure in the GDPR, 
the legislature had “struck a balance between [the right of data protection and the 
freedom of expression and information] so far as the Union is concerned”, citing GC 
v CNIL.15 However, in a similar vein to above, the cited paragraph simply states that 
the GDPR, and the right to erasure “in particular”, “expressly lays down the require-
ment to strike a balance” between the two rights.16 Whether or not the Court’s state-
ments are correct, this kind of discussion appears to be begging the question, rather 
than answering it.

8 ibid 72.
9 ibid 78.
10 Angelopoulos’ review of the cases and literature, and conclusions can be found ibid 74 et seq.
11 C-283/11 Sky Österreich GmbH v Österreichischer Rundfunk, ECLI:EU:C:2013:28.
12 C-275/06 Productores de Música de España (Promusicae) v Telefónica de España SAU, 

ECLI:EU:C:2008:54; [2008] ECR I-00271.
13 C-544/10 Deutsches Weintor eG v Land Rheinland-Pfalz, ECLI:EU:C:2012:526.
14 C-275/06 Promusicae (n 12) para. 68.
15 C-507/17 Google LLC v Commission nationale de l'informatique et des libertés, 

ECLI:EU:C:2019:772, para. 61, citing C-136/17 GC v Commission nationale de l'informatique et  
des libertés, ECLI:EU:C:2019:773, para. 59.

16 C-136/17 GC v CNIL, ibid para. 59.
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Griffiths argues that, in light of the lack of clarity, the concept of fairness 
used by the CJEU seems to be “little more than window dressing” employed to sup-
port the court’s existing conclusion.17 However, there is another alternative: That the 
court is relying on an intuitive notion of fairness that they have not explicitly in-
cluded in the judgment. This alternative approach would raises two immediate is-
sues. First, it may be difficult (if not impossible) to prove that this is actually what is 
happening. Secondly, would such a solution actually be that much better than the use 
of fairness as mere window dressing given that it leaves significant amounts of dis-
cretion to courts and raises significant challenges for legal certainty and consistency?

As to the first point, it is accepted that this is simply a question of whether or 
not we wish to give the CJEU the benefit of the doubt. As noted by Craig and de 
Búrca,  the  collegiate  nature  of  CJEU decisions,  and the  fact  that  judges  cannot 
provide their own dissents or concurring points of view, means “divergent judicial 
views may be contained within the judgment” and, as a result,  decisions may be 
“ambiguous on matters of importance”.18 Given this, and the relatively short length 
of many judgments, it would be seemingly impossible for the CJEU to actually tease 
out its reasons for finding fairness. The option is, therefore, seemingly either to as-
sume that the CJEU is being honest or to assume that it is not and, in the absence of 
evidence for the latter, it is at least worth exploring the consequences of the former. 
Perhaps more concerning is the second point; we must accept that reliance on an in-
tuitive concept of fairness is clearly unsatisfactory as it makes it difficult to move 
consistently  from  one  case  to  another,  particularly  where  those  cases  are  being 
handled by different courts in different countries. 

Nevertheless,  this  is  not  to  say  that  a  genuine  (if  unexpressed  and  un-
reasoned) reliance on fairness is bad  per se. First,  in comparison to the window-
dressing approach, it provides a higher level of legal integrity; the courts are, at least, 
making decisions according to the law, rather than simply waving past legal require-
ments. Secondly, in comparison to an overly-legalised approach, it retains significant 
flexibility. It must be remembered that the legislature chose to implement a concept 
as vague as “fairness” into the law and, had they wished to provide stricter and more 
easily-reproducible rules, they could have done so. The strength of this can be seen 
in  Schmidberger, where the court stated that we must pay attention to “all [of] the 
circumstances” before we can “determine whether a fair balance was struck between 
those interests”,19 rather than being limited to a closed list of considerations.

How far, then, can this be applied to art. 5(1)(a)? Without a legal test, it is 
difficult to interpret the provision within any particular principles, other than simply 

17 Jonathan Griffiths, “Constitutionalising or harmonising? The Court of Justice, the right to prop-
erty and European copyright law” (2013) 38 (1) European Law Review 65, 74.

18 Paul Craig & Gráinne de Búrca, EU Law: Text, Cases and Materials (5th edn, OUP 2011) 63.
19 C-112/00 Schmidberger v Republik Österreich, ECLI:EU:C:2003:333; [2003] ECR I-05659, para. 

81.
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relying on an innate sense of fairness, with all of the difficulties inherent in doing so. 
Further, given that cases dealing directly with the Charter or the ECHR often refer to 
conflicts between fundamental rights, we may find that the scope of the test is differ-
ent to many situations under the GDPR. For example, as will be discussed later, the 
balancing test for legitimate interest processing does not necessarily invoke funda-
mental rights on both sides and one set of interests may heavily outweigh the other. 
Nevertheless, if we accept that the court is actually using an intuitive concept of fair-
ness,  rather  than  merely  using  the  concept  as  window-dressing  or  as  a  “rubber 
stamp”, this is still an important finding and supports the use of philosophical and 
non-legal conceptions of fairness when interpreting art. 5(1)(a).

3. Article 5(1)(a): Fairness in Data Protection Law

Unfortunately, despite the fact that “fairness” is used as a major principle in both the 
Charter, art. 8 and the GDPR itself, it appears to have received relatively little legis-
lative, judicial or academic comment. Article 5(1)(a) remained almost entirely un-
changed during the drafting  of  the GDPR, with the  only  difference between the 
Commission, Parliament and Council versions in the final trilogue being whether or 
not the principle should have a name.20 As a result, there is a lot of ambiguity about 
what these principles actually mean, how they should be implemented and how they 
relate to other provisions in the law.

Article 5(1)(a) of the GDPR states that the processing of personal data shall 
be done “lawfully, fairly and in a transparent manner in relation to the data subject”. 
There are a number of basic observations that can be made at the outset, simply by 
considering the text of art. 5 itself. First, the use of “and” as a linking word implies 
that the processing of personal data must meet all three criteria of lawfulness, fair-
ness and transparency. 

Secondly, given that art. 5 labels its contents as “principles”, we should as-
sume that the concepts should be interpreted in a general way that underlies more 
specific rules and elements, unless there is compelling evidence to the alternative. 
While some aspects of the principles will clearly relate to more specific rules (such 
as the principle of transparency being linked with the transparency, information and 
access rights under arts. 12–15), “fairness” is such a general concept that it is diffi-
cult to pin it down to any particular provision. 

Finally, the principle of accountability in art. 5(2) states that controllers “shall 
be responsible for, and be able to demonstrate compliance with, [art. 5(1)]”. This re-
sponsibility—and in particular the burden of demonstrating compliance—indicates 

20 Regulation (EU) No XXX/2016 of the European Parliament and of the Council on the protection 
of individuals with regard to the processing of personal data and on the free movement of such 
data (General Data Protection Regulation), trilogue 4-Column Table (15 December 2015) <ht-
tps://www.europarl.europa.eu/committees/en/product-details/20120514CDT45071> accessed 26 
May 2021, 223.
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that art. 5(1)(a) is not intended to be a purely hypothetical standard or ideal; instead, 
the principle of lawfulness, fairness and transparency must represent a very real ob-
jective which must be demonstrably met. This is reinforced by art. 83(5), which im-
poses the higher of two levels of possible penalties (up to €20,000,000 or 4% of 
worldwide annual turnover of the previous financial year, whichever is higher) for 
infringement of the data processing principles, implying that violations of the prin-
ciples should be taken seriously and have serious consequences.

This section will explore the GDPR, art. 5(1)(a), as well as considering how 
the concept of fairness has been utilised in soft law, case law and other interpretive 
guidance. Unfortunately, it will conclude that, much as was seen in the discussion 
about fairness in fundamental rights writ large, there has been a notable lack of en-
gagement with the issue of fairness in data protection law at any meaningful level.

3.1. The links between lawfulness, fairness and transparency

Given that art. 5(1)(a) refers to three concepts in one principle, we must ask what 
this means for the links between these  concepts. In this section, I will explore the 
connections between them and consider what those connections mean for our inter-
pretation of the term “fairness”.

Before doing so, it worth making two points. First, the GDPR, art. 5(1)(a)’s 
equivalent under the Data Protection Directive (“the DPD”)21 was not in the same 
terms as the current law. Instead, the DPD, art. 6(1)(a) simply required that “personal 
data must be processed fairly and lawfully”. The explicit introduction of transpar-
ency is not explained in any of the drafting materials for the GDPR, but will be ex-
plored below. 

The second point is  that,  although the three elements of the principle  are 
linked, they are still  separate elements and should be treated as such. Within the 
GDPR, there are 17 instances of words derived from the word “fair” in the GDPR, 
15 of which are substantive uses.22 Of these 15 uses, 10 are closely linked with trans-
parency. However, amongst the remaining references, the concept of fairness is also 
used with links to lawfulness without reference to transparency.23 These inconsistent 
pairings imply that the three elements are not identical and that each element has an 
independent sense. Further, the drafting of the other principles implies that the three 
are distinct, if linked. For example, the data minimisation principle under art. 5(1)(c) 
contains many sub-elements which are not included in the actual name of the prin-
ciple; if the three elements in art. 5(1)(a) were merely one part of a whole, it would 

21 Directive 95/46/EC of the European Parliament and of the Council of 24 October 1995 on the 
protection of individuals with regard to the processing of personal data and on the free movement 
of such data [1995] OJ L281/31 (“the DPD”).

22 Of the 17 uses, one is within an endnote within the name of another piece of legislation, and an-
other is a repetition, hence 15 substantive uses.

23 The GDPR, recitals 45 & (to a more ambiguous extent) 39; art. 6(2), (3)(b).
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seem more likely that the legislature would have followed the same approach when 
naming it. Finally, it is also interesting to note that the Article 29 Working Party, in 
an opinion which was later endorsed by the EDPB, referred to “the principle of fair-
ness” as an implicitly singular concept.24 Although stated in the context of a discus-
sion on transparency, this wording reinforces the idea that the different elements of 
art. 5(1)(a) can be treated independently, even though they will interact with each 
other.

This interpretation is supported by academic interpretations. It must be ac-
cepted that, as noted by Hacker, that the GDPR does seem a little inconsistent on this 
point, sometimes distinguishing fairness and transparency and sometimes seeming to 
treat them as linked.25 Nevertheless, as noted by Maxwell, the fact that the elements 
are used together in the same sentence implies that they have different meanings; if 
this were not the case, the inclusion of all three would be repetitive and unneces-
sary.26 Fortunately, these two positions can be easily reconciled; as noted by Mal-
gieri, it is entirely possible for fairness to be an independent concept, but that this 
concept “can have different nuances if it is combined with the transparency principle 
or with the lawfulness principle.”27 Given this, it is important to examine the other 
two principles and how they relate to the concept of fairness.

3.1.1 Lawfulness

Clifford and Ausloos have argued that the concept of “lawfulness” should be inter-
preted narrowly, being restricted purely to the grounds for lawful processing under 
the GDPR, art. 6.28 This argument is largely based on the linguistic changes between 
the DPD and the GDPR, including: 

• the fact that the bases for processing have been renamed from “criteria for 
making data processing legitimate” to “lawfulness of processing”, thus im-
plying a close link between the term “lawfulness” and art. 6;

• the fact that data breaches are described in terms of “accidental or unlawful” 
processing activities which, were they based on a lawful ground from art. 6, 
would otherwise be acceptable; and

• the fact that third parties are defined as actors who are external to data pro-
cessing activities and must have their own, independent, justification for pro-

24 See, e.g., Article 29 Working Party, Guidelines on transparency under Regulation 2016/679, 
WP260 rev.01 (11 April 2018) 16, which was endorsed by European Data Protection Board, En-
dorsement 1/2018 (25 May 2018).

25 Philipp Hacker, “Personal data, exploitative contracts, and algorithmic fairness: autonomous 
vehicles meet the internet of things” (2017) 7 (4) IDPL 266, 277.

26 Winston J. Maxwell, “Principles-based regulation of personal data: The case of ‘fair processing’” 
(2015) 5(3) IDPL 205.

27 Malgieri (n 4) 156.
28 Clifford & Ausloos (n 5) 156 et seq.

23



cessing before they can lawfully process the data, even if the transfer was it-
self otherwise within the law.29

It is notable Clifford and Ausloos’ arguments attempt to distinguish the law from that 
which existed under the DPD;30 such a distinction is necessary as the CJEU has, un-
der the DPD, linked the principle of lawfulness to other provisions than simply the 
justifications for processing (e.g. the access right31). One of the purposes of this argu-
ment is to show that the principle of lawfulness, fairness and transparency does not 
act as a single principle, but that lawfulness is restricted, while transparency acts as a 
lens which affects all processing under the GDPR.32 This argument is also seemingly 
supported by the Council of Europe; in their  Handbook on European Data Protec-
tion Law, which discusses both the European Convention of Human Rights33 and 
GDPR, the section on lawfulness of processing only talks about the grounds for pro-
cessing of personal data.34

There are four main issues which I take with this position. First, it is unclear 
why the concept of “lawfulness” needs to be restricted in this way in order to allow 
lawfulness, fairness and transparency to be interpreted as individual principles. As 
already argued above, the elements of the principle are clearly linked, but the three 
concepts should not be regarded as completely interchangeable and it would seem 
artificial to give them all the same meaning. 

Secondly, the arguments outlined above do not seem particularly persuasive. 
While the change of language for the justifications of processing clearly shows that 
there is a close link between lawful processing and the justifications for processing 
(in that any processing without a lawful justification is unlawful), this does not show 
that it is an exclusive link. While the authors do point out two instances where a lack 
of lawful justification would render processing unlawful, they do not explain why 
this  would be any different  from violation  of  any other  provision  in  the  GDPR, 
which would also render the processing unlawful. Presumably, had the legislature in-
tended this close link to exist, they would have been more explicit in their exclusion 
of other grounds. 

Thirdly, it seems strange that a general principle of processing would be so 
closely related to just one particular provision in the law. It must be noted that the 
concept of lawfulness feels redundant whether or not it relates to one provision or to 
an entire system of laws; it must generally be assumed that a principle of all laws 
(and, indeed, the legal system itself) is that we should not be performing illegal acts.  

29 ibid 155–158.
30 ibid 155.
31 C-434/16 Nowak v Data Protection Commissioner, ECLI:EU:C:2017:994, para. 57.
32 ibid 158.
33 Convention for the Protection of Human Rights and Fundamental Freedoms (European Conven-

tion on Human Rights, as amended).
34 Council of Europe, Handbook on European Data Protection Law (2018 edn) 117–118.
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Nevertheless, given that the principle exists in the law, and given the human-rights 
nature of data protection law as discussed above,35 we should give the law a broad 
interpretation to ensure a wide protection for data subjects. Further, as already noted, 
the fact that art. 5 refers to data processing “principles” implies that the concepts dis-
cussed are intended to be comparatively high-level. It would therefore make more 
sense to link the concept of lawfulness with any provision (whether under the GDPR 
or any other law) which may render processing unlawful, rather restricting it to one 
particular article.

Finally, while the Handbook on European Data Protection Law may be inter-
preted  as  supporting  Clifford  and  Ausloos’ position,  other  similar  sources  have 
provided alternative interpretations. For example, the Information Commissioner’s 
Office (“the ICO”) seems to support an alternative approach, noting that the prin-
ciple of lawfulness prohibits any processing activities which are unlawful in a “more 
general sense”, including breaches of non-data protection laws.36

One weakness of my position is that art. 83 divides administrative fines into 
two levels, with,  inter alia, a breach of art. 5 falling into the higher level of fines. 
This creates a logical issue: If a controller breaks a provision which falls under the 
lower level of fines, they have acted unlawfully, and therefore must also have broken 
the principle of lawfulness and be liable for the higher level of fines, even if the ori-
ginal offence fell into the lower branch. Nevertheless, this is not enough to prove that 
the principle of lawfulness should be restricted to provisions which fall within the 
higher category of fines. As an initial point, it may simply be considered that fines 
for the principle of lawfulness operates as a kind of lex generalis, while any fines for 
specific violations in the GDPR are considered lex specialis, effectively meaning that 
the penalty for breaching the principle of lawfulness is ignored if another more ap-
propriate fine exists. Alternatively, even if this is not accepted, it is very easy for su-
pervisory authorities to avoid any conflicts in practice. Article 83(2) states that fines 
are decided “in each individual case” and lists a number of key factors. There is, 
therefore, nothing to require a supervisory authority to actually impose the higher 
level of fines; indeed, given the requirement to review the “nature, gravity and dura-
tion of the infringement” under art. 83(2)(a), it would seem very odd for them to do 
so if the primary violation only fell within the lower level of fines. The inconsistency 
therefore seems to simply be another instance of the redundancy of a legal require-
ment that all processing be performed legally.

How, then, does lawfulness link with transparency and fairness? It is unlikely 
that the link is intended to be particularly hidden or complicated. If we accept the in-

35 See Chapter 1, s. 3.1.
36 Information Commissioner’s Office, “Principle (a): Lawfulness, fairness and transparency” <ht-

tps://ico.org.uk/for-organisations/guide-to-data-protection/guide-to-the-general-data-protection-
regulation-gdpr/principles/lawfulness-fairness-and-transparency/> accessed 27 May 2020.
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terpretation that the element of lawfulness simply supports the general principle of 
compliance with the GDPR and other laws, there is no reason to assume that its links 
with the other elements of the principle would be any more dramatic or specialised. 
Rather, I argue that the element of lawfulness simply reinforces the fact that, first, 
fairness and transparency are being used as legal concepts in the law, and, secondly, 
that the law should be interpreted in a way that is fair and transparent. Neither of 
these propositions should be considered controversial,  since art.  5(1)(a) explicitly 
imposes a legal obligation that data processing shall be performed fairly and trans-
parently, and both are required for this to occur. 

3.1.2 Transparency

Having discussed the link with lawfulness, it is now necessary to consider the links 
with transparency. As already discussed, this part of the principle was introduced by 
the GDPR, implying that transparency is now considered sufficiently important to 
require explicit mention. The introduction of transparency as an explicit element also 
supports the argument that transparency and fairness should not be considered as 
synonymous terms (if  they ever were)—although, as already discussed,  there are 
clear links between them within the GDPR.37 Before moving onto the main discus-
sion on transparency, it is worth noting that a lot has been written about the issues of 
algorithmic transparency and other issues relating to bots and AI-related technolo-
gies. As noted in the introduction to this chapter, however, these issues will be dis-
cussed in Chapter 4.

On its own, transparency may seem easier to interpret than either lawfulness 
or fairness as there are clear and unambiguous provisions in the GDPR which can be 
linked to the principle. For example, there are explicit rules governing data subject 
rights to information under arts. 13–14 and a right of access to information under art. 
15, while art. 4(11) and the associated recitals contain an explicit requirement that 
consent be “informed”. This emphasis on transparency is important as it is an en-
abling tool; if the processing is not sufficiently transparent, enforcement or supervi-
sion becomes difficult (if not impossible). This relates both to the enforcement of 
safeguards (e.g. informed consent) and rights (e.g. whether or not a controller has 
complied with a request for the erasure or rectification of data).

This is not, however, to suggest that the requirement of transparency should 
be limited by arts. 13–14. The CJEU briefly touched upon this issue in  Planet49,38 
where, the Court was asked whether a controller was required to provide certain in-
formation under both the DPD, art. 10 and the GDPR, art. 13. The Court found that 
the  DPD,  art.  10  did  not  provide  an  exclusive  list  of  information  necessary  to 
provide, but that instead information must be given if it was “necessary, having re-

37 See, for example, the GDPR, recital 39, arts. 13(2) and 14(2)—and indeed art. 5(1)(a).
38 C-673/17 Bundesverband der Verbraucherzentralen und Verbraucherverbände - Verbraucherzen-

trale Bundesverband e.V. v Planet49 GmbH, ECLI:EU:C:2019:801.
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gard to the specific circumstances in which the data are processed, to guarantee fair 
processing in respect of the data subject.”39 Unfortunately, however, the CJEU did 
not address whether the GDPR provided an exhaustive list of required information, 
instead simply noting that, under the GDPR, art. 13(2)(a), the information in ques-
tion was explicitly if required to “ensure fair and transparent processing”.40

Nevertheless, despite the silence on the point, it seems clear that arts. 13–15 
should not be taken to draw hard limits to transparency.  In its opinion on transpar-
ency, the Article 29 Working Party repeatedly stated that information beyond that ex-
plicitly required by the GDPR should be provided if that information necessary for 
fair processing.41 This interpretation seems logical: The GDPR is intended to cover 
all forms of processing and will be in force for at least the foreseeable future and, 
given that it would be impossible for the drafters to envisage all information that will 
be required to provide adequate protection for data subjects, a general (albeit vague) 
obligation is necessary. As arts. 13–15 seem to be written as closed lists, this will  
seemingly only be possible if art. 5(1)(a) is accepted creating obligations above and 
beyond those articles. This, however,  leads to the question “What are the limits of 
this obligation?” 

To answer this, it is useful to recall that the Article 29 Working Party also 
stated that “transparency is intrinsically linked to fairness” and stated that transpar-
ency was “an expression” of the requirement of fairness under the Charter.42 Equally, 
Clifford and Ausloos argue that the principles have “always been closely linked” and 
point to documents linking the requirement of transparency with the fair collection 
and processing of personal data.43 As was also highlighted by the CJEU’s judgment 
in Planet49, then, we can see the links between transparency and fairness may help 
to operate as a guide for when transparency should go above and beyond the listed 
requirements: The question to be asked is: “Is it fair that this information be dis-
closed?”

The advantage of this approach is that it allows fairness to operate as a useful 
safety on transparency. If information is not needed for the processing to be fair, the 
argument for disclosing that information becomes much weaker (particularly if dis-
closing that information is actually unfair). This may be particularly relevant where 
processing relates to trade secrets or where the disclosure of the information imposes 
a high burden on the controller with no benefit for the data subject. While the lens of  
fairness clearly cannot prevent the disclosure of information which is mandated un-

39 ibid para. 77.
40 ibid para. 79.
41 See, for example, Article 29 Working Party, Guidelines on transparency under Regulation 

2016/679 (n 24) 16–19.
42 ibid 4–5.
43 Clifford & Ausloos (n 5) 138–140. 

27



der  the  GDPR,  it  would  help  to  promote  the  general  principle  of  transparency 
without unduly prejudicing (and therefore unhelpfully disincentivising) controllers.

3.2. The links between fairness and data protection law in general

Having looked at the internal links within art. 5(1)(a), it is necessary to consider how 
the concept of fairness interacts with wider data protection law. This will begin with 
an examination of the link between fairness and the GDPR in general, before moving 
on to consider how the provision has been received in practice. 

Due to reasons of scope and length, I will not perform an exhaustive compar-
ison of how fairness interacts with each legal provisions, although a detailed discus-
sion of one such an interaction will be performed in Chapter 3, where I will discuss 
the precise interactions between the principle of fairness and legitimate interest pro-
cessing. This section, by contrast, will undertake a theoretical discussion about how 
this provision should interact with the wider law in general—and, in particular, the 
theoretical ways in which art. 5(1)(a) and the other provisions may influence the in-
terpretation of each other.

Unless we are arguing that the law is inherently inconsistent and broken, we 
must conclude that processing which complies with other provisions in the law must 
be at least capable of being fair; the alternative would be that the law has provided 
controllers with an impossible task that will  result  in a violation one way or the 
other. Moreover, any unfair provisions would fall foul of the Charter, art. 8(2) re-
quirement of fair processing. Consequently, the CJEU would, in theory, be required 
to find that rules which require controllers to act unfairly must be annulled on the 
basis of that incompatibility. 

Based on the above, we can say that, unless it is found to be impossible to do 
so, the law  should be interpreted in a way which guides controllers to act fairly. 
However, this does not necessarily mean that each provision will always be useful 
for interpreting fairness. First, simply because it must be possible to comply with the 
provisions in a way which is fair does not mean that all possible acts which comply 
with those provisions are fair. Instead, it may be that such acts could be unfair, but 
that art. 5(1)(a) can operate as a legal safety net, thus rendering an unfair act unlaw-
ful even though it complies with other provisions. Further, there is nothing to say 
that activities which violate GDPR rules are, per se, unfair, as they may be prohib-
ited for other reasons. We cannot, therefore, say that the provisions in the GDPR can 
be considered a complete and comprehensive guide to fairness. Such a claim would 
anyway be impossible to support; over a sufficiently broad scale of time and geo-
graphy,  there will  be so many processing activities  that  at  least  one will  raise  a 
clearly unfair  but  novel  issue that  is  not  covered by the substantive rules  in  the 
GDPR.
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The above analysis may imply that there is some back-and-forth, as fairness 
should be used to interpret other provisions and fair interpretations of specific provi-
sions may in turn help to guide our view of fairness overall. The general provisions 
in the GDPR, then, should certainly take part in a conversation about fairness, but, 
given the circular nature of the relationship, cannot be considered a definitive guide. 

Leaving aside the text of the statute, there is a very limited amount of judicial 
guidance on the interpretation of fairness in data protection law, but this law arose 
prior to the introduction of the GDPR and, in some cases, prior to the introduction of 
the  DPD.  Further,  the  case  law  does  not  come  from  particularly  authoritative 
sources; there is nothing from the CJEU and we must instead look at national courts,  
which are not entitled to interpret points of EU law.44 While, therefore, it is interest-
ing to look at these cases, it is of very limited interpretive value and we must be 
careful of extrapolating too far from this data.

In a report that summarised surveys from different Member States, Lynskey 
concluded that “what is considered unfair  differs across jurisdictions and regulat-
ors.”45 Reviewing  the  surveys,  Lynskey  noted  that  these  interpretations  included 
links between fairness and the purpose of the processing, the idea that fairness was 
wider than the question of whether the process was lawful, asking whether the pro-
cessing was in good faith, considering whether the processing involved discriminator 
practices, looking at the reasonable expectations of data subjects, and whether there 
were any adverse effects on the data subjects.46 The “dominant application” of fair-
ness related to transparency, though Lynskey also seemed to endorse the idea that 
fairness should be seen as a “stand-alone principle with its interpretation being inde-
pendent of other principles”.47

In his examination of fairness, Maxwell48 identified three important cases: 
British Gas Trading v Data Protection Registrar49 (although, notably, this case pred-
ated the DPD) and  Johnson v Medical Defence Union50 from England and Wales, 
and  Les Pages Jaunes from France.51 Maxwell  found that  Les Pages  Jaunes and 
Johnson focused on transparency issues, while British Gas focused on a weighing up 

44 See, e.g., the Consolidated version of the Treaty on the Functioning of the European Union 
[2012] OJ C326/47 (“the TFEU”), art. 267, C-6/64 Costa v E.N.E.L, ECLI:EU:C:1964:66; [1964] 
ECR 01141; and C-11/70 Internationale Handelsgesellschaft mbH v Einfuhr- und Vorratsstelle 
für Getreide und Futtermittel, ECLI:EU:C:1970:114; [1970] ECR 01125

45 Orla Lynskey, “General Report Topic 2: The New EU Data Protection Regime” in Jorrit J. Rijpma 
(ed) The New EU Data Protection Regime: Setting Global Standards for the Right to Personal 
Data (2020) 36.

46 ibid 36–37.
47 ibid 37–38.
48 Maxwell (n 26) 208–210.
49 British Gas Trading v Data Protection Registrar (1998) DA98 3/49/2.
50 Johnson v Medical Defence Union [2007] EWCA Civ 262; [2007] 3 CMLR 9.
51 Les Pages Jaunes, Commission nationale de l'informatique et des libertés, decision no. 2011-203, 

21 September 2011, as confirmed by Counseil d'Etat, no 353193, 12 March 2014.
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of interests.52 It is, worth observing that, in a similar conclusion to British Gas, the 
court in Johnson also noted that fairness “required consideration of the interests not 
only of data subjects … but also of data users”53 and that “the very word ‘fairness’ 
suggests a balancing of interests”.54 Further, it is interesting that, in Johnson, while 
Arden, L.J. noted that the DPD “gives little guidance as to the application of the fair-
ness principle”,55 Buxton, L.J. claimed that it was “entirely open to a judge with con-
siderable experience of company affairs” to “take the commonsense view” of ques-
tions of fairness,56 something with which Arden, L.J. seemingly agreed.57 

However,  while  Johnson was decided by the Court of Appeal,  it  must be 
noted that the case itself was dismissed because the acts in question were held not to 
qualify as “processing” and so did not fall under the scope of the Data Protection 
Act.58 As a result, the observations of the court in relation to the Data Protection Act 
are considered obiter dicta59 and so, on top of being unable to provide an interpreta-
tion of EU law, are not even a legally binding interpretation of the national Act. 60 
Nevertheless, the case provides two interesting points for analysis. First, it reiterates 
the idea that fairness involves a balancing of interests and that the law should not 
simply look at whether a data subject would approve of the processing. Secondly, no 
formal test was required and the Court of Appeal left considerable discretion to the 
High Court judge to decide the issue of fairness through a seemingly intuitive, rather 
than a formal, process.

In more recent findings, the Information Commissioner’s Office’s guidance 
on the  principle  of  lawfulness,  fairness  and transparency summed up fairness  as 
meaning that one “should only handle personal data in ways that people would reas-
onably expect and not use it in ways that have unjustified adverse effects on them.”61 
It notes that a controller must “stop and think not just about how you can use per-
sonal data, but also about whether you should.”62 This is not to say that the ICO re-
quires all processing to benefit the data subject, however; “what matters is whether 

52 Maxwell (n 26) 209.
53 Johnson v Medical Defence Union (n 50) para. 62.
54 ibid paras. 141–142.
55 ibid paras. 141–142.
56 ibid para. 63.
57 ibid para. 150.
58 UK Data Protection Act 1998.
59 “Things said in passing”.
60 Martin Partington, Introduction to the English Legal System (2012–2013 edn, OUP 2012) 63 et 

seq.
61 Information Commissioner’s Office (n 36).
62 ibid. It is perhaps also interesting to note that the ICO’s comments about fair processing very 

neatly mirror Ian Malcolm’s critique about ethical and fair behaviour from Jurassic Park (1993): 
“Your scientists were so preoccupied with whether or not they could, they didn’t stop to think if 
they should.”
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or not such detriment is justified”.63 Finally, it notes that controllers will be acting 
unfairly if they “deceive or mislead people” when gathering personal data.64

This interpretation of fairness places a lot of emphasis on a reflective and 
holistic approach to processing personal data, considering and balancing interests, 
and looking at the ethical perspective from all sides. The wholistic approach is also 
mirrored by the European Handbook on Data Protection. The Handbook states that 
fairness “governs primarily the relationship between the controller and the data sub-
ject” and focuses primarily on issues of transparency and awareness.65 However, it 
also mentions that controllers must, “act in a way which promptly complies with the 
wishes of the data subject, especially where … consent forms the legal basis for the 
data processing”,66 concluding that fairness “goes beyond transparency obligations” 
and “could also be linked to processing personal data in an ethical manner.”67

It is interesting that, while the Handbook acknowledges that fairness may go 
beyond transparency issues, it does not go into any particular detail about what this 
means. Equally, it is strange that the Handbook seems to connect fair processing and 
ethical processing in such cautious terms. Given that the two would intuitively seem 
to have a strong overlap, it is a shame that the Handbook does not elaborate on what 
it considers would or would not fall under each category.

Outside of the legislation, then, we can see a number of issues which may be 
relevant to questions of fairness in data protection law, but there is unfortunately 
little agreement and no authoritative, EU-level interpretations which can assist. We 
may,  as was considered above,  choose to  believe that  this  is  because judges  are 
simply relying on their subjective conceptions of fairness. Indeed, the wide range of 
factors may help to support the proponents of a wholistic approach; rather than say-
ing that any one particular focus is correct, it is possible that each interpretation has 
simply expressed the relevant issues for that case and we must zoom out to see the 
complete picture of fairness. However, this also begins to reinforce the clear issue of 
the purely subjective approach: That, particularly over the broad geographical and 
factual scopes covered by the GDPR, this subjectivity is leading to a fractured inter-
pretation and implementation.

3.3. A minimalistic approach?

Having identified the problem of fragmentation, one argument which could be made 
is that we should take a minimalistic approach to art. 5(1)(a). Under such an inter-
pretation, fairness would be viewed very narrowly; while we accept that fairness is 
part of the law and cannot be ignored, we may, for example, decide that it should be 

63 Information Commissioner’s Office, ibid.
64 Information Commissioner’s Office, ibid.
65 Council of Europe (n 34) 118–119.
66 ibid(n 34) 118.
67 ibid(n 34) 119.
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limited to mere compliance with the substantive provisions of the GDPR. Indeed, it 
is interesting to consider whether it may, ironically, be unfair to apply a wide defini-
tion of fairness, since the legal uncertainty means that controllers may be unfairly 
penalised and data subjects may unfairly struggle to understand their rights. Equally, 
it could be argued that if something were sufficiently wrong as to render the pro-
cessing activities unfair, it would actually be legislated against. Therefore, we could 
argue that if it is lawful under the GDPR then we should also assume that it is fair, 
notwithstanding the arguments above that such application may lead to results we 
could otherwise consider “unfair” (albeit, under this position, only in a non-legal, or 
lesser-of-two-unfairnesses sense).

I reject this minimalistic approach for a number of reasons. First, data protec-
tion is a fundamental right, albeit a qualified one, and we must therefore interpret the 
legislation with that fact in mind. This has two consequences. As already noted, we 
must interpret the protections in a wide manner to ensure that data subjects are ad-
equately protected.  In particular,  this  means that  data  protection should be inter-
preted in line with fundamental and human rights jurisprudence, which includes a 
wider definition of fairness.68 This is particularly important as the right to the protec-
tion of personal data in the Charter, art. 8 explicitly mentions the concept of “fair-
ness” and we should aim to ensure a consistent interpretation of terms between dif-
ferent EU data protection laws.69

A second  reason  for  rejecting  the  narrow  interpretation  is  that  it  would 
severely undermine the utility of the GDPR. The law as written employs both prin-
ciples and rules as a form of regulation. In order to work efficiently, these rules and 
principles should compliment  each other,  each informing the other.  In  particular, 
general principles are useful in legislation as they permit the law to close loopholes 
and cover situations which were not foreseen at the time of drafting, but which are 
clear violations of the law’s intentions.70 To reduce compliance with the principles to 
a mere compliance with the rules would deprive art. 5 of its utility. As a result, even 
if such an interpretation is not quite going so far as to ignore or violate art. 5(1)(a), it 
would turn compliance into mere lip service. 

A third reason for rejecting the narrow interpretation is that, as I argue in this 
thesis  generally,  fairness can be an extremely useful tool.  Although it  has weak-
nesses, this is true of all legal concepts. I will argue below for the introduction of a  
structured way of discussing fairness, which can help to minimise these weaknesses 
while preserving the strengths of fairness. Further, as I will argue in later Chapters, 
fairness can be very helpful in solving important and difficult legal issues. The nar-

68 See the discussion in s. 2.
69 See, for example, the GDPR, recitals 4, 10 and 13.
70 For a discussion of the trade-offs between principles-based and rules-based, see, e.g., Maxwell (n 

26) 212–214.
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row interpretation therefore deprives the law of a useful mechanism and should be 
rejected.

Based on the arguments in this section, I have rejected a narrow interpreta-
tion of art. 5(1)(a)’s requirement of fairness. It must, however, be accepted that these 
arguments can also depend on the strengths of the positive arguments made in this 
thesis.

3.4. Fairness in data protection law: A review

There is a disappointing lack of clarity about the definition of fairness in data protec-
tion law. Despite the insistence of fairness at  high level,  there is  no information 
about how this should be introduced at the day-to-day level, nor how we can ensure 
that either the rules which govern processing or the processing activities themselves 
are fair. It is clear that there are links between fairness and lawfulness and transpar-
ency, but the exact nature of these links are somewhat unclear and open to interpreta-
tion. Meanwhile, although the other legal provisions in the GDPR may be useful as a 
guide to fairness, the value of this evidence is questionable at best.

This causes real problems for any practical application of art. 5(1)(a), which 
in turn causes problems given the potentially harsh administrative penalties set out 
under the GDPR for violations of art. 5. The easiest way of dealing with this would 
simply be to ignore the requirement of fairness; given the vague concepts involved, 
it would be very easy to reduce art. 5(1)(a) to window-dressing status, used only to  
reinforce our otherwise-reached conclusions or as an escape clause when we wish to 
make certain processing activities unlawful but have no other provision upon which 
we can hinge a decision. However, such a result would be extremely disappointing. 
First, doing so would fail to recognise the spirit of both the GDPR and the Charter,  
which  seem to  lay  down substantive  requirements  that  processing  itself  be  fair. 
Secondly, as I will argue in this thesis, fairness can play a key role in helping to re-
solve conflicts in data protection law and help to ensure that we strike the right bal-
ance between competing interests. Reducing art.  5(1)(a) to a rubber stamp would 
therefore be a waste of an opportunity to help improve data protection law.

Both the hard law and the soft law seem to make bold claims asserting that 
we must act fairly or ethically; unless we are to interpret these as empty claims, it  
seems logical that the authors must assume that the reader will inherently understand 
the requirements without needing them to be explained. This approach may also help 
to explain why some questions of fairness have taken a very wide approach and oth-
ers narrow, depending on what was deemed to be important in the particular case. 
The next part  of this chapter will  therefore explore intuitive or philosophical ap-
proaches to fairness, to see whether it is possible that these concepts may help to fill  
the holes in data protection law.
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4. The intuitive concept of fairness

The above discussion has highlighted that there is a lacuna in the understanding of 
fairness in data protection law and suggested that this may, at least in part, be due to 
an assumption that the reader (or speaker) is relying on their inherent sense of fair-
ness. In this section, I will explore this idea, relating this intuitive conception of fair-
ness to data protection law in a more concrete way and by looking at philosophical 
concepts which touch upon but do not necessarily focus on fairness. 

In  Chapter 1, s.  3.3,  I produced a working definition of fairness as being a 
judgement which takes into account all of the facts—including both the actual acts 
and events, and the structures and rules surrounding them—and determining what is 
most  appropriate  in  those  circumstances.  This  could  involve  moral  and practical 
factors  and  would  conclude that  a  fair  result  may include rewards,  punishments, 
freedoms or duties, as was appropriate in the circumstances. The conclusion of fair-
ness was, at least to some extent, subjective, but this subjectivity would likely reflect 
the  culture  and environment  in  which  the  actions  and the  structures  existed  and 
would, at least to some extent, therefore also be included in the factual analysis.

In addition to  this working definition of fairness, it is worth discussing the 
idea of a numerical-based representation of fairness. This issue will be returned to in 
more specific ideas—for example in relation to identifying factors for the legitimate 
interest balancing test in Chapter 3, s. 3 et seq. and to algorithmic fairness in Chapter
4, s. 3.2—but it is worth making a few general observations here. 

In some cases, it will be easy to use numbers to calculate fairness; this could 
include  situations  where (all  other  things  being equal)  two people have  paid for 
something and wish to share it, or where we want to fairly divide a cake between 
guests. In each of these cases, there are clear, unambiguous, mathematical expres-
sions of fair “shares” to which all parties have equal claim. However, this becomes 
incredibly more complicated once we enter into a broader scope for fairness. To il-
lustrate this difficulty, it is worth thinking about how we would numerically express 
a situation that involves subjective concepts like comfort, satisfaction or displeasure
—and how quickly such calculations can seem absurd or impossible. For example, 
let us take a situation where the benefit of a certain data processing activity gives a 
benefit value of 200, while the cost value to the data subject is valued at 40 and the 
cost value to the controller valued at 60. Assuming a fair distribution of benefits to 
costs, this would mean we expect the data subject to receive a benefit value of 80 
and the  controller  receives  a  benefit  value  of  120.  While  this  is  mathematically 
sound, it is impractical (or even impossible) in all but a limited range of cases and re-
quires a number of loaded assumptions. 

First, how are these figures actually reached? In order for the sum to work, 
we must convert the costs and benefits into numbers on the same scale. However, 
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these elements will often be so different as not to be comparable. For example, the 
cost to the controller may be expressed in terms of money and resources, while the 
cost to the data subject may be the fact that somebody is using their personal data in 
a potentially unpleasant way. Some methodologies may exist which allow for such 
conversions; for example, economics offers a way to express things like preferences 
and the value of life or health into monetary values.71 However, the use of these 
methodologies is itself a subjective question that raises issues of fairness. For ex-
ample, under the economic approach, these values are reached not with a mind to 
“fairness” but to “market value” and can be in themselves regarded as unfair, unreal-
istic and artificial.72 While, therefore, the attempt to assign values to certain concepts 
may be born out of an attempt to objectivity, the result is still subjective as it relies 
on one’s decisions as to which is the best system to use—and, indeed, the assump-
tion that the numerical values are appropriate in the first place.

Secondly, the sum above makes the assumption that a proportionate distribu-
tion of the benefits is actually the best way to reach a fair result. While it may be so 
in some cases, we cannot say that this is universally true; rather, what is appropriate 
in the situation will depend on other factors. It may, for example, be fairer that one 
person receives a higher-than-proportionate or higher-than-equal share because they 
took on more risk, or because their contribution was “more important” or seen to be 
coming from a position of disadvantage or difficulty. This choice therefore involves 
yet another subjective or arguable choice, further reducing any supposed objectivity 
attained by a numerical approach to fairness. 

The numerical approach, then, does not help to avoid the inherent subjectiv-
ity in fairness. While numbers may be helpful in some cases, the questions of how to 
derive those numbers and then how to apply them inevitably involves subjective 
questions and can quickly turn into arbitrary decisions. While, therefore, one may 
personally subscribe to a numerical-based conception of fairness, I believe that this 
is better seen as a specific methodology for implementing the general concept of 
fairness expressed in the working definition above. 

This conclusion brings us back to the criticism of using a subjective concep-
tion of fairness in law: That, particularly where the methodology or subjective ele-
ments are left unexpressed, we have very little information about the decision and, 
notably, this can make it very difficult to respond or argue against the finding. Cer-
tainly, the intuitive concept of fairness set out above can fit with the legal discussion 
in ss. 2 and 3, and the idea that judges look at all of the factors that they consider rel-
evant and then decide what is appropriate in the circumstances without necessarily 

71 For a discussion of the economics approach to law and legal problems, see, e.g., Robert B. Cooter 
Jr. & Thomas Ulen, Law & Economics (6th edn, Pearson 2014).

72 See, for example, Christine Jolls, Cass R Sunstein & Richard Thaler, “A Behavioural Approach to 
Law and Economics” (1998) 50 (5) Stanford Law Review 1471.
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explicating the process. However, from a methodological point of view, it is  worth 
revisiting the concern that simply because it is possible to read the cases as having 
used an innate conception of fairness does not mean that this is how judges actually 
decided those cases.

In answering this concern, it is worth emphasising that I do not argue that all 
of the judges share the same intuitive sense of fairness, nor that all of the decisions 
will  have been made in  line with the working definition made above. As I  have 
noted, the intuitive sense of fairness is subjective and different people may come to 
different conclusions about what is or is not fair, or use different internal methodolo-
gies for implementing the intuitive concept discussed above. My interpretation of the 
cases does not, therefore, resolve around judges or the law having used a particular 
type of reasoning or logic, merely that we should assume that some sort of internal 
fairness evaluation is used (or should be used) until we can see otherwise. When 
framed as such,  some readers may still  accuse my interpretation of being overly 
charitable, but, as long as the existing cases are at least interpretable as having been 
made under a good-faith implementation of an internal sense of fairness, this will not 
necessarily defeat the proposals that I make in this thesis.

If, therefore, we accept, at least provisionally, that the law relies on an un-
spoken or inherent conception of fairness, we may then ask whether this is actually a 
desirable situation. On the one hand, relying on intuitive concepts of fairness allows 
for an extremely mobile and flexible protection, with no concerns about an over-leg-
alised definition creating loopholes. Equally importantly, by allowing the law to use 
the everyday meaning of the word “fair”, we avoid the confusion of using common 
words in a specialised way that does not match their normal meaning. However, as 
already noted, there is a significant weakness with this approach: As it relies on an 
internal and unspoken evaluation, we lack a way to justify how those factors are ac-
tually balanced or what method we should use for finding the conclusion. This cre-
ates the risk that unfair solutions are being described as fair solutions, with no way 
of rationally arguing why they are inappropriate. This not only risks unfair solutions 
being imposed in the name of fairness, it also creates significant difficulty for the 
conceptual and moral aspects of justice and law (which, ironically, results in the cre-
ation  of  an  unfair  situation),  since  we  cannot  provide  reasons  for  decisions  or 
achieve proper consistency between cases. Further, as has already been seen by the 
question of whether “fairness” is used legitimately or simply as window dressing, the 
reliance on the implicit  concept creates a lack of confidence in the law and still 
leaves open space for abuses. We  should, therefore, turn to more reasoned, philo-
sophical conceptions, in particular that elaborated by John Rawls.
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5. John Rawls and fairness

From an  academic  philosophical  perspective,  Rawls’ discussion  in  A Theory  of  
Justice is particularly illustrative in the search for an underlying concept of fairness 
that can be operationalised into the law.73 Although Rawls restated his theory several 
times over his career, the scope of his work was somewhat different to the scope of 
this thesis and the later modifications are not important for our purposes.74 Equally, 
Rawls has been subject to much criticism, e.g. due to his overly narrow focus on in-
stitutions as a source for justice75 and his failure to properly consider how issues 
caused by gender inequalities should be incorporated.76 While such criticisms are 
certainly important, as I am focusing largely on Rawls’ test for fairness, rather than 
how he applies that test into the concept of justice, I will only focus on these cri-
tiques as and when they become relevant, rather than engaging in a thorough literat-
ure review of reactions and critiques of Rawls.

Interesting, Rawls presented us with two forms of “fairness”. The first, and 
more in depth, is that of justice as fairness, and will be dealt with in s.  5.1. The 
second, much briefer, concept is fairness as a personal obligation, which, as with the 
discussion on what makes institutions fair, is not relevant for this thesis and therefore 
will not be discussed here. These two forms of fairness are not presented as exclus-
ive or contradictory; instead, both represent different forms of fairness. In this sec-
tion, I will discuss both of these concepts in detail and explore how they can be util-
ised by both the law in general and the GDPR, art. 5(1)(a) in particular. Having done 
this, I will examine some uses of fairness in law and consider whether the Rawlsian 
approach to fairness can help with the ambiguities or issues found.

5.1. Justice as fairness

Rawls explains the concept of “justice as fairness” as the set of principles used to 
settle the basic terms of association to which a rational person (in this case, under-
stood as a person who wishes to advance their own interests) would agree when in a 
position of equality.77 Developing this theory largely as a rejection of utilitarianism,78 
Rawls proposed the use of a thought experiment called “the original position” to 

73 Rawls’ work is generally regarded as a leading authority on fairness. See, e.g., Ken Binmore, 
“Fairness” (2019) 4 Criterion Journal on Innovation 533; Paul Weithman, Why Political Liberal-
ism?: On John Rawls's Political Turn (OUP 2011); or Otfried Höffe, “An Introduction to Rawls’s 
A Theory of Justice” in Otfried Höffe (ed) John Rawls, A Theory of Justice (translated by Joost 
den Haan, Brill 2013).

74 See, for example, the changes relating to the concept of stability and sustainability of the political 
society which results from justice as fairness. For an interesting discussion of the changes to 
Rawls’ theories over time, see, e.g., Weithman ibid.

75 See, e.g., Amartya Sen, The Idea of Justice (Kindle edn, Penguin 2010).
76 See, e.g., Susan Moller Okin, Justice, Gender, and the Family (BasicBooks 1989) and Ruth Ab-

bey (ed) Feminist Interpretations of John Rawls (Pennsylvania State University Press 2013).
77 Rawls (n 2) 102.
78 ibid 20.
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identify the principles which underlie  our conceptions  of justice.  Throughout  his 
works, Rawls spends much time discussing the various conclusions which may be 
reached  in  the  original  position,  refining  his  conception  of  the  principles  which 
would found a just society, and which we can use to evaluate the society in which we 
live.

It must be emphasised at this point that the scope of Rawls work is different 
to the scope of this thesis. When looking at justice as fairness, Rawls’ primary con-
cern is social justice, with a focus on “the way in which the major social institutions 
distribute fundamental  rights  and duties and determine the division of advantage 
from social cooperation.”79 In particular, Rawls uses his theory to discuss issues of 
institutional justice and reaches two underlying principles for finding fairness in that 
environment.  Given the differences in scope of the work, these are not relevant for 
the purposes of this thesis and will not be discussed here. Nevertheless, I believe that 
his discussions and theories, particularly as they relate to the original position, will 
be extremely useful and interesting for the purposes of this thesis. In this part, I will  
discuss Rawls’ general theory and extract, with some small modifications, the ele-
ments which I believe will be of utility for our purposes.

The basis of Rawls’ theory is that, in order to evaluate whether institutions 
are just or unjust, we must formulate “a set of principles which, when conjoined to 
our beliefs and knowledge of the circumstances, would lead us to make these judg-
ments”.80 This is not to say that we must be fully aware of both these principles and 
these processes; rather, Rawls claims that, as with our knowledge of grammar, our 
ability to evaluate the institutions uses “theoretical constructions that far outrun the 
ad hoc precepts of our explicit … knowledge.”81 This idea makes sense—it would be 
very difficult to argue that, when evaluating justice or fairness, everybody explicitly 
and consciously checks the situation against a set of principles before determining 
whether something is fair or not. Rather, there must be some level of reflective or 
subconscious procedure that is performed and we may not necessarily be aware of 
how we reached the conclusion.

This idea is similar to problems that have been discussed in this thesis. If we 
have accepted that the law is currently using an implicit conception of fairness, we 
can use the same analogy of grammar as Rawls; much as the judges do not explicitly  
reason whether each sentence in their judgment is grammatically correct, they may 
not consciously think about or explain why certain processing activities are fair or 
not. Following this idea may therefore serve as a useful routefor elaborating on un-
spoken or intuitive concepts of fairness and rebutting the idea that legal references to 
fairness are simply disingenuous window-dressing.

79 ibid 6.
80 ibid 41.
81 ibid 41.
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Returning to Rawls, it is important that he does not claim that his conclusions 
are universal, but assumes that our principles of justice (when taken at a high level) 
are sufficiently similar  and that divisions will  be limited to certain philosophical 
lines.82 The apparent differences in peoples’ conceptions of justice are, presumably, 
therefore introduced at a later stage when these high-level principles are put into 
practice, possibly because these principles are either implemented differently or be-
cause they are implemented incorrectly.83 Again, this claim seems to be in line with 
the discussions on fairness held here: While various people or cultures may have dif-
ferent perceptions about what is the fair solution, these differences do not necessarily 
mean that we cannot find a collective conception of fairness per se, but simply that 
the cultural backgrounds must be included as relevant circumstances when looking 
for the fair solution to that particular situation. 

To  find  the  principles  that  govern  justice  as  fairness,  Rawls  relies  on  a 
thought  experiment  called  the  original  position.  Under  this  thought  experiment, 
Rawls claims that, when asked to agree on the principles which will serve as the 
foundation of justice, people in the original position will use “widely shared and yet 
weak conditions” to find a solution which is ultimately a fair basis for justice.84 To 
ensure that a person in the original position performs their task correctly and hon-
estly, Rawls relies on what he calls “the veil of ignorance”. 

When behind the veil, people in the original position are deprived of know-
ledge which would bias their decision-making. As a result, a person in the original 
position would be ignorant of, inter alia, their social status, natural assets and abilit-
ies (e.g. gender, physical attributes or intelligence), life goals or plans, psychology, 
or religious or political beliefs. They would also be ignorant of the exact status of 
their society, its political or social make up, what kind of group is in the majority  
etc.85 The only information which would remain would be “general facts about hu-
man society” which “affect the choice of the principles of justice.”86 

Importantly, people behind the veil will have no knowledge of their personal 
motivations. This, Rawls argues, means that they will have no choice but to be ra-
tional actors (i.e. they will assume that they would prefer to have more social goods 
than less social goods, are not envious and will only agree on an agreement which 
they know they can keep).87 As a consequence of this, people in the original position 
will  only  accept  limitations  if  they  receive  an  equal  benefit88 and  therefore,  as 
nobody knows their particular situation behind the veil of ignorance, everybody must 
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87 ibid 123–126. 
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bargain in a way which promotes all groups fairly, or else they may otherwise end up 
making their own position worse.89 Since everyone in the original position has the 
same knowledge, Rawls argues that everybody would come up with the same solu-
tion and that  this  solution can therefore be taken as the underlying principles of 
justice.90 

Finding a fair  position can therefore be characterised as finding one with 
which everybody could (at least in the abstract) agree. In other words, we cannot 
simply consider the preferences of the most powerful, or the most numerous, or the 
weakest parties; a solution is only fair if it is acceptable to everyone. By putting the 
parties into the original position, the test intends that we must take account of every 
possible party’s preferences and positions. This in turn means that we must consider 
all of the relevant facts, backgrounds and circumstances as only by doing so can we 
ensure that we would be willing to accept the result once we have left the original 
position. For example, if we were to analyse a processing activity from behind the 
original position, we would not know whether we were the controller, the data sub-
ject, the processor or a relevant third party. We would, therefore, need to consider all 
of the circumstances so that we could know the pros and cons for each party before 
we could safely say that we would be happy with the situation, no matter which role 
was actually ours. 

This structure is supported by another tool used in Rawls’ theory: Reflective 
equilibrium. People cannot actually enter the original position as properly conceived. 
There will, therefore, inevitably be inconsistencies with the results of the thought ex-
periment and our “real” or innate sense of justice or fairness. To deal with these mis-
matches, Rawls proposes the use of reflective equilibrium, a process by which we 
move back and forth between our sense of justice and our considered judgments, 
modifying one or the other until the two match.91 This allows us to identify whether 
it is our present judgement that is actually unjust or whether our initial principles of 
justice are not correctly conceived. In either situation, this tells us something valu-
able and allows us to evaluate both ourselves and our theories. Rawls’ theory, then, 
attempts to avoid being purely subjective or objective, being neither based entirely 
on the perceptions and opinions of individuals (which would inevitably result in an 
unfair balancing of interests) or on purely abstract considerations (which would inev-
itably ignore important aspects of fairness).

It is here that it is necessary to consider the criticism raised by Okin—that 
while “a consistent and wholehearted application” of Rawls’ test can lead us to see 
entrenched differences (including those which arise due to gender discrimination), 
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Rawls himself does not properly address the problem.92 In particular, Okin notes that 
while Rawls is aware of socialised differences, and that these can alter our percep-
tions of fairness, he fails to recognise the ways in which our existing gendered soci-
ety may fundamentally alter our perspectives and render men unable to put them-
selves into women’s shoes during the original position thought experiment. As a res-
ult, men in the original position will still produce a male-centric view of fairness, ig-
noring the needs and problems of women.93 

Okin’s criticism can also be applied beyond issues of sexism and,  e.g., will 
also be applicable to other social and economic divides. While the perspective of a 
person in the original position, having no knowledge of their own position in society, 
would in theory be immune from the prejudices or thought-shaping imposed by life 
experiences, this will not be true of the person performing the thought experience. As 
that person has experienced their life and not the lives of others, even the most em-
pathetic person will find it very difficult (if not impossible) to identify all of the sub-
conscious biases and prejudices which they have but which would not be held by a 
person in the original position. Equally, if the person in the original position is sup-
posed to have all of the information necessary for making their decision, a person’s 
privilege or life experiences may prevent them from seeing that other perspectives 
properly (or that they even exist), no matter how well intentioned they are.

This critique does not only apply to the Rawlsian approach to fairness, but 
can also be extended to any attempt by people to determine what is fair; whether in 
the original position or simply using one’s intuitive sense, people are inherently im-
perfect and will make biased analyses. The consequence of Okin’s critique is, there-
fore, not to say that this renders fairness or the Rawlsian approach inappropriate, 
rather that it should be used to correct and guide the use and implementation of the 
Rawlsian fairness test. In particular, Okin’s critique highlights two issues: First that a 
person performing the original position thought experiment cannot simply rely on 
their own experiences and must consult other stakeholders, and secondly that it is 
important to verbalise our reasoning, conceptions and preconceptions as much as 
possible so as to detect any (consciously or unconsciously) hidden biases or percep-
tions that may be affecting our fairness evaluation.

Fortunately, by walking through the steps of the original position thought ex-
periment, it should be possible to incorporate these issues. In particular, by identify-
ing the information that needs to be had in the original position and the information 
which needs to be unknown in the original position, a person is able to explicitly set 
out the conditions on which have consciously made their decision. This information 
can then be evaluated and critiqued by third parties, who can (for example) determ-
ine whether the factors must rely on unspoken (or unconsidered) criteria, or whether 
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certain factors that should have been considered have been ignored. However, it is 
also important to note Okin’s finding that “women cannot simply be added to the 
subject matter of existing political theory, for the works of our philosophical heritage 
are to a very great extent built on the assumption of the inequality of the sexes.”94 In 
much the same way, we cannot simply fold new information relating to those who 
may have been previously neglected into the Rawslian approach. Instead, we must 
ensure that, when seeking a complete and proper view of fairness, the relevant in-
formation is given an authentically genuine and visible role from the beginning of 
the process.

It is also worth noting that the test does not necessarily require that every-
body  will agree to the solution when outside of the original position,  although it 
would be unfair of them to disagree. This makes sense; while a person may want to 
do so, it would certainly seem unfair for them to agree that a solution works well for 
everybody and know that they would accept it if they were in any other position but 
refuse it because they want a bigger benefit for themselves. It  must  also  be  re-
membered that a test for fairness is not supposed to be a forecast or a dictation, but a 
way of evaluating possible solutions. Although we may want them to do so, we nor-
mally do not expect people to meet a high standard of fairness unless this is imposed 
externally. Given that people are often selfish and will reach for the best solution for 
themselves, there is no guarantee that people (even those with the best intentions) 
will actually want to reach the fairest solution, especially in commercial situations. 
Equally, real life often comes with power imbalances or other elements that make ac-
tual negotiations unfair, even if all relevant parties are present and fighting for their 
interests. The original position therefore provides a way of evaluating fairness in the 
abstract, without needing to refer to biased or unfair results from real life as meas-
ures.

Interestingly,  Rawls  offers  another  method  for  testing  the  conclusions 
reached in the original position: Would you agree with the principles reached in the 
original position if you knew that your worst enemy were responsible for deciding 
your position in society?95 This test makes sense within our intuitive conception of 
fairness; if two parties, with completely opposed interests, are able to agree on a 
solution, that solution would seem to be fair. 

The Rawlsian approach therefore provides a structure around which we can 
discuss whether or not something should be considered fair. In practice, people may 
attempt to perform the thought experiment and reach different answers. This could, 
for example, be because the person has failed to perform the thought experiment cor-
rectly; notably, Rawls argued that the inability of humans to actually enter the correct 
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mindset does not affect the validity of the original position as a general theory.96 Al-
ternatively, as noted by Sen, it may simply be because there are points on which 
reasonable arguments can disagree, whether those arguments come from different 
people or a single person who has changed their mind.97 As Sen states, “the necessity 
of reasoning and scrutiny is  not compromised in any way by the possibility that 
some competing priorities may survive despite the confrontation of reason.”98 

Ultimately,  given  the  wide  range  of  potentially  subjective  factors  which 
might affect fairness and the inability of people to entirely separate judgements from 
their internal biases, it would be impossible to produce a test which would allow 
everybody to always reach the same conclusion about whether or not something is 
fair. This is particularly the case given the subjective aspects of fairness and the fact 
that  we cannot always identify all  of the relevant  circumstances and background 
factors that might influence our decisions. The advantage of the Rawlsian approach, 
then, particularly when viewed in light of Okin’s warnings, is not that it provides a 
single, correct answer to fairness, but that it can provide a methodology which can 
be developed to discuss our interpretation of fairness, much as one can use the lan-
guage of grammar to explore and explain why one wrote a sentence in a particular 
way. It is this strength and potential that will now be examined and carried through 
towards a usable legal test.

5.2. Putting Rawls into practice

The first research question in this thesis is “How should we understand the concept 
of fairness under the GDPR, art. 5(1)(a)?” The GDPR itself, and much of the sur-
rounding law, is quite vague on this point, often seemingly relying on implicit or un-
spoken concepts and intuitions of fairness. Fortunately,  Rawls’ writing, while not 
created within the frame of data protection law, explicitly considers and provides a 
method for evaluating and discussing the concept of fairness. Having established the 
proposition that the Rawlsian approach to fairness, carefully utilised, can help to ex-
plicate the reasoning and factors behind a finding of fairness, the question becomes 
whether this can actually be turned into a usable test.  Given that intuitive concepts 
and the subjective elements may seem to be inevitable in any conception of fairness, 
this approach has the potential to be very useful for a legalised concept of fairness. 

The biggest problem with applying Rawls’ theory to law is that, as already 
noted, Rawls positioned his work on a particular level of society. The thought experi-
ment, as elaborated by Rawls, is not used to evaluate fairness in individual cases, but 
rather to create a fair sense of institutional justice. Nevertheless, there is nothing in 
Rawls  work  which  prevents  the  original  position  from being  adapted  and trans-
planted to cases of individual fairness. Indeed, much of Rawls’ basic premise still ap-
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plies: In order to find a fair result, one must imagine being placed in the original pos-
ition, with no knowledge of one’s real-life position, and then decide how to resolve 
the issue. The main modification that is necessary is the amount of knowledge which 
remains on the other side of the veil of ignorance. In Rawls’ conception, the original 
position is used to create the rules for institutional justice; as a result,  very little 
knowledge of the way society functions is necessary. In more specific uses, however, 
the person in the original position is trying to find a fair solution within the context 
of an already-existing structure.  It is therefore necessary for that person to retain 
more knowledge about the circumstances and structures in which the situation exists.

It is also worth noting that Rawls himself does not object to the use of his 
tools in this way. At the beginning of his book, Rawls states that while his work is 
limited to institutions, his theory could be extended to other questions of fairness 
“with suitable modifications”.99 Further, Rawls himself uses the concept of the ori-
ginal position to explore other issues of fairness, including his concept of fairness as 
the basis for non-natural personal obligations.100 Equally, Rawls makes it clear that 
there is at least some awareness of facts and ideals in the original position101 and then 
later introduces the concept of a modified veil of ignorance that can be used to trans-
late the fundamental principles into a practical constitution.102 Finally, it is worth not-
ing that I am not the only person who has suggested applying Rawls’ theories in 
more practical circumstances.103

While acceptable in theory, however, one difficulty with using Rawls’ theory 
in this way is that, by reducing the level of ignorance, we have also increased the 
possibility for a person using the original position to manipulate the system in an un-
fair way. This could arise because a person performing the thought experiment may 
be able to game the system by permitting extra information through, or could simply 
include such information accidentally. Fortunately, this is only an issue if the de-
cision is never reviewed, ideally, such issues should be caught (or, at least, be catch-
able) by others following the explanation of the decision. Nevertheless, this emphas-
ises that the original position thought experiment is not a guaranteed methodology 
for reaching fairness; rather, it is a methodology for consciously considering the is-
sues around fairness, encouraging us to disregard our biases and come up with an ex-
planation for our decision in a communicable way that identifies the relevant issues.

A related issue would be that if a person in the original position is allowed 
too much information about the make-up of society, they may be able to make de-
cisions based on probability. For example, if a person in the modified original posi-
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tion knows that 99% of people are in group A and 1% of people are in group B, that 
person may decide that it is worth the risk of upgrading group A’s standing to the 
detriment of group B since there is such a small chance that they will be in group B. 
This would ruin the validity of the thought experiment as the conclusion from the 
original position may simply be a gamble based on the risks of ending up in certain 
groups (and risk returning to the problems of utilitarianism which Rawls was at-
tempting to reject).

This difficulty does not necessarily mean that the original position cannot 
produce productive results in this situation. First, information about the numbers of 
people in each group will only be present behind the veil of ignorance if it is actually 
important for finding a fair solution in that situation. Therefore, in many cases, this 
difficulty should not arise. Where that information is relevant to finding a fair solu-
tion, any finding of “fairness” would be incomplete and inaccurate without it and it 
therefore seems inconsistent to withhold it.  Secondly, the potential gaming of the 
system assumes that a person in the original position has a chance of being part of 
any particular group that is proportionate to the size of that group. While this would 
be true if we were to conceive of the original position as a meeting of every single 
person in a society, Rawls points out that this is not necessarily the case. If, as Rawls 
argues, the original position is “not to be thought of as a general assembly”104 but 
that (given that all people have the same level of information and will make their de-
cision as a rational actor) any one person would reach the same position as any other 
person, there is no need for the person in the original position to have a proportionate 
chance of being in any group. Instead, this particular problem can simply be avoided 
by that person knowing that there would be an equal chance of them being from any 
group (or combination of groups), regardless of their size: A rational person in such a 
situation would therefore be required to act in favour of all groups, no matter how 
large or small.

At the very least, then, Rawls methodology introduces an interesting way of 
analysing fairness that can be useful when formulating a legal test. Unlike the innate 
senses of fairness, Rawls provides a structure for analysing situations that can be ad-
apted to fit the required circumstances. While the test will need modification in order 
to be used as a legal test—especially if we are attempting to formulate a test for the 
GDPR, art. 5(1)(a)—the original position thought experiment appears to give a good 
starting point for this task. In particular, rather than simply saying “I have looked at 
the situation and concluded that it is fair/unfair”, a person can use the thought experi-
ment to provide a structure around which they can identify and discuss the different 
elements and how they would have influenced the mind of a person in the original 
position. Further, reflective equilibrium helps to mitigate the issue of overly, artifi-
cially or inappropriately rationalising the subjective aspects. By moving between the 
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original position and our intuitive response, this gives us a further structure whereby 
we can critique our own conclusions, either discovering our unspoken biases or fix-
ing our faulty logic and artificial constructs within the thought experiment. 

As a theorist, then, Rawls provides some useful tools for discussing fairness 
which can help us to understand the concept of fairness under the GDPR, art. 5(1)(a). 
However,  as has already been noted,  Rawls is  not looking at  fairness within the 
concept of data protection law, let alone within the concept of substantive EU law. 
This next section will therefore consider whether these theories help us to understand 
legal concepts of fairness as actually utilised in the real world.

5.3. Fairness in law: Rawls in real life?

The discussion above has indicated that the Rawlsian approach may be of use when 
helping to verbalise and discuss our ideas and thoughts relating to fairness in a ra-
tional way. However, while the idea is nice in theory, it is not helpful for answering 
the first research questions if it cannot be applied in practice. The difficulty is that, as 
discussed above, there seems to be very little overt legal consideration on fairness, 
including within  data protection law. Certainly, any examination into whether the 
courts have openly or explicitly used a Rawlsian approach would be met with a re-
sounding  “No”.  However,  this  does  not  spell  the  end  of  the  investigation.  The 
Rawlsian methodology discussed above does not attempt to redefine or reinvent fair-
ness; rather, it is most useful for making explicit the implicit ideas about fairness and 
opening the conversation in a structured way. The question, then, becomes whether 
the law already approaches fairness in a way that is compatible with the Rawlsian 
test and whether introducing it would simply operate as a way of explicating the cur-
rent, implicit approach to determining fairness.

Before returning to the use in data protection law, I will first broaden the 
scope for review in this section to look at other areas of law. While we are not ob-
liged to have a universal approach for fairness throughout all branches of law, it is 
clearly preferable that concepts such as fairness are treated consistently throughout 
EU jurisprudence. Due to reasons of scope, it will not be possible to perform a com-
prehensive review of every legal use of fairness. Fortunately, such a review will not 
be necessary; as will be explored below, most legal conceptions of fairness do not 
define it  as a general concept, instead looking at  what is fair in specific circum-
stances. This section will also consider some concepts of fairness that do not exist 
within EU law. These obviously do not constitute part of EU law, but the comparis-
ons and contrasts will nonetheless be helpful in the discussion. Having completed 
this survey, I will  then attempt to draw some common themes from the different 
areas of law, highlight some useful lessons that may apply to the GDPR and consider 
how those themes may be compatible with or incorporated into the Rawlsian ap-
proach. 
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As a starting point for this discussion, it  is  important  to note the division 
between procedural fairness and substantive fairness—the latter referring to a result 
that is actually fair, however that happens to be measured, and the former looking at 
the procedure which led to the result.105 Procedural fairness is often important in ad-
ministrative law and the concept of a fair trial. It is trite to say that procedural ele-
ments of administrative acts can be subject to intense review and that the fairness of 
that procedure is one of the issues which is examined. However, one difficulty with 
examining administrative procedural fairness at an EU level, as noted by Galetta, 
Hofmann, Puigpelat and Zillar in their report for the EU Parliament’s Committee on 
Legal Affairs, is that there is no “established authoritative catalogue of general prin-
ciples of EU administrative procedural law”, nor a “minimum consensus in scholar-
ship about such a list”.106 Nevertheless, in their review of the topic, they note that 
procedural fairness is linked to issues of timeliness and that there is a right to “have 
[one’s] affairs handled impartially, fairly and within a reasonable time”.107 

The concept of procedural fairness also seems to be related to the maxim or 
idea of “justice must be seen as well as done”—it does not matter if the result alone 
is fair if we cannot also see that it has been reached through a fair process. This ties 
into the problems of using an intuitive sense of fairness; as discussed above, it can be 
difficult to see whether fairness actually played a meaningful role in the process or if  
it was simply used as window-dressing for a decision reached through other means. 
The importance of procedural fairness, and the factors justifying its existence as a 
principle, therefore also seem to support at least some more formalised version of 
fairness in law.

5.3.1 Unfair Commercial Practices Directive

The Unfair Commercial Practices Directive108 contains two broad categories of un-
fair  practices:  Those  which  are  always  unfair  (contained  in  Annex 1)  and those 
which may be unfair depending on a case-by-case assessment.

The conditions for case-by-case assessments are set out in arts. 5–9, with arts. 
5(2) setting out the broadest test, arts. 6–7 setting out a test for commercial practices 
that are unfair because they are misleading and arts. 8–9 setting out a test for com-
mercial practices that are unfair because they are aggressive. Of these tests, art. 5(2) 
sets out that a commercial practice is unfair if:

105 Lisa Whitehouse, Susan Bright & Mandeep Dhami, “Improving procedural fairness in housing 
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“(a) it is contrary to the requirements of professional diligence,

and

(b) it materially distorts or is likely to materially distort the economic be-
haviour  with regard to  the product  of  the average consumer whom it 
reaches or to whom it  is addressed,  or of the average member of the 
group when a commercial practice is directed to a particular group of 
consumers.”

Meanwhile, arts. 6–9  look at particular actions, omissions or practices, allowing a 
very broad look at the circumstances, but simultaneously narrowing in on  specific 
factors that may render the processing unfair, depending on the scope of the particu-
lar article. For example, art. 7(1) states that a practice is misleading if, “taking ac-
count of its features and circumstances”, it leaves out information necessary for con-
sumers to make an informed decision and so causes (or is likely to cause) the con-
sumer to enter into a transaction that they would not have otherwise entered. Mean-
while, Annex 1 provides a simple, closed list of practices that are considered unfair 
in all circumstances, such as making false claims about certain things.

It should be noted that arts. 6–9 are not a restatement of art. 5(2); rather, art. 
5(2) acts as a free-standing concept of unfairness which operates outside of the more 
limited scenarios given in arts. 6–9.109 Nevertheless, although art. 5(2) is quite gen-
eral compared to arts. 6–9 and Annex 1, this law clearly deals with a very specific 
implementation of fairness; it does not attempt to set out a general principle of fair-
ness, but instead focuses on particular abuses which will render  commercial prac-
tices unfair in specific ways.

Nevertheless, it is still possible to extrapolate certain general principles from 
the law. It is interesting that arts. 6–9 explicitly require the consideration of the entire 
factual context of the claim (although art. 6(1) also includes a number of actions that 
are always considered sufficiently misleading as to be unfair). When combined with 
the free-standing, context-sensitive test under art. 5(2) and the list of forbidden prac-
tices under Annex 1, we can extrapolate that fairness will generally require a wide 
consideration of facts, but that there are some situations which the law has predeter-
mined will always be unfair. It is also worth examining the purpose of the Directive 
itself.  Notably,  the Directive only addresses situations where there is a particular 
power imbalance between commercial actors and consumers.110 This limitation is im-
portant because it is not simply the action that is unfair, it is also the context in which 
it happens. Further, this helps to explain why some actions are considered unfair re-
gardless of the specific circumstances; the relationship between the parties, and the 
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subsequent risk to consumer’s behaviour, is enough context to mean that the practice 
is unfair. 

This context-sensitive  usage  of unfairness has been raised as a criticism of 
the Unfair Commercial Practices regime. Howells, Micklitz and Wilhelmsson have 
argued that “the concept of unfairness is in many respects both subjective and bound 
to (legal) culture”.111 Having reviewed the reception in English, German and Nordic 
law to various commercial practices, the authors identify a number of divergences in 
national practices and argue that these are due to differing local attitudes; for ex-
ample, they argue that the Nordic countries’ stronger emphasis on information rights 
are not based on a belief that this will improve the market (as evidenced by the reli-
ance on substantive market rules) but on the “strong moral emphasis” on honesty.112 

While this variation creates clear difficulties for imposing universal rules, it 
does not necessarily cause difficulties for deriving the concept of fairness. Indeed, it 
would be extremely odd if the context-sensitive nature of did not take account of the 
societal factors in which the relevant issue exists. If, for example, we are situated in 
a society where everyone expects everyone else to be honest (and therefore actors 
will take statements at face value), being dishonest is more likely to lead to unfair-
ness than in a society full of mistrust (where actors are more likely to verify things 
that they have been told). 

In 2018, the Commission proposed New Deal For Consumers113 to update 
consumer  protection  rules,  including  the  Unfair  Commercial  Practices  Directive. 
However, neither the New Deal For Consumers nor the subsequent legislative out-
comes114 held any discussion about how “fairness” was conceived on a general level. 
Nevertheless, the New Deal for Consumers does reinforce the contextual nature of 
fairness. One of the goals of the New Deal for Consumers was to create more trans-
parency online and to ensure that the rules covered “free services”, where consumers 
accessed services in exchange for their personal data, rather than for money.115 In 
particular, these changes demonstrate that, as, inter alia, commercial and social prac-
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tices change over time, the law may need to reconsider how and when laws govern-
ing fairness are applied.

Finally, it is worth noting that the European Commission’s guidance on the 
implementation of the Unfair Commercial Practices Directive116 does discuss the link 
between the Directive and data protection law.117 Notably, it states that violations of 
data protection law do not always equate to a violation of the Unfair Commercial 
Practices Directive, but that they can be relevant when considering the “overall un-
fairness of commercial practices” and emphasise the importance of the transparency 
of the commercial practice in question.118 While this does not tell us much about the 
overlapping uses of fairness as a regulatory tool, it does emphasise the importance of 
transparency and of taking all factors into account when determining if something is 
unfair.

5.3.2 Unfair Terms in Consumer Contracts Directive

It is trite to say that freedom to contract is generally regarded as an extremely im-
portant principle—and one which may be seen as directly contradicting the use of 
fairness in contract law. A nice illustration of this point can be taken from the con-
tract law of England and Wales where, in Wood v Sureterm Direct Ltd, Clarke, L.J. 
stated:

“Businessmen sometimes make bad or poor bargains for a number of dif-
ferent reasons such as a weak negotiating position, poor negotiating or 
drafting skills, inadequate advice or inadvertence. If they do so it is not 
the function of the court to improve their bargain or make it more reason-
able by a process of interpretation which amounts to rewriting it.”119

In this quotation, the Court explicitly refuses to examine whether a contract is sub-
stantively fair; whether the contract is fair or not does not affect its legal validity and 
the Court  will  not  alter  or  improve a  deal  simply because  someone made a bad 
choice.

Nevertheless, this is not to say that fairness never plays a role in contract law. 
In some countries, contractual terms may be modified,  or even set  aside,  if  they 
would lead to an unfair result.120 There are also clear differences between attitudes to 
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Implementation/Application of Directive 2005/29/EC on Unfair Commercial Practices Accompa-
nying the document Communication from the Commission to the European Parliament, the Coun-
cil, the European Economic and Social Committee and the Committee of the Regions: A Compre-
hensive approach to stimulating cross-border e-Commerce for Europe’s citizens and businesses 
{COM(2016) 320 final}, SWD(2016) 163 final (25 May 2016).

117 ibid 22 et seq.
118 ibid 24–25.
119 Wood v Sureterm Direct Ltd [2015] EWCA Civ 839, para. 30.
120 See, e.g., the Finnish Contracts Act (228/1929, as amended) (Laki varallisuusoikeudellisista 

oikeustoimista), s. 36 (956/1982).
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substantive fairness and procedural fairness; for example, even despite the quotation 
above, contracts in the England and Wales may be set aside if one party was at such 
a manifest disadvantage and the other side took unconscionable advantage of this 
fact.121

This tension can be clearly seen in EU attempts to regulate unfair contract 
terms. Under the Unfair Terms in Consumer Contracts Directive,122 art. 3 states that 
“a contractual term which has not been individually negotiated shall be regarded as 
unfair if, contrary to the requirements of good faith, it causes a significant imbalance 
in the parties’ rights and obligations arising under the contract, to the detriment of 
the consumer.” Importantly, art. 4(2) further clarifies that “assessment of the unfair 
nature of the terms shall relate neither to the definition of the main subject matter of 
the contract nor to the adequacy of the price and remuneration … in so far as these 
terms are in plain intelligible language.”

The Directive, then, creates some significant carve-outs from the fairness as-
sessment.  The question,  however, is whether this is due to reasons of fairness or 
whether it is simply due to external political reasons. One clear factor is competence
—the EU treaties, which define the EU’s competences, does not give it the power to 
legislate over fairness of terms in contract law per se, let alone general questions of 
fairness.123 In the case of the Unfair Terms in Consumer Contracts Directive, the re-
citals state that the Directive was passed to enable the establishment of the single 
market and pointed to particular divergence in consumer contracts, which sets firm 
borders for when the Directive can raise questions of fairness.

In addition to the legal limits, is also unlikely that the EU Member States 
would have agreed to general restrictions on business-to-business contracts. While 
consumers may be a weaker party due to a lack of bargaining power and level of 
knowledge,124 businesses (at least in theory) deal with each other as independent act-
ors who operate in arms-length negotiations and are able to look after themselves. 
This position can be seen in Advocate General Mischo’s opinion in Cape Snc, which 
stated that “legal persons and companies do not generally find themselves in that 
weaker position and there is therefore no reason to grant them protection which, as 
an exception to contractual freedom, must … be strictly interpreted.”125 As discussed 

121 See, e.g., National Westminster Bank PLC v Morgan [1985] UKHL 2; [1985] AC 686.
122 Council Directive 93/13/EEC of 5 April 1993 on unfair terms in consumer contracts [1993] OJ 

L95/29.
123 The EU’s competences are set out in the TFEU, Part 1, Title 1. At the time that the Unfair Terms 

in Consumer Contracts Directive was published, the EU’s competences were determined by the 
Single European Act [1987] OJ L169/1, which also did not contain an EU competence on general 
competition law. 

124 C-243/08 Pannon GSM Zrt v Erzsébet Sustikné Győrfi, ECLI:EU:C:2009:350; [2009] ECR I-
04713, para. 22.

125 C-541/99 & C-542/99 Cape Snc v Idealservice Srl, Advocate General’s opinion, 
ECLI:EU:C:2001:337; [2001] ECR I-09049, para. 16.
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below, EU law does contain some restrictions on business-to-business contracts in 
competition law, but (insofar as fairness is concerned) these are also limited in scope 
and apply where one party’s dominant position removes or unduly restricts this idea 
of freedom to contract. Equally, the fact that the Directive does not deal with the 
price and definition of the main subject matter limits the Directive to contractual 
“extras”. This can be seen as a clear embodiment of freedom of contract and of mar-
kets: It is up to the parties and the market to decide what they want to buy and at  
what value, even if that results in an unfair price.

These elements seem to support the idea of “meta-fairness”—even if the law 
does not consider the substantive fairness of individual contracts, it refuses to do so 
because this would result in an unfairer system overall. This relates back to the idea 
of freedom of contract and the suggestion that it would be more unfair for a court to  
substitute its judgment for the decisions of the contracting parties. This position can 
be seen in the language used by A.G. Mischo referred to above; while consumers 
need the extra protection against extra terms, it would be unfair to impose limitations 
in other conditions. Nevertheless, it is interesting to note that this meta-fairness posi-
tion may not be universally accepted. As already discussed, it is possible for rational 
and reasonable people to disagree about what is fair, which must include whether it  
is fairer to promote freedom to contract as the parties wish or for the courts to have 
competence to review substantive fairness in agreements. In many ways, this is a 
political decision and will likely depend on one’s broader viewpoints. 

This difference of opinion supports a few important aspects identified above. 
First, it demonstrates the importance of being able to discuss our intuitive or un-
spoken conceptions of fairness in a structured way, given that two people may reach 
vastly different conclusions based on the same evidence. Secondly, it highlights the 
subjective and cultural aspects of fairness. For example, political opinions do not ex-
ist in a vacuum, but depend on the political culture and structure of the system where 
the person has lived. Any wider test for fairness must, therefore, be capable of sur-
viving in different environments.

5.3.3 Competition Law

The use of fairness in competition and antitrust law126 has been quite controversial. 
This controversy makes sense; if one believes that the purpose of competition law 
should be restricted to economic efficiency and that, once this is achieved, the free 
market will then take care of itself,127 attempts by the law to impose its own view of 
fairness will dilute, distract or even detract from this goal. Nevertheless, within the 

126 The terms “competition law” and “antitrust law” are used depending on jurisdiction. I will prefer 
the term “competition law” to refer to EU law and “antitrust law” for the US.

127 For a classic work on this topic, see Robert Bork, The Antitrust Paradox (2nd edn, Free Press 
1993). It is notable that this book has been subject to significant criticism in recent years; see, for 
example Christopher Leslie, “Antitrust Made (Too) Simple” (2014) 79 (3) Antitrust Law Journal 
917.
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EU, fairness has been accepted as a goal of competition law. The TFEU, art. 102(a) 
prohibits dominant actors from “directly or indirectly imposing unfair purchase or 
selling prices or other unfair trading conditions”. Fairness has also received signific-
ant political and extra-legal approval. As noted by Gerard, over half of the speeches 
given by the European Commissioner  for Competition,  Cmmr.  Vestager,  between 
2014 and 2018 mentioned fairness, which she has referred to as one of the most fun-
damental aspects of competition policy.128 

Unlike in data protection law, fairness does have substantive EU-level case 
law from competition law. As with the interpretations of fairness in human rights 
law, however, this jurisprudence is extremely case based and stays unfortunately si-
lent on general principles. For example, in Michelin II,129 the Commission stated that 
the unfairness was “the cumulative result  of several factors”,  including a lack of 
knowledge about the real price of a unit,  the fact that dealers were placed into a 
“weak psychological position” by late  payments which stopped them from being 
able to base their decisions on “a reliable estimate of their cost prices”, the imposi-
tion of “undue financial burden”130 and the ability of Michelin to unilaterally alter the 
contract.131 More widely, cases on fairness in competition law were reviewed by Ak-
man, who found that a number of factors have been identified as affecting fairness, 
including whether contractual restrictions on a counterparty are absolutely necessity, 
whether the practice leads to inequality, whether the practice complies with the prin-
ciples of proportionality, and whether the act has transparency, objectivity and cer-
tainty.132 This approach led Akman to conclude that fairness is an “umbrella notion” 
with an unclear core.133 

Interestingly, in Michelin II, one of the reasons given by the Commission was 
that the tyre dealers were in such a precarious position that it was “clearly unfair” 
and “difficult to see” how they would have put themselves in that position if they 
had had a choice.134 This element is reminiscent of the discussions in contract law 
and consumer law above (and, indeed, the similarities between different legal con-
cepts of fairness have been discussed elsewhere135). However, it also highlights the 
potentially subjective nature of fairness as a legal tool. This raises a number of is-
sues.  First,  in  legal areas where a complaint is  not necessarily  raised by the ag-

128 Damien Gerard, “Fairness in EU Competition Policy: Significance and Implications” (2018) 9 (4) 
Journal of European Competition Law & Practice 211, 211.

129 Michelin (COMPY/E-2/36.041/PO) Commission Decision 2002/405/EC [2002] OJ L143/1 
(“Michelin II”). This case was upheld by the CJEU: T-203/01 Manufacture française des pneu-
matiques Michelin v Commission of the European Communities [2003] ECR II-04071.

130 ibid para. 219 et seq.
131 ibid para. 252.
132 Pinar Akman, The Concept Of Abuse In EU Competition Law: Law and Economic Approaches 

(Hart 2012) 153–156.
133 ibid 157.
134 Michelin II (n 129) para. 222.
135 Akman (n 132) 157.
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grieved party but by a watchdog, is it appropriate for the law to insist that a situation 
is unfair,  even if the supposedly harmed party may be happy with the situation? 
While the number of cases where enforcement agencies bullheadedly push prosecu-
tions when the alleged victim is uncooperative may be comparatively low, this is a 
risk that must be recognised. A second, related, risk is how capable courts and en-
forcement agencies are of evaluating whether a situation is so unbalanced that it is 
“clearly unfair”. In some cases, the situation may be so egregious that the unfairness 
can be seen, even by a third party or by someone who is not used to acting in that 
particular market or environment. Nevertheless, these situations will often carry sig-
nificant amounts of nuance that will be hard to appreciate from the outside. This 
presents serious difficulties for courts, particularly where the practice is controver-
sial, or is not universally accepted as being the right way to do things, but may not 
necessarily be unfair.

When attempting to extrapolate a general concept of fairness from the cases, 
the clearest finding is (as with the earlier discussions) that fairness is extremely fact-
specific. Beyond this, it is a little difficult to divine general principles from the cri-
teria identified by Akman. Previous discussions have highlighted the need to con-
sider the interests of all parties involved, rather than merely focusing on the victim. 
This theme can easily be seen in some of the criteria (e.g. e.g. whether the act is pro-
portional or objectively justifiable and does not lead to inequality). Further, while 
some of the criteria (e.g. whether the contractual restrictions are absolutely neces-
sary) will typically only affect fairness when one party is particularly stronger than 
another, this must be construed within the specific context of competition law (i.e. 
that TFEU, art. 102 governs abuses by dominant market actors). This relatively nar-
row consideration does not, therefore, refute the idea that fairness is concerned with 
the interests of all of the parties—rather that, in this particular area of law, we are 
already dealing with a case where we can narrow our focus to the consequences for 
the weaker party.

One question which may be asked is how far these specific aspects of fair-
ness may be transferred to data protection law. While the cases cannot be immedi-
ately translated, given their focus on the specific facts of the case, there do not ap-
pear to be any reasons why the general principles (as aspects of fairness) would be 
incompatible where applicable. For example, although the specific level of transpar-
ency required may vary between the two, it is clear that this is an important element 
of fairness in both competition and data protection law. Equally, the concept of pro-
portionality is easily transferred,  particularly where the GDPR requires balancing 
tests  of  interests  against  risks  and harm,  and the  GDPR repeatedly  refers  to  the 
concept of necessity throughout. While, therefore, the translation must be done care-
fully and with respect to the differing factual situations and legal backgrounds, this 
case law seems to be valuable in a practical and applicable sense.
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5.3.4 IP law: Fair use; and fair, reasonable and non-discriminatory licences

Fairness plays an important role in US intellectual property (“IP”) law, particularly 
in regards to the “fair use” exception to copyright law.136 Further, while not quite 
equivalent (and notably lacking the EU-equivalent’s reference to fairness), the US 
has had considerable case law and academic discussion on the [fair], reasonable and 
non-discriminatory (“RAND” in the US, “FRAND” in the EU) licensing terms for 
patents.137 Within the EU, however,  this  is more restricted,  which is  unsurprising 
given the more limited scope of EU competence to govern issues of IP. The US con-
cepts of fairness in IP will not be discussed here, with discussion of the US approach 
to fairness as a point of comparison being reserved for fairness under the FTC with 
regard to privacy issues in s. 5.3.6; instead I will focus here on the more limited EU 
approach.

The topic  of  FRAND licences  arises  when certain patents  cover  standard 
technologies, such that development of technology could be held up if others were 
unable to licence the patent on suitable terms.138 When discussing FRAND terms in 
relation to standard essential patents, the European Commission released a commu-
nication, stating that it believed what was “fair” was best left to market practices and 
that both parties should “be wiling to engage in good faith negotiations”.139 Import-
antly, the Commission emphasised the fact-based nature of fairness in such negoti-
ations, stating that “it should be stressed … that there is no one-size-fits-all solution 
… what can be considered fair and reasonable differs from sector to sector and over 
time.”140 While  a  number  of  various  methods exist  for  determining exactly  what 
value should be charged for these standard essential patents, this concept of flexibil-
ity and a heavily fact-based analysis seems to be extremely important.141 

Meanwhile, the Information Society Directive (“InfoSoc Directive”)142 men-
tions fairness in a number of places, including that rightholders should receive fair 
compensation for the use of their material where certain exceptions to the reproduc-

136 See, e.g., Patricia Aufderheide & Peter Jaszi, Reclaiming Fair Use (2nd edn, University of 
Chicago Press 2018); and Ilanah Fhima, “Fairness in Copyright Law: An Anglo-American Com-
parison” (2017) 34 (1) Santa Clara High Tech LJ 44.

137 See, e.g., the material cited throughout Sidak (n 103), and Mario Mariniello, “Fair, Reasonable 
and Non-Discriminatory (FRAND) Terms: A Challenge for Competition Authorities” (2011) 7 (3) 
Journal of Competitive Law & Economics 523, 528 et seq.

138 See, e.g., Mariniello ibid 523–524.
139 European Commission, Communication from the Commission to the European Parliament, the 

Council and the European Economic and Social Committee: Setting out the EU approach to 
Standard Essential Patents, COM(2017) 712 final (29 November 2017) 6.

140 ibid 6.
141 See, e.g., Roya Ghafele & Jan Schmitz, “Economic Perspectives on FRAND” (2020) 11 Journal 

of European Competition Law & Practice 90.
142 Directive 2001/29/EC of the European Parliament and of the Council of 22 May 2001 on the har-

monisation of certain aspects of copyright and related rights in the information society [2001] OJ 
L 167/10 (“InfoSoc Directive”).
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tion right apply143 and as a limitation preventing certain exceptions to that right being 
used in unfair circumstances.144 The Directive also emphasises in recital 31 that a 
“fair  balance  of  rights  and  interests”  between  rightsholders  and  users  must  be 
reached. This issue of a fair balance was raised by the CJEU in Deckmyn, where the 
court considered the parody exception.145 In that case, the CJEU stated that when 
considering whether a fair balance was met, “all the circumstances of the cases must 
be taken into account”146 and sent  the issue back to  the national  court  for a  de-
cision.147 

These provisions seem to support the trend within EU law that fairness is a 
wide question that considers all of the relevant circumstances. However, as with the 
above areas, the limits of EU competence makes it difficult to find a comprehensive 
test or general discussion on the topic.

5.3.5 Point of comparison: Equity

Having reviewed a number of areas of EU law that discuss fairness, but which are 
limited by their competence, it is interesting to briefly examine the concept of equity 
in common-law systems. In particular, equity is interesting to examine as it is an area 
of  law  which  was  established  solely  for  the  purpose  of  providing  fairness  to 
claimants. This area of law is notable for including trusts (where legal ownership is 
separated from equitable ownership, imposing fiduciary duties on the legal owner to 
use the property for the equitable owner’s benefit) and certain kinds of remedies 
(e.g. specific performance, where defendants can be ordered to do things that are ne-
cessary to repair the harm, rather than simply being ordered to pay money as dam-
ages). While I am not arguing that data protection law should import the principles 
of equity, this area highlights a number of the benefits and flaws of creating such a 
system and is therefore worth detailed consideration. 

The development of equity began with petitioners who sought justice from 
the King of England, often in cases where the courts were unable to deal with the is-
sue satisfactorily. By the 14th Century, these petitions were delegated to the Chancel-
lor.148 The Chancellor, being a religious man, “based his decisions on concepts of 
fairness and good conscience”.149 As the role of Chancellor began to be increasingly 
filled by lawyers, the system of equity began to undergo legalisation, eventually res-
ulting (in England and Wales) in the development of the Chancery Court proper, with 
all modern courts in England and Wales now able to dispense both common-law and 

143 InfoSoc Directive, art. 5(2).
144 InfoSoc Directive, art. 5(3)(d).
145 C-201/13 Deckmyn v Vandersteen, ECLI:EU:C:2014:2132.
146 ibid para. 28.
147 ibid para. 32.
148 Robert Pearce, John Stevens & Warren Barr, The Law of Trusts and Equitable Obligations (5th 

edn, OUP 2010) 15.
149 ibid 4.
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equitable remedies.150 Initially, equity was criticised for being very subjective. Fam-
ously, equity was described as being as variable as “the Chancellor’s foot”,151 i.e. that 
the result of the court changed with the person giving the judgment. One way in 
which this criticism was addressed was through the development of the a number of 
maxims.152 These maxims of equity set  out a number of principles to guide both 
courts and litigants in an attempt to provide more predictability without getting stuck 
in too much formality,  such as “He who comes to  equity must come with clean 
hands”, “Where the equities are equal the first in time prevails”, “Equity regards as 
done that which ought to be done” and “Delay defeats equities.”153

As the principles were not drafted in a deliberately coherent manner and were 
instead developed from case law in an ad-hoc basis, it can be hard to divine a con-
sistent pattern. When taken as a whole, however, these principles demonstrate a very 
all-encompassing approach to fairness.  It  is particularly notable that many of the 
maxims do not focus on the defendant’s behaviour, but on that of the claimant. For 
example, the clean-hands rule ensures that we must look at the actions of all parties 
and not simply at the wrong in question, while the idea that delay defeats equity ex-
ists because it would be unfair for a claimant who had “acquiesced for a great length 
of time” to suddenly change their  mind.154 Other rules are notable for preventing 
parties who would otherwise be in the right from taking advantage of the counter-
party. For example, the rule that equity will not allow a statute to be used for fraud155 
has been used by courts to prevent parties from using their statutory rights to unfairly 
harm other people.156 This focus on both parties is important to fairness. As a first 
observation, this concept lines up with the approach already identified of looking at 
all of the circumstances. However, unlike most of the areas of law already addressed, 
which look at situations containing strong power imbalances, equity is often con-
cerned with more ambiguous situations, including where a claimant may abuse the 
law and push the situation from one unfair situation to another.

The maxims of equity go some way to reducing the arbitrary nature of equity, 
but there is still a large amount of subjectivity in its concept of fairness. Not only can 
the maxims be overlapping or contradictory, they have been inconsistently applied or 
interpreted over time.157 This subjectivity can also be seen in the active development 
of the law. For example, when looking at the development of the case law relating to 

150 ibid 16–24.
151 See, e.g., Gee v Pritchard (1818) 2 Swan 402, 414.
152 These maxims are numerous and have evolved organically. See, e.g., John McGhee, Snell’s 

Equity (34th edn, Sweet & Maxwell 2020), or Jill E. Martin, Modern Equity (18th edn Sweet & 
Maxwell 2009).

153 Martin ibid 29 et seq.
154 Smith v Clay (1767) 3 Bro CC 639, 640.
155 Richard Edwards & Nigel Stockwell, Trusts and Equity (7th edn, Pearson 2005) 46.
156 See, e.g., Bannister v Bannister [1948] 2 All ER 133.
157 Edwards & Stockwell (n 155) 43.
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constructive and resulting trusts in the family home, one can clearly see how the in-
dividual judges’ senses of fairness affected the development of the law. Initially, the 
law focused exclusively  on  whether  parties  made a  contribution  to  the  purchase 
price.158 However, as the case law developed, judges who were more concerned with 
the interests of weaker parties (often wives or girlfriends who were in a significantly 
weaker financial position than their partner) developed the law in a direction which 
allowed other considerations.159 Indeed, in a leading case,  Jones v Kernott,160 there 
were clear divides in the UK Supreme Court about how to most fairly resolve the 
case.161 We can, therefore, ask: If a single court, with only five judges, united by a 
single legal and cultural framework cannot reach a consensus on what is fair, how 
can multiple actors from different cultures, backgrounds, professions etc. across the 
EU hope to do so?

Maxims, then, cannot be considered as an easy resolution to the issue of fair-
ness,  nor  to  the problem of  predictability  or  legal  certainty.  Nevertheless,  equity 
helps to show the benefits of having verbalised and structured approaches to fairness 
within  the  law.  In particular,  the  history  indicates  that  the  intuitive  or  unspoken 
concept of fairness had to be replaced with a more legalised structure before a wide-
spread and reliable system could be established. This is an important lesson for EU 
law, particularly given the criticisms above relating to the vague ways in which fair-
ness has so far been discussed in data protection and human rights cases.

The final point to be discussed in relation to equity is  that, in attempting to 
legalise the concept of fairness, we risk removing the flexibility which is necessary 
to actually reach a fair outcome. Trust law is a prime example of this issue. Trusts 
are based on a split between legal interest and beneficial interest, the theory is that it  
would be unfair for the person with legal ownership (the trustee) to use the property 
for themselves when it should actually be used to the benefit of the beneficial owner 
(the beneficiary). This split can be very helpful and textbooks are ready to speak 
about the injustices which are avoided by trust law; pensioners who are able to let 
others invest their money without stealing it for their own, parents who are able to 
give money to their children, and testators who are able to safely and confidently 
leave money to friends and families (even in secret, if they so choose).162 However, 
trusts also be used to help protect the rich from taxes,163 hide the true ownership of 

158 Gissing v Gissing [1970] UKHL 3; [1971] AC 886.
159 See, for example, Eves v Eves [1975] EWCA Civ 3; [1975] 1 WLR 1338, where the court focused 

on the fact that the claimant had been tricked into thinking that she had an interest, or the discus-
sion in Stack v Dowden [2007] UKHL 17; [2007] 2 AC 432, para. 60, where the court stated that 
the presumption of a trust was not a rule of law but a consensus of judicial opinion, from which 
judges were beginning to move away.

160 Jones v Kernott [2011] UKSC 53; [2012] 1 AC 776.
161 See, e.g., Lord Kerr’s dissent, ibid para. 67 et seq.
162 Pearce, Stevens & Barr (n 148) 4–6.
163 In re Golden Trust [2012] 2 CILR 355.
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companies to try and avoid prosecution and asset recovery,164 or even to try and con-
trol a child’s love life after the testator’s death.165

These trusts exist because,  inter alia, by legalising the concept of fairness 
and creating a series of enforceable rules and structures, the law has created a system 
which can be analysed and subsequently exploited. While, therefore, rules and struc-
tures increase legal certainty, they also reduce the value of a fairness criteria. Al-
though, as discussed above, the CJEU and the ECtHR’s current approaches to fair-
ness can be criticised as vague and hard to apply, they do have the advantage of flex-
ibility and responsiveness. This conflict between rules-based and principles-based le-
gislation has been repeatedly explored in depth and there is a clear trade-off between 
the two approaches.166 Given that the legislature has deliberately introduced prin-
ciples-based provisions into the GDPR, it does not seem valuable to delve too deeply 
into this debate. Nevertheless, it must be remembered throughout that, while a lack 
of clarity poses difficulties for enforcement and application, it is possible to over-
correct and undermine the purpose and function of the original provision.

In conclusion, the field of equity provides a lot of insight into legalised con-
cepts of fairness. Part of this is undoubtedly due to its age and breadth; unlike any of 
the other laws which I have analysed, where fairness is simply a small aspect of the 
law, equity uses fairness as a basis for an entire field of law. Nevertheless, as with 
the other fields of law, equity still seems to rely on some unspoken conception of 
fairness, albeit one which is partly translated into a large number of rules and max-
ims. These rules have helped to aid legal certainty and show the importance of an all-
encompassing approach to fairness, but feature a number of internal conflict and in-
consistencies, and have created a system vulnerable to exploitation. It is therefore 
important to carry these lessons into data protection law to ensure that art. 5(1)(a) 
can be interpreted and implemented in a way which solves problems, rather than 
simply causing more.

5.3.6 Point of comparison: Unfairness in privacy as measured by the FTC

Under US law, there are no overarching privacy or data protection regimes; instead, 
the law imposes sectoral regulation (e.g. the Health Insurance Portability and Ac-
countability Act 1996, which covers health data). Given this lack of a comprehensive 
regime, privacy and data protection issues which fall outside of the covered sectors 
are dealt with by the Federal Trade Commission (“the FTC”).167 Given the different 
approaches to human rights, privacy and data protection, references to American law 

164 See Andres Knobel, Trusts: Weapons of Mass Injustice? (Tax Justice Network 2017) 12 et seq.
165 See, for example, In re Tuck’s Settlement Trusts [1977] EWCA Civ 11; [1978] Ch 49, where the 

beneficiary would only receive the bulk of the trust property if he married “an approved wife”.
166 See, for example, Louis Kaplow, “Rules Versus Standards: An Economic Analysis” (1992) 42 (3) 

Duke Law Journal 557.
167 Daniel J. Solove & Woodrow Hartzog, “The FTC and the New Common Law of Privacy” (2014) 

114 (3) Columbia Law Review 583, 588
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need to be taken very carefully. However, unlike the other areas of law that have 
been surveyed, the FTC is interesting as it contains an explicit, general test for fair-
ness. It is therefore important to consider and discuss.

The FTC began in privacy as a co-regulator; rather than setting its own rules 
and standards, it  was primarily concerned with ensuring that controllers complied 
with their own privacy policies. Its jurisdiction was based on 15 U.S.C.168 §45(a)(1), 
which prohibited “unfair or deceptive [commercial] acts” and, while it initially fo-
cused on deceptive acts, the number of cases based on unfairness has grown.169 What 
is, for our purposes, particularly interesting is that the FTC’s definition of unfairness 
is based in statute. Under 15 U.S.C. §45(n), an act or practice is unfair if it—

“causes or is likely to cause substantial injury to consumers which is not 
reasonably avoidable by consumers themselves and not outweighed by 
countervailing benefits to consumers or to competition. In determining 
whether an act or practice is unfair, the Commission may consider estab-
lished public policies as evidence to be considered with all other evid-
ence. Such public policy considerations may not serve as a primary basis 
for such determination.”

Maxwell has stated that this provision was inserted by the US Congress to ensure 
that “the FTC would refer to an objective methodology when evaluating ‘fairness’, 
and not rely solely on subjective public policy considerations.”170

The three-stage test found in 15 U.S.C. §45 has been compared to the Hand 
formula,171 a tool used for calculating negligence liability in U.S. law under law and 
economics. A key part of this formula is the idea that, when calculating how likely a 
risk is to occur, we are entitled to assume that the injured party will take reasonable 
steps to avoid injury.172 The theory states that the liability of the defendant (whether a 
controller or a tortfeasor) should be limited by the claimant’s obligation to look out 
for their own safety or interests. This test puts a lot of weight on the activity of con-
sumers. The FTC have stated that, normally, they would “expect the marketplace to 
be self-correcting” and that consumers will govern the market by actively choosing 
from the available options.173 

A key part of the FTC’s fairness test is the fact that consumers must be able 
to reasonably avoid the harm, but this is an extremely difficult test to implement in 
practice. Solove and Hartzog surveyed the FTC’s practices and found five “distinct 
theories” of unfair practices: “(1) retroactive policy changes, (2) deceitful data col-

168 United States Code, title 15.
169 Solove & Hartzog (n 167) 598 et seq.
170 Maxwell (n 26) 206.
171 ibid 210.
172 Cooter & Ulen (n 71) 201 et seq.
173 Federal Trade Commission, FTC Policy Statement on Unfairness (17 December 1980).
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lection, (3) improper use of data, (4) unfair design, and (5) unfair information secur-
ity practices”.174 Each of these theories, as well as the FTC’s own role as an enforcer 
of privacy policies, seem to rely, inter alia, on a fundamental assumption: That the 
reasonable consumer will read, understand and base their usage decisions on the ser-
vice’s privacy policy. However, there is strong evidence that suggests that this is not 
the case. There have been a number of different attempts to estimate how long it 
would take for users to read all of the privacy policies for websites that they visit in a 
year.175 Whether or not we accept these numbers, it seems clear that most users do 
not actually spend the time that would be necessary.176

Moreover, we can assume that a data subject who carefully surveys the mar-
ket, comparing each competitor’s privacy policies, would visit many more sites than 
the average data subject. Even if a data subject put in the time to read these privacy 
policies, there is also no guarantee that they would understand them. Benoliel and 
Becher performed a study looking at the readability of sign-in-wrap agreements177 
from the 500 most popular websites in the US. The results of the study found that  
498 of these agreements (99.6%) failed to reach the recommended level of language 
for consumer-oriented materials. One particular issue was the use of long sentences, 
with 70.4% of the agreements failing to reach the recommended average sentence 
length  of  25  words  and one  contract  containing  a  sentence  that  was  161 words 
long.178

The “reasonable” consumer, then, is required to spend a significant portion of 
their time reading long, complicated documents, comparing them against each other, 
and determining which (if any) processes their personal data in a way which they 
consider fair.  As well  as being unrealistic,  the suggestion itself  that data subjects 
must do this or else lose their protection under the law can feel, ironically, unfair. 
While, therefore, at first glance, this FTC’s test may be considered quite uncontro-
versial—if the consumer has the option of a service that is good or bad and willingly 
chooses the bad service, it would seem unfair of them to complain—the real-world 

174 Hartzog & Solove (n 167) 640.
175 See, e.g., Aleecia McDonald & Lorrie Faith Cranor, “The Cost of Reading Privacy Policies” 

(2008–2009) 4 (3) ISJLP 543, 563, which estimated 244 hours for the average American.
176 See, e.g., Jonathan A. Obar & Anne Oeldorf-Hirsch, “The Biggest Lie on the Internet: Ignoring 

the Privacy Policies and Terms of Service Policies of Social Networking Services” (2018) 23 (1) 
Information Communication & Society 128.

177 It is important to note that privacy policies are sometimes separate from these agreements. How-
ever, we can generally assume that these agreements will be connected and that the language used 
is at least similar. This assumption is supported supported by journalistic investigation: Kevin Lit-
man-Navarro, “We read 150 privacy policies. They were an incomprehensible disaster.” (New 
York Times, 12 June 2019) <https://www.nytimes.com/interactive/2019/06/12/opinion/facebook-
google-privacy-policies.html> accessed 8 August 2019.

178 Uri Benolieil & Shmuel I. Becher, “The duty to read the unreadable” (2019) 60 Boston College 
Law Review 2255.
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implementation of that test is not necessarily one which everybody would agree is 
fair. 

This raises an important lesson for legal conceptions of fairness. It is trite that 
law on the books is not always the same as law in practice, and equally trite that law 
may end up be interpreted in a way that was not originally intended by the drafters. 
With fairness, however, there is a further risk: Unlike many legal terms, fairness is a 
general concept that is frequently used in a non-technical sense. If, therefore, the law 
states that processing must be fair, but imposes a definition (or an interpretation of 
that definition) which people do not consider fair, the law is unlikely to achieve its 
goals effectively. For example, we may ask whether website users would assume that 
their protection from unfair processing depends on them performing an in-depth re-
view of the privacy and data protection policies of each competing service on the 
marketplace; if not, those consumers may lose out on their legal rights and protec-
tions through no fault of their own.

The FTC’s approach also shows the risks when attempting to create an overly 
“objective” or impartial system for fairness. One may argue that by requiring that the 
appropriateness (and therefore the substantive fairness) of the processing be judged 
by the user, we are preventing courts from having too much discretion, which en-
sures predictability and protects the fairness of the system as a whole. Since every-
body is  expected to look out for their own interests, this should in theory lead to a 
fair result. However, one must accept that this system will allow unfair (in a non-
legal sense) results  if it places too strong a burden on users and data subjects such 
that they cannot fulfil their role. This is not to say that the test is necessarily wrong; 
rather, the FTC’s test is underlined by a number of cultural assumptions and conclu-
sions about what is or is not fair (e.g. assumptions relating to free-market economics 
and the regulatory powers of rational consumer spending). Despite attempting to be 
objective, this test should therefore still be considered as as subjective test, or at least 
one which implements a subjective conception of fairness.

If it is to be successful, the GDPR’s conception of fairness should be careful 
of attempts to find a perfect, objective, unarguable concept of fairness. Further, and 
on a related note, the test must be capable of recognising the meta-subjectivities that 
surround the test. In particular, it should be able to consider whether the conclusion 
of fairness is based on particular cultural or social norms and subjectivities that may 
underlie the investigation itself. This finding matches with the earlier discussions in 
this part,  particularly the need for “fairness” to have regard to all of the circum-
stances. However, that is not to say that there cannot be a structured legal test. In-
stead, this test must be at a sufficiently high level to allow it to be adapted to both the 
factual circumstances and the relevant cultural backgrounds. 
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5.3.7 Fairness, law and Rawls: Lessons for the GDPR and a test for compatibility

The above survey has helped to highlight some common themes, but has demon-
strated a severe lack in general guidance or overall methodology. While it is under-
standable that laws relating to unfair acts in specific fields lay out tests that are spe-
cific to those specific fields or acts, it is a shame that they do not also explain their 
underlying conception of fairness. If references to fairness are genuine and based on 
implicit concepts of fairness, that lack of clarity creates a risk that fairness will de-
pend solely on the views of the particular judge or legislator. This section will draw 
out some general themes or issues that have been identified in the above survey, and 
which can act as lessons for the use of fairness in the GDPR, before considering the 
compatibility of the Rawlsian approach  with the various elements raised by legal 
conceptions of fairness.

While  each  of  the  legal  areas  discussed  have  relied  on  some  unspoken 
concept of fairness, they have all found some way of expressing elements of that 
concept. In the EU laws surveyed, this was largely done with a test specific to the 
regulated subject-matter and a blacklist; equity did this through maxims; while US 
law introduced a three-stage test for unfairness. It is interesting that the GDPR does 
not  follow  any  of  these  approaches,  instead  leaving  art.  5(1)(a)  almost  entirely 
without explicit guidance. It is therefore important to consider what lessons can be 
learned from these other conceptions to compensate for this lack of guidance.

One element supported by the above survey is a test for fairness in the GDPR 
should  be able to incorporate  both a substantive and a procedural element.  As we 
have seen, issues of substantive fairness can be seen in EU law,  although  they are 
sometimes restricted or difficult to define or interpret clearly. Importantly, however, 
as has already been noted, the GDPR is the primary implementation of the funda-
mental right to data protection and, under the law, we must interpret protections as 
widely  as  possible.  We should,  therefore,  assume  that  the  requirement  that  pro-
cessing be performed fairly take a wide interpretation unless there is a sufficiently 
compelling reason to indicate otherwise—and there is nothing in the GDPR itself to 
indicate  that  art.  5(1)(a)  should  be  restricted  to  procedural  fairness.  In  fact,  the 
GDPR consistently and explicitly attempts to implement restrictions on the substant-
ive aspects of the processing of personal data, including in other data protection prin-
ciples under art. 5, such as the principles of purpose limitation, data minimisation 
and accuracy. This puts the law on a very different footing to, for example, the Un-
fair Terms in Consumer Contracts Regulation, which seemed to explicitly exclude 
such an in-depth and substantive use of fairness, or the FTC’s goals of trying to limit 
on-the-facts policy statements by courts. A restriction of art. 5(1)(a) to procedural is-
sues would therefore not be in line with the GDPR, either in terms of the philosophy 
of the law or of the actual text of the law itself; arguments against the implementa-
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tion of substantive fairness would therefore seemingly need to focus less on art. 5(1)
(a) and more on an overall repeal and reform of the GDPR.

One issue which consistently arose during the legal survey was the idea that 
fairness should be used to protect the weaker party. However, the survey also re-
vealed that legal conceptions of fairness should take into account all of the circum-
stances and that smaller or weaker parties can sometimes lose their protections if 
they do not act fairly. This seems to match our intuitive conception of fairness. It 
would seem difficult to argue that a situation can never be unfair against the party 
who is in the stronger position; while it may be less likely to occur, it is easy to ima-
gine hypothetical situations where the stronger party is subject to unfair terms, bur-
dens or practices. While, therefore, the size and strengths of the parties can be relev-
ant, we should not necessarily impose this as an artificial limiting factor.

I argue that the solution to this potential oddity is the recognition that fairness 
is not necessarily concerned with the relative strengths of the parties  per se,  but 
rather that the law tends to focus on these areas because of the relatively extreme 
nature of legal intervention. In each of the cases examined above, laws are being 
used as policy interventions; they exist to solve problems. For example, the TFEU, 
art. 102 exists to address abuses by dominant market actors, while both the Unfair 
Commercial Practices Directive and the Unfair Terms in Consumer Contracts Regu-
lation explicitly focused on consumers because they were in a weaker position than 
the commercial actors. However, not all problems are equal and some can be re-
solved through non-legal measures. Passing legislation is a time-consuming process 
which is designed to significantly influence the way that society functions. Given the 
nature of legislation, it should therefore only be used in situations where a problem is 
significant enough (both in terms of effect and frequency) to require an intervention 
by the law. 

The more logical argument is therefore simply that the stronger party is less 
likely to need legal intervention to ensure that they are not being treated unfairly. If a 
party is in a stronger bargaining position, they will have more power and control 
over the interaction and will be able to choose terms that are favourable to them; if, 
for example, the agreement is unfair, they can change the terms without needing the 
protection of the law. It is illustrative to refer here to the the discussion in Michelin  
II, where the agreement was considered unfair because, inter alia, it was “difficult to 
see”  how a  party  would  have  put  themselves  in  that  position  if  they  had had a 
choice.179 This finding raises two key points about fairness in law. First, fairness is 
not necessarily tied to power imbalances, although issues of fairness are more likely 
to arise where such an imbalance exists; and secondly that the actor in the stronger 
position is less likely to require legal protection against that unfairness.

179 Michelin II (n 129) para. 222.
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These points highlight an interesting issue with the GDPR. It seems clear in 
both the language and content of the law that the GDPR considers the data subject to 
be the weaker party in processing activities and we can assume that, as with the gen-
eral legal usage, we will largely be concerned with issues of fairness arising from un-
der that power imbalance.180 This seems to be a fair position to take, if only because, 
in the absence of any legislation, data subjects would face serious difficulty when 
trying to prevent controllers from processing their personal data—not least because 
harmful data processing can occur without any interaction or engagement with the 
data subjects in question. Nevertheless, this does not mean that controllers and pro-
cessors cannot be treated unfairly during processing activities, nor that the power 
balance will always be against the data subject. In particular, we must be careful 
about over correcting the power imbalance and whether the introduction of the vari-
ous rights and duties under the GDPR has now placed the data subject in a more 
powerful position than the controller (at least in certain areas). We must also be care-
ful not to overgeneralise: There may be factual situations where controllers are in a 
weaker position than data subjects, even in the absence of data protection law—for 
example, where the controller requires information that can only be acquired directly 
from the data  subject  and the  data  subject  can therefore  dictate  the terms under 
which the controller can acquire and use that information.

Interestingly,  the  fact-specific  nature  of  fairness  also  appeared  to  conflict 
with another common feature: The inclusion in the law of a list of situations which 
would  always  be  considered  unfair,  no  matter  the  other  circumstances.  It  is  im-
possible to deny the risk that the legislature has simply put a particular practice on 
the blacklist because it does not like it, whether or not that practice would otherwise 
comply with the broader legal conception of fairness. Nevertheless, it may also be, 
for example, that the legislature has already analysed the possible situations and con-
cluded that a particular factual element was so unfair that it would overpower any 
mitigating circumstances, or it may be that the element undermines other factual ele-
ments that would normally render the processing fairer. Indeed, this interpretation 
has been put forward by Caronna, who has argued that the CJEU has implicitly con-
firmed that, under the Unfair Consumer Practices Directive, “the specific ban on ag-
gressive (and misleading) practices is interconnected with the general ban on unfair 
practices, and falls within its scope” [emphasis in original].181 If we accept Caronna’s 
argument,  we should  also ask whether  the  relationship is  multidirectional:  If  the 
blacklist falls within the scope of the general concept of unfairness, can it also be 
used to help inform the wider meaning of fairness? In this role, the blacklist would 

180 For language, see, e.g., the GDPR recitals 1–15. For content, see the fact that Chapters II and III 
(“Principles” and “Rights of the data subject”) exist to impose conditions on processing which 
would not be necessary if the data subject were the stronger party in the relationship.

181 Fausto Caronna, “Tackling aggressive commercial practices: Court of Justice case law on the Un-
fair Commercial Practices Directive ten years on” [2018] 43 (6) European Law Review 880, 889.
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serve as a non-exhaustive list of examples, rather than simply being seen as arbitrary 
prohibitions that simply share a piece of legislation.

Under the GDPR, there is no explicit list of situations which are always con-
sidered unfair.  However, as I have argued  above, the GDPR must have been de-
signed to enable fair processing and, therefore, we can infer that at least some of the 
provisions are intended to render certain unfair acts unlawful. In this way, some pro-
visions in the GDPR may be (at least partly) comparable to a blacklist. If we accept 
this, and the argument that blacklists may help to inform the overall concept of fair-
ness, there is an increased strength for the use of wider GDPR provisions to help 
guide the implementation of art. 5(1)(a).

The legal survey has raised a number of common themes, including a vari-
ation of approaches to implementing an unspoken conception of fairness; a relevance 
(at least within the EU) for both procedural and substantive fairness and an idea of 
meta-fairness and policy determining how far each should be controlled through law; 
a general result that legal conceptions of fairness are more necessary where there are 
power imbalances; and a need to focus on the specific facts of the case, although of-
ten by reference to a pre-determined blacklist or set of guiding examples and prin-
ciples. Further each of these elements can be helpful when considering how to inter-
pret the concept of fairness under the GDPR. However, simply identifying a number 
of issues relating to fairness which are relevant under various EU laws is not the 
same as developing a legal test for fairness. It is, therefore, necessary to return to 
Rawls and ask how these principles align with the Rawlsian conception, before we 
can consider if the Rawlsian approach is helpful for understanding the concept of 
fairness in the GDPR, art. 5(1)(a) in the next section.

In the original position, a person attempting to find a legal conception of fair-
ness would need to consider a few things. As they will not know their role in society 
(and there is an equal chance that they will be in any of the possible roles, regardless 
of the size of the groupings), they will want to ensure that everyone is treated appro-
priately. Therefore, when thinking about whether the law should rely on either spe-
cific rules and general principles, I believe that such a person would normally reject 
either extreme. That person may think, for example, that, if they were a shareholder 
or director of a large corporation, that a reliance on general principles would create 
too much uncertainty for them to maximise their financial gain. At the same time,  
they may think that if they take the role of an individual, a reliance on specific rules 
would allow for too much gaming of the system and leave them vulnerable to the ex-
ploitation of loopholes. When bearing both of these potential consequences in mind, 
the person may then conclude that a mixture of approaches is best, with the exact  
mix depending on what is necessary to maximise the benefits and minimise the neg-
atives in the specific circumstances. As a general principle, then, we can say that 
fairness requires a mixture of the two, such that it provides sufficient certainty while 
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allowing for loopholes to be closed. This conclusion seems to match an (or, at least, 
my) intuitive conception of fairness, meaning that this conclusion can pass through 
the test of reflective equilibrium. Equally, it seems to match the approach which the 
law has often taken. Given that these three interpretations line up, it would seem that 
we can confidently describe this as a fair approach. 

This process can be successfully repeated for each of the common themes 
identified above and, as each is a relatively high-level concept, none provide a signi-
ficant challenge to a Rawlsian analysis. Indeed, for the reasons discussed throughout 
this section, I believe that a person in the original position would find that each can 
be incorporated as an issue to be considered in the Rawlsian analysis. Further, it is 
important to note that none of these issues are particularly extreme and none uncon-
ditionally promote one set of interests above another (something which the original 
position thought experiment is explicitly designed to promote). With this in mind, it 
would seem as though the general themes of fairness within EU law are compatible 
with a Rawlsian approach.

In addition to these common themes, however, it is also important to examine 
whether any of the concrete legal decisions and statutes would be incompatible with 
the Rawlsian test for fairness. This is necessary for a number of reasons. First, the 
general conditions discussed above are not explicitly drawn by or stated in law; we 
cannot,  therefore,  simply rely on the abstracted analysis as proving the theory of 
compatibility. Secondly, even if compatibility with the general themes is true in the-
ory, this is not helpful if the approach is incompatible with the approach used by 
courts in practice. Finally, part of the justification for the use of this Rawlsian ana-
lysis is that it allows us to structure our legal discussions of fairness and, by render-
ing the implicit reasoning explicit, increase the reliability and quality of decisions. It 
is therefore necessary to see if this actually works.

When looking at  concrete instances,  one of the most positive examples is 
Michelin II. In that case, the Commission stated that one of the reasons a practice 
must have been unfair was because it was hard to see how the victim would have 
agreed to it if they had had a real choice.182 This reasoning, focusing as it does on a 
hypothetical agreement, fits perfectly within the Rawlsian conception of fairness. In-
deed, it would take only a minimal shift of terminology to bring this decision into 
Rawlsian-style reasoning. 

Unfortunately, this kind of translation will not be possible in cases where the 
court  has  not  explained their  reasoning.  Interestingly,  however,  the Rawlsian  ap-
proach does still help to explain the commentary and critique of those cases, particu-
larly where they take a  dismissive approach to fairness.183 Indeed, it  must be re-

182 Michelin II (n 129) para. 222.
183 See, e.g., the criticisms made of C-70/10 Scarlet Extended SA v Société belge des auteurs, com-

positeurs et éditeurs SCRL, ECLI:EU:C:2011:771; [2011] ECR I-11959 in Griffiths (n 17) 74.
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membered that as the Rawlsian approach does not purport to give a single, object-
ively correct answer, the question is not “Would we come to the same conclusion as 
the court when using the Rawlsian approach?” Rather, the question is “Is the use of 
fairness in the law, as expressed in this case, incompatible with the Rawlsian ap-
proach?”  When framed in this way, none of the legal provisions or cases reached 
conclusions that could not be explored or expressed through the Rawlsian fairness 
methodology; even if one does not agree with the conclusion, it is possible to break 
each legal conclusion into issues that should be considered in the original position, 
consider whether a person in that position would agree with the outcome, and then 
explain why the person performing this test thinks that the decision does or does not 
reach a fair result.

The compatibility of the Rawlsian analysis with law is therefore complicated. 
At a general level, the principles seem to be compatible with the Rawlsian analysis; 
while  the original  position does not  guarantee that  the same conclusions will  be 
reached, it does allow them to be reached and allows their supporters to give a struc-
tured argument as to why they should be preferred over other positions. Notably, I 
am not arguing that all of the cases decided on fairness would necessarily be compat-
ible with the conclusion that any particular person would make through the Rawlsian 
approach. This is a strength, not a weakness, of the approach. Rather, I am arguing 
that fairness seems to have been used within EU law in a way that can be rational-
ised and explored through a Rawlsian methodology—and that doing so allows a way 
to critique these decisions in a structured way which is compatible with both legal 
analysis and, given the compatibility with general principles of fairness, a wider jur-
isprudential approach.  As has been noted, the advantage of the original position is 
therefore that it gives a structure to the discussion, rather than necessarily mandating 
a “correct” answer.

6. How should we understand the concept of fairness under the GDPR, art. 
5(1)(a)?

It is now time to bring together the different threads from this chapter and provide an 
answer to the first research question: How should we understand the concept of fair-
ness under the GDPR, art. 5(1)(a)? In this section, based on the above discussions, I 
will formulate a test which can be used to provide a realistic, structured and reliable 
answer to the question of whether the processing of personal data is fair. To do this, I 
will begin by formulating, based in large part on the work of Rawls, a general test 
for legal fairness. I will then evaluate the test, highlight some of the key factors that 
must be considered during that test insofar as data protection law is concerned, and 
then produce a refined test which can be used for the GDPR, art. 5(1)(a).

68



6.1. The preliminary test

It is convenient to begin by briefly summarise some of the key findings from the 
above analysis. While the role of fairness is given a powerful role in data protection 
law (e.g. in the GDPR, art. 5(1)(a) and the Charter, art. 8(1)), there is little guidance 
as to what this actually means. This uncertainty can also be seen throughout much 
fundamental rights discourse, where there is often little evidence of how judges actu-
ally use fairness (or, indeed, whether they genuinely evaluate fairness or simply use 
it as a rubber-stamp concept). This vagueness causes problems as, while our intuitive 
sense of fairness is valuable, there are so many different subjective and unexplored 
factors, and mere reliance on this makes it difficult to apply the law in a coherent and 
consistent way.

Looking at legal philosophy, it is possible to provide some structure to dis-
cussions of fairness by using the Rawlsian methodology of the original  position. 
While this work may not provide a universal answer for “Is this fair?” per se, it does 
allow us to explain why we think something is or is not fair, and provides a struc-
tured methodology for each person to reach their own conclusions. However, it is 
also important that a structured methodology should not be allowed to entirely over-
turn intuitive concepts of fairness if that methodology produces an obviously unfair 
result; while reliance on unspoken assessments raises clear difficulties, creating an 
overly legalised test can rid fairness of its utility and create undesirable loopholes. 
Equally, while the reduction of fairness to an “objective” test may seem useful for 
the sake of legal certainty and respecting the agency of data subjects, doing so is still 
a subjective evaluation of what “fairness” means and, moreover, is a choice that does 
not seem to fit the current EU approach to fairness in human rights. While existing 
legal interpretations have not explicitly used the Rawlsian approach, this does not 
mean that such an approach could not be incorporated into the law, helping to bring 
out the previously unspoken approaches to fairness and provide a structured conver-
sation going forwards.

It was also found that, while there is no overarching definition or test for fair-
ness currently expressed, there are a number of criteria that should be satisfied. From 
a procedural point of view, the test should provide sufficient certainty and clarity that 
we can understand how and why decisions are being made in a certain way, but 
should not overly legalise the concept of fairness to the point of reducing the utility 
of principles-based regulation. One way of aiding this balance is to include a method 
for mediating between the rules-based portion and an intuitive sense of  fairness. 
Equally, it must be sufficiently flexible that we can take all of the relevant circum-
stances into account, including background and cultural beliefs and perceptions. This 
includes a balancing of the procedural and substantive elements of fairness. Equally, 
while there are certain factors that are often important (including whether the pro-
cessing is transparent or whether there is an imbalance of power between parties), 
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these criteria should not necessarily be considered absolute or treated as borders of 
fairness overall.

With those conditions in mind, I am proposing the following, two-stage pre-
liminary legal test for fairness, based on an application of the Rawlsian methodology 
and the common factors involved in legal questions of fairness within the EU to the 
GDPR (“the proposed fairness test”):

1. Would a  person, unaware of  their  role  in  the situation and who only has 
knowledge of the necessary relevant circumstances (including, inter alia, the 
existence of applicable legal rights, economic and social interests, the rela-
tionship between the parties,  and general  cultural  norms),  accept  the pro-
cessing if there was an equal chance of them being in any particular role?

2. Does the answer to the first limb feel like an intuitively fair answer? If not, 
would a change in the conditions in the first limb (e.g. inclusion of more or 
fewer circumstances)  produce a  result  that  feels  intuitively fair?  Alternat-
ively, is the reason that it does not feel intuitively fair because of an existing 
bias or consideration that should be discounted?

This test can then be performed by anybody looking at the processing activity (in 
practice, this will probably be a controller, data subject, judge or other enforcement 
agency) to consider whether or not the processing is fair under the GDPR, art. 5(1)
(a).

The first limb of this test reflects a modified form of the original position 
thought experiment. A person performing the test will be required to look for any in-
fluencing circumstances, and consider how a rational person with no knowledge of 
their  own position  in  the  experiment  would  be  influenced by those  factors.  The 
second limb of this test then acts as a control, using the concept of reflective equilib-
rium. If the person performing the test has genuinely done their best within the first 
limb and has produced an intuitively fair answer, then they can offer their solution as 
one which they believe to be fair. If, however, they feel as though the answer is not 
intuitively fair, they can examine whether, for example, they managed to identify all 
of  the  relevant  circumstances,  whether  they  actually  included  irrelevant  circum-
stances that have swayed their decision-making process, or whether the result of the 
first test  actually is fair and it  is simply their  internal biases or real-life interests 
which is forcing them to reject it. It is important to note that the answer to the second 
limb is not necessarily prescriptive; the mere fact that the answer to the first limb 
does not  feel  intuitively fair  does  not necessarily  mean that  it  is  actually  unfair.  
Rather, it may be that it is the intuitive sense of fairness that is producing the incor-
rect answer. The second limb therefore acts as a check and a chance for introspec-
tion, rather than necessarily an overriding answer to fairness as a whole.
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I believe that the proposed test meets all of the elements that have been laid 
out above. When performing the test, an individual can then record the factors that 
they have considered, how they believe they would influence the decision from the 
modified original position, why they have reached this decision, and how they have 
(or have not) modified their answer based on the second limb. While it does not 
mean that a person following the test will reach a single, “correct” answer (if such an 
answer could exist to questions of fairness), it does provide a structure which can be 
used to discuss fairness in an open and honest manner. Further, by retaining this free-
form and  adaptable  nature,  the  test  is  flexible,  insomuch  as  the  factors  that  are 
known behind the modified veil of ignorance should be changed to the specifics of 
the processing activity and can incorporate both procedural and substantive consider-
ations, and provides the opportunity for self-examination and the making explicit of 
implicit factors which may influence a person’s evaluation of fairness. 

This is, however, only the preliminary test. In particular, the preliminary test 
is still largely based on abstract discussion; it is, therefore, useful to evaluate it and 
make reforms where weaknesses are  identified.  Further,  while  the generality  and 
flexibility of the test is important, it is worth considering whether some “default” (al-
beit still optional, where appropriate) elements that will often be relevant to data pro-
tection issues can be included to help to guide users of the test.

6.2. Evaluation of the test

This section will evaluate the preliminary test as laid out above.

6.2.1 Is the test too complicated?

A possible criticism for the preliminary test is that it is relatively complex, particu-
larly  when compared to  the  single-word,  reliance-on-innate-conceptions  usage  of 
“fair” in the legislation. In particular, the test involves a lot of different elements, in-
cluding the need to undertake a comprehensive survey of all of the relevant circum-
stances and the concept of the original position, with which people may be unfamil-
iar or find difficult to apply. It may, therefore, be easier to simply rely on an intuitive 
concept of fairness and accept that some aspects of law will always need to involve a 
certain amount of unspoken or implicit reasoning. Alternatively, it may be easier to 
use a test which explicitly takes all of the relevant circumstances, but does not in-
volve any form of veil of ignorance.

This criticism requires a number of responses. First, while the test may be 
complex, any accurate test for fairness will inevitably be complex as fairness is itself  
a complex issue. It is very difficult to articulate certain concepts, emotions or reac-
tions, particularly in a way which provides sufficient legal certainty. While some ex-
treme situations may be easier to explain, whether an edge case is fair or unfair can 
be hard to justify in a concise manner. While the legislation’s use of the word “fair” 

71



is certainly concise, this does not prevent the word from representing (and import-
ing) a large number of complicated concepts. Any test for fairness must, therefore, 
involve a relatively large number of elements in order to properly reflect the con-
cepts in the legislation.

Secondly, while a mere reliance on the innate concept would be simpler, this 
does not help  in  situations where two  reasonable actors come to different conclu-
sions. For example, where a controller thinks a situation is fair, but a data subject 
thinks a situation is unfair, a reliance on an intuitive concept of fairness means that it 
will be very difficult for them to present their respective cases before a judge or su-
pervisory authority. Equally, if an enforcement agency wishes to impose a penalty or 
a fine for certain actions, “this feels unfair” does not seem to meet the standards for 
justice which we should expect. In particular, as discussed above, there is no way to 
verify whether the judge (for example) genuinely thinks that the act was unfair, or 
whether they simply dislike the defendant.

In theory, this could be addressed by simply asking a person to list the factors 
that  influenced  their  decision  on  fairness  without  requiring  the  original  position 
thought experiment. However, doing so has a number of weaknesses. In particular, 
while it may be easier for judges and enforcement agencies who do not necessarily 
have an interest in the activity involved, it is good for the parties to have the re-
minder  that  fairness  cannot  be  judged  from their  point  of  view.  Further,  as  has 
already been noted, the second limb of the proposed test helps to mediate between 
the structured part of the test and the intuitive concept of fairness, as well as to help 
us identify our biases—something that is not necessarily present in a simple listing 
of circumstances or factors considered. 

Finally, while I accept that it would be difficult for people to consider all of 
the  relevant  circumstances,  and  this  may  also  be  expensive  and time-consuming 
when a person performing the test needs to perform consultations to do so properly, 
this is a necessary part of fairness as a concept. As was elaborated by Okin,184 it is 
not possible to reach an actually fair conclusion if one is unable to consider perspect-
ives that are alien to one’s life experiences. Adding these requirements to the test 
therefore  help to  catch  missed prejudices  or  assumptions  which  would  corrupt  a 
purely internal view of fairness and—moreover—removing them would fundament-
ally alter and weaken the protection of a requirement of fair processing.

While complicated, the proposed test therefore allows for significantly more 
nuance than a simpler option and helps to provide a useful—and necessary—struc-
ture for explaining one’s findings about fairness. 

184 See the discussion in s. 5.1.

72



6.2.2 Should the test insist on a single definition of fairness?

As has already been discussed, one of the practical consequences of the Rawlsian 
fairness test is that two reasonable people could look at the same situation and come 
to different conclusions about whether or not it is fair. While this is held out as a fea-
ture, rather than a bug, of the test, this may still create some problems. In particular, 
this may mean that a controller who believes that they have done the right thing ulti-
mately loses before an enforcement agent simply because they were not persuasive 
enough. This risk could, inter alia, create a chilling effect on the use of personal 
data, provide an unfair advantage for those who can afford expensive (and therefore 
more persuasive) lawyers, or potentially discourage data subjects from raising com-
plaints if they do not feel sufficiently confident that they can support their interpreta-
tion over that of the controller’s.

While I accept that this is true, I argue that this is not a critique of the test, but 
of the law itself. Whether one agrees with the choice or not, the GDPR (and, indeed, 
the Charter) has explicitly chosen to give the concept of “fairness” a prominent role 
in data protection law. Given that, as discussed above, fairness always involves some 
element of subjectivity, the potential for a difference in opinion is built into the law. 
As explored in relation to the FTC’s test, while legal certainty can be improved by 
taking a very narrow view of fairness, this itself is still a subjective choice when it 
comes to fairness and one which is not well supported by the general approach to 
fundamental rights and data protection within the EU. Any arguments that we should 
not have a legal situation which include a route for subjectivity or differences of 
opinion on what is fair should, therefore, become arguments for reform of the GDPR 
and general approach to data protection in EU law, rather than against the use of this 
test per se.

Further, while it is true that this test does permit these differences of opinion 
to arise, it does at least encourage them to be expressed in a structured and compar-
able way. By using this test, it may, for example, be revealed that the reason why 
Party A and Party B have different conclusions about the fairness of the test is be-
cause Party A was aware of a particular issue or circumstance, while Party B knew 
about it. Alternatively, it may be revealed that Party A considers a particular circum-
stance to be very important and influential to the fairness test, while Party B does 
not. The test therefore allows the two parties to compare their reasoning and explain 
how or why they think that something is or is not fair, which should help to minimise 
the potential negative impacts (particularly when compared to the current, unspoken 
and implicit use of fairness). 

It is also worth discussing at this stage the impact of cultural differences on 
conceptions of fairness. In particular, it may be that, due to cultural differences, a 
processing activity is considered fair in one country and not in another. In a national 

73



environment, this may be comparatively easy to deal with; where the court, the con-
troller and the data subject are all from the same cultural background, there is more 
likely to be a general alignment of factors and weightings than where each comes 
from a different background or perspective. 

This criticism was raised by Sen in relation to Rawls’ use of the original posi-
tion  to  determine  the  principles  of  justice.  However,  while  Sen  claims  that  the 
Rawlsian fairness test is useful for removing personal biases but “does little to en-
sure an open scrutiny of local and possible parochial values”,185 he does not explain 
why it could not be used to do so. While, therefore, we may accept Sen’s arguments 
insofar as the Rawlsian fairness test is used to find principles of justice, this does not 
necessarily  extend  to  the  use  of  Rawlsian  fairness  in  general.  Instead,  we  must 
simply ensure that the test emphasises that these cultural differences exist, that the 
potential roles involved may exist across borders and cultural conceptions of fair-
ness, and require people to consider the impact of any such circumstances while in 
the original position.

While this will cause difficulties, I do not believe it is insurmountable. First, 
it must be remembered that the GDPR is an EU law and while there are clearly cul-
tural variations, there will be a number of common touchstones which can be used. 
Secondly, the test which has been established above is deliberately designed to be 
adaptive and take account of the different cultural perceptions. The question there-
fore is not “Which culture’s concept of fairness should prevail over the other” but 
rather “Given that these parties come from different cultures, what would they think 
is a fair resolution of any conflicts?” The successful implementation of this principle 
does require that the parties be sufficiently informed and aware of each others’ ex-
pectations, but, as discussed above, this is an inevitable consequence of a genuine 
and human-rights focused approach to fairness. 

6.2.3 Does it matter that the test is not based on hard legal principles?

Although I have looked at both statute and case law in developing the test, the test it-
self is mainly derived from legal philosophy and academia, rather than from any 
hard law. While clearly it would be preferable for a test to be developed from hard 
legal principles, this is unfortunately not possible given the lack of legal guidance on 
the issue of fairness. To some extent, then, a test developed from first principles of 
fairness and legal philosophy is the only real option.

Nevertheless, the lack of hard legal principles does raise two concerns: First, 
that since it is based on theory then it is entirely possible that a court may simply re-
ject the test as having insufficient legal basis; and, secondly, that there is nothing to 
stop competing tests from arising. Beginning with the first concern, I believe that I 
have set out a strong argument for the compatibility of the test with EU law. While, 

185 Sen (n 75) 128.
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therefore, it is of course possible, I do not believe that a court would reject the 
Rawlsian approach argued for here as incompatible with EU law—and, indeed, 
would instead hope that it would endorse it, particularly given the need for, and lack 
of, existing guidance. However, the second concern requires slightly more elabora-
tion.

Given that I have argued that there is not really such a thing as a generally 
“correct” answer to what is fair, it would make sense if there are also other ap-
proaches which may be used to reach a finding of fairness. Although, therefore, two 
tests may go through different methodology, both of those results can still be within 
the four corners of “fairness”. If this is true, I cannot argue that every actor must ad-
opt the test used here. The question then, presumably, becomes: If this test is not the 
only way for finding fairness, should we adopt it over other approaches? 

I have three responses to this issue. The first is that, for the reasons set out 
throughout this chapter, I believe that the test can be very useful for giving a 
thoughtful and explicit exploration of the reasons behind a fairness decision in a way 
that is neither overly legalised and stringent, nor unhelpfully vague or broad, based 
on well-recognised principles. The fact that the test works is therefore a reason that it 
should be used. Secondly, this test does not simply allow for initial findings of fair-
ness, but also allows for reviewing findings of fairness. It is, therefore, compatible 
with other tests, insofar as it can be used to discuss decisions on fairness reached 
through other means. This interoperability means that, even if other tests are de-
veloped, the utility of this test is not necessarily diluted. Thirdly, given that the 
Rawlsian approach to fairness is relatively well-known, many people will already be 
familiar with the core approach or concepts. It should, therefore, be relatively easy to 
adopt for those who have already studied fields of jurisprudence or philosophy.

6.2.4 Reliability and enforcement

In order to function properly, the person performing the test must follow the thought 
experiment and put themselves into the state of mind of a person behind the veil of 
ignorance. As was explained, the purpose of the veil is to prevent real-life biases or 
interests  from influencing their decision-making process. In practice, however, this 
can be very difficult. Further, if a person intends to obtain a particular result because 
of their natural biases or desires, it  could be possible for them to manipulate the 
thought experiment, either by never actually attempting to enter the original position 
or by being selective with the knowledge that is available behind the veil of ignor-
ance to weigh the decision in a particular direction.

While this is true, I do not believe that this is a reason to discount the utility 
of the proposed fairness test. First, anybody who wishes to manipulate or dishonestly 
perform the proposed test will undoubtedly wish to do the same with any other test, 
including any supposedly-intuitive conception. This is therefore not a problem with 
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the test itself, but with the very flexible notion of fairness. Secondly, this test, when 
used correctly, should make it harder to cheat the system. In particular, by creating a 
structure around which people must present their reasoning for finding fairness, it 
makes it easier to identify if somebody has manipulated the starting conditions or 
failed to take appropriate consideration of certain factors. This is particularly useful 
where the decision as to fairness is being made in a reviewable situation. While, 
therefore, the test is still vulnerable to mistakes, manipulation and dishonesty, it also 
has the potential to reduce these concerns and improve the quality of decision mak-
ing—particularly when compared to the intuitive concept of fairness.

Nevertheless,  a  related issue  is  the concern of  enforcement.  In  particular, 
there is a risk that art. 5(1)(a)’s reference to fairness may, in practice, be reduced to 
nothing more than a meaningless checkbox; not only is there the risk that companies 
(and courts) will simply say “This is fair” without exploring what they mean by that,  
or even without considering it altogether, but there is also a risk that the concept is so 
vague that it will be impossible to know whether or not processing could be chal-
lenged for unfairness.

Technically, the law is written in a way that processing which is unfair but 
which  otherwise complies with the law is unlawful. Article 5(1)(a) states that pro-
cessing “shall” be processed fairly, rather than “should”, which implies that fair pro-
cessing is mandatory; art. 5(2) states that the controller is “responsible” for ensuring 
that this is the case and must “be able to demonstrate compliance”; and art. 83(5) ex-
plicitly imposes the higher level of penalties for infringement of art. 5. However, it  
may be that this is hard to implement in practice (as is at least potentially indicated 
by the lack of case law on the matter), even with the test laid out above. In particular, 
given the inherent subjectivity, fairness enforcement actions will inevitably be long, 
require much argumentation and may have an uncertain outcome; this will make en-
forcement expensive and time-consuming, even assuming that supervisory authorit-
ies have the resources to bring such difficult actions in the first place.186 At the very 
least, however, the use of this fairness test should still help with the bringing of such 
enforcement actions, since it will allow for a structured discussion about compliance 
with fairness, even if it does not remove all subjectivity. 

One note here is that fairness, and the test laid out here, does not necessarily 
need to be used as a primary provision. Rather, it may be that the principle of fair-
ness is best implemented as a mediating concept for other provisions. This idea has 
been expressed elsewhere in law. For example, DG COMP Director General Laiten-
berger (as reported by Gerard) has stated that fairness in competition law is not an 

186 See, e.g., comments about the need for supervisory authorities to carefully choose their enforce-
ment actions due to limited resources: Benjamin Greze, “The extra-territorial enforcement of the 
GDPR: A genuine issue and the quest for alternatives” (2019) 9 (2) IDPL 109, 118–119. While 
these comments were made in a different context, they are equally applicable here.
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“operational concept” but that it must be “translated” into practice by way of “more 
specific rules, standards and tests underpinned by the law, jurisprudence, economic 
analysis and the painstaking establishment of the facts of each case”.187 Under this 
approach, the fairness test is still useful as it helps to guide that evaluation or inter-
pretation. This idea will be returned to in the subsequent chapters. Arguably, the best 
solution would be if fairness were able to operate as both an independent concept 
and as a mediating one. As a data processing principle, all processing must be fair 
and therefore it would create internal inconsistencies if any GDPR requirements cre-
ated unfair processing. Further, as will be discussed later in this thesis, the concept of 
“fairness” may help to mediate some of the undesirable elements of data protection 
law. In his Opinion in  Rīgas, Advocate General Bobek made a call for “common 
sense” in the interpretation of the law, despite it not being a source of law;188 unlike 
common sense, art. 5(1)(a) means that fairness is a source of law and may be able to 
help where common sense alone is not enough.

6.3. Fairness and the GDPR: Some considerations and a refined test

Although the proposed test set out above is written in a generic form and could be 
applied within the GDPR as is, it is worth considering whether any modifications 
could be made for easier use within data protection law. In particular, it is worth con-
sidering what kinds of circumstances are likely to be relevant for the first limb when 
evaluating the fairness of processing activities. To consider this, I will briefly collect 
the most important issues that were raised and discussed in this context throughout 
this chapter.

Based on the literature relating to fairness and the GDPR discussed above, 
the level of transparency must be an important factor when determining fairness. 
This concept arose consistently throughout the commentary and a lack of sufficient 
transparency may render processing unfair by, inter alia, preventing the data subject 
from knowing how their data is being used and whether they wish to exercise their 
data subject rights or not.

A second important factor is the importance of the processing activity for 
each party, which must also be connected to the potential harms to the data subject. 
In the original position, Rawls emphasised that a rational person will only accept a 
detriment if it comes with a benefit.189 However, the mere existence of a benefit can-
not be enough; that benefit must justify the potential harm. For example, if a pro-
cessing activity is extremely harmful (e.g. it will expose someone to complete social 
humiliation), a person in the original position would only be likely to accept those 
risks if it is very important (e.g. it is necessary to save their life). Without informa-

187 Gerard (n 128) 211.
188 C-13/16 Valsts policijas Rīgas reģiona pārvaldes Kārtības policijas pārvalde v Rīgas pašvaldības  

SIA, Advocate General’s opinion, ECLI:EU:C:2017:43, para. 99.
189 Rawls (n 2) 123 et seq.
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tion about the importance of a processing activity, it is therefore hard to see how a 
person could make a sufficiently informed decision behind the veil of ignorance. 
Further, the importance and potential to harm is likely to be relevant to the accept-
ance or rejection of all processing activities, even if both are relatively minor.

Another factor which is likely to affect fairness is the relationship between 
the parties. This factor was seen repeatedly throughout legal conceptions of fairness. 
However, it should not be taken to simply mean whether one party is in a stronger 
position than another. While this may be relevant to findings of fairness, as was dis-
cussed above, the relative strengths and weaknesses of a party do not necessarily 
mean that their agreement will be unfair (although it may mean that it is more likely 
for it to be unfair). Nevertheless, we may, for example, find that processing activities 
are unfair  due to power imbalances (e.g. between employee and employer),  even 
though they would be fair if no such relationship exists. Further, the nature of the re-
lationship between the parties is important in a broader sense. There are many factors 
based on the relationship between the parties which may influence whether or not a 
processing activity is fair, including,  inter alia, whether the parties have interacted 
before, whether one party has a choice about their data being processed or whether 
the parties are connected by contract.

It is also important that the existence of applicable GDPR rights and duties 
and other general cultural norms be emphasised. The inclusion of general cultural 
norms is necessary to reflect the cultural elements of fairness that have been dis-
cussed above. Further, given that the GDPR sets out a number of existing rights and 
duties, it would be unfair if processing activities violated these rules; a person behind 
the modified veil of ignorance must therefore have this information if they are to 
make a decision which will actually be fair.

Finally, it is also at this stage worth considering the factors that were identi-
fied by Lynskey as being emphasised in different jurisdictions. In addition to the is-
sues already identified here, Lynskey also found issues of good faith on behalf of the 
controller, whether discriminatory practices were involved, and the reasonable ex-
pectations of the data subjects were relevant.190 The first and third of these can, for 
the sake of creating a general test, be combined as the expectations and motivations 
of the parties, which can also be linked to the importance of the processing to each 
party. The third, arguably, may fall into this ground as well, or may also overlap with 
the existing rights and norms. However, I believe that it is best grouped with the 
concept of harm. Arguably, it could simply fall within this category, but I believe that 
it is worth explicitly mentioning given its predominance in the literature.

This list should not be taken as a comprehensive set of any circumstances 
which may be considered relevant. Other circumstances may be more or less relevant 

190 Lynskey (n 45) 36.
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in particular circumstances, including,  e.g., the cost to the controller of making the 
processing “safer” for the data subject or whether the processing is being performed 
as part of a larger service or interaction. However, the first limb of the test does not 
require an exhaustive list to be given (and, indeed, the necessary flexibility demands 
the opposite) and I am not therefore attempting to provide one. Rather, these are best 
to be seen as factors that may be so common or important as to deserve mention “by 
default”, with individuals then free to include or exclude factors as is relevant to the 
specific circumstances.

Based on the above, it is convenient to provide a slightly modified test for 
fairness under the GDPR, art. 5(1)(a). This test is based on the proposed test, but in-
cludes  GDPR-specific  considerations  which  expand  the  list  of  “default”  circum-
stances that may be relevant. The test, as formulated is:

1. Would a  person, unaware of  their  role  in  the situation and who only has 
knowledge of the necessary relevant circumstances (including, inter alia, the 
rights and duties under the GDPR; how transparent the processing is; the ex-
pectations and motivations of the parties,  including the importance of the 
processing activity for each party; the potential harms to the data subject, in-
cluding any discrimination; the relationship between the parties; and other 
general cultural norms), accept the processing if there was an equal chance of 
them being in any particular role?

2. Does the answer to the first limb feel like an intuitively fair answer? If not, 
would a change in the conditions in the first limb (e.g. inclusion of more or 
fewer circumstances)  produce a  result  that  feels  intuitively fair?  Alternat-
ively, is the reason that it does not feel intuitively fair because of an existing 
bias or consideration that should be discounted?

This test can be used from any position, being sufficiently flexible that it can 
be applied by, inter alia, a controller attempting to determine if their processing is 
fair,  by a data subject attempting to determine if they wish to challenge the pro-
cessing activity, or by an enforcement actor deciding if they wish to issue a penalty 
for the processing activity. By using this test, it is possible to evaluate a processing 
activity for fairness in a way that is compliant with legal concepts, consistent with 
inherent and intuitive concepts of fairness, and provides a structure for a reasoned 
and explainable evaluation. It is therefore capable of providing a useful and reliable 
method for understanding the concept of fairness under the GDPR, art. 5(1)(a).

7. Conclusion

In this chapter, I sought to answer the research question “How should we understand 
the concept of fairness under the GDPR, art. 5(1)(a)?”. To do so, I surveyed the legal 
concept of fairness under human and fundamental rights law, as well as within data 
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protection law and found that there was an unfortunate lack of guidance as to the in-
terpretation of the term. While certain issues and elements could be identified, such 
as transparency and the impact on data subjects, there was no overall or general test 
that could be applied. Further, I found that the concept of fairness seemed to rely on 
the use of implicit or unspoken assumptions about what was or was not fair—which, 
unfortunately, often led to the appearance of fairness being used as a mere rubber 
stamp, or situations where it was very difficult to review fairness in a constructive 
and open manner.

Having found a lack of guidance in hard law, I turned to the academic and 
philosophical position of Rawls. Although not initially presented as a way to find 
fairness in practical circumstances, I found that the concepts of the original position 
and reflective equilibrium could be used to produce a structured conversation around 
what we did or did not consider fair. While these tests did not propose to invent a 
new way of finding the objective answer for fairness, they did operate as a way to 
make overt and explicit the previously hidden process of evaluating fairness. Further, 
the tests emphasised a facts-based approach that required fair results to be acceptable 
to all parties. 

I then proceeded to compare this Rawlsian approach to other uses of fairness 
in law. This comparison found that other areas of law were equally vague as to what 
they considered to be “fair” in general. Where case law and elaboration did exist, this 
was usually very limited to the specific areas. I then looked at two non-EU concep-
tions of fairness, being equity in common-law legal systems and fairness under the 
FTC in the US. Drawing lessons from each of these grounds, I considered how these 
issues could be combined with the original position and concluded that EU law was 
compatible with the Rawlsian approach. 

Having found this compatibility, I drew up a preliminary test that would al-
low us to ask whether something should be considered fair for the purposes of law. 
This approach, in line with the requirements identified in the chapter, did not ask for 
a specific “yes or no” response, but instead allowed a context-sensitive exploration 
of the factors and how they affected a finding of fairness. Following the test would 
therefore produce a structured way of explaining a finding of fairness or otherwise 
that could be compared and discussed or analysed. I then examined this test and con-
sidered how to include the most common or important principles from data protec-
tion law.

In conclusion, my answer to the research question “How should we under-
stand the concept of fairness under the GDPR, art.  5(1)(a)?” is therefore that we 
should understand the concept by applying a modified Rawlsian approach. First, we 
should accept that fairness is a condition which should be taken seriously and should 
not be used as mere window dressing. Rather, we should be able to express findings 
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of fairness in a meaningful way that promotes the protection as designed by EU data 
protection and fundamental rights law. Secondly, we should not view fairness as a 
binary “yes or no” question; rather, we must accept that fairness is an inherently sub-
jective issue. While this causes some difficulties for legal certainty, this approach is 
necessary for consistency with EU data protection and fundamental rights law. Dis-
cussions of fairness should therefore be seeking to persuade that a view on fairness is 
appropriate, rather than prove that it is correct. Thirdly, fairness should be viewed as 
a broad concept that incorporates all of the relevant facts and issues, producing a res-
ult that is acceptable to all of the parties involved (at least in theory). This means that 
fairness should not be artificially limited and that any investigations into fairness 
must allow for a flexible approach. To meet these conditions, the following test can 
be utilised:

1. Would a person, unaware of their role in the situation and who only has 
knowledge of the necessary relevant circumstances (including,  inter alia, 
the rights and duties under the GDPR; how transparent the processing is; 
the expectations and motivations of the parties, including the importance 
of the processing activity for each party; the potential harms to the data 
subject, including any discrimination; the relationship between the parties; 
and other general cultural norms), accept the processing if there was an 
equal chance of them being in any particular role?

2. Does the answer to the first limb feel like an intuitively fair answer? If not, 
would a change in the conditions in the first limb (e.g. inclusion of more or 
fewer circumstances) produce a result that feels intuitively fair? Alternat-
ively, is the reason that it does not feel intuitively fair because of an exist-
ing bias or consideration that should be discounted?

Following this test will allow for a structured and comparable discussion of fairness, 
meaning that controllers, data subjects, enforcement agencies and other parties will 
be able to evaluate, and importantly to discuss, whether a processing activity should 
properly be considered fair in line with the legal principles and requirements.
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CHAPTER 3: LEGITIMATE INTERESTS AND FAIR PROCESSING UNDER THE GDPR

1. Introduction

A particularly  important,  but  also  particularly  complex,  provision  in  the  General 
Data Protection Regulation (“the GDPR”)1 is art. 6(1)(f): Processing of personal data 
on the grounds of a legitimate interest. Unlike some of the grounds under art. 6, le-
gitimate interest processing is incredibly flexible and does not limit controllers to 
certain,  very  specific,  factual  circumstances.  Further,  unlike  consent-based  pro-
cessing, legitimate interest processing does not require data subjects to approve the 
processing activity; rather, the law puts the obligation on controllers to evaluate the 
processing, determine if it is necessary, and weigh up whether the benefits are out-
weighed by the risks.

Under the text of art. 6(1)(f), processing is lawful if:

“[it] is necessary for the purposes of the legitimate interests pursued by 
the controller or by a third party, except where such interests are overrid-
den by the interests or fundamental rights and freedoms of the data sub-
ject which require protection of personal data, in particular where the 
data subject is a child”.

The language used in this section is, unfortunately, quite vague. It is difficult, read-
ing the law, to know exactly what the controller should take into account and how to 
evaluate  those factors to come to a final conclusion. To some extent, this is inevit-
able; one of the great strengths of legitimate interest processing is that it is very flex-
ible and can be adapted to the relevant situations (which, as I will discuss in Chapter
4, is particularly important when it comes to processing by bots and technology re-
lated to artificial intelligence (“AI”)). Further, the balancing test seems to inevitably 
involve subjective elements, which are difficult to incorporate into a formal test. The 
problem is that with vague power comes vague responsibility. While the term “legit-
imate interest” has been embraced as having an extremely wide meaning, the word 
“overridden” is  quite  difficult  to  interpret.  If  we accept,  as  I  will  argue that  we 
should, the wide definition for what can qualify as a legitimate interest, we must then 
ask ourselves how we can use the balancing act to avoid an abuse of this provision. 
While some guidance is available, particularly from under the equivalent provision 

1 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the 
protection of natural persons with regard to the processing of personal data and on the free move-
ment of such data, and repealing Directive 95/46/EC (General Data Protection Regulation) [2016] 
OJ L119/1 (“the GDPR”).
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in the Data Protection Directive (“the DPD”),2 art. 7(f), what exists can be criticised 
as being, at times, slightly unhelpful and inconsistent. 

This chapter will answer the research question “Can the concept of fairness, 
as understood under the GDPR, art. 5(1)(a), be used to address the shortcomings of 
legitimate interest processing under the GDPR, art. 6(1)(f)?”. First, I will look at art. 
6(1)(f), analyse what a legitimate interest actually is, put the provision into context, 
and explore the justifications and reasoning behind the provision as well as the prob-
lems which arise from a suboptimal interpretation. Having done so, I will examine 
the balancing test,  surveying the guidance which existed under the DPD and any 
available guidance under the GDPR. Unfortunately, I will be forced to conclude that 
the guidance does not provide any true solutions and identify some core problems 
with interpreting the provision. Finally, I will propose that, to resolve the problems, 
controllers should take advantage of the proposed fairness test outlined in Chapter 2, 
analyse how far the concept of fairness can be used to interpret the legitimate interest 
balancing provision and to what extent this can address the issues identified. 

2. Legitimate interest processing: What and why?

Legitimate interest processing plays a key role in the GDPR as one of only two gen-
eral grounds for processing personal data under art. 6. This section will begin to ana-
lyse this provision, and its importance, particularly by reference to other processing 
grounds, what a “legitimate interest” actually is and the limitation that the processing 
be “necessary” to that legitimate interest.

2.1. Legitimate interest and consent versus the other grounds for processing

Article 6 of the GDPR sets out a closed list of six lawful grounds for processing,  
which can be split into two main groups. The first group, art. 6(1)(b)–(e), are limited 
to specific or restricted factual circumstances (e.g. under art. 6(1)(b), processing can 
be performed if it is “necessary for the performance of a contract to which the data 
subject is party or in order to take steps at the request of the data subject prior to en-
tering into a contract”). In the second group, the remaining two grounds are general 
purpose, with consent-based processing under art. 6(1)(a) and legitimate interest pro-
cessing under art. 6(1)(f). These grounds are substantially the same as existed under 
the DPD, art. 5. It is also necessary to note that the GDPR, art. 9 also contains addi-
tional rules for the processing of special categories of personal data, but these are 
outside of the scope of this thesis and therefore will not be considered here. 

This split is not simply about specific purpose versus general purpose—it is 
also about the division of labour when it comes to evaluating whether the processing 
is acceptable. In the first group, the controller does not (at least when determining 

2 Directive 95/46/EC of the European Parliament and of the Council of 24 October 1995 on the 
protection of individuals with regard to the processing of personal data and on the free movement 
of such data [1995] OJ L281/31 (“the DPD”).

83



lawfulness under art. 6) have to weigh up the pros and cons of the processing, nor 
perform a risk/reward analysis. The controller simply needs to determine that the 
processing is necessary for the particular purpose; the law already states that, where 
it is necessary, the benefits of the purpose mean that the processing can go ahead 
(and, therefore, presumably, that the benefits of the processing outweigh the risks to 
the data subject in this context). 

In the second group, however, the potential purposes for the processing are 
not so limited and the provisions can be applied in a wide variety of factual circum-
stances. As a result, it would be impossible for the legislature to “pre-approve” the 
processing activities and any balancing test  must be performed by the parties in-
volved. This then leads to a sub-division in the second group: Which party determ-
ines whether the processing should take place? Under art. 6(1)(a), this obligation is 
placed on the data subject, whereas, under art. 6(1)(f), that obligation is left to the 
controller. This taxonomy is supported by Advocate General Bobek’s discussion in 
Rīgas, which stated, inter alia, that the DPD, art. 7 contains three types of grounds 
for processing: Where consent is given, where the legitimate interest needs to be es-
tablished and “outweigh” the data subject’s interests, and where the controller’s or 
third  party’s  legitimate  interests  are  “to  some extent  presumed”.3 Although A.G. 
Bobek does not explicitly group consent and legitimate interest together, the same 
divide between these general grounds and the pre-approved grounds can be seen.

It  would  be  extremely  difficult  to  argue  against  the  existence  of  general 
grounds for processing.  No matter how thorough, no legislature could foresee all 
possible future processing scenarios, particularly where new technologies are con-
cerned. The law is therefore faced with a choice: Either regulate in a much more re-
stricted way, which risks leaving some processing activities unregulated; make sure 
to update the regulation as soon as new processing activities emerge, which is im-
practical and may dramatically slow down technological and societal development; 
or introduce general provisions like consent and legitimate interest. Faced with these 
options, it is unsurprising that the legislatures chose the third.

Nevertheless, the Article 29 Working Party has argued against the use of le-
gitimate interest as a catch-all approach. In its Opinion 06/2014 on the notion of le-
gitimate interests of the data controller under Article 7 of Directive 95/46/EC,4 the 
Working Party stated that: 

“[t]he open-ended nature of this provision … does not necessarily mean 
that this option should be seen as one that can only be used sparingly to 
fill the gaps for rare and unforeseen situations as ‘a last resort’, or as a 

3 C-13/16 Valsts policijas Rīgas reģiona pārvaldes Kārtības policijas pārvalde v Rīgas pašvaldības  
SIA, Advocate General’s opinion, ECLI:EU:C:2017:43, para. 56.

4 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC, WP 217 (9 April 2014).
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last chance if no other grounds apply. Nor should it be seen as a preferred 
option and its use unduly extended because it would be considered less 
constraining than the other grounds.”5

The Working Party issued similar warnings in relation to consent,  having  pointing 
out that “consent is not the only ground for lawfulness”, that it is not always “the 
most appropriate ground” and that “only in very limited circumstances can consent 
legitimise data processing activities which would otherwise be prohibited [by other 
data protection principles]”.6

The Article 29 Working Party is right to point out that consent and legitimate 
interest processing cannot (and should not) be used to circumvent other data protec-
tion rules. Further, it seems appropriate to insist that controllers use one of the other 
processing grounds if they are applicable. While a controller may wish to use a gen-
eral ground rather than a specific one because of the perceived greater leeway (and, 
therefore,  presumably lower risk of liability),  these specific grounds are in some 
ways nicer for the controller as they do not require such a complicated balancing 
test, instead simply asking if the processing is necessary for the goal. Further, it is 
also worth noting that using one of the pre-defined grounds is conceptually more in 
line with the purpose limitation principle under the GDPR, art. 5(1)(b) and data min-
imisation principle under art. 5(1)(c), since it prevents the controller from taking a 
wider route than actually required.

However, we should not interpret the Article 29 Working Party’s cautions as 
meaning that legitimate interest processing should not be used to cover a wide range 
of activities. On the same page as the warning against the over application of legit-
imate interest processing, the Article 29 Working Party also stated that “appropriate 
use of [legitimate interest processing], in the right circumstances and subject to ad-
equate safeguards, may also help prevent the misuse of, and over-reliance on, other 
legal grounds.”7 It therefore seems better to interpret the Article 29 Working Party’s 
rejection of the use of legitimate interest as a “last resort” as another instance of its 
rejection of reliance on multiple processing justifications, which can be seen else-
where in the Article 29 Working Party’s opinions and guidelines.8

It  seems clear  that  a  balance  is  required:  Legitimate  interest  and consent 
should not be used to undermine or ignore art. 6(1)(b)–(e), but should be kept flex-

5 ibid 9.
6 Article 29 Working Party, Opinion 15/2011 on the definition of consent, WP 187 (13 July 2011) 7. 

As noted above, this Opinion was confirmed as still being relevant under the GDPR by the Article 
29 Working Party, Guidelines on consent under Regulation 2016/679, WP 259 rev.01 (10 April 
2018) 3, which was in turn endorsed by European Data Protection Board, Endorsement 1/2018 
(25 May 2018).

7 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 9.

8 See, e.g., Article 29 Working Party, Guidelines on consent under Regulation 2016/679, WP 259 
rev.01 (n 6) 31.
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ible  enough  to  allow  for  novel  or  unexpected  processing  scenarios,  particularly 
where that can prevent an inappropriate reliance on the stricter, less flexible grounds. 
Having analysed the differences between these two groups, it is also worth spending 
some time considering how legitimate interest and consent actually contrast.

2.2. Legitimate interest vs consent: Who makes the choice?

Before moving on to consider the legitimate interest balancing test, it is useful to say 
a few words about a key difference between consent and legitimate interest: The al-
location of responsibility for evaluating whether the processing should be started. 
Specifically, under legitimate interest, it is the controller who must initially approve 
the beginning of the processing, whereas under consent, this task belongs to the data 
subject. The problem is that, as will be shown below, there are concerns about the 
way in which data subjects perform the task of verifying the appropriateness or ac-
ceptability of processing activities in practice. This is, in part, because it is an im-
practical role for them to play; while it may seem intuitively sensible for data sub-
jects to have as much control over their personal data as possible, this ideal fails 
when exposed to the realities of processing. 

The GDPR imposes a number of obligations on controllers to help data sub-
jects make decisions about their personal data. For example, the law requires, under 
art. 4(11), that consent be a “freely given, specific, informed and unambiguous indic-
ation of the data subject’s wishes” and, under art. 7, that consent requests be presen-
ted in a way which is “clearly distinguishable” from other matters in “an intelligible 
and easily accessible form, using clear and plain language”. In theory, the consent re-
quirements and the information requirements under arts. 13–14 should put data sub-
jects in a position to take control of their personal data and reliably decide for them-
selves whether they think that the processing is justified,  based on their  personal 
preferences. 

The problem is that this theory may not work in practice. As was discussed in 
Chapter 2, s. 5.3.6, it is unrealistic to expect consumers to read all of the provided in-
formation for every processing activity involving their personal data. Further, even if 
data subjects do read all of the information, we can ask whether it is actually prac-
tical for them to understand all of the implications of the processing and make a con-
sidered decision for every processing activity or instance. This is not a purely hypo-
thetical risk, with surveys finding that many data subjects are not particularly in-
formed about either the GDPR9 or their data subject rights,10 may feel like they are 
not always informed about the conditions of the collection and further use of their 

9 European Commission, Special Eurobarometer 487a: The General Data Protection Regulation 
(2019) 20.

10 ibid 23.
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data,11 and do not always read privacy policies in full.12 Indeed, of those who did not 
read privacy policies gave a number of reasons, the most popular being that they 
were too long (66%) or too complicated (31%). The majority of users seemed to 
think that it was not important to read the privacy policy, either because the mere ex-
istence of a privacy policy was enough (17%), faith that the law would protect them 
anyway (15%), because they simply didn’t matter (11%) or because they didn’t think 
that the website would honour them anyway (10%).13

As an important caveat, we must recognise that these questions do not spe-
cifically address the issue of consent forms or requests. In particular, we do not know 
how many of the services that data subjects are thinking about use consent as a justi-
fication for processing. It is, therefore, possible that, for example, those who say that 
they are sometimes informed about the conditions of processing feel informed in 
situations where consent is used, but not in other situations. Nevertheless, this data 
paints a picture of data subjects who do not have enough information that they would 
be able to adequately control their personal data through consent. 

It should be noted that my interpretation of the statistics is not the only one 
possible. Generally speaking, the majority of data subjects did engage with the pro-
cessing activities in some way; 65% of data subjects felt that they had at least some 
control, 60% of data subjects read at least some of the privacy policy and 56% of so-
cial-media users did modify their privacy settings in some way.14 However, I argue 
that these numbers are still insufficiently high. While they do represent a majority, 
this still leaves a large number of data subjects who are left without effective control. 
Further, these majorities involve a lot of qualified successes; if we restrict ourselves 
to data subjects who feel like they have full control, the number falls to 14%, with 
only 13% reading privacy policies fully.15 This counter-argument is further hurt by 
the lack of a positive trend in the numbers, both for levels of control16 and for the 
reasons that people did not read of privacy policies.17 

This data is consistent with other studies on the topic: Although we may think 
that consumers will look after their own data, they often do not have enough inform-
ation to make sensible decisions and, even if they do, they will often accept invasive 
processing activities anyway.18 It is therefore very hard to argue that consent-based 

11 ibid 42.
12 ibid 47.
13 ibid 51. For this question, respondents were able to provide more than one answer and the per-

centages given represent the number of participants who selected that option.
14 ibid 34, 47 & 56.
15 ibid 34 & 47.
16 ibid 34; European Commission, Special Eurobarometer 431: Data Protection (2015) 9.
17 European Commission, Special Eurobarometer 431: Data Protection, ibid 87; European Com-

mission, Special Eurobarometer 487a: The General Data Protection Regulation (n 9) 51.
18 See, e.g., Alessandro Acquisti & Jens Grossklags, “Privacy and Rationality in Individual Decision 

Making” (2005) 3 (1) IEE Security & Privacy 26.
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processing under art. 6(1)(a) is the best way of protecting data subjects. A focus on 
consent-based processing also creates risks in the other direction: That data subjects 
will reject benign processing because it sounds scary or seems creepy. It must be re-
membered that data subjects are usually not experts in every field and do not neces-
sarily know the impacts of processing activities and how it will actually affect them. 
Given all of these problems, how are data subjects supposed to ensure that the pro-
cessing of personal data is used in a way which benefits all of humankind?

My argument here can be criticised as being overly paternalistic. It could be 
argued that if  a data subject chooses to use services without reading the privacy 
policy then they should accept responsibility for their choice and accept any down-
sides or harms that occur. I cannot deny that this has some validity, at least insofar as 
it relates to adults who are not obliged to use the services in question. However, I do 
not believe that this negates the issue raised, particularly given the GDPR’s intended 
purpose of protecting data subjects and promoting certain types of processing activit-
ies.

Another possible response to my argument is that, even if one accepts the cri-
ticisms that I have raised, this simply means that we need to convince data subjects 
to fully embrace their responsibilities as processing monitors. This would involve, 
inter alia, educating data subjects about the impacts of data processing, increasing 
the amount of privacy-enhancing technologies that can be used to support data sub-
jects, and helping to further simplify and shorten privacy policies and consent re-
quests. The problem with this response is that it may not be possible in practice. 

First, while data protection lawyers and professionals may be extremely con-
cerned with these topics, we should not presume that they are a primary issue for 
everyday  data  subjects.  To a  data  subject,  data-protection  and privacy  rights  are 
simply one of the many aspects of life—and there is simply not enough time or emo-
tional  bandwidth  for  people  to  care  about  every  single  processing  activity.  It  is 
telling that, despite significant media attention about the GDPR19 and the large num-
ber of GDPR-related emails that were sent by controllers when the law came into 
force,20 almost a third of respondents did not know what the GDPR was in 2019.21 
Although supervisory authorities have an obligation under the GDPR, art. 57(1)(b) to 
promote “public awareness and understanding” of various data protection issues, it 
seems unlikely that data subjects will ever be able or willing to play an especially 
active supervisory role.

19 As of 27 May 2021, a Google News search for the term “GDPR” produces 103 million results.
20 These emails were so common as to become notorious. See, e.g., Ashitha Nagesh, “GDPR emails 

are increasingly desperate and everyone’s responding with memes” (BBC, 25 May 2018) 
<https://www.bbc.co.uk/bbcthree/article/0b911bab-3be7-481a-8eec-380587206772> accessed 21 
August 2019.

21 European Commission, Special Eurobarometer 487a: The General Data Protection Regulation (n 
9) 20.
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Secondly, as has already been discussed, one of the purposes of the GDPR 
was to shorten and simplify privacy policies. However, in 2019, a year after the law 
came into effect, this did not seem to have stopped the problem, with data subjects 
still avoiding privacy policies because of their length and complicated natures, and 
there is nothing to suggest that this has changed. This lack of impact can also be seen 
with privacy-enhancing technologies and other non-legal approaches. Even before 
the GDPR came into force, there have been many pushes to make it easier for data 
subjects to engage with processing activities.22 Unfortunately, there is no evidence to 
show that these have had any particularly widespread success and it seems difficult 
to argue that there will be any technological “magic bullets” that will provide an easy 
resolution. This issue is also compounded by the issue of dark patterns or other tricks 
which manipulate data subjects into consenting, even when they may not otherwise 
wish to do so.23

Thirdly, where the data subject is responsible for verifying the appropriate-
ness of the processing, there is nothing that the law can do to force them to fulfil this  
role. It would be impossible, for example, to fine data subjects who do not read pri-
vacy  policies  correctly.  In  theory,  any  negative  consequences  for  failing  to  ad-
equately watch for inappropriate processing activities would simply be that the data 
subject’s personal data is processed in a way which they do not actually want. How-
ever, this approach is open to severe abuse by controllers, whether that be exploiting 
the fact that data subjects will not check to slip things in or attempting to drive the  
hardest bargain that they possibly can. The fact that data subjects often felt as though 
they had no control of their data, but continued to use the service anyway, is particu-
larly telling; while technically many services, such as social media platforms, may 
be optional, data subjects may be forced to use them due to (e.g.) social pressure or 
practical considerations.

On the other side, asking the controller to verify the appropriateness of the 
processing may help to avoid each of these issues. First, while controllers do not ne-
cessarily have all of the information about individual data subject’s preferences, they 
have (or, at least, should have) all of the information about the processing activities. 
Although the law still needs to ensure that they will take sufficient effort to investig-
ate the data subjects’ circumstances and preferences (an issue which is discussed 

22 See, for example, Terms of Service, Didn’t Read <www.tsodr.org> accessed 21 August 2019, or 
Common Terms <http://commonterms.org/>, accessed 21 August 2019.

23 See, e.g., Christine Utz & others, “(Un)informed Consent: Studying GDPR Consent Notices in 
the Field” (2019 ACM SIGSAC Conference on Computer and Communications Security, Lon-
don, UK, November 2019) <https://arxiv.org/pdf/1909.02638.pdf> accessed 22 March 2021; Mi-
das Nouwens & others, “Dark Patterns after the GDPR: Scraping Consent Pop-ups and Demon-
strating their Influence” (CHI Conference on Human Factors in Computing Systems, Honolulu, 
USA, April 2020) <https://arxiv.org/pdf/2001.02479.pdf> accessed 22 March 2021; Daniel J. So-
love, “The Myth of the Privacy Paradox” (2021) 89 (1) George Washington Law Review 1; or 
Andrew McStay, “I consent: An analysis of the Cookie Directive and its implications for UK be-
havioral advertising” (2012) 15 (4) New Media & Society 596.
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elsewhere in this thesis,  e.g. ss.  3.4.2,  4.2.2 and  4.3.3 of this Chapter, as well as 
Chapter 2, s.  5.1 and Chapter 4, s.  6.3), this is still a notable advantage. Secondly, 
unlike data subjects, controllers can be subject to penalties if they do not appropri-
ately perform their role. There is, therefore, more scope for the law to provide in-
centives for compliance (or, at least, disincentives for failure to comply). Finally, by 
forcing  controllers  to  be  concerned  with  the  appropriateness  of  processing  as  a 
whole, rather than simply whether a data subject will agree, the law encourages the 
controller to take a more collaborative and all-inclusive viewpoint: Under art. 6(1)
(f), the question should not be “How much can I get away with before they say no?” 
but “How much is it actually right for me to do?” 

Unfortunately, there are still risks that these advantages will not arise in prac-
tice. For example, the idea that we can fine controllers is dependent on supervisory 
authorities actually being able to bring enforcement actions (and that somebody even 
noticed the issue in the first place). This problem goes beyond mere staffing and re-
source problems, although this is a real concern.24 While it is comparatively easy to 
observe large controllers, smaller actors (particularly those online) can be very diffi-
cult to monitor and enforce against.25 In particular, it is inevitable that, the more con-
trollers that exist, the harder it becomes to monitor all of them. Given this, the ex-
tremely wide legal definition of “controller” used by both the Article 29 Working 
Party26 and the Court of Justice of the European Union (“the CJEU”)27 means that 
there will be an increased risk of the smaller controllers going unnoticed. 

Another concern is that, while controllers may have more time and resources 
than data subjects in theory, this is not actually guaranteed. The amount of resources 
which a controller has will, obviously, vary to a large extent, but it is at least more 
likely that controllers will be able to spend the time and money working on the pro-
cessing activity. Under art. 24(1), the controller is the one who is ultimately respons-
ible for GDPR-compliance and we can argue that a controller who does not have suf-
ficient resources to  properly review and consider their processing activities should 
not be processing the personal data in the first place. However, given the wide defin-
ition for “controller”, this seems unrealistic. Controllers are not necessarily commer-
cial entities and a controller who is acting in an amateur capacity cannot be assumed 

24 Nikolaj Nielsen & Peter Teffer, “Are EU data watchdogs staffed for GDPR?” (euobserver, 22 
May 2018) <https://euobserver.com/digital/141875> accessed 22 August 2019.

25 This is not a new problem. See, for example, Peter Swire, “Of Elephants, Mice, And Privacy: In-
ternational Choice of Law and the Internet” (1998) 32 (4) The International Lawyer 991.

26 Article 29 Working Party, Opinion 1/2010 on the concepts of “controller” and “processor”, WP 
169 (16 February 2010).

27 See, for example, C-101/01 Lindqvist, ECLI:EU:C:2003:596; [2003] ECR I-12971; C-73/07 
Tietosuojavaltuutettu v Satakunnan Markkinapörssi Oy, ECLI:EU:C:2008:727; [2008] ECR I-
09831; C-210/16 Unabhängiges Landeszentrum für Datenschutz Schleswig-Holstein v 
Wirtschaftsakademie Schleswig-Holstein GmbH, ECLI:EU:C:2018:388; or C-40/17 Fashion ID 
GmbH v Verbraucherzentrale NRW eV, ECLI:EU:C:2019:629.
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to have any more time or expertise than a data subject.28 Equally, as will be discussed 
in  Chapter 4, the introduction of new technologies makes it easier and easier for 
small  controllers  to  perform  massive  (and  potentially  very  invasive)  processing 
activities. While, in theory, we can say that data subjects are protected since the law 
covers these processors, and under the law processors are not supposed to perform 
such processing activities unless they can do this safely, this does not necessarily re-
flect reality: If a small controller does not have the resources to obtain adequate legal 
advice, they may not even know that they are violating the law in the first place. 
Such controllers are equally unlikely to be able to pay any damages or reparations to 
data subjects (let alone the potential administrative fines) and therefore any legal re-
course may be small comfort to a data subject whose information was misused. 

Compounding these issue is the risk that, despite the law’s requirements, con-
trollers may still take a selfish stance when fulfilling their duties under art. 6(1)(f). 
For example, where a controller takes the form of a limited liability company, share-
holder primacy means that that controller will inevitably favour profit for sharehold-
ers over other interests, including those of data subjects.29 Alternatively, a controller 
may think that the odds of getting caught are so low that the risk of the fine is out -
weighed by the benefits of unlawful processing.30 This calculation is not limited to 
commercial controllers; it is easy to imagine an amateur controller thinking that they 
are far too small to attract notice and therefore deciding that it is not worth the time 
or effort to ensure proper compliance with the requirements. Equally, there is a risk 
that controllers may treat any additional considerations as a nominal task only; a box 
that must be ticked, but which does not actually have any impact on the way that 
things are done.

At the same time it is slightly unfair to describe these as simply criticisms of 
legitimate interest processing. Indeed, all of the issues identified here can also affect 
processing based on consent (and many other GDPR provisions). While, therefore, 
these issues are a concern and their effects need to be minimised as much as pos-
sible, they should not be accepted as reasons to simply dismiss legitimate interest 
processing in favour of consent-based processing.

Both consent and legitimate interest, then, seem to raise some interesting is-
sues that must be addressed. At its core, the main distinction between the two can be 
framed as which party makes the decision to green-light the processing activity: the 

28 For a discussion on the risks of amateur controllers, see Sam Wrigley “‘When People Just Click’: 
Addressing the Difficulties of Controller/Processor Agreements Online” in Marcelo Corrales, 
Mark Fenwick & Helena Haapio (eds) Legal Tech, Smart Contracts and Blockchain (Springer 
2019).

29 For a discussion about the risks of shareholder primacy more generally, see, e.g., Daniel Wyatt, 
“Proportional Shareholder Liability: A Way to Reduce Harmful Corporate Behaviour?” (MICL 
thesis, University of Helsinki 2017).

30 Compare, for example, law and economics approaches to crime: Robert B. Cooter Jr. & Thomas 
Ulen, Law & Economics (6th edn, Pearson 2014) 459 et seq. 
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controller or the data subject. At the same time, it must be remembered that, even 
when the controller is the one making this choice, legitimate interest processing does 
not provide a carte blanche. The question therefore becomes: What actually is a le-
gitimate interest and when can it be used?

2.3. What is a legitimate interest?

When trying to determine the meaning of the phrase “legitimate interest”, it seems 
safe to exclude interests that are unlawful from the scope. After this, however, things 
becomes less clear. For example, should an interest which is immoral, unethical or 
selfish be considered legitimate? Fortunately, this is an area which has received some 
attention; the equivalent provision under the DPD was been addressed a number of 
times by the CJEU and was also interpreted by the Article 29 Working Party. Further, 
the term now has a dedicated recital in the GDPR (recital 47). However, while it is  
clear  that the provision is  extremely wide,  these sources sometimes paint it  in a 
slightly strange light or framing, as will be seen below.

As a preliminary note, it is not necessary that the controller be the one with 
the legitimate interest; the GDPR, art. 6(1)(f) explicitly states that the ground may be 
used where the processing “necessary for the purposes of the legitimate interests pur-
sued by the controller or  by a third party” [emphasis added].  This possibility was 
seen in Rīgas, where the interest in question was that of a third party who wanted to 
be provided with personal data necessary to bring a lawsuit.31 Generally speaking, 
however, whether the interest belongs to the controller or the third party should not 
make much of a difference; the other limbs of the test (i.e. that the processing is ne-
cessary for that interest and the balancing test) still apply, which will prevent this 
from leading to strange abuses. In fact, cases involving a third party’s legitimate in-
terest may actually lead to fewer risks of abuse, since the controller will not have 
such a strong conflict of interest when considering whether art. 6(1)(f) can properly 
be used.

Recital 47 provides two potential legitimate interests. First, it states that pro-
cessing “constitutes” a legitimate interest if it is “strictly necessary for the purposes 
of preventing fraud”, and, secondly, that “the processing of personal data for direct 
marketing purposes may be regarded as carried out for a legitimate interest”. On the 
surface, the inclusion of concrete examples is useful. However, it is important to note 
that the GDPR is not the only rule relating to direct marketing and that other laws 
may mean that processing should not go ahead, even if it would otherwise be justi-

31 C-13/16 Valsts policijas Rīgas reģiona pārvaldes Kārtības policijas pārvalde v Rīgas pašvaldības  
SIA, ECLI:EU:C:2017:336.
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fied under legitimate interest.32 The inclusion of this example is, therefore, poten-
tially misleading, particularly for those who are not legal experts. 

Nevertheless, the inclusion of these examples gives us some clues about what 
may be considered a legitimate interest on a more general level. “Direct marketing 
purposes” in particular  can  include purely selfish,  trivial  and commercial  aims—
aims which, when unsolicited, can met be with irritation from consumers.33 Equally, 
while fraud prevention can be something which is implemented to protect data sub-
jects, it  can also be done for purely (selfish) commercial interests of the controller. 
This therefore implies that legitimate interest is capable of including goals which are 
potentially mean-spirited, with the limits then not being primarily governed by an 
evaluation of “legitimacy” but as part of the “overridden” balancing test.

The difficulty with this argument is the inconsistent language used in recital 
47. The recital endorses fraud prevention as a legitimate interest, but only where the 
processing is “strictly necessary” for that purpose. This is somewhat confusing as 
“necessity” is also included as a separate control under art. 6(1)(f). Further, when de-
scribing direct marketing, the recital simply states that such processing “may” be a 
legitimate interest and does not provide any guidelines as to when it may not be re-
garded as such, nor how to tell when marketing purposes should be prohibited be-
cause they are not a legitimate interest or when they should be prohibited because 
the legitimate interest exists  but is overridden. These examples, then,  seem to be 
mixing the elements of legitimate interest tests, describing not when something is a 
legitimate interest per se, but when the processing may be permitted under the legit-
imate interest processing ground as a whole. 

Recital 47 also talks about the situations in which a legitimate interest could 
exist, stating that, “for example”, this could happen if there is an existing relation-
ship between the controller and the data subject. While this is undoubtedly true, it 
seems strange that the recital chooses to emphasise existing relationships, given that 
it does not assist a controller in the seemingly more difficult case where they (e.g.) 
wish to gather personal data and process it for a single purpose. While the recital in 
no way limits art. 6(1)(f) to existing relationships, this emphasis is unfortunate as 
there would seem to be considerably more room for ambiguity where no existing re-
lationship exists and some official guidance on the topic would be extremely useful. 

Recital 47 continues by stating that “at any rate” the “existence” of a legitim-
ate interest depends on a “careful assessment” about whether the data subject “can 

32 See, for example, the rules relating to electronic communications under Directive 2002/58/EC of 
the European Parliament and of the Council of 12 July 2002 concerning the processing of per-
sonal data and the protection of privacy in the electronic communications sector (Directive on pri-
vacy and electronic communications) [2002] OJ L201/37.

33 Mariko Morimoto & Susan Chang, “Consumers’ attitudes towards unsolicited commercial e-mail 
and postal direct mail marketing methods: Intrusiveness, perceived loss of control and irritation” 
(2006) 7 Journal of Interactive Advertising 1.
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reasonably expect at the time and in the context of the collection of the personal data 
that processing for that purpose may take place”. The use of the phrase “at any rate” 
implies that this assessment should take place whether or not there is an existing re-
lationship between the controller and the data subject, which seems like a sensible 
approach. What is particularly interesting, however, is that the recital describes this 
as a test for the “existence” of the legitimate interest. 

Kamara and de Hert note that this part of the recital has received a mixed re-
ception.34 Davies claimed that “the prevailing view of data protection lawyers” fa-
voured “the need to reflect the reasonable expectations of the individual at the time 
of collecting data”.35 However, as noted by Cuijpers, Purtova and Kosta,36 US pri-
vacy literature has  been critical  of this  concept,  in  large part  due to  the circular 
nature of expectations. As they describe it, “the legal protection is conditioned by 
people’s expectations of privacy, but these expectations are significantly formed by 
the legal protection”.37 Kamara and de Hert echo this claim, describing commentat-
ors as having worried that “what is reasonable might be influenced by previous (not 
necessarily fair) practices”.38 Interestingly, the authors state that “reasonable expecta-
tion” is related to the issues of foreseeability and (implied) acceptance, noting a con-
trast with consent (which under the GDPR must be explicit).39 

I  agree with the criticism of circularity in  reasonable expectations set  out 
above, but argue that this is not the only problem. In particular, recital 47 seems to be 
inconsistent as to whether the reasonable expectations are relevant when deciding 
whether something is a legitimate interest, when deciding if the balancing test has 
been passed, or both. The recital opens by stating “The legitimate interest of a con-
troller … or of a third party … may provide a legal basis for processing, provided 
that the interests or the fundamental rights and freedoms of the data subject are not 
overriding, taking into consideration the reasonable expectations of the data subjects 
based on their relationship with the controller.” Based on this sentence, we would as-
sume that the reasonable expectation test is to be used when balancing the competing 
interest, not when determining whether there is a legitimate interest that is capable of 
being balanced. However, as quoted above, the recital also refers to the reasonable 
expectation of a data subject as relevant when looking for “the existence of a legit-
imate interest”. While it is possible that the concept applies in both parts of the legit-

34 Irene Kamara & Paul de Hert, “Understanding the Balancing Act behind the Legitimate Interest 
of the Controller Ground: A Pragmatic Approach” in Evan Selinger, Jules Polonetsky and Omer 
Tene (eds), The Cambridge Handbook of Consumer Privacy (CUP 2018) 334.

35 Simon Davies, “The Data Protection Regulation: A Triumph of Pragmatism over Principle?” 
(2016) 2 (3) EDPL 290, 293.

36 Colette Cuijpers, Nadezhda Purtova & Eleni Kosta, “Data protection reform and the Internet: the 
draft Data Protection Regulation” in Andrej Savin & Jan Trzaskowski (eds) Research Handbook 
on EU Internet Law (Edward Elgar Publishing 2014).

37 ibid 548.
38 Kamara & de Hert (n 34) 335.
39 ibid 335.
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imate interest requirements, this would seem redundant, simply increasing the work 
for controllers while providing no meaningful protection or benefit to data subjects. 

One possible explanation may simply be that the recital uses unhelpful lin-
guistic shortcuts. For example, where the recital states that “the existence of a legit-
imate interest would need...”, it is actually intended to be read as “the existence of a 
valid ground for processing based on art. 6(1)(f)…”. This this way, the phrase “legit-
imate interest” would include not only the existence of a legitimate interest itself, but 
also necessity and the “overridden” balancing test. Even if we accept this interpreta-
tion, however, this still leaves unfortunate ambiguity in the guidance over how to ap-
ply the elements to the different stages.

Given the ambiguity, it is necessary to consider how the term was interpreted 
under the DPD. The strongest clear statement on what a legitimate interest is comes 
from the Article 29 Working Party’s Opinion 06/2014 on the notion of legitimate in-
terests.  The Article 29 Working Party stated,  first,  that “interest” is distinct from 
“purpose”: Purpose is “the specific reason why the data are processed” while interest 
is “the broader stake that a controller [or third party] may have in the processing, or 
the benefit that the controller [or third party] derives - or that society might derive - 
from the processing.”40 Secondly, the Working Party stated that the concept of “legit-
imate” “could include a broad range of interests, whether trivial or very compelling, 
straightforward or more controversial”, covering essentially anything that is “accept-
able under the law”.41 

It is important to note that while, under this interpretation, almost anything 
can qualify as a legitimate interest, that does not necessarily mean that almost any-
thing can justify legitimate interest processing. Rather, the limitations are seen in the 
overridden balancing test. Presumably to help to enable this, the Article 29 Working 
Party then added another observation: That the legitimate interest must be “suffi-
ciently clearly articulated” that it can actually be used to perform the balancing test.42

Having completed its analysis, the Article 29 Working Party laid out the fol-
lowing three-stage test, requiring that a legitimate interest:

“- be lawful (i.e. in accordance with applicable EU and national law);

  -be sufficiently clearly articulated to allow the balancing test to be car-
ried out against the interests and fundamental rights of the data subject 
(i.e. sufficiently specific);

  - represent a real and present interest (i.e. not be speculative).”43

40 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 24.

41 ibid 24.
42 ibid 24.
43 ibid 24–25.
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This broad approach is sensible. By taking a wide view of what can be a legitimate 
interest, we can retain the flexibility and utility of art. 6(1)(f), while allowing abuses 
to be caught and controlled for during the balancing stage,  potentially retaining the 
best of both worlds.  This is  particularly useful  as,  during any discussion of pro-
cessing activities, it is important to remember the extremely wide definition of pro-
cessing under the GDPR, art.  4(2) includes “any” operation on personal data, no 
matter how small or trivial. If such trivial processing activities must have a justifica-
tion under the law then (unless an unexpressed intent of the GDPR were to render 
them unlawful) presumably there must also be a way for such activities must be jus-
tifiable under the law.

One criticism of this approach is that it may not be seen as respecting the fun-
damental-rights centric approach of the GDPR. In Rīgas, Advocate General Bobek 
stated that the law was set up such that “the processing of personal data shall, by 
nature, remain rather exceptional”, with legitimate interest processing being one of 
these  exceptions.44 Indeed,  throughout  his  Opinion,  A.G.  Bobek  referred  to  the 
grounds for processing as “exceptions” rather than “grounds” or “justifications”.45 
Given that, as a fundamental right, we should interpret exceptions narrowly, one may 
argue that we should be careful of taking too-wide a definition of what can be con-
sidered a “legitimate interest”. 

Nevertheless, this argument should not be taken too far. Corte, for example, 
has actually argued for the opposite perspective—that rather than making the pro-
cessing of personal data exceptional, the law “very seldom prohibits [it]”, instead 
simply imposing requirements on how it can be done legally.46 Further, even though 
A.G. Bobek described legitimate interest processing as an exception, he did not actu-
ally state that the question of “What is a legitimate interest?” should be construed 
narrowly. Instead, he simply noted that it is not defined under the DPD (as is also the 
case under the GDPR), reviewed previous examples of legitimate interests and stated 
that “there is no doubt in [his] mind” that the interest in the case qualified.47 

Moreover, despite his initially tough stance, A.G. Bobek ends his Opinion 
with an “epilogue”, where he warns about the dangers of “an overbroad interpreta-
tion and application” of data protection law. He notes that the law was designed to 
protect data subjects from “large-scale processing of personal data by  mechanical, 
digital means, in all its varieties, such as the compiling, administration, and the use 
of large datasets, passing on of datasets for purposes other than legitimate ones, as-

44 C-13/16 Rīgas, opinion (n 3) paras. 38 & 40.
45 ibid generally.
46 Lorenzo Dalla Corte, “A Right to a Rule: On the Substance and Essence of the Fundamental 

Right to Personal Data Protection” in Dara Hallinan & others, Data Protection and Privacy: Data  
Protection and Democracy (Hart 2020) 45, as quoted in Dara Hallinan & Nicholas Martin, “Fun-
damental Rights, the Normative Keystone of DPIA” (2020) 6 (2) EDPL 178, 185.

47 C-13/16 Rīgas, opinion (n 3) paras. 63–65.
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sembling and harvesting of metadata, and so on” [emphasis in original] and states 
that there is a risk that the “link with the original purpose [becomes] somewhat tenu-
ous and questionable.”48 Advocate General Bobek concluded his epilogue by stating 
that “common sense is not a source of law. But it certainly ought to guide interpreta-
tion of it. It would be most unfortunate if protection of personal data were to disin-
tegrate into obstruction by personal data” [emphasis in original].49

I agree with the sentiments in A.G. Bobek’s epilogue. While a strict, funda-
mental-rights perspective may insist that the concept of a legitimate interest be very 
narrowly interpreted, doing so would cause significant difficulties. First, presumably 
such a strict interpretation would rely on a narrow interpretation of the concept of 
“legitimate”. However, it is very hard to know where to draw this line, particularly 
given that interactions with other fundamental rights, such as the right to conduct a 
business  under  the Charter,  art.  16,  may support a  broader  usage.  Secondly,  this 
definitional difficulty may not actually add any additional protection; the inclusion 
of both necessity and the balancing act in art. 6(1)(f) already prevents data subjects 
from being subject to undue or disproportionate processing, while art. 5(1)(a) pro-
tects data subjects from unfair processing. It does not, therefore, matter if a trivial, 
selfish, immoral or even unfair purpose can qualify as a legitimate interest since such 
processing would be unlawful anyway. The difference is that, by asking these ques-
tions at a different stage of the process, we can have a much simpler and less contro-
versial conversation than having to agree about whether someone’s interest is suffi-
ciently “legitimate” in the first place.

Unfortunately, in terms of hard law, the guidance that exists is not extremely 
useful. The CJEU has accepted a number of interests as being legitimate, but has not 
given any particular analysis as to why. In Manni,50 the court stated that keeping a re-
gister as part of an official task could be considered as processing necessary for com-
pliance with a legal obligation under art. 7(c), processing necessary for the perform-
ance of a task in the public interest under art. 7(e), or as processing necessary for a 
legitimate interest.51 Further, the Court in Fisher52 found that gathering information 
necessary for an aid application was a legitimate interest,53 while in Google Spain54 
the CJEU implicitly recognised that economic interests and the interest of the gen-
eral public in accessing information online can both qualify as legitimate interests.55 

48 ibid para. 91 et sec.
49 ibid para. 99.
50 C-398/15 Camera di Commercio, Industria, Artigianato e Agricoltura di Lecce v Manni, 

ECLI:EU:C:2017:197.
51 ibid para. 42.
52 C-369/98 R v Minister for Agriculture, Fisheries & Food, ex p. Fisher, ECLI:EU:C:2000:443; 

[2000] ECR I-06751.
53 ibid para. 36.
54 C-131/12 Google Spain SL v Agencia Española de Protección de Datos (AEPD), 

ECLI:EU:C:2014:317.
55 ibid para. 84.
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The case of Breyer56 found that the concept of legitimate interest can cover keeping 
an online media service functioning57 and in  Rīgas, the CJEU referred to Advocate 
General Bobek’s Opinion, quickly finding that a third party’s interest in obtaining in-
formation necessary for bringing a legal claim was a legitimate interest.58 

These are not the only cases where the Court has found that interests are le-
gitimate, but they demonstrate that there is no particular pattern or rule being ex-
pressed; the court has simply confirmed a range of interests which may qualify but 
they do not explain how these were found or what the extent of the range is. In this  
situation, it seems reasonable to assume that the Article 29 Working Party’s guidance 
can be taken as relatively reliable: The CJEU’s decisions fall within the borders that 
were set by the Article 29 Working Party’s Opinion 06/2014 on the notion of legitim-
ate interest and we can infer from the fact that the court does not address the issue 
(even in decisions where doing so would be perfectly within the scope of the ques-
tions asked, such as Rīgas) that the Court sees no pressing need to issue a correction. 

It is also worth noting that, in TK, the CJEU also found, again in line with the 
Article 29 Working Party’s Opinion, that a legitimate interest “must be present and 
effective as at the date of the data processing and must not be hypothetical at that 
date”.59 The Court further qualified the requirement that the legitimate interest not be 
hypothetical by saying that this does not mean that any mischief intended to be pre-
vented must have already materialised;60 presumably what is important is that the 
risk can be considered high enough to be “real”. Arguably, this restriction could also 
be dealt with at the balancing phase; a vague and hypothetical legitimate interest 
would presumably be easily overridden by data subject rights. Nevertheless, it does 
not seem to do any violence to the language or construction of art. 6(1)(f) to include 
it at this stage and doing so should help to ensure that legitimate interests which 
make it to the balancing stage are easier to analyse (which, as will be discussed later, 
can anyway be an extremely difficult task). This therefore seems like a sensible lim-
itation.

One decision which is quite interesting is the finding in Manni that a legitim-
ate interest may include an interest which is covered by another legal justification for 
processing. It is worth noting that the case was decided under the DPD, art. 7(f) and 
that, under the GDPR, art. 6, this situation must now be slightly narrower as legitim-
ate interest processing is now explicitly excluded from justifying “processing carried 
out by public authorities in the performance of their tasks”. While this overlap could 
lead to  concerns  about  when a controller  should use one ground and when they 
should use another, this seems fairly easily resolvable from a pragmatic perspective

56 C-582/14 Breyer v Bundesrepublik Deutschland, ECLI:EU:C:2016:779.
57 ibid para. 64.
58 Rīgas (n 31) para. 29.
59 C-708/18 TK v Asociaţia de Proprietari bloc M5A-ScaraA, ECLI:EU:C:2019:1064, para. 44.
60 ibid para. 44.
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—a controller should generally prefer a specific ground under art. 6(1)(b)–(e) where 
possible as no extra balancing test is required. 

It is also worth briefly noting that in  ASNEF61 and  Breyer the CJEU found 
that Member States were not entitled to limit the scope of what can be considered a 
legitimate interest. In both cases, the implementing legislation for the DPD attemp-
ted to do so and, in both cases, the CJEU found that the concept of legitimate interest 
was an open concept that depended on the facts of the case in question.62 However, 
now that  the law has moved from a Directive to  a Regulation,  and therefore no 
longer requires implementing legislation, these cases seem to be redundant (at least 
insofar as this point is concerned).

Unfortunately, the recitals in the DPD did not contain any useful or illuminat-
ing references to legitimate interest processing, so there is nothing to directly com-
pare to the GDPR, recital 47. However, since the text of the DPD, art. 7(f) and the  
GDPR, art. 6(1)(f) are substantially the same, the guidance under the DPD should be 
considered as still  being relevant—and it  would seem to be odd to abandon that 
guidance based purely on a confusingly and inconsistently expressed recital in the 
GDPR. This is supported by the fact that, on a normative level, the guidance under 
the DPD seems more desirable than the guidance under the GDPR, recital 47, as 
demonstrated by A.G. Bobek’s epilogue in Rīgas.

Interestingly, during the drafting period of the GDPR, Ferretti argued that the 
concept of “legitimate interest” should be replaced with the term “rights” in what is 
now art. 6(1)(f). Ferretti is very critical of a wide interpretation of the term “legitim-
ate interest”, referencing the fact that any limitation on the Charter of Fundamental 
Rights of the European Union (“the Charter”)63 right to the protection of personal 
data should be interpreted narrowly and that “a robust argument could be made” that 
a wide interpretation of legitimate interest is “incompatible with the Charter”.64 Re-
placing “legitimate interest” with “rights”, Ferretti argues, would help to simplify the 
balancing act involved with art. 6(1)(f) by “providing no new extra debate beyond 
that on the balancing of conflicting rights”, promoting rights over “economic argu-
ments and interests” and helping to prevent “market interests and technological in-
novation” from promoting “the diminution of safeguards despite the theoretical re-
cognition of the importance of data protection.”65

Leaving aside Ferretti’s claims for reform, his claim that a wide interpretation 
is incompatible with the Charter is interesting. Under the Charter, art. 52(1), rights 

61 C-468/10 & C-469/10 Asociación Nacional de Establecimientos Financieros de Crédito (AS-
NEF) v Administración del Estado, ECLI:EU:C:2011:777; [2011] ECR I-12181. 

62 ibid paras. 30–36; C-582/14 Breyer (n 56) paras. 56–62.
63 Charter of Fundamental Rights of the European Union [2000] OJ C364/1 (“the Charter”).
64 Frederico Ferretti, “Data Protection and the Legitimate Interest of Data Controllers: Much Ado 

About Nothing or the Winter of Rights?” (2014) 51 (3) CMLR 834, 862.
65 ibid 862–867.
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can be restricted if, inter alia, the restrictions are “necessary and genuinely meet ob-
jectives of general interest recognised by the Union or the need to protect the rights 
and freedoms of others.”  Ferretti  argues we should not  confuse a “legitimate in-
terest”  with  an  objective  of  “general  interest”,  hence  his  preference  to  focus  on 
“rights”.66 In making this argument, Ferretti seems to take a very narrow interpreta-
tion of the possible grounds for restriction, limiting “objectives of general interest” 
to the public interest grounds for processing.67 

However, there are a number of issues with this argument. First, as discussed 
in Chapter 1, s. 3.1, the Charter, art. 8 is only a qualified right and the exact nature 
and scope of that right is uncertain. A.G. Bobek’s comments in Rīgas are also relev-
ant here. Although Ferretti’s suggestion would certainly help to promote an excep-
tional nature of processing, it would also engage A.G. Bobek’s concern about per-
sonal data being used for obstruction, since controllers would have to identify a rel-
evant fundamental right which they are exercising before they could utilise art. 6(1)
(f). At the same time, there is also a risk that this would actually decrease data sub-
ject protection in practical terms if it became a mere rubber-stamping procedure. It is 
possible, for example, that most commercial controllers would simply rely on their 
freedom to conduct a business under the Charter, art. 16 (or some equally broadly 
applicable right). Moreover, general reliance on broad rights would cause increased 
difficulty for data subjects who were uncertain if they are entitled to complain and 
are not legal experts in fundamental-rights balancing tests. Finally, although this did 
not apply at the time that he made the argument, it is worth noting that Ferretti’s sug-
gestions seem to have ultimately been rejected; no case has found that legitimate in-
terest processing is too wide as to contravene the Charter and the EU chose not to 
implement narrower wording for legitimate interest processing in the GDPR, despite 
its obligations to verify the compatibility of the text with the Charter.68

The term “legitimate interest”, then, should be taken as having a very wide 
meaning, accepting the Article 29 Working Party’s definition. Such an interpretation 
has many practical and normative advantages, fitting in with the role of both art. 6(1)
(f) in particular and in the wider GDPR regime, and allowing a flexible use of pro-
cessing without creating greater risks for data subjects.

2.4. “Necessary”

The term “necessary” is  interesting  as,  despite  being  relatively ubiquitous  in  the 
GDPR, it has not received much considerable or in-depth analysis of its own. This 
may be, in part, because the concept of “necessity” has received significant legal 

66 ibid 860.
67 ibid 860.
68 Consolidated version of the Treaty on the European Union [2012] OJ C326/13, art. 6 and the 

Charter, art. 51.
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analysis in other fields (particularly the limitation of fundamental rights).69 Neverthe-
less, despite the relatively short discussion, there does seem to be a clear consensus 
amongst authorities that the necessity test is, in essence, asking whether the same 
goal could be met by other, less invasive or intrusive, means.

The Article 29 Working Party stated that the “necessity” consideration meant 
that controllers must consider “whether other less invasive means are available to 
serve the same end”.70 This same interpretation was offered by Kamara and de Hert, 
citing guidance from the UK’s Information Commissioner’s Office (“the ICO”), who 
further noted that necessity would be governed by “external boundaries” set on a 
case-by-case basis and the data processing principles under the GDPR, art. 5.71 

The concept of necessity was also considered by the CJEU in  TK. In that 
case,  the  CJEU considered that  processing would be  considered necessary  if  the 
same  legitimate  interest  “cannot  reasonably  be  as  effectively  achieved  by  other 
means less restrictive of the fundamental rights and freedoms of data subjects”, par-
ticularly privacy and data protection.72 Importantly, the CJEU seemed to take a very 
holistic approach to this question. In the case itself, the processing was the use of 
surveillance cameras to deter vandalism in a block of flats and, when considering ne-
cessity,  the  court  did not  simply require  a  consideration of  whether  the cameras 
themselves were necessary, but also of their operating procedure. Were they, for ex-
ample, recording all day or simply at night? Did they cover the entire hallway or did 
they block out areas that did not need to be recorded? In this way, the CJEU expli -
citly linked the concept of necessity to both the principles of data minimisation and 
the idea of proportionality.73 Unfortunately, however, the CJEU did not comment on 
the extent to which the controller must investigate the issue in order to satisfy this 
test, leaving some ambiguity.

This approach reinforces to controllers that they should be taking a holistic 
approach to legitimate interest processing, particularly when considering the funda-
mental rights, freedoms and interests of data subjects. It is interesting, however, that 
the CJEU did not interpret the term “necessary” as strictly as they could have done, 
focusing on whether the goal could be reached as reasonably effectively by other 
means rather than if it could be achieved at all. Although this does add some scope 

69 See, for example, European Data Protection Supervisor, Developing a ‘toolkit’ for assessing the 
necessity of measures that interfere with fundamental rights: Background paper (16 June 2016) 4. 
For a fuller discussion of necessity within the concept of fundamental rights, see European Data 
Protection Supervisor, Assessing the necessity of measures that limit the fundamental right to the 
protection of personal data: A Toolkit (11 April 2017).

70 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 29.

71 Kamara & de Hert (n 34) 332.
72 C-708/18 TK (n 59) para. 47.
73 ibid paras. 48–51.
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for ambiguity, confusion or even abuse, I believe that this is an important qualifica-
tion to protect against A.G. Bobek’s concern of obstruction by personal data.

In line with this issue, it is notable that the CJEU seemed somewhat mixed on 
whether we should, at this stage, evaluate whether the processing is actually justified 
as against any potential harm to data subjects. On the one hand, the CJEU did tie the 
investigation to the concept of proportionality,  which may imply that we have to 
look at not only whether the processing is necessary for the goal but also whether the 
goal is justified against the harm. However, I argue that any inclusion of such an 
evaluation at this stage should be rejected. First, the CJEU did not actually say that  
such an analysis should be performed and the reference to proportionality can be 
read in a limited way that excludes it. Secondly, it must be remembered that the ne-
cessity test is not the final stage of art. 6(1)(f); the controller must also, separately, 
show that the legitimate interest is not overridden by the data subject’s interests or 
fundamental rights and freedoms. As a result, while unjustified intrusions may be ne-
cessary for the legitimate interest, such intrusions will still be prevented, albeit at a 
later stage.

While, therefore, refusing to engage in deeper questions of whether the harm 
is justified (beyond questions of minimisation) may seem concerning, this should not 
give rise to issues in practice. Further, by keeping the various limbs of the test separ-
ate in this way, it is possible to avoid the criticism made of recital 47 above. This is 
important as the necessity test already involves quite an in-depth consideration of the 
circumstances and any possible counterfactuals, and involves room for a margin of 
discretion. Given that the substance of the test can therefore be quite complicated, it 
is desirable to keep the structure and form as simple as possible, particularly given 
that doing so does not reduce the protection for data subjects.

Finally, it is interesting to note that the CJEU explicitly tied the concept of 
necessity to the data minimisation principle,74 i.e. that “personal data shall be ad-
equate, relevant and limited to what is necessary in relation to the purposes for which 
they are processed”.75 This is not, in and of itself,  particularly surprising; indeed, 
data minimisation explicitly involves a reference to necessity. It is useful, however, 
to note this as an example of the Court using a data processing principle to help to 
interpret art. 6(1)(f), an idea to which I will return below.

In conclusion, then, the term “necessary” has received surprisingly little com-
mentary, but there seems to be little disagreement about the meaning. By looking at 
questions of data minimisation and, specifically, comparing the alternative ways of 
reaching the end goal, it is possible to draw the limitation in a way that provides pro-
tection for data subjects and consistency within the data protection regime in a way 

74 ibid para. 48.
75 The GDPR, art. 5(1)(c).
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that does not infringe on the other elements of the test. This, therefore, leads to the 
most complicated portion of art. 6(1)(f): The balancing test.

3. Legitimate interest processing: The balancing test

As set out above, the GDPR, art. 6(1)(f) states that processing is permitted to the ex-
tent that:

“processing is necessary for the purposes of the legitimate interests pur-
sued by the controller or by a third party, except where such interests are 
overridden by the interests  or fundamental rights and freedoms of the 
data  subject  which  require  protection  of  personal  data,  in  particular 
where the data subject is a child.”

There are three primary mechanisms in this text for preventing abuses of legitimate 
interest processing and resolving the problems outlined in the earlier discussion: The 
concept of “legitimate interests”, the limitation of necessity and the balancing test. I 
have already analysed the first two and will now spend the remainder of this chapter 
on the third.

This balancing test is expressed in the GDPR by the requirement that the le-
gitimate interest in question must not be “overridden” by the data subject’s interests 
or fundamental rights and freedoms. Before considering what this actually means (or 
what it should mean), it is important to note that the test for legitimate interest pro-
cessing in the GDPR, art.  6(1)(f) is in substantially the same terms as under the 
DPD, art. 7(f). It is therefore interesting and important to look at the way in which 
the law functioned under the older law, including any soft-law and guidelines which 
existed.  The problem is  that,  as has already been noted,  the existing guidance is 
slightly inconsistent and it is hard to find any sufficiently authoritative statements 
about how the balancing test should actually be conducted.

3.1. The GDPR: What does it say?

Article 6(1)(f) does not lay out a lot of information for the balancing test, simply 
stating that the processing shall not be allowed if “[the legitimate] interests are over-
ridden by the interests or fundamental rights and freedoms of the data subject which 
require protection of personal data, in particular where the data subject is a child.” 
However, it does provide a good starting point and there are some details in the recit-
als which are useful for interpretation. 

Article 6(1)(f) itself tells us three main points about the balancing test. First, 
the law states that the balancing test should ask whether the legitimate interest are 
“overridden” by the  data  subject’s  interests  or  fundamental  rights  and  freedoms. 
However, while the word “overridden” carries very evocative imagery, it is quite an 
unclear term. Interestingly, outside of the context of legitimate interest processing, 
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the other places in which this term is used in the GDPR is in art. 49—derogated situ-
ations where personal data can be transferred to a third country. Unfortunately, it is 
used in the same sense, i.e. that the particular transfer must be, inter alia, necessary 
for a legitimate interest that is not overridden by the interests or rights and freedoms 
of the data subject, and without additional clarification, so is therefore not particu-
larly helpful in determining what the test actually means. 

The second point is that we need to balance the legitimate interest (on the one 
hand) against the “interests or fundamental rights and freedoms of the data subject 
which require protection of personal data”.76 It is clear by the use of the word “or” 
that  a  data  subject’s  interests  are  not  the  same  as  their  fundamental  rights  and 
freedoms. Presumably, this therefore has a wide interpretation and should, at the very 
least, include anything that may qualify as an interest for the controller or third party. 
As noted by the Article 29 Working Party, the data subject’s side of the balancing test 
omits the word “legitimate”, implying that even a data subject’s unlawful interests 
must be considered in the balancing test.77 As a point of policy, this end result would 
seem strange, since hypothetically it may mean that an illegal interest “wins” over a 
legitimate one in a court of law. However, this should not be taken too far; simply 
because illegitimate interests may be considered in the balancing test does not mean 
that it should be enough to override a legitimate interest. The actual balancing test 
should, therefore, be sufficiently flexible that it can take issues such as these into ac-
count.

Arguably,  the  term  “interest”  naturally  includes  fundamental  rights  and 
freedoms, making it seem slightly strange that art. 6(1)(f) explicitly includes both in-
terests, and fundamental rights and freedoms.  However, this  apparent redundancy 
does not necessarily cause any problems, instead simply placing emphasis on of the 
importance  of  these  issues,  particularly  of  the  importance  and  relevance  of  the 
Charter, arts. 7 and 8. This interpretation would retain the logical consistency of the 
test and avoid imposing an artificial interpretation of the term “interests”.

A third point which is clear from the text of art. 6(1)(f) itself is that we must 
pay extra attention where the data subject is a child. This is a new addition in the 
GDPR, but fits with the existing guidance about the DPD, art. 7(f).78 Nevertheless, 
the inclusion of this requirement in the law emphasises that the test must be suffi-
ciently flexible to recognise that vulnerable data subjects’ interests may be different 

76 This wording corrects the typographical error in the English-language version of the DPD, art. 
7(f), which stated that the controller’s or third party’s legitimate interest should be balanced 
against the data subject’s “interests for fundamental rights and freedoms”.

77 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 30.

78 See, for example, C-13/16 Rīgas (n 31) para. 33; Article 29 Working Party, Opinion 06/2014 on 
the notion of legitimate interests of the data controller under Article 7 of Directive 95/46/EC (n 4) 
40.
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to less-vulnerable data subjects’ interests, and that where such vulnerability exists, 
we must be extra careful with the balancing test.

The GDPR also provides more information about the legitimate interest bal-
ancing test in recital 47, although there is still relatively little information. As already 
observed, the recital states that a data subject’s interests would override the legitim-
ate interest if, in such a situation, “data subjects do not reasonably expect further 
processing”.  This  provision  creates  the  impression  of  an  implied  or  hypothetical 
agreement between the data subject and the controller—while the controller does not 
have to ask the data subject to agree that the processing was reasonable, would the 
data subject have agreed had the controller done so? This is interesting for a number 
of including that, first, it introduces a concept of subjectivity into the overridden test 
and, secondly, the idea of a thought experiment asking whether the parties would 
agree to a proposition is reminiscent of the original position fairness test explored in 
Chapter 2. These issues will be addressed in detail in this Chapter.

In their article on the draft version of the GDPR, Balboni, Cooper, Imperiali 
and Macenaite argued that both the DPD and the GDPR draft (which, for our pur-
poses, was in a sufficiently similar state to the text analysed here) “fail to provide 
useful guidance” on how to interpret the balancing test.79 They further argue that “the 
key issue [with the provision] is the uncertainty of its interpretation” so any decision 
by controllers  “remains  basically  subjective  and is  rarely  supported  by  objective 
standards”.80 Based on the above discussion, this seems to be a valid interpretation of 
the provision; at least within the test of the law itself, there does not seem to be any 
concrete  guidelines  for  interpretation.  This  could  be  particularly  troublesome for 
smaller or amateur controllers who may not have the resources or ability to  obtain 
sufficient legal advice. 

Before moving on, it is worth briefly examining one difference between the 
text of the GDPR and the DPD. In particular, the DPD, art. 7(1)(f) refers to interests 
or fundamental rights and freedoms “which require protection under Article 1 (1)”, 
with the DPD, art. 1(1) stating that the Directive protects “the fundamental rights and 
freedoms of natural persons, and in particular their right to privacy with respect to 
the processing of personal data.” The GDPR, art. 6(1)(f), however, refers to interests 
or  fundamental  rights  and freedoms “which require  protection of  personal  data”. 
Kamara and de Hert argue that this widens the scope for rights to be considered as it  
no longer refers to the scope of the legislation in question and instead covers all in-
terests,  rights  and  fundamental  freedoms  that  “merit  the  protection  of  personal 
data”.81 It is arguable whether the reference to DPD, art. 1, which defined the objects 

79 Paolo Balboni & others, “Legitimate Interest of the Data Controller New Data Protection 
Paradigm: Legitimacy Grounded on Appropriate Protection” (2013) 3 (4) IDPL 244, 247. 

80 ibid 253.
81 Kamara & de Hert (n 34) 329.
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of the Directive and not its scope, would have had this effect. Nevertheless, I agree 
that the GDPR, art. 6(1)(f) should be given a relatively wide interpretation in this re-
gard, in line with the fundamental rights nature of the legislation.

In summary, the GDPR itself presents a disappointingly incomplete image of 
the legitimate interest balancing test. This raises several problems of legal certainty; 
not only does it make it difficult for supervisory authorities to provide a consistent 
interpretation of the law across jurisdictions, it also makes it difficult for well-mean-
ing controllers to ensure that they are complying with the law and for data subjects to 
know whether or not their rights have been infringed. Fortunately, some guidance 
was available under the DPD which will now be examined but, as will be argued, it  
is not always particularly helpful. 

3.2. Member State law under the DPD

Having been unable to find a clear and comprehensive interpretation of the balancing 
test in the GDPR itself, it is interesting to consider how the DPD was interpreted and 
implemented. However, one difficulty with analysing legitimate interest processing 
under the DPD is that  different  Member States implemented the test  in  different 
ways. In fact, as will be seen, the GDPR was, in part, recommended because of its 
ability to harmonise (and therefore change at least some of) the divergent tests. It is  
therefore difficult to know which should be considered useful for our interpretation. 

In a study on the implementation of the DPD in 2002, Korff found that Bel-
gium, Denmark, France, Luxembourg, the Netherlands, Portugal, Sweden and the 
UK had implemented the DPD, art. 7(f) in “identical or similar general wording” to 
that in the DPD; that, in Germany, the general balancing test could only be used in 
the private sector, with “a series of other (somewhat differently worded) ‘balance’  
tests” [emphasis in original] applicable in the public sector; and that in the remaining 
Member States, the balancing test was “applied more restrictively, and\or subject to 
further formal requirements” [sic.] [emphasis in original].82 For example, Greek 
law required that processing be “absolutely necessary” rather than simply “neces-
sary”, Spanish law limited the provision to certain types of personal data, Italian law 
stated that the balancing test could only be used in “cases specified by the Data Pro-
tection Authority” and Finnish law required controllers to receive a permit from the 
data protection authority unless particular legislated circumstances applied.83

In 2010, Korff  performed another  review,  with similar findings,  including 
that there were “notable differences” in the different implementations of DPD, art. 

82 Douwe Korff, EC Study on Implementation of Data Protection Directive: Report on the findings 
of the study: Annex 3 (2002) 76–77.

83 ibid 77. At least some of these decisions can be found (albeit only in Finnish) here: “Tietosuo-
jalautakunta: Tietosuojalautakunnan päätöksiä mm. Henkilötietolain tulkinnasta” (Finlex) 
<https://www.finlex.fi/fi/viranomaiset/ftie/> accessed 18 June 2020.
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7(f).84 Importantly, he identified that, while the UK, Belgium and Ireland had laws 
which allowed them to issue “further rules on the application of the ‘balance’ cri-
terion in specific contects” [sic.], none had done so.85 By contrast, in his 2002 report, 
Korff had found that: “In Denmark the law also allows for the issuing of further rules 
based on the ‘balance’ criterion, but this power is limited to the issuing of further 
rules relating to marketing. The principle can be related to the principle of ‘fairness’ 
or to the other data protection principles” [emphasis in original].86 Korff further set 
out a case example from Denmark for workplace surveillance: In the example, the 
employee must be informed of the surveillance and that email monitoring must be 
restricted to professional emails, otherwise “the processing is ‘unfair’ (contrary to 
good practice) and cannot take place on the basis of the ‘balance’ criterion”.87

The problem is that, as a Regulation, these variations should no longer exist 
under the GDPR, art. 6(1)(f). It is therefore difficult to translate these various imple-
mentations into the new regime. Fortunately, the case of ASNEF can be at least some 
assistance in this matter. In this case, the applicants brought administrative proceed-
ings to challenge the Spanish implementation of the DPD, art. 7(f) which stated that,  
in the absence of consent, personal data could only be disclosed if the data appeared 
in a public source.88 The CJEU stated that the DPD operated as a maximum harmon-
isation of data protection law and that Member States were therefore not allowed to 
modify the grounds for processing and the Spanish rules were not compatible with 
EU law.89 As a result, while Member States were entitled to provide “guidelines” to 
help controllers perform the legitimate interest balancing act, they were not allowed 
to add extra requirements to the ground for processing, nor create any hard-and-fast 
rules about when legitimate interest processing could be used.90 This decision was re-
inforced by Breyer, where the CJEU stated that Member States could not “definit-
ively prescribe” that categories of personal data could not be processed under the le-
gitimate interest grounds “without allowing a different result by virtue of the particu-
lar circumstances of the case”.91

By virtue of the Marleasing principle (which states that Member States must 
interpret national law in a way that is compatible with EU law insofar as possible, 

84 Douwe Korff, Comparative study on Different Approaches to New Privacy Challenges, in Partic-
ular in the Light of Technological Developments: Working Paper No. 2: Data Protection laws in 
the EU: The Difficulties in meeting the challenges posed by global social and technical develop-
ments (20 January 2010) 72.

85 ibid 72.
86 Douwe Korff, EC Study on Implementation of Data Protection Directive: Report on the findings 

of the study: Annex 3 (n 82) 76.
87 ibid 76.
88 C-468/10 & C-469/10 ASNEF (n 61) paras. 15–19.
89 ibid paras. 30–36.
90 ibid paras. 38–39, 46–48.
91 C-582/14 Breyer (n 56) para. 62.
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even if the national law was introduced before the EU law in question),92 it would 
therefore seem that, prior to the introduction of the GDPR but post-ASNEF, each 
Member State had the same law and that any additional rules should be regarded as 
having operated as guidelines or else have been invalid. The question then becomes: 
What is the state of any valid national laws (which, at least from the perspective of 
EU law, should be considered national guidelines) that still exist, or are introduced, 
under the GDPR? 

It is worth noting that the European Commission has noted that this remains a 
problem area under the GDPR, criticising the idea that some national laws—

“determine  conditions  for  processing  based  on  legitimate  interest,  by 
providing for the balancing of the respective interests of the controller 
and the individuals concerned, while the GDPR obliges each and every 
controller to undertake such balancing individually and avail itself of that 
legal basis.”93

On the one hand, it would be easy to say that any rules should simply be interpreted 
as old guidelines and can simply be ignored; the GDPR has direct effect and takes 
precedence over any national laws, therefore we only need to operate by reference to 
EU law. This approach would also help with the cross-border goals of the GDPR: 
Recital 10 states that one of the purposes of the law is to “remove the obstacles to the 
flows of personal data within the Union” and any variations in the law on legitimate 
interest  processing would certainly qualify as such obstacles.  On the other hand, 
however, there is value to leaving these extra interpretive aids in place. Under the 
art. 6(1)(f) balancing test, controllers must look at whether the legitimate interest has 
been overridden by the data subject’s interests. This is an extremely broad concept 
and is likely to vary depending on the exact facts of each case. In particular, the way 
that a controller or data subject’s interests apply or are understood may vary based 
on where they live and the common cultural aspects of their Member State. National 
guidelines could, therefore, be invaluable in helping controllers (particularly foreign 
controllers) to perform the balancing test.

Ultimately, however, as has already been noted in earlier Chapters, Member 
States do not have the power or authority to interpret EU law.94 While, therefore, the 

92 C-106/89 Marleasing v Comercial Internacional de Alimentación, ECLI:EU:C:1990:395; [1990] 
ECR I-04135.

93 European Commission, Commission Staff Working Document […] Accompanying the document 
Communication from the Commission to the European Parliament and the Council: Data Protec-
tion as a pillar of citizens’ empowerment and the EU’s approach to the digital transition - two 
years of application of the General Data Protection Regulation {COM(2020) 264 final}, 
SWD(2020) 115 final (24 June 2020) 16.

94 See, e.g., the Consolidated version of the Treaty on the Functioning of the European Union 
[2012] OJ C326/47 (“the TFEU”), art. 267, C-6/64 Costa v E.N.E.L, ECLI:EU:C:1964:66; [1964] 
ECR 01141 and C-11/70 Internationale Handelsgesellschaft mbH v Einfuhr- und Vorratsstelle für  
Getreide und Futtermittel, ECLI:EU:C:1970:114; [1970] ECR 01125.

108



national laws may be useful as guidelines to help to interpret how we may balance 
the interests within the national legal or social cultures, they can only go so far in 
helping to interpret how the GDPR, art. 6(1)(f) itself should be interpreted. We must, 
therefore, turn to the case law from the CJEU to assist in this task.

3.3. CJEU case law under the DPD

The DPD, art. 7(f) has been directly interpreted by the CJEU on more than one occa-
sion and has been invoked in a number of others. However, as will be discussed in 
this section, the cases offer disconcertingly little guidance on how to actually imple-
ment the balancing test. 

There are three main cases which interpret legitimate interest: ASNEF, Rīgas 
and TK. In ASNEF, as I have stated above, the CJEU found that national implement-
ations of the DPD were not entitled to supplement art. 7(f) with their own additional 
restrictions. In that case, the Court broke the legitimate interest ground into two “cu-
mulative” conditions: First,  the processing must be necessary for a legitimate in-
terest, and secondly, that interest cannot be overridden by the data subject’s funda-
mental rights and freedoms.95 While the Court did not provide a lot of guidance for 
the second ground, it did state that we can consider “the seriousness of the infringe-
ment of the data subject’s fundamental rights resulting from the processing”. It fur-
ther noted that where the personal data comes from a non-public source, this “neces-
sarily implies” that the infringement would be more serious since the controller (and 
anybody with whom the controller  shares it)  would be learning new information 
about the data subject.96

In Rīgas, the CJEU was asked whether the DPD, art. 7(f) formed not only a 
justification for processing, but also an obligation for one party to share information 
which was necessary for another party’s legitimate interest. In this case, the police 
had been asked to share information necessary for bringing legal action against the 
passenger of a taxi. The Court very quickly found that while art. 7(f) allowed the po-
lice to disclose the data, it did not oblige them to do so.97 Unlike in  ASNEF, the 
Court then broke the legitimate interest test into three stages: First, is a legitimate in-
terest being pursued? Secondly, is the data needed for the purposes of the legitimate 
interest? And thirdly, do the data subject’s fundamental rights and freedoms “take 
precedence”?98 This third element is particularly interesting given the use of “take 
precedence” rather than “overridden”, as used in the statute. Unfortunately, as with 
ASNEF, the Court did not provide much detail for how to actually implement this 
third limb, simply stating that the test must be by reference to the specific circum-
stances of the case and that, while the data subject’s age and the nature of the impact 

95 C-468/10 & C-469/10 ASNEF (n 61) para. 38.
96 ibid paras. 44–45.
97 C-13/16 Rīgas (n 31) para. 26.
98 ibid para. 28.
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on them may be relevant, it was for the national court to determine which elements 
needed to actually be included.99

The third case to be discussed here is  TK.  The Court in this  case largely 
mirrored the Court in  Rīgas, directly referencing the three-stage test found there—
notably again using the phrase “take precedence” rather than “override”.100 In terms 
of the balancing test, the CJEU then offered a number of factors that may be relev-
ant, including whether the information was already available from a public source, 
the nature of the personal data, the nature of the processing methods (within which 
the Court further focused on how many people can access the information and how 
they do so), the reasonable expectations of the data subject and the importance of the 
legitimate interest in question.101 The Court also reinforced the fact that the legitim-
ate  interest  test  involved  a  “weighing  or  balancing  exercise  on  a  case-by-case 
basis”.102

While the grounds raised in  TK may not be particularly novel or surprising 
per se, it is interesting that it reinforces the decision in Rīgas and indicates that the 
deviations from ASNEF (e.g. the use of a three-stage, rather than a two-stage, test 
and the use of “taking precedence” as a concept) were meaningful. Further, the de-
cision was a positive step over Rīgas as the CJEU provided slightly more guidance 
as to the factors to be considered in the overridden/taking precedence test, even if the 
factors listed did not shed any particularly new light over the issue when viewed 
against the wider concept.

Before moving on from these cases, it is interesting to look at their timeline. 
The decision in ASNEF is dated as being from 24 November 2011, long before the 
GDPR. By contrast, Rīgas was dated as 4 May 2017, after the GDPR had been pub-
lished in the Official Journal of the European Union but before it had begun to ap-
ply. Finally, TK was dated as 11 December 2019, a year and a half into the applica-
tion of the GDPR.103 Although all three cases were decided under the DPD (some-
thing explicitly noted by the CJEU in TK104), this timeline may provide some indica-
tion as to how to weigh up the relative value and persuasiveness of these cases when 
interpreting the GDPR, art. 6(1)(f).

Aside from these three main decisions, there are some smaller comments by 
the Court in other cases. In  Fisher, the Court offered an opinion on the result of a 
balancing test, albeit cautiously, stating that it did not “appear from the documents 
before the Court” that the disclosure would “affect adversely any interest whatever” 

99 ibid paras. 31–33.
100 C-708/18 TK (n 59) para. 40.
101 ibid paras. 54, 57–59.
102 ibid para. 56.
103 Each of these dates can be found on the relevant case publications.
104 C-708/18 TK (n 59) para. 3.

110



of the data subject.105 The Court quickly qualified this statement, stating that it was 
for the national court, “which alone is familiar with all of the relevant facts of the 
dispute”, to “assess the interests of the persons disclosed” and determine if the in-
formation could be disclosed.106

The CJEU also emphasised in  Google Spain that the balancing act should 
consider “the significance of the data subject’s rights arising from Articles 7 and 8 of 
[the Charter]”.107 In that case, the Court was asked to weigh up, on the one hand, a 
search engine’s legitimate interest in using personal data for economic gain and an 
internet user’s legitimate interest in accessing information, and on the other hand the 
data subject’s right to erasure. The Court stated that the right to erasure overrode the 
economic interest and that, as a “general rule”, it would overrule the interest in ac-
cessing information, but that “a fair balance” meant that this would depend on the 
facts in question (e.g. was the data subject a public figure and what would be the im-
pact on the data subject if the information were left available?).108 The court emphas-
ised that different parties processing the same data (e.g. a website operator and a 
search engine) may have different legitimate interests and that this would affect the 
balancing tests.109 The potential variations in the result of balancing tests does not 
only apply where separate controllers process the same information; in Fashion ID, 
the court stated that in the cases involving co-controllers “it is necessary that [each 
controller] pursue a legitimate interest … in order for those operations to be justified 
in respect of each of them.”110

Having completed their own review of cases, Kamara and de Hert described 
the CJEU’s interpretations as “more than valuable”.111 I would not go this far; for the 
reasons described above, the cases seem slightly inconsistent and do not necessarily 
provide much concrete guidance for the balancing test itself. Nevertheless, I do agree 
with the authors that the cases are a “good first basis for interpretation”112 as they re-
veal some interesting lessons.

First, the cases have laid out some criteria which can, and should, be used 
when performing the legitimate interest balancing test. Some of these criteria (e.g. 
the reference to Charter rights) are somewhat unhelpfully broad or arguably slightly 
trite, but others (e.g. the age of the data subject) are useful as they tell us both a con-
crete factor which may be relevant and allow us to discover other factors by analogy. 
For example, if age is relevant, then we can assume that other things which may 

105 C-369/98 Fisher (n 52) para. 37.
106 ibid para. 38.
107 C-131/12 Google Spain (n 54) para. 74.
108 ibid para. 81.
109 ibid para. 86.
110 C-40/17 Fashion ID (n 27) para. 96. 
111 Kamara & de Hert (n 34) 344.
112 ibid 344.
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make the data subject particularly vulnerable should also be relevant—although we 
may ask how far the controller will necessarily be aware of these issues.

Secondly, the cases repeatedly highlight the extremely fact-based nature of 
the legitimate interest balancing test. This is not particularly surprising, but it is use-
ful to have it confirmed. The question remains, however, about how the facts should 
be assembled or measured since the CJEU did not propose any particular methodo-
logy. This allows for significant flexibility—an important element given that legitim-
ate interest processing must be able to cover novel situations in a regulatory regime 
of wide and general application—but also has the disadvantage of risking inconsist-
ent application across Member States and controllers.

This leads to the third point: That, even though the law on legitimate interest 
processing are the same throughout the EU, there is scope for the actual balancing 
test to dependent on conditions that are specific to certain Member States (e.g. cul-
tural backgrounds). The CJEU repeatedly refused to give firm guidance about the 
balancing test and, even when it did point to certain factors or draw preliminary con-
clusions about the balancing test, always stated that it was for national courts to act 
as the ultimate arbiters. To some extent, this can be explained by the fact that, under 
the Treaty on the Functioning of the European Union,113 art. 267, the CJEU’s juris-
diction  in  preliminary  references  is  limited  to  the  interpretation  of  EU law.  The 
CJEU is, therefore, not entitled to decide matters of fact and cannot authoritatively 
decide whether or not the balancing test is met in particular cases. However, this 
should not be regarded as the only reason. It would not be beyond the scope of the 
CJEU’s powers to set out a methodology for the balancing test or to give weightings 
for various aspects; both would validly qualify as interpretations of the legitimate in-
terest balancing test, without necessarily being a consideration of the facts. The fact 
that they have not done so therefore indicates that the exact nature of the balancing 
test and the weightings will depends (at least to some extent) on the facts themselves, 
possibly including the relative cultural or legal backgrounds.

In conclusion, while there has been some increased consistency with TK and 
Rīgas, the cases tell us that there is a concerning lack of clarity over the interpreta-
tion of the legitimate interest ground. Not only do they often set out different tests 
(one with two grounds, one with three, another with a reference to fairness etc.), the 
inconsistent use of “take precedence” and “overridden”, and the vagueness of both 
terms, makes it difficult to know exactly where the line in the balancing test should 
be drawn. Further, these tests are also all different from the procedure set out by the 
Article 29 Working Party, which must now be reviewed. 

113 The TFEU.
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3.4. The Article 29 Working Party Guidance under the DPD

Unlike in the case law of the CJEU, the Article 29 Working Party’s Opinion 06/2014 
on the notion of legitimate interest laid out extensive guidance on when the DPD, art. 
7(f) can be used. Given its role as soft-law, this guidance cannot be taken as entirely 
authoritative. Nevertheless, given that it is one of the  more comprehensive pieces 
available on the topic, it is of considerable value to this discussion. 

To establish their methodology for the balancing test, the Article 29 Working 
Party used “a number of useful factors” that had been developed by Member States 
and created a test involving four main factors: “(a) assessing the controller’s [or third 
party’s] legitimate interest, (b) impact on the data subjects, (c) provisional balance 
and (d) additional safeguards applied by the controller to prevent any undue impact 
on the data subjects” [sic]. 114 These factors will now be considered in turn.

3.4.1 Assessing the controller’s or third party’s legitimate interest

It is logical that the first step in the balancing test would be to assess the controller’s 
or third party’s legitimate interest. Unfortunately, this ground also highlights a key 
difficulty with the Article 29 Working Party’s approach: That it is unclear against 
which (or, even, what kind of) measure the legitimate interest should be assessed. 

The Article 29 Working Party began its guidance on this phase with the im-
portant qualification: “While it is impossible to make value judgments with regard to 
all possible legitimate interests, it is possible to provide some guidance.”115 Given the 
range covered by legitimate interests, this seems to be a sensible preface. The Opin-
ion then goes on to set out a number of different headings for possible legitimate in-
terests,  being the “exercise of a fundamental right” (e.g. freedom of expression), 
“public  interest/the  interests  of  the  wider  community  … whether  or  not  this  is 
provided for in national laws or regulations” and “other legitimate interests”.116

Unfortunately, the specific guidance given in each category is slightly prob-
lematic. When discussing the exercise of a fundamental right, the Opinion makes a 
brief declaration that, in order “for the controller’s [or third party’s] legitimate in-
terest to prevail [over the data subject’s right to data protection], the processing must 
be ‘necessary’ and ‘proportionate’ in order to exercise the fundamental right con-
cerned”.117 It then  directs the reader to obtain guidance from “specific legislation, 
case law, jurisprudence, guidelines, as well as codes of conduct and other formal or 
less  formal  standards”  arising  from  both  the  European  Convention  of  Human 

114 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 33.
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Rights118 and the Charter.119 This seems to be an unhelpfully concise way of referring 
to the rather complex task of balancing competing fundamental rights. Moreover, the 
advice is not necessarily very helpful; it does not seem to actually provide any more 
clarity to the situation or provide any extra guidance beyond that which already ex-
ists.

When discussing public interests and the interests of the wider community, 
the Opinion is slightly clearer. The Article 29 Working Party stated that where such 
an interest overlaps with a controller’s (and presumably a third party’s) own private 
legitimate interest, such goals “can give more ‘weight’ to that interest”, with that 
weight increasing the more “clearly acknowledged and expected” it is that the con-
troller can achieve the public/wider interests.120 This should be uncontroversial; by 
all but the most hedonistic or selfish criteria, the value or weight of a goal which 
helps both the actor and the wider community is stronger than one which only helps 
the actor in question. While, therefore, it is hard to disagree, it is also arguably not 
that useful for controllers who are looking for guidance on more ambiguous ele-
ments. Unfortunately, this criticism also applies to the rest of the section. In the dis-
cussion on “other legitimate interests”, the Opinion simply states “the more compel-
ling the interest of the controller [or third party]… the more heavily this legitimate 
interest weighs in the balance,” noting in a footnote that the weighing should also 
“include reflection on the possible prejudice suffered” if the processing does not oc-
cur.121 The Opinion concludes this section by pointing out that the weight of an in-
terest can be increased by the existence of “regulatory instruments” (including hard 
law, soft law and other official guidance) or general cultural elements which provide 
steps for controllers to process information for certain purposes, with the weight in-
creasing with how “explicitly recognised” the elements are.122

In some ways, it is useful to have such a list of different factors. However, in  
essence, the guidance on assessing the controller’s or third party’s legitimate interest 
seems to boil down to “The heavier the legitimate interest, the more it weighs.” Un-
fortunately,  this is not particularly helpful and, moreover, is missing a key piece of 
information: On what kind of scale should the interest be weighed? Other than fun-
damental rights, and the slightly vague frames of “something which covers both a 
private and a public interest versus something which is purely private to the control-
ler or third party” and “something supported by law versus something that is not”, 
the Opinion does not seem to provide any real reference points which could be used 
to determine the scale. 

118 Convention for the Protection of Human Rights and Fundamental Freedoms (European Conven-
tion on Human Rights, as amended).

119 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 34–35.
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Unfortunately,  this  may  be  unavoidable  whenever  attempting  to  provide 
guidance on the “weight” of legitimate interests in general. Certainly, in some situ-
ations (e.g. where the sole consideration is money or is based on some other numer-
ical scale), it may be easier to determine how to weigh certain elements. However, 
given the width of circumstances and variables which can be covered by legitimate 
interest processing, it seems hard to imagine how the Article 29 Working Party could 
provide a more concrete method of weighing up the abstract concept of “interests”. 
Indeed, any attempt to provide numeric scales for evaluating interests would be open 
to criticism as simplistic and would have difficulty expressing subjective concepts 
(including fundamental rights). Law and economics, for example, would be particu-
larly inappropriate  for  weighing the controller’s or third party’s legitimate interests 
as it would imply that, at least in theory, a sufficiently profitable commercial venture 
could outweigh even the most invasive and offensive processing activities.123 The 
simple provision of a scale, then, is not enough; it must be possible to reliably and 
accurately put the interests onto that scale in a way that reflects real life—and do so 
in a way which actually allows us to compare the interests of the different sides, and 
decide whether the data subject’s interests and rights “override” the legitimate in-
terest by using a measure that is compatible with the goals of the GDPR and the pro-
tection of any relevant fundamental rights. 

3.4.2 The impact on the data subjects

The Opinion’s guidance on evaluating the impact on the data subject is somewhat 
more detailed and helpful than its guidance on evaluating the weight of the legitim-
ate interest. Perhaps most helpfully, the Opinion provides a large number of possible 
factors that should be considered and  gives some help for controllers who are at-
tempting to weigh those factors, which will be considered here.

One advantage of the Opinion is that it highlights a number of elements that 
should be considered. The balancing test should take both positive and negative im-
pacts into account; should take a wide view of potential impacts, including “broader 
emotional  impacts  …  such  as  …  irritation,  fear  and  distress”  or  any  “chilling 
effect[s] on protected behaviour”; and should consider any possible consequences, 
even if there is only a chance that they will occur or if those risks will only arise 
when combined with “a series of related and unrelated occurrences”.124 This wide 
scope of considerations is in line with the protection of personal data as a funda-
mental right and seems to be a sensible interpretation. 

123 For a criticism of, for example, the attempts of law and economics to reduce everything to a fin-
ancial scale, see Christine Jolls, Cass R Sunstein & Richard Thaler, “A Behavioural Approach to 
Law and Economics” (1998) 50 (5) Stanford Law Review 1471.

124 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 37.
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However, there are two problem with these criteria. First, as has been noted, 
we may ask how realistic it is for the controller to know about each of these issues. 
This should not be taken as a criticism of the Opinion so much as a wider concern 
with the legitimate interest balancing test as a whole, but it is nevertheless important 
to point out at this stage. Secondly, unlike data subjects, who do not need to rational-
ise their consent decisions, controllers must be able to “weigh up” these factor and 
then see if they “override” the legitimate interest in question. As noted above in rela-
tion to the controller’s or third party’s interests, this may be easier for some of the 
potential impacts (e.g. financial impacts) but others (e.g. irritation, fear and distress) 
are much harder to quantify.125

The Opinion does provide some guidance on how to weigh up the potential 
impacts. First, it points out that, since it is very difficult for data subjects to establish 
a  legal  cause of  action for  violations  of fundamental  rights,  processing activities 
should not be carried out if they have more than “a very low risk of undue negative 
impact” on those rights.126 Although there is some ambiguity in where “a very low 
risk” turns into a mere “low risk”, this is comparatively clear advice and is useful for 
controllers.

The Opinion gives more guidance for various potential issues. First, in rela-
tion to the nature of the data, the Article 29 Working Party pointed out that the poten-
tial consequences depend on how sensitive the data is.127 It also notes that, while le-
gitimate interest  processing does  not  give “blanket  permission” to  reuse publicly 
available data, the fact that data is publicly available “may be considered as a factor” 
that would reduce the potential impact to the data subject.128 This makes sense, par-
ticularly if data use relates directly to matters of privacy. This claim was supported 
by the CJEU decision in ASNEF129 and was later reinforced by Rīgas.130 The Opinion 
also points out that the way that the data is used will be an important factor; if the 
data is publicly disclosed,  for example, the potential  impact may be significantly 
higher. Further, controllers should consider that “the more negative or uncertain the 
impact … might be, the more unlikely it is that the processing will be considered, on 
balance, as legitimate.”131 Controllers should also consider whether the use is in line 
with the reasonable expectations of the data subject (in terms of not just “text in 
small print” but taking “account of the factual context”), and whether the relative 
power imbalances or statuses of the controller and the data subject may influence the 
size of the impact. The Opinion emphasises that this should be done on a case-by-

125 ibid 37.
126 ibid 37.
127 ibid 38–39.
128 ibid 39.
129 C-468/10 & C-469/10 ASNEF (n 61) para. 44.
130 C-13/16 Rīgas (n 31) para. 32.
131 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
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case basis, taking into account whether the data subject has any special characterist-
ics (e.g. their age).132 This reflects the consistent interpretation throughout the case 
law.

Arguably the most  interesting section of the Opinion is  the part  where it 
states that “the terminology and methodology of traditional risk assessment may be 
helpful to some degree,” but that “a comprehensive methodology for assessment of 
impact - in the context of [legitimate interest processing] or more broadly - would go 
beyond the scope of this Opinion”. While existing impact assessment methods are 
certainly helpful, this seems like an odd claim, given that, at least within the context 
of legitimate interest processing, evaluating the applicability of such methodologies 
would seem to be directly within the scope of the Opinion. Indeed, the methodolo-
gical approach that the Article 29 Working Party took to the question of legitimate 
interest seems to rely on the existence and communication of such a system. Never-
theless, having laid down this qualifier, the Opinion then states that there are two key 
elements to the assessment at this stage: the risk that the impact will arise and the 
severity of the consequences if it does so.133

These are clearly important factors and the Article 29 Working Party was cor-
rect to highlight them. Equally, it is appreciated that, unlike with the evaluation of 
the controller’s or third party’s legitimate interest, the Article 29 Working Party had 
provided both aggravating and mitigating factors that will affect the weight of the 
impact. Unfortunately, it is still largely unclear how far each of these factors should 
be taken into account. While I recognise that it is very hard to give general rules for 
how far each factor may be relevant, particularly as it will be very dependent on the 
individual  case,  the  lack  of  guidance  creates  a  risk of  inconsistent  interpretation 
between controllers. For example, while we can assume that all controllers who read 
the guidance in good faith will take potential emotional distress into account, one 
controller may consider it a high-priority issue, while another may consider it as rel-
atively unimportant, even if faced with the same set of circumstances. Further, this 
guidance does not help controllers to express how they have ranked these issues, nor 
assist them in providing a formal justification that can be analysed by third parties. 

The Article 29 Working Party also made two particularly interesting observa-
tions in this section. One of these is that “not all negative impact … ‘weighs’ equally 
on the balance” [sic.] and that the purpose of the balancing test is not to prevent all 
negative impacts, but to prevent “disproportionate” impacts.134 On first glance, these 
observations may be criticised as not particularly advancing the discussion. Never-
theless, it is useful to emphasise that merely because a data subject may be suffering 
from a harm does not mean that they must automatically “win” the balancing test. 

132 ibid 40–41.
133 ibid 37–38.
134 ibid 41.
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This is important to prevent data protection from becoming overly focused on pro-
tecting data subjects, even where such protection are disproportionate to other issues 
involved.135

The other observation is that the balancing test assessment should not be “a 
mechanical and purely quantitative exercise” and that, even where a the potential im-
pacts only affect a limited number of data subjects (even if only one), “a very careful 
analysis” is still required.136 This is important advice given that, as data protection is 
a human right, it would be inappropriate to try and reduce the balancing act to nu-
merical values. As already noted, for example, extremely invasive and harmful pro-
cessing should not be justified on the basis that it earns sufficiently large profit mar-
gins for the controller. The problem is that this reservation seems inconsistent with 
the  language used  in  the  rest  of  the  Opinion.  Indeed,  the  very  term “weighing” 
(which is used throughout) implies that, at least in theory, there is a direct and mech-
anical comparison between columns A and B to see which is “heavier”. Even the lan-
guage used by the Opinion in reference to fundamental rights (stating that, where a 
fundamental right is affected, anything more than a minimal impact will override the 
legitimate interest) supports such a mechanical weighing up of two options, albeit 
one where fundamental rights are given an extremely high value. 

This inconsistency helps to explain the underlying problem of the Opinion. 
On the one hand, it is trying to operationalise the balancing test into something that 
can reliably produce a demonstrable and repeatable assessment of the situation. On 
the other hand, it is trying to refuse a mechanical weighing up procedure to preserve 
the importance of human rights, prevent the artificial assignment of numerical values 
to subjective issues and prevent abuses from being excused. This creates an odd situ-
ation where the Opinion seems to be moving in two incompatible directions, one re-
quiring (at least to some extent) the arbitrary creation of a scale and assignment of 
weights and the other explicitly rejecting this.

3.4.3 The provisional balance

Unhelpfully, what is perhaps the most important part of the balancing test is given 
the shortest section and does not actually provide any substantive guidance about 
how to perform this provisional balancing act. This is particularly unfortunate given 
the lack of guidance above on how to weigh the individual elements. Rather, this 
section simply tells us that controllers should “[balance] the interests and rights at 
stake as described above” and points out that processing is more likely to pass the le-
gitimate interest balancing test if controllers comply with their general data protec-

135 See, e.g., C-13/16 Rīgas, opinion (n 3) paras. 63; or Sam Wrigley & Daniel Wyatt, “When Data 
Protection Met Access to Documents” [2019] European Law Review 789.

136 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 38.

118



tion obligations, “including the terms of proportionality and transparency”.137 Other 
than giving a list of some of the factors that should be considered, the Opinion does 
not really provide any guidance to controllers or data subjects and therefore seem-
ingly relies on the same idea as Justice Potter Stewart’s famous test for hardcore por-
nography: “I know it when I see it”.138 

It is useful here to raise the comparison of beam or balance scales. This type 
of scale involves two bowls or platforms, connected to a beam and placed on a ful-
crum. Normally, the two bowls should each be the same distance from the fulcrum; 
when this is done properly, the scales will balance if the mass in each bowl is the 
same. However, if the fulcrum moves towards one end or the other, the scales will 
require different masses in each bowl in order to balance. In other words, by chan-
ging the fulcrum point in the scales, one can build a set of scales that tip in favour of  
one side when the weight of the two objects being compared are the same. Where 
one places the fulcrum depends on what exactly one wishes to determine by the 
weighing exercise.

This same concept applies to the balancing test being set out here. Even if we 
accept that we can determine weights for each set of interests, the Opinion does not 
help us to determine where to place the fulcrum in our scale in order to perform the 
proper balancing conditions for the test. To use a simplistic set of examples, some 
controllers may assume that the fulcrum should be place equidistant from each cup, 
meaning that a comparison where the legitimate interest “weighs” 51 and the data 
subject’s  interests  and fundamental rights or freedoms “weighs” 49 then the pro-
cessing can go ahead. Others, however, may believe that the word “overrides” im-
plies that the data subject’s interests and fundamental rights or freedoms need to be 
strong enough to completely dominate the legitimate interest.  Such a person may 
therefore place the fulcrum to one side such that the a ratio of 45:55 in favour of the 
data subject still produces a result in favour of the controller  and allows the pro-
cessing to go ahead. Yet others may believe that since recital 10 says that the purpose 
of the law is to provide a strong level of protection to data subjects and given data 
protection’s status as a Charter right, the controller’s or third party’s  legitimate  in-
terests must clear the data subject’s by a wide margin in order for the processing to 
be permissible. They would therefore place the fulcrum so that the scales only come 
up in favour of the controller at a ratio of 60:40 or higher. In practice, it is unrealistic 
that anybody will actually think in this kind of numerical way, but the underlying 
point remains: Different controllers may have different ideas about where the ful-
crum should be placed and this will produce substantially different results, even with 
the same inputs (“the fulcrum issue”). It is notable that the criticism made here is 
substantially the same as the made by Balboni, Cooper, Imperiali and Macenaite’s of 

137 ibid 41.
138 Jacobellis v Ohio (1964) 378 US 184 at 197.
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the legislation—that, in the end, it is simply “a judgment by data controllers which 
remains basically subjective and is rarely supported by objective standards”.139 

This is difficult for a number of reasons, not least because it does not guaran-
tee any consistency between actors (thus weakening practical protection for data sub-
jects), nor does it actually provide any guidance to controllers on how to explain 
their thought process (thus making it much harder to demonstrate compliance). This 
therefore raises significant issues for both accountability and transparency, both of 
which are emphasised as important by the Article 29 Working Party.140 

The majority of the text in this section explains that the provisional balancing 
act is not the final necessary step. The Article 29 Working Party stated that compli-
ance with the law’s “horizontal requirements” is not enough to satisfy the balancing 
test as this would turn legitimate interest processing into a “loophole” that renders 
the rest of other grounds for processing “superfluous”.141 Controllers are therefore re-
quired to consider whether “additional measures”, which go beyond the pure legal 
requirements, are needed to “reduce the undue impact” on data subjects.142 These 
measures are then discussed in the next section of the Opinion. 

3.4.4 Additional safeguards

Having laid out a test which nominally rejects a mechanical approach, the Opinion 
then returns to language of a scientific balancing of weights, stating that in certain 
situations  it  may  be  necessary  to  apply  safeguards  to  “‘tip  the  balance’ on  the 
scale.”143 The Article 29 Working Party laid out a number of potential safeguards that 
might apply, including some which “are not  explicitly required” [emphasis in ori-
ginal] by the law.144 They emphasis that the safeguards may often relate to three spe-
cific issues: 

“• the relationship between the balancing test,  transparency and the 
accountability principle;

  • the right of the data subject to object to the processing, and beyond 
objection, the availability of an opt out without the need for any 
justification, and

  • empowering data subjects: data portability and the availability of 
workable mechanisms for the data subject to access, modify, de-
lete, transfer or otherwise further process (or let third parties fur-
ther process) their own data.” [sic.]145

139 Balboni & others (n 79) 253.
140 See, for example, Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests  
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These  safeguards  make  sense,  particularly  given  the  Article  29  Working 
Party’s insistence that legitimate interest processing should not be seen as the easy 
option, chosen simply because the processing was too hard to fit into another cat-
egory or because the controller is attempting to choose an option that lets them get 
away with things that should not otherwise be possible.146 Further, the use of safe-
guards that are not explicitly required by other GDPR provisions seems to be in line 
with the text of art. 6(1)(f). It is notable that the law requires that the legitimate in-
terest not be overridden by the data subject’s “interests or fundamental rights and 
freedoms … which require protection of personal data”; since these factors are not 
limited to the rights or obligations under the GDPR, there is therefore no reason why 
the safeguards would be so limited.

The inclusion of this final section in the Opinion is interesting. As noted by 
Kamara and de Hert, a strict reading of the law does not actually involve a consider-
ation of additional safeguards; the law itself asks for a balancing of “two  values” 
[emphasis in original] (i.e. the legitimate interest and the data subject’s interests and 
fundamental rights or freedoms) and neither of these actually include safeguards.147 
Further, they argue, safeguards are at any rate necessary and the inclusion of them at 
this stage merely increases the amount of potentially harmful processing that can slip 
through the legitimate interest  test.148 However,  as also noted by the authors, the 
Opinion’s approach makes sense as it creates a “more pragmatic approach”, allows 
us to determine the “actual expected impact” and encourages controllers to use safer 
processing procedures.149 

I agree with this conclusion, but not necessarily all of the reasoning. In par-
ticular, I do not believe that the inclusion of safeguards in the balancing test neces-
sarily stretches the language of the legitimate interest balancing test. It is true that 
safeguards do not qualify as either part of the controller’s or third party’s legitimate 
interest nor the data subject’s interests and fundamental rights or freedoms, but they 
do have a significant impact on whether the latter will override the former. I there-
fore argue that the inclusion of safeguards are just as important as any other factual 
element that may alter the balancing between the two rights. However, I do find it 
odd that the Article 29 Working Party chose to put this step at the end of the process. 
While I accept that it is logical to consider additional safeguards if the balancing act 
finds that the processing should not go ahead, this is not the only role which they 
should play. Rather, it would seem preferable if safeguards were already considered 
before the balancing took place, with the option to return to the issue if the balancing 
test is failed. This would ensure a higher level of protection for data subjects, since 
controllers who “pass” the balancing test  may otherwise ignore this  section,  and 
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would still allow for controllers who “fail” the balancing test to revisit the issue af-
terwards. Further, it is questionable how useful this artificial separation of the steps 
actually is. As already noted, one of the justifications for the inclusion of these extra 
steps is because the GDPR (and the DPD before it) does not limit the data subject’s 
interests  to the rights and duties explicitly  listed under the GDPR. The Opinion, 
however, seems to break these interests into two parts: the impact on the data subject 
and the safeguards that are provided, with the safeguards only operating as some-
thing “additional” to push the calculation from one side to another. 

Structural questions aside, there are other concerns with the Article 29 Work-
ing Party’s  Opinion in this section. First, the questions of uncertainty which have 
been consistently raised remain. The Opinion does not actually give any guidance as 
to the point at which safeguards can push otherwise unacceptable processing into be-
ing acceptable, simply telling us that it is possible for them to do so at some point. 
Secondly, in its conclusion, the Article 29 Working Party pointed out that these addi-
tional steps are particularly necessary where the balancing test produces an “unclear” 
result.150 This language reinforces the concept of a scale: The impact on the data sub-
ject is worth X amount of points, while the controller’s or third party’s legitimate in-
terests are worth Y amount of points, therefore the safeguards must compensate for 
the difference (and shift it in favour of protecting the data subject) to permit the pro-
cessing. As already noted above, this is a shame as it relegates safeguards to a mere 
extra, rather than a general issue to be considered. Moreover, it continues to rein-
force the contradiction between the language used and the rejection of a mechanical 
weighing exercise.

3.4.5 The opinion: A review and lessons to be learnt for the art. 6(1)(f) test

The Article 29 Working Party’s Opinion 06/2014 on the notion of legitimate interests 
presents a lot of useful elements and suggestions for the interpretation of the legitim-
ate interest ground. However, it still leaves the fundamental question of how to per-
form the balancing test unanswered. 

There are a number of strengths to the Opinion. In particular, it sets out some 
useful criteria which can  guide  a  reader in identifying issues to be considered and 
which should be carried over in any implementation of the art. 6(1)(f) test. Further, it 
is good that the Opinion reminds readers that weights are not an absolute measure; 
we  cannot  simply  reduce  everything  down  to  numbers,  nor  should  we  rely  on 
simplistic ideas that any one factor can lead to an automatic “win” for either side.  
The International Chamber of Commerce has also praised the implementation of le-
gitimate interest processing under the DPD, spoken in glowing terms of the Article 
29 Working Party’s  Opinion 06/2014 on the notion of legitimate interests (particu-

150 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
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larly the quick guide in its Annex 1) and rejected a more exhaustive approach as be-
ing insufficient in a “dynamic, innovative marketplace”.151 

Fundamentally,  however,  I  argue  that  the  Opinion’s  methodology  suffers 
from an underlying flaw. Despite claiming to reject such an approach, the Opinion 
frequently relies on the language and concepts from a mechanical weighing exercise 
that  effectively asks for everything to be put onto an objectively measurable and 
comparable scale. Certainly, the Article 29 Working Party’s rejection of the mechan-
ical weighing approach is sensible. As has been explored, such an approach suffers 
from two unanswerable questions: How do we convert the competing interests into a 
form which is actually comparable, and how can we determine at what point one set 
of interests actually outweighs the other? Unfortunately, while the Opinion recog-
nises these difficulties, by continuing to use the language of objective scales and 
comparisons, it is unable to actually offer any tools to address these difficulties.

This creates three further risks. The first is that controllers will read the ad-
vice,  internalise  the  importance  of  avoiding a  mechanical  weighing up,  and will 
simply perform an unguided subjective and intuitive balancing act. Any decision will 
therefore be hard to predict, depending entirely on what the controller thinks at any 
given time, will be difficult for the controller to present in an accountable way that 
can be relied upon, and will be difficult to adequately review. The second risk is that 
controllers will read the advice, internalise the importance of the four-step procedure 
and the language of weighing, and will then resort to using an artificial and unhelpful 
scale. This creates a result which is unlikely to reflect reality and can produce false 
results, and creates uncertainty for the controller as to whether their assessment can 
be relied upon if the decision is challenged. The third risk is that a controller may 
read the guidelines, determine that it is giving a mixed message and then give up on 
attempting to apply them. None of these risks are inevitable and, as evidenced by the 
International  Chamber  of  Commerce’s  comments,  at  least  some controllers  have 
found the Opinion useful. Nevertheless, they are still real concerns.

It is easy to understand the desire for a legitimate interest balancing test that 
can be expressed in objective and comparative terms and language. Further, the lan-
guage of weighing seems to naturally fit a test which involves the comparison of two 
interests to see which “wins”. Nevertheless, based on the analysis in this section, I 
argue that the Opinion clearly shows the dangers of keeping an artificial objective 
shell over the subjective questions of evaluating rights and interests. Rather, the is-
sues with the Opinion seem to imply that, in order to properly achieve its goals, any 
test  must  be able  to  embrace  the  inherent  subjectivity,  both  in  substance  and in 
presentation. 

151 International Chamber of Commerce, ICC Position on Legitimate Interests: Policy Statement (28 
October 2015).
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3.5. Other approaches

3.5.1 Academic approaches

It is surprising that there has been relatively little academic criticism or interpretation 
of the legitimate interest balancing test, particularly given how important it is as one 
of only two general processing grounds. In this section, I will review two very differ-
ent academic proposals for the balancing test: One by Kamara and de Hert, which 
lines up with the existing interpretive concepts; and one by Balboni, Cooper, Imperi-
ali and Macenaite, which was originally proposed while the GDPR was still being 
drafted and which would have represented a significant departure from the existing 
rules and interpretations.

Kamara and de Hert break their proposed test for art. 6(1)(f) into three steps: 
First, identify the legitimate interest, secondly, identify the necessity of the aim, and 
thirdly, balance the interest of the controller or relevant third party and the data sub-
ject.152 Their positions on the first two steps have already been discussed during the 
relevant parts of this thesis and so I will focus on the third. As a side point, it should 
be noted that  the authors explicitly  list  all  three stages as part  of their  proposed 
“formalisation of the balancing act”.153 This is a shame, since it means that the term 
“balancing act” refers both to the test as a whole and to the third stage of that test. 
Fortunately, this does not cause any issues within the chapter in question, but, given 
the issues discussed above in relation to recital 47, it would be preferable to use a 
clearer naming convention to avoid potential and unhelpful mixing of the different 
limbs.

The authors state that the balancing test requires a consideration of “many” 
elements, including “the nature of the data … the power and status of the two parties 
… the source of the legitimate interest … [and, inter alia,] the purpose and impact of 
processing.”154 They proceed to explain that, as the impact on the data subject is so 
important, controllers should perform an impact or risk assessment, for which sev-
eral  methodologies  (e.g. the  Open  Web Application  Security  Project  framework, 
ISO31000 or ISO/IEC 27005) already exist.155 The authors then argue that the balan-
cing test should include a consideration of mitigating factors (their arguments for 
which have already been set out in s. 3.4.4)156 and the need to consider the reasonable 
expectations of the data subject.157 The authors summarise their framework by high-
lighting three issues in bullet form:
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“• obligation under 6(1) (f) [to perform the balancing interest in the 
first place]

  • nature of data, status of power of parties, objectives of processing
  • reasonable expectations of data subject”158

This breakdown, as mentioned above, seems to exist very much in line with 
the existing literature, following substantially the same structure as the test in Rīgas. 
They argue that the use of this framework will help controllers to comply with the 
test in a fair, lawful and accountable way, although they emphasise the importance of 
supervisory authorities and courts to “thoroughly check the continuous justification 
of the ground” for as long as it remains active.159

One notable element in Kamara and de Hert’s paper is the reliance on ex-
ternal risk assessment methodologies. This is reminiscent of the Article 29 Working 
Party’s Opinion, which also referred to such tools. Certainly,  these are extremely 
useful. Further, it is likely that companies (particularly large companies) acting as 
controllers will be familiar with risk assessment analyses and methods, and it will 
therefore be (relatively) easily transfer them to the legitimate interest balancing test. 
Fundamentally, however, the authors also suffer from the same fulcrum issue as the 
Opinion: Even if we were able to identify the competing interests such that they 
could be weighed up against each other, how should that scale be calibrated and at 
what point will one set of interests tip the scale in favour of one side or another? 

Ultimately, then, Kamara and de Hert’s proposal unfortunately suffers from a 
similar issue to the Article 29 Working Party’s Opinion—while it offers a frame-
work, that framework implicitly relies on the idea of a scale that is unexpressed and, 
arguably, inexpressible. In particular, it does not really help to identify the threshold 
of when a legitimate interest is “overridden”, a key part of the balancing test.

Balboni, Cooper, Imperiali and Macenaite, on the other hand, avoid this issue 
in their  proposals and propose an interesting way of resolving the fulcrum issue. 
However, it is important to note that the paper was published in 2013, during the 
drafting of the GDPR, and the proposals should therefore be viewed in that context. 

The authors argue that because the legitimate interest test is made on a case-
by-case basis, “any attempt at standardization would be a lengthy and technically 
complex process and, ultimately,  would fail  to solve the problem of legal uncer-
tainty”.160 They argue that we should instead use what they call the measure of “ap-
propriateness”—finding “the ultimate level of data protection that could effectively 
be guaranteed” [emphasis in original] and asking whether, in light of that level, the 
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processing is appropriate.161 In their introduction, the authors state that the appropri-
ate balance will be met when two conditions are true: First, that the data subject can 
assert user control, and secondly, the data can flow freely and be processed to meet 
the controller’s “legitimate business needs”.162 

During their paper, this balancing point is restated and the authors argue that 
what is particularly important is whether or not the controller has implemented a 
Data Protection Compliance Programme. They set out a model following the Plan, 
Do, Check, Act model: Controllers must understand the legal rules and plan accord-
ingly (Plan); adopt organisational measures setting out the rules and assigning roles, 
including for tracking compliance (Do); establish and implement compliance checks, 
possibly including audits and certifications, with the controller bearing the burden of 
proof (Check); and consistently implement data protection by, inter alia, “foster[ing] 
employee discipline, with … a process to ensure education, training and the provi-
sion of guidance to all employees involved” (Act).163 This can be supported by addi-
tional safeguards, including anonymisation and pseudonymisation where appropri-
ate.164

Where a Data Protection Compliance Programme has been implemented and 
followed, and is supported by “transparent, easily accessible and intelligible inform-
ation provided to the data subject”, the authors argue that the balancing test has been 
met and the processing should be allowed.165 This, they claim, will provide sufficient 
flexibility and certainty for controllers, while allowing data subjects to “rely upon a 
standarized level of data protection” and, provided that the Programme is correctly 
drafted, will give them the power to control their data through “user choice, access, 
etc.”166 The authors further believe that the increased accountability requirements un-
der the GDPR will be sufficient to ensure that controllers do not abuse the rules and 
that, as enforcement agencies generally do not have enough funding to perform ex 
ante checks on controller balancing tests, the fact that Data Protection Compliance 
Programmes promote auditing and the appointment of data protection officers will 
increase ex ante compliance checks.167

Balboni et al’s ideas are interesting, in part because they seem very different 
to the other proposals. Rather than focusing on a substantive balancing test that talks 
about competing interests as things to be weighed and compared, the proposal fo-
cuses on procedural elements; provided that a controller has the correct rules in place 
(and follows them) then the these will automatically catch any relevant issues and 
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ensure that art. 6(1)(f) is met. On the one hand, this interpretation certainly helps to 
avoid the fulcrum issue as controllers are not actually required to perform a balan-
cing act per se. On the other hand, this approach places a lot of faith in the Data Pro-
tection Compliance Programme. For example, it assumes that a Programme will be 
well-designed, that compliance actually occurs (and can be enforced if it does not 
occur) and that the system is properly updated to match new processing activities on 
an ex ante basis.

The authors also present a very pragmatic approach to the balancing act by 
looking at the highest level of protection that can be guaranteed in a way that is ef-
fective and grounded in reality, rather than a high level of protection in abstract. In 
some ways, this is a powerful idea. By framing the debate as “the ultimate level of  
data protection that  could effectively be guaranteed” [emphasis added], rather than 
the highest level of protection in abstract,168 the approach helps to avoid overcorrec-
tions  and  protect  controllers  from  A.G.  Bobek’s  concerns  about  data  protection 
simply becoming the prevention of processing. Further, this approach helps to pre-
vent controllers from becoming unnecessarily bogged down with hypotheticals and 
questions that may not actually be answerable. This, together with the comparative 
ease of implementing a Data Protection Compliance Programme and the focus on the 
free movement of data, creates the impression of a very commercial-friendly posi-
tion.

The advantages of this approach are clear—by creating a pragmatic solution 
that promotes commercial interests, there will be strong economic gains and it will 
be much easier for firms to develop and provide products and services that use per-
sonal data. This can also help to improve scientific, technological and other social 
developments.  These  advantages  apply  to  more  than  just  commercial  actors  and 
could also help academics, researchers or indeed anybody who works with personal 
data. This can lead to incredibly useful developments for society at large, potentially 
providing significant advantages for data subjects.

However, there are also a number of risks to this approach. Legitimate in-
terest processing has already been criticised as a “loophole” which allows processing 
that would otherwise not be permitted to go ahead169 and, as has already been noted, 
the flexibility of the current approach has still been endorsed by business interests.170 
We can  therefore  ask  if  such  extra  freedom to  process  is  actually  necessary  or 
whether it will simply increase the amount of risk for insufficient benefit. The au-
thors believe that this will not occur with their approach, pointing out that other pro-
visions apply and arguing that “the legal basis for data processing is logically separ-
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ate from the actual level of protection”.171 Even if this distinction is accepted, how-
ever, there is still a real concern that Balboni et al’s proposals would be overoptim-
istic for data subject protection. A.G. Bobek’s Opinion in Rīgas cuts both ways for 
the authors; although he warned against excessive application of the law, A.G. Bobek 
also made sure to emphasise that the default situation is that personal data “should, 
in general,  not be processed” [emphasis in original] and that the grounds for pro-
cessing are merely “exceptions … whereby processing is legitimate certain strictly 
articulated conditions”.172 This caution is in line with the nature of data protection 
law as implementing a  fundamental  right.  Balboni  et  al’s  proposals,  by contrast, 
seem to create a much stronger presumption that processing is legitimate, with the 
data subjects bearing the potential for harm.

Finally, it is worth noting that the author’s decisions were not visibly incor-
porated into the GDPR. As a reform proposal published in 2013, we may argue about 
the pros or cons of the authors’ suggestion and debate whether or not we believe that  
the procedural safeguards are sufficient to ensure substantive protection for data sub-
jects. However, the proposals rely on a reform which did not happen. At the very 
least,  we can  reasonably  conclude  that  had  the  legislature  intended to move the 
GDPR, art.  6(1)(f) in the direction of Balboni  et al’s proposals, they would have 
made this clearer in the text of the law. 

The two proposals outlined above portray very different approaches to a le-
gitimate interest balancing test. The first proposes a system very like the existing 
one, which unfortunately also inherits some of the same difficulties (particularly in 
regards to the fulcrum issue). The second proposes a radical shift, which avoids that 
issue, but arguably increases the risk to data subjects and which is not supported by 
the existing law. Although both therefore seem to have their flaws, there are some in-
teresting lessons that can be learned from each that will be addressed below. 

3.5.2 Practical approaches

This section will briefly explore some of the practical approaches to the legitimate 
interest balancing test. However, it is important to make a few caveats before begin-
ning this exploration. First, despite the GDPR’s focus on transparency, it is inevitable 
that controllers will perform much of the work internally. Secondly, given the wide 
variation of controllers and uses of legitimate interest processing, there will also be a 
wide variation of practical implementations of the legitimate interest balancing test. 
This section should not, therefore, be taken as a representative survey of practical ap-
proaches to the legitimate interest test as such a survey would not be feasible or real-
istic.  Instead,  it  should be taken as  examples  of  some notable or  interesting  ap-

171 Balboni & others (n 79) 246.
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proaches to the legitimate interesting balancing test in practice—and the conclusions 
that can be drawn from this section will reflect that limitation.

The University of Glasgow offers a legitimate interest assessment template173 
which requires a controller to answer a number of questions about their processing of 
personal data. First, the controller must answer four question designed to identify 
their legitimate interest, three questions designed to identify the necessity of the pro-
cessing and twelve questions to perform the balancing test. The questions for the bal-
ancing test include whether the individual could expect the processing to take place, 
what harms and benefits apply to the data subject, how important the processing is to 
the controller,  the connections between the parties and the balance of power,  the 
nature of the data, and the amount of power that the data subject has over the pro-
cess. At the end of the form, the assessor is asked to provide the outcome, along with 
their name and the date.

This template offers a very formalistic approach to the legitimate interest bal-
ancing  test.  However,  it  is  notable  that  the  form does  not  ever  actually  ask  for 
weights or overt balancing; rather, it draws the assessor’s attention to certain factors 
and elements and then leaves the final decision to an implicit or subjective assess-
ment on the basis of those factors. There is, therefore, still a significant amount of 
discretion left to the assessor and a risk that the form will hide this subjectivity be-
hind an appearance of objectivity. It is also notable that while some of the questions 
are very open (e.g. “Is the processing likely to negatively impact the individual’s 
rights? If so, how?” and “Is the processing in the interests of the individual whose 
personal data it relates to?”),174 there are still limitations on what can be included. 
This demonstrates the risk of the formalistic approach; no matter how open the ques-
tions may be, there is always a risk that the questionnaire will miss out on elements 
or factors that are specific to certain situations. 

Moving on to other parties, it is notable that some major technology compan-
ies do not go into any significant detail about how they perform the legitimate in-
terest balancing test. For example, the Facebook page detailing their legal bases for 
processing personal data provides a number of processing activities that rely on le-
gitimate interest and the legitimate interest  involved. These grounds vary in their 
specificity, from “providing marketing communications to you” with the legitimate 
interest of “to promote Facebook Company Products and issue our direct marketing” 
to “to research and innovate for social good” with the legitimate interest of “to fur-
ther the state-of-the-art or academic understanding on important social issues to af-
fect our society and world in a positive way.”175 Unfortunately, the privacy policy 

173 University of Glasgow, “Legitimate Interest Template” <https://www.gla.ac.uk/media/
Media_673300_smxx.pdf>, hosted at University of Glasgow, “GDPR” <https://www.gla.ac.uk/
myglasgow/dpfoioffice/gdpr/> accessed 9 July 2020.

174 ibid 2.
175 Facebook <https://www.facebook.com/about/privacy/legal_bases> accessed 9 July 2020.
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does not explicitly discuss the factors that are considered during the balancing test. 
Under the information about objections, however, the privacy policy states that Face-
book will:

“consider  several  factors  when  assessing  an  objection,  including:  our 
users'  reasonable expectations; the benefits and risks to you, us, other 
users or third parties; and other available means to achieve the same pur-
pose that  may be less invasive and do not require  disproportional ef-
fort.”176

We can assume that some of these factors will overlap, but  even if we accept this, 
Facebook still do not actually give much information about how this information is 
weighed up.

As an alternative, Google’s privacy policy is extremely general. Under the 
topic for legitimate interests, it states that “we process your information for things 
like” and then provides a list of reasons.177 These reasons vary from specific (e.g. 
“Marketing to inform users about our services”) to relatively vague (“developing 
new products and features that are useful for our users”).178 The privacy policy does 
not mention a balancing test, instead stating that processing is done “while applying 
appropriate safeguards”, “for example, we may anonymize data, or encrypt data to 
ensure it can’t be linked to other information about you.”179

Surprisingly, when searching amazon.co.uk’s website for the term “legitimate 
interest”, the only instance returned at the time of writing is:

“The legal basis for our use of your personal information varies depend-
ing on why we need to use your information. To take several examples, 
when you purchase a product on our marketplace we need to use your in-
formation to perform a contract with you. We may then retain records re-
lated to your purchase for a period of time to comply with tax-related 
legal obligations. We also need to use your information to detect, pre-
vent, and respond to fraud; this is based on our and our customer's legit-
imate interests.”180

Their Privacy Notice page is equally terse, simply stating that their basis for pro-
cessing includes:

“Our legitimate business interests and the interests of our customers 
when we improve Amazon services (including when we use your voice, 

176 ibid.
177 Google, “Privacy Policy” <https://policies.google.com/privacy?hl=en-US> accessed 9 July 2020.
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180 Amazon, “Amazon & My Data” <https://www.amazon.co.uk/gp/help/customer/display.html/?
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video, or camera input to improve services), when we detect and prevent 
fraud  and  abuse  in  order  to  protect  the  security  of  our  customers, 
ourselves, or others, and when we provide you with interest-based ad-
vertising” [emphasis in original].181 

Finally,  Apple’s  privacy policy states that  they process personal  data  “we 
may also process your personal data where we believe it is in our or others’ legitim-
ate interests, taking into consideration your interests, rights, and expectations.” The 
policy then directs questions to their Data Protection Officer and provides a contact 
link.182

Of these examples, the University of Glasgow’s is by far the most compre-
hensive, while the major technology company’s vary in their brevity. As noted in the 
introduction to this subsection, this should not be taken as a comprehensive survey 
of practical approaches to the legitimate interest balancing test. In particular, we can-
not know how various companies will act internally and how that compares to the 
approach seen in the University of Glasgow’s publicly available document.  Never-
theless,  we can still  conclude that data subjects are likely to have mixed success 
knowing if their rights have been properly respected and whether they have a valid 
claim. Further, it is notable that none of the companies reviewed provided a balan-
cing methodology expressed in objective terms. While this is not enough to say that 
no companies do so, it does detract from the idea that we should use objective ter-
minology in the guidance to help companies perform the balancing test.

3.6. Member State approaches and enforcement actions under the GDPR

As a final consideration, it  is worth examining the approaches taken by Member 
States under the GDPR. In particular, it is interesting to look at the approaches and 
guidelines issued by national supervisory authorities as this will represent how the 
GDPR is actually interpreted and applied on the ground. However, it must be re-
membered that similar methodological restrictions apply as with the investigation of 
Member State law under the DPD and that approaches and legislation imposed by 
Member State law are not necessarily very useful for interpreting the state of EU law 
as a whole. Given that the scope and focus of this thesis is restricted to the EU level,  
this section will therefore not go into a comparative or comprehensive survey of dif-
ferent implementing legislations.

This is not to say that decisions from national supervisory authorities are use-
less, merely that there are a number of important qualifications that must be made. 
First, while national supervisory authorities may well consider cases from other jur-

181 Amazon, “Privacy Notice” <https://www.amazon.co.uk/gp/help/customer/display.html?
nodeId=201909010> accessed 21 April 2021.

182 Apple, “Apple Privacy Policy” <https://www.apple.com/legal/privacy/pdfs/apple-privacy-policy-
en-ww.pdf> accessed 9 July 2020, 4.

131



isdictions and the GDPR was intended to increase such co-operation,183 there is noth-
ing requiring them to actually do so and the cases are not binding in any traditional 
sense. Secondly, not all cases are made public and therefore it is difficult to draw any 
wide or conclusive patterns from those that are available; while one case may say 
one thing, there is nothing to guarantee that there are not other cases that say the op-
posite. Thirdly, as is inevitable with cross-EU law, there may be linguistic complica-
tions or nuances that do not necessarily translate. 

It can therefore be hard for decisions in one country to spread to another, at 
least at the level of general practice. It is also worth noting at this point that, in its 
two-year review of the GDPR, the Commission found that while some progress had 
been  made  on  co-operation  between  supervisory  authorities,  “developing  a  truly 
common European data protection culture between data protection authorities is still 
an on-going process.”184 Indeed, the accompanying Staff Working Document expli-
citly noted that feedback from stakeholders had complained about a “lack of a con-
sistent approach and guidance between national data protection authorities on certain 
issues (e.g. … the application of legitimate interest … )”.185 Nevertheless, in the ab-
sence of decisions from the EDPB or the CJEU, decisions from national supervisory 
authorities are at least an interesting look into practical enforcement.

While no longer part of the EU, the ICO’s decisions are still an interesting 
point of reference. These decisions, including those from before Brexit took effect, 
show a consistent approach to the question of legitimate interest processing. First, 
the ICO breaks down art. 6(1)(f) into the three categories set out by Rīgas: Whether 
a legitimate interest exists, whether it is necessary for the legitimate interest and the 
balancing test.186 The ICO then sets out a number of important grounds for the balan-
cing test:

“• the potential harm or distress that disclosure may cause;
  • whether the information is already in the public domain;
  • whether the information is already known to some individuals;
  • whether the individual expressed concern to the disclosure; and
  • the reasonable expectations of the individual.”187

183 See, e.g., the GDPR, recital 13 and Chapter VII.
184 European Commission, Communication from the Commission to the European Parliament and 

the Council: Data protection as a pillar of citizens’ empowerment and the EU’s approach to the 
digital transition - two years of application of the General Data Protection Regulation, 
COM(2020) 264 final (24 June 2020) 5.

185 European Commission, Commission Staff Working Document […] Accompanying the document 
Communication from the Commission to the European Parliament and the Council: Data Protec-
tion as a pillar of citizens’ empowerment and the EU’s approach to the digital transition - two 
years of application of the General Data Protection Regulation {COM(2020) 264 final} (n 93) 
10.

186 See, e.g., Freedom of Information Act 2000 (FOIA) Decision notice, FS50777458 (2019), para. 
33.

132



It then nominates which factors it considers to be particularly relevant in this case, 
often focusing on the reasonable expectations of the data subject and the potential for 
damage or distress.188

The ICO’s approach therefore sets out a clear set of issues, but it is also not-
able that the decisions are still relatively vague when it comes to how they are actu-
ally weighed up and compared. The decisions contain subjective language and im-
plied reasoning such as “Based on the above factors, the Commissioner has determ-
ined that there is a sufficient legitimate interest to outweigh the data subjects’ funda-
mental rights and freedoms”;189 “The Commissioner appreciates that...” or “the Com-
missioner agrees … that it  is  difficult  to see any broader or wider legitimate in-
terests”190;  and  “the  Commissioner  considers  each case on  a  case  by case  basis. 
Based on the above factors, the Commissioner has determined that in this case there 
is insufficient legitimate interest to outweigh the data subjects’ fundamental rights 
and freedoms.”191

Interestingly, the elements that tend to be emphasised in their decisions are 
different than those placed on the ICO’s guidelines for controllers. Instead of the five 
grounds set out above, the ICO state that controllers “might find it helpful” to con-
sider  11  grounds,  including  the  nature  of  the  relationship  between  the  parties, 
whether the data is sensitive, the expectations of the data subject, whether the con-
troller is “happy to explain” the processing, whether data subjects are likely to object 
or  consider  the  processing  “intrusive”,  the  possible  impacts  on  the  data  subject, 
whether the data subject is a child, whether the data subject is otherwise vulnerable, 
whether there are any safeguards and whether it is possible to opt out.192 The ICO 
further state that “there’s no foolproof formula” for the balancing test, but that con-
trollers “must be confident” that “[the] legitimate interests are not overridden by the 
risks … identified” and be able to demonstrate their balancing act.193

While it is clear to see the overlaps between the ICO’s guidance and its prac-
tical enforcement actions, the differences in the presented list of factors is disap-
pointing.  More importantly,  however, we can draw two conclusions from this in-

187 See, e.g., Freedom of Information Act 2000 (FOIA) Decision notice, FS50777458 (2019) para. 
43; Freedom of Information Act 2000 (FOIA) Decision notice, FS50834927 (2019) para. 39; 
Freedom of Information Act 2000 (FOIA) Decision notice, FS50908339 (2020), para. 41.

188 See, e.g., Freedom of Information Act 2000 (FOIA) Decision notice, FS50777458, ibid paras. 44–
45; Freedom of Information Act 2000 (FOIA) Decision notice, FS50834927 ibid paras. 40–41; 
Freedom of Information Act 2000 (FOIA) Decision notice, FS50908339 ibid paras. 42–43.

189 Freedom of Information Act 2000 (FOIA) Decision notice, FS50777458 ibid paras. 44–45; Free-
dom of Information Act 2000 (FOIA) Decision notice, FS50834927 ibid para. 46.

190 Freedom of Information Act 2000 (FOIA) Decision notice, FS50834927 ibid para. 44.
191 Freedom of Information Act 2000 (FOIA) Decision notice, FS50908339 (n 187) para. 52.
192 Information Commissioner’s Office, “Legitimate interests” <https://ico.org.uk/for-organisations/

guide-to-data-protection/guide-to-the-general-data-protection-regulation-gdpr/lawful-basis-for-
processing/legitimate-interests/> accessed 14 July 2020.
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formation about the ICO’s approach to the balancing test. First, it is interesting to see 
that, in practice, the ICO does not seem to be asking whether the data subject’s in-
terests or fundamental rights and freedoms override the controller’s or third party’s 
legitimate interests  per se; rather, they seem to ask whether one side is capable of 
outweighing the other or not. While in many cases this may result in the same prac-
tical conclusion, it seems to assume that the ICO has placed their fulcrum such that 
any amount of outweighing will equal an overriding interest or fundamental rights or 
freedom. Further, it raises questions as to what would happen if the two sides were 
weighed and came to an equal balance. The second interesting conclusion is that it 
seems clear that the ICO’s approach at least implicitly accepts that the balancing test 
is subjective. This can be seen from both the language used in the decisions and the 
warning to controllers that there is no particular formula that should be used. 

Moving away from the ICO, the approach of the Finnish Data Protection 
Ombudsman194 is particularly interesting. On their guidance for controllers, the Om-
budsman sets out a six-stage test for legitimate interest processing, with the balan-
cing test itself being included in step 4 (and, arguably, also step 5).195 Notably, the 
Data Protection Ombudsman has emphasised that controllers should use their six-
stage test when using art. 6(1)(f)—and, importantly, should be able to demonstrate 
that they have done so—and has found that a controller who could not evidence their 
balancing act was unable to rely on the legitimate interest ground.196 Within this test, 
the expanded guidance for stage 4 explains that it is intended to be a temporary bal-
ance, stating that controllers should weigh the various interests and “gain an under-
standing” of how they compare.197 

As a starting point, it is notable that the guidance is clearly laid out in a two-
sided manner: There are evaluative questions to be asked in relation to the control-
ler’s or third party’s side and other questions for the data subject’s side. For the con-
troller’s or third party’s side, these are relatively straight forward, asking about the 
nature and benefit of the processing activity, as well as the downsides of not per-

194 In Finnish: Tietosuojavaltuutettu. Some references are to tietosuojavaltuutettun toimisto, which 
translates as the Data Protection Ombudsman’s office.

195 Translation provided by the Ombudsman’s website: Finnish Data Protection Ombudsman 
(Tietosuojavaltuutettu), “Controller’s legitimate interests” <https://tietosuoja.fi/en/controller-s-le-
gitimate-interests> accessed 14 July 2020. FI: Finnish Data Protection Ombudsman (Tietosuo-
javaltuutettu), “Rekisterinpitäjän oikeutettu etu” <https://tietosuoja.fi/rekisterinpitajan-oikeutettu-
etu> accessed 14 July 2020.

196 Dnro 8393/161/2019 (26 May 2020). English press release: Finnish Data Protection Ombudsman 
(Tietosuojavaltuutettu), “Office of the Data Protection Ombudsman’s sanctions board imposes ad-
ministrative fine for several deficiencies in personal data processing” (29 May 2020) <https://
tietosuoja.fi/-/tietosuojavaltuutetun-toimiston-seuraamuskollegio-maarasi-hallinnollisen-seur-
aamusmaksun-useista-puutteista-henkilotietojen-kasittelyssa?languageId=en_US> accessed 14 
July 2020.

197 Finnish Data Protection Ombudsman (Tietosuojavaltuutettu), “Controller’s legitimate interests” 
(n 195).
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forming the processing. The data subject’s side, however, is somewhat more compre-
hensive, asking:

“• What is the nature of the personal data involved?
  • How would the personal data be processed…?
  • How would the processing measures affect the data subject?
  …
  • Would the data subject expect his or her data to be used in such a 

manner?
  • Would it be likely that the data subject would object to the pro-

cessing or at least find it questionable?
  ...
  • What are the positions of the controller and data subject?
  • Do you intend to process the personal data of children?
  • Is the data subject in an otherwise vulnerable position?”198

Having answered these questions, controllers are required to weigh up the in-
terests, with the guidance informing controllers that other GDPR provisions can be 
utilised  if  the  result  is  unclear.  Unfortunately,  however,  no  actual  guidance  is 
provided as to how to actually perform this balancing act and, as with the ICO, this 
seems to largely be based on the controller’s intuitive understanding. Controllers are 
then given the chance in step 5 to “take further measures to influence the final result 
of the balance test”, which “depends on an overall evaluation: the greater the effect 
of the processing on the data subject, the greater the requirements on the controller’s 
appropriate  data  protection  guarantees.”  The  Ombudsman  gives  the  use  of  an-
onymisation or encryption, technical and organisational measures and impact assess-
ments as possible additional measures, stating that such measures “must decrease the 
effects on data subjects in a reliable and significant manner”.199

This approach is similar in many ways to the Article 29 Working Party’s ap-
proach. In particular, the listing of common factors and questions to ask is helpful 
and we can see a number of the common issues (e.g. data subject expectations, direct 
impact, relationship between the parties) in these questions. However, as before, the 
seeming formality of the test almost seems to hide the fact that it ultimately relies on 
a subjective evaluation.

3.7. The balancing test: An overview

If there is one thing which can be drawn from the above analysis, it is that whether 
or not a processing activity passes the legitimate interest test seems to be a subjective 
issue. Despite often using language of objectivity and uniform application, the law 

198 Dnro 8393/161/2019 (n 196). English press release: Finnish Data Protection Ombudsman 
(Tietosuojavaltuutettu), “Office of the Data Protection Ombudsman’s sanctions board imposes ad-
ministrative fine for several deficiencies in personal data processing” (n 196).

199 ibid.
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(and the applicable guidance) seems to trend away from such approaches, instead fo-
cusing on very case-based impressions. While this results in a flexible approach that 
can be used to promote strong protection for data subjects, it also creates a confusing 
legal structure, making it difficult for controllers and data subjects to know what the 
correct answer may be.

The following table sets out some of the main (or most interesting) themes 
that have been seen in the different discussions on legitimate interest:

Source Overall characterisation/key 
elements

Comments on balancing

National legis-
lation under 
the DPD

Very mixed with notable differ-
ences from one country to an-
other. 

Different Member States had dif-
ferent “guidelines” for balancing, 
indicating that cultural differ-
ences may be relevant.

The GDPR, 
art. 6(1)(f)

Processing is permitted if it “is 
necessary for the purposes of the 
legitimate interests pursued by 
the controller or by a third party, 
except where such interests are 
overridden by the interests or 
fundamental rights and freedoms 
of the data subject which require 
protection of personal data, in 
particular where the data subject 
is a child.”

Processing may occur “except 
where such interests are overrid-
den by the interests or funda-
mental rights and freedoms of 
the data subject which require 
protection of personal data, in 
particular where the data subject 
is a child”.

The GDPR, 
recital 47

Restates art. 6(1)(f). Legitimate 
interest can exist when there is a 
“relevant and appropriate rela-
tionship between the data sub-
ject and the controller” and re-
quires “careful assessment” of a 
data subject’s reasonable expect-
ations. Legitimate interest can 
cover situations where pro-
cessing is for preventing fraud or 
for direct marketing.

References reasonable expecta-
tions of the data subject.

Fisher Focus of discussion is on other 
issues. Gathering information 
necessary for an aid application 
is a legitimate interest.

Not for the CJEU to the decide 
result of balancing test. Up to na-
tional court who has all of the 
relevant factors.
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ASNEF Restates two conditions from the 
DPD: (1) Is processing neces-
sary for a legitimate interest, (2) 
Are those interests overridden 
by the data subject’s funda-
mental rights and freedoms?

Must consider the seriousness of 
the infringement. Processing im-
plied to be more serious if the 
data not already publicly avail-
able.

Google Spain Focus of discussion is on other 
issues. Economic gains can be a 
legitimate interest, as can the 
rights of others to access inform-
ation.

Balancing depends on particular 
circumstances. Reference to “fair 
balance” and Charter rights.

Rīgas Three conditions: (1) That legit-
imate interest exists, (2) That the 
processing is necessary for it, (3) 
Do the data subject’s funda-
mental rights and freedoms take 
precedence?

“Take precedence” rather than 
“overridden”.

TK Replicates the test from Rīgas. Balancing must be done on a 
case-by-case basis. Can look at 
whether data already publicly 
available, nature of data and pro-
cessing activity, who has access 
to the data and how, reasonable 
expectations of the data subject, 
and importance of the legitimate 
interest.

Article 29 
Working Party

Provides lots of details and ex-
amples, but still remains subject-
ive.

Four steps: (1) Assess the con-
troller’s or third party’s legitim-
ate interest, (2) Assess the impact 
on the data subject, (3) Perform a 
provisional balance, (4) Consider 
additional safeguards

Detailed but still subjective. 
Minimal comments on the actual 
balancing itself.
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Finnish Data 
Protection 
Ombudsman

Presents a very prescriptive fo-
cus. Emphasis on accountability 
and demonstration of compli-
ance. 

Steps 4 and 5 of 6 look at the 
balancing test. Asks a series of 
evaluative questions that leads to 
a provisional balance, but 
provides no actual guidance as to 
the weighing process. After do-
ing so, consider additional meas-
ures based on the results of the 
initial balancing.

UK Informa-
tion Commis-
sioner’s Of-
fice

Breaks the test down along the 
same lines as Rīgas.

Focuses on potential harm/dis-
tress to data subject, whether in-
formation already in public, 
whether information already 
known by people, whether data 
subject expressed concern, reas-
onable expectations.

Often emphasises potential harm 
and reasonable expectations.

Often uses subjective language.

Kamara and 
de Hert

Three steps: (1) The legitimacy 
of the pursued interest, (2) Is it 
necessary, (3) Balancing.

Balancing involves consideration 
of many factors, and should in-
volve an impact or risk assess-
ment and whether mitigating 
factors exist.

Emphasis on the fact that balan-
cing test legally required, the 
“nature of data, status of power 
of parties, objectives of pro-
cessing” and the data subject’s 
reasonable expectations.

Ferretti Balance the controller’s rights 
against the data subject’s funda-
mental rights and freedoms.

(This was a proposal for reform, 
rather than necessarily an offer-
ing of an interpretation.)

If done purely by reference to 
fundamental rights, can simply 
use fundamental rights balancing 
tools; no need for independent 
balancing test.
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Balboni, 
Cooper, Im-
periali & Ma-
cenaite

Focus on whether the protection 
is the highest level that can be 
effectively guaranteed and if that 
level is appropriate. This is 
achieved by the implementation 
and compliance with a Data Pro-
tection Compliance Programme.

(This proposal was written dur-
ing, and was presumably hoped 
to influence, the drafting of the 
GDPR, rather than being an in-
terpretive idea.)

Balancing not done on case-by-
case basis, but done through the 
existence of and compliance with 
the Data Protection Compliance 
Programme which follows the 
Plan, Do, Check, Act model.

University of 
Glasgow

Three-stage test, assessor must 
answer questions at each stage 
and then form an overall assess-
ment.

Draws the assessor’s attention to 
certain aspects and elements of 
the balancing test, but still ulti-
mately leaves significant discre-
tion to the assessor to implicitly 
assess those factors.

Facebook, 
Google, 
Amazon and 
Apple (pri-
vacy and data 
protection 
policies)

Relatively little information. 
Hard to know what is actually 
being performed within the com-
panies themselves.

Shows that, at the very least, ob-
jective language is not always 
being communicated from con-
trollers to data subjects.

Before discussing the balancing test,  it  is worth briefly noting the varying 
taxonomies for art. 6(1)(f) as a whole. Despite multiple attempts, there is no fixed 
structure for implementing the legitimate interest balancing test and, in particular, 
the number of steps required seems to vary from one source to another. The three-
step test set out in Rīgas, being the latest pronouncement of the CJEU and approved 
in  TK,  is  the most authoritative and is  supported by academic commentary from 
Kamara and de Hert. Further, this taxonomy seems to be the closest to the terms of  
the GDPR, art. 6(1)(f). However, it is far from conclusive and cannot be said to have 
been universally adopted. In particular, as has been noted elsewhere in this Chapter, 
the discussions sometimes tend to mix different aspects of the test together. This 
fragmentation creates difficulties for controllers wishing to adopt the best procedure, 
data subjects wishing to understand their rights, and enforcement agencies who will 
have to take extra time to understand which approach each controller has taken.

Having reviewed the various approaches,  and on the basis  of the analysis 
above, I argue that the approaches demonstrate three main issues with the legitimate 
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interest balancing test: A lack of consistency leading to a proliferation of standards, a 
difficulty in identifying and weighing up competing interests and a lack of solution 
to the fulcrum issue. Each of these issues should then be considered part of the same 
underlying issue: An unwillingness to accept and embrace the inherent subjectivity 
of the legitimate interest balancing test and, consequently, to actually go into detail 
or lay down any definitive rules or guidelines.

The first issue is a lack of any consistent approach to balancing, leading to a 
proliferation of standards. While each of the sources surveyed contain similar themes 
(such as taking into account all of the possible circumstances) and some themes ap-
peared in multiple sources (such as performing impact assessments), there was no 
unified methodology for identifying all of the relevant interests or weighing them up. 
In particular, it is a shame that the case law from the CJEU provided a taxonomy for 
the art. 6(1)(f) test overall, but did not go into particular detail about the balancing 
test  per se. This problem is compounded by the fact that the inconsistency extends 
beyond the procedure but also covers the actual language. A key example of this is 
Rīgas,  where the CJEU used the term “take precedence” instead of “overriding” 
without explanation or interpretation. 

In relation to the second issue, most of the tests seems to spend a lot of time 
dealing with how to actually characterise and identify the competing interests, funda-
mental rights or freedoms involved. While the literature provided lots of tips about 
what kinds of interests may need to be identified, it was understandably difficult to 
provide a sufficiently flexible and reliable methodology given the width of circum-
stances that are covered by legitimate interest processing. A more significant diffi-
culty  is  that,  once  these  circumstances  have  been  identified,  the  literature  often 
makes vague references to, or uses the language of, assigning weights to those in-
terests so that they can be compared at a later stage (sometimes while also rejecting 
the idea of such assignments).

At the heart of this problem is the fact that any kind of objective test may be 
impossible. When weighing a legitimate interest against a data subject’s interests and 
fundamental rights or freedoms, we are required to compare two  sides which will 
vary dramatically from one case to another, which may be impossible to quantify and 
which are often extremely subjective. Any attempts to create some sort of formula 
for balancing the two or assigning weights to particular factors is therefore doomed 
to fail. As a result of this subjectivity, the inevitable result is that individual control-
lers, legal advisors, data protection officers, supervisory authorities and even data 
subjects will come up with their own way of formulating the legitimate interest bal-
ancing test. Indeed, this problem can also be seen in both the case law and the guid-
ance issued.
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The third issue is that there do not currently seem to be any elegant solutions 
to  the  fulcrum issue.  The GDPR itself  is  unfortunately  vague,  offering  the  term 
“overriding”,  while  interpretive  guidance  and  academic  opinions  seem  to  move 
swiftly on from this issue without much (if  any) comment.  There is, therefore,  a 
severe lacuna relating to the interpretation of the term “overriding” and how this in-
fluences the balancing test. 

As a result of these three issues, the law seems to be imposing an impossible 
task: Controllers must weigh up the competing interests in a reliable and demon-
strable way (despite the fact that no agreement seems to exist on how to structure 
this), probably using objective language (despite the fact that the test is inevitably 
subjective and cannot actually be quantified) and demonstrating whether one side 
overrides the other (despite the fact that the actual tipping point at which the data 
subject’s interests and rights start to override the controller’s or third party’s legitim-
ate interest is never defined). The result is that, even if controllers can clearly explain 
their reasoning, there is nothing to actually help them find the right conclusion and 
nothing to help data subjects know if they have come to an unacceptable result. 

In some cases, these issues may not cause any practical problems: If a con-
troller is able to lay out all of the factors that they have considered, and explain how 
and why they came to a certain decision, it will be possible for both data subjects en-
forcement agencies to review the decision and ensure that there is adequate protec-
tion. However, the existing guidelines do not seem to go far enough in providing a 
structure for controllers to do this in a structured and comparable way. Even despite 
the various attempts to set  out a  schema for decision-making (e.g. the Article 29 
Working Party’s four-stage test contained in its Opinion), there is no guarantee that 
all controllers will follow this in a way that is sufficiently clear and explanatory. This 
is particularly the case with smaller controllers, who may not be able to afford elab-
orate legal advice (an important issue, given that the GDPR also applies to non-pro-
fessionals acting as controllers). Even where controllers do lay out their reasoning in 
a presented way, there is a risk that this will simply be done as a box-ticking exer-
cise, or as an after-the-fact rationalisation of an innate “judgement call” or “gut feel-
ing” reaction which does not actually reflect their decision-making process.

This is made even more complicated by the wide-ranging geographical scope 
of the GDPR and the variations in culture, even just within the EU. It is notable that, 
under the DPD, and even after ASNEF, there were problems with inconsistent imple-
mentations.200 It  is  unlikely that  the introduction of  the GDPR will,  by itself,  be 
enough to cure the inconsistencies highlighted above. This is particularly concerning 

200 Korff, Comparative study on Different Approaches to New Privacy Challenges, in Particular in 
the Light of Technological Developments: Working Paper No. 2: Data Protection laws in the EU:  
The Difficulties in meeting the challenges posed by global social and technical developments (n 
84) 72.
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given that the GDPR purports to impose a universal rule upon all controllers. The 
result will be an increased difference in data protection on the books and data protec-
tion in practice, which will simply further confuse controllers and data subjects. 

There is some evidence to suggest that the situation is not as bad as has been 
argued here. It must be noted that, at the time of writing, the legitimate interest test 
has been part of law for over 20 years and was re-enacted in the GDPR in substan-
tially the same terms as under the DPD. Within this long-standing existence, and des-
pite the ambiguities in the text of the law, there has been minimal case law on topic, 
despite the wide applicability of legitimate interest as a processing basis. While the 
absence of evidence suggesting a problem is not the same as evidence that there is no 
problem, this does raise the possibility that even if there is a theoretical issue with 
the law, everything is working well in practice.

The problem with  this  suggestion  is  that  the  lack  of  evidence  itself  may 
simply be a further symptom of the problem. As has already been discussed, the am-
biguities in the law may mean that data subjects cannot know when they actually 
have a legitimate cause for complaint. Further, given their limited resources, it has 
been noted that supervisory authorities must carefully prioritise which cases are or 
are not brought.201 We cannot, therefore, say that the limited case law does not mean 
that there is no problem. It is also worth noting that the change from Directive to  
Regulation may alter the caseload. Although, in theory, national courts must refer 
any interpretation of EU law to the CJEU regardless of its status as a Directive or a  
Regulation, the fact that the law no longer requires implementing legislation may al-
ter the existing dynamic. Further, the introduction of new rules for cooperation and 
consistency between different Supervisory Authorities under the GDPR, Chapter VII 
means that issues with cross-border, intra-EU processing activities may begin to be-
come more visible (and hopefully begin to generate more guidance).

On top of these conceptual issues, it is also worth discussing the current is-
sues with enforcement. While, as seen above, a number of fines have been issued un-
der the GDPR in relation to improper usage of art. 6(1)(f), it is impossible to know 
what percentage of possible cases this represents. We do know, however, that differ-
ent supervisory authorities have taken different approaches to legitimate interest pro-
cessing and that cases often rely on implicit decisions, making it difficult for control-
lers to know whether or not they will be fined and for data subjects to know whether 
or not it is worth attempting to bring a case. This issue is also compounded by the 
problems discussed above. It is notable, for example, that data subjects are very un-
likely to be able to read the privacy policies excerpted in s. 3.5.2, examine the text of 
the law and the guidance that has been issued, and know whether or not they are able 

201 Benjamin Greze, “The extra-territorial enforcement of the GDPR: A genuine issue and the quest 
for alternatives” (2019) 9 (2) IDPL 109, 118–119.
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to bring a claim. As a result, awareness and reporting of possible violations may well 
be lower than their actual occurrence. 

There are, then, a number of issues with the existing attempts to interpret and 
implement the legitimate interest balancing test, including the proliferation of stand-
ards, the difficulty identifying and weighing the competing interests, and the fulcrum 
issue. These problems, in some way, seem to stem from the lack of genuine engage-
ment with the subjective nature of the test, instead attempting to gauge these subject-
ive questions behind a veil or veneer of objectivity. In the rest of this Chapter, I will  
argue that the solution to the problem is to shift the conversation on the legitimate in-
terest  balancing test.  Instead of attempting to use a formalised balancing act,  we 
should abandon the language of objectivity and instead provide a way of structuring 
the subjective nature of the test in a comparable way. 

4. Can the concept of fairness, as understood under the GDPR, art. 5(1)(a), 
be used to address the shortcomings of legitimate interest processing under the 
GDPR, art. 6(1)(f)?

So far, this chapter has surveyed the concept of legitimate interest processing, in-
cluding an analysis of key strengths and weaknesses. In the rest of this chapter, I will 
use this discussion, and the discussion from  Chapter 2, to directly address the re-
search question “Can the concept of fairness, as understood under the GDPR, art. 
5(1)(a), be used to address the shortcomings of legitimate interest processing under 
the GDPR, art. 6(1)(f)?”

The GDPR, art. 6(1)(f) states:

“Processing shall be lawful only if and to the extent that … processing is 
necessary for the purposes of the legitimate interests pursued by the con-
troller or by a third party, except where such interests are overridden by 
the  interests  or  fundamental  rights  and  freedoms  of  the  data  subject 
which require protection of personal data, in particular where the data 
subject is a child”.

As has already been noted, the balancing test in this provision suffers from a number 
of problems, in particular a proliferation of standards, a difficulty in identifying and 
weighing up interests, and the fulcrum issue, which arise at least in part because of a 
reluctance to properly engage with the inherent subjectivity of art. 6(1)(f). 

The use of fairness to assist the shortcomings of art. 6(1)(f) could be done in 
a number of ways and with varying importance given to the concept of fairness. For 
the reasons argued in this section, I will focus on a strong role for fairness, with the 
term “overridden” being interpreted through the lens of fairness such that where a 
processing activity is found to be fair then it can also be considered permitted under 
art. 6(1)(f). This would mean that when considering whether the data subject’s in-
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terests or fundamental rights and freedoms override the controller’s or third party’s 
legitimate interest, the controller can use the fairness test to answer this question. For 
the purposes of this discussion, I will be using the concept of and test for fairness un-
der the GDPR as drawn up in Chapter 2, being:

1. Would a  person, unaware of  their  role  in  the situation and who only has 
knowledge of the necessary relevant circumstances (including, inter alia, the 
rights and duties under the GDPR; how transparent the processing is; the ex-
pectations and motivations of the parties,  including the importance of the 
processing activity for each party; the potential harms to the data subject, in-
cluding any discrimination; the relationship between the parties; and other 
general cultural norms), accept the processing if there was an equal chance of 
them being in any particular role?

2. Does the answer to the first limb feel like an intuitively fair answer? If not, 
would a change in the conditions in the first limb (e.g. inclusion of more or 
fewer circumstances)  produce a  result  that  feels  intuitively fair?  Alternat-
ively, is the reason that it does not feel intuitively fair because of an existing 
bias or consideration that should be discounted?

The argumentation here will therefore proceed on the assumption that this test is ac-
cepted as an accurate or suitable measure for fairness. 

Given that some of the issues in this section could become a bit wordy, I will 
use a number of shortcut terms for readability. Most of these will be self-explanatory 
in context, but for the sake of clarity, I will set out the terms “fairness test” and 
“overridden test”. The first of these, “fairness test”, means the modified original pos-
ition  fairness  test,  particularly  within  the  context  of  using  this  test  to  determine 
whether the processing passes the legitimate interest balancing test, as set out above. 
This will also sometimes be referred to as the “legitimate interest fairness test”. By 
contrast, I will use the term “overridden test” to mean the balancing test as simply 
written in the text of art. 6(1)(f), i.e. whether the controller’s or third party’s legitim-
ate interests are overridden by the data subject’s interests or fundamental rights and 
freedoms, without reference to the concept of fairness, possibly based on one of the 
existing methodologies discussed in s. 3.

It must be noted that I am not proposing that fairness and overridden must be 
considered synonymous. Rather, as will be explored, I am suggesting that there is a 
sufficient overlap between the terms that the former can be used to assist the latter. In 
particular, this interpretation relies on the fact that while not all unfair processing 
will involve an overriding of interests, all processing which involves an overriding of 
interests will be unfair. Therefore, if the processing is fair, the data subject’s interests 
or fundamental rights and interests cannot be being overridden and therefore the pro-
cessing must also pass the legitimate interest balancing test. I will not attempt to ar-
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gue that all processing which is unfair will necessarily involve an overriding of the 
data subject’s interests, fundamental rights or freedoms. Rather, I will argue that in 
such a situation, it does not matter whether the processing would pass the test in art. 
6(1)(f); such processing would always be unlawful anyway under art. 5(1)(a). It is 
therefore unnecessary for the two tests to have a perfect overlap as long as the end 
result is the same (e.g. whether the processing is lawfully performed or whether the 
higher level of penalties under the GDPR, art. 83(5) are applicable).

This section will begin by examining the conceptual and practical applicabil-
ity of the fairness test, before then looking at whether or not it will actually assist 
with the issues relating to art. 6(1)(f). Having looked at this, I will evaluate the per-
formance of fairness being used in this way, before looking at what circumstances 
should normally be considered in the fairness test and providing a refined version of 
the test that can be used within the context of art. 6(1)(f).

4.1. The compatibility of fairness?

As a starting point, we must see whether it would actually be possible to use the 
concept of fairness as a lens for interpreting the legitimate interest balancing test. It 
is undeniable that fairness and legitimate interest processing contain some practical 
overlaps. At their core, both involve an eclectic view of the often subjective circum-
stances of the processing, ending in a balancing act with a very fact-specific conclu-
sion. The importance of deciding a case on its facts is not unusual in law, but it is 
notable that both fairness and legitimate interest processing take such a comprehens-
ive and emphasised view of the backgrounds and norms. This eclectic view also in-
forms a second similar characteristic: The promotion of flexibility. In addition to tak-
ing all of the specific facts of the case into account, both legitimate interest pro-
cessing and fairness need to be able to fit a very wide range of conditions and scen-
arios, rather than being strictly limited to a set of pre-existing criteria.

It is also notable that, even from a cursory look, there is a significant overlap 
between issues that were identified as potentially relevant for the legitimate interest 
balancing test and the circumstances that were identified in the fairness test:

Factor from the 
refined test for 
fairness

Example location in the existing legitimate interest literat-
ure

The rights and du-
ties under the 
GDPR

The GDPR, art. 6(1)(f) explicitly states that the legitimate in-
terest must be checked against the “interests or fundamental 
rights and freedoms of the data subject which require protec-
tion of personal data”. This must include the rights and duties 
which exist under the GDPR.
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How transparent 
the processing is

The Icelandic supervisory authority (Persónuvernd) has found 
that a lack of transparency can mean that a controller is unable 
to rely on legitimate interest processing.202 Transparency has 
also been identified as a key issue by the Article 29 Working 
Party203 and Advocate General Bobek.204

The importance of 
the processing 
activity for each 
party

This issue has been raised multiple times, including by the 
CJEU,205 the Article 29 Working Party206 and multiple supervis-
ory authorities.207 It is also implicit in and necessary for the 
concept of comparing two sets of interests.

The potential 
harms to the data 
subject

This issue is consistently raised throughout the literature and 
cases.208 It is also, in some ways, a mirror issue of the import-
ance of the processing activity and equally implicit in and ne-
cessary for balancing two sets of interests. 

The relationship 
between the parties 

This factor is explicitly mentioned in the GDPR, recital 47.

Other general cul-
tural norms

This factor underlies many of the other elements that are dis-
cussed. For example, it will have a significant influence on the 
reasonable expectations of the data subject, referred to in the 
GDPR, recital 47.209

This overlap in results has also been noted by supervisory authorities. As was dis-
cussed above, Korff found that the link between fairness and legitimate interest had 
been drawn in Denmark under the DPD.210 This was not an isolated incident; under 
the GDPR, the ICO noted that “if the [processing activity] passes the legitimate in-
terest test for lawful processing, it is highly likely that the disclosure will be fair for 

202 Mál nr. 2020010425 (30 June 2020). Machine translation available at GDPRhub, “Persónuvernd 
– 2020010425” <https://gdprhub.eu/index.php?title=Pers%C3%B3nuvernd_-_2020010425> ac-
cessed 17 July 2020.

203 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 43.

204 See, e.g., C-13/16 Rīgas, opinion (n 3) para. 65.
205 See, e.g., C-468/10 & C-469/10 ASNEF (n 61) paras. 40–48.
206 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-

troller under Article 7 of Directive 95/46/EC (n 4) 30.
207 See, e.g., Information Commissioner’s Office, “Legitimate interests” (n 192) and Freedom of In-

formation Act 2000 (FOIA) Decision notice, FS50777458 (n 187) para. 43; and Finnish Data Pro-
tection Ombudsman (Tietosuojavaltuutettu), “Controller’s legitimate interests”. In Finnish: “Rek-
isterinpitäjän oikeutettu etu” (n 195).

208 See, e.g., C-468/10 & C-469/10 ASNEF (n 61) para. 45 and Article 29 Working Party, Opinion 
06/2014 on the notion of legitimate interests of the data controller under Article 7 of Directive 
95/46/EC (n 4) 29–30.

209 See, e.g., Nicolo Zingales, “Unreasonable v. Unfair Data Processing: Contrasting Two Rising 
Modes of Protection Against Over-reaching Terms of Service”, presented at the Amsterdam Pri-
vacy Conference 2015, as referenced in Kamara & de Hert (n 34) 335.

210 Korff, EC Study on Implementation of Data Protection Directive: Report on the findings of the 
study: Annex 3, (n 82) 76.

146



the same reasons.”211 It is, therefore, worth considering how far this overlap goes 
beyond mere similarities.

4.1.1 The GDPR, arts. 5(1)(a) and 6(1)(f): Separate or linked?

As has already been discussed in Chapter 2, the GDPR contains the principle of law-
fulness, fairness and transparency, meaning that processing of personal data must, 
inter alia, be fair. The use of fairness as a method to address the difficulties of legit-
imate interest processing does not, therefore, introduce new concepts into the law or 
require any kind of reform; everything that is being discussed is already a legal ob-
ligation for controllers. However, the interpretation that I am discussing relies on the 
idea that art. 5(1) (and particularly for our purposes art. 5(1)(a)) can be used to in-
form and interpret other elements of the GDPR (particularly for our purposes art. 
6(1)(f)). It is therefore necessary to examine whether this is actually legally permiss-
ible under the GDPR, or whether the two sections should be kept as separate and dis-
tinct tests.

This concern was expressed by Balboni et al, who worried whether “it could 
be argued that the legal basis for data processing is logically separate from the actual  
level of protection provided to the data subject” and so, as a result, “it is conceivable 
that processing can take place lawfully (with a valid legal basis) but without what the 
authors  would  consider  ‘appropriate’ protections.”212 While  the  term “principles” 
seems to imply that art. 5(1) should be used to guide other provisions, there is noth-
ing in the GDPR which explicitly states this as such. Nevertheless, I argue that, at 
least insofar as the data processing principles are concerned, the better position is 
that the tests should be taken together rather than separately. 

First, as was also discussed in Chapter 2, s. 3, the law presents art. 5 not as a 
list of specific rights and requirements, but as principles. The use of the term “prin-
ciples” creates the impression that the concept of, inter alia, fairness should underlie 
more specific rules, rather than being left as an entirely separate entity (although this 
does not preclude it from also being used independently). Secondly, all other things 
being equal, it is logical to read the law in a way that promotes internal consistency. 
Allowing the data processing principles to be used as an interpretive lens helps to 
promote this consistency and makes it easier to create a coherent legal regime.

The third point in favour of using fairness to interpret other provisions is that 
doing so helps to ensure the effective application of the principle itself. As has been 
discussed in Chapter 2, it can be difficult to enforce fairness unless that provision is 
also tied to firmer provisions in some way. Ensuring such an effective application is 
particularly important given the fact that the protection of personal data is a funda-
mental right and that the Charter, art. 8 itself explicitly includes fairness as a require-

211 Freedom of Information Act 2000 (FOIA) Decision notice, FS50777458 (n 187) para. 48.
212 Balboni and others (n 79) 246.
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ment for the processing of personal data. While, therefore, art. 5(1)(a) may exist as 
an independent provision and breaches may be subject to the higher level of fines 
under art.  83(5), allowing it to influence the interpretation and implementation of 
other provisions will still allow for a more effective application of the rule. Equally, 
since processing activities justified under art. 6(1)(f) must comply with art. 5(1)(a), 
there seems to be no reason to insist that those provisions be kept separate if it is  
both possible and useful to read them together. 

Finally, it is worth noting that other sources seem to have accepted the com-
bining of the data processing principles with substantive provisions. For example, 
the Article 29 Working Party’s Opinion 06/2014 on the notion of legitimate interest 
explicitly linked the transparency aspects of legitimate interest processing with the 
concept of fair and lawful processing.213 Meanwhile, Kamara and de Hert explicitly 
linked the essence of legitimate interest processing with fairness, noting that,  inter  
alia, it (alongside other data processing principles) marked the “external boundaries” 
of necessary processing”,214 that the concept of the data subject’s reasonable expecta-
tions may undermine legitimate interest processing because it can lead to practices 
that are not fair,215 and that the legitimate interest ground must be read through the 
lens of lawfulness and fairness.216 The CJEU in  Google Spain further talked about 
the need to find “a fair balance” when mediating between the various interests and 
rights relevant to the case.217 It must, however, be accepted that the explicit links 
between fairness and legitimate interest are not universal and not all authors or cases 
(at least explicitly) drew such links.

It must be noted that simply accepting that the two provisions can guide each 
other is not the same as saying that fairness should be used as a core interpretive 
principle such that the test for determining fairness can effectively also be used for 
determining whether the data subject’s interests or fundamental rights and freedoms 
override the legitimate interest. We could, for example, simply import fairness as one 
of the possible criteria that should be considered. At the very least, however, we can 
at this stage conclude that the GDPR does not require that the data processing prin-
ciples be treated entirely separately from the substantive provisions of the law and 
that it is valuable to at least consider the idea that fairness can be used to guide the 
legitimate interest balancing test. 

4.1.2 “Fairness” versus “overridden”

If we are asking whether the concept of fairness can be used to interpret the legitim-
ate interest balancing test such that passing the test for the former means that we can 

213 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 4) 44.

214 Kamara & de Hert (n 34) 322.
215 ibid 335.
216 ibid 347.
217 C-131/12 Google Spain (n 54) para. 81.
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also consider the latter as having been passed, it is necessary to consider how far the 
results of the two actually overlap. One reason for arguing against the use of fairness 
to interpret the legitimate interest balancing test in this way is that they are not ex-
actly the same test and may have a different range of acceptable outcomes. Indeed, 
one may argue that if the legislature had intended for legitimate interest to use the 
fairness test in this way, art. 6(1)(f) would have actually been written as such.

For the sake of this discussion, I will consider five (simplified) groups of 
possible  scenarios.  Within  these  scenarios,  the  concepts  of  benefits,  burdens and 
harm should be understood broadly, as should the concepts of appropriate and inap-
propriate. The five groups are:

1. Both parties have appropriate benefits and burdens;

2. The controller or relevant third party gains an inappropriate benefit;

3. The data subject suffers an inappropriate harm;

4. The data subject gains inappropriate benefit; or

5. The controller or relevant third party suffers an inappropriate harm.

Under the fairness test, a processing activity is fair if a person in the original posi-
tion, with possession of all of the relevant facts, would accept the processing if there 
were an equal chance of them being in any role. How, then, would each of these out-
comes perform under the test?

With Outcome 1, the person in the modified original position would be happy 
to accept the outcome, even without knowing whether they were the controller or 
relevant third party, or the data subject, since both sides have appropriate outcomes. 
They would, therefore, accept the processing activity and it should be considered 
fair. Under Outcomes 2 and 3, however, the controller or relevant third party does in-
appropriately better out of the processing activity than the data subject, either be-
cause the controller or relevant third party gets an inappropriate profit or because the 
data subject suffers an inappropriate harm. In such circumstances, the person in the 
original position would not agree to the processing if there were an equal chance of 
being any party; to do so would risk voluntarily stepping into the shoes of the “los-
ing” party. These outcomes would, therefore, be considered unfair in favour of the 
controller or relevant third party, only becoming fair if they were redressed so that 
the benefits and harms were appropriately distributed (i.e. they became the same as 
Outcome 1). The same is true of Outcomes 4 and 5, albeit with the data subject being 
the party who comes out inappropriately ahead; the person in the original position 
would not want to risk becoming the controller or relevant third party and therefore 
the processing is unfair in favour of the data subject.
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If the test is that processing is only permitted when it is fair, this would there-
fore only allow the processing to take place under Outcome 1. It should be uncontro-
versial that such a result would also pass the overridden test. Equally, Outcome 3 
seems uncontroversial; if the data subject is suffering inappropriate harm, their in-
terests and fundamental rights or freedoms in not suffering that harm will override 
the controller’s or third party’s legitimate interest. However, the other results may 
not match up as evenly. On its face, art. 6(1)(f) is framed to protect the data subject 
from unfair processing, not the controller or relevant third party. We may, therefore, 
find that a processing activity can pass the overridden test even if it is unfair in fa-
vour of the data subject (i.e. Outcomes 4 and 5). It is, after all, hard to argue that a 
data subject’s interests and fundamental rights or freedoms have been overridden if 
they have achieved an inappropriate benefit under the processing activity, or if the 
controller  or relevant third party has suffered an inappropriate harm. At the very 
least, it seems unlikely that a data subject would attempt to claim a violation of their  
rights under these circumstances, a point to which I will return shortly.

Equally,  we  can  wonder  whether,  under  Outcome 2,  processing  activities 
which are unfair against the data subject because the controller or relevant third party 
gains an inappropriate benefit would fail the overridden test if the data subject is not 
otherwise suffering any harm. Arguably, it should not do so if we take the lack of 
harm to mean that there is nothing which can be used to override the legitimate in-
terest. However, the substantive concept of fairness may itself operate as an interest 
which could be used to override the legitimate interest. As already established, data 
subjects have a legal right to fair processing of their personal data under the GDPR, 
art. 5(1)(a) and the Charter, art. 8(2). Further, as also established, fair processing re-
quires that all parties have appropriate benefits and burdens. We could, therefore, ar-
gue that if the processing is unfair by dint of the controller or relevant third party 
having an inappropriate benefit, this could (in-and-of itself) violate the data subject’s 
rights under the Charter, art. 8(2) and the GDPR, art. 5(1)(a) sufficiently to override 
the controller’s or third party’s legitimate interest, even if no other harm is suffered. 
At least in theory, then, the fairness requirement itself may override the controller’s 
or third party’s legitimate interest in some cases, particularly if the imbalance were 
sufficiently egregious.

These interpretations can be compared in the following way:
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Are the controller’s or 
third party’s legitimate 
interests overridden by 
the data subject’s in-
terests or fundamental 
rights and freedoms?

Is the situation fair?

Both parties have appro-
priate benefits and bur-
dens

No. Processing may there-
fore be allowed.

Yes. Processing may there-
fore be allowed.

The activity has an inap-
propriate benefit for the 
controller or relevant 
third party

Possibly. If the benefit is 
egregious enough that the 
data subject’s substantive 
right to fair processing 
overrides the legitimate in-
terest. It may therefore be 
arguable that the pro-
cessing should not be al-
lowed in some cases.

No. Processing is therefore 
not allowed.

The activity has an inap-
propriate harm for the 
data subject

Yes. The data subject’s in-
terests override because 
they are being inappropri-
ately harmed. Processing 
is therefore not allowed.

No. Processing is therefore 
not allowed.

The activity has an inap-
propriate benefit for the 
data subject

No. Processing therefore 
may be allowed.

No. Processing is therefore 
not allowed.

The activity has an inap-
propriate harm for the 
controller or relevant 
third party

No. Processing may there-
fore be allowed.

No. Processing is therefore 
not allowed.

Based on this table and the argumentation above, we can conclude that while all fair 
processing must pass the overridden test, it is not the case that all unfair processing 
must fail the overridden test. This is important as it may influence the way we wish 
to use fairness as an interpretive lens.

As was noted above, one of the options for using fairness to guide the inter-
pretation of art. 6(1)(f) was simply to have fairness operate as one of many factors 
when determining whether the overridden test were passed. This concept was also 
discussed within the context of Outcome 2 above, where the activity had an inappro-
priate benefit for the controller or relevant third party but no other harm for the data 
subject. However, limiting fairness to a mere factor to be considered seems ineffi-
cient. 
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If the data subject’s interests or fundamental rights and freedoms override the 
controller’s or third party’s legitimate interest, this will mean that processing is un-
fair. This means that an examination of fairness must necessarily already consider all 
of the factors involved in the overridden test and that any processing which passes 
the fairness test must also pass the overridden test. For a positive result, then, a sep-
arate examination of the overridden test alone is redundant. Further, if the processing 
fails the fairness test,  it  is unnecessary to consider whether the processing would 
nonetheless pass the overridden test; even if the processing were found to do so, the 
fact that it is unfair means that it is already unlawful under art. 5(1)(a). From a legal  
endpoint, then, the fairness test alone already considers all of the relevant factors for 
both tests and provides a conclusive answers as to the legality of the processing 
meaning that an additional consideration of the overridden test cannot actually lead 
to any changes in the outcome or evaluation.

At this stage, we may wish to consider whether it is right that a controller be 
legally prevented from performing a processing activity which is unfair in favour of 
the data subject, as is the result under this test.  Where we are discussing a control-
ler’s legitimate interest, this is likely to be more of a theoretical concern than a prac-
tical one. It must be remembered that the controller has a lot of power and autonomy 
to determine whether or not the processing is going ahead; by definition, they are the 
party that “determines the purposes and means of the processing”.218 If a controller 
did not think that it  was in their  interests  to perform the processing,  they would 
simply not do it. As a result, outside of extreme edge cases, the fact that the control-
ler has chosen to perform the processing activity likely means that they are obtaining 
a sufficient benefit to make that decision, even if it may look unfair from another 
perspective or if this benefit is simply the satisfaction of making data subjects happy.

Further, in the small number of cases where the controller does go ahead with 
processing that is actually unfair against themselves, it seems extremely unlikely that 
this will lead to any enforcement action. In addition to the data subject being un-
likely to complain, it also seems unlikely that a controller would do so, being the 
party who chose to undertake the processing and the party against whom any correct-
ive actions would be taken.219 Even if they did, it seems even more unlikely that a su-
pervisory authority would spend their time investigating or enforcing against a con-
troller for performing a processing activity which was only considered unlawful be-
cause the controller was generous, self-sacrificing, or otherwise willing to go ahead 
with processing activities that hurt themselves. In practice, then, this question should 
not actually cause any issues.

This question is slightly more complex when it comes to a third party’s legit-
imate interest. Nevertheless, it is still unlikely that such circumstances will arise in 

218 The GDPR, art. 4(7).
219 See the list of corrective powers for supervisory authorities under the GDPR, art. 58(2).
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practice. As a starting point, it may be difficult for a controller to argue that perform-
ing a processing activity which is unfair against the third party and is done either 
unilaterally or against the third-party’s wishes could be described as “necessary for a 
third party’s legitimate interest”; indeed, such processing would be better described 
as acting against the third party’s legitimate interests. This would, therefore, prevent 
many cases from reaching the point of the balancing test in the first place. Further, 
practical and commercial realities means that controllers would rarely have a reason 
to process the personal data in such circumstances—and if a reason to process the 
data existed,  the attempt to rely on a third party’s legitimate interest  may not be 
genuine. In such circumstances, the controller may instead be better regarded as pro-
cessing the data for their own reasons and it should be these which are used as the le-
gitimate interest in question. It is therefore more likely that, where the processing is 
actually based on a third party’s legitimate interest, the third party would need to re-
quest or accept the processing activity in some way, such that it will only occur if the 
third party believes that it is in their interests in the same way as discussed in relation 
to a controller’s interests. 

One potential reply to this may be that while using fairness in this way may 
not change the end point, it does change the procedure and is therefore intellectual 
dishonest;  rather  than  simply  saying  that  the  processing  is  unfair  and  therefore 
should not be allowed to proceed, we should instead properly separate the tests and 
consider whether processing is possible under art. 6(1)(f) as written and, as a differ-
ent issue, whether it is fair under art. 5(1)(a). This is particularly true of processing 
for a third party’s legitimate interest, where a controller may be more willing to con-
tinue even if the processing is unfair in favour of the data subject. I accept that this 
approach would be more intellectually pure. However, given the implications of the 
above, it is largely a distinction without a difference. To a controller, if the fairness 
test is passed then they can continue with the processing and if it is not then they 
should not—and since the fairness test already involves all of the considerations ne-
cessary for the overridden test,  the fairness test  alone will  help them to identify 
which issues  to  fix  if  they wish to  redesign  the processing activity.  Equally,  for 
parties wishing to enforce their rights, this will not cause an issue; either a claim ex-
ists or it does not. 

One situation in which the impact may be more relevant is deciding the out-
come of an enforcement proceeding, where a supervisory authority will wish to con-
sider the exact nature of a violation as part of calculating fines or deciding whether 
to use one of its  powers. Ultimately,  this  will  depend on a supervisory authority 
looking at the outcome of the fairness test, considering the nature of why and how 
the test failed, and deciding what the most appropriate course of action should be.  
This may feel like an undesirable amount of discretion during an enforcement pro-
ceeding, but this is already present, even without the fairness test being used in the 
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way discussed here. As discussed above, the overlap between fairness and legitimate 
interest will exist regardless of whether the fairness test is used and has already been 
recognised by supervisory authorities in the course of enforcement actions. Further, 
supervisory authorities are  given discretion to  decide how to exercise their  wide 
range of possible powers art. 58 based on the specific facts of the case.220 It is, there-
fore, already be within the scope of the procedure for a supervisory authority to take 
sufficient nuance into account when looking at all of the facts of the case, deciding 
how to classify the processing activity, and what powers to exercise. Finally, the 
while the enforcement agency has discretion, this does not mean that they have the 
power to arbitrarily decide whatever they like; the decision must be reasoned and 
stand up to scrutiny on review or appeal. The fairness test may help with this in at 
least some way as it is designed in a way which promotes a structured and explicit  
discussion of how the controller evaluated the relevant factors and whether or not to 
process the personal data, which will help supervisory authorities when attempting to 
discover the nature of any violations.

Taken together, the above supports the proposition that although a processing 
activity which passes the overridden test does not necessarily also pass the fairness 
test, we can say that any activity which passes the fairness test must also pass the 
overridden test. As a result, overlapping the fairness test with the legitimate interest 
test may leave some theoretical gaps but, in practice, these are minimal and should 
not actually cause any difficulties. While, therefore, it is not perfect, the use of fair-
ness as an interpretive lens for legitimate interest should consider all of the necessary 
issues and accurately conclude whether or not processing is legal under the GDPR. 

4.1.3 The compatibility of using fairness: A review

This subsection has identified the existence of similarities between the overriding 
test  and  the  fairness  test  and has  subsequently  argued two things:  First  that  the 
GDPR permits the use of the data processing principles under art. 5 (including fair-
ness) as a guide for interpreting other GDPR provisions (including art. 6(1)(f)); and 
secondly, that while the fairness test and the overridden test are not perfectly over-
lapping, they do so sufficiently that we can say that any processing activity which 
passes the fairness test must also pass the overridden test. 

From an end-point perspective, then, there is nothing preventing us from us-
ing the concept of fairness as an interpretive lens for the legitimate interest balancing 
test. However, simply because this is possible does not necessarily mean that it is 
worth  doing.  In  particular,  these  findings  do  not  necessarily  mean  that  fairness 
should be used as the core concept for interpreting the legitimate interest balancing 
test and could, inter alia, simply mean that it should be one factor among many in 

220 See also the wide discretion given in deciding when to award fines, and how large those fines 
should be, under the GDPR, art. 83.
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another methodology. The question therefore becomes whether the use of fairness as 
a key interpretive lens for legitimate interest, such that we should in practice simply 
use the fairness test to determine whether the balancing test from art.  6(1)(f) has 
been passed, actually provides any benefits and whether these benefits outweigh the 
theoretical narrowing of art. 6(1)(f).

4.2. Fairness versus legitimate interest’s shortcomings

In s. 3.7, I identified three weaknesses of the current approaches to the legitimate in-
terest balancing tests: The proliferation of standards, the identification and weighing 
of competing interests, and the fulcrum issue, all of which arose at least in part be-
cause of the unwillingness to fully engage with the inherent subjectivity in art. 6(1)
(f). In this section, I will consider whether these issues could be addressed if we in-
terpret art. 6(1)(f) such that the test for determining whether the data subject’s in-
terests or fundamental rights and freedoms override the controller’s or third party’s 
legitimate interest is the same as the test for fairness. 

Before addressing these points, it is interesting to briefly raise and consider 
the issue of utilitarianism within the context of fairness and legitimate interest pro-
cessing. In Chapter 2, s. 5.1, it was noted that Rawls developed his theory of fairness 
as a rejection of utilitarianism. Rawls noted that classical utilitarianism works on the 
principle of maximising satisfaction among individuals, but that it does not matter 
how  that  satisfaction  is  distributed.221 As  a  consequence,  classical  utilitarianism 
would approve a situation where one person is kept as a slave and lives a miserable 
life, provided that doing so created such a large benefit for other members of society 
that the total level of satisfaction was the highest possible. Under the Rawlsian ap-
proach to fairness, such a situation could never be acceptable; nobody in the original 
position would agree to an arrangement where one person (or group of people) were 
made miserable to improve the lives of others because of the risk that they become 
part of that group.

This issue is also relevant to the legitimate interest balancing test. Most of the 
approaches to the balancing test took pains to ensure that controllers could not use 
extreme profit to justify extreme violations of data subject rights under their inter-
pretation of art.  6(1)(f),222 but this does not mean that such utilitarian approaches 
were entirely ruled out or rejected. For example, it  is possible to imagine an ex-
tremely large controller trying to argue that if, by exploiting the personal data of a 
few people, they make such a large profit and thereby can, e.g., pay large wages to 
so many people, thus providing a wide distribution of good to individuals, the ad-
vantages outweigh the downsides and the legitimate interest is not overridden. This 
is not only applicable in commercial situations; we can also, for example, imagine 

221 John Rawls, A Theory of Justice: Revised Edition (Harvard University Press 1999) 23.
222 See, for example, Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests  

of the data controller under Article 7 of Directive 95/46/EC (n 4) 38.
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researchers who wish to argue that greatly exploiting the data of one person (or small 
group of people) may allow the development or deployment of processing activities 
that are very useful for society as a whole. This utilitarian approach to the balancing 
test becomes increasingly justifiable the more it is envisaged in terms of calculating 
column A, calculating column B and then weighing them against each other. 

Given how easy it can be to frame abuses of data subject rights within this 
structure, I argue that we should go beyond simply cautioning controllers not to use 
the test in this way. Instead, this issue must be addressed by implementing a method-
ology which is fundamentally incompatible with the utilitarian approach. By using 
fairness as an interpretive tool for the legitimate interest balancing test, which is it-
self based on a test deliberately designed to rebut utilitarianism, it possible to minim-
ise the risk of utilitarian balancing in the legitimate interest balancing test. While 
therefore not one of the main conceptual problems with the legitimate interest balan-
cing tests identified and discussed above, this is still an advantage of the fairness 
test.

4.2.1 Fairness versus the proliferation of standards

In the discussion above, it was observed that the lack of any unified approach to le-
gitimate interest processing has caused a proliferation of standards. As an absolute 
problem, this is not something that is easily fixed; even if the ideas which I am dis-
cussing were to be embraced and become a standard approach, there is no way to 
force the use of a single standard for the legitimate interest balancing test without the 
introduction of new hard law. This  thesis  may,  therefore,  be criticised as simply 
adding one more competing test and further complicating the situation. Nevertheless, 
I believe that the contribution is valuable for the reasons discussed in the rest of this 
thesis.

First, it is important to note that if the use of the fairness test for art. 6(1)(f) is 
found to address the other issues raised here then its advantages may help to increase 
its  adoption,  thus  reducing  the  proliferation  of  standards.  While  alternative  ap-
proaches will still exist, it would be possible to encourage controllers to use the fair-
ness test based on its advantages.

Secondly, it is notable that since the other tests are all relatively vague on 
how the balancing should actually be performed, the fairness test can be compatible 
with other approaches. For example, a controller may decide to combine the use of 
fairness with the Article 29 Working Party’s guidance, compensating for the fulcrum 
issue and the lack of guidance around how to actually balance the interests (as will  
be further discussed below). The utility of fairness therefore means that it does not 
necessarily need to operating as a competing standard and, in some instances, can be 
used alongside existing approaches and methodologies. 
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Further,  the  use  of  the  lens  of  fairness  can  also  be  used  as  a  mediating 
concept between competing methodologies. For example, it may be possible that two 
parties, using different versions of the overridden test, come to different results. Us-
ing the fairness test, in particular with the emphasis on the explicit identification of 
relevant factors, the reflective second limb and the fact that it does not rely on artifi -
cial (and potentially incompatible) scales for subjective issues, controllers should be 
able to identify why each test produced a particular result and decide with which test 
they agree—and do so by reference to the wider GDPR principles, encouraging a 
more consistent application of art. 5(1)(a).

Within this line of reasoning, it is also worth noting that the use of fairness in  
this way should not actually create more work for the controller, even if it does intro-
duce another possible test for legitimate interest processing. Controllers are already 
obliged to determine whether their processing is fair under the GDPR, art. 5(1)(a) 
and must be able to demonstrate that they have done so under the GDPR, art. 5(2). 
While, therefore, it is accepted that the use of fairness does not necessarily remove 
the proliferation of standards, it can still be helpful at addressing this issue.

4.2.2 Fairness versus the identification and weighing of interests etc.

Another criticism of the existing legitimate interest  balancing tests was that they 
struggled to characterise and identify the competing interests, and fundamental rights 
and freedoms involved. In particular, they struggled to express subjective interests in 
a way that could then be introduced to and used in the balancing test. This problem 
can be  broken down into  two elements:  First,  the  identification  of  interests  and 
secondly the “weighing” of them.

Much of the existing literature on identifying interests is valuable and should 
be retained alongside the use of fairness. In particular, where the literature comments 
on certain elements that may be useful in certain circumstances, or comments on par-
ticular factors that may be important, this is valuable guidance that can be incorpor-
ated. Further, the references to risk or impact assessment techniques are important 
and should be endorsed. However, while the literature does a good job of raising 
factors that should be considered, we should also accept that (as was also discussed 
in Chapter 2, ss.  5.1 and 6.2.1) many controllers may struggle to consider these is-
sues properly, particularly when their existing knowledge or experiences may make 
it difficult for them to consider certain issues. Unfortunately, as this issue includes 
the addressing of internal biases, resolving this will depend on the amount of time, 
energy and resources used by the party performing the test. Nevertheless, within this 
limitation, the fairness test may help in some ways as it requires the controller to 
take an inclusive perspective in an open and explicit way and may encourage or en-
able the identification of factors that have been missed or misapplied.
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Equally, the use of fairness can be helpful where there is a conflict between 
the formal test result and a person’s life experience. In particular, the second element 
of the test requires a person to check whether the result which they have reached 
matches their intuitive conception of fairness; if it does not, they should then see if 
they have properly accounted for all of the variables and, if not, whether that ac-
counts for the difference between their reasoned solution and their intuitive solution. 
By adding this extra check, controllers will need to be more mindful about the pos-
sible interests, fundamental rights or freedoms and impacts on data subjects. This, 
done properly, also helps to counter potential concerns about mere nominal compli-
ance or checklist attitudes; rather than mechanically going through the list, the con-
troller or data subject should actively think about whether the result feels correct 
and, if not, how to rationalise that reaction with the result reached in the first limb.

It is important not to allow fairness to mistakenly inflate the scope for in-
terests, fundamental rights and freedoms, or impacts. In particular, the GDPR, art. 
6(1)(f) limits the scope to a controller’s or third party’s legitimate interests and a data 
subject’s interests or fundamental rights and freedoms “which require protection of 
personal data”. This issue exists with all of the various methodologies discussed, but 
it is particularly important with fairness, given the emphasis on an eclectic view of 
the circumstances. At the same time, this does not mean that we should be overly re-
strictive. There are a wide range of circumstances and factors may still influence 
those rights, even if we would not automatically assume that they are engaged. In 
particular, although some interests may seem unrelated  per se to the protection of 
personal data, these may indirectly colour or otherwise inform the rights which are 
linked to data protection. These indirect links are still important for establishing, for 
example, the scope of the controller’s fundamental rights, as well as the data sub-
ject’s interests or fundamental rights or freedoms. By focusing on the eclectic view 
provided by fairness, it is easier to ensure that these points are properly considered 
and brought into the methodology.

Based on the above, it is accepted that fairness is not particularly revolution-
ary with the identification of interests and fundamental rights or freedoms, although 
some benefits may exist. More helpful, however, is the use of fairness to the problem 
of “weighing” those interests. In particular, fairness circumvents this issue by remov-
ing the need to assign weights. Under the concept of fairness that I have laid out, the 
impossibility of assigning objective weights to subjective issues has been recognised, 
as has the fact that any attempts to do so simply confuses the situation by hiding the 
subjectivity of the decision. In this way, using fairness directly addresses the core 
critique of the other tests—that they do not fully embrace the consequences of the in-
herent subjectivity of many of the interests involved in legitimate interest processing. 
The test does not explicitly reject the use of scales or weights for all circumstances—
and it may be appropriate to use such devices or rhetorics where the factors are in 
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numerical form (or are easily converted into such form). What is important is that by 
asking the person performing the test not which side is heavier but whether they 
would agree to the processing from the modified original position, such weights are 
not mandatory and can be used without needing everything to be rationalised onto 
the same scale.

I do accept that it is very difficult to entirely remove the language of weights 
and scaling from discussions about fairness and the legitimate interest balancing test. 
Indeed, even the name “balancing test” implies the use of weights and scales to some 
extent. Nevertheless, the test shifts the vocabulary to some extent and therefore min-
imises the emphasis on assigning supposedly-objective weights.

One may be tempted to critique this approach as increasing the subjectivity 
of the legitimate interest balancing test. This criticism will be addressed in more de-
tail  in s.  4.3.2 below. Briefly,  however,  I  do not accept  it  as a criticism. As has 
already been shown, it is often impossible to assign weights to the various interests 
and doing so risks creating a sheen or veneer of objectivity. Indeed, as has been ar-
gued, the existing methodologies (to varying extents) accept that subjectivity exists, 
they simply do not seem to present a good way of dealing with it. While we may de-
bate whether or not we want the law to include such subjective questions, art. 6(1)(f) 
(and, indeed, art. 5(1)(a)) are subjective and we do not remove this subjectivity by 
trying to hide it behind a veneer of objective weights and measures. It is notable that, 
despite having been part of EU law since 1995, there are still no universally (or even 
widely) accepted method for determining legitimate interest processing in a purely 
objective and repeatable way. Rather than increasing reliance on subjectivity, then, I 
argue that the use of fairness simply accepts that this is an area where subjectivity is 
inevitable and attempts to make it as transparent as possible. By doing this, fairness 
should help to improve the use of legitimate interest by allowing for full and frank 
debate and discussion over whether the processing is lawful or not. While subjectiv-
ity does mean there will be a grey area of differing opinions, the rejection of an arti-
ficial or arbitrary system of weights does not create this grey area but simply brings 
it into the open, making it easier to challenge incorrect decisions and preventing the 
mistaken perception that an answer must be correct because it is supported by num-
bers.

4.2.3 Fairness versus the fulcrum issue

The third criticism that was identified was the existence of the fulcrum issues,  i.e. 
that it was unclear at what point the elements on one side begin to override the ele-
ments on the other. This is a fundamental issue as there was very little guidance on 
how to interpret this point. The concept of fairness resolves this issue by using a 
more commonly-understood touchpoint—that the data subject’s interests or funda-
mental rights and freedoms override the controller’s or third party’s legitimate in-
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terests at the point that the processing becomes unfair—without needing to dictate a 
fixed point at which one side begins to outweigh the other. 

The use of fairness in this way provides a number of advantages. First, “un-
fair” is a more easily understood reference point than “overridden”. This is particu-
larly relevant for those without a legal background as the concept of fairness is an 
everyday term that can be understood even without reference to a specific methodo-
logy,223 while  the  existing  advice  around  the  term “overridden”  is,  as  discussed 
above, unfortunately lacking. This understandability is important as the test will be 
used by data subjects and amateur or small controllers, who may not have access to 
extensive legal advice, or may not have the time to study complex or vague interpret-
ations and methodologies.

Secondly,  from a  normative  perspective,  it  would  seem strange  to  argue 
against the use of fairness as the tipping point since fairness is—by its definition—a 
result which provides the appropriate or acceptable result for all of the parties in-
volved. This should therefore increase the quality and social  utility of processing 
while preserving the advantages for commercial actors, focusing on a balance that 
works for everybody. The use of fairness in this way therefore allows us focus on the 
goal of placing the fulcrum at a normatively desirable point, rather than at one which 
may permit (or even promote) undesirable processing.

Thirdly, fairness is a sufficiently versatile mechanism that it retains the flex-
ibility of legitimate interest processing, while still also providing a sufficiently com-
mon touchstone that we can treat all processing activities based on legitimate interest 
in a similar way. As was noted above, the “fair” tipping point may depend on a lot of 
factors; for example, some situations will only be fair if the benefits and burdens are 
distributed equally, while in others an unequal distribution will be more appropriate. 
This flexibility is necessary because of the vast range of processing situations, in-
terests and circumstances which may be relevant. At the same time, while the ful-
crum point may be different in each situations, if both situations produce a fair result 
then they can be viewed as having the “same” reference or touchstone. The use of 
fairness  therefore  provides  a  certain  amount  of  consistency  between  processing 
activities and, moreover, means that data subjects can understand and discuss the 
level of protection which they should be able to expect, even when the specifics of 
the balancing act vary from case to case. 

In these ways, then, the use of fairness is very helpful with the fulcrum issue.  
Rather than relying on a specific point at which one side starts to outweigh the other, 
fairness helps to change the perspective. It must be accepted that, even with the use 
of fairness and the methodology provided here, there will still be areas where the 
specific point of fairness is ambiguous. As has already been noted in  Chapter 2, s. 

223 See, e.g., Chapter 2, s. 6.2.2 for more discussion on this point.
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6.2.2,  fairness  does not  necessarily  involve one “correct”  answer and there may, 
therefore, be debate as to where exactly the move from unfairness into fairness may 
occur. Importantly, however, the use of the fairness methodology promotes the mak-
ing of this decision on explicit reasoning that can be compared and debated (helping 
people come to an agreed, if not objectively “correct” endpoint), rather than on diffi-
cult to define fulcrum points at which one set of arbitrary weights overrides another.

4.2.4 Fairness versus enforcement concerns

Some of the difficulties with enforcement have already been addressed in this sec-
tion. For example, the problem of balancing tests being vulnerable to disagreements 
between controllers  and supervisory authorities  as  to  how weights  should  be as-
signed has been covered by the fact that fairness circumvents the need for these 
weights. Equally, the focus on making explicit the implicit subjective assumptions 
should help to ensure that enforcement actions can identify problems in the analysis 
and deal with the issues openly, fairly and within the aims of the law. However, it is 
worth discussing some of the additional issues that may be relevant to enforcement.

As a starting point, actually solving the issue of enforcement will go beyond 
what is possible by interpreting individual provisions. It is inherent in the GDPR’s 
wide scope of application—and the wide range of circumstances where art. 6(1)(f) 
will be used—that supervisory authorities may face a large number of cases, with a 
correspondingly large workload. While tools can improve compliance or make cases 
simpler, each case must still be evaluated on their specific circumstances and so will 
require sufficient resources. Indeed, the use of the fairness standard may actually in-
crease the number of complaints by making potential violations more visible to data 
subjects. 

We  should,  however,  reject  criticisms  that  the  enforcement  will  become 
harder under fairness because of the reliance on subjectivity. First, as was found in s. 
3, approaches to the balancing test are varied; enforcement agencies are therefore 
likely to come across many different approaches, which means that each investiga-
tion may require a new methodological perspective. This lack of procedural ease is 
compounded by the fact that (at least in their publicly-facing privacy documents) 
many companies do not seem to present things in a particularly objective way any-
way.224 Secondly, given that enforcement agencies seem to accept that subjective ele-
ments are important to the result of the balancing test, removing any veneer of ob-
jectivity may make it easier. In particular, the fairness test will reduce the time spent 
on decoding any artificial framing in order to find the subjective issues underlying a 
supposedly objective presentation.

Before moving on, it is also worth considering the enforcement advantages 
for art. 5(1)(a). As was noted in Chapter 2, it can be difficult to actually enforce fair-

224 See s. 3.5.2.
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ness as an abstract concept; even with the use of the modified Rawls test, it can be 
difficult to latch onto elements over which an actual claim can be raised. By using 
fairness as a lens for the legitimate interest balancing test, however, we are able to 
connect the concept of fairness to a concrete procedural step and substantive point of 
evaluation. Although this is clearly more limited than fairness as an overall concept, 
this will still promote enforceability of the fairness principle in at least some cases.

4.2.5 Fairness as a mediating concept: Bringing the analysis together

The above discussion has shown a number of ways that fairness can be used as a me-
diating concept to address the major shortcomings of legitimate interest processing 
under the GDPR, art. 6(1)(f). In particular, the legitimate interest fairness test can be 
used to address each of the issues identified, being the proliferation of standards, the 
difficulty of identifying and weighing interests, the fulcrum issue, and enforcement. 
While it does not solve every issue entirely, it does provide tangible benefits that can 
therefore help to address the shortcomings of art. 6(1)(f).

A core advantage of the approach is that the fairness test accepts and internal-
ises the inherent subjectivity in the balancing test, instead of asking controllers to 
present subjective issues behind a sheen of objectivity. Doing this helps to sidestep 
the issues created by the language of and implicit reliance on weights and measures. 
These advantages would not necessarily be reached by taking a less-involved form 
of fairness into the legitimate interest balancing test; for example, if fairness were 
simply one of the factors to be considered during a conventional weighing approach, 
we would then be faced with the problem of how to assign a weight to the fairness of 
the processing as part of the balancing. 

This subsection has focused on the advantages of using the legitimate interest 
fairness test. However, in order to provide a proper answer to the research question, 
it is also necessary to consider some weaknesses or criticisms of this approach. This 
will be done in the next subsection.

4.3. Evaluation of fairness as a mediating concept: Some criticisms

This section will examine some criticisms of the proposed use of fairness as an inter-
pretive lens for legitimate interest processing. 

4.3.1 Does the test actually need elaboration or a new interpretation?

The German legal concept unbestimmte Rechtsbegriffe roughly translates to the idea 
of indefinite legal terms. The idea behind this is that it is sometimes necessary to use 
a term that is sufficiently vague that it may be difficult to formulate a fixed test, so 
we must also give a certain margin of appreciation to an administrative body to de-
cide whether or not the law should bite upon a specific instance.225 It is possible to 

225 See, e.g., Jan S. Oster, “The Scope Of Judicial Review In The German And U.S. Administrative 
Legal System” (2008) 9 (10) German LJ 1267, 1272.
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apply this same line of reasoning here. In practice, legitimate interest seems to be 
functioning; while nobody is claiming that it is perfect, there does not seem to be an 
urgent or overwhelming academic, activist or professional movement for reform or 
change. While requests have been made for further guidance226 and criticism does 
exist, this is far from a scathing indictment of the current system’s ability to function.

Certainly, it must be accepted that the system appears to function as it is cur-
rently implemented. However, the analysis in this chapter has highlighted a number 
of issues with legitimate interest processing and has proposed fairness as a way of 
challenging and improving upon those issues. While, therefore, the system may be 
working, this does not mean that there is no room for improvement. Further, as will 
be discussed in the next chapter, the concept of fairness may be particularly helpful  
when dealing with bots and AI-related technologies, which may otherwise exacer-
bate some of the issues discussed here. 

An alternative approach to this criticism could be that while a need for devel-
opment is needed, it does not need to be done by reference to fairness. However, the 
question  then  becomes:  On  what  should  such  a  development  be  based?  As  has 
already been discussed,  existing interpretive guidelines do not provide much detail 
about how to develop the provision and seem to have struggled to deal with the ques-
tion of “overriding”. This indicates that something new or extra is required to intro-
duce the greater clarity. While it may be possible to use other concepts to help to in-
terpret the term, the concept of fairness, as argued above, is useful because of the 
overlap with the concept of overriding, the advantages which it brings to the balan-
cing test and the fact that it already exists as law under the GDPR. 

While, therefore, we should not say that the use of fairness is strictly neces-
sary for legitimate interest processing to be used and developed properly, it is a use-
ful tool. In particular, it can help to ensure that the law is developed and deployed in 
a way that is based in the existing law and with all of the advantages set out else-
where in this chapter.

4.3.2 The issue of subjectivity

As has already been mentioned, one possible argument against the use of fairness is 
a perceived increase in the subjectivity involved. Under the fairness test, there may 
be situations where two reasonable people can disagree about whether something is 
actually fair. This can cause issues in enforcement and legal certainty, or leave room 
for abuse within the grey area.

226 European Commission, Commission Staff Working Document […] Accompanying the document 
Communication from the Commission to the European Parliament and the Council: Data Protec-
tion as a pillar of citizens’ empowerment and the EU’s approach to the digital transition - two 
years of application of the General Data Protection Regulation (n 93) 12.
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However, this argument makes two assumptions. First, it assumes that dis-
agreements must be dealt with in a binary way. For example, where a controller and 
an enforcement agency both have equally reasonable, but different, interpretations, 
we may assume that this will simply result in a controller being fined, even if they 
had honestly done their best and thought that the processing was acceptable. How-
ever,  where such reasonable room for  disagreement  exists,  enforcement  agencies 
also have a margin of appreciation or discretion to deal with the case. For example, it 
would be entirely within a supervisory authority’s power not to issue a fine but in-
stead use another power under the GDPR, art. 58 to work with the controller, helping 
to adjust the processing to make it less ambiguous—or even, if it is appropriate in 
the particular case, to decide that no change is needed, despite the differing conclu-
sions.  While this may be criticised as simply compounding the issue by using yet 
more subjectivity, it is worth noting that the GDPR was explicitly written in a way 
that provided supervisory authorities with such discretionary powers.

The second assumption made by this argument is that the subjectivity does 
not already exist—or that, if it does exist, it exists to a lesser extent than under the 
fairness model. However, the analysis in this chapter has consistently shown that this 
is not true and art. 6(1)(f) has already been criticised for its subjectivity.227 The cur-
rent methodologies often use subjective or implicit reasoning, but can hide this be-
hind an appearance of objectivity (e.g. by using the terminology of weights). This, it 
is argued, is a far worse problem than the one being discussed here. Under fairness, it 
is true that two people may reach different conclusions and that, ultimately, one may 
have to be chosen as the “winner” even though both could reasonably be called cor-
rect. However, by recognising this openly and honestly, it allows the relevant parties 
to react appropriately. Imposing a binary paradigm of right and wrong may therefore 
make the system seem structured, but it does not reflect the actual subjectivity in-
volved. By ignoring the inherent subjectivity and implicit nature of the reasoning, we 
only make it harder to address cases that operate in the grey area between acceptable 
and unacceptable processing activities.

It is therefore argued that fairness does not actually involve an increased reli-
ance on subjectivity per se, but that it simply recognises and accepts the subjectivity 
that already exists in the legitimate interest balancing test. By doing this, we enable 
greater clarity and transparency for the system and allow for the appropriate flexibil-
ity in cases where it is entirely reasonable that two different people may disagree on 
whether the processing should be permitted or not.

Even having accepted this, however, we must also consider the related criti-
cism that controllers may not be able to meet the requirements of this subjectivity. As 
was discussed in  Chapter 2, ss.  5.1 and  6.2.1, the fairness test will only function 
properly if controllers are able to consider outside perspectives,  independently of 

227 Balboni & others (n 79) 247.
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their own biases and privileges.228 There is, therefore, a serious risk that controllers 
will simply use their own, internal, subjective viewpoints and ignore those of others, 
which will produce unreliable results.

As a first point, the GDPR is not drafted in a way that accepts ignorance of a 
data subject’s overriding interests or fundamental rights and freedoms as an excuse. 
Regardless of the methodology, then, controllers are required to consider these ex-
ternal factors and properly investigate the impact of the processing activity. It is also 
worth noting that this type of enquiry is not unknown to data protection law. For ex-
ample, the GDPR, art. 35(9) states that “where appropriate,” controllers should “seek 
the views of data subjects or their representatives” as part of a data subject impact 
assessment. Further, the Article 29 Working Party has issued some guidance on how 
this can be done, noting that views can be “sought through a variety of means, de-
pending on the context”, including surveys or “a generic study related to the purpose 
and means of the processing operation”.229 While the legitimate interest ground does 
not require any such explicit requirement, there is nothing in theory to stop this from 
being utilised to help controllers discover the impact on data subjects in the context 
of art. 6(1)(f) as well.

Further, as has already been noted (e.g. in s. 4.2.2) the problem of controllers 
struggling to see outside of their existing perspectives will, unfortunately, apply re-
gardless of the form of the legitimate interest test. Indeed, placing things within an 
objective structure can make this issue worse, since controllers may be able to ignore 
issues or perspectives which are not already accounted for in the form or list. At the 
very least, then, the fairness helps to make this issue more visible, providing a struc-
ture for explicating the implicit issues and asking controllers to demonstrate that they 
have considered and identified any circumstances that may be relevant. 

I therefore reject the argument that the legitimate interest  fairness test  in-
creases the amount of subjectivity, or impose new requirements for controllers to 
perform a  wide  search  for  perspectives  which  they  may  not  necessarily  expect. 
Rather, the use of fairness simply brings these issues to the forefront. While some 
may choose to argue that these issues should not have been included in the GDPR, 
the law has been written in a way which includes subjective elements and we cannot 
simply circumvent this by attempting to impose a test which looks objective, nor use 
the difficulties caused by subjective considerations as a reason to reject the use of 
fairness.

228 This issue will also be returned to within the specific context of bots and AI-related technologies 
in Chapter 4, particularly s. 6.3. 

229 Article 29 Working Party, Guidelines on Data Protection Impact Assessment (DPIA) and determ-
ining whether processing is “likely to result in a high risk” for the purposes of Regulation 
2016/679, WP 248 rev.01 (4 October 2017) 15.
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4.3.3 Counter-discussion: Fairness without Rawls

The discussion in this chapter has operated on the assumption that we accept the 
Rawlsian approach to fairness and that we use the fairness test established in Chapter
2 for determining whether a processing situation is fair or not. However, it is also in-
teresting to consider how the concept of fairness would work if this were not the 
case. 

This is particularly interesting as it would be easier to introduce a general and 
vague concept of fairness into practice than it would be to introduce the specific test. 
Even if the law were to formally accept the interpretation that has been offered here, 
it is not realistic to assume that everybody will use it at all times. As a result, at least  
some of the actors and stakeholders involved in legitimate interest processing would 
inevitably rely purely on their internal or unspoken conception of fairness. Further, 
there is the risk that some may choose to simply use fairness as window-dressing, 
rather than genuinely engaging in an examination of the circumstances. 

This latter concern assumes, at least to some extent, that the controller will 
approach the issue in bad faith. While this may happen, however, the inherent sub-
jectivity in legitimate interest means that such a controller would be able to manipu-
late any of the possible methodologies for the balancing test to reach the outcome 
they wanted. The use of fairness itself should not therefore be considered an addi-
tional risk factor in this regard.

As to the other concerns, it must be recalled that Chapter 2 did not claim to 
find an artificial or unique definition of fairness, but rather a way of turning the im-
plicit explorations of fairness into an explicit explanation or exploration. Further, as 
noted in Chapter 2, s. 6.2.2, genuine attempts to determine fairness should explorable 
and extrapolated using the Rawlsian approach. This has two consequences. Given 
that the Rawlsian test does not claim to redefine fairness, some of the advantages 
discussed above could still be obtained from the use of an internal conception of fair-
ness, such as avoiding the fulcrum issue or the problem of needing to assign arbitrary 
weights  to  subjective  issues.  However,  people  using  this  approach  may  struggle 
when trying to justify their decisions to a third party, which would be problematic.  
While it may be possible to extrapolate the reasoning behind the decision, some kind 
of structured approach is required.

In conclusion,  it is necessary that some kind of structured approach to dis-
cussing fairness is used in order for the full advantages of the approach proposed in 
this chapter to be reached. Failing to use any approach simply opens the issue to the 
same criticisms and concerns raised in Chapter 2 of relying on an unspoken concep-
tion of  fairness,  including the risk of  window-dressing and incomparable results. 
However, it is not necessary that all actors use this approach in order for some of the 
benefits to be reached, nor is it strictly necessary that the Rawlsian approach be the 
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one utilised—although, for the reasons discussed in Chapter 2, I would argue that it 
should be.

4.4. The circumstances affecting fairness and a test

Based on the analysis above, I argue that we should find that using the fairness test 
as a key interpretive element of art. (6)(1)(f) is both possible and helpful, and should 
be accepted. However, we do not need to stop here. As has been discussed, the ad-
vantage of the fairness test is that it is very flexible, but that it can also be equipped 
with  “default”  issues  to  be  considered.  It  is  therefore  worth  briefly  considering 
whether any issues, beyond the standard defaults proposed for data protection scen-
arios in Chapter 2, s. 6.3, should be included.

One of the most useful things to have emerged from the existing guidance on 
legitimate interest processing are the different suggestions for factors that a control-
ler may have to consider when performing the balancing test. While I have been crit-
ical of the different attempts to provide weights to these factors (or, at least, to de-
scribe them using the language of weights), this does not undermine the utility of ac-
tually identifying them. It must be remembered that the proposed test for fairness ex-
plicitly requires an assessor to gather and consider all of the relevant factors that may 
alter the outcome of the thought experiment. The existing work therefore folds very 
neatly into the methodology for resolving the legitimate interest balancing test that I 
have proposed in this chapter. 

In particular, I support the use of data protection or privacy impact assess-
ments as a method for determining the impact on data subjects; the relevance of safe-
guards; and the elements raised by the CJEU,230 the Article 29 Working Party,231 the 
ICO232 and the Finnish Data Protection Ombudsman.233 Equally, the factors included 
in the GDPR, recital 47 are relevant here. While these cannot, and should not, be 
considered as definitive lists of factors, they do introduce a positive starting point; 
the elements can, for example, function as a way to help controllers get into the cor-
rect mindset for identifying relevant factors, or as a way for controllers to reason by 
analogy (“X was on the list, so this similar  issue probably should be considered as 
well”). This kind of starting point is important given, as has been recognised above, 
the impossibility of creating a closed list of relevant circumstances for a provision 
which can apply to such a wide variety of circumstances and processing activities. 

230 See the various cases discussed in s. 3.3.
231 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-

troller under Article 7 of Directive 95/46/EC (n 4).
232 As contained in both their website and decided cases. See, respectively, Information Commis-

sioner’s Office, “Legitimate interests” (n 192) and, e.g., Freedom of Information Act 2000 
(FOIA) Decision notice, FS50777458 (n 187) para. 43.

233 Finnish Data Protection Ombudsman (Tietosuojavaltuutettu), “Controller’s legitimate interests”. 
In Finnish: “Rekisterinpitäjän oikeutettu etu” (n 195).
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However, it is important not to overpopulate the test at this stage.  First, in-
cluding too many elements can make an already nuanced test feel crowded and over-
whelming. While this may not be a problem for controllers who can pay experts to 
provide them with an answer or who are otherwise acting in a professional capacity, 
it will be more significant for amateur controllers or data subjects. Such actors are 
unlikely to engage with a particularly long or complicated test, particularly if it is 
difficult to parse or interpret. A second issue is that as more factors are listed as ex-
amples, there becomes a risk that readers will assume that it is a complete (or close  
to complete) list. This can, in part, be addressed by careful wording. Nevertheless, it 
will ultimately not be possible to include a comprehensive list and each element that 
is included must be sufficiently important to be justified. 

One possible factor would be to explicitly include the reasonable expecta-
tions of the data subject. Although this will be informed by general cultural norms, 
this has been held out as an explicit factor under, inter alia, the GDPR’s recitals and 
various enforcement proceedings. It therefore seems sufficiently significant as to be 
worth  including in  the  list  of  example  factors  to  be  considered.  Another  similar 
factor is whether the data subject is a child; as this has now been explicitly men-
tioned in the text of art. 6(1)(f), it should be treated as a relatively important issue 
and therefore be included.

One consideration should be whether parts of the test should be reformulated 
to better match the wording of the GDPR. The basic test identified for fairness high-
lighted the need to consider rights and duties under the GDPR, but the text of the 
GDPR itself refers to the “interests or fundamental rights and freedoms … which re-
quire protection of personal data”. This second phrase is wider than the first, as it 
may cover issues outside of the GDPR. Further, the Article 29 Working Party had re-
jected an interpretive aid which was intended to support GDPR implementation be-
cause,  inter alia, it did not stay close enough to the original wording of the law.234 
Nevertheless, the explicit reference to other GDPR provisions is useful as it helps 
controllers and data subjects to frame their understanding in real terms. Based on 
these concerns, it seems best that the test be reworded to include the wider phrasing, 
but with a reference to other GDPR provisions.

Based on the above, I would like to offer the proposed test for legitimate in-
terest processing. The test largely follows the format set out by the CJEU in Rīgas, 
using the concept of fairness to provide balancing in the third stage, along with the 
sufficiently important default factors discussedabove:

1. Does the controller or relevant third party have a legitimate interest?

234 Letter from the Article 29 Working Party to Mr Hans Graux, “Subject: your letter of 7th December 
2017 and a new draft code of conduct with the request of a positive opinion from the WP29 under 
the Data Protection Directive” (11 April 2018) 4.
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2. Is the processing necessary for that legitimate interest, in that the legitimate 
interest cannot be achieved as reasonably effectively by less intrusive pro-
cessing measures?

3. Is the processing activity fair? To determine fairness, an assessor must ask 
themselves:

a. Would a person, unaware of their role in the situation and who only has 
knowledge of the necessary relevant circumstances, accept the processing 
if there was an equal chance of them being in any particular role? When 
considering  this  question,  such  necessary  circumstances  may  include, 
inter alia, the data subject’s interests and fundamental rights or freedoms 
which require the protection of personal data, including but not limited to 
the various rights and duties under the GDPR; how transparent the pro-
cessing is; the importance of the processing activity for each party; the 
potential harms to the data subject; the nature of the personal data and 
how widely it is already known; the relationship between the parties; the 
reasonable expectations of the data subject; whether the data subject is a 
child or otherwise vulnerable; the existence of any safeguards; other gen-
eral cultural or legal norms; or any factors that become apparent as a res-
ult of an impact assessment.

b. Does the answer to the first limb feel like an intuitively fair answer? If 
not, would a change in the known conditions in limb a (e.g. inclusion of 
more or fewer circumstances) produce a result that feels intuitively fair? 
Alternatively, is the reason that it does not feel intuitively fair because of 
an existing bias or consideration that should be discounted?

If the answer to all three of these limbs is “yes”, then the controller can be confident  
that they can process personal data under the GDPR, art. 6(1)(f) and that their legit-
imate interest is not overridden by the data subject’s interests or fundamental rights 
and freedoms.

5. Conclusion

In this chapter, I dealt with the research question “Can the concept of fairness, as un-
derstood under the GDPR, art. 5(1)(a), be used to address the shortcomings of legit-
imate interest processing under the GDPR, art. 6(1)(f)?” To answer this question, I 
first began by considering the role and purpose of legitimate interest processing, par-
ticularly how it should be used as a legal tool alongside consent and the other justi-
fications for processing in the GDPR, art. 6. In this analysis, I found that legitimate  
interest was extremely useful as a tool for general processing grounds and that it was 
distinct because it relied upon the controller to make a decision about whether or not 
the processing activity was sufficiently justified and balanced that it could go ahead.
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As part of this analysis, I also looked at the limitations which existed over le-
gitimate interest processing so as not to provide controllers with a blank cheque. 
These are that there must be a legitimate interest (which should be widely under-
stood as including most things, excluding obvious grounds like illegal interests), that 
the processing should be necessary for that interest (understood to mean that the in-
terest should not be as reasonably efficiently achieved through other means) and that 
the processing activity passes the balancing test that the legitimate interest is not 
overridden by the data subject’s interests or fundamental rights and freedoms.

When I attempted to analyse this balancing test, however, I found that there 
was significant divergence and difficulty in interpreting what was required. Looking 
at a variety of sources, including guidance from the Article 29 Working Party, the 
CJEU, the GDPR recitals, national laws and supervisory authority interpretations, 
academic criticism and  some practical implementations,  I  drew up a table of ap-
proaches  to  the  balancing  test.  From this  analysis,  I  found that  most  of  the  ap-
proaches suffered from a core problem: That while they accepted that the legitimate 
interest balancing test must involve subjective issues, they did not actually provide a 
way to balance such issues and often spoke about the test in language and in a way 
that relied on an objective representation and weighing of the different factors. This, 
I argued, could be seen in three key problems: A lack of consistency leading to a pro-
liferation of standards,  a difficulty in  identifying and weighing up competing in-
terests, and a lack of solution to the fulcrum issue (i.e. how to set up the test such 
that certain balances reach the correct result).

Having identified the issues, I turned to consider whether the concept of fair-
ness could be used to resolve them. As part of this analysis, I first looked at whether 
it was actually possible to use the data principles to interpret art. 6(1)(f) and found 
that it was. I then considered the overlap between the concepts of fairness and legit-
imate interest and found that both looked at very similar balancing issues. Indeed, I 
concluded that if processing is fair, it must also pass the overridden test, although it  
is not the case that all unfair processing must necessarily fail the overridden test. 
However, I also concluded that the differences between the two were largely theoret-
ical in nature. 

Given the conclusion that the fairness test could be used as way to determine 
whether a  processing activity  should pass the legitimate interest  balancing test,  I 
asked whether this interpretation would address the issues identified with the exist-
ing methodologies. While the effect on the proliferation of standards was minor, it 
would be more helpful with avoiding both the difficulty identifying and weighing in-
terests, and the fulcrum problem. It did this by fully accepting that the balancing test 
must involve subjective issues and providing a structure which allowed those to be 
evaluated against a common touchstone (i.e. fairness) in an open and explicit way. In 
reviewing the weaknesses of this approach, I explicitly rejected the idea that accept-
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ing fairness in this way introduced an undesirable amount of subjectivity into the 
test. Rather, I argued that the subjectivity was inherent in the legislation as set out 
under the GDPR; the use of fairness simply brought this subjectivity into focus and 
allowed it to be considered properly and appropriately.

Finally, I looked at the various factors that should be included in the legitim-
ate interest fairness test as default factors and set out the following:

1. Does the controller or relevant third party have a legitimate interest?

2. Is the processing necessary for that legitimate interest, in that the legitimate 
interest cannot be achieved as reasonably effectively by less intrusive pro-
cessing measures?

3. Is the processing activity fair? To determine fairness, an assessor must ask 
themselves:

a. Would a person, unaware of their role in the situation and who only has 
knowledge of the necessary relevant circumstances, accept the processing 
if there was an equal chance of them being in any particular role? When 
considering  this  question,  such  necessary  circumstances  may  include, 
inter alia, the data subject’s interests and fundamental rights or freedoms 
which require the protection of personal data, including but not limited to 
the various rights and duties under the GDPR; how transparent the pro-
cessing is; the importance of the processing activity for each party; the 
potential harms to the data subject; the nature of the personal data and 
how widely it is already known; the relationship between the parties; the 
reasonable expectations of the data subject; whether the data subject is a 
child or otherwise vulnerable; the existence of any safeguards; other gen-
eral cultural or legal norms; or any factors that become apparent as a res-
ult of an impact assessment.

b. Does the answer to the first limb feel like an intuitively fair answer? If 
not, would a change in the known conditions in limb a (e.g. inclusion of 
more or fewer circumstances) produce a result that feels intuitively fair? 
Alternatively, is the reason that it does not feel intuitively fair because of 
an existing bias or consideration that should be discounted?

By using this test, it should be possible to determine whether a processing activity 
can be legally justified under art. 6(1)(f) in a structured and comparable way that ac-
cepts and accommodates subjective elements like data subject comfort  or prefer-
ences. 

My answer to the second research question is therefore: Yes, the concept of 
fairness can be used to address the shortcomings of legitimate interest processing un-
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der the GDPR, art. 6(1)(f). It does this by providing a lens through which we can in-
terpret the test to resolve the difficulties in identifying and weighing the relevant 
factors, and the fulcrum issue, and, to a lesser extent, providing at least some mitiga-
tion for the proliferation of standards and enforcement issues.
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CHAPTER 4: BOTS AND AI-RELATED TECHNOLOGIES, LEGITIMATE INTERESTS, 
AND FAIR PROCESSING UNDER THE GDPR

1. Introduction

Having spent the previous chapters exploring and arguing for the use of fairness to 
interpret the concept of legitimate interest, it is now possible to turn to the third re-
search question:  Is  the use of legitimate interest processing, as interpreted through 
the lens of fairness, an efficient and effective tool for supporting the General Data 
Protection Regulation’s (“the GDPR”)1 goals and aims when personal data is pro-
cessed by bots and technology related to artificial intelligence (“AI”)? In particular, I 
will consider whether the concept of fairness, as discussed in Chapter 2, when used 
to interpret the concept of legitimate interest processing, as discussed in Chapter 3, 
can help to ensure that art. 6(1)(f) is used in a way that supports the positives of such 
technologies (as measured against the GDPR’s goals and aims), rather than the neg-
atives.

The advancement of technology has often been regarded as a driving factor 
for data protection law, whether under the Data Protection Directive (“the DPD)2 or 
the GDPR.3 However,  the GDPR takes pains to note that “the protection of natural 
persons should be technologically neutral”,4 which can lead us to ask how those gen-
eral rules will apply in specific situations. One particularly interesting provision in 
this regard is the GDPR, art. 6(1)(f). As was discussed in the previous chapter, art.  
6(1)(f) sets out conditions under which the controller can unilaterally decide that the 
processing is sufficiently balanced and should go ahead. Clearly, this has severe po-
tential for abuse, but there is also room for considerable benefits. In particular, at 
least in theory, art. 6(1)(f) could be used to require controllers to really think about 
their processing activities, rather than being able to push the burden of making that 
decision onto the data subject. 

To answer  the  third  research  question,  this  chapter  must  do a  number  of 
things. First, it is necessary to consider whether the legitimate interest fairness test 
can actually function properly within a processing environment that uses bots and 
AI-related technology. The legitimate interest fairness test, as outlined in Chapter 3, 

1 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the 
protection of natural persons with regard to the processing of personal data and on the free move-
ment of such data, and repealing Directive 95/46/EC (General Data Protection Regulation) [2016] 
OJ L119/1 (“the GDPR”).

2 Directive 95/46/EC of the European Parliament and of the Council of 24 October 1995 on the 
protection of individuals with regard to the processing of personal data and on the free movement 
of such data [1995] OJ L281/31 (“the DPD”).

3 See, e.g., C-13/16 Valsts policijas Rīgas reģiona pārvaldes Kārtības policijas pārvalde v Rīgas 
pašvaldības SIA, Advocate General’s opinion, ECLI:EU:C:2017:43, para. 95 under the DPD or 
the GDPR, recital 6.

4 See, e.g., The GDPR, recital 15.
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works by examining the relevant circumstances surrounding the processing activity. 
While I could apply the test to a hypothetical or case example of processing by a bot 
or AI-related technology, this would quickly get very specific, which  means that it 
would be difficult to extrapolate those results given the wide range of possible pro-
cessing activities and technologies that may be relevant. Instead, it is better to con-
sider bots and AI-related processing as a whole, asking first, in s. 2, what this term 
actually means; and, secondly, in ss. 3 and 4, what key factors should be considered. 
From a structural point of view, it should be noted that, as part of this second ques-
tion, the discussion around ethics and fairness in AI-related technology as a whole is 
sufficiently significant and large as to deserve its own section in the analysis below.

Once these elements have been considered, it will be possible to ask whether 
the legitimate interest fairness test can be applied to processing activities that involve 
bots and AI-related technologies. This will be done in s. 5, concluding that the test 
can be used to provide an answer as to whether processing by bots and AI-related 
technologies can be justified under the GDPR, art. 6(1)(f). It is at this stage that it 
will be possible to focus on the research question proper in s.  6: Whether this use 
provides an efficient and effective tool for supporting the GDPR’s goals and aims 
when personal data is processed by bots and AI-related technology.

It  is important to emphasise at  the beginning that while the scope of this 
Chapter is very wide in some ways (e.g. it does not look at specific types of bots or 
AI-related technologies and instead covers a very broad range of technologies), it is 
also very narrow in others (e.g. it is looking specifically at data protection law and 
looking at how the above-formulated legitimate interest test may help to promote de-
sirable processing). It is, therefore, considerably narrower than many guidelines or 
discussions on bots and AI-related technologies,5 or the proposal for an AI Regula-
tion6 and such issues will only be discussed insofar as they apply to the relevant con-
text.

2. The technological background

As a first step in this chapter, it is necessary to properly establish the scope of the 
discussion. From a technological point, it is therefore necessary to define what it is 
that I mean by “bots and AI-related technologies”. In this section, I will cover some 
of the underlying concepts and technological discussions so as to accurately and ap-
propriately ground the legal analysis in reality.

5 See, e.g., European Commission, White Paper On Artificial Intelligence – A European approach 
to excellence and trust, COM(2020) 65 final (19 February 2020) 11.

6 European Commission, Proposal for a Regulation of the European Parliament and of the Council  
Laying Down Harmonised Rules on Artificial Intelligence (Artificial Intelligence Act) and 
Amending Certain Union Legislative Acts, COM(2021) 206 final (21 April 2021).
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2.1. The evolution of a program: From simple to complicated

One of  the simplest  programs is  called  Hello World!,  which simply displays the 
phrase “Hello, world!” on the screen. In pseudocode,7 this program would be written 
as:

1. print "Hello world!"
2. exit the program

This program is very simple, but is also relatively uninteresting and largely useless 
outside of the classroom. One may therefore wish to make it a little more interactive 
by allowing the user to input some information. This could, for example, include the 
option to ask the user for their name and then to say hello to them personally. This  
can be expressed in pseudocode as:

1. print "Hello. What is your name?"
2. input = name
3. print "Hello, {name}!"
4. exit the program

When run, this program says hello, then asks the user to input their name (which it  
then stores as a variable, in this case called name). When the user does so, the pro-
gram then displays “Hello, ” followed by the content of the name variable. 

This program is more intelligent than Hello World! because it is able to react 
to the user, but it is still very limited in its functions. For example, it does not per-
form any checks on the user’s input; whether the user enters their name, someone 
else’s name, a series of random numbers and symbols or nothing at all, the program 
will simply repeat the input back as though it were a name. A programmer wishing to 
develop this concept may, therefore, wish to validate the user’s input. One way that 
this can be done is by providing a complete list of acceptable answers (in this case,  
names) that the program can check each time a name is entered:

1. valid_names = ("Kristina", "Päivi", "Sam", "Tobias", "Zoë")
2. print "Hello."
3. begin loop:
4. print "What is your name?"
5. input = name
6. if name in valid_names:
7. print "Hello, {name}!"
8. end the loop
9. else:
10. print "I’m sorry, I didn’t get that."
11. go back to the start of the loop
12.exit the program

7 Pseudocode is commonly used to represent the high-level functioning and structure of a computer 
program in a human-readable way. It can be used during the design-phase of program develop-
ment to plan or develop how a program will work, while avoiding the complicated or inconveni-
ent rules of the actual programming language.
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Although more complicated than Hello World!, this program is still relatively 
unsophisticated and inefficient. One of these inefficiencies is that the list of names is 
hard coded into the program (i.e. is directly written into the code itself). As a result, 
the program will  fail  to recognise any new names or any names that  have been 
missed off unless the code is rewritten. While this may be relatively easy to do for 
the above example, it is easy to see how this can become impractical as the scale of  
the task increases.

To resolve this issue, the developer may separate the list of names from the 
program, instead including them as a separate file. When a user inserts their name, 
the program could open the file, check to see if the name is included, and then re-
spond appropriately. This can be expressed as:

1. print "Hello."
2. begin loop:
3. print "What is your name?"
4. input = name
5. read file list_of_names.txt
6. if name is in list_of_names.txt:
7. print "Hello, {name}!"
8. end the loop
9. else:
10. print "I’m sorry, I didn’t get that."
11. go back to the start of the loop
12.exit the program

This has the advantage of being easy to update, as there is no need to rewrite the 
main part of the program; the accompanying file can be updated or swapped out at 
will. While an improvement, this is still not a particularly good answer as it depends 
on somebody researching all of the possible names and keeping the file up to date 
(and requires the program to open and check a very long file every time a new name 
is entered). The programmer may therefore decide that, instead of keeping their own 
list, the program will refer to an external registry, checking each input against (e.g.) a 
census or voter registry in order to verify whether a name is real:

1. print "Hello."
2. begin loop:
3. print "What is your name?"
4. input = name
5. connect to external_source
6. if name is in external_source:
7. print "Hello, {name}!"
8. end the loop
9. else:
10. print "I’m sorry, I didn’t get that."
11. go back to the start of the loop
12.exit the program

While the program is certainly more sophisticated now, always being able to 
know whether the user has entered a real name, it is still inefficient. For example, ac-
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cess to an external database can be expensive or slow. The developer may therefore 
add another layer to the program: the ability for the program to remember names it  
has already validated:

1. print "Hello."
2. begin loop:
3. print "What is your name?"
4. input = name
5. read file list_of_names.txt
6. if name is in list_of_names.txt:
7. if name is valid:
8. print "Hello, {name}!"
9. end the loop
10. if name is invalid:
11. print "I’m sorry, I didn’t get that."
12. go back to the start of the loop
13. else if name is not in list_of_names.txt:
14. connect to external_source
15. if name is in external_source:
16. print “Hello, (name)!”
17. add name to list_of_names.txt as valid
18. end the loop
19. else:
20. print(“I’m sorry, I didn’t get that.”
21. add name to list_of_names.txt as invalid
22. go back to the start of the loop
23.exit the program

This program is certainly much longer, but may also be more efficient; by “learning” 
whether a name is real or not and storing that result in a local file, it  can be much 
easier, faster or cheaper to check names that have already been entered. 

The program in this example serves a relatively trivial purpose, but it is illus-
trative of how various levels of complication or sophistication may be gradually in-
troduced. At its core, however, the program still operates under the same basic pro-
cess: Input, analysis (or algorithm), output, with the biggest difference  being how 
complicated or sophisticated each of those stages becomes. Against this background, 
then, and at least for the purposes of this thesis, it is not necessarily helpful to con-
sider the precise way in which specific technological tools or approaches to bots and 
AI-related technologies function. Rather, what is important to note is that, like all 
programs,  they  still  rely  on  the  pattern  of  input,  algorithm,  output  as  identified 
above, with the key difference being the level of sophistication that is utilised at each 
stage. The question is at what stage does something move from simply being a pro-
gram to being a bot or AI-related technology?

2.2. The existing definitions and their problems

It is very difficult to find a precise definition of “bots” or “artificial intelligence”. 
Part of this difficulty is that these are not purely scientific or technical terms, but are 
used generally by,  e.g.,  politicians,  lawyers, marketing departments and everyday 
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people.  Therefore,  unlike  certain  specific  AI-related  technologies,  e.g. machine 
learning, we cannot find any universal definitions. In this way, “bots” and “AI” are 
suitcase words; terms that seem simple and easy to move around on the outside, but 
which actually contain a lot of different elements to be unpacked.8

2.2.1 AI

There are a number of different possible approaches to finding a definition for AI. 
One of these is philosophical. According to this approach, we should not consider 
something an artificial intelligence unless it is actually intelligent—which then raises 
the question of what do we consider to be “intelligence”?9 These definitions seem at-
tractive as they relate to our general understanding of the term “intelligence” and en-
courage a linguistic and philosophical consistency. The downsides of this approach, 
however, are that, first, that “intelligence” is extremely hard to define and, secondly, 
it creates an impression of technology that is significantly more advanced than cur-
rently exists. Even if we intend to utilise a more restricted version of this approach 
(e.g. “this technology deals with this single, specific problem in an intelligent way” 
rather  than  “this  technology has  a  generally  applicable  intelligence”),  this  wider 
concept of intelligence writ large risks evoking of the idea of human-like intelli-
gence. Discussions along these lines therefore risk an introduction of on exception-
ally sophisticated, science-fiction-like technologies which do not currently exist.

Another approach to AI focuses on the ability to perform specific tasks or 
problems, including “common sense tasks” (e.g. speaking human language or mak-
ing sense of a plot) or “expert tasks” (e.g. building a computer program or perform-
ing a medical diagnosis).10 This definition seems useful because it gives concrete 
situations against  which we can measure a  potential  AI.  However,  there are  still 
problems with this approach. First, they do not necessarily deal with the issue of 
agency—at what point is the computer program performing the task and at what 
point is the person who wrote the program performing it? Secondly, by resorting to 
very concrete examples, it  becomes difficult to build a broader definition. In this 
way, the definition still relies on very philosophical conceptions of tasks which re-
quire intelligence.

Russel  and Norvig break down the definitions of AI into four categories: 
thinking humanly, thinking rationally, acting humanly and acting rationally. These 

8 The term “suitcase words” was used by Marvin Minksy to describe “‘emotional’ terms ... each of 
[which] abbreviates a diverse collection of mental states”: Marvin Minsky, The Emotion Machine 
(pre-publication version 2006) <http://web.media.mit.edu/~minsky/> accessed 8 September 2020, 
§1-1. The terms are useful because they, inter alia, allow us to compact a large range of complic-
ated and messy ideas into a single term that can be used for communication: ibid, §4-2.1.

9 For a discussion on this topic, see, e.g., Randall Davis, “What Are Intelligence? And why?” 
(Spring 1998) AI Magazine 91.

10 Giovanni Sartor, Artificial intelligence and law (Norwegian Research Centre for Computers and 
Law, CompLex 1/93, Tano 1993) 15.
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definitions  are  divided  over  two  axes:  one  which  contrasts  behaviour  against 
thought-processes and reasoning, and one which contrasts human performance with 
rational performance. For the authors, “rational” is defined as being able to do “the 
right thing” with the available knowledge; they are keen to emphasise that the con-
trast is not meant to imply that humans are inherently unstable or insane, but simply 
that they are not perfect and do not approach every issue in a purely rational sense.11 
The authors accept that all computer programs, to some extent, “do something”, but 
emphasise that AI,  qua rational agents, are programs that “operate autonomously, 
perceive their environment, persist over a prolonged time period, adapt to change, 
and create and pursue goals”, acting “so as to achieve the best outcome or, where 
there is uncertainty, the best expected outcome.”12

As the authors demonstrate in their overview of the history of AI, there have 
been many different approaches to defining AI, with many different proponents and 
detractors of each.13 Certainly, Russel and Norvig’s taxonomy sets out a useful way 
of comparing the different definitions and approaches within computer science and 
their choice of rational agents as a focus seems reasonable. We cannot, however, say 
that any one person or work can provide a “true” definition of AI within computer 
science (and it is not the place of this thesis to try and do so); rather, it seems as 
though it is a general school, with an evolving target that is continuously under dis-
cussion and debate.

The above discussion has focused on the definition of AI within computer 
science. However, this is not the only academic or scientific community which en-
gages with, and has attempted to define, the term AI. One notable contribution is 
from the European Commission, which, in its proposal for an Artificial Intelligence 
Act, defined AI systems as “software that is developed with one or more of the tech-
niques and approaches listed in Annex I and can, for a given set of human-defined 
objectives, generate outputs such as content, predictions, recommendations, or de-
cisions influencing the environments they interact with.”14 This was then complimen-
ted by two measures.  First,  Annex I  gave three subgroups of techniques and ap-
proaches:  machine  learning,  “logic-  and  knowledge-based  approaches,  including 
knowledge representation, inductive (logic) programming, knowledge bases, infer-
ence and deductive engines, (symbolic) reasoning and expert systems”, and “statist-
ical approaches, Bayesian estimation, search and optimization methods”.15 Secondly, 

11 Stuart Russell & Peter Norvig, Artificial Intelligence: A Modern Approach (3rd edn, Pearson 
2016) 1–2.

12 ibid 4.
13 ibid 16–28.
14 European Commission, Proposal for a Regulation of the European Parliament and of the Council  

Laying Down Harmonised Rules on Artificial Intelligence (Artificial Intelligence Act) and 
Amending Certain Union Legislative Acts (n 6) art. 3(1).

15 European Commission, Annexes to the Proposal for a Regulation of the European Parliament 
and of the Council Laying Down Harmonised Rules on Artificial Intelligence (Artificial Intelli-
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the proposal set out a power for the Commission to modify Annex I through deleg-
ated acts “to update that list [according] to market and technological developments 
on the basis of characteristics that are similar to the techniques and approaches listed 
therein.”16

This approach is explained in recital 6, where the Commission notes the im-
portance of a clear definition of AI for legal certainty, as well as the need for “flexib-
ility to accommodate future technological developments.”17 Certainly, using a closed 
list to define AI can be helpful for ensuring that everybody understands the term in 
the same way. However, this can be difficult to actually implement. For example, 
Annex I gives “search and optimization methods” as one of the underlying technolo-
gies for AI systems, but while these can represent incredibly sophisticated methods, 
they can also be a relatively basic or fundamental aspect of many computer pro-
grams.18 Even with the closed list, then, interpretive issues may raise questions about 
what is actually included.  The Proposal also highlights the issue that “AI” is not a 
fixed term. Where, as here,  the proposed fix is to alter  the list as time goes on, we 
can ask who is the right party to hold this power and on what criteria it should be ex-
ercised. The closed or semi-closed list approach, then, may give us an agreed-upon 
reference point for discussing or legislating AI, but it does not necessarily help us to 
understand what the term “AI” actually means or how we should determine what is 
included by the term.

Another problem is that, as was already noted, some works can reference AI 
in a very uncritical or imprecise way.  One problem is the trend for academics to 
make grand, sweeping claims that may reflect the popular discourse, but which are 
not  evidenced  with  technological  backing.  For  example,  van  den  Hoven  van 
Genderen has claimed that “We have to create a system of securing AI and autonom-
ous robots before super intelligence will create it for us in a way where we do not act 
as participants but as subjects. How we act now may decide which future we will be 
confronted with.”19 However, the author presents no real evidence to support his con-
cern, nor does he explain how the examples of AI’s potential growth given in the art-
icle will lead to such a result. 

gence Act) and Amending Certain Union Legislative Acts, COM(2021) 206 final (21 April 2021) 
Annex I.

16 European Commission, Proposal for a Regulation of the European Parliament and of the Council  
Laying Down Harmonised Rules on Artificial Intelligence (Artificial Intelligence Act) and 
Amending Certain Union Legislative Acts (n 6) art. 4.

17 ibid recital 6.
18 See, e.g., that these issues are included as part of Harvard University’s introductory course on 

computer science: David J. Malan, CS50 – Lesson 3 – Algorithms <https://cs50.harvard.edu/x/
2021/weeks/3/> accessed 27 April 2021.

19 Robert van den Hoven van Genderen, “Privacy and Data Protection in the Age of Pervasive Tech-
nologies in AI and Robotics” (2017) 3 (3) EDPL 338, 352.
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In the context of algorithmic transparency, Desai and Kroll have forcefully 
argued that the current discourse “misunderstand[s] the nature of computer systems”, 
that this “may flow in part from the religious, devotional culture around algorithms, 
where algorithms might as well be God” and that “this problem is aggravated be-
cause although algorithms are decided not mystical things or dark magic, algorithms 
are not well understood outside the technical community” [emphasis in original].20 
These arguments are persuasive, although we should not take the authors as making 
a universal criticism and some works may be better than others. To some extent, this 
is inevitable; given the difficulties with finding a fixed definition of AI within the 
computer-science community, we cannot expect other academic groups to be able to 
use the term with precision. Moreover, even if computer scientists could agree upon 
a definition, we could not expect everybody to become an expert in computer sci-
ence and use specific terms of art perfectly. Nevertheless, this remains a significant 
weakness of much AI-related discourse.

Finding a definition of AI becomes even harder if we look outside of aca-
demia. Many companies describe their technology as using AI, but this does not ne-
cessarily mean that their program is intelligent. Some technology journalists have 
been particularly critical about the use of the term, writing that “a torrent of exagger-
ations and anthropomorphisms being used to describe what are, essentially, dumb 
and mechanistic systems”.21 This difficulty is not particularly surprising; given the 
marketing benefits of “AI”, there is little incentive for companies to adopt a conser-
vative definition of the term and this must ultimately lead to fragmentation and in-
consistencies. This, in turn, must create difficulties for consumers, who will be un-
able to find a unified definition.

This problem is made even more difficult by the fact that the use of these 
terms seems to shift according to current expectations or marketing tactics. As sur-
veyed by Phillips, the AI boom in the 80s showed a very hot-and-cold use of the 
term AI in both the press and venture capitalist funding, depending on how it was re-
garded at the time.22 This back-and-forth has continued and has led to claims that the 
definition is constantly shifting and that, as soon as a problem is solved, people will 
cease to treat it as being AI.23 Brooks is quoted as saying that “Every time we figure 
out a piece of [AI], it stops being magical; we say ‘Oh, that’s just a computation.’”24 

20 Deven R Desai & Joshua A Kroll, “Trust But Verify: A Guide to Algorithms and the Law” (2017) 
31 (1) Harv JL Tech 1, 4.

21 Andrew Fentem, “Mything the point: The AI renaissance is simply expensive hardware and PR 
thrown at an old idea” (The Register, 6 November 2018) <https://www.theregister.co.uk/
2018/11/06/andrew_fentem_on_ai/> accessed 7 January 2019.

22 Eve M. Phillips, “If It Works, It’s Not AI: A Commercial Look at Artificial Intelligence Startups” 
(Joint Bachelor of Science and Master of Engineering thesis, MIT 1999), 22–23.

23 For some of the history of AI and the moving goal posts of what qualifies as intelligence, see, 
e.g., Pamela McCorduck, Machines Who Think (2nd edn, Routledge 2004).

24 Jennifer Kahn, “It’s Alive!” (Wired, 1 March 2002) <https://www.wired.com/2002/03/every-
where/> accessed 4 August 2020.
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By contrast, the AI of the future is often described in a near-magical way that can do 
anything and everything, either saving the world or destroying it (depending on the 
author’s point of view).25 This approach is reminiscent of Clarke’s third law: “Any 
sufficiently advanced technology is indistinguishable from magic.”26 

It is possible to debate whether, at any given time and from any given com-
mentator, the term AI is being inappropriately used or inappropriately not used. For 
our purposes, however, this would not be helpful—the mere fact that this debate can 
be had shows that there are severe difficulties relying on the term. Further, while one 
can debate who is responsible for setting definitions and whether or not a term can 
ever hold any one “true” meaning, a key functions of language is to allow us to com-
municate.  The  term  “AI”  seems  to  have  a  sufficiently  similar  general  concept 
between uses, but the significant variation that has been identified in this section—
variation which occurs both across different time periods and sectors, and also even 
within those same periods and sectors—means that it is very difficult to use the term 
beyond any vague or general level. This has an inevitable consequence on the quality 
of the discourse as it can require a significant amount of time and effort to determine 
whether any two given claims are actually talking about the same thing, even when 
both use exactly the same terminology.

2.2.2 Bots

The term “bot” is short for “robot” and is used to cover a significant number of uses. 
Notable examples include bots which are designed to send out mass emails,27 bots 
which make posts to social media (sometimes identifying as such and sometimes 
pretending to be humans),28 chatbots that are designed to engage in human-like con-
versation  (often  used  as  the  first  point  of  contact  in  customer  service  environ-
ments),29 or spiderbots (also called webcrawlers) designed to autonomously gather 
information.30 However, there is no fixed definition for the term “bots”, with some 
(for example) preferring the term “software agents”.31 

Bots have been defined as “a computer program that is persistent, autonom-
ous, and reactive … that runs continuously and can be activated by itself. They make 

25 For a critical review of some popular AI-books, see Judy Wajcman, “Automation: Is it really dif-
ferent this time?” (2017) 68 (1) British Journal of Sociology 119.

26 Arthur C. Clarke, Profiles of the Future (first published 1962, Kindle edition 2013) 205. See also 
Clarke (ibid) 36–38.

27 See, e.g., Mailbot Documentation <https://mailbot.readthedocs.io/en/latest/>.
28 See, e.g., Philip Howard & Bence Kollanyi, “Bots, #StrongerIn, and #Brexit: Computational Pro-

paganda during the UK-EU Referendum” (COMPROP research note 2016.1, 21 June 2016).
29 See, e.g., Futurism, “The history of chatbots” <https://futurism.com/images/the-history-of-chat-

bots-infographic> accessed 7 August 2020.
30 See, for example, Google, “Googlebot” <https://support.google.com/webmasters/answer/182072?

hl=en> accessed 7 August 2020.
31 Hyacinth S. Nwana, “Software Agents: An Overview” (1996) 11 (3) Knowledge Engineering Re-

view 1, part 4.

182



and execute decisions without human intervention and perceive and adapt to the con-
text they operate in.”32 This is a rather comprehensive definition, but is not the only 
one offered. Another definition, for example, is “a piece of software that leverages 
artificial narrow intelligence to perform specific tasks in place of a human”.33 Altern-
atively, Lebeuf, Storey and Zagalsky have suggested that we can categorise (and pre-
sumably therefore, at least to some extent, define) bots in a number of ways, either 
through their interaction model (e.g. whether they use natural language or need to be 
called through a traditional command-line command), through their level of intelli-
gence (particularly by reference to their adaptability, reasoning and autonomy) or by 
their  purpose  (whether  they  are  designed  to  perform general  tasks,  transactional 
tasks, information-fetching tasks, productivity tasks or tasks that help users to collab-
orate).34

Bots as a concept are also frequently seen in the context of video games. 
Such bots can be created to replace human players in multiplayer environments35 but 
are also used to create dedicated single-player experiences and improve the quality 
of gameplay in relation to non-playable (i.e. computer-controlled) characters.36 These 
bots, however, do not necessarily match some of the elements in the above defini-
tions. For example, a bot within a video game exists solely as part of that larger pro-
gram and are not persistent. Some bots, then, are seemingly defined not by their in-
dependence, but by the fact that they are stepping into a role of, or in some way 
presenting themselves as being representative of, a human.

The definitions above raise an interesting point of overlap between the terms 
“bot” and “AI”. For example, the AutoTLDR bot37 is designed to reduce a long text 
to a few paragraphs that quickly summarises the most important parts of the main 
piece. In order to do this properly, the bot must understand the key points of the text 
and know which parts  are  the most  important  and contain the key sections,  and 
which parts can be removed while still retaining the core meaning of the piece.38 This 
type of language comprehension could easily be described as a common sense task, 
which would bring the AutoTLDR bot into the realm of AI. Nevertheless, it is self-
described as a bot. How, then, should it be classified?

32 Milena Tsvetkova & others “Even good bots fight: The case of Wikipedia” (2017) 12 (2) PloS 
One e0171774.doi:10.1371/journal.pone.0171774, 1.

33 Eduardo Freitas & Madan Bhintade, Building Bots with Node.js (Packt 2017) 8.
34 Carlene Lebeuf, Margaret-Anne Storey & Alexey Zagalsky, “Software Bots” (2018) 35 (1) IEEE 

Software 18, 19.
35 See, e.g., J.M.P. van Waveren, “The Quake III Arena Bot” (MSc Thesis, University of Technology 

Delft 2001).
36 See, e.g., the discussions in Philip Hingston (ed) Believable Bots: Can Computers Play Like 

People? (Springer 1998).
37 AutoTLDR Bot <https://www.reddit.com/r/autotldr/comments/31b9fm/faq_autotldr_bot/?

st=j041su3v&sh=295425b7> accessed 7 January 2019.
38 See AutoTLDR Bot ibid. For information on how this bot works, see SMMRY <https://smmry.-

com/about> accessed 7 January 2019.
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One now-notorious type of bots are those which operate on social media net-
works, sometimes purporting to be human (or, at least, not explicitly making it clear 
that they are not). As a starting point, the idea of bots or AI pretending to be humans 
is already a controversial issue and has even been subject to proposed regulation.39 
Compounding this issue is the fact that such bots have received significant media at-
tention and the concept is often discussed alongside “fake news”, thereby attracting 
extremely negative connotations.40 However, it must be emphasised that, while such 
bots clearly have the potential to spread misinformation (particularly when a bot ac-
count purports to be a real person), we should be careful of lumping all bots in with 
their malicious implementations. Indeed, as with most forms of technology, these 
kinds of bots are simply tools that can be used in a number of ways, with some bots  
being intelligent41 and others simple.42

It is interesting to note that some definitions of bots tend to focus on some 
kind of network connectivity or internet usage.43 There are some advantages to this 
approach; without the inclusion of a networking element, the concept of bots begins 
to get very wide and can include, for example, a number of background and com-
monplace daemons that are fundamental in the running of modern operating sys-
tems.44 At this point, the concept of “bots” can become so wide as to risk losing util-
ity, at least insofar as any legal or regulatory discussions become concerned. Never-
theless, while bots may often operate in an online environment, and this may be a 
common characteristic of such programs, it would seem to be arbitrary and artificial 
to restrict them in such a way.

The definition of “bots”, then, seems not to necessarily follow a strict rule or 
formal set of conditions. Rather, it seems as though the term is used in a number of 
circumstances and based on a number of possible characteristics or elements that 

39 European Commission, Proposal for a Regulation of the European Parliament and of the Council  
Laying Down Harmonised Rules on Artificial Intelligence (Artificial Intelligence Act) and 
Amending Certain Union Legislative Acts (n 6) art. 52.

40 See, for example, BBC Bitesize, “What are ‘bots’ and how can they spread fake news?” 
<https://www.bbc.co.uk/bitesize/articles/zjhg47h> accessed 7 August 2020; Rebecca Hill, “Ox-
ford prof tells Twitter, Facebook to take action against political bots” (The Register, 20 June 
2017) <https://www.theregister.com/2017/06/20/oxford_profs_tell_social_media_to_fight_polit-
ical_bots/?ma=1505606415001> accessed 7 August 2020; Josh Taylor, “Covid-19 misinforma-
tion: pro-Trump and Qanon Twitter bots found to be worst culprits” (The Guardian, 31 May 
2020) <https://www.theguardian.com/media/2020/jun/01/covid-19-misinformation-pro-trump-
and-qanon-twitter-bots-found-to-be-worst-culprits> accessed 7 August 2020.

41 See, e.g., Microsoft’s twitterbot Tay: Peter Lee, “Learning from Tay’s introduction” <https://blog-
s.microsoft.com/blog/2016/03/25/learning-tays-introduction/> accessed 7 August 2020.

42 See, e.g., @big_ben_clock <https://twitter.com/big_ben_clock> accessed 27 April 2020, which 
simply tweets the relevant amount of “BONGS” every hour.

43 See, for example, Catherine Soanes & Angus Stevenson, Oxford Dictionary of English (Kindle 
version, 2nd edn revised, OUP 2010) (“the OED”).

44 A daemon can be defined as “A program that is not invoked explicitly, but lies dormant waiting 
for some condition(s) to occur”: The Jargon File, “daemon” <http://catb.org/~esr/jargon/html/D/
daemon.html> accessed 7 August 2020.
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render a program “bot-like”. In particular, these characteristics (such as communica-
tion, performing of certain kinds of tasks, acting without instruction) often look in-
telligent in at least some way. It is fair to say that, based on the discussion above, the  
level of intelligence required for something to be considered a “bot” is significantly 
lower than from something to be an AI—but it is also undeniable that the range of 
possible intelligence for bots may overlap with the intelligence from an AI (particu-
larly those that are more rudimentary). 

2.2.3 “Autonomy”

Another term which must be briefly discussed is that of “autonomy”. This is an im-
portant term as the discussions around bots and AI-related technology often seem to 
trend towards the concept. However, as will be discussed in this section, the idea is 
easy to exaggerate and can ignore the practical realities of human control or influ-
ence on the behaviour of these technologies.

From an etymological standpoint, the word derives from “automatic” (via the 
word “automation”), meaning something which “[works] by itself with little or no 
direct  human control”,  in  turn being derived from the  Greek word “automatos”, 
meaning  “acting  of  itself”.45 Already  from  this  standpoint,  then,  discussion  of 
autonomous technology indicate a separation from humanity and a loss of control, 
something which will be returned to in s. 4.4.

In  a  “widely  influential”46 article  published  in  2003,  Kephart  and  Chess, 
members  of  IBM’s  Watson  Research  Center,  identified  four  main  branches  of 
autonomy:  Self-configuration,  self-optimisation,  self-healing  and  self-protection,47 
with the authors claiming “self-management” as the core of these four branches.48 
This is an interesting idea, since it frames autonomy not in the sense of  true inde-
pendence but as self-reliance. 

This position has some interesting links to the argument put forward by John-
son and Verdicchio, who present a strong case against the current public discussions 
of “autonomy” as being misled and unhelpful.49 In  their  critique, the authors argue 
that the public imagines autonomy to mean “the characteristic of human beings of 
having the capacity to make decisions, to choose, and to act”.50 This, they claim, is 
born of people getting “caught up” in the metaphorical personification of techno-

45 The OED (n 43) “automate”, “automation” and “automatic”.
46 Simon Dobson & others “Fulfilling the Vision of Autonomic Computing” (2010) 43 (1) Com-

puter 35, 36.
47 Jeffrey O. Kephart & David M. Chess, “The Vision of Autonomic Computing” (2003) 36 (1) 

Computer 41, 43.
48 ibid 42.
49 Deborah G. Johnson & Mario Verdicchio, “Reframing AI Discourse” (2017) 27 Minds & Ma-

chines 575.
50 ibid 585.
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logy51 and the freedom of futurists to “present misleading and sometimes contradict-
ory scenarios” in the absence of scientific proof or projections.52 Properly under-
stood, they argue, autonomy is much more limited, being restricted to the ability to 
run a “course of action [that] is established at run time, without human intervention 
and on the basis of the conditions in the environment in which the artefact oper-
ates.”53 In particular, the authors point out that what they call computational artefacts 
(being a bot or AI-related technology independent of its social or human context)54 
are  limited within the boundaries of  their  software and hardware55—and that  so-
called AI-systems (being the artefact within its social or human context) will always 
rely on human intervention (even if simply to turn it on) and so are never truly inde-
pendent.56 

An interesting example here is that of Microsoft’s Tay twitter bot. The bot 
was originally designed to tweet and interact with millennials online and—import-
antly—to develop future responses based on previous conversations.  However, in 
practice, Tay’s tweets rapidly descended into offensive material, including racist and 
misogynistic content, and it was quickly deactivated.57 Some commentators focused 
on Microsoft as the “responsible” actor, pointing out that the company had failed to 
provide adequate safeguards or controls when designing the bot.58 The media reac-
tion, however, has been accused of presenting “a biased and misleading reality” that 
“personalized Tay and treated it as something capable to feel and suffer” and creating 
a situation where “Twitter users [were] dehumanized and found guilty on Tay’s turn 
into a misogynistic and racist being”.59

Tay raises an interesting point  on autonomy because it  shows that  public 
ideas of autonomy and personification are not as simple as assuming that the bots 
and AI-related technologies will grow and evolve independently of all social ele-
ments. Rather, it shows that even where public discourse recognises that the techno-
logy is not truly independent and that its actions are shaped by humans, this can be 
presented  in  a  way  that  still  implies  that  the  bot  or  AI-related  technology  had 
autonomy which was then perverted or upset.

This issue ties in with another point raised by Johnson and Verdicchio: That, 
even where the behaviour seems random or truly independent, this is actually (and 

51 ibid 585.
52 ibid 586.
53 ibid 579.
54 ibid 577.
55 ibid 583.
56 ibid 583–584.
57 Gina Neff & Peter Nagy, “Talking to bots: Symbiotic Agency and the Case of Tay” (2016) 10 In-

ternational Journal of Communication 4915, 4921.
58 ibid 4922.
59 Sara Suárez-Gonzalo, Lluís Mas-Manchón & Freferic Guerrero-Solé, “Tay is you. The attribution 

of responsibility in the algorithmic culture” (2019) 13 (2) Observatorio 1, 8.
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simply) a result of imperfect human knowledge about the inputs on which the arte-
fact is basing its decisions.60 In the case of Tay, for example, the ability of Twitter 
users to “corrupt” the bot was not because the bot was independent and so had unin-
tended learning forced upon it, but because the developers did not sufficiently con-
sider or account for the consequences of the bot’s underlying programming and the 
Twitter environment. Johnson and Verdicchio finish their analysis with a warning 
against “sociotechnical blindness”, a situation where people fail to see and appreci-
ate the human actors involved in, and necessary for, AI systems. They rebut claims 
that robots may act outside of the responsibility of their creators; rather, the blame 
for negative actions by by bots and AI should go to those who give an AI system the 
tools to act in a certain way, and fail or neglect to properly consider and control for 
the consequences of that design.61

Autonomy, then, is a problematic term. It is, therefore, unsurprising that the 
term has been met with difficulties when used as a legal concept. For example, when 
interpreting the term “solely” within the context of the GDPR, art. 22, the Article 29 
Working Party claimed that a decision was made autonomously when “there is no 
human involvement in the decision process”62 This was clarified by the claim that 
any human involvement must be “meaningful” and include the opportunity to review 
“all the relevant data”—and explicitly excluding human involvement that simply ac-
cepted the result as a matter of practice.63 It would seem, therefore, that the Article 
29 Working Party is focused, at least insofar as this specific provision is concerned, 
on autonomy after the bot or AI-related technology has already been activated. Given 
that any other interpretation would undoubtedly leave art. 22 incredibly narrow, this 
seems to be an inevitable result. However, one can wonder whether an alternative 
term may have been preferable, not least so as to help avoid furthering concerns 
about socio-technical blindness.

Based on this discussion, it seems fair to conclude that we should be cautious 
of the term “autonomous”. While it may be a convenient term to indicate that we are 
focusing on programs that have a lower level of ongoing reliance on humans, this 
can lead to sociotechnical blindness and create a misleading impression of bots or 
AI-related technologies.

2.3. A different linguistic approach?

In light of the above discussions, it is clear that there are some terminological diffi-
culties when it comes to discussing these types of technologies. It is therefore worth 
explicitly setting out the linguistic approach which I will use in this thesis. In this  

60 Johnson & Verdicchio (n 49) 580–583.
61 ibid 587–589.
62 Article 29 Working Party, Guidelines on Automated individual decision-making and Profiling for 

the purposes of Regulation 2016/679, WP 251 rev.01 (6 February 2018) 20.
63 ibid 21.
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section, I will suggest that, despite its problems, the solution is not to abandon the 
term “AI” altogether; rather, we should adjust our terminology to make it clear that  
we are talking about a type of technology with unclear borders. In this regard, I will 
discuss the term “AI-related technologies”, which will then be used in the rest of this 
thesis.

As has been discussed, AI is a very difficult concept to define, inviting com-
plex philosophical, theoretical and practical questions, and is one which is always 
changing. The Commission’s proposal for the AI Regulation has shown one way in 
which the term can be incorporated into legislation but this approach it is far from 
ideal, not least because it relies on the use of delegated legislation to constantly up-
date and change the law. The weaknesses of “AI” as a concept go beyond practical 
questions of how to draft laws; it also raises concerns about how such laws will be 
perceived by the public. While we may try our hardest to ensure that discussions are 
grounded in reality and modern technology, the term AI has received popular use in 
science fiction and popular discourse. Sentient, hyper-intelligent machines have been 
a long-standing element in popular culture and has been used to describe both vil-
lains—such as Skynet, a dystopian AI which is attempting to destroy humanity64—
and heroes—such as Data, a near-human android that strives to become more human 
and even has “children”.65 Even the word “robot” originated in a play about artificial 
humans.66 It is clear that today’s technology is nowhere near this level of technolo-
gical  sophistication and it  is  not  even clear  whether  such intelligent,  human-like 
computer systems could ever exist.  Inevitably,  however,  the popular usage seems 
likely to colour the perception of the legal usage and so we should be cautious of us-
ing the same term for both. 

The influence of science fiction goes beyond perceived implications as to the 
capabilities of AI. Asimov’s three rules of robotics,67 for example, have been used in 
debates about how AI should behave in the real world,68 while many computer sci-
entists are attempting to work towards, or at least discussing the various approaches 
to creating, human-level artificial intelligences.69 Science fiction, whether deliber-

64 See, e.g., Skynet, a character from the Terminator franchise (1984–2019).
65 See, e.g., Data, a character from Star Trek: The Next Generation (1987–1994). Data and his 

daughter, Soji Asha, were also key characters in Star Trek: Picard (2020).
66 Nils J. Nilsson, The Quest for Artificial Intelligence: A History of Ideas and Achievements (Web 

Version 2010) <http://ai.stanford.edu/~nilsson/QAI/qai.pdf> accessed 5 August 2020, 23–24.
67 The three laws have been expressed as: (1) “A robot may not injure a human being, or, through 

inaction, allow a human being to come to harm”; (2) “A robot must obey the orders given by hu-
man beings except where such orders would conflict with the first law”; and (3) “A robot must 
protect its own existence as long as such protection does not conflict with the First or Second 
Law.”: Isaac Asimov, The Caves of Steel (first published 1954, version 3.1_r4 ebook edition, Ban-
tam Spectra 2011) 168.

68 See, e.g., European Parliament, Report with recommendations to the Commission on Civil Law 
Rules on Robotics (2015/2103(INL)), A8-0005/2017 (2017) 6.

69 Nilsson (n 66) 646–656.
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ately or not, clearly seems to influence the academic or practical discussions about 
AI and, while this influence may be appropriate (or arguably even desirable) in re-
search and development, it is significantly more concerning when used in a legal, 
political or otherwise regulatory sense. Specifically, it creates a risk that we are not  
addressing the problems that actually exist but (due to the use and connotations of 
the term AI) are addressing the problems that we imagine may or might exist in the 
future—with these problems based not on measured forecasts but on fictional con-
cepts originally designed for their entertainment value. 

Some authors  are  already using  alternative  terms,  such as  “algorithms”,70 
while others focus instead on more specific subsets of technology, such as machine 
learning,71 big data analytics,72 the internet of things73 and (particularly within the 
realm of smart contracts) blockchain.74 Whether done specifically to avoid the term 
“AI” or not, this can have some advantages. As well as passing over the baggage of 
the phrase “AI”, focusing on specific technologies can help to narrow a discussion 
down to the actual issues at hand, rather than letting the argument get lost in general-
ities. 

Nevertheless, there is still need for a wider term. Although terms relating to 
specific technologies or approaches can be useful, they are not always appropriate, 
particularly where a piece wishes to speak about multiple computer-science concepts 
that could broadly be described as “AI”. A general term is, therefore, necessary as it 
allows us to branch multiple specific  elements together.  There is  also a  risk that 
pieces which focus on specific technologies will be generalised to a wider range of 
bots and AI-related technologies, distorting the conversation by treating these spe-

70 See, e.g., Desai & Kroll (n 20).
71 See, e.g., Jenna Burrell, “How the machine ‘thinks’: Understanding opacity in machine learning 

algorithms” (2016) 3 (1) Big Data & Society 2053951715622512 or Michael I. Jordan, “Artificial 
Intelligence—The Revolution Hasn’t Happened Yet” (2019) Harvard Data Science Review 
https://doi.org/10.1162/99608f92.f06c6e61.

72 See, e.g., the widespread reception of books such as Viktor Mayer-Schönberger & Kenneth 
Cukier, Big Data: A Revolution That Will Transform How We Live, Work and Think (Kindle edi-
tion, John Murray 2013); Cathy O’Neil, Weapons of Math Destruction: How Big Data Increases 
Inequality and Threatens Democracy (Crown Books 2016) and Shoshana Zuboff, The Age of Sur-
veillance Capitalism: The Fight for a Human Future at the New Frontier of Power (PublicAffairs 
2019).

73 See, e.g., the discussion on the predominance of such devices in Article 29 Working Party, Opin-
ion 8/2014 on the on Recent Developments on the Internet of Things, WP 223 (16 September 
2014) [sic]. See further, e.g., more specific discussion in European Data Protection Board, 
Guidelines 02/2021 on Virtual Voice Assistants (9 March 2021).

74 Sam Wrigley, “Blockchain and the GDPR: A battle of philosophies” in Päivi Korpisaari (ed) 
Data, viestintä ja sääntely: Viestintäoikeuden vuosikirja 2018 (Forum Iuris 2018). See, e.g., Alex-
ander Savelyev, “Contract Law 2.0: «Smart» Contracts As the Beginning of the End of Classical 
Contract Law” Higher School of Economics Research Paper No. WP BRP 71/LAW/2016, 7–8, 
which uses blockchain as a way to distinguish between smart contracts and vending machines.
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cific implementations as representative of the entire range of technologies, as can be 
seen with the conflation between “machine learning” and “artificial intelligence”.75

Further, while the term “algorithm” helps to avoid the issues described above 
in this section, it does so by replacing them with other problems. First, the term is 
extremely broad. As was noted in the introduction, an algorithm is “a set of steps to 
accomplish a task”.76 As a result, the term effectively covers every single computer 
program ever written, from Hello World! to the systems that run AlphaGo.77 As with 
the overly specific term, then, the overly general term can make it difficult (or at 
least linguistically awkward) if we want to discuss systems that we would generally 
understand to be AI-related. A second problem is that, while it may help to avoid the 
connotations of science fiction, the term is sometimes still used in a fantastical way. 
Bogost, for example, has suggested the following: “Here’s an exercise: The next time 
you hear someone talking about algorithms, replace the term with ‘God’ and ask 
yourself if the meaning changes.”78 This is also seen from Desai and Kroll, who say 
that  algorithms are  so  misunderstood  outside  of  computer  science  that  the  word 
“conjures thoughts of dark wizardry”.79 While the same can be said of the term “AI”, 
it seems that using the word “algorithms” does not necessarily solve the problem. 

The term “AI” is, therefore, flawed, but still retains some uses. In particular, 
although it also contains many inaccurate ideas, it does help to act as a general term 
that can be used to quickly communicate the type of technologies under discussion. 
Rather than rejecting the term entirely, then, it may be preferably to simply stop try-
ing to draw hard and fast lines around the definition and instead embrace the fact that 
the relevant “intelligence” of a program is not an easily fixed, measurable or discrete 
issue. Instead, we could consider treating programs as existing on a gradient of intel-
ligence, accepting that while we can usually draw general groupings, there will al-
most always be edge cases that do not fit neatly into one category or another. 

As was demonstrated in s.  2.1, programs can swiftly move from simple to 
complicated and even conceptually simple programs can contain complicated ele-
ments,  or  utilise  external  resources  that  are  more  complicated.  Further,  the  lines 
between these levels of intelligence can be a little vague; given the potential for in-
cremental changes or improvements, it is difficult to draw any useful or meaningful 
“levels” at which a program has officially moved from one category to another. In-
stead, a  more realistic  viewpoint  seems to be that programs can have a number of 

75 House of Lords Select Committee on Artificial Intelligence, AI in the UK: ready, willing and 
able? (16 April 2018) para. 17.

76 Thomas H. Cormen, Algorithms unlocked (MIT Press 2013) 1.
77 Deep Mind, “AlphaGo” <https://deepmind.com/research/case-studies/alphago-the-story-so-far> 

accessed 5 August 2020.
78 Ian Bogost, “The Cathedral of Computation” (The Atlantic, 15 January 2015) <https://www.theat-

lantic.com/technology/archive/2015/01/the-cathedral-of-computation/384300/> accessed 5 Au-
gust 2020.

79 Desai & Kroll (n 20) 23.
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characteristics which, when taken together, give an overall impression of how intelli-
gent (or otherwise) it is.

We can imagine this scale not as a set of discrete levels, but rather as a gradi-
ent.80

Looking at the above gradient, it is not possible (much less useful) to say at what 
point near-white becomes light grey or light grey becomes dark grey or dark grey be-
comes near-black. Although clear “windows” can be seen, the edges of these win-
dows blur together and there are no hard lines where one transitions into the other. 
The same here is true for categories of programs. We can imagine that the simplest 
program could be placed on the far left. This program is pure white; it has nothing 
that we would consider to be “intelligence” and simply performs one single, simple, 
“dumb” function. On the far right, represented by the pure black, would be a (cur-
rently  fictional)  perfect,  sentient,  human-like  (or  even  superior)  AI.  In  practice, 
neither extreme is particularly interesting or relevant. Rather, we are more concerned 
with the space in between: A number of windows with unclear edges, moving from 
particularly unintelligent programs, to cleverer but still “normal” programs, to bots, 
to AI, with a number of gradients or shades between and overlapping.

By using this kind of taxonomical approach, we can gain a number of advant-
ages. For example, we can easily recognise that Hello World! is a relatively unintelli-
gent program and put it quite far to the left.  We may then consider the program 
which asks for and addresses the user by their name. This program is certainly more 
intelligent than Hello World!, but we would struggle to say whether it is sufficiently 
more intelligent to be placed in a new category of intelligence; under this system, the 
question does not need to be answered and we can simply place it somewhere to the 
right on the gradient. When applying this same principle to programs on the right 
side of the scale, we lose the requirement to make an “all or nothing” decision about  
whether  something is  considered “AI”.  This  becomes especially  useful  with pro-
grams that are very advanced, but which do not match up to the science-fiction con-
cepts of AI. 

Another advantage of this approach is that it becomes easier to deal with pro-
grams that are intelligent, but in different ways. A program’s position on the gradient 
can depend on a number of factors taken together. By using the scale, we are able to 
move our discussions from “What measure do we use for whether something is an 

80 For more discussion on the use of a gradient of intelligence, see Sam Wrigley, “Bots, Artificial In-
telligence and the General Data Protection Regulation: Asking the Right Questions” (2019) 22 
Trinity College Law Review 199.
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AI?” to “What are the individual factors which this program has that justifies it being 
higher or lower on the scale?” This helps to avoid the semantic arguments and in-
stead focus on the actual substance of the programs and what does, or does not, make 
them special, relevant or important for the discussion at hand. The idea of a scale is 
also matched by at least some of the discourse surrounding AI-related technologies. 
For example, while they do not explicitly discuss the idea of a gradient of intelli-
gence, Russell and Norvig note that “AI operates at (what the authors consider to be) 
the most interesting end of the spectrum”.81 

To match the window-like nature of the gradient of intelligence, and the re-
jection of clear levels or binary choices, I will prefer the term “AI-related technolo-
gies” over simply “AI”. This term has a number of advantages over using “AI”, “al-
gorithms” or any similar terms. First, it  manages to balance between the two ex-
tremes of overly general terms like “algorithms” or “computer programs”, which 
could  cover  everything  on the  gradient,  and  overly  narrow terms  like  “machine 
learning”. Secondly, it manages to retain the general connotations of intelligence that 
belong to the concept “AI” while also emphasising the fact that we are discussing 
particular technologies that are grounded in reality and that they may not necessarily 
reflect the implications that are taken from science fiction. Thirdly, the use of the 
term compliments the analogue nature of the gradient of intelligence, with the word 
“related” making it clear that we do not necessarily need to be concerned about pre-
cise definitional borders.

The term “AI”, then, is troubled but not entirely without use. Rather than re-
ject it entirely, I have suggested that the better approach is to adopt the term “AI-re-
lated technologies” as a suitcase term so as to allow fluid and realistic conversation. 

2.4. Bots & AI-related technologies

For the rest of this chapter, I will focus on bots and AI-related technologies. As was 
already discussed, this is an area where there is a significant overlap, but it is clear  
that we are discussing programs that are relatively far to the right side of the gradient 
of intelligence.

For the sake of clarity, I understand the term “bots” to represent a window on 
the gradient of intelligence where programs may typically be characterised by some 
of the following elements:

• The ability to preform an automated process or task repeatedly without the 
need for significant intervention by a human;

• The  ability  to  gather  and  process  unknown  data  in  a  dynamic  way  and 
provide an appropriate output, possibly also with a dynamic output. This in-
cludes bots that are designed to gather and analyse big data sets;

81 Russell & Norvig (n 11) 36.
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• The ability to act, or appear to act, in a superficially human-like way; and/or

• The ability to respond dynamically to inputs or issues in a more intelligent 
way than a “normal” program would do.

This window will generally be considered to be lower than the window for AI-re-
lated technologies, but will be higher in the gradient than “dumb” programs that, for 
example, operate purely according to explicitly provided instructions in static tasks 
and or a finite way.

Further, I understand the term “AI-related technologies” to represent a win-
dow on the gradient of intelligence where programs may typically be characterised 
by some of the following elements:

• The use  of  technological  approaches  to  self-development  or  self-learning. 
This includes the ability to perform tasks, or work out how to perform tasks, 
that the program has not been explicitly taught how to perform;

• The ability to perform specific tasks or problems, including common-sense or 
expert tasks;

• The ability to act, or appear to act, in a human-like way; and/or

• The ability to respond dynamically to new inputs or issues in a more intelli-
gent way than a bot would do.

3. “Algorithmic fairness” and ethics

Given my focus on the concept of fairness, it seems appropriate to begin the sub-
stantive discussion around the use of bots and AI-related technologies with the con-
cepts of algorithmic fairness and ethics. These issues have become a major topic of 
conversation. In addition to the many ethical guidelines that have been proposed or 
put forward,82 there are dedicated conferences,83 research centres84 and a large body 
of literature on the topic.85 Unfortunately, as will be seen below, the conversation is 
extremely fractured and, while there are some points of agreement, there are a num-
ber of important issues that exist.

82 For one of many lists collecting ethical guidelines, see Algorithm Watch, “AI Ethics Guidelines 
Global Inventory” <https://algorithmwatch.org/en/ai-ethics-guidelines-global-inventory/> ac-
cessed 29 March 2021.

83 See, e.g., the annual AAAI/ACM Conference on Artificial Intelligence, Ethics, and Society <ht-
tps://www.aies-conference.com/2021/> accessed 29 March 2021.

84 See, e.g, University of Oxford Institute for Ethics in AI <https://www.schwarzman-
centre.ox.ac.uk/ethicsinai> accessed 23 March 2021.

85 Many examples of this literature will be covered in this section and throughout the thesis. At the 
time of writing (29 March 2021), a search within Google Scholar, <https://scholar.google.com/>, 
for “AI ethics” in quotation marks returns 6,130 results, while a search for the term without quo-
tation marks returns “about 2,000,000 results”. Given that such a search is very unlikely to rep-
resent a complete picture of the academic discourse, we can assume that the true number of pub-
lications on the topic is well above at least the first of the two numbers.
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There is, perhaps unsurprisingly, a complex relationship between bots and 
AI-related technologies, on the one hand, and ethics and fairness on the other. For 
example, a study by Shank and DeSanti looked at the attribution of morality to AI-
related technologies.86 Notably, they found that in the cases where an AI-related tech-
nology produced an outcome which the researchers had coded as a moral violation, 
43.5% of  research participants found that  the AI had committed a  moral  wrong, 
while in situations which the researchers had coded as no violation, 23.9% found a 
moral violation.87 Interestingly, the authors also found that when the event in ques-
tion was based around parole sentencing, the condition coded as no violation was re-
ported as being just as wrong as the violation condition.88 They identified knowledge 
of the underlying algorithm, whether the research participant perceived the AI-re-
lated technology as having a mind of its own and the nature of the event as factors  
(although they did not claim that these were exhaustive or definitive and called for 
more research on the topic).89 This study shows us that, in some areas (such as prison 
sentencing) there may be no solution where the use of bots and AI-related technolo-
gies will be, from an ethical point of view, considered acceptable. Further, as bots 
and AI-related technologies develop the capacity to become more and more human-
like, the way in which ethical guidelines are implemented may need to change if 
people’s perceptions of blame shift. How, then, should developers and users of such 
technologies address ethical questions?

Before moving to the substantive discussion, it is important to note that we 
cannot take an overly reductive view of ethics in this area. As pointed out by Floridi 
and Taddeo,  ethics  goes  beyond simply  ensuring that  the  underlying  code or  al-
gorithms are ethical;  it must also consider the ethics of the data that is used by the 
technology, and of the practices  surrounding the development, use and deployment 
of the technology.90 To gain a proper view of ethics and fairness in this context, we 
must therefore take a holistic view.

3.1. Ethical guidelines

There are a considerable number of competing or proposed ethical guidelines for the 
use and development of bots and AI-related technologies. Due to necessary reasons 
of scope, this subsection in particular will therefore focus on a few notable examples, 
as well as looking at some existing literature reviews, rather than attempting a com-
plete,  novel  survey.  However,  before  continuing,  it  is  important  to  recognise 
Schuklenk’s point that, due to the realities of funding models in academia, readers 

86 Daniel B. Shank & Alyssa DeSanti, “Attributions of morality and mind to artificial intelligence 
after real-world moral violations” (2018) 86 Computers in Human Behaviour 401.

87 ibid 403.
88 ibid 403.
89 ibid 407–408.
90 Luciano Floridi & Mariarosaria Taddeo, “What is data ethics?” (2016) 374 Phil Trans R Soc 

20160360, 3.
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should  retain  a  certain  scepticism when  reading  contributions  about  AI  ethics.91 
Schuklenk is not the only person to note this concern; in 2019, Nature’s editorial fo-
cused on the importance of ensuring that international AI ethics panels were both in-
dependent and properly protected from undue influence.92 This topic should, there-
fore, be read with a critical eye.

An important paper in this field is that by Jobin, Ienca and Vayena, who per-
formed a review of the existing documents setting out AI guidelines and principles.93 
The authors  found 84 different  papers,  mostly published after  2016, with private 
companies and governmental agencies being the most common authors (22.6% and 
21.4%, respectively).94 The authors found that there were 11 “overarching ethical 
values and principles”,95 although none were contained in every document and there 
were substantial differences in their interpretation, importance, relevance and imple-
mentation. The values identified (and the number of papers in which they appeared) 
were transparency (73), justice and fairness (68), non-malfeasance (60), responsibil-
ity (60), privacy (47), beneficence (41), freedom and autonomy (34), trust (28), dig-
nity (14), sustainability (13), and solidarity (6).96 Although the study found that the 
most common sources for the papers were the US and the UK (being 25% and 15%, 
respectively), this may have been influenced by the fact that they only searched for 
documents in English, German, French, Italian or Greek.97

This study demonstrates how diverse the range of guidance  is for  how and 
when bots  and AI-related  technologies  can  be  said to  be being used “ethically”. 
While we may dismiss some of the variations as potentially due to author bias (it 
must be remembered that the study’s selection criteria did not look at  how well-
reasoned or partial the paper was),98 the notable amount of variation demonstrates 
the ongoing nature of this debate and indicates that it may not be possible to reach a 
single, hard and fast rule which satisfies all parties. 

Nevertheless,  it  is  interesting that  transparency,  fairness,  non-malfeasance, 
responsibility and (albeit not as significantly) privacy appeared in more than half of 
the  documents  identified.  The  inclusion  of  common  themes—and,  interestingly, 
common themes that reflect similar values to those in the GDPR, art. 5—shows that 
these elements should be at least considered when reviewing whether bots and AI-re-
lated technologies are processing personal data ethically.

91 Udo Schuklenk, “On the ethics of AI ethics” (2020) 34 (2) Bioethics 146. 
92 “International AI ethics panel must be independent” (2019) 572 Nature 415.
93 Anna Jobin, Marcello Ienca & Effy Vayena, “The Global Landscape of AI Ethics Guidelines” 

(2019) 1 Nature Machine Learning 389.
94 ibid 389–391.
95 ibid 391.
96 ibid 394–396.
97 ibid 390–391.
98 ibid 390.

195



Another important review of AI ethical guidelines is by Hagendorff, who was 
rather critical of the existing literature. In his review, he looked at 22 “major AI eth-
ics  guidelines”  but  found  that  these  were  generally  ineffective.99 Similar  to 
Schuklenk’s concern, Hagendorff points out that companies’ development of ethical 
guidelines is often used as a reason to argue against laws which might curb their 
freedom to act.100 Like Jobin, Ienca and Vayena, Hagendorff found that issues of ac-
countability, privacy and fairness appeared in the majority of papers (80%).101 Inter-
estingly,  Hagendorff  argues  that  the  guidelines  often  focused  on  values  such  as 
justice,  robustness  and  safety,  which  he  argues  “are  most  easily  operationalized 
mathematically and thus tend to be implemented in terms of technical solutions”.102 
He goes on to suggest that there is an overlap between the tendency to operationalise 
ethics and the disproportionately male authorship of the guidelines, noting that of the 
ones he examined “almost no guideline talks about AI in the contexts of care, nur-
ture, help, welfare, social responsibility or ecological networks”.103 

Hagendorff’s  review also  goes  beyond  the  guidelines  themselves,  finding 
that, in practice, these guidelines seem to have little or no effect.104 While a lack of 
enforceability contributed to this, both personal motivations and corporate culture 
were found to lead people to effectively ignore or neglect the ethical guidelines.105 It 
is also worth noting that Hagendorff is very critical of the abstract-level at which 
these guidelines are typically drawn, arguing that as they focus on AI as a whole, this 
“not only prevents actors from bringing their own practice into line with them, but 
rather encourages the devolution of ethical responsibility to others.”106

Hagendorff is not alone in a doubting position. Rességuier and Rodrigues, re-
ferring to Laugier, argue that the true strength of ethics (what they refer to as its 
teeth) is “a constantly renewed ability to see the new” [emphasis in original].107 Fur-
ther, the authors argue that distilling ethical discussion into a list of principles, norms 
and values can be considered “the end of ethics” in the sense that it stops the discus-
sion and ability to fight the “cognitive and perceptive inertia that hinders our capa-
city to see what is different from before or in different contexts, cultures or situ-

99 Thilo Hagendorff, “The Ethics of AI Ethics: An Evaluation of Guidelines” (2020) 30 Minds & 
Machines 99.

100 ibid 100.
101 ibid 103.
102 ibid 103.
103 ibid 103.
104 ibid 108–109.
105 ibid 108–109.
106 ibid 111–112.
107 Anaïs Rességuier & Rowena Rodrigues, “AI ethics should not remain toothless! A call to bring 

back the teeth of ethics” (2020) 7 (2) Big Data & Society 10.1177/2053951720942541, 2–3, ref-
erencing Sandra Laugier, “The will to see: Ethics and moral perception of sense” (2013) 34 (2) 
Graduate Faculty Philosophy Journal 263.
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ations”.108 This claim has an interesting appeal; as was discussed in Chapter 2, while 
the formulation of ethics into firm rules and guidelines makes them more actionable, 
it also reduces the flexibility and increases the capacity for manipulation or scope for 
loopholes. At the same time, the claim that these guidelines render ethics toothless 
seems a little extreme. At the very least, however, the author’s warning that ethics 
must retain its flexibility, particularly in the wide and constantly-evolving scope of 
bots and AI-technology, is valuable and should be remembered.

A similarly critical perspective comes from McLennan et al., who point out 
that  AI frameworks are  not  enough and that,  “despite a wide range of AI ethics 
frameworks and principles being published in recent years, the challenges of build-
ing ethical AI are as acute and pervasive as either.”109 Instead, the authors argue, the 
scientific community must open itself to a great engagement with, and employment 
of, more diverse teams who can properly understand and address the issues affecting 
marginalised communities.110

In an alternative approach to examining the literature, Mittelstadt et al do not 
examine ethical issues separately as above, but instead propose grouping the discus-
sions into six ethical corners: inconclusive evidence, inscrutable evidence, misguided 
evidence, unfair outcomes, transformative effects or traceability.111 This breakdown, 
they argue,  helps to  “distinguish epistemological  [categories  1–3],  strictly  ethical 
[categories 4–5] and traceability [category 6]” and therefore to “organise a widely 
dispersed academic discourse addressing a diversity of technologies”.112 Neverthe-
less, the authors also note that, no matter how desirable a comprehensive and com-
plete survey of ethical work in all fields would be, “the scope of such as an exercise 
is prohibitive” and therefore their analysis may still have gaps.113 The authors’ break-
down, while interesting and helpful in organising discussions on the literature, also 
highlights an important meta-issue: That the discussions on fairness in bots and AI-
related technologies is incredibly broad and is evolving such that we can never ex-
pect any single actor to be familiar with every issue or competing approach. While 
this is undoubtedly true as well of ethics and fairness in a conventional environment, 
the added complication of requiring advanced knowledge and consistent research 
into both ethics  and the relevant  field of bots and AI-related technologies would 
seem to increase the difficulty of staying informed and up-to-date.

108 Rességuier & Rodrigues ibid 3.
109 Stuart McLennan & others, “AI Ethics Is Not a Panacea” (2020) 20 (11) American Journal of 

Bioethics 20, 21.
110 ibid 21–22.
111 Brent Daniel Mittelstadt & others, “The ethics of algorithms: Mapping the debate” (2016) 3 (2) 

Big Data & Society 10.1177/2053951716679679, 4.
112 ibid 4–5.
113 ibid 14.
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Having examined some of the meta-studies, it is worth looking at some of the 
actual  guidelines  that  have  been  issued.  One  particularly  important  publication 
within the context of EU law is the EU Expert Group’s assessment list for trust-
worthy AI. The list provides a number of categories for assessment and poses ques-
tions or prompts for each that should be considered by parties wishing to use AI-re-
lated technologies. However, while the elements of this list are helpful for starting 
and steering a conversation into the relevant areas, they may not actually be that 
helpful in guiding the actual conclusions or results. For example, in Requirement 3 
(Privacy and Data Governance), the assessment list purportedly “helps to self-assess 
the impact of the AI system’s impact on privacy and data protection” by asking:

“• Did you consider the impact of the AI system on the right to pri-
vacy, the right to physical, mental, and/or moral integrity and the 
right to data protection?

  • Depending on the use case, did you establish mechanisms that al-
low  flagging  issues  related  to  privacy  concerning  the  AI 
system?”114

The Requirement then includes a number of GDPR-related questions under the head-
ing “Data Governance”, including whether “any of the following measures [includ-
ing a DPIA, use of a DPO, privacy by design and default, and the use rights to with-
draw consent, object to the processing and erasure] some of which are mandatory 
under the [GDPR]” were put into place.115 

This highlights a number of issues. First, as the Assessment List is general 
rather than focusing on data protection specifically, it is not possible for it to go into 
significant detail on any particular issue. The 1¼ pages allotted are therefore inevit-
ably  rather  brief  compared  to  the  scale  and  complexity  of  GDPR  compliance. 
Secondly, it is unfortunate that each of the questions seem to prompt closed answers; 
although an in-depth conversation could be had on each of these issues and would 
ideally exist, the way in which they are framed simply prompts a simple “yes” or 
“no” answer. Certainly one can see the appeal from an administrative point of view; 
those using the checklist will ultimately want a guide on whether or not they are able 
to proceed with the processing. Unfortunately, this advantage is undermined by the 
fact that the list (rightly) does not try and claim that a certain amount of “yes”s or 
“no”s are necessary to tip the answer in one direction or the other. This therefore 
makes the simplicity of the questions feel somewhat misleading and, moreover, feels 
like a missed opportunity since a controller may reach the end of the list and then be 
uncertain about how to translate their discussions into an actionable result.

114 Independent High-Level Expert Group on Artificial Intelligence, The Assessment List for Trust-
worthy Artificial Intelligence (ALTAI) for self assessment (2020) 12.

115 ibid 12–13.
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Another  interesting  example  is  The  Responsible  Machine  Learning  Prin-
ciples put forward by the Institute for Ethical AI and Machine Learning.116 When 
reading their content, the Principles would seem to be fairly broad and general (e.g. 
for privacy, the Principles read: “I commit to build and communicate processes that 
protect and handle data with stakeholders that may interact with the system directly 
and/or indirectly”117). However, the Principles also describe themselves as “a prac-
tical framework [the purpose of which] is to provide guidance for technologists to 
develop machine learning systems responsibly.”118 Each principle further contains a 
blurb of text, as well as some examples of each principle being done well or done 
poorly, sometimes with links to external sources.119 Notably, one key element of the 
Principles seems to be network building and, at several points on their website, they 
provide a link to join their network. At time of writing, the network was still de-
scribed as in “BETA”, with 181 publicly listed members, 19 of whom were listed as 
unaffiliated or individual members; 30 of whom were listed as affiliated with univer-
sities (although some universities have more than one affiliate); a listed affiliate each 
from the Australian Government, UK Cabinet Office and European Parliament; and 
listed affiliates from various banks, technology companies (including large industry 
players like Google and Amazon), not-for-profit groups, law firms and other busi-
nesses.120

On the one hand, there is certainly room for wide principles such as these and 
for the creation of networks that can facilitate conversations about ethical issues. 
However, it must also be noted that, in general, such broad principles, as well as net-
works of groups, do come with a risk.121 In particular, there is a danger of ethics 
washing or ethics theatre, using either nominal compliance with, or membership of a 
group that promotes, vague principles to appear ethically minded while actually fail-
ing to address or resolve more tangible ethical issues. 

Not all ethics documents operate on such a level of abstraction. Among oth-
ers, Rochel and Evéquoz have published work which breaks down certain sections of 
the machine learning workflow, identifying key ethical questions and some consider-
ations on how to approach those issues.122 For example, for the phase of understand-
ing and preparing data, the authors provide seven clear recommendations, including 

116 The Institute for Ethical AI & Machine Learning, “The Responsible Machine Learning Prin-
ciples” <https://ethical.institute/principles.html> accessed 17 March 2021.

117 ibid. 
118 ibid.
119 ibid.
120 The Institute for Ethical AI & Machine Learning, “Ethical AI Network” <https://ethical.institute/

network.html> accessed 29 March 2021. The affiliations in question are those listed on the web-
site and have not been independently verified. 

121 It should be noted that these are not criticisms of The Institute for Ethical AI & Machine Learning 
per se, nor are they the only body to have principles of this type.

122 Johan Rochel & Florian Evéquoz, “Getting into the engine room: A blueprint to investigate the 
shadowy steps of AI ethics” [2020] AI & Society 10.1007/s00146-020-01069-w.
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“Be fully informed about the objectives and the underlying reasons behind these ob-
jectives”, “Clarify the normative presuppositions upon which data sets rely, espe-
cially for cases of disputed categories” and “Give special attention to the normative 
implications  of  the  different  data  quality  correction  techniques.”123 Clearly,  such 
breakdowns can be very useful for actors in specific fields and, at  least  in some 
cases, can presumably be transferred to related fields by analogy. However, this more 
concrete application is also traded off against an increased limitation of applicability, 
losing flexibility that can be applied in a wider conversation and, in some cases, 
could risk the discussion becoming pigeon-holed. 

Before moving on, it is worth examining a somewhat different approach to 
AI ethics, being that taken by the Moral Machine.124 Rather than setting guidelines 
on morality, the Moral Machine was essentially an attempt to crowd source “a hu-
man perspective on moral decisions made by machine intelligence”, with users being 
presented  with  a  moral  dilemma  and  being  asked  to  “choose  the  lesser  of  two 
evils”.125 This information was then collected into a data set, which could be ana-
lysed for moral preferences, trends and patterns.126 This approach has also been sub-
ject to harsh critique, with Etienne, for example, claiming that it was methodologic-
ally inadequate, artificial and reductive.127 Nevertheless, the idea of determining eth-
ical procedures not by a single person’s consideration and decision but by surveying 
a group is interesting. Certainly, such an approach could (if done properly) help to 
protect from biases of individuals. However, it also raises concerns over tyranny of 
the majority or unrepresentative samples being used to justify unethical behaviour., 
as well as risks of abdicating authority to a disinterested crowd. 

The above survey has shown that although there is certainly a lively discus-
sion as to ethical guidelines for bots and AI-related technologies, it cannot be said 
that  there are any clear answers.  It  is  possible to argue that  the “marketplace of 
ideas” allows controllers to determine which publications they consider most applic-
able or persuasive. However, it also creates the risk that helpful methodologies will 
get lost in the crowd, that controllers can just pick the approach which is the most 
profitable rather than the most ethical, or that people who subscribe to different ap-
proaches will simply end up talking past each other rather than discussing the issues 
constructively. This variety, and these concerns, must therefore be kept in mind when 
considering how to apply the “fairness” requirement to bots and AI-related technolo-
gies.

123 ibid 9.
124 Edward Awad & others, “The Moral Machine experiment” (2018) 563 Nature 59.
125 Moral Machine <https://www.moralmachine.net/> accessed 26 March 2021.
126 Awad & others (n 124).
127 Hubert Etienne, “When AI Ethics Goes Astray: A Case Study of Autonomous Vehicles” (2020) 

Social Science Computer Review 10.1177/0894439320906508.
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3.2. Fairness as expressed mathematically

It is interesting, and important, to note that computer science can look at fairness in a 
very formal and mathematical way. This is not particularly surprising and, in many 
ways, expressing fairness as a mathematical concept is an attractive concept. Under 
this approach, whether something is fair becomes a reliable test that can be repro-
duced and proven. However, as will be explored, this also raises a number of diffi-
culties. First,  by expressing fairness in the language of maths, it  can become ex-
tremely difficult for people without the required formal training to follow the argu-
ment. A second concern is that, by creating such formal rules for fairness, we risk 
hiding the subjectivity and fact-specific nature that has been discussed at great length 
in this thesis as being a necessary and important element. 

Corbett-Davies and Goel, in their review of prominent algorithmic expres-
sions of fairness in risk-assessment tools, draw out three groups for definitions of 
fairness:  anti-classification,  where protected characteristics must be ignored when 
determining the risk of a particular event; classification parity, where a chosen per-
formance measure (e.g. false positives) must be the same in all groups when determ-
ining the risk of a particular event; and calibration, where scores are calibrated such 
that two people are given the same risk scores if there is the same likelihood of a cer-
tain event occurring, even across groups.128 Having defined these groups as such, the 
authors then proceed to give formal proofs for each of these. For example, they state 
that: “Formally, anti-classification requires that: d(x) = d(x’) for all x, x’ such that xu 

= x’u”.129 Meanwhile, “parity of false positive rates means that Pr(d(X) = 1 | Y = 0, Xp 

) = Pr(d(X) = 1 | Y = 0)”130 and “given risk scores s(x), calibration is satisfied when 
Pr(Y = 1 | s(X), Xp) = Pr(Y = 1 | s(X))”.131 

Before beginning to critique this approach to fairness, it is important to make 
some aspects clear. Unlike here, Corbett-Davies and Goel do not simply throw out 
these equations without any explanation for the reader. For example, they do explain 
clearly that x represents a visible characteristic of a particular person, that xp repres-
ents a protected characteristic and xu represents an unprotected characteristic, and 
that d(x) represents a decision made on the basis of a characteristic. While not all ele-
ments of these expressions are laid out for the reader, they also follow many conven-
tions that would be known to their target audience, for example the fact that x’ indic-
ates a variable that is sufficiently similar to, but not the same as, the variable x. Im-
portantly, I am not attempting to argue that these expressions above would necessar-
ily be difficult to follow or understand for a person who is trained in computer sci-
ence, or who operates in the field. 

128 Sam Corbett-Davies & Sharod Goel, “The Measure and Mismeasure of Fairness: A Critical Re-
view of Fair Machine Learning” (2018) arXiv:1808.00023 [cs.CY], 2.
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Nevertheless, outside of this technical audience, mathematical or algebraic 
expressions of fairness such as those given above are unlikely to be particularly ac-
cessible. Indeed, even Corbett-Davies’ and Goel’s article, which explains a signific-
ant  amount  of  the material  in  a  clear  and well-structured manner,  could be con-
sidered extremely difficult reading for amateurs who may be interested in the topic. 
Clearly, such readers are not the target audience of the publication and there must be 
space for discussions that cater specifically to experts. Still, a notable characteristic 
of the mathematical approach to fairness is that it cannot be considered accessible to 
a wider audience. One may argue that data subjects should become more informed 
about how computers function and that numerical literacy and education should be 
generally increased.  Indeed, it  is  hard to seriously argue against this proposition. 
However, it is not reasonable to assume that all (or even most) data subjects will be 
able to interpret formula like those extracted above—let alone judge whether or not 
that formula is a reasonable expression of fairness, or whether or not the controller 
has complied with it. It must be remembered that most people will not have the time 
or interest to become experts in computer science alongside the rest of their life and 
activities. It is therefore inevitable that these formula will need to be translated for 
the wider audience and, as with any translation, there are inherent risks that such a 
translation will not fully reflect the original meaning.

In addition to accessibility, another limitation of mathematical expressions of 
fairness is the risk of apparent objectivity. Where a controller can say that their pro-
gram meets, for example, the conditions of d(x) = d(x’) for all x, x’ such that xu = x’u, 
they may also claim that that means that it is fair. Even where such a claim is not  
made, there is a risk that data subjects would interpret the claim as meaning that the 
program is mathematically proven to be fair,  or think that the satisfaction of the 
mathematical criteria renders the controller immune from challenge.

It is important to note at the outset that such a claim would not be in line with 
the actual science behind this algebraic expression of fairness. When analysing crim-
inal justice risk assessments, Berk et al. identified at least six different definitions of 
algorithmic fairness132 and noted that these definitions are often contradictory or in-
compatible.133 It would be a mistake to say that any particular mathematical or algeb-
raic method for fairness is an expression of fairness per se; rather, it is simply one 
possible way of implementing a rule that can be considered fair. 

Underlying the maths,  then,  remains a  considerable amount  of subjective, 
complicated and policy-based decisions about what fairness actually is and how it 
should (or even could) be implemented in any particular factual circumstances. The 
mathematical expressions of fairness cannot be taken to contradict or replace the 

132 Richard Berk & others, “Fairness in Criminal Justice Risk Assessments: The State of the Art” 
(2021) 50 (1) Sociological Methods & Research 3, 15–17.

133 ibid 19–25.
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definition of fairness discussed in Chapter 2. Rather, they are simply tools for the im-
plementing a certain interpretation of fairness, or for helping to gather more informa-
tion that can then be used during the human analysis. Even where a controller says 
that their program satisfies the requirements of d(x) = d(x’) for all x, x’ such that xu = 
x’u, we can still legitimately discuss whether this measure actually reflects or pro-
duces a fair outcome, either in general or in this particular case. 

It is therefore important to remember that the choice of any particular algeb-
raic expression of or approach to fairness is, in and of itself, a value question that  
must  be  decided  fairly.  The  problem arises  where,  as  indicated  above,  a  person 
(whether they are a data subject, controller or even a regulator) fails to appreciate or 
consider this first question and instead simply looks at whether the algebraic condi-
tions are satisfied. This ties into the risk of perceived objectivity, a long-standing 
point of contention which will be discussed in s. 4.3.

4. Data protection, bots and AI-related Technologies: Factors to be con-
sidered?

Having established a working definition of bots and AI-related technologies and re-
viewed the thorny topic of ethics, the question now becomes how the use of these 
new technologies  actually  alters  the  discussion  or  situation  surrounding the  pro-
cessing of personal data. This is an important step as, when analysing the legitimate 
interest fairness test outlined in Chapter 3, it is necessary to include relevant factors 
and circumstances, including those which are notably distinct from other processing 
environments. 

During this discussion, it is helpful to remember that while much is made of 
technology’s potential threats or increased risks to data subjects, bots and AI-related 
technologies are also fully capable of being used to increase data subject protection. 
This could be because controllers use such technologies to make their processing 
more  data-protection  friendly  or  because  data  subjects  themselves  are  deploying 
such  programs on their own behalf.134 Because this section is concerned with how 
bots and AI-related technology will alter way that personal data is processed within 
the scope of the GDPR, it will inevitably focus on the use of data by controllers. 
Nevertheless, both within this scope and more generally, it is good to remember this 
more nuanced potential of bots and AI-related technologies.

In this section, the research material focuses on bots and AI-related technolo-
gies as a whole, rather than on any particular technologies. I will therefore attempt to 
group the issues in a way that conveys the significant differences as compared to 
conventional processing environments. I do not claim this to be the only possible 

134 For a discussion of some ways in which bots and AI-related technology can be used to enhance 
privacy, see, e.g., Andrea Scripa Els, “Artificial Intelligence as a Digital Privacy Protector” 
(2017) 31 (1) Harv JL Tech 217.
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way to group these issues, but rather that the grouping used here is a useful and con-
structive way of understanding the debates.

4.1. The issues of transparency

One issue that has received a lot of attention (both academic and otherwise) relates 
to  concerns  about  opacity  of  processing.  This  is  often expressed in  terms of  the 
“black box” problem—that decisions made by bots and AI-related technologies are 
obscure, made with reasoning that cannot be determined and therefore we cannot ne-
cessarily trust that decision. However, we must be careful not to exaggerate the issue 
and should also note the similarities to human decision-making in this regard, which 
can also be extremely opaque at times.

Rather  than  simply  treating  transparency  issues  as  a  single,  homogenous 
concept, Burrell helpfully breaks the issue into three main categories: opacity arising 
from deliberate concealment, opacity arising from an inability to read or write com-
puter code, and opacity arising from bots and AI-related technologies being able to 
act outside of human reasoning and capabilities.135 This taxonomy is useful as it dis-
tinguishes between opacity issues that can be overcome (e.g. by reliable enforcement 
of transparency rules, greater education or the use of expert auditors) and those that 
cannot (e.g. where the processing is simply incompatible with human thought pro-
cesses).

Further, this division of opacity is useful for answering the key question of 
this section as it helps us to determine which kinds of opacity are unique to bots and 
AI-related technologies and which kinds can also be seen in humans. Certainly, opa-
city arising from deliberate concealment is not unique to the technological context. 
Further,  such  opacity  will  be  the  result  of  human  actions,  decisions  and  design 
choices (whether they be deliberate, accidental or negligent) rather than due to any 
reason that can be attributed to the technology itself. On this point, then, there is no 
significant difference between humans on the one hand and bots and AI-related tech-
nologies on the other.

Equally, Burrell’s other groups of opacity can also be seen when trying to un-
derstand human decision making. As a starting point, it is important to remember 
that  there are many disciplines that attempt to understand how humans make de-
cisions,  including,  inter  alia,  psychology,  sociology,  economics,  linguistics,  theo-
logy, politics, law and even art.136 When asking, therefore, whether we can really un-
derstand how humans make decisions, the scope of dissent on the topic quickly leads 

135 Burrell (n 71) 1–2.
136 For some discussion, see, e.g., Geet J. Groeneveld & others, “Theoretical foundations of human 

decision-making in agent-based land use models—A review” (2017) 87 Environmental Modelling 
& Software 39; Etienne Koechlin, “Human Decision-Making beyond the Rational Decision The-
ory” (2020) 24 (1) Trends in Cognitive Sciences 4; and Morris Altman (ed), Handbook of Behavi-
oural Economics and Smart Decision-Making (Edward Elgar Publishing Limited 2017).
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to the answer “not yet”—or, at the very least, not definitively so. Given this, it is 
easy to draw parallels between difficulties in discerning human decision-making and 
Burrell’s latter two groups of opacity with bots and AI-related technologies; with 
both humans, and bots and AI-related technologies, decisions can be opaque either 
because we do not have the training to understand them (whether that be training in 
computer science or psychology) or because the decision is simply not made in a 
way that we understand (either because the program deals with the question in a 
totally different way to a human approach or because the other person did not think 
things through in a way that we would expect or understand).

It is also interesting here to note that there are extensive legal regimes which 
attempt to deal with the lack of transparency of human decision-making. In addition 
to the EU’s access to documents regime,137 there are, for examples, rules which cre-
ate obligations to give reasons for decisions138 as well  as rules requiring that de-
cision-makers avoid conflicts of interest to prevent subconscious biases from influ-
encing decisions.139 While questions have been raised about whether these rules go 
far enough in practice,140 it is clear that the law generally recognises that we cannot 
simply divine human reasoning and must, therefore, implement procedures to deal 
with this opacity.

One difficulty  is  that  while  the  issue  of  transparency  may  be  the  same, 
Bathaee points out that the tools used to tackle opacity in human decision making 
can be difficult to translate to bots and AI-related technologies.141 Looking at the US 
approaches to intent and causation, Bathaee noted that “humans can be interviewed 
or cross-examined; they leave behind trails of evidence such as e-mails, letters and 
memos”142 but that such enquiries either do not work or are inapplicable when the 
decision comes from an artificial source.143 While Bathaee’s work is undoubtedly 
US-centric, the core point is still relevant to other jurisdictions and we cannot simply 
try to duplicate or extend existing transparency rules. At the same time, however, we 

137 See, e.g., Regulation (EC) No 1049/2001 of the European Parliament and of the Council of 30 
May 2001 regarding public access to European Parliament, Council and Commission documents 
[2001] OJ L145/43.

138 See, e.g., Consolidated version of the Treaty on the Functioning of the European Union [2012] OJ 
C326/47, art. 296, which requires that legal acts contain the reasons for which they were passed, 
or Protocol (No 3) on the Statute of the Court of Justice of the European Union [2016] OJ C 
202/210, art. 36, which requires that legal judgments contain the reasons for the decision.

139 See, e.g., the requirement that Members of the European Commission must declare any interests 
which might render them impartial in their duties: Commission Decision of 31 January 2018 on a 
Code of Conduct for the Members of the European Commission (C/2018/0700) [2018] OJ C 
65/06, art. 3.

140 See, e.g., Deirdre Curtin & Päivi Leino-Sandberg, “Openness, Transparency and the Right of Ac-
cess to Documents in the EU”, report for the European Parliament PETI Committee (2016) 9–12.

141 Yavar Bathaee, “The Artificial Intelligence Black Box and the Failure of Intent and Causation” 
(2018) 31 (2) Harv JL Tech 889.

142 ibid 892.
143 ibid 906–928.

205



should not assume that everything must be invented anew. Much as learning psycho-
logy and reading letter chains can help a person to understand human decision-mak-
ing or specific decisions, learning computer science and reading program logs can 
help to understand decisions by bots and AI-related technologies. The question, then, 
becomes when and how to apply the existing approaches (and with what modifica-
tions) and when to apply new ones.

Fortunately, there is no lacking in discussion on how to approach transpar-
ency for bots and AI-related technology. For example, Hildebrandt’s article on profil-
ing by machines drew out three novelties: that the processing was being performed 
by machines rather than “organisms”, that the profiles were based on discovered 
knowledge that was “‘hidden’ in the data” rather than existing knowledge, and that 
we do not know how profiling will affect us because “we basically have no access to 
the way they are produced and used”.144 I agree that it can be difficult to know how 
profiling will actually affect data subjects without true information about how those 
profiles are created or utilised, although (as discussed above) one may argue that the 
same  is  true  of  profiles  created  by  humans.  Further,  it  is  notable  that  while 
Hildebrandt’s critique was raised as part of a call for effective information rights to 
be included in the GDPR, no such general transparency requirements exist for hu-
man profiling or decision making per se. We may, therefore, wonder whether, at least 
to some extent, we may actually have more information about decisions made by 
bots and AI-related technologies than we do about decisions made by humans.

From a practical point of view, Thon and Nes have pointed out that the in-
creased opacity may increase the importance of regulatory authorities. They point 
out that the more personal data that is involved in the analysis, the more complicated 
the processing becomes and the greater the potential imbalances between controllers 
and data subjects.145 While the authors discuss the use of data portability as a pos-
sible solution,146 it is also an important reminder that transparency does not simply 
flow between the controller and the data subject, but also between the controller and 
supervisory authorities or other third-party watchdogs. Such actors can play a vital 
role in enforcing rights147 and may have the ability or resources to divine information 
that would be opaque to a data subject by reason of computer illiteracy or non-hu-

144 Mireille Hildebrandt, “The Dawn of a Critical Transparency Right for the Profiling Era” [2012] 
Digital Enlightenment Yearbook 41, 44. It must be noted at this point that Hildebrandt’s article is 
from 2012, meaning that the GDPR was still in draft form during its writing and therefore reflects 
older transparency rules, which contained notably fewer specified requirements under the DPD 
than under the GDPR. 

145 Bjørn Erik Thon & Catharina Nes, “Controlling the Algorithms” (2017) 3 (1) EDPL 16, 18.
146 ibid 18–19.
147 For a review of some cases involving such watchdogs, see, e.g., Dariusz Adamski, “Access to 

Documents, Accountability and the Rule of Law—Do Private Watchdogs Matter?” (2014) 20 (4) 
European Law Journal 520.
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man reasoning,148 but can be just as dependent on transparency as data subjects when 
it comes to controller-induced opacity.

Interestingly, Wachter, Mittelstadt and Russell have suggested that the current 
literature on transparency is focused on the wrong thing. Rather than attempting to 
see inside of the black box, they argue that bots and AI-related technologies should 
provide counterfactual  explanations  which provide information about  what  factor 
(or, where appropriate, factors) could have been changed to result in a different de-
cision.149 The authors give the example of a rejected loan application which gives the 
explanation: “You were denied a loan because your annual income was £30,000. If 
your income had been £45,000, you would have been offered a loan”.150

To justify this approach to transparency, the authors identify a series of issues 
with the traditional model: That (they argue) there is no legally binding right to an 
explanation; that insofar as such a right exists, it is very limited; that explaining how 
algorithms work is a “technically challenging problem”; and that it is in a control-
ler’s interests to keep the workings of their programs secret to prevent users from be-
ing able to manipulate the system or from accidentally leaking trade secrets.151 They 
further identify three core purposes for transparency: To let data subjects know why 
a decision was reached, to let data subjects know on what grounds they can appeal 
and to let data subjects know what can be changed to get a different decision in the 
future.  Each  of  these  three  purposes,  they  argue,  can  be  met  by  counterfactuals 
without  invoking  the  difficulties  created  by  traditional  conceptions  of  transpar-
ency.152 

This approach is interesting because it, and its strengths, are not unique to ex-
plaining decisions by bots and AI-related technologies. Indeed, each of the three jus-
tifications for transparency, and the dealing of these through counterfactuals, can be 
equally applied to human decision-making. However, it is also important to note that 
Wachter, Mittelstadt and Russell do note that there are some limits to the counterfac-
tual approach; it cannot, for example, be used to discover systematic biases, an issue 
which they believe should be left to statistical analyses.153 Equally, we can question 
how far counterfactuals will help against opacity arising from deliberate conceal-
ment, meaning that even if we accept this approach then other solutions must also be 
found.

148 See, for example, Digital Rights Ireland, NOYB.eu, EDRi or one of many other digital rights or-
ganisations.

149 Sandra Wachter, Brent Mittelstadt & Chris Russell, “Counterfactual Explanations Without Open-
ing the Black Box: Automated Decisions and the GDPR” (2018) 31 (2) Harv JL Tech 841.

150 ibid 844.
151 ibid 842–843.
152 ibid 863–879.
153 ibid 853.
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Transparency and opacity in processing by bots and AI-related technology, 
then, represents an interesting comparison to transparency and opacity in human de-
cision making. At their core, the two seem to raise similar issues and concepts. In 
some cases, it will be possible to use similar approaches, such as education, investig-
ation of cover-ups and concealments, counterfactuals, or the examining of evidence 
trails. In other cases, however, new approaches may need to be developed, depend-
ing on the precise nature of the technology, the kinds of decisions and decision-mak-
ing processes involved, and any other factors that may end up being relevant. 

4.2. Efficiency and scale

One of the most obvious differences between processing by bots and AI-related tech-
nologies  and  processing  performed  in  a  conventional  environment  is  the  sheer 
amount of information that can be processed. This can lead to dramatically more 
powerful or efficient processing activities. It is worth asking, however, whether this 
fundamentally changes the nature of the processing activities when compared to pro-
cessing in a conventional environment. 

On the face of it, it seems clear that bots and AI-related technologies have the 
potential to be significantly more efficient than people at certain types of processing, 
which may include the processing of personal data. IBM, for example, claim that a 
chatbot using their platform can change the cost of answering each query “from $15–
$200 (human agents) to $1 (virtual agents)” and could reduce the time for certain 
types of issues to be resolved “from 38 hours to 5.4 minutes”.154 While clearly this is 
intended as promotional material and cannot be taken as representative of all bots 
and AI-related technologies, it does demonstrate potential differences. This differ-
ence makes sense; bots and AI-related technologies do not carry many of the same 
limitations as humans, whether cognitive limits like attention span155 or physical lim-
its like the need to sleep and eat.

Nevertheless, it is also important to recognise that this efficiency increase is 
not universal. Much as the efficiency of a human will depend on their characteristics 
and capabilities,  the efficiency of a bot or AI-related technology will  depend on, 
inter alia, its underlying code, the hardware on which it is run, and several other 
practical and design choices and realities.156 Not all bots and AI-related technologies 
are created equal, nor are all designed to be as efficient as possible and it is entirely 

154 Trips Reddy, “How chatbots can help reduce customer service costs by 30%” (IBM, 17 October 
2017) <https://www.ibm.com/blogs/watson/2017/10/how-chatbots-reduce-customer-service-
costs-by-30-percent/> accessed 30 March 2021.

155 Studies on the human attention span are somewhat limited: Neil A. Bradbury, “Attention span 
during lectures: 8 seconds, 10 minutes, or more?” (2016) 40 Adv Physiol Educ 509. However, 
there have been clear links between mental fatigue and attention, which can have a notable effect 
on human workers: Maarten A. S. Boksem, Theo F. Meijman, Monicque M. Lorist, “Effects of 
mental fatigue on attention: An ERP study” (2005) 25 (1) Cognitive Brain Research 107.

156 See, for example, a discussion on the efficiency of various approaches to sorting and searching in 
Steven S. Skiena, The Algorithm Design Manual (2nd edn, Springer 2008), ch. 4.
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likely that there will be some which are worse, or even significantly worse, at their  
task than a human equivalent. Equally, just because a bot or AI-related technology 
may be more efficient in some areas does not mean that it is more efficient in others.  
Moreover, at least as it currently stands, it may simply be that there are some tasks 
which humans are better at doing.157 It is also important to note that we should not 
consider everything as a binary option between “human processing” and “bots and 
AI-related technology processing”. A processing activity may often involve both a 
human and a bot or AI-related technologies to varying degrees, with varying splits as 
to workloads and duties.158 In such situations, the speed of the bot or AI-related tech-
nology may limit the speed of the human or humans involved, or vice versa.

It is also worth noting that, in some cases, the costs of developing or creating 
the bot or AI-related may render the processing inefficient, even if the technology 
alone would be more efficient. For example, humans have previous life experience 
which may mean that they can learn a task more efficiently than a bot or AI-related 
technology that has to start from basic principles.159 Equally, developers may feel the 
urge to automate tasks, but realise that the time spent automating the task, including 
the planning, development and debugging of the program, would actually take longer 
than simply doing the task in the first place.160

With these  qualifications  in  place,  however,  it  is  possible  to  make a  few 
claims about the potential efficiency and scale of processing by bots and AI-related 
technologies. First,  it  is worth restating that bots and AI-related technologies can 
clearly be more efficient than humans at certain activities, with the nature of those 
activities potentially influencing how high on the gradient of intelligence the pro-
gram in question would be. For example, a relatively simple bot that is low on the 
gradient may be able to reply to messages, scanning it for key words and instantly 
pasting a response in a faster time than a human could read the initial email and type 
out a reply.161 Alternatively, a more intelligent program may be able to use big data 

157 See, for example, Adriana Braga & Robert K. Logan, “The Emperor of Strong AI Has No 
Clothes: Limits to Artificial Intelligence” (2017) 8 (4) Information 156.

158 For some discussions around this relationship, see, e.g., Kristy A. Hamilton & Mike Z. Yao, 
“Blurring boundaries: Effects of device features on metacognitive evaluation” (2018) 89 Com-
puters in Human Behaviour 213; Francesco Blondi, Ignacio Alvarez & Kyeong-Ah Jeong, “Hu-
man-Vehicle Cooperation in Automated Driving: A Multidisciplinary Review and Appraisal” 
(2019) 35 International Journal of Human-Computer Interaction 932; or Marie-Pierre Pacaux-
Lemoine & others, “Designing Intelligent Manufacturing Systems Through Human-Machine Co-
operation Principles: A Human-Centered Approach” (2017) 111 Computers & Industrial Engin-
eering 581.

159 See, for example, Rachit Dubey & others, “Investigating Human Priors for Playing Video 
Games” (35th International Conference on Machine Learning, Stockholm, Sweden, 2018) <ht-
tps://arxiv.org/pdf/1802.10217.pdf> accessed 30 March 2021.

160 This risk has been the subject of jokes within the technical community. See, for example, xkcd, 
“Automation” <https://xkcd.com/1319/> accessed 31 March 2021; and xkcd, “Is It Worth The 
Time?” <https://xkcd.com/1205/> accessed 31 March 2021.

161 See, e.g., Mailbot Documentation (n 27).
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analytics to scan significantly more data than a human could read or remember to 
find connections that would otherwise be impossible.162 

Secondly, automated technology can continue acting for significantly longer 
periods. For example, unlike humans, bots and AI-related technologies do not have 
limitations on their attention spans or need breaks for food or sleep, and will con-
tinue to perform the same task for extremely long periods.163 This should not be in-
terpreted as saying that bots and AI-related technologies have 100% uptime; com-
puters and servers may, inter alia, crash, need patching or simply need to be re-
booted to improve performance, which could be interpreted as a “break” for the bot 
or AI-related technology being run. Indeed, managing and minimising downtime for 
servers can be a significant issue.164 Nevertheless, a computer’s downtime can be sig-
nificantly less than the downtime required for a human.

Thirdly, it is worth considering that efficiency may not simply come from the 
capabilities of individual units, but from the number of units that can operate at once. 
The cost of hiring a person will inevitably vary dramatically, depending on the field, 
location, expertise, benefits etc. of the potential employee. Equally, the cost of bots 
and AI-related technologies will vary dramatically, depending on the hardware on 
which it needs to run, how much the development of that software costs, the cost of 
electricity and storage etc. These costs will be very variable and cannot be directly 
compared at a general level. However, programs and humans scale very differently; 
you may, for example, be able to run multiple instances of a bot or AI-related techno-
logy for the same fixed infrastructure costs,  whereas each additional human will 
need a new wage, may require a new workstation  etc. It can therefore be that bots 
and AI-related technologies end up being more efficient because it is simply easier 
and cheaper to utilise a higher number of instances than it is to employ that many hu-
mans.

This increased efficiency will have a number of consequences. Most obvi-
ously, it can mean that things can be done faster and, consequently, a higher volume 
of things can be done. This not only affects the  scale of the processing, but also 
makes it easier to perform more complex tasks. The use of bots and AI-related tech-
nology can also increase the geographical reach of the processing. For example, ma-
chine translation can make it easier to interact with data subjects in other countries,165 

162 See, e.g., Mayer-Schönberger & Cukier (n 72) generally.
163 See, e.g., Tsvetkova & others (n 32) which notes that conflicts between bots last for significantly 

longer than conflicts by humans.
164 See, for example, Brendan Walsh, “Avoiding costly downtime – how MSPs can manage their net-

works” [2021] 2 Network Security 17.
165 This technology is still in relatively early stages. However, GDPRhub, for example, currently of-

fers machine-translated versions of GDPR decisions in an attempt to make intra-EU jurisprudence 
more accessible: GDPRhub, <https://gdprhub.eu/index.php?title=Welcome_to_GDPRhub> (ac-
cessed 29 March 2021).
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while using programs that run all day and night can let controllers offer their services 
in different time zones more cheaply. 

These capabilities are a double-edged sword, increasing efficiency for both 
beneficial and malevolent processing activities. For example, the concept of big data 
and associated bots and AI-related technologies have been held up as both being able 
to improve society for the better and as a potential weapon for increased discrimina-
tion and surveillance.166 Even where processing activities are intended to be benefi-
cial, we can easily see how this efficiency may then translate into an increased risk to 
data subject rights. If, for example, we imagine a processing activity that has a cer-
tain risk level (e.g. “There is a 0.1% chance of harm occuring”), we can assume that 
an increase in the total number of cases will probably also lead to an increase of 
cases where the harm occurs, not because of any material change but simply because 
of the  numbers involved. This should not, however, be considered to be unique to 
processing  by  bots  and  AI-related  technology;  any  processing  activities  or  ap-
proaches can be used for both the benefits or detriments of the data subject, and any 
increase in the quantity of processing activities will mean more opportunities for the 
negative risks to materialise. 

Finally, it is worth in this context noting how the change in efficiency and 
scope may also affect the power balance between the parties. Where a controller can 
process the data of many data subjects, each individual data subject becomes less vi-
tal to meeting the minimum level of required data points. Further, if the controller 
gains enough customers and market influence, their size may mean that a controller 
can implement terms that a data subject would not accept with a smaller controller.167 
Equally, as commercial actors gain the ability to process more data for less cost, this 
will increase profits and resources, which can in turn further the power imbalance 
between companies and consumers (and, for our purposes, controllers and data sub-
jects). Clearly, these issues are not unique to controllers using bots and AI-related 
technologies, but the increased scale of processing activities can potentially make it 
easier to get to this point.

In conclusion, we cannot assume that bots and AI-related technologies will 
always outperform manual processing. Rather, there will be some situations where 
this will happen and others where it will not. Where it does happen, this can lead to 
an increase in the efficiency or scope of potential processing activities, as well as the 
power balance between the parties. The increased efficiency and scope of processing 
by bots and AI-related technologies can, therefore, act as a distinguishing factor from 
conventional processing.

166 See, for example, the representations and visions of big data analytics in Mayer-Schönberger & 
Cukier (n 72) and O’Neil (n 72).

167 This increase in data flows and the affects on the digital economy is noted in the GDPR, recitals 
6–7.
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4.3. The veneer of objectivity and trust in bots and AI-related technologies

Another issue that must be discussed is the idea that people may implicitly trust de-
cisions made and conclusions drawn by bots and AI-related technology, or assume 
that such decisions are objective or correct, even though that decision hides the bias 
of the designer or creator. This issue was also touched upon in relation to the idea of 
fairness and has long been present in the legal discussion. For example, when draft-
ing the DPD, the Commission noted that “the result produced by the machine, using 
more and more sophisticated software, and even expert systems, has an apparently 
objective and incontrovertible character to which a human decision-maker may at-
tach too much weight, thus abdicating his own responsibilities.”168 

In practice, it is fairly easy to establish that bots and AI-related technologies 
are not always correct. Computer programs are, ultimately, created by humans and 
humans are not perfect; it therefore follows that all computer programs have the po-
tential to produce wrong answers if they were incorrectly or improperly designed or 
programmed. Indeed, even the concept of getting the answer “correct” can be a relat-
ive concept if the programmer has attempted to reach the wrong goal.169 This concept 
applies to both the program itself and any data used as its computation; the classic 
saying is “garbage in, garbage out”—the idea that the result of a computer program 
will only be as good as the quality of the data or programming used in the first 
place.170 For example, when looking at bots and AI-related technologies used for hir-
ing employees, we have seen that they will reflect the biases of the designers and of 
the existing hiring and cultural practices when trying to determine how to classify 
candidates.171

While, however, we may imagine a general population easily fooled by the 
reduction-to-numbers and seemingly cold-and-pure logic of computers, the veneer of 
objectivity can hardly be described as an unknown issue. Indeed, this topic has been 
subject to intense legislative and academic discussion.172 Moreover, the issue is also 
present in wider public discourse, having been included in general-audience non-fic-

168 European Commission, Amended proposal for a Council Directive on the protection of individu-
als with regard to the processing of personal data and on the free movement of such data, 
COM(92) 422 final, SYN 287 (15 October 1992), 26.

169 Desai & Kroll (n 20) 23 et seq.
170 See, e.g., Monique F. Kilkenny & Kerin M. Robinson, “Data quality: ‘Garbage in – garbage out’” 

(2018) 47 (3) Health Information Management Journal 103.
171 For some discussions on this particular issue, see, for example, Marisa Vasconcelos, Carlos Car-

donha & Bernardo Gonçalves, “Modeling Epistemological Principles for Bias Mitigation in AI 
Systems: An Illustration in Hiring Decisions” (2018) Proceedings of the 2018 AAAI/ACM Con-
ference on AI, Ethics and Society 323; or Manish Raghavan & others, “Mitigating bias in al-
gorithmic hiring: Evaluating claims and practices” (2020) Proceedings of the 2020 Conference on 
Fairness, Accountability and Transparency 469.

172 See, e.g., Lee A. Bygrave, “Automated Profiling: Minding the Machine: Article 15 of the EC 
Data Protection Directive and Automated Profiling” (2001) 17 (1) Computer Law & Security Re-
view 17.
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tion books,173 documentaries174 and even works of fiction (even if this sometimes 
takes dramatic licence, such as depicting an AI becoming a genocidal villain on the 
basis of a logical calculation or error).175

Although we can therefore assume that many people are aware of the notion 
that AI may not automatically be correct, the veneer of objectivity is not a purely hy-
pothetical concern. For example, in a study about how people perceived automated 
decisions, participants generally evaluated decisions made by an AI-related techno-
logy as being equal to or better than the decisions made by human experts.176 It must 
be noted that this trust can vary; a study by Aoki found that the level of trust placed 
in an answer provided by a chatbot depended on the topic in question, with, for ex-
ample,  users  trusting  information  about  waste  separation  more  than  parental  ad-
vice.177 

What, then, is it that leads users to place such trust or faith in decisions by 
bots and AI-related technologies, despite the criticism? At one level, there is simply 
the problem that many people still assume that data, numbers and the scientific ap-
proach is objective,178 possibly because it can hide the subjective elements. Aoki has 
suggested that the level of trust may depend on the level of “social and political 
skills” necessary for the task at hand, with users possibly willing to trust a bot or AI-
related technology more with factual enquiries but not with enquiries which require 
emotions and empathy.179 Social factors may also be important. A study (albeit one 
with a relatively low number of participants) by Alexander, Blinder and Zak found 
evidence to suggest that social proof was a key factor and that knowing that others 
trusted the bot or AI-related technology to make the decision correctly made it more 
likely that a person would do so as well.180 

173 See, for example, Tim Harford, How to Make the World Add Up: Ten Rules for Thinking Differ-
ently About Numbers (Bridge Street Press 2020), Rule Seven.

174 See, for example, Karim Amer & Jehane Noujaim, The Great Hack (2019).
175 See, for example, 2001: A Space Odyssey (1968), which features the AI HAL 9000 as a villain 

which mistakenly comes to believe that the best way to ensure the missions succeeds is to kill the 
human crew; or I, Robot (2004), where the AI VIKI, who is programmed not to be able to harm 
humans, comes to believe that the only way to protect humanity as a whole is to enslave them and 
kill any who may violate the “peace”.

176 Theo Araujo & others, “In AI we trust? Perceptions about automated decision-making by artifi-
cial intelligence” (2020) 35 (6) AI & Society 611.

177 Naomi Aoki, “An experimental study of public trust in AI chatbots in the public sector” (2020) 37 
(4) Government Information Quarterly 101490.

178 For several examples of problems caused by this assumption, see, e.g., Caroline Criado Perez, In-
visible Women: Exposing Data Bias in a World Designed for Men (Kindle edition, Vintage Digital 
2019).

179 Aoki (n 177) 9.
180 Veronika Alexander, Collin Blinder & Paul J. Zak, “Why trust an algorithm? Performance, cogni-

tion, and neurophysiology” (2018) 89 Computers in Human Behaviour 279.
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It is also worth noting that there are some cases where the veneer of objectiv-
ity is not present and, indeed, opinion may move the other way.181 The above has 
been relatively critical of reliance on data and the potential for mistakes, bugs and 
oversights in bots and AI-related technologies, but this is not to say that we should 
promote anti-scientific or anti-intellectual viewpoints. Equally, the potential for mis-
takes should not be be taken to suggest that everybody must question every result, 
especially if they themselves have no training in the relevant area. While bots and 
AI-related technologies have made some impressive mistakes, they have also had 
some extremely notable successes or wins over humans.182 Moreover, while this sec-
tion has been frank about the risks of carrying human biases into bots and AI-related 
technologies, and that those biases may be hidden in a way that makes them difficult 
to see even with sufficient transparency precautions,  it  must be remembered that 
those same biases will exist with human decisions as well. For example, a study on 
bail decisions found that not only do magistrates disagree with each other about the 
proper result, but also may make decisions that are inconsistent with their own previ-
ous choices.183 Decisions by bots and AI-related technologies at least have the poten-
tial for transparency and consistency to allow us to look for—and potentially elimin-
ate—biases.

While, therefore, it should be emphasised that bots and AI-related technolo-
gies are clearly only as good as their design, implementation, data  etc., we should 
also not assume that they are necessarily more flawed than humans. Still, the veneer 
of objectivity or correctness can be concerning, particularly as it seems that the con-
sistent discussion at legislative, academic and societal levels may still not have done 
enough to disabuse some people of the idea that bots or AI-related technologies must 
be correct simply because they are scientific. This is, therefore, clearly an important 
and nuanced issue that must be considered.

4.4. Control issues

This section will focus on two core issues of control when personal data is processed 
by bots and AI-related technologies. The first asks whether humans can exercise suf-
ficient control over bots and AI-related technologies, while the second asks whether 
the technology may allow for an undue exercise of control over humans. 

181 See, for example, an interview with Berkeley J. Dietvorst: Paul Michelman, “When People Don’t 
Trust Algorithms” (MITSloan Management Review, 5 July 2017).

182 See, e.g., AlphaGo’s win against a human professional Go player: David Silver & Demis 
Hassabis, “AlphaGo: Mastering the Ancient Game of Go with Machine Learning” (Google AI 
Blog, 27 January 2016) <https://ai.googleblog.com/2016/01/alphago-mastering-ancient-game-of-
go.html> accessed 1 April 2021; or the fact that Amazon’s bots and AI-related technologies were 
able to provide better recommendations (or, at least, recommendations that were more likely to 
lead to purchases) than human editors: Mayer-Schönberger & Cukier (n 72) 50 et seq.

183 Mandeep K. Dhami & Peter Ayton, “Bailing and Jailing the Fast and Frugal Way” (2001) 14 (2) J 
Behav Dec Making 141.
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4.4.1 Human control over bots and AI-related technologies

The concept of control and autonomy was discussed above in s. 2.2.3, including the 
finding that “autonomy” as a term is not particularly helpful and can risk hiding the 
level of human involvement in the design, development, deployment and even ongo-
ing running of supposedly “autonomous” programs. Nevertheless, it is also worth 
considering how the levels of control vary when compared to processing in a con-
ventional environment.

As a starting point, we should be careful not to pose the issue in a way that 
implies we necessarily have more control over humans than bots and AI-related tech-
nologies. In particular, humans have free will and can choose how (or if) they per-
form their tasks. If, for example, a person decides to act maliciously or negligently in 
secret, there may be little others can do to stop them.184 By contrast, as discussed by 
Johnson and Verdicchio, bots and AI-related technology do not have any free will. 
Rather, unexpected results arise because the humans involved have failed, or were 
unable, to properly predict what would happen.185 A second, related, issue is that the 
discussion around control often seems to assume that people have more control over 
our own actions than we may necessarily do. Indeed, there is a significant amount of 
scholarship in a variety of fields that focus on the issues of human self-control (or 
the lack thereof).186 Together, then, these issues point out that the idea of “control” 
over human activities is, at best, a delicate concept. 

This lack of control must also affect control over bots and AI-related techno-
logies. As with biases and mistakes, we must assume that if we cannot fully control 
the humans involved then we cannot fully control over how they build a program. In 
some cases, accountability can help to increase this level of control,  e.g. where the 
code can be properly reviewed and the circumstances surrounding its use are con-
trolled or predictable. However, this will also depend on the overlaps with the issues 
of transparency discussed in s. 4.1. Equally, the issue of control may overlap with the 
discussions on the increased efficiency and scale discussed in s.  4.2. For example, 
the greater the power imbalance between two parties (whether they be controller and 
developer, data subject and controller, or any other relationship), the less control the 
weaker party will have over how the data is processed. Equally, we may worry that 
the increased speed of processing diminishes control because it becomes difficult to 

184 See, e.g., Egress, Egress Data Loss Prevention Report 2021: Defending against daily data loss 
(2021).

185 Johnson & Verdicchio (n 49) 580–583.
186 See, inter alia, Neil Levy (ed), Addiction and Self-Control: Perspectives From Philosophy, Psy-

chology, and Neuroscience (OUP 2013); Polaris Koi, Susanne Uusitalo & Jarno Tuominen, “Self-
Control in Responsibility Enhancement and Criminal Rehabilitation” (2018) 12 Criminal Law & 
Philosophy 227; or Ampelio Durante & Claud Mammoliti (eds) Psychology of Self-Control (Nova 
2012).
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act before the program has finished its task, thus reducing practical control in the 
event that things go wrong.

There  are,  then,  valid  issues  of  control  that  should be raised.  This  is  not 
unique to processing by bots and AI-related technologies, but the factors that affect 
the level of control may be different to those affecting control with conventional pro-
cessing. Having looked at this, then, it is time to consider the issue of bots and AI-re-
lated technology as potential tools to control human behaviour.

4.4.2 Bots and AI-related technology’s control over humans

There is a popular discourse about the power of big-data enabled bots and AI-related 
technologies to predict human behaviour and, accordingly, control how we will react 
to things. One common form in which this debate is seen is targeted advertising—the 
creating and analysing of profiles for individuals so as to, for example, offer particu-
lar products that each person is likely to buy, or offering the same products but in a  
way that is more appealing.187 As a starting point, it must be clearly established that 
the control under discussion here is still, ultimately, being exercised by the humans 
who control or developed the program and we must not fall for the trap of socio-
technical blindness. The question to be asked, then, is about the use of bots and AI-
related technologies as a tool for control.

It is undeniable that psychological persuasion works and that, by exploiting 
big data analytics, it can be easier to find ways to to persuade particular individuals, 
both for good and bad purposes.188 However, the exact level of effectiveness is still a 
live question and research is still being done into this topic.189 For example, Cam-
bridge Analytica made bold claims about the effectiveness of their profiling tech-
niques190 and were even involved, to great scandal,  in using these techniques for 
campaigning in both the Brexit and 2016 US Presidential Elections.191 However, des-
pite the promoted efficiency of their techniques, the technology is far from flawless 
and questions have been raised as to exactly how effective Cambridge Analytica’s 

187 This issue has been raised in a number of areas, covering a range from academia, e.g. Zuboff (n 
72), to popular documentaries, e.g. Amer & Noujaim (n 174).

188 See, for example, Sandra C. Matz & others, “Psychological targeting as an effective approach to 
digital mass persuasion” (2017) 114 (48) PNAS 12714.

189 See, for example, Ayse Bengi Ozcelik & Kaan Varnali, “Effectiveness of online behavioral target-
ing: A psychological perspective” (2019) 33 Electronic Commerce Research and Applications 
100819.

190 Cambridge Analytica, The Power of Big Data and Psychographics (presentation at Concordia 
Annual Summit, New York, 2016) <https://www.youtube.com/watch?v=n8Dd5aVXLCc> ac-
cessed 31 March 2021.

191 See, e.g., Amer & Noujaim (n 174).

216



processing was.192 Equally, some authors are questioning the actual impact of bots 
and AI-related technologies in other areas, such as search filter bubbles.193

Issues of advertising aside, it is also important to discuss the potential for sur-
veillance and control in general. By using bots and AI-related technologies, it is pos-
sible to, for example, perform facial recognition (although the effectiveness of these 
tools,  and  their  use  in  policing,  has  been  subject  to  significant  controversy).194 
Equally, the use of cookies and other methods of monitoring behaviour have given 
significant amounts of information to companies, which can be used for a variety of 
purposes.195 It is clear that the greater such surveillance, the greater the opportunity 
for control and intrusion on various rights and freedoms. Notably, surveillance does 
not even need to be accompanied by active attempts at control and the mere exist-
ence or potential may lead to chilling effects.196 These issues have already attracted 
legislative attention under both existing197 and proposed EU law.198

It is worth remembering that none of the control mechanisms so far discussed 
are unique to bots and AI-related technology. There are many instances of control be-
ing exercised over people without such technologies, including by oppressive gov-
ernments, persuasive salespeople or politicians, and con artists—many acting just as 
subtly as behind-the-scenes profiling can be.199 Equally, not all bots and AI-related 
technologies will be relevant to this discussion, although certain types of bots and 
AI-related technologies, such as those related to big data, may be particularly preval-
ent. Nevertheless, it is clear that these issues are caught up in, for example, the in-
creased efficiency of bots and AI-related technologies and the decreased barrier to 
entry represented by such efficiency. Given the potential impacts on fundamental 

192 See, e.g., Roberto J. González, “Hacking the citizenry? Personality profiling, ‘big data’ and the 
election of Donald Trump” (2017) 33 (3) Anthropology Today 9.

193 See, e.g., Mario Haim, Andreas Graefe & Hans-Bernd Brosius, “Burst of the Filter Bubble? Ef-
fects of personlization on the diversity of Google News” (2018) 6 (3) Digital Journalism 330; and 
Cédric Courtois, Laura Slechten & Lennert Coenen, “Challenging Google Search filter bubbles in 
social and political information: Disconforming evidence from a digital methods case study” 
(2018) 35 (7) Telematrics and Information 2006.

194 See, e.g., Pete Fussey, Bethan Davies & Martin Innes, “‘Assisted’ Facial Recognition and the Re-
invention of Suspicion and Discretion in Digital Policing” (2021) 61 (2) Brit. J. Criminol. 325.

195 See, e.g., Zuboff (n 72) generally.
196 See, e.g., Jonathon W. Penney, “Chilling Effects: Online Surveillance and Wikipedia Use” (2016) 

31 (1) Berkeley Tech LJ 117.
197 See, e.g., the GDPR, art. 3(2)(b) or Directive 2002/58/EC of the European Parliament and of the 

Council of 12 July 2002 concerning the processing of personal data and the protection of privacy 
in the electronic communications sector (Directive on privacy and electronic communications) 
[2002] OJ L201/37, art. 5(3).

198 European Commission, Proposal for a Regulation of the European Parliament and of the Coun-
cil Laying Down Harmonised Rules on Artificial Intelligence (Artificial Intelligence Act) and 
Amending Certain Union Legislative Acts (n 6), art. 5(1)(d).

199 See, e.g., Richard Thaler & Cass Sunstein, Nudge: Improving decisions about health, wealth and 
happiness (Penguin 2009).
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rights, we must, therefore, consider this a notable factor for processing activities that 
involve the relevant technologies.

4.5. The creepiness factor

One particularly interesting issue that must be discussed here is the perceived level 
of “creepiness” from processing by bots and AI-related technologies. This is not ne-
cessarily  a  rational  or  logical  issue;  rather,  it  is  the  perception  by  or  feeling  of 
people. Indeed, this concern can be seen throughout discourse relating to bots and 
AI-related technologies and has been noted in a number of places, albeit not always 
by this name. Authors have identified, inter alia, the existence of “apocalyptical” or 
“frightening” elements;200 desires to focus on histrionic possibilities rather than pro-
jections grounded in science;201 or of a public backlash against the “‘creepiness’ or 
‘spookiness’ or ‘big brother’ aspects” of these technologies.202

It is very easy to see how this perception of creepiness can arise. As has been 
well-established, many people do not understand how bots and AI-related technolo-
gies work, effectively viewing them as equivalent to magic entities which can do 
things that are impossible for humans to do. It is therefore unsurprising that people 
may  see  such  technologies  as  creepy,  particularly  given  the  incompatibilities 
between human thought processes and the processing procedures by bots and AI-re-
lated technologies.203 Indeed, this is a sympathetic idea; it is unsurprising that a per-
son finds it creepy to have decisions made about them in an incomprehensible way 
by an unknown entity that has an unknown amount of knowledge. This may also be 
linked to the discussion of autonomy and the public misconceptions surrounding the 
concept discussed in s. 2.2.3 above. 

These issues are not unique to processing by bots and AI-related technolo-
gies. We would, for example, also find it creepy if an unknown person were making 
decisions about our lives based on procedures that we cannot understand and data we 
ourselves could never hope to analyse. However, it must be accepted that while all of 
these things may arise in conventional processing environments, as can be seen from 
the various analyses above, bots and AI-related technologies certainly make it very 
easy for these elements to arise. 

At this stage, it is interesting to consider the differences between the harm 
that arises when a computer improperly receives personal data and the harm that 
arises when a human improperly receives personal data (assuming that neither then 

200 Maja Brkan, “Towards Invention of Dworkin's Hercules? On Case Prediction, Automated Judicial 
Decision-Making and EDPL Case Notes” (2017) 3 (2) EDPL 262, 262.

201 Wajcman (n 25).
202 Peter Leonard, “Customer data analytics: Privacy settings for ‘Big Data’ business” (2014) 4 (1) 

IDPL 53, 58. See also Chris Baraniuk, “The ‘creepy Facebook AI’ story that captivated the media’ 
(BBC, 1 August 2017) <https://www.bbc.com/news/technology-40790258> accessed 8 October 
2020.

203 Burrell (n 71) 5–9.
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proceeds to act on it). It may be that some kind of harm could arise either way. The 
European Court of Human Rights has, for example,  found that the mere concern 
about a future abuse of personal data may be sufficient to constitute harm for a data 
subject and a violation of one’s right to privacy.204 Presumably, this concern would 
be the same whether that potential actor would be a human or a machine. What, 
however, is the case when that information is simply received and then deleted? We 
may wonder if any harm suffered is worse where the recipient is human; a person 
viewing personal data may still form opinions about or judge the data subject even if 
the data is not retained and a data subject may feel violated by the fact that someone 
was privy to something considered private. This can lead to subjective harms and so-
cial pressure, much as the same way that we act differently in public than in private 
even if there are no real consequences for our actions.205

Calo,  however,  has  argued that  this  effect  is  not  limited  to  situations  in-
volving humans and that we may feel similar social pressures when faced with an 
anthropomorphised interface,206 such as can be typical of bots and AI-related techno-
logies. In particular, Calo surveyed a number of studies and found that humans often 
exhibit the same kind of behaviour when faced with a human-esque machine as they 
would when faced the social  pressure from dealing with a human. This includes 
presenting a more curated version of oneself, being more restrained with potentially 
embarrassing or sensitive questions, and suffering from an increased level of anxiety 
when performing tasks.207 For Calo, this, when combined with the increasing ubi-
quity of new technologies, creates a risk that people will never truly feel alone and 
will always feel the need to act as though we are on display.208 

Examples of this can also be seen in other research. For example, Scheutzler, 
Giboney,  Grimes  and Nunamaker  looked  at  how the  sophistication  of  a  chatbot 
changed the answers that were given to sensitive questions.209 The researchers found 
that where the chatbot had better skills, respondents were more likely to give an-
swers  that  would be considered  socially  desirable,  although they also found that 
there giving the chatbot a computer-generated face had no further significant effect 
on disclosure (and face-to-face interviews still received the highest level of socially-
desirable answers).210 The authors note that we may therefore want to use less soph-

204 S and Marper v The United Kingdom App Nos. 30562/04 & 30566/04 (ECtHR, 4 December 
2008), para. 71.

205 Ryan Calo, “The boundaries of privacy harm” (2011) 86 (3) Indiana Law Journal 1131, 1142 et 
seq.

206 M. Ryan Calo, “People Can Be So Fake: A New Dimension to Privacy and Technology Scholar-
ship” (2010) 114 (3) Penn St L Rev 809.

207 ibid 835–842.
208 ibid 844.
209 Ryan M. Schuetzler & others, “The influence of conversational agent embodiment and conversa-

tional relevance on socially desirable responding” (2018) 114 (1) Decision Support Systems 94.
210 ibid 98–100.
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isticated chatbots if we are concerned about receiving accurate responses.211 Beyond 
this, however, we can also see support for Calo’s thesis: That humans may still feel 
the need to protect themselves and project a false sense of self around technology.

We should not,  therefore,  automatically  discount  that  people can consider 
processing by bots and AI-related technologies as creepy, even if the program does 
not actually do anything with the information. Rather, it can be easy to see how we 
may regard processing  by  bots and AI-related technology as creepy and invasive, 
even if that information is never acted upon or seen by a human. It must also be re-
membered that this ground is inevitably both subjective and irrational; the criticism 
here is not that people are being monitored more, or that bots and AI-technologies 
are inherently more dangerous or disturbing, simply that people may feel like they 
are. This, then, is clearly an issue that can be relevant when discussing processing by 
such technologies, although the amount to which it should be relevant will be con-
sidered in the next subsection.

4.6. Bots and AI-related technologies: Exploring some common themes

The above discussion has highlighted a number of key issues that arise when pro-
cessing is performed by bots and AI-related technologies. However, before moving 
on to consider these issues within the context of the legitimate interest balancing test, 
it is interesting to look at some common themes. This is useful to, where applicable, 
see how far these themes may be relevant for data protection law and whether the 
links between the issues tell us anything that should be properly recognised before 
moving to the balancing test.

One of the most common themes that arrived from the above discussion was 
the very fact-specific nature of processing by bots and AI-related technologies. Be-
cause the term can cover such a wide range of processing activities, and technolo-
gical designs or capabilities, it is clear that there can never be a hard and fast set of  
rules or guidelines that must always apply. We may, for example, see cases where the 
processing activity affects one person or a million people, or where the largest issues 
of control focus on our ability to control the program or the program’s ability to con-
trol us. This is not to say that it is impossible to formulate general tests or guidelines 
that can be used, but rather that these tests must be sufficiently flexible to cover a 
wide range of circumstances. 

Another common conclusion above was that the issues are not necessarily 
unique to bots and AI-related technologies per se, but that the use of such technolo-
gies compounded,  exaggerated or modified them in some way. For example,  de-
cisions both by humans, and by bots and AI-related technologies have the potential 
to be opaque, but the technologies may change the way that this opacity should be 
addressed or can apply. Equally, while both humans, and bots and AI-related techno-

211 ibid 101.
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logies can process personal data in a creepy way, the scale of processing or opacity 
possible makes it much easier and cheaper to be creepy with the latter. These similar-
ities imply that it may not be required to start from scratch with new tests for protect-
ing data subjects from processing involving bots and AI-related technologies. 

These two findings support the idea that the GDPR’s general nature could 
still be able to protect personal data in a bot and AI-related technology environment. 
This is not to say that specific considerations may not be necessary or desirable in 
particular circumstances, more that special rules and a complete rewriting of the ap-
proach may not be necessary simply because the personal data is being processed by 
bots and AI-related technologies.

One interesting  point  that  is  worth  exploring  is  how the  idea  of  comfort 
factors into the discussion and how that idea may relate to data protection law. This 
can be seen in, for example, the discussion of control issues, transparency and the 
creepiness factor. However, one may ask whether this is actually an issue for data 
protection law and, if so, at what point the law is willing to prohibit processing activ-
ities on the basis of data subject comfort.

In this regard, the  Handbook on European Data Protection Law states that 
data protection protects “the autonomy and human dignity of individuals, by grant-
ing them a personal sphere in which they can freely develop their personalities, think 
and shape their opinions”.212 This idea is mirrored in other commentary, where data 
protection has been described as a right which is not necessarily itself an end-point, 
but which instead is “an important tool” for protecting other values213 and has been 
linked to the idea of human autonomy.214 Although expressed in other terms, these 
ideas seem clearly linked to ideas of comfort.  As a result,  there does seem to be 
ground to argue that processing which makes a person uncomfortable may engage 
(or even, in some cases, violate) one’s right under the Charter of Fundamental Rights 
of the European Union (“the Charter”)215 to the protection of personal data, at least 
where that discomfort is so great that it may impact one’s ability to (e.g.) develop 
one’s personality as an autonomous person. 

Interestingly, the idea of comfort can also be seen in other areas of the discus-
sion. For example, although they do not refer to it under the same term, the concept 
is implicit in the EU’s High Level Expert Group’s work on “trustworthy” AI. The 
Expert Group noted that being able to trust the technology was “a prerequisite for 
people and societies to develop, deploy and use AI systems”, relying on the concept 

212 Council of Europe, Handbook on European Data Protection Law (2018 edn) 19.
213 Antoinette Rouvroy & Yves Poullet, “The Right to Informational Self-Determination and the 
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as a way to prevent both unintended consequences and a rejection of uptake.216 Ac-
cording to the Expert Group, trustworthiness requires three things: that AI is lawful, 
that it is ethical and that it is robust.217 This is further developed in the Assessment 
List for Trustworthy AI, which sets out seven factors that must be considered: human 
agency and oversight; technical robustness and safety; privacy and data governance; 
transparency; diversity, non-discrimination and fairness; societal and environmental 
well-being; and accountability.218 As with the  Handbook, these ideas can be easily 
framed within the concept of data subject comfort.

Supporting this proposition, the European Commission also seems to have in-
terpreted the Expert Group’s concept of trustworthiness in a way that aligns with the 
concept of comfort. In its  White Paper on Artificial Intelligence, the Commission 
stated that “an ecosystem of trust” was necessary because “citizens … worry that AI 
can have unintended effects or even be used for malicious purposes” and that a “lack 
of trust is [one of the] main factor[s] holding back a broader uptake of AI”.219 Fur-
ther, this theme is not new; the GDPR’s recitals explicitly highlight “the importance 
of creating the trust that will allow the digital economy to develop across the internal 
market”, linking this idea with the idea that data subjects “should have control of 
their own personal data”.220 These ideas of trust and control are very tightly linked 
with the concept of comfort such that we can clearly see this as a theme that arises 
throughout the discussion.

The difficulty is that comfort is something which is very difficult to quantify 
and which will also depend significantly on the data subject in question. For ex-
ample, a person who has lived their life surrounded by cutting edge technology will 
probably be more comfortable with bots and AI-related technology than somebody 
who has not. Equally, and importantly, data protection is a qualified and not an abso-
lute right. Comfort therefore cannot be the sole consideration and must be balanced 
against the other interests involved, an issue which will be returned to later. 

Possibly one of the most important themes from the above discussion is the 
potential for an increase in the risk to data subjects. This can be seen in, for example, 
the increased efficiency and scale, the increased concerns about ease of manipulation 
and control, and in the underlying discussions about ethical processing. However, we 
must not place too strong an emphasis on this without also recognising the potential 
to reduce risks in other areas, or to provide benefits to data subjects (and, indeed, to 
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controllers and society as a whole). Equally, this increased risk will not always be 
present; as already noted, there is a huge variety between processing activities and 
flexibility is required. Nevertheless, the potential for harm is something with which 
the  law must  engage.  In  particular,  one may argue  that  the  greater  the  risk,  the 
greater the emphasis should be on ex ante systems which can prevent that harm from 
occurring in the first place. This is a persuasive position, particularly in data protec-
tion where non-material damages may be difficult to fully address with traditional ex  
post legal actions and remedies. 

Another element which arises from the above discussion is the amount of 
knowledge around bots and AI-related technologies. This issue again ties in with 
comfort (and the fact that a lack of knowledge about how the processing works can 
cause a data subject to feel uncomfortable), but it also extends beyond this idea. For 
example, the perceived objectivity, lack of accessibility of fairness algorithms, con-
flation of various technologies and transparency issues all factor into a lack of know-
ledge. Importantly, this lack of knowledge cannot simply be resolved by increased 
education. Despite bots and AI-related technologies being widespread and easily ac-
cessible, it must be remembered that computer science is an expert subject that can 
require considerable training. Certainly some steps can and should be made towards 
increasing the general public’s understanding but, while it would undoubtedly be a 
welcome outcome, it is not realistic to suggest that everybody obtains a high level of 
computer-science education. This issue is made even more difficult by the fact that 
the technology will  continue evolving and changing, meaning that any education 
must continue over a user’s lifetime.

If this is accepted, it implies that any attempt to regulate or address the issues 
introduced by bots and AI-related technologies (both in data protection law and else-
where) must be able to deal with the inevitable information and education discrepan-
cies between the various actors involved. Although data protection law must there-
fore make some attempts to resolve this issue, it cannot simply rely on increased 
transparency; at a certain point, we must accept that (e.g.) data subjects will be less 
informed than (e.g.) controllers and attempt to mitigate this fact as much as is reas-
onable or possible.

Processing by bots and AI-related technologies therefore raises a number of 
issues, some of which highlight common themes. Having discussed these and made a 
few preliminary observations, it is necessary to return to the subjects of Chapters 2 
and  3 and consider how the use of bots and AI-related technology can (or should) 
connect to the use and implementation of legitimate interest processing under the 
GDPR, art. 6(1)(f).
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5. Bots and AI-related technologies, legitimate interests, and fair processing 
under the GDPR: Applying the test

The discussion above has highlighted a number of difficulties that must be tackled 
when processing is performed by bots and AI-related technologies. No single provi-
sion could fully resolve every issue, but, in this section, I will consider whether legit-
imate interest processing, as interpreted through the lens of fairness, can be of at 
least some assistance. In doing so, I will examine how each of the steps in the legit-
imate interest test may be applied to processing by bots and AI-related technologies 
and whether doing so requires any changes to the general approach. This section will 
then consider the modular nature of the test, formulating a version that can act as a 
starting point when used within the context of bots and AI-related technologies. Hav-
ing done this, the next section will answer the third research question directly and 
consider whether the use of the test, as formulated, provides an efficient and effect-
ive tool for supporting the GDPR’s goals and aims when personal data is processed 
by bots and AI-related technology.

Before undergoing this investigation, it is convenient to refresh the discus-
sion of legitimate interest above. In particular, I have argued that the test under the 
GDPR, art. 6(1)(f) can be interpreted in the following way: 

1. Does the controller or relevant third party have a legitimate interest?

2. Is the processing necessary for that legitimate interest, in that the legitimate 
interest cannot be achieved as reasonably effectively by less intrusive pro-
cessing measures?

3. Is the processing activity fair? To determine fairness, an assessor must ask 
themselves:

a. Would a person, unaware of their role in the situation and who only has 
knowledge of the necessary relevant circumstances, accept the processing 
if there was an equal chance of them being in any particular role? When 
considering  this  question,  such  necessary  circumstances  may  include, 
inter alia, the data subject’s interests and fundamental rights or freedoms 
which require the protection of personal data, including but not limited to 
the various rights and duties under the GDPR; how transparent the pro-
cessing is; the importance of the processing activity for each party; the 
potential harms to the data subject; the nature of the personal data and 
how widely it is already known; the relationship between the parties; the 
reasonable expectations of the data subject; whether the data subject is a 
child or otherwise vulnerable; the existence of any safeguards; other gen-
eral cultural or legal norms; or any factors that become apparent as a res-
ult of an impact assessment.
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b. Does the answer to the first limb feel like an intuitively fair answer? If 
not, would a change in the known conditions in limb a (e.g. inclusion of 
more or fewer circumstances) produce a result that feels intuitively fair? 
Alternatively, is the reason that it does not feel intuitively fair because of 
an existing bias or consideration that should be discounted?

If the answer to each of these questions is “yes”, then the processing activity in ques-
tion can be deemed to pass the legitimate interest processing test.

5.1. Legitimate interest, fairness: Applying the test, steps one and two

In this section, I will see if the first two steps of the legitimate interest test as set out 
above could be successfully applied to the processing of personal data by bots and 
AI-related technologies. In some ways, this is difficult to do; as has been established, 
this category can cover a vast array of technologies and processing activities and it 
would not be feasible to consider each option. This section will therefore ask two 
question: First, is it at least conceptually possible to apply this test, and secondly, are 
there any barriers which may prevent that application in general terms? 

5.1.1 The first phase: Does the controller or relevant third party have a legitimate 
interest?

The first phase of the test identified above, and likely the easiest to deal with, is 
whether the controller or third party has a legitimate interest. The use of bots and AI-
related technologies should not have a particularly large impact on this element of 
the test given that they will likely be used largely as tools for reaching legitimate in-
terests rather than as legitimate interests in and of themselves. 

This is not to say that there will be no impact. The increased efficiency and 
scale permitted by bots and AI-related technologies may widen the range of possible 
interests that can be met by processing personal data. These gains may widen the 
range of both legitimate and non-legitimate interests. For example, the use of bots 
and AI-related technologies may allow a controller to process data for marketing or 
scientific  research  purposes  that  would  previously  be  useless  for  these  reasons; 
equally, a malicious controller may wish to use these technologies to commit fraud 
using a wider range of personal data. Nevertheless, this element of the test is already 
drawn in a way that can cover an exceptionally wide range of possible interests221 
and there do not seem to be any conceptually challenges raised by the use of bots  
and AI-related technologies.

5.1.2 The second phase: Is the processing necessary for that interest?

The next phase of the test is whether the processing activity is necessary for the le-
gitimate interest and it is at this phase that we can begin to see the use of bots and 
AI-related technologies becoming more relevant. As was made clear by the Court of 

221 See, e.g., Chapter 3, s. 2.3.
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Justice of the European Union in  TK222 and as was discussed in  Chapter 3, s.  2.4, 
controllers at this stage do not need to ask whether the impact is justified  per se, 
simply if the legitimate interest could be met as reasonably effectively by a method 
that is less intrusive for fundamental rights and freedoms, taking into account both 
the processing method itself and the way in which that method is executed.223 As a 
result, controllers wishing to use bots and AI-related technologies must ask them-
selves a number of questions. 

First, such controllers must consider what impact the use of their particular 
processing method will have on a data subject’s fundamental rights and freedoms, 
especially with regard to their privacy and data protection rights. This could cover a 
huge variety  of  potential  impacts,  depending on, inter  alia, what  the  processing 
activity is, what personal data is involved and how that data is actually processed.  
For our purposes, there are a number of factors that may be different than in a con-
ventional processing environment. For example, processing by bots and AI may have 
different impact on a person’s comfort level, on the amount of information that can 
be processed, or on the scope of possible inferences that could be drawn from the 
processing.  Controllers  will,  therefore,  have to  pay special  attention  to  the  exact 
nature of the technologies being used and consider how exactly they will affect data 
subjects. Given the potential range of impacts—and the potentially subjective nature 
of the impacts—this may require the use of an impact assessment to ensure that the 
controllers have properly identified all of the different elements.

The controller must then consider whether these intrusions could be avoided 
by using another processing method that would allow the legitimate interest to “reas-
onably be as effectively achieved”.224 It is at this stage that things could begin to get 
very complicated. As a starting point, controllers must presumably ask themselves 
whether (and if so how) the interest could be met by conventional processing tech-
niques. In some cases, this will be a clear. For example, it cannot be said that manual 
processing could compete with bots and AI-related technologies when it comes to 
delivering personalised adverts online. In others, it may be more ambiguous. For ex-
ample, where a small company uses bots and AI-related technologies to monitor and 
moderate an online chat thread, versus using human moderators, we may argue about 
the relative efficiencies of each option.

In some ways, this analysis may depend on how exactly the legitimate in-
terest has been conceived. With the chat moderation example, if the legitimate in-
terest were framed as making the chat thread more pleasant for users, this may be 
more efficiently achieved by human moderators, who can understand the context of 
the various comments being made. However, if the legitimate interest were to in-
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crease the speed with which offending content were caught, bots and AI-related tech-
nologies may be notably more efficient as they can process more information in a 
shorter length of time. This creates the risk that controllers may attempt to game the 
system by framing their legitimate interest in such a way that it can only be met as 
reasonably effectively by bots and AI-related technologies. This issue may be ad-
dressed to some extent in the final phase of the legitimate interest test (the balancing 
or fairness test), but it is nonetheless a weakness that must be noted. 

Even having answered this question, however, the controller must also con-
sider whether the use of a different bot or AI-related technology (or another imple-
mentation of the same technology already being considered) would be able to meet 
the legitimate interest as reasonably efficiently. This is a sensible requirement; if a 
controller has chosen Implementation X, notwithstanding that Implementation Y is 
significantly less invasive on the data subject’s fundamental rights, it  seems clear 
that they should not be allowed to say that it is necessary for them to use Implement-
ation X. However,  this investigation may be easier said than done.  For example, 
there could be a significant number of different possible implementation methods 
and it may not be feasible for a controller to critically examine all, or even most, of 
those methods. This is particularly relevant in areas where there are lots of compet-
ing software solutions and where the controller is small or has limited resources for 
investigation.

This phase, then, could end up being quite time consuming and the inclusion 
of bots and AI-related technologies will increase the amount of research (and there-
fore costs) involved. Nevertheless, there are no conceptual barriers introduced by the 
use of bots and AI-related technologies. Indeed, at least to some extent, one would 
hope that controllers should always be performing this kind of analysis as part of the 
data minimisation principle225 and when deciding which technologies and processing 
techniques to use in the first place.

5.2. The third phase: Is the processing fair?

The final stage of art. 6(1)(f) is to consider whether the legitimate interest, as imple-
mented by the use of bots or AI-related technology, is overridden by the data sub-
ject’s interests or fundamental rights and freedoms, which shall be done by consider-
ing whether the processing is fair. 

As was noted in s. 4.6, one of the overarching themes was that processing by 
bots  and  AI-related  technologies  is  very  fact-specific  and  variable  between  pro-
cessing activities. The modified original-position thought experiment is deliberately 
designed to be flexible for different situations and seems to be well-suited to this. 
Equally, as was also noted, many of the issues discussed in s. 4 are not necessarily 
unique to  processing by bots  and AI-related  technologies.  Many of  the  elements 
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already considered in the test will therefore still be relevant. Nevertheless, as was 
done with legitimate interest in general, it is important to consider whether there are 
certain grounds that should be emphasised as worth consideration and how the test 
might operate given the common issues that may arise from such processing activit-
ies.

One of the points that was discussed in s. 4 was the issue of transparency. In-
sofar as relates to the transparency of processing, this is already considered in the 
general test for legitimate interest and fairness, which asks the controller to consider 
“how transparent the processing is”.  We should,  however,  ask whether  this  topic 
needs to be reiterated within the context of bots and AI-related technology and the 
potential opacity surrounding those technologies themselves.

On the one hand, we may argue that “how transparent the processing is” is 
already quite general and should be sufficiently flexible to cover the transparency is-
sues raised by bots and AI-related technologies. This general phrasing arose largely 
from the discussion of fairness and transparency,  e.g. by looking at how informa-
tional asymmetry might affect fairness because it is necessary for a data subject to 
know how their data is being used and whether or not they wish to exercise their data 
subject rights.226 However, processing involving bots and AI-related technologies in-
volves another important transparency issue: We are not simply looking at informa-
tional asymmetries between the controller and the data subject, but also whether the 
controller themselves actually understand how the program is processing the per-
sonal data. This does not change the fundamental nature of the question, but this is 
still  an  important  element  that  needs  to  be  emphasised.  When  specifically  used 
within the context of bots and AI-related technologies, the test should therefore be 
expanded to include “how transparent the processing is, both in terms of controller/
data subject transparency and the opacity of the technological processes involved”.

This issue is also linked to that of control over the processing. As discussed 
in s.  4.4, we must be careful to avoid socio-technical blindness. In particular, we 
should not  assume that  more control  would be possible  simply because the pro-
cessing were performed by conventional means, nor that the processing is somehow 
unpredictable simply because it involves bots and AI-related technologies.  At the 
same time, the issue of control raises an interesting point. We can, for this discus-
sion, leave aside questions of whether the programmer of a bot or AI-related techno-
logy has enough control to be considered a joint controller under data protection 
law;227 even in the case of joint controllers, each individual controller must have a 
justification for the processing of personal data and, where that justification is based 

226 See the discussion in Chapter 2, particularly s. 6.3.
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on legitimate interest,  must be able to satisfy the balancing test for their own in-
terest.228 Equally, we can accept that a party who actively chooses to deploy a bot or 
AI-related technology can be considered a controller even if they do not have full 
control over how that program uses the data where they are determining the purposes 
and means of the processing activity by choosing to use that technology. 

For our purposes, the more interesting point is when the processing becomes 
unfair because the controller does not, in practice, have enough granular or specific 
control over the processing activity. Clearly, this issue is not unique to processing by 
bots and AI-related technologies. We would, for example, find it unfair—regardless 
of whether or not the processing involves bots and AI-related technologies—if the 
controller had no way of ensuring that the processing stayed within the appropriate 
lines, either by defining parameters sufficiently reliably ahead of time or by adjust-
ing options as it continues (and, ideally, a controller should be capable of both). Nev-
ertheless, bearing in mind the discussions around control and autonomy above and 
the fact that very complex software may be deployed by a party who, in practice, has 
very little control over how that software treats the personal data, the fairness test 
should contain a reference to the level of control which can, in practice, be asserted 
over the processing activity by each party.

Another important question to ask is how the use of fairness, as discussed 
and understood within the context of the GDPR and the legitimate interest test, inter-
acts with the wider debate around algorithmic ethics and fairness discussed in s.  3. 
As explored above, there are already a number of attempts to offer guidelines and 
principles covering ethical approaches to the processing of personal data by bots and 
AI-related technologies. As a starting point, whether a controller has followed one of 
these tests may be helpful in determining fairness. Doing so can show that a control-
ler is genuinely trying to act in a fair way, which could affect the overall fairness of 
the processing—particularly if, for one reason or another, it is difficult for internal 
mechanisms to be developed impartially or if the guidelines help to highlight issues 
that would otherwise be outside of the controller’s knowledge or experiences. 

Meanwhile, some of the discussions of algorithmic fairness looked specific-
ally  at  the  underlying  logic  and  functioning  of  the  technology itself,  rather  than 
whether something is actually fair in a wider sense. For example, Corbett-Davies and 
Goel’s three groups of algorithmic fairness (anti-classification, classification parity 
and calibration) implement a different version of a “fair” result, although they re-
quire a controller to first determine which approach (if any) is appropriate for the 
specific circumstances.229 The use of such techniques can, therefore, be relevant in a 
fairness evaluation as they demonstrate how the controller has chosen to implement 
fairness in a practical way—but this will depend on whether they have properly eval-
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229 See s. 3.2.
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uated which techniques are the most appropriate to use in this specific case. These 
approaches highlight that fairness is a multi-factored question and that a fair result in 
one set of circumstances may be unfair in another. 

Simply following a general guideline for fairness or  implementation  of al-
gorithmic fairness, then, does not by itself make the processing fair. We can, for ex-
ample, see similar issues arising as with Okin’s critique raised in Chapter 2, s. 5.1—
that a person performing the fairness test may think that they are acting fairly, but 
that the test itself simply contains and reflects the biases and/or privileges of the per-
son who selected or applied it. In this way, while the use of these guidelines and 
methodologies may be a circumstance worth considering,  but should be part of the 
larger evaluation. As such, whether the processing activity has been designed in ac-
cordance with accepted ethical or fairness standards can be considered one of the 
factors relevant to the wider legitimate interest fairness test which I have proposed.

The next factor which is worth considering is the impact of the increased effi-
ciency and scale of processing. It may be easy to enter this discussion with the as-
sumption that, given the impact on power dynamics and scope for abuse, large-scale 
processing will tend to lean closer to unfairness than fairness. Nevertheless, while 
this can be the case and all parties involved should be very careful about how the 
new scale can affect the fairness of the processing, we should avoid approaching the 
issue with the assumption that large-scale processing is by default unfair.

In some ways, this issue will overlap with other GDPR rights and obliga-
tions, notably including the principles of purpose limitation and data minimisation 
under art. 5(1)(b) and (c). Further, issues of scale will likely have been relevant un-
der the necessity test, where controllers must consider whether the legitimate interest 
could be met with a smaller-scale processing activity. However, as was discussed 
above, such controls may be vulnerable to clever or manipulative framing of the le-
gitimate interest or the purpose of processing. The concept of fairness can therefore 
continue to play an important role in monitoring abuses born from the increased effi-
ciency and scale brought about by bots and AI-related technologies. 

In particular, the fairness test can be used to highlight that, while the use of 
the  bot  or  AI-related  technology  is  necessary  for  the  goal  in  question,  the  con-
sequences of the increased efficiency and scale may still mean that it is unfair over-
all. For example, as was discussed above, increasing the scale of processing may de-
crease the bargaining power of individual data subjects, creating a one-sided rela-
tionship that renders the processing unfair. Alternatively, it may be that while the in-
creased processing efficiency is necessary for a particular goal which is very advant-
ageous to the controller, that goal may increase the risk of harm to a data subject 
while providing them with no benefits, meaning that it is ultimately an unfair ex-
change. This issue can, therefore, be very relevant to the question of fairness and it is 
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proposed that the test should include some reference to the impact of the increased 
efficiency and scope as compared to processing in a conventional environment. 

Another factor that was identified above is the veneer of objectivity. We can 
easily imagine the impact that this may have on fairness. For example, if everybody 
involved believes that a decision should go one way, but the program states that the 
decision should go another way, it would be unfair if that answer is simply treated as 
being the “correct” one without subsequent analysis or questioning. However, at the 
same time, it would not be reasonable to impose a requirement into art. 6(1)(f) that 
every decision made by bots and AI-related technology must be overseen and thor-
oughly reviewed by a human with full authority to intervene; not only would such a 
requirement place a significant (and in many cases unreasonable and itself unfair) 
burden on controllers, it would go far beyond the reasonable limits of statutory inter-
pretation. Any inclusion of this ground in the fairness test must, therefore, strike a 
middle ground, with a focus on what is appropriate in the particular circumstances. It 
is therefore suggested that this ground be incorporated into the fairness test by asking 
that a controller consider  the potential for the results to be mischaracterised as ob-
jective and the potential controls for this risk.

The final point that I will discuss here is the issue of the creepiness factor and 
the psychological impact which processing by bots and AI-related technologies may 
have on data subjects. It can be easy to see how, all things being otherwise equal, the 
fact that the processing would make data subjects uncomfortable may be something 
that would affect the decision made in the original position. This is highly dependent 
on the facts in question (e.g. exactly how uncomfortable, the benefits of the pro-
cessing, or the existence of alternatives) however, as discussed in Chapter 3, s. 4, the 
fairness test was deliberately designed to allow such subjective issues to be incorpor-
ated in a meaningful way. Given this, a necessary part of the test should be whether, 
and to what extent, the data subject may consider the processing creepy or otherwise 
unpleasant.

The second limb of this test can be dealt with much more briefly. Given that 
this stage involves a reflection on the first limb, and then a consideration of how to 
match the outcome of that first limb with an intuitive conception of fairness until re-
flective equilibrium is reached, the application of bots and AI-related technologies 
does not seem to fundamentally alter the situation. One note that should be made is 
that, given the novelty of certain bots and AI-related technologies, this stage must be 
performed very carefully.  Indeed,  this  novelty may be relevant for both the con-
sidered and innate viewpoints, given the potential lack of frame of reference. The use 
of this stage is therefore vital to provide proper checks and balances on the use of the 
fairness test.
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5.3. Revising the test for bots and AI-related technologies

Based on the above, the legitimate interest fairness test should be appropriate for 
dealing with processing activity involving bots and AI-related technologies. Never-
theless, such processing activities may raise a number of “default” issues to be con-
sidered that are not present in the more general test. I therefore propose the following 
test for controllers wishing to use legitimate interest to justify the processing of per-
sonal data by bots and AI-related technologies:

1. Does the controller or relevant third party have a legitimate interest?

2. Is  the  processing,  as  performed  by  the  particular  technological  process 
chosen, necessary for that legitimate interest, in that the legitimate interest 
cannot  be  achieved  as  reasonably  effectively  by  less  intrusive  processing 
measures?

3. Is the processing activity fair? To determine fairness, an assessor must ask 
themself:

a. Would a person, unaware of their role in the situation and who only has 
knowledge of the necessary relevant circumstances,  which can include 
but are not limited to those listed below, accept the processing if there 
was an equal chance of them being in any particular role?

b. Does the answer to the first limb feel like an intuitively fair answer? If 
not, would a change in the known conditions in limb a (e.g. inclusion of 
more or fewer circumstances) produce a result that feels intuitively fair? 
Alternatively, is the reason that it does not feel intuitively fair because of 
an existing bias or consideration that should be discounted? 

When considering this question  in the context of bots and AI-related pro-
cessing, it is may be appropriate to consider, amongst other things:

i. the data subject’s interests and fundamental rights or freedoms which 
require the protection of personal data, including but not limited to 
the various rights and duties under the GDPR; 

ii. how transparent the processing is,  both in terms of controller/data 
subject transparency and the opacity of the technological processes 
involved; 

iii. the level of control which can, in practice, be asserted over the pro-
cessing activity by each party; 

iv. whether the processing activity has been designed in accordance with 
accepted ethical or fairness standards; 
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v. the impact of the increased efficiency and scope as compared to pro-
cessing in a conventional environment; 

vi. the potential for the results to be mischaracterised as objective and 
the controls for this risk;

vii. whether, and to what extent, the data subject may consider the pro-
cessing creepy or otherwise unpleasant; 

viii. the importance of the processing activity for each party; 

ix. the potential harms to the data subject; 

x. the relationship between the parties;

xi. the reasonable expectations of the data subject; 

xii. whether the data subject is a child;

xiii. the existence of any safeguards;

xiv. other general cultural norms; and

xv. anything else which may be relevant in the specific circumstances of 
the processing,  including circumstances that became apparent as a 
result of an impact assessment.

A few comments should be made about this test. From a structural perspect-
ive,  I  have adjusted the way in which the test  has been presented to embrace a 
layered approach. Unlike in Chapter 3, s. 4.4, the list of potential factors to be con-
sidered has been further separated from limb (3)(a). The reason for this is that, as the 
circumstances in which the test is intended to be deployed gets more specific, the 
number of “default” factors grows and, at this size, the previous layout would be too 
cumbersome to read and utilise. Instead, adopting the layered approach helps to im-
prove the readability while allowing me to emphasise the open nature of the list and 
modular nature of the test, with individual elements being introduced or removed de-
pending on the circumstances in question. 

Even with this new layout, there is the risk that by including this many differ-
ent possible elements, readers will begin to think that the test represents a compre-
hensive list of issues to be considered. This would go directly against the spirit and 
utility of the test, i.e. that it should be malleable to fit the specific circumstances and 
the factors to be considered should reflect this. It is important to note that any test 
will run this risk if it provides sufficiently in-depth guidance. I have attempted to 
counter this by adjusting the language to promote the general nature, as well as in-
cluding a final, open element  (being anything else that might be relevant) to make 
sure that the list is explicitly open. This framing can help to minimise the impression 
that a controller can simply use the test as a checklist, ticking all of the boxes and 
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moving on without actually thinking about the fairness of the situation. This should 
ideally help to retain the necessary flexibility, while still providing a number of com-
mon things that should be considered. 

The above test is put forward as a way of determining whether a processing 
activity which utilises bots and AI-related technologies can be justified under art. 
6(1)(f) as interpreted through the lens of fairness. Based on the argument put forward 
throughout this thesis as a whole, I believe that this will at least provide a legally 
correct answer. However, the question remains as to whether that test actually acts as 
an efficient and effective tool for supporting the GDPR’s goals and aims under such 
circumstances. This question will therefore be examined in the next section.

6. Is the use of legitimate interest processing, as interpreted through the 
lens of fairness, an efficient and effective tool for supporting the GDPR’s goals 
and aims when personal data is processed by bots and AI-related technology?

Up until now, this thesis has worked to construct a test which allows a party to de-
termine whether a processing activity performed by bots and AI-related technologies 
will pass the legitimate interest balancing test under the GDPR, art. 6(1)(f) by using 
the lens of fairness. Having established a test that can be used, the question then be-
comes should it be used? This section will first examine what exactly we mean by 
“the GDPR’s goals and aims”, before then examining some of the advantages and 
disadvantages of applying the test that has been set out above. In doing so, I will 
bring together the above discussions and directly answer the third and final research 
question: Is the use of legitimate interest processing, as interpreted through the lens 
of fairness, an efficient and effective tool for supporting the GDPR’s goals and aims 
when personal data is processed by bots and AI-related technology?

6.1. What do we mean by the GDPR’s goals and aims?

An important part of the third research question is the actual yardstick against which 
legitimate interest, as viewed through the lens of fairness, will be measured. To find 
this, I will utilise the goals and aims which the GDPR itself has set out in the recitals. 
As noted in Chapter 1, s. 2.3.2, the recitals are not necessarily the only place which 
provide  information  about  the  GDPR’s  goals  and aims.  Nevertheless,  they  are  a 
primary source and there is nothing to suggest that they cannot provide an appropri-
ate measure for the legitimate interest fairness test. I shall therefore examine the re-
citals and use them to establish a set of criteria against which the test can be evalu-
ated.

Unsurprisingly, the first goal presented by the GDPR, and one which is con-
sistently promoted, is the protection of personal data.230 However, while clearly im-
portant, this should not be considered the be-all-and-end-all of the GDPR’s goals and 

230 See, inter alia, the GDPR, recitals 1–4, 6–7 and 9–14.
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aims. Alongside this goal, the GDPR states that it wants to achieve “the accomplish-
ment of an area of freedom, security and justice and of an economic union, to eco-
nomic and social progress, to the strengthening and the convergence of the econom-
ies within the internal market, and to the well-being of natural persons.”231 Equally, 
one of the grandest aims is contained in recital 4, which states that the processing of 
personal data should “be designed to serve [humankind].” Recital 4 then follows this 
up with a commitment to protecting a wide range of fundamental rights, including 
the  rights  to  data  protection;  privacy;  expression  and  information;  thought,  con-
science and religion; and conducting a business. Based on the fact that they are in-
cluded in the same recital, we can assume that the concept of serving humankind 
should, at least in some way, be viewed through the idea of protecting and promoting 
fundamental rights as a whole. 

This reference to other fundamental rights, and the need for them to be bal-
anced, can also be seen elsewhere in the recitals, such as recitals 10 and 13. Within  
this context, it is also useful to refresh the discussion from Chapter 1, s. 3.1 that the 
concept of data protection as a fundamental right is, at least to some extent, unclear, 
particularly insofar  as  how it  is  (or  should be)  linked to and separated from the 
concept of privacy. When measuring the effectiveness of legitimate interest as a way 
to promote the GDPR’s goals and aims we must, therefore, take a holistic view and 
cannot simply evaluate the strength of the protection given to data subjects. 

This idea of serving humankind is also interesting when considered in the 
context of bots and AI-related technologies. The idea feels very similar to the hu-
man-centric focus used in many of the EU’s policy documents about AI systems and 
as part of the European Digital Strategy. For example, in its White Paper on AI, the 
Commission set out that it  wished to create an “ecosystem of excellence” and an 
“ecosystem of trust”, stating that AI-related technology should be used,  inter alia, 
“for citizens to reap new benefits … for business development … and for services 
of public interest” [emphasis in original].232 The European Parliament has also dis-
cussed the idea of Civil Law Rules on Robotics, which contains an extensive pre-
amble describing what they consider to be the right and proper development of AI-
related technologies (at least insofar as this relates to robotics). This preamble in-
cludes a reference to Asimov’s Laws, ethical principles and the idea that “the techno-
logical revolution … serves humanity and … the benefits of advanced robotics and 
AI are broadly shared, while as far as possible avoiding potential pitfalls.”233

While it would be difficult to argue against the developing and using of bots 
and AI-related technologies in a way that helps people, it is unclear as to how this is 

231 The GDPR, recital 2.
232 European Commission, White Paper On Artificial Intelligence – A European approach to excel-

lence and trust (n 5) 2.
233 European Parliament (n 68) 6.
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necessarily intended to work in practice. Nevertheless, it is reasonable to assume that 
one of the underlying goals of the GDPR is that personal data is processed in a way 
which benefits the humans involved, rather than simply technology being used for its 
own sake, or with developments being driven simply for their own sake. We must be 
careful not to take this point to the extremes (e.g. we should not use this to rule out 
high-level scientific development simply because the practical end-case or final be-
nefit has not yet been determined, nor should it be used to fuel a science-fiction-like 
idea of “humans vs machines”), but it is still an important reference point for the 
evaluation.

The GDPR, recital 5 also places a heavy focus on the intra-EU transfer of 
personal data and the use of such data in the internal market. This is reinforced by re-
cital 10, which gives the aim of “[ensuring] a consistent and high level of protection 
of natural  persons and [removing]  obstacles to  flows of personal  data  within the 
Union” and states that to do this “the level of protection [of personal data] … should 
be equivalent in all Member States”. This is further supported by recital 13, which 
states that a purpose of GDPR, and a reason for it being a Regulation, is “to ensure a  
consistent level of protection for natural persons throughout the Union and to pre-
vent divergences hampering the free movement of personal data within the internal 
market” and “to provide legal certainty and transparency for economic operators … 
and to provide natural persons in all Member States with the same level of legally 
enforceable  rights  and  obligations  and  responsibilities  for  controllers  and  pro-
cessors”. Recital 9 also expresses concern that “differences in the level of protection 
… may prevent the free flow of personal data throughout the Union” and that this 
“may therefore constitute an obstacle to the pursuit of economic activities at the level 
of the Union, distort competition and impede authorities in the discharge of their re-
sponsibilities under Union law.”

We can clearly see three aims for the GDPR take shape in these recitals: 
First,  to increase legal certainty and consistency,234 secondly to  make it  easier  to 
move information between Member States,235 and thirdly a reinforcing of the need to 
protect personal data and data subject rights. It is somewhat interesting that these 
goals are presented together. There is, for example, considerable debate about the ef-
fect of regulation on markets; at the very least, the claim that high levels of data sub-
ject  protection being necessary to  promote a free-flowing market  should be con-
sidered a controversial one.236 Nevertheless, we can recognise that while these goals 
may conflict in some ways, they are still things against which we can measure the 
test that has been outlined in the previous section.

234 This goal is also represented in, inter alia, recitals 6, 7 and 11. 
235 This goal is also represented in, inter alia, recitals 2 and 6.
236 For a general discussion of the competing arguments about regulation and market efficiency see, 

e.g., Niamh Dunne, Competition Law and Economic Regulation: Making and Managing Markets 
(CUP 2015), particularly ch. 3.
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At this stage, it is worth examining the fact that the GDPR’s discussion of its  
goals explicitly makes reference to “rapid technological developments” that allow 
controllers  “to  make  use  of  personal  data  on  an  unprecedented  scale”  and  have 
“transformed both the economy and social life”.237 The recitals also take pains to 
point out that there is a “widespread public perception that there are significant risks 
to the protection of natural persons, in particular with regard to online activity.”238 
Equally, recital 15 implicitly cautions about the risks of technology, noting as it does 
that technological neutrality is required “to prevent creating a serious risk of circum-
vention” of the GDPR rules and protections. This should not be taken to say that the 
GDPR paints a picture of technology as always being dangerous. Indeed, the recitals 
explicitly note that data, including the increased flow of data, has encouraged social 
and economic activities and goals—and that the law should be written in a which 
which allows these to be achieved, presumably through technology.239

These  recitals,  when  taken  together,  paint  an  interesting  picture  for  the 
GDPR’s goals in relation to technology. It seems that, as with the competing rights, 
the GDPR must reach a balancing point, allowing technology to enable processing 
activities that are deemed good (particularly if they permit social or economic goals) 
and preventing those which are deemed bad (particularly if they cause violations or 
unjustified risks to data subject rights). This is very reminiscent of the discussion 
about technology serving humankind and, as an abstract goal, seems difficult to criti-
cise. 

It is also notable that recital 7 links the idea of trust in the digital economy 
with the idea that data subjects should have control of their data. This idea of control, 
which is also seen elsewhere in the recitals,240 seems to be used in two ways: First, it 
can be seen as being a goal in-and-of-itself (and, indeed, it seems as though the text 
of recital 7 itself presents it in this way, simply stating that data subjects “should 
have control of their own personal data”), and secondly it can be seen as a way of 
helping to enable and manage other goals (see, e.g., the use of consent, both in the 
GDPR and the Charter, as a primary method for respecting the fundamental right to 
the protection of personal data).

The final point which I will draw from the GDPR’s recitals is a desire to en-
able international transfers of personal data while still providing a high level of pro-
tection241 and allowing national authorities to exchange data and co-operate across 
borders.242 These issues are somewhat outside of the scope of legitimate interest pro-
cessing; they relate to very specific rules within the GDPR that are not really achiev-

237 The GDPR, recital 6.
238 The GDPR, recital 9.
239 The GDPR, recitals 6, 9 and 13.
240 See, inter alia, the GDPR, recitals 32, 39, 40, 69, 70 and 71.
241 The GDPR, recital 6
242 The GDPR, recital 5.
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able by provisions like legitimate interest processing. They do not, therefore, warrant 
particular discussion.

Based on the recitals, we can therefore draw a number of aims and goals 
from the GDPR against which we can compare the effectiveness of the legitimate in-
terest as viewed through the lens of fairness. The nature of these goals can vary, with 
both  overlapping  and  conflicting  concepts  being  raised.  Having  identified  these 
goals, it is then possible to group them into the following categories for the purposes 
of structured analysis and discussion: 

Grouping GDPR goal

Goals which are related to the overall 
purpose and normative aims of pro-
cessing in general

The use of personal data in a way that 
benefits people and individuals, includ-
ing through technology which supports 
social and economic goals

The protection and appropriate balancing 
of the various competing fundamental 
rights, particularly the protection of per-
sonal data

The practical elements of the legal re-
gime

The implementation of a strong and co-
herent legal framework, and the increase 
of legal certainty and consistency

A removal of barriers to moving personal 
data within the EU and between Member 
States

Avoiding the circumvention of rules 
through technological neutrality

The role of individual actors Making it easier for controllers to act

The enabling of proper control by data 
subjects over their personal data

Limits of legitimate interest The high protection of personal data dur-
ing international transfers and ability of 
national authorities to exchange data and 
co-operate

These grouping are largely self-explanatory, but will be elaborated upon in the fol-
lowing subsections. For the sake of the argumentation, I shall begin with the limits 
of legitimate interest before continuing with the others.
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6.2. The limits of legitimate interest

Before considering what the legitimate interest fairness test can achieve, it is import-
ant to scope the conversation and be clear about what it cannot do. In particular, 
there is one significant limitation: That other processing grounds are available and 
may be more applicable or appropriate in certain situations. Further, even when legit-
imate interest is used as the processing basis, it is important not to pretend that the 
provision is all-powerful. This section will explore these limitations. 

6.2.1 The hard limits of applicability

Although it is a wide-ranging provision, there are certain processing activities for 
which the GDPR, art. 6(1)(f) can never be used. In particular, the GDPR itself cre-
ates some hard limits for the applicability of the legitimate interest fairness test: Un-
der art. 6(1), legitimate interest cannot be used to justify processing for public au-
thorities acting in the performance of their tasks; under art. 9(2), legitimate interest 
cannot be used as a justification for the processing of special category data; and, par-
ticularly notably given the context of bots and AI-related processing, legitimate in-
terest processing cannot be used to permit processing activities prohibited by art. 
22(1). Each of these can be understood as a limitation or restriction on the range of 
factual circumstances where art. 6(1)(f) can be deployed and therefore limits its abil-
ity to promote the goals and aims of the GDPR.

The lack of applicability for special category data can be particularly import-
ant as there are already concerns that the wide definition of combinable data243 and 
the ability of bots and AI-related technology to make unexpected discoveries and 
combinations244 could mean that seemingly “normal” personal data will become, or 
need to be treated as, special category data,245 thus excluding the use of art. 6(1)(f). 
However, we should be careful of overstating this limitation. First, it  must be re-
membered that bots and AI-related technologies are much wider than simply big-data 
analytics and many such programs will not possess the ability to discover “new” 
data. Secondly, while the broad interpretation of combinable data has certainly been 
used, the law has not yet gone so far as to say that big data analytics means all per-
sonal data (or even simply all personal data in a digital environment) must be con-
sidered as special category data, nor is such a finding likely. Doing so would cause 
significant  problems,  summarily  rendering  vast  numbers  of  processing  activities 

243 This definition is derived from C-582/14 Breyer v Bundesrepublik Deutschland, 
ECLI:EU:C:2016:779. For some discussion about the possible consequences of such a wide inter-
pretation of the term “personal data”, see, e.g., Nadezhda Purtova, “The law of everything. Broad 
concept of personal data and future of EU data protection law” (2018) 10 (1) Law, Innovation & 
Technology 40.

244 See, for example, some of the examples listed in Mayer-Schönberger & Cukier (n 72).
245 See, e.g., Sandra Wachter & Brent Mittelstadt, “A Right to Reasonable Inferences: Re-thinking 

Data Protection Law in the Age of Big Data and AI” [2019] 2 Columbia Business Law Review 
494, 560 et seq.
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either unlawful or impractical. We can, therefore, assume that the law will be inter-
preted in a way that respects a healthy balance in this area, with room for art. 6(1)(f) 
to be used in a good range of processing activities which involve bots and AI-related 
technologies.

Another important qualification is that legitimate interest processing cannot 
be used as a basis  to permit processing activities which fall  under art.  22 of the 
GDPR,  i.e.  activities which “subject [a data subject] to a decision based solely on 
automated processing, including profiling, which produces legal effects concerning 
him or her or similarly significantly affects him or her.” While this would seem to be 
directly on the point of processing by bots and AI-related technologies, there is room 
to question how far it will actually be applicable in practice. Unless this provision is 
given a surprisingly wide interpretation, it will only apply to a relatively narrow set 
of processing activities by bots and AI-related technologies. It  is notable that the 
equivalent provision under the DPD was applied “extremely rarely”246 and no not-
able cases emerged under that provision.247 Article 22 has already seen at least some 
use at the national level under the GDPR248 and it is possible that this may increase 
with the advances of technology. Nevertheless, I have argued elsewhere that it  is 
easy to overstate the impact of technological changes on this topic and the limita-
tions inherent in art. 22 (i.e. that the decision must be made “solely” by automated 
processing and must be of sufficiently significance) mean that the provision will still 
be quite  constrained.249 Indeed, these limitations have been criticised as being so 
wide as to effectively act as a loophole, both under the DPD and the GDPR, giving 
controllers space to avoid the application of the section.250 Ultimately, as with com-
binable data and art. 9, this will depend to some extent on how art. 22 is interpreted 
over the life of the GDPR. At the very least, however, it seems reasonable to assume 
that there will be noticeable scope for processing by bots and AI-related technologies 
that is outside of the scope of art. 22 and therefore can be justified by legitimate in-
terest.

The final hard limit for legitimate interest processing to be mentioned here is 
that, under the GDPR, art. 6(1) itself, legitimate interest processing cannot be used 
by “public authorities in the performance of their tasks.” The GDPR, recital 47 gives 
as  a  reason  for  this  that  such  authorities  should  only  be  processing  data  where 

246 Douwe Korff, EC Study on Implementation of Data Protection Directive: Report on the findings 
of the study: Annex 3 (2002) 115.

247 Wrigley, “Bots, Artificial Intelligence and the General Data Protection Regulation: Asking the 
Right Questions” (n 80) 206.

248 See, e.g., Case Number C/13/689705 / HA RK 20-258, ECLI:NL:RBAMS:2021:1019.
249 Wrigley, “Bots, Artificial Intelligence and the General Data Protection Regulation: Asking the 

Right Questions” (n 80) 206–207.
250 See, e.g., Sandra Wachter, Brent Mittelstadt & Luciano Floridi, “Why a Right to Explanation of 

Automated Decision-Making Does Not Exist in the General Data Protection Regulation” (2017) 7 
(2) IDPL 76, 89.
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provided for by law, rather than taking their own initiative and determining when it 
is or is not acceptable to process data. Such processing, whether by bots and AI-re-
lated technologies or otherwise, will instead being kept within the GDPR’s goals and 
aims by wider, democratic control, as well as the various controls in national admin-
istrative law. 

Before moving on, it must be noted that, where the controller cannot justify 
their processing on the basis of legitimate interest, this does not mean that the fair-
ness test itself (as opposed to the legitimate interest fairness test) is inapplicable. Par-
ticularly, under art. 5(1)(a), fairness should be applied to the processing regardless of 
the processing justification. Equally, elements of the test may also be helpful for con-
trollers performing a data protection impact assessment under the GDPR, art. 35 (an 
overlap which will be discussed in more detail in s.  6.4.4). The use of the fairness 
test can therefore help to generate increased discussion and familiarity with these 
concepts and the testing methodology discussed in this thesis may still assist control-
lers in complying with their legal obligations, albeit in a different context. 

6.2.2 The limits created by other grounds for processing

As well as the situations where legitimate interest processing cannot be used, there 
are also a number of situations where it should not be used. Under the GDPR, art. 6, 
there are five other grounds for processing personal data and, as the Article 29 Work-
ing Party has cautioned, legitimate interest should not “be seen as a preferred option 
and its use unduly extended because it would be considered as less constraining than 
the other grounds”.251 It is therefore important to briefly examine these other grounds 
and consider how they outline the proper usage of art. 6(1)(f).

The easiest  grounds to cover  here are  those in sub-paras.  (b)–(e).  As dis-
cussed in Chapter 3, s. 2, these grounds cover limited factual circumstances and art. 
6(1)(f) should not be used where these can apply instead. Further, they can be seen 
as those where the balancing of interests has already been considered at the legislat-
ive level.252 Consequently, the legitimate interest fairness test cannot be of assistance 
to controllers who are using one of these grounds. 

More difficult is legitimate interest versus consent. Both of these grounds al-
low for processing in generic or novel circumstances and therefore may both be valid 
options for justifying the processing activity. The question therefore becomes: When 
should a controller use one over the other? One way to approach this question is by 
reference to the GDPR’s goals and aims: Consent should be used where it would bet-
ter meet those goals, while legitimate interest should be used where it would better 
meet them. If we accept this approach, whether to use consent or legitimate interest 

251 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC, WP 217 (9 April 2014) 9.

252 For a discussion of these grounds, see, e.g., ibid 16–23.
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will depend significantly on the circumstances surrounding the processing activity. I 
will here make two further observations.

First, when a controller does not feel capable of performing the balancing 
test, they should either use consent or should not perform the processing activity. For 
example, with an issue where there may be significant variations between data sub-
jects, controllers should not use legitimate interest processing if they feel unable to 
accurately gauge or predict the consequences of that variation. The use of consent 
therefore  limits  the  application  of  legitimate  interest  by  providing  an  alternative 
where the test is too difficult to perform.

Secondly, it is possible that the result of the fairness test is that it would be 
unfair to proceed without consent from the data subject. This could arise where, for 
example, the risks are at such a level that it is only fair if the person who would suf-
fer the negative outcome is the one making the decision, or where the use of a bot or 
AI-related technology could have implications for a data subject’s autonomy. Under 
such a situation, even if a controller had originally planned to use legitimate interest, 
they should adjust and instead operate under the basis of consent. Consent therefore 
limits the application of legitimate interest by providing an alternative in the cases 
where it is simply inappropriate for the controller to be the party who makes the de-
cision. 

While this second point is important, it cannot be used as a loophole around a 
finding of unfairness. While consent can be enough to make processing fair,  this 
does not mean that controllers should be able to “consent-wash” their processing or 
simply outsource their responsibilities. Rather, this approach of switching to consent 
should only be used where such consent is actually appropriate and necessary to en-
sure that the processing is fair. The fairness test under art. 5(1)(a) is, therefore, still 
an important safeguard to protect data subjects from such attempts to circumvent 
GDPR protections. 

6.2.3 The edges of legitimate interest’s power

Having discussed the areas where legitimate interest cannot or should not be used, it 
is also important to recognise that, even where it is used, a single provision can only 
do so much. While legitimate interest, being a justification for processing, has a far-
reaching touch, it is worth noting some goals which cannot be met by art. 6(1)(f).

A particularly clear instance of this is the promotion of a high level of protec-
tion for personal data during international transfers. This issue will largely relate not 
to whether there is a legitimate interest that is fair to act upon, but instead to the rules 
governing such transfers253 and the wider geo-political and practical issues at hand.254 

253 See, e.g., the GDPR, ch. V.
254 For a discussion of some of these issues, see, e.g., Benjamin Greze, “The extra-territorial enforce-

ment of the GDPR: A genuine issue and the quest for alternatives” (2019) 9 (2) IDPL 109.
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Equally, the goal of permitting and encouraging co-operation between Member State 
national  authorities  will  depend on the rules  specifically  governing and enabling 
such transfers.255 

Even where legitimate interest is relevant, there are other limiting factors on 
how well the legitimate interest fairness test can encourage the processing of per-
sonal data by bots and AI-related technologies to be performed within the goals es-
tablished by the GDPR. For example, the issue of enforcement will depend signific-
antly  on  the  resources  available  to  national  supervisory  authorities,  particularly 
where fines are contested or appealed. This is not a merely theoretical concern; al-
though the  size and funding of  supervisory authorities  has  generally  risen,256 the 
number of appeals and challenges has also grown since the GDPR was introduced, 
which will put a further strain on those resources.257 In fact, the European Data Pro-
tection Board has reported that the “vast majority” of supervisory authorities have 
“explicitly stated” that they need more financial and human resources.258 Given the 
importance of oversight to the legitimate interest model and the GDPR as a whole, 
the funding and practical capabilities of enforcement agencies must clearly be recog-
nised as an area to be developed and maintained. This issue of enforcement will also 
be returned to in s. 6.4.2, but this limitation should be remembered.

6.3. Goals which are related to the overall purpose and normative aims of pro-
cessing in general

Having noted some of the limitations of art.  6(1)(f),  I  will  move to consider the 
GDPR’s goals  which relate to the larger,  societal  issues,  being those that  aim to 
shape the usage of personal data in ways that are deemed desirable for society. These 
goals are expressed in the GDPR as requiring that personal data be used in a way 
that benefits people and individuals, including through technology which supports 
social and economic goals; and the protection and appropriate balancing of compet-
ing fundamental rights, particularly the protection of personal data.

These goals have been grouped together under this heading because of their 
wider, normative outlook; if they are met, these goals and aims will guide the way in 

255 See, e.g., the GDPR’s efforts to increase intra-EU co-operation between supervisory authorities in 
the GDPR, Chapter VII.

256 European Commission, Commission Staff Working Document […] Accompanying the document 
Communication from the Commission to the European Parliament and the Council: Data Protec-
tion as a pillar of citizens’ empowerment and the EU’s approach to the digital transition - two 
years of application of the General Data Protection Regulation {COM(2020) 264 final}, 
SWD(2020) 115 final (24 June 2020) 12–14 & Annex II.

257 See, e.g., Catherine Stupp, “Wave of Legal Appeals Challenges How European Regulators En-
force Privacy Rules” (The Wall Street Journal, 15 March 2021) <https://www.wsj.com/articles/
wave-of-legal-appeals-challenges-how-european-regulators-enforce-privacy-rules-11615800602> 
accessed 18 March 2021.

258 European Data Protection Board, Overview on resources made available by Member States to the  
Data Protection Authorities and on enforcement actions by the Data Protection Authorities 
(2021) 5 & 6.

243



which the processing of personal data is used within society, and how and when that 
processing is deemed socially useful or desirable. However, despite this macro per-
spective, it is worth noting that we are still looking at regulation on the level of indi-
vidual processing activities. In order to support these goals, legitimate interest as 
viewed through the lens of fairness should therefore help to limit processing activit-
ies by bots and AI-related technologies which contravene these goals (or even pos-
sibly those which are neutral towards them) and encourage those which enable them.

As has already been discussed in this thesis, there is a significant overlap 
between the use of fairness on the one hand and the balancing of a wide range of in-
terests and larger social issues on the other. Indeed, as can be seen throughout the 
various formulations, the test has sought to include wider social issues that should 
promote processing that benefits controllers, data subjects and other affected parties, 
while also considering the downsides and potential harms in a balanced way. In this 
way, the legitimate interest fairness test seems to directly address the issues raised by 
these goals.

Importantly, when evaluating these different elements, the legitimate interest 
fairness test focuses on a holistic approach, including the benefits for the controller 
(see, e.g., Chapter 3, s. 4.1.2). This is important as the goals expressed in the GDPR 
recitals are not simply about protecting data subjects; the processing of personal data 
must  also allow for economic development,  which means that  we must  consider 
commercial interests. This also helps to enable the role that private interests play in 
driving the development of bots and AI-related technologies. Equally, the test helps 
to promote the appropriate limitations on these interests; following from the discus-
sion in  Chapter 3, the fairness approach is designed to make it possible to balance 
such commercial interests alongside things that cannot be easily weighed or numer-
ically expressed, such as dignity, privacy and any hard-to-measure subjective im-
pacts on data subjects.

In addition to the test’s focus on the balancing of interests, it is important to 
emphasise the flexibility of the test. Although the GDPR is primarily focused on data 
protection, the recitals identified in s. 6.1 point to a wide range of possible rights and 
societal interests. The legitimate interest fairness test uses an open list of possible 
elements to be considered, requiring controllers to think about the different factors 
that may be relevant behind the modified veil of ignorance, and requires people to 
verify the first step against their intuitive conception of what is fair in the circum-
stances. By doing this, it should be able to deal with the wide range of potential in-
terests  that  are  to  be  promoted  and  protected  by  the  GDPR and  which  may  be 
touched by processing involving bots and AI-related technologies.

Section  6.1 above also identified that many of the goals categorised under 
this heading may be quite subjective or vague. One notable example is the idea that 
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processing of personal data be used to serve humankind; although this is clearly an 
esteemable concept, many people will disagree about when and how this should ap-
ply. This becomes even more complicated within the context of bots and AI-related 
technologies. Aside from the various, broad goals set out by various European bod-
ies,259 competing views will exist as to how and when bots and AI should be used for 
the benefits of people.260 Ultimately, the way in which one believes bots and AI-re-
lated technologies should be used to promote the best interests of humankind will be 
political and subjective. The legitimate interest fairness balancing test does not re-
move the political element of these goals and (given the inherently political nature of 
the question) it would likely be impossible for anything to do so.  Instead, as with 
other subjective issues, the test helps to ensure that the discussion surrounding pro-
cessing by bots and AI-related technologies is made in an open and frank way, which 
can then both be informed by and be used to inform that political discussion.

One important criticism relating to this group of goals is that while control-
lers may have a better understanding of the underlying technical concepts, this does 
not mean that they can properly understand or empathise with data subjects. This 
would have a direct effect on their ability to perform the fairness test if they cannot 
consider all of the necessary factors in the modified original position or understand 
how those technical concepts may apply in practice. This is particularly concerning 
in the technological context; as noted by Criado Perez, technology is often designed 
in a way that is centred around men rather than women,261 at least in part due to a 
data gap which both under-represents and misrepresents women262 and because the 
technology industry is so overpopulated by men that they are effectively blind to the 
problems suffered by women.263 This is not a new observation and largely echoes 
Okin’s persuasive critique of Rawls.264 This concern should is not restricted to femin-
ist  questions or problems of institutionalised misogyny, with similar  issues being 
raised relating to, e.g., racism265 and socio-economic divides or discrimination.266

259 See, e.g., European Commission, White Paper On Artificial Intelligence – A European approach 
to excellence and trust (n 5) 2; European Parliament (n 68).

260 See, inter alia, Future of Life Institute, An Open Letter: Reserach Priorities for Robust and Bene-
ficial Artificial Intelligence <https://futureoflife.org/ai-open-letter/> (accessed 17 March 2021); 
The Institute for Ethical AI & Machine Learning “The Responsible Machine Learning Principles” 
(n 116); and Jobin, Ienca & Vayena (n 93).

261 Criado Perez (n 178) chs. 8–9.
262 ibid 163–167.
263 ibid ch. 9.
264 Susan Moller Okin, Justice, Gender, and the Family (BasicBooks 1989) 105–109.
265 See, e.g., Julia Angwin & others, “Machine Bias” (Propublica, 23 May 2016) <https://www.prop-

ublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing> accessed 23 March 
2021; Joy Buolamwini & Timnit Gebru, “Gender Shades: Intersectional Accuracy Disparities in 
Commercial Gender Classification” (2018) 81 Proceedings of Machine Learning Research 1; and 
Alyse Callawy Chase, “Ethics of AI: Perpetuating Racial Inequalities in Healthcare Delivery and 
Patient Outcomes” (2020) 6 Voices in Bioethics https://doi.org/10.7916/vib.v6i.5890.

266 See, e.g., Virginia Eubanks, Automating inequality: How high-tech tools profile, police and pun-
ish the poor (St Martin's Press 2018).
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This critique, then, goes beyond the simple concern of “garbage in, garbage 
out”.267 Rather, it is compounded by the fact that those who dominate the develop-
ment and deployment of bots and AI-technology may be either unable or unwilling 
to notice whether there is a problem, let alone consider how to fix it. Certainly there 
is discussion in technical fields about this issue.268 Nevertheless, significant issues 
and question  remain;  even when steps  are  nominally  made to  prevent  important 
viewpoints from being systematically ignored or lost in the analysis, we can ask how 
effective AI ethicists are actually allowed to be and how much technology companies 
will actually welcome increased diversity.269 It is therefore clear that this is still an 
ongoing problem.270 

This issue cannot be sidestepped simply because data subjects have the right 
to object to the processing under the GDPR, art. 21(1); even with a safeguard that 
can stop inappropriate processing  ex post, the potential for harm and human-rights 
nature of data protection means that it is important that the decision be properly con-
sidered ex ante. I also accept the claims of Rességuier and Rodrigues that ethics—
and by extension, I would argue, the normative goals adopted by the GDPR as a 
whole—cannot become a static list of rules and requirements or else it will lose the 
reflexive ability to deal with new issues or see old issues in a new light.271 

Controllers therefore face the challenge of how to, first, ensure that they can 
accurately and reliably determine what should be considered fair when applying bots 
and AI-related technologies; and, secondly, ensure that they earn the trust of data 
subjects over their ability to make (and follow through with) such findings. How ex-
actly this must be done will depend on the exact circumstances of each instance. One 
possible approach could be the use of external feedback and consultation, ensuring 
that this is sourced from a diverse and representative group, as has been discussed 
elsewhere in this thesis. Fundamentally, however, this will require a cultural shift in 
the development and deployment of bots and AI-related technologies to ensure that 
the correct issues can be identified and that that the voices raising these issues are 
properly heard. 

It is worth noting that the legal importance of art. 6(1)(f), and the fact that it 
helps to provide something onto which art. 5(1)(a) can latch, may be helpful in this  
regard. In particular, controllers who wish to use legitimate interest to justify their 
processing by bots and AI-related technologies can be forced to consider these issues 

267 See, for example, Kilkenny & Robinson (n 170).
268 See, e.g., Crag M. Dalton, Linnet Taylor & Jim Thatcher, “Critical Data Studies: A dialog on data 

and space” (2016) Big Data & Society 10.1177/2053951716648346.
269 See, for example, Hagendorff (n 99) 108–109; and McLennan & others (n 109).
270 In addition to the academic discussions cited in s. 3.1, see, e.g., Katyanna Quach, “I’m fired: 

Google AI in meltdown as ethics unit co-lead forced out just weeks after coworker ousted” (The 
Register, 22 February 2021) <https://www.theregister.com/2021/02/22/in_brief_ai/> accessed 23 
March 2021.

271 Rességuier & Rodrigues (n 107) 3.
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properly and be penalised if they do not do so. This therefore takes ethical questions 
beyond voluntary or purely internal systems, providing both an incentive for compli-
ance and a mechanism for enforcement. This may, at least to some extent, help to 
deal with the problem of follow-through identified by, inter alia, Hagendorff.272 In 
this way, it is hoped that the legitimate interest fairness test can help with the issue, 
providing hard, legal provisions that allow for enforcement against controllers who 
do not take the necessary steps to properly engage with the balancing test, while still 
retaining sufficient flexibility and adaptivity to retain the efficacy of ethics’ “teeth”. 

The legitimate interest fairness test is, therefore, well suited to dealing with 
the types of questions under this goal. The test has been explicitly created to balance 
interests in a holistic way, recognising, inter alia, the issues raised by Okin and oth-
ers about the dangers of ignoring (or failing to see) certain viewpoints, perspectives 
or issues. This design makes it it easier for the legitimate interest fairness test to dir-
ectly engage with the societal GDPR goals, as well as to help determine how and 
where processing activities should be shaped so that bots and AI-related technologies 
can be used in a balanced and societally-desirable way. However, these benefits do 
still depend in no small part on controllers engaging genuinely and, ideally, enthusi-
astically with their obligation to consider all of the relevant issues. While controllers 
may have more knowledge about bots and AI-related technologies, there are limits to 
their  perspectives which must be identified and controllers must take meaningful 
steps to compensate for these limitations. The legitimate interest fairness test helps to 
structure the conversation in a way that promotes these considerations and, by creat-
ing a legal obligation with sufficient sanctions, may help to encourage controllers to 
take these tasks seriously.

6.4. The practical elements of the legal regime

In this subsection, I will examine the goals from the GDPR recitals which are more 
practically minded, being the increase of legal certainty and consistency, the imple-
mentation of a strong and coherent legal framework, the removal of barriers to mov-
ing personal data within the EU and between Member States, and avoiding the cir-
cumvention of rules through technological neutrality. The fact that these goals have 
been grouped together as being practical does not mean that they do not carry norm-
ative weight; clearly, for example, it is normatively desirable to have legal certainty 
and the question as to whether data should move freely from one EU country to an-
other  can  be  considered  a  normative  or  political  question.  Nevertheless,  I  have 
grouped these issues together as being practical because, in contrast to the previous 
section, they are not about envisioning long-term goals and concepts of social good 
etc., but about achieving particular, concrete goals.

272 Hagendorff (n 99) 108–109.
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6.4.1 The usability of the test

In order to create a strong and coherent legal framework that increases legal certainty 
and consistency, it is necessary to have a test which can be reliably applied and eval-
uated. This issue has already been discussed, both in relation to fairness in general in 
Chapter 2, s. 6 and Chapter 3, s. 4 and it is therefore important to examine how these 
discussions apply to processing by bots and AI-related technologies. 

As a starting point, it must be accepted that any fact-based test dealing with a 
general processing ground like legitimate interest within such a complex and varied 
subject-matter like the processing of personal data by bots and AI-related technology 
will struggle to create a simple test. As was seen in s. 2, there is a huge variation as 
to what may be considered a bot or AI-related technology, even before we discuss 
the various capabilities of these technologies and the circumstances in which they 
can be utilised. Because of these variations, it can be difficult to provide specific 
guidelines about how to legally process personal data when utilising bots and AI-re-
lated technologies. In particular, tests created within this context may need to either 
be at an incredibly high (and therefore vague) level or become so overly specific as 
to lose their utility (and potentially become outdated as technology or usage patterns 
evolve). Equally, tests which are quick and easy to apply may ignore nuance and 
reach  inappropriate  answers  in  the  name  of  user-friendliness—something  which 
would meet the surface goal of legal certainty and consistency, but fail to achieve the 
underlying goal of a system that is certain and consistent at reaching the legally in-
tended result.

It is important, then, to ensure that usability is not conflated with simplicity.  
While the legitimate interest fairness test may be complex, given that it requires an 
in-depth analysis of the relevant factors, it promotes usability in the form of reliabil-
ity by providing an adaptable structure for a conversation about the processing activ-
ity. This is particularly relevant when it comes to the fulcrum issue and the often sub-
jective issues that must be considered, as discussed in  Chapter 3. Equally, this ap-
proach of reliability rather than simplicity is necessary given that bots and AI-related 
technologies often involve new technologies, or operate in areas where a large range 
of different standards, codes of conduct or other guidelines apply. Within this con-
text, the usability of the test arises from the ability to consider these new technolo-
gies or competing standards in a structured way, express how one has reached the 
conclusion that one believes to be correct, and deal with a (comparatively) easy-to-
understand but still flexible fulcrum.

Finally, it is worth noting that while the test may seem complex to apply in 
abstract, it would become easier to perform the more widespread it becomes. If con-
trollers and data subjects become used to viewing the issues of legitimate interest 
and processing by bots and AI-related technologies through the lens of fairness, it 
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will  become possible  to  compare established conclusions,  practices  and findings. 
Further, hoped that the use of a layered design will assist with the usability, since it 
promotes readability, the requirement that the test should be supplemented or modi-
fied to fit the circumstances in an accessible way and the idea that fairness discus-
sions in other contexts may be useful by analogy. Key to this is the idea that the 
concept of fairness can act as a common, flexible touchstone; although the other 
factors may change, it should be possible to rationalise and discuss those differences 
and their relationship to fairness in a way that calibrates the acceptable boundaries of 
using bots and AI-related technologies to process personal data. By taking a layered 
approach  that  explicitly  requires  the  consideration  of  all  relevant  circumstances 
while also requiring the use of intuitive concepts of fairness, the test gains a usability 
that makes it easier to create a coherent and consistent framework within such a var-
ied and subjective issue while still providing the intended level of legal protection.

6.4.2 The issue of enforcement

The issue of enforcement has been raised at various times in this thesis. I have made 
some arguments for how the fairness test could help to increase enforceability, since 
it  offers a way to create a structured conversation and provides a meaningful yard-
stick which can be used by data subjects who wish to know whether or not they can 
validly make a complaint. At the same time, the limits of any test to affect enforce-
ment have been recognised in s. 6.2.3 and there are a number of concerns that must 
be discussed and which highlight some weaknesses of the approach used here. 

It seems reasonable to assume that the test should be written  such  that en-
forcement can be used to ensure that controllers are following the law and that data 
subject rights can be protected if the controller tries to violate them.273 Equally, en-
forcement  has  another  side:  In  order  to  meet  the  practical  goals  outlined  in  the 
GDPR’s recitals, enforcement actions arising from the test should be sufficiently pre-
dictable  that  controllers  and  data  subjects  can  know  what  are the  “right”  and 
“wrong” things to do. This can be problematic given the inherent amount of sub-
jectivity involved; amongst other concerns, controllers may be worried about acting 
on the result of the legitimate interest fairness test because there is no hard and fast 
“proof” of their position, data subjects may assume that their conception of fairness 
will not be accepted by a legal adjudicator, and enforcement agencies may worry 
about a margin of error used to compensate for any ambiguity. It may, therefore, 
seem easier to support enforcement with a test that produces a clear, yes or no an-
swer based on objectively provable criteria.

273 For a fuller discussion of some ideas underlying enforcement by punishment, including many of 
the various academic thoughts on the topic, see, for example, Antony Duff & Zachary Hoskins, 
“Legal Punishment” in Edward N. Zalta (ed) The Stanford Encyclopedia of Philosophy (Winter 
2019 edn) <https://plato.stanford.edu/archives/win2019/entries/legal-punishment/> (accessed 26 
February 2021).
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However, and as has been emphasised throughout this thesis, many of the 
questions surrounding legitimate interest, fairness, the balancing of rights and the use 
of bots and AI-related technologies to process personal data are inevitably subject-
ive. Embracing this subjectivity certainly does not eliminate the risks of enforcement 
difficulties, such as unexpected penalties being issued or data subjects being unwill-
ing to complain because they cannot be sure that it will succeed—although this may 
be helped by the legitimate interest fairness test being adopted and developed along-
side a comprehensive range of best practices, cases and industry standards, as dis-
cussed in s.  6.4.1.  Nevertheless, forcing subjective issues into objective measures 
would still retain these issues, e.g. by creating the problem of how to categorise the 
different  issues  and  the  uncertainty  and  ambiguity  therein.  As  was  discussed  in 
Chapter 3,  part of the design criteria for the legitimate interest fairness test was to 
deal with the issue of legal certainty surrounding the fulcrum problem and the diffi-
culty of identifying and weighing circumstances, both of which could lead to uncer-
tainty about when enforcement actions would, could or should be brought. 

This is particularly important within the context of bots and AI-related tech-
nology. As has been discussed, there are concerns about whether the identification of 
all of the relevant interests and perspectives will actually happen, even under a test 
deliberately designed to take these into account. Still, it seems likely that, under a 
more formalised test, this would be even harder to do. While, therefore, such an ap-
proach  may  increase  the  certainty  for  enforcement,  it  would  likely  also  exclude 
claims that should be properly construed as valid or include claims that should be 
properly construed as invalid. We should, therefore, find that the legitimate interest 
fairness test is actually helpful for enforcement proceedings because while it may 
make them more complex, doing so also gives them the chance to become more ac-
curate.

6.4.3 Bringing these together: Using the test across EU borders

Having looked at usability and enforcement in isolation, it is worth considering how 
these elements will affect the use of bots and AI-related technology across EU bor-
ders and the impact this will have on the goal of removing barriers to transfers of 
personal data across such borders. 

As a starting point, it should be recognised that the GDPR has already made 
inroads to the use of legitimate interest as a basis for processing in intra-EU pro-
cessing activities by increasing the level of harmonisation.274 However, as was dis-
cussed in  Chapter 2, s.  6.2.2, cross-border concepts of fairness can be difficult to 
evaluate. While the fairness test does provide space for these issues to be considered, 
it is also clear this may be an expensive and slow process, which can reduce the ease 
at which data can be transferred. It may therefore be that controllers find that they 

274 See Chapter 3, s. 3.2.
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are not in a position to adequately evaluate the zeitgeist of other Member States and 
so would do better to instead utilise consent as a basis for processing, as discussed in 
s. 6.2.2. This is made even more relevant when dealing with the processing of per-
sonal data with bots and AI-related technologies since, as discussed in s. 4.2, the use 
of bots and AI-related technologies will make it much easier to perform such cross-
Member State processing activities from a practical perspective. 

Nevertheless, the flexibility of the legitimate interest test does at least mean 
that it will be possible to use the same test throughout every Member State. Although 
different Member States may have different conceptions of what is fair, discussions 
can still be had in a comparable and open way. This unified approach avoids the is-
sue of conflicting guidance from national Supervisory Authorities and allows such 
authorities to compare their tests through the lens of fairness when acting within the 
GDPR’s co-operation procedure.275

As with the previous two subsections, then, this ground seems to raise a po-
tential conflict between thoroughness and accuracy, versus simplicity or ease of use. 
It may be argued that the legitimate interest fairness test introduces complex barriers 
to intra-EU movement of data and therefore the legitimate interest fairness test fails 
to promote this ground. However, this should be rejected as overly simplistic. While 
a more mechanical test which simply involves a binary “yes” or “no” for controllers 
would make it easier to transfer data, it would fail to do so in a way that adequately 
protects data subject rights—and therefore any transfers would risk being invalidated 
by other rules.  The increased accuracy of the legitimate interest  fairness test  can 
therefore still  assist with the ease of these transfers, at least insofar as they exist 
within a regime that demands the respect of data protection and all of the subjective 
issues therein.

6.4.4 The links with Data Protection by Design and Default, and Data Protection 
Impact Assessments

The aim of reaching a coherent and consistent legal regime and framework should 
not simply mean that the GDPR aligns with other laws, or that the law is interpreted 
in the same way throughout the EU; this goal can also be used to evaluate the in-
ternal  consistency  of  the  various  balancing  acts  within  the  GDPR itself.  I  have 
already endorsed the overlap between fairness and legitimate interest in this thesis, 
but there are other tests which should also be considered. In particular for the use of 
legitimate interest fairness test within the context of bots and AI-related technolo-
gies,  I  will  consider how the test  sits  alongside the issues  of  data  protection  by 
design and default, and data protection impact assessments (“DPIAs”), both of which 
should be important considerations for processing activities that involve such tech-
nologies.

275 See the GDPR, Chapter VII, Section 1.
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Reminiscent of the discussion on fairness, data protection by design and de-
fault (and their originating concept, privacy by design) have been subject to notable 
criticism for being vague or unclear, both in terms of scope and implementation.276 
The provision requires that controllers should “implement appropriate technical and 
organisational measures” which, under art. 25(1), “are designed to implement data-
protection principles … in an effective manner and to integrate the necessary safe-
guards into the processing in order to meet the requirements of this Regulation and 
protect the rights of data subjects” and, under art. 25(2), “[ensure] that, by default, 
only personal data which are necessary for each specific purpose of the processing 
are processed.” 

The provision has been subject to guidance from the European Data Protec-
tion Board,277 but this was very much focused on the fact-specific nature of art. 25 
and, in much the same way as the critique of the Article 29 Working Party’s Opinion 
06/2014 on the notion of legitimate interests278 in Chapter 3, s. 3.4, is unfortunately 
light on how exactly these fact-specific elements are to be translated into actual de-
cisions by controllers. For example, when talking about what constitutes the state of 
the art, the Guidelines mention that it is a “dynamic concept that cannot be statically 
defined at a fixed point in time, but should be assessed continuously in the context of 
technological progress” [emphasis in original].279 This is undoubtedly true, but unfor-
tunately the Guidelines do not actually go into any detail as to how this assessment 
should take place. While data protection by design and by default do both refer to the 
touchstone of “appropriate” as the fulcrum point, this is not particularly helpful bey-
ond effectively telling controllers to do what is right. 

Meanwhile, Rubinstein and Good have argued that data protection by design 
should be interpreted in such a way as to effectively impose strong privacy-enhan-
cing technologies and “privacy engineering” that minimise data exposure as much as 
possible.280 While one can argue about whether or not such rules are desirable, this 
seems  to  be  a  slightly  extreme interpretation  of  the  text  actually  present  in  the 
GDPR. At the very least, however, it seems clear that art. 25 cannot simply be inter-
preted as only requiring that the controller complies with GDPR rules from the very 

276 See, e.g., Ira S. Rubinstein, “Regulating Privacy by Design” (2011) 26 (3) Berkeley Tech LJ 
1409, 1421, which describes privacy by design as “amorphous”; Michael Veale, Reuben Binns & 
Jef Ausloos, “When data protection by design and data subject rights clash” (2018) 8 (2) IDPL 
105, 117 which describes data protection by design as “vague”; and, generally, Ira S. Rubinstein 
& Nathaniel Good, “The Trouble With Article 25 (And How To Fix It): The Future of Data Pro-
tection By Design And Default” (2020) 10 (1) IDPL 37, 40 et seq.

277 European Data Protection Board, Guidelines 4/2019 on Article 25 Data Protection By Default 
and by Design (version 2.0, 20 October 2020).

278 Article 29 Working Party, Opinion 06/2014 on the notion of legitimate interests of the data con-
troller under Article 7 of Directive 95/46/EC (n 251).

279 European Data Protection Board, Guidelines 4/2019 on Article 25 Data Protection By Default 
and by Design (n 277) para. 20.

280 Rubinstein & Good (n 276).
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beginning of the process; rather, it must involve some kind of proactive moves where 
necessary, possibly in a similar way to the data protection principles in art. 5.281

Data protection by design and default, then, seem to suffer from a similar 
problem to legitimate interest processing. Certainly, the temporal nature of art. 25(1) 
seems clear, but what technical and organisational measures must be taken and how 
does a controller know when or not such measures are appropriate? This is very sim-
ilar to the fulcrum and weighing issues identified in Chapter  3. This is particularly 
important within the context of bots and AI-related technologies given, inter alia, the 
issues discussed above in this Chapter.

Based on these similarities, we can wonder if the use of the legitimate in-
terest fairness test may help to promote a consistent and coherent legal regime since 
the concept of fairness itself mayhelp to inform the interpretation of other provisions. 
In other words, even where legitimate interest is not the processing ground in ques-
tion, the fairness test outlined above may be useful when deciding what measures are 
appropriate to implement. In this way, the fairness test could, for example, help to 
determine when Rubinstein and Good’s hard privacy-enhancing technologies are ne-
cessary to implement or when something softer is more appropriate, based on what is 
fair. While the use of fairness for the legitimate interest test is not strictly necessary 
for this benefit to occur, the use of the legitimate interest fairness test in situations in-
volving bots and AI-related technologies can help to ensure that there is a consistent 
and coherent legal regime when fairness is used to help guide data protection by 
design and default.

Before analysing the full benefits of this approach, it is also necessary to con-
sider DPIAs. These are set out by art. 35, which states in para. (1) that:

“Where a type of processing in particular using new technologies, and 
taking into account the nature, scope, context and purposes of the pro-
cessing, is likely to result in a high risk to the rights and freedoms of nat-
ural persons, the controller shall, prior to the processing, carry out an as-
sessment of the impact of the envisaged processing operations on the 
protection of personal data.  A single assessment may address a set  of 
similar processing operations that present similar high risks.”

It is notable that art. 35(7) requires a DPIA to include, inter alia, the assessment of 
the necessity of the processing for the purpose, the risks to the data subjects’ rights 
and freedoms, and any safeguards that will be implemented. These elements have a 
clear overlap with issues that should be considered under the fairness test, meaning 

281 See, e.g., the discussions and summaries provided in Lina Jasmontaite & others, “Data Protection 
by Design and by Default: Framing Guiding Principles into Legal Obligations in the GDPR” 
(2018) 4 (2) EDPL 168, 172–181; and European Data Protection Board, Guidelines 4/2019 on 
Article 25 Data Protection By Default and by Design (n 277) paras. 60–88.
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that controllers would be required to perform a similar evaluation of the processing 
and its potential impacts as when applying art. 6(1)(f), even if the controller is not 
using legitimate interest as their processing ground. Equally, commentators have dis-
cussed the  capability of DPIAs to introduce questions of algorithmic fairness and 
help to provide ex ante control against unfair or discriminatory bots and AI-related 
technologies,282 much as legitimate interest does. 

I have already discussed the use of an impact assessment to identify possible 
grounds which should be considered as part of the legitimate interest fairness test 
and the fairness test more generally. However, the relationship between the tests goes 
both ways. 

First, art. 35 suffers from a similar weight and fulcrum issue as those high-
lighted in Chapter 3. In its guidance on DPIAs, the Article 29 Working Party expli-
citly stated that “It is up to the data controller to choose a methodology, but this 
methodology should be compliant with the criteria [listed]” [emphasis  in ori-
ginal].283 These  criteria  are  that  “a  systematic  description  of  the  processing  is 
provided … necessity and proportionality are assessed … [the] risks to the rights and 
freedoms of data subjects are managed … [and] interested parties are involved.”284 
As  with  the  Opinion  06/2014  on  the  notion  of  legitimate  interests  discussed  in 
Chapter 3, s. 3.4, these Guidelines helpfully provide examples of things to consider 
but, by deliberately staying methodology-agnostic, they leave an unfortunate lacuna 
as to how these factors should actually be considered in practice.  Looking at the 
DPIA within the context of a fairness test can therefore help controllers to interpret 
the outcome of the DPIA, much as it does a legitimate interest test. In addition to 
helping the consistency and coherence of the legal framework, the overlap with the 
fairness test therefore also helps to ensure that art. 35 inherits the same benefits to 
usability and certainty as discussed in relation to art. 6(1)(f) itself.

Secondly, it  is notable that the idea of using fundamental rights principles 
(which, as discussed in Chapter 2, s. 2, should be taken to include the use of fairness 
as a balancing tool) as a touchstone for risk assessment and data protection impact 
assessments has also been suggested and endorsed by Hallinan and Martin.285 This, 
the authors argue, is necessary so that impact assessments can be used to prevent 
controllers from nominally complying with substantive rules while taking advantage 
of loopholes or unforeseen future developments in a way that still causes harm for 

282 See, e.g., Philipp Hacker, “Teaching Fairness to Artificial Intelligence: Existing And Novel 
Strategies Against Algorithmic Discrimination Under EU Law” (2018) 55 (4) CMLR 1143.

283 Article 29 Working Party, Guidelines on Data Protection Impact Assessment (DPIA) and determ-
ining whether processing is “likely to result in a high risk” for the purposes of Regulation 
2016/679, WP 248 rev.01 (4 October 2017) 17.

284 ibid Annex 2.
285 Dara Hallinan & Nicholas Martin, “Fundamental Rights, the Normative Keystone of DPIA” 

(2020) 6 (2) EDPL 178.
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data subjects.286 Although they do not explicitly refer to fairness, their key argument 
is that such assessments should have a “normative reference point” that represents 
the ideal solution, is relevant to the issue being evaluated, and should be something 
which is both discoverable and not already known until investigated.287 These argu-
ments are persuasive, helping to ensure that DPIAs contribute to a strong framework 
that is consistent and coherent with its normative goals, and the concept of fairness 
meets the three requirements for their normative reference point. 

Using the fairness test to inform legitimate interest processing, the DPIA pro-
cess, and data protection by design and default can therefore be helpful for the prac-
tical elements of the legal regime, including when the processing is performed by 
bots and AI-related technologies, and particularly in a way that also reinforces the 
normative goals. While the law must be careful to avoid overlapping obligations to 
the point that they become meaningless, the inherent subjectivity of balancing in-
terests also means that there are gains to be made from fairness assessments being 
made from multiple perspectives and on multiple occasions. Further, from a practical 
perspective, and provided that this is done sufficiently carefully, this can make it 
easier for controllers to comply with their obligations by reducing the need to split 
resources across many methodological approaches. This philosophy is seen in art. 35 
itself,  which  allows  one  assessment  to  cover  multiple  processing  operations, 
provided that they are sufficiently similar.

Rubinstein and Good have rightly pointed out that overlapping obligations 
like this may cause issues when it comes to the appropriateness of fines, although 
they note that supervisory authorities have some discretion in this area which could 
help to resolve this issue.288 Having recognised this risk, however, it is also worth 
considering that the overlap may not always be as large as initially considered. As a 
starting point, while it is possible that all three tests may be applicable for a single 
processing activity, this will not always be the case. For example, under art. 35(1), a 
DPIA should be performed where it “is likely to result in a high risk” to data sub-
jects, “in particular” where it involves “new technologies”. We may like to think of 
bots and AI-related technologies as being “new”, but this is not always true. Equally, 
each of the provisions would use the fairness test in a different way; for example, art. 
6(1)(f) asks whether the processing can be performed, art. 25 asks whether measures 
are needed to “implement appropriate technical and organisational measures”, while 
art. 35 asks if the processing is sufficiently high-risk that the controller must seek ad-
vice from a supervisory authority. These differences mean that, while each is looking 
at fairness, the actual execution of the test may be sufficiently different for the pur-
pose of assigning fines.

286 ibid 184–187.
287 ibid 187.
288 Rubinstein & Good (n 276) 55–56.
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While, therefore, the tests in arts. 6(1)(f), 25 and 35 seem to overlap, they do 
so in a complimentary manner, rather than in a way which necessarily invalidates the 
benefits of any particular provision. The use of the fairness as a common touchstone 
can therefore help to produce a strong, coherent and consistent legal framework and 
system, even in the face of such varying circumstances and impacts as those intro-
duced by bots and AI-related technologies.

6.4.5 Avoiding the circumvention of rules through technological neutrality

According to the GDPR, recital 15, “In order to prevent creating a serious risk of cir-
cumvention, the protection of natural persons should be technologically neutral and 
should not depend on the techniques used”. This  principle is not explicitly found 
anywhere in the actual articles of the GDPR, but we can certainly see this philosophy 
underlying many of the substantive provisions. For example, the definition of “pro-
cessing” under art. 4(2) is explicitly drawn in a very wide state that is independent of 
techniques, covering “any operation or set of operations ... whether or not by auto-
mated means.” However, the GDPR also contains some specific rules for certain pro-
cessing technologies, presenting a somewhat complex view of technological neutral-
ity as a whole. Before examining whether art. 6(1)(f) fulfils recital 15’s ideal, it is  
therefore necessary to consider what exactly the GDPR means by technological neut-
rality and how it incorporates the concept generally. 

Hildebrandt and Tielmans have argued that “technology neutral” law refers to 
the idea that the “legal effect should not depend on the particularly technology that is 
used by the addressees of the law” [emphasis in original].289 They further identify 
three trends or objectives in what people mean by technology neutral: (1) Specific 
rules for specific technology, such that the rules produce the same end result in all 
cases; (2) Rules which treat all technology in the same way to prevent unfair com-
petition or barriers to technological development; or (3) Rules that are designed to be 
future proof against changes in technology.290 By contrast, Maxwell and Bourreau 
draws out three different (but sometimes overlapping) meanings, depending on the 
context in which the phrase is used: (1) Technology neutrality insofar as the rules set 
out the result but where it is the addressee who decides on the technology to be used; 
(2) Technology neutral insofar as the same rules are used in all cases; or (3) Techno-
logy neutral insofar as regulators do not promote one particular technology over an-
other.291 The various definitions and taxonomies show some interesting overlap, but 

289 Mireille Hildebrandt & Laura Tielmans, “Data protection by design and technology neutral law” 
(2013) 29 (5) Computer Law & Security Review 509, 516. The authors further attempted to dis-
tinguish the terms “technology neutral” and “technologically neutral”, ibid 516. However, I do 
not find this distinction persuasive or particularly useful and so will be using the terms inter-
changeably. 

290 ibid 510–511.
291 Winston J. Maxwell & Marc Bourreau, “Technology neutrality in internet, telecoms and data pro-

tection regulation” (2015) 21 (1) CTLR 1, 1.
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they also clearly demonstrate that what is actually meant by technological neutrality 
is an open question.

Within the context of this ambiguity, it becomes necessary to consider what 
the GDPR is actually trying to protect or prevent by its reference to technological 
neutrality. Recital 15 states that the principle is needed to “prevent creating a serious 
risk of circumvention”, but this is not very specific as a risk of circumvention can 
come in many forms. The GDPR certainly expresses some of its rules, e.g. the defin-
ition of processing, in a way that ignores the technological mechanisms used. This 
approach lines up with the second of Maxwell and Bourreau’s definitions, the main 
definition of technology neutrality  offered by Hildebrandt  and Tielmans,  and the 
second and third of their objectives for technologically neutral law. This approach 
can also be seen in the choice of a general law;292 by creating a Regulation that ex-
pressly covers all (or at least most) possible processing environments, the rules will 
always apply  and place  the  same conditions  on  each technological  environment, 
closing the risk of loopholes and avoiding the accidental  promotion of particular 
technologies. Further, while we should not to overstate this element, it should be re-
cognised that law can be slow to develop and so this wider technique is helpful in 
making sure that it does not fall behind. 

As a sharp contrast, however, art. 22 of the GDPR specifically looks at cer-
tain  decisions  made by “automated  processing”.  While  not  explicitly  referencing 
bots and AI-related technologies, this provision deliberately defines its scope by the 
technological approaches used (notably being a scope which will disproportionately 
include bots and AI-related technologies). This provision has received a lot of schol-
arly attention,293 although, as discussed above may not necessarily be that important 
in practice. Article 22 is not the only provision which looks at specific technological 
contexts; for example, the right to data portability under art. 20 looks at processing 
activities that have been “carried out by automated means”. Wong and Henderson 
have also correctly noted that by, inter alia, requiring data to be transferred in a 
“structured, commonly used and machine-readable format”, the law relies on partic-
ular technologies for the right to be successfully implemented.294 This reliance on 
particular technological tools can also be see in art. 8, which sets out conditions for 
consent, but only in situations where the personal data relates to a child and is pro-
cessed “in relation to the offer of information society services”. Finally, even the 

292 See, for example, Elizabeth R. Pike, “Defending Data: Towards Ethical Protections and Compre-
hensive Data Governance” (2020) 69 (4) Emory LJ 687.

293 See, for example, the debate across Bryce Goodman & Seth Flaxman, “European Union Regula-
tion on Algorithmic Decision-Making and a ‘Right to Explanation’” (2016) ICML Workshop on 
Human Interpretability in Machine Learning; (2017) 38 AI Magazine 50; Wachter, Mittelstadt & 
Floridi (n 250) and Andrew D. Selbst and Julia Powles, “Meaningful information and the right to 
explanation” (2017) 7(4) IDPL 233.

294 Janis Wong & Tristan Henderson, “The Right to Data Portability in Practice: Exploring the Im-
plications of the Technologically Neutral GDPR” (2019) 9 (3) IDPL 173, 175.
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GDPR’s references to the internet have been used by van den Hoven van Genderen 
to rebut suggestions that the GDPR should be considered entirely technologically 
neutral.295

These elements could be described as an abandonment of technological neut-
rality, but could also be seen as a way of enforced technological neutrality per the 
first of Hildebrandt and Tielmans’ justifications. This sense of technological neutral-
ity is not necessarily referring to the rules themselves but to the results. While there 
is room to argue about whether or not this would be correct, the GDPR’s recitals 
seem to imply that the rules in arts. 8, 20 and 22 were imposed because of what the 
legislature believed to be extra risks caused by particular technological environments 
and that extra rules were required to provide the same overall level of protection.296 
Fortunately, it is not necessary to resolve this debate; rather, we can simply conclude 
that the GDPR utilises an approach to technological neutrality that can at best be de-
scribed as flexible and at worst as inconsistent.

How, then, should we evaluate art. 6(1)(f) as seen through the lens of fairness 
by reference to the GDPR’s aim of avoiding circumvention through technological 
neutrality? Given the inconsistent definition and implementation, this may seem dif-
ficult. Nevertheless, a few comments can be made. Article 6(1)(f) does not explicitly 
mention the technological processes to which it  can apply; in at least  some way, 
then, the provision is technologically neutral. However, this does not mean that the 
actual application of this provision completely ignores the technological nature of 
the processing activities, nor that it should be applied in exactly the same way re-
gardless of the technological processes that are used. In particular, given the fact-
specific nature of the provision as discussed in Chapter 3, it would be incredibly odd 
(and would, in many ways, defeat the purpose of the provision) if we were to inter-
pret the legitimate interest balancing test as completely ignoring the technological 
context.

The legitimate interest fairness test seems to fit this flexible approach to tech-
nological neutrality. While this Chapter has introduced elements to be considered in 
processing by bots and AI-related technologies, meaning that the test is not technolo-
gically blind, the general legitimate interest fairness test is not limited in such a way 
and can easily be adapted to other situations. Further, the definition of bots and AI-
related technology used here has deliberately avoided reliance on specific technolo-
gical implementations. This means that it will not become outdated as the underpin-
ning technology develops and changes, and the analysis here is technologically neut-
ral in the sense that it is not trapped to any particular technological approach. Finally, 
the flexibility of fairness as a touchstone means that the test can adapt to deal with 
the different concerns raised in this section; in some cases, for example, it can com-

295 van den Hoven van Genderen (n 19) 346.
296 See, e.g., the GDPR, recitals 38, 68, 71–72.
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pensate for unfair special effects created by the technology, while in others it will be 
able to prevent unfair legal restrictions on certain technologies. At the very least, 
then, the test should help “to prevent creating a serious risk of circumvention” per re-
cital 15 by creating a flexible and provide responsive approach to the issues.

6.5. The role of individual actors

In some ways, the GDPR seems to have set out two potentially contradictory goals: 
On the one hand, it should be easier for controllers to act, while on the other data 
subjects should have control over when their personal data (and therefore be able to 
interfere with or prevent such acts). Together, these goals raise an interesting ques-
tion of agency. In particular, a key question is which party should be the one who can 
decide whether or not a processing activity should go ahead? 

Data subjects are not always active participants in the processing of their per-
sonal data. In particular, the status of data subject is passively obtained; simply hav-
ing personal data is enough and someone can process that data without the data sub-
ject ever doing anything at all. While the idea of data subject control has received a 
lot of attention in the discourse promoting the GDPR,297 we should not assume that 
this always works in practice, as was discussed in  Chapter 3, s.  2.2. Nevertheless, 
when personal data is processed on the ground of consent, the data subject (in the-
ory) is given an active role and has a large amount of control; they can look at the in-
formation provided by the controller, decide if they wish their personal data to be 
processed by the bot or AI-related technology and then either agree or not. 

By contrast, the role of the controller is largely defined by their agency; they 
are the one which “determines the purposes and means of the processing”298 and are 
responsible for ensuring that the processing activity complies with GDPR rules.299 
Controllers  therefore  always have  ex ante control  and agency over  whether  pro-
cessing activities go ahead in the sense that they must make the actual determination 
to process the data.300 When the processing takes place under art. 6(1)(f), the import-
ance of this agency becomes even more apparent. Unlike the other grounds, the de-
cision as to whether the processing should begin rests entirely on the controller and 

297 See, e.g., European Commission, Questions and Answers – General Data Protection Regulation 
(24 January 2018) <https://ec.europa.eu/commission/presscorner/detail/en/memo_18_387> ac-
cessed 22 March 2021; European Commission, Communication from the Commission to the 
European Parliament and the Council: Data protection as a pillar of citizens’ empowerment and 
the EU’s approach to the digital transition – two years of application of the General Data Protec-
tion Regulation, COM(2020) 264 final (24 June 2020) 1; and European Commission, Commis-
sion report: EU data protection rules empower citizens and are fit for the digital age (24 June 
2020) <https://ec.europa.eu/commission/presscorner/detail/en/IP_20_1163> accessed 22 March 
2020.

298 The GDPR, art. 4(7).
299 The GDPR, art. 24.
300 Some exceptions to this will apply, e.g. where the processing is required for compliance with a 

legal obligation under the GDPR, art. 6(1)(c), but these can be considered as outside of the scope 
of this discussion.
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no input is required from any other party. When this is the case, assuming that they 
are not required to actively hand over the personal data in question, data subject con-
trol is primarily based on  ex ante  rights, particularly the right to object under art. 
21(1). However, we should not assume that legitimate interest simply gives control-
lers total freedom to act. Removing the data subject from the decision to begin the 
processing activity can cut both ways; while it gives the controller the freedom to 
make that decision, it also gives them a legal responsibility to do it properly—which, 
notably, is something that data subjects do not have, even when they are the ones 
who make the decision.

Clearly, some controllers will take advantage of a data subject’s lack of  ex 
ante controls. This could include, for example, negligently or maliciously manipulat-
ing the legitimate interest fairness test so as to artificially reach the controller’s de-
sired result, fabricating compliance after the fact, or simply ignoring the test alto-
gether. Even where they do not actively cheat the system, it would be foolish to as-
sume that all controllers will automatically place data subject interests on the same 
level as their own. Most controllers are not charities and with even the most kind-
hearted of controllers there are reasonable levels within which they may be more en-
gaged with their own needs and desires than those of data subject. Each of these pos-
sibilities mean that personal data may get processed in a way that the data subject 
would not have if allowed they had ex ante control. This is particularly concerning 
given the potential abuses that are enabled by the increased capabilities and scope of 
processing by bots and AI-related technologies. 

Despite these concerns, however, we should not assume that legitimate in-
terest always provides a lower level of data subject control in practice. First, while 
we may talk of consent as ex ante data subject control, this is, in many cases, more 
of a legal barrier than a practical one. There will be some cases where the withhold-
ing of consent can form a practical barrier to processing, e.g. where the data subject 
has to actively hand over their personal data along with the consent, or where the 
personal data is held by a third party who will not disclose it unless they are sure the 
processing is legal. However, particularly where legitimate interest may be an op-
tion, controllers may already be able to access the information in question. In such 
cases, it is only the controller’s desire to comply with the law (whether for reasons of 
conscience,  fear of enforcement or something else) that prevents them from pro-
cessing the personal data without a valid justification, be it consent or otherwise. 
Equally, given that (albeit with some exceptions, such as where arts. 9 or 22 apply) 
controllers can choose the basis for their processing, controllers who wish to avoid 
any ex ante control created by consent can often easily do so by selecting legitimate 
interest processing anyway. 

Secondly, it is worth taking a closer look at the amount of agency and power 
that is retained by controllers even when consent is used. As discussed in Chapter 3, 
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s. 2.2, we cannot realistically say that data subjects will always be able to effectively 
exercise the concept of consent in a way which provides an effective governance of 
personal data processing. Even leaving aside whether data subjects will actually be 
sufficiently  informed to make the decision (particularly where the processing in-
volves complex applications of bots and AI-related technologies), there are a number 
of design tricks that can be used to influence whether a data subject will consent. 301 
Indeed, it has even been argued that the privacy paradox (the idea that people say 
that they care about their privacy but will not protect it in practice) is actually a mis-
diagnosis of a vast array of other circumstances and structural issues affecting our 
day-to-day privacy decisions and preventing us from making the choices that we 
would actually want to make.302 The legal mechanism of consent cannot, therefore, 
be considered a panacea for data subject agency.303

It is also worth noting that the use of legitimate interest could, at least in the-
ory, give data subjects more space to exercise their control properly. As was already 
discussed, the use of fairness is designed to be more accessible for data subjects, 
which will allow people a clearer idea of when they do or do not wish to object to 
the processing activity. Equally, moving from consent to legitimate interest in appro-
priate cases can reduce the amount of consent notices which data subjects have to 
read, freeing people to focus on those situations where consent is genuinely more ap-
propriate. In some ways, this also makes it easier for controllers to act, since they 
would no longer have to wonder whether their consent is technically invalid because, 
for example, their data subjects have not properly read the available information and 
are therefore not actually sufficiently informed.

Equally importantly, this shift in the balance of agency may help to change 
the dynamic between the controller and the data subject. As was noted at the start of 
this section, the concepts of data subject control and ease of action for the controller 
seem somewhat juxtaposed. Particularly where the data subject’s control is ex ante, 
this almost creates an adversarial structure, where controllers may see it as their job 
to persuade (or manipulate) the data subject into consenting. This becomes particu-
larly relevant where bots and AI-related technologies are involved because data sub-
jects may be particularly vulnerable to manipulation in the digital environment, ren-
dering the adversarial approach even more unsuitable. By shifting the focus from ob-

301 See, e.g., Christine Utz & others, “(Un)informed Consent: Studying GDPR Consent Notices in 
the Field” (2019 ACM SIGSAC Conference on Computer and Communications Security, Lon-
don, UK, November 2019) <https://arxiv.org/pdf/1909.02638.pdf> accessed 22 March 2021; or 
Midas Nouwens & others, “Dark Patterns after the GDPR: Scraping Consent Pop-ups and 
Demonstrating their Influence” (CHI Conference on Human Factors in Computing Systems, Hon-
olulu, USA, April 2020) <https://arxiv.org/pdf/2001.02479.pdf> accessed 22 March 2021.

302 Daniel J. Solove, “The Myth of the Privacy Paradox” (2021) 89 (1) George Washington Law Re-
view 1. See also, e.g., Andrew McStay, “I consent: An analysis of the Cookie Directive and its 
implications for UK behavioral advertising” (2012) 15 (4) New Media & Society 596, 599–600.

303 Jakub Míšek, “Consent to personal data processing – the panacea or the dead end?” (2014) 8 
Masarky University Journal of Law & Tech 69.
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taining consent to balancing interests, this can encourage the controller to instead 
look out for the data subject’s interests and make sure that they feel fairly treated. 

One concern may be that, when viewed in light of the right to object under 
the GDPR, art. 21(1), legitimate interest essentially creates a model of opt-out con-
sent in everything but name, even though this model approach was explicitly rejected 
by the GDPR.304 Indeed, opt-out consent has been criticised in a digital environment; 
as expressed by McStay: “Tacit consent in digital matters is not credible, as the ma-
jority of people do not know how to dissent and are ‘asleep’.”305 This is reinforced by 
the fact that, if we do not need to present information about the processing activity to 
the data subject as part of a consent mechanism, we may wonder when (if ever) they 
will review or investigate the processing activity and therefore know whether they 
wish to object. This is not a purely hypothetical concern. Even outside of the techno-
logical context, studies have shown that consent levels are substantially higher with 
opt-out  consent  than with opt-in  consent,  and though opt-in  consenters are  more 
likely to actively engage with the processing activity, the number of opt-out con-
senters who engage may still outnumber the opt-in consenters in pure numbers, even 
if not in proportion.306 There are therefore real concerns over whether data subjects 
will ever actually utilise the control which they could gain from the right to object.

This is arguably more of a question for legislative reform than interpretation. 
Although the GDPR explicitly rejected opt-out consent, it also chose to retain legit-
imate interest and the right to object, even with the similarities. Further, it is hoped 
that the fairness test will help to minimise the concern about inappropriately low 
rates of objection by moving away from the adversarial approach and encouraging 
controllers to think about whether or not a data subject would actually want to agree, 
rather than exploiting the fact that they are unlikely to actively refuse. Fundament-
ally, however, this issue means that strong enforcement and participation from third-
party watchdogs is an important element to ensuring that the fairness test is being ap-
plied properly, even when data subjects do not seek to enforce their own rights (al-
though given the issues with consent, these would seemingly be necessary regardless 
of the test and processing justification used).

The strengths of the legitimate interest fairness test, then, is that by focusing 
on the controller’s agency as relates to the initiation of processing, it becomes pos-
sible to emphasise the controller’s responsibilities, preventing them from abdicating 
decision-making onto a data subject while potentially relying on other approaches to 
shape that consenting process, and freeing data subjects from unrealistic consent or 
knowledge expectations. While there are risks of controller exploitation,  many of 

304 The GDPR, art. 4(11) and recital 32.
305 McStay (n 302) 603.
306 See, e.g., Joseph W. Sakshaug & others, “Evaluating Active (Opt-In) and Passive (Opt-Out) Con-

sent Bias in the Transfer of Federal Contact Data to a Third-Party Survey Agency” (2016) 4 (3) 
Journal of Survey Statistics and Methodology 382, 391 & 402–403.
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these risks are also shared by other processing grounds and therefore cannot be con-
sidered a condemnation of art. 6(1)(f) per se. Nevertheless, in order for the advant-
ages of the legitimate interest fairness test to be felt, controllers must take their ob-
ligations seriously,  and enforcement and supervision must be cultivated such that 
these obligations can be properly monitored. 

6.6. Pulling the groups together

To help to bring together the various arguments, I will set out the goals of the GDPR 
that were identified in s. 6.1 and highlight certain key elements of the above discus-
sions in table form:

Grouping GDPR goal Does the legitimate in-
terest fairness test help to 
promote this goal when 
personal data is pro-
cessed by bots and AI-re-
lated technologies?

Goals which are related to 
the overall purpose and 
normative aims of pro-
cessing in general

The use of personal data in 
a way that benefits people 
and individuals, including 
through technology which 
supports social and eco-
nomic goals

Yes, the test directly re-
quires people to think 
about the benefits and 
harms of using bots and 
AI-related technology to 
process personal data from 
a wide range of perspect-
ives. However, this is also 
paired with an increased 
requirement for sufficient 
enforcement, as well as for 
controllers to take their ob-
ligation seriously, and to 
identify and fix existing 
biases and knowledge or 
data gaps.

The protection and appro-
priate balancing of the 
various competing funda-
mental rights, particularly 
the protection of personal 
data

Yes, the test directly re-
quires people to balance 
the interests involved. 
However, this is also 
paired with an increased 
requirement for sufficient 
enforcement, as well as for 
controllers to take their ob-
ligation seriously, and 
identify and fix existing 
biases and knowledge or 
data gaps.
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The practical elements of 
the legal regime

The implementation of a 
strong and coherent legal 
framework, and the in-
creases of legal certainty 
and consistency

Largely. The test focuses 
on usability and accessibil-
ity within the context of 
the varied and subjective 
issues involved. Certainty 
and consistency is there-
fore implemented through 
accuracy, rather than sim-
plicity. The introduction of 
fairness also helps to cre-
ate a common and consist-
ent touchstone that can be 
used for other balancing 
tests, even outside of legit-
imate interest processing.

A removal of barriers to 
moving personal data 
within the EU and between 
Member States

Largely. The test allows 
for a structured and expli-
cit discussion about how 
cross-Member State pro-
cessing may affect pro-
cessing and when it should 
be allowed. However, 
other processing grounds 
may be more appropriate 
in this context.

Avoiding the circumven-
tion of rules through tech-
nological neutrality

Yes, the test uses an ap-
proach that can adapt to 
new challenges posed by 
bots and AI-related techno-
logies appropriately, while 
still being flexible to other 
technologies.

The role of individual act-
ors

Making it easier for con-
trollers to act

Yes and no. Controllers 
have agency over whether 
the processing begins, but 
this is paired with an in-
creased burden to ensure 
that the processing is fair 
and appropriate. Sufficient 
enforcement is required to 
ensure that processors act 
within the law.

The enabling of proper 
control by data subjects 
over their personal data

Yes and no. Data subjects 
retain control for ex post 
issues and the incentive for 
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controllers to subvert data 
subject control is reduced. 
However, it requires data 
subjects to go out of their 
way to engage with the 
processing, which may not 
happen.

Limits of legitimate in-
terest

The high protection of per-
sonal data during interna-
tional transfers and ability 
of national authorities to 
exchange data and co-op-
erate

No, the test does not help 
to contribute to these goals 
in any meaningful way.

Based on these findings, and the arguments put forward in this thesis as a whole, I  
argue that the legitimate interest fairness test is capable of promoting the GDPR’s 
goals when it comes to processing of personal data by bots and AI-related technolo-
gies,  but that this  can be enhanced (or undermined)  by a number of factors that 
should also be considered.

Based on the discussion in this thesis as a whole, the major strengths of the 
legitimate interest fairness test are its ability to adjust and adapt to the relevant cir-
cumstances of the processing and its focus on solutions that are (at least in abstract) 
agreeable to all parties involved, while allowing parties to move past the veneer of 
objectivity, and have a meaningful and structured conversation about the subjective 
elements of the balancing test. When combined with the fact that the test allows for 
modifications to account for the peculiarities of processing by bots and AI-related 
technologies, the test clearly shows several advantages.

Nevertheless, it  is clear that the use of the legitimate interest fairness test 
within the context of bots and AI-related technologies is not entirely perfect. Part of 
this comes from the conflicting goals within the GDPR. For example, there is a clear 
conflict between goals that make sure that processing is as socially beneficial as pos-
sible and goals that make processing easy to perform for controllers. Those who de-
velop and deploy bots and AI-related technologies will need to put considerable ef-
fort into being able to understand the wider social contexts and factors necessary for 
the normative goals, which will inevitably restrain the practical deployment and use 
of these technologies. Equally, by placing the primary agency with the controller, en-
forcement and supervision become extremely important, which depends on external 
factors like funding. 

Still, given the discussions above, I argue that these trade-offs are necessary 
and that the strengths of the legitimate interest fairness test outweigh the downsides 
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as a tool for promoting the GDPR’s goals within the context of bots and AI-related 
technologies, such that it  should be considered an efficient and effective tool. No 
tool is perfect, particularly in such a wide and complex issue with conflicting and 
contradictory interests to be balanced.  It is, therefore, impossible to find a solution 
which would be able to promote every goal to the fullest. While the legitimate in-
terest fairness test is not perfect in every situation, it does not need to be, nor, given 
that it is only one provision, could it be. While it is entirely valid to point out that the 
test does not cater to all of the issues and must be reinforced by things like adequate 
funding for supervisory authorities, it is also valid to point out that the test does not 
exist in isolation and that it is reasonable for art. 6(1)(f) to be constructed in a way 
that relies upon other complimentary sections of the GDPR (e.g. ch. VI).

Based on the discussions in this Chapter, I therefore argue that the answer to 
the question “Is the use of legitimate interest processing, as interpreted through the 
lens of fairness, an efficient and effective tool for supporting the GDPR’s goals and 
aims when personal data is processed by bots and AI-related technologies?” is “Yes. 
While the test does not solve every issue, it allows us to account for the variations 
and difficulties introduced by bots and AI-related technologies while satisfactorily 
balancing the competing aims and interests identified in the GDPR recitals.”

6.7. Counter-discussion: The combination of bots and AI-related technology 
with legitimate interest without fairness, or with fairness without legitimate in-
terest

In this thesis, I have approached the issue of bots and AI-related technologies, legit-
imate interest, and fair processing under the GDPR in a cumulative way, first ex-
amining fairness, then combining this with legitimate interest processing and finally 
applying this to the processing of personal data by bots and AI-related technologies. 
In particular, I have argued that by combining legitimate interest processing and fair-
ness, we can produce a test which allows for the processing of personal data by bots 
and AI-related technologies in a way that both accounts for many of the unique as-
pects of those technologies and (at least largely) promotes the goals and aims of the 
GDPR. Nevertheless, it is worth also briefly considering how far the concepts of le-
gitimate interest and fairness may be useful on their own when applied to bots and 
AI-related technologies.

Some of the strengths and weaknesses of using separated concepts of legitim-
ate interest and fairness have already been explored in Chapters 2 and 3 and will not 
be addressed in significant detail here. Quickly summarised, fairness without legit-
imate interest can be difficult to enforce, since (inter alia) it can be hard to find a 
certain action or concrete thing through which a complaint or claim can be founded, 
while legitimate interest without fairness has difficulties with identifying and weigh-
ing up interests, a proliferation of standards and the fulcrum issue. There does not 
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seem to be anything to indicate that the introduction of bots and AI-related technolo-
gies would resolve these issues. Indeed, in some ways, the  issues identified in  s.  4 
may make things more difficult. For example, as has been discussed, the introduction 
of increased processing capacity makes it harder to identify and balance interests, 
while the veneer of objectivity surrounding bots and AI-related technologies  may 
simply compound the false objectivity inherent in the language of weighing and bal-
ancing interests. Equally, as the complexity and opacity of the processing increases, 
it may become increasingly difficult to answer questions of fairness. 

However, that is not to say that legitimate interest and fairness are totally in-
appropriate to use on their own in relation to bots and AI-related technologies,  and 
some of the strengths that have been identified in this thesis may still be applicable. 
Although separating it from legitimate interest may render enforcement more diffi-
cult, the use of the adapted Rawlsian approach to fairness will help controllers to en-
sure that their processing moves in a direction that is (in abstract) agreeable to all 
parties and socially desirable. This can, in particular, be helpful for controllers who 
are struggling with competing proposals for AI ethics or ethical robotics. Equally, the 
use of legitimate interest balancing test, even without fairness, can help to prevent 
controllers from (for example) avoiding the difficult questions about balancing of in-
terests  by passing the question off to data subjects and simply relying on dark pat-
terns or other manipulative techniques to obtain their consent.

Even if, therefore, the overall conclusion in this thesis—that we should inter-
pret the legitimate interest balancing test through the lens of fairness and that apply-
ing this test to the processing of personal data by bots and AI-related technology can 
help to provide an efficient and effective tool for supporting the GDPR’s goals and 
aims—is rejected, I believe that much of the discussion and conclusions throughout 
this thesis may still be applicable. Nevertheless, for the reasons and arguments made 
in this thesis, the strongest advantages for promoting the GDPR’s aims and goals in 
relation to bots and AI-related technologies will emerge when fairness and legitimate 
interest are combined. 

7. Conclusion

In this chapter, I have dealt with the research question “Is the use of legitimate in-
terest processing, as interpreted through the lens of fairness, an efficient and effect-
ive tool for supporting the GDPR’s goals and aims when personal data is processed 
by bots and AI-related technologies?” To answer this, I began by considering the 
technological background being discussed, looking at what exactly should be con-
sidered a bot or AI-related technology. I came to the conclusion that the term should 
be understood widely, looking at programs which exist on the more sophisticated 
side of the gradient of intelligence, without necessarily looking for a firm definition 
or set list of criteria. I also noted the importance of viewing bots and AI-related tech-
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nologies within the human context in which they are used and avoiding the problem 
of socio-technical blindness.

Having found the subject matter of the investigation, I then considered the is-
sue of algorithmic fairness and ethics, an important topic given the nature of the re-
search question. I found that there has been significant attention given to the topic, 
but  that  there  are  no  clear  answers.  There  are,  for  example,  lots  of  different 
guidelines for fair or ethical processing, but no real agreement on what should be 
considered or how. Further, while some methodologies were incredibly specific, oth-
ers were very vague. I also found that mathematical expressions of fairness have 
been discussed in computer science, but these do not actually help programmers to 
implement “fairness” per se, so much as implement particular interpretations of what 
is fair, which may or may not be appropriate in the specific circumstances.

Following this, I examined other key issues that may separate or distinguish 
processing by bots and AI-related technologies from processing in conventional en-
vironments. These were transparency, efficiency and scale, the veneer of objectivity 
and  trust  in  bots  and  AI-related  technologies,  control  issues,  and  the  creepiness 
factor. As part of this, I found that there were many overlapping issues. For example, 
the increased efficiency and scale had a knock-on effect on the creepiness factor or 
the control issues. I also found that some of the issues which arose when personal  
data is processed by bots and AI-related technologies were not necessarily that dif-
ferent from processing in a conventional environment. One example is the opacity of 
the processing, which can be an issue with bots and AI-related technologies, but also 
exists as a problem with human decision-making. Most importantly, I found that the 
way in which these issues affect different processing activities is incredibly variable 
depending on the specific facts in question. Any test which deals with bots and AI-
related technologies must, therefore, be capable of retaining this flexibility.

I  then  looked  at  whether  the  legitimate  interest  fairness  test  derived  in 
Chapter  3 could  be  applied  to  processing  by bots  and AI-related  technologies.  I 
found that the introduction of bots and AI-related technologies did not challenge the 
question of identifying legitimate interests. It did raise some questions when determ-
ining whether the processing was necessary for the legitimate interest, as introducing 
bots and AI-related technologies could increase the number of possible alternatives, 
but that this element still functioned well. When considering the fairness balancing 
test, I looked at the analysis of processing by bots and AI-related technologies per-
formed in this Chapter and derived a number of possible factors that may be relevant 
in the fairness test. These factors are not intended to be exhaustive, nor necessarily 
apply in every instance, but instead cover general or common trends. This then gave 
me the following test  that can be used to determine whether or not a processing 
activity using bots and AI-related technologies can be justified on the basis of a legit-
imate interest under the GDPR, art. 6(1)(f):
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1. Does the controller or relevant third party have a legitimate interest?

2. Is  the  processing,  as  performed  by  the  particular  technological  process 
chosen, necessary for that legitimate interest, in that the legitimate interest 
cannot  be  achieved  as  reasonably  effectively  by  less  intrusive  processing 
measures?

3. Is the processing activity fair? To determine fairness, an assessor must ask 
themself:

a. Would a person, unaware of their role in the situation and who only has 
knowledge of the necessary relevant circumstances,  which can include 
but are not limited to those listed below, accept the processing if there 
was an equal chance of them being in any particular role?

b. Does the answer to the first limb feel like an intuitively fair answer? If 
not, would a change in the known conditions in limb a (e.g. inclusion of 
more or fewer circumstances) produce a result that feels intuitively fair? 
Alternatively, is the reason that it does not feel intuitively fair because of 
an existing bias or consideration that should be discounted? 

When considering this question  in the context of bots and AI-related pro-
cessing, it is may be appropriate to consider, amongst other things:

i. the data subject’s interests and fundamental rights or freedoms which 
require the protection of personal data, including but not limited to 
the various rights and duties under the GDPR; 

ii. how transparent the processing is,  both in terms of controller/data 
subject transparency and the opacity of the technological processes 
involved; 

iii. the level of control which can, in practice, be asserted over the pro-
cessing activity by each party; 

iv. whether the processing activity has been designed in accordance with 
accepted ethical or fairness standards; 

v. the impact of the increased efficiency and scope as compared to pro-
cessing in a conventional environment; 

vi. the potential for the results to be mischaracterised as objective and 
the controls for this risk;

vii. whether, and to what extent, the data subject may consider the pro-
cessing creepy or otherwise unpleasant; 

viii. the importance of the processing activity for each party; 
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ix. the potential harms to the data subject; 

x. the relationship between the parties;

xi. the reasonable expectations of the data subject; 

xii. whether the data subject is a child;

xiii. the existence of any safeguards;

xiv. other general cultural norms; and

xv. anything else which may be relevant in the specific circumstances of 
the processing,  including circumstances that became apparent as a 
result of an impact assessment.

Having derived the test, I was able to then analyse this against the GDPR’s 
goals and aims, as taken from the recitals. These goals and aims were broken down 
into four groups: Goals which related to the overall purpose and normative aims of 
processing in general, the practical elements of the legal regime, the role of indi-
vidual actors, and goals that went beyond the conceptual limits of legitimate interest. 
These goals, being contradictory in places, were not held out as absolute ideals, but 
issues to be balanced.

In the analysis, I found that the legitimate interest fairness test, when applied 
to bots and AI-related technologies, met the goals and aims related to the overall pur-
pose and normative aims of processing in the GDPR. By retaining a flexible ap-
proach that  promoted balancing,  the  test  enabled  an  open and honest  discussion 
about the different issues. However, it was important to note that this depended on 
controllers engaging with the test properly and taking their obligations to examine 
the issues and circumstances seriously, even when those issues were outside of the 
controllers’ existing range of experiences. This would also depend on adequate en-
forcement to ensure that this obligation was met. I further found that the test helped 
to deal with the practical elements of the data protection regime, although it did this 
by creating a test that accurately reflected the issues that needed to be considered and 
encouraged them to be addressed in an accessible way, rather than one that made the 
test easy to perform per se. In relation to the role of individual actors, I concluded 
that the use of the legitimate interest test would have an effect on both the ease with 
which controllers can act and the enabling of proper control by data subjects over 
their personal data. By placing the agency for deciding whether or not the processing 
should proceed to controllers, the legitimate interest balancing test moves away from 
the data subject’s role as an external gatekeeper on the processing, but this is paired 
with an increased burden of balancing interests properly. Equally, while data subjects 
lost the ability to exercise ex ante legal control, the use of legitimate interest can help 
to reduce the adversarial environment in consent, removing the incentive for control-
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lers  to “trick” data subjects  into consenting and reducing consent fatigue.  While, 
therefore, data subjects were given fewer opportunities to act, the chances that they 
do have could be made more meaningful.

My answer to the third research question is therefore: Yes, the use of legitim-
ate interest processing, as interpreted through the lens of fairness, can be used as an 
efficient and effective lens for supporting the GDPR’s goals and aims when personal 
data is processed by bots and AI-related technology. While the legitimate interest 
fairness test is not perfect, it provides a flexible test that incorporates the advantages 
of fairness and legitimate interest processing, allowing controllers to weigh up the 
various interests and concerns when personal data is processed by such technologies 
in a way that meets the normative and practical goals expressed in the GDPR in a 
balanced  way,  despite  the  chance  for  significant  variation  in  processing  circum-
stances.
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CHAPTER 5: CONCLUSION

1. Introduction to the conclusion

In this thesis, I have looked at how efficiently and effectively the goals and aims of 
the General Data Protection Regulation (“the GDPR”)1 are promoted when personal 
data is processed by bots and technologies relating to artificial intelligence (“AI”), 
specifically when the processing of personal data is based on the legitimate interest 
ground under art. 6(1)(f),  and that provision is interpreted through the lens of fair-
ness under art. 5(1)(a). 

The processing of personal data using bots and AI-related technologies has 
the clear potential for benefits to data subjects, controllers and society at large, but 
also come with a serious risks. This becomes even more pronounced when the per-
sonal data is processed on the basis of a legitimate interest under the GDPR, art. 6(1)
(f) given the lack of ex ante controls for data subjects and the vague nature of the le-
gislative provision. If it is to remain true to its goals—and compliant with the protec-
tion for personal data required by the Charter of Fundamental Rights of the European 
Union,2 art. 8—the GDPR must be able to control such processing activities to en-
sure that they are performed in a fair way and only performed when appropriate bal-
ancing tests have been satisfied. In this thesis, I have argued that the concept of fair-
ness under the GDPR, art. 5(1)(a) can be used to interpret the legitimate interest bal-
ancing test and that, by using fairness, it is possible to address many of the issues  
that arise. At the very least, doing so can promote an open and explicit conversation 
about the legitimate interest balancing test, and help to provide controllers with a 
structure and reference point against which the relevant interests can be considered 
and evaluated,  including when personal data  is  processed by bots and AI-related 
technologies.

Each substantive chapter in this thesis has included a summary conclusion 
and overview of the discussion within. In this  chapter, I will  begin by providing 
some information about the research questions, the answer to those questions and the 
tests that were extrapolated in this thesis. Having done this, I will make some com-
ments about these elements, as well as the common themes that have emerged.

2. The research questions and their answers

When establishing the research questions,  it  was important to remember that the 
GDPR is a general law. This meant that, in order to ensure that the results were ac-

1 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the 
protection of natural persons with regard to the processing of personal data and on the free move-
ment of such data, and repealing Directive 95/46/EC (General Data Protection Regulation) [2016] 
OJ L119/1 (“the GDPR”).

2 Charter of Fundamental Rights of the European Union [2000] OJ C364/1.
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curate, any investigation of fairness, legitimate interest processing, and processing of 
personal data by bots and AI-related technologies must begin at the most abstract and 
general level, with the more specific provision and factual circumstance then being 
layered in. I therefore asked three research questions:

1. How should we understand the concept of fairness under the GDPR, art. 5(1)
(a)?

2. Can the concept of fairness, as understood under the GDPR, art. 5(1)(a), be 
used to address the shortcomings of legitimate interest processing under the 
GDPR, art. 6(1)(f)?

3. Is the use of legitimate interest processing, as interpreted through the lens of 
fairness, an efficient and effective tool for supporting the GDPR’s goals and 
aims when personal data is processed by bots and AI-related technology?

Each of these questions were addressed in their own chapter, using the find-
ings from the previous chapters as part of the basis for the analysis. These findings 
were:

1. The concept of fairness under the GDPR, art. 5(1)(a) should be understood 
by applying a modified Rawlsian approach.

2. Yes, the concept of fairness can be used to address the shortcomings of legit-
imate interest processing under the GDPR, art. 6(1)(f). It does this by provid-
ing a lens through which we can interpret the test to resolve the issues of pro-
liferation of standards, difficulties in identifying and weighing the relevant 
factors, and the fulcrum issue.

3. Yes, the use of legitimate interest processing, as interpreted through the lens 
of fairness, can be used as an efficient and effective lens for supporting the 
GDPR’s goals and aims when personal data is processed by bots and AI-re-
lated technology. While the test does not solve every issue, it allows us to ac-
count for the variations  and difficulties  introduced by bots and AI-related 
technologies while satisfactorily balancing the competing aims and interests 
identified in the GDPR recitals.

3. The tests developed

In keeping with the layered approach, the test for controllers was developed first as a 
general test of fairness to a test that could be used for any GDPR processing activity. 
This test is:

1. Would a  person, unaware of  their  role  in  the situation and who only has 
knowledge of the necessary relevant circumstances (including, inter alia, the 
rights and duties under the GDPR; how transparent the processing is; the ex-
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pectations and motivations of the parties,  including the importance of the 
processing activity for each party; the potential harms to the data subject, in-
cluding any discrimination; the relationship between the parties; and other 
general cultural norms), accept the processing if there was an equal chance of 
them being in any particular role?

2. Does the answer to the first limb feel like an intuitively fair answer? If not, 
would a change in the conditions in the first limb (e.g. inclusion of more or 
fewer circumstances)  produce a  result  that  feels  intuitively fair?  Alternat-
ively, is the reason that it does not feel intuitively fair because of an existing 
bias or consideration that should be discounted?

This was then developed into a test that could be used for  legitimate interest pro-
cessing, as interpreted through the lens of fairness:

1. Does the controller or relevant third party have a legitimate interest?

2. Is the processing necessary for that legitimate interest, in that the legitimate 
interest cannot be achieved as reasonably effectively by less intrusive pro-
cessing measures?

3. Is the processing activity fair? To determine fairness, an assessor must ask 
themselves:

a. Would a person, unaware of their role in the situation and who only has 
knowledge of the necessary relevant circumstances, accept the processing 
if there was an equal chance of them being in any particular role? When 
considering  this  question,  such  necessary  circumstances  may  include, 
inter alia, the data subject’s interests and fundamental rights or freedoms 
which require the protection of personal data, including but not limited to 
the various rights and duties under the GDPR; how transparent the pro-
cessing is; the importance of the processing activity for each party; the 
potential harms to the data subject; the nature of the personal data and 
how widely it is already known; the relationship between the parties; the 
reasonable expectations of the data subject; whether the data subject is a 
child or otherwise vulnerable; the existence of any safeguards; other gen-
eral cultural or legal norms; or any factors that become apparent as a res-
ult of an impact assessment.

b. Does the answer to the first limb feel like an intuitively fair answer? If 
not, would a change in the known conditions in limb a (e.g. inclusion of 
more or fewer circumstances) produce a result that feels intuitively fair? 
Alternatively, is the reason that it does not feel intuitively fair because of 
an existing bias or consideration that should be discounted?
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Finally, this was developed into a test for legitimate interest processing, as inter-
preted through the lens of fairness, that can be used when personal data is processed 
by bots and AI-related technologies:

1. Does the controller or relevant third party have a legitimate interest?

2. Is  the  processing,  as  performed  by  the  particular  technological  process 
chosen, necessary for that legitimate interest, in that the legitimate interest 
cannot  be  achieved  as  reasonably  effectively  by  less  intrusive  processing 
measures?

3. Is the processing activity fair? To determine fairness, an assessor must ask 
themself:

a. Would a person, unaware of their role in the situation and who only has 
knowledge of the necessary relevant circumstances,  which can include 
but are not limited to those listed below,  accept the processing if there 
was an equal chance of them being in any particular role?

b. Does the answer to the first limb feel like an intuitively fair answer? If 
not, would a change in the known conditions in limb a (e.g. inclusion of 
more or fewer circumstances) produce a result that feels intuitively fair? 
Alternatively, is the reason that it does not feel intuitively fair because of 
an existing bias or consideration that should be discounted? 

When considering this question  in the context of bots and AI-related pro-
cessing, it is may be appropriate to consider, amongst other things:

i. the data subject’s interests and fundamental rights or freedoms which 
require the protection of personal data, including but not limited to 
the various rights and duties under the GDPR; 

ii. how transparent the processing is,  both in terms of controller/data 
subject transparency and the opacity of the technological processes 
involved; 

iii. the level of control which can, in practice, be asserted over the pro-
cessing activity by each party; 

iv. whether the processing activity has been designed in accordance with 
accepted ethical or fairness standards; 

v. the impact of the increased efficiency and scope as compared to pro-
cessing in a conventional environment; 

vi. the potential for the results to be mischaracterised as objective and 
the controls for this risk;
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vii. whether, and to what extent, the data subject may consider the pro-
cessing creepy or otherwise unpleasant; 

viii. the importance of the processing activity for each party; 

ix. the potential harms to the data subject; 

x. the relationship between the parties;

xi. the reasonable expectations of the data subject; 

xii. whether the data subject is a child;

xiii. the existence of any safeguards;

xiv. other general cultural norms; and

xv. anything else which may be relevant in the specific circumstances of 
the processing,  including circumstances that became apparent as a 
result of an impact assessment.

As can be seen, the core fairness and legitimate interest test is kept the same 
between iterations; it  is simply the circumstances surrounding that test which be-
come more developed, adding “default” issues that can be considered, depending on 
what is likely to be relevant in the circumstances. In this way, the test has managed 
to retain the consistency required and can be re-abstracted or analogised to other pro-
cessing activities. 

4. Some concluding thoughts and discussion

The issue at stake was not simply whether these tests could be drawn up, but whether 
they would help to meet the goals and aims of the GDPR. This analysis occurred 
throughout, but ultimately came to a head in Chapter 4, s. 6. This section concluded 
that, when these tests are utilised, legitimate interest, as interpreted through the lens 
of fairness, can be an efficient and effective tool for  promoting the GDPR’s goals 
and aims when processing is performed by bots and AI-related technologies. For ex-
ample, the test was directly suited to helping to promote goals related to the overall 
purpose and normative aims of processing, could be used to support the practical ele-
ments of the legal regime by providing a usable and accessible way to accurately 
consider the various issues involved, and  helped to support different actors to use 
their agency appropriately while moving away from an adversarial perspective of 
“data subject vs controller”. As part of a conclusion, however, it is worth drawing a 
few themes from this thesis as a whole and considering their impact on that analysis. 

One common theme that was found was the importance of flexibility. All of 
the core issues being examined in this thesis, from fairness to legitimate interest to 
bots and AI-related technologies, were found to be broad concepts, applicable in a 
wide variety of situations. Equally, the GDPR’s normative goals and aims were ex-
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pressed in very general terms, which required a flexible test  to ensure that these 
could be met in a wide variety of factual circumstances. While it could have been 
possible to reduce the emphasis of flexibility by focusing on a more specific set of 
topics (e.g.  the use of a particular type of bot or AI-related technology), doing so 
would have been problematic. As already noted, the GDPR is a general law; while 
examination  of  very specific  scenarios  is  needed to  provide answers  in  practical 
cases, it would be artificially limiting to do so as part of legal analysis and critique of 
arts. 5(1)(a) and 6(1)(f). Further, by remaining at a more abstract level, it becomes 
possible to then apply the discussion to different specific cases, increasing the ap-
plicability and utility of the analysis. While it may be open to argue whether or not a 
general law should be used for bots and AI-related technology, this thesis has looked 
at the interpretation of the existing laws, rather than questions of de lege ferenda and 
therefore such questions are outside of the scope here.

Another common, and extremely important, theme was the presence of sub-
jectivity. Both fairness and the balancing of interests involve inherently subjective 
questions and it is worth emphasising that these have been consciously and deliber-
ately included in the GDPR. As was seen in the analysis, it can be very tempting to  
try and turn these subjective issues into objective questions (whether consciously or 
not). From a perspective of legal certainty, doing so provides clear answers as to 
whether controllers can or cannot process personal data, which makes things easier 
for controllers, data subject and enforcement agencies. Equally, methodologies that 
base themselves in objective language lend themselves to (apparently) clear answers 
with no grey borders that could open up room for abuse. Unfortunately, the analysis 
showed objectivity to be a false comfort; the uncertainty, lack of accuracy and room 
for abuse still remain, with the supposedly objective approach simply hiding the in-
herent subjectivity rather than successfully “converting” it. As was noted in the ana-
lysis in Chapter 4, s. 6.4, while the practical goals of the GDPR are helped by an eas-
ily applicable test with a clear answer, this does not help if the answer is unreliable. 

This concern about the hiding of subjective matters behind objective meas-
ures or processes was also seen within the discussion on bots and AI-related techno-
logies. Within this context, there was a worry that results from such programs would 
be  improperly  viewed  as  objective,  with  people  simply  accepting  the  answer 
provided and never questioning whether it was correct or contained hidden biases. 
While the context for the issue was different, a core concern was the same: The im-
possibility of properly converting subjective issues into objective measures, and the 
risk that an objective test looks “correct” and therefore should not be questioned. 

In light of this issue, the tests which I have outlined do not attempt to gauge 
themselves or their results in an objective veil, instead attempting to provide a struc-
ture and methodology through which subjective concepts can be explicated, presen-
ted and compared in  a  meaningful  way. Accepting the inherent  subjectivity  does 
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come with negatives; as was already noted, embracing subjectivity also means open-
ing up the space for a grey areas where reasonable people may disagree as to the an-
swer. But, as has been discussed, this is not an issue with the test per se, so much as 
with the fact that the test is measuring subjective issues. This is, therefore, inevitable 
if we wish to create a test which actually accounts for the issues being protected and 
gauged by the GDPR—and data protection law as a whole.

The tests, then, are designed to account for this subjectivity and flexibility, 
while still allowing for the various elements to be considered in an open, explicit, re-
liable and structured way. By doing this, I have argued, the tests allow us to under-
stand how these subjective and flexible issues have been incorporated, whether they 
have been considered in a way with which we agree (while also providing a structure 
for any disagreement to be expressed) and whether there are issues that we think 
should have been included which were not (or issues which we do not think should 
have been included which were). 

At the same time, it does mean that the test depends on the willingness of 
controllers to engage and the ability for enforcement agencies to penalise them when 
they have failed to do so. As was explored in the thesis, the tests can struggle if 
people are unable or unwilling to look outside of their privileges and sphere of ex-
periences. As a starting point, it must be recognised that this is not solved by using 
an objective test and there is a risk that, under such tests, the issue may be ignored 
entirely. It is therefore vital that controllers engage thoroughly and fairly with both 
the letter and the spirit of the fairness test, exploring the issues and attempting to 
consider  all  of  the  relevant  circumstances,  rather  than  taking  a  convenient  or 
simplistic route. Given that we cannot assume all controllers will simply choose to 
take a potentially difficult, time-consuming and expensive option, this must be sup-
ported by robust enforcement against those who attempt to take shortcuts or manipu-
late the test.

Ultimately, I wish to end on three points. First, the use of fairness in data pro-
tection has the potential to be a powerful provision. While it could simply be used as 
a hand-waving technique or as a way to provide window-dressing to a decision that 
has already been made, it can also be used as a powerful tool for structuring our de-
cision-making process. That the processing of personal data should be done fairly 
should, I believe, be a relatively uncontroversial statement. The complex issue comes 
when trying to determine what “fair” actually means and how the law deals with that 
requirement. Hopefully the test that was identified and promoted in  Chapter 2 will 
help to  develop this  conversation  in  a  structured and explicit  way,  promoting  as 
many of the advantages of fairness as possible.

Secondly,  the concept of legitimate interest  is,  like fairness,  an inherently 
subjective issue. The issues identified in  Chapter 3—the proliferation of standards, 
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the difficulty with identifying and weighing up competing interests, and the fulcrum 
issue—arise in no small part due to the difficulty of trying to force subjective issues 
into  objective  measures,  leaving them either  malformed or  ignored.  Because  the 
GDPR has explicitly drawn legitimate interest to include subjective issues, any test 
must accept and embrace these elements. The use of the fairness test can help to ad-
dress these issues in a way that allows controllers to clearly and honestly explain 
how and why they made their decision about whether or not to process the personal 
data. This is useful for controllers who wish to demonstrate that they have actually 
complied with the legal requirements, as well as enforcement agencies and data sub-
jects looking to easily understand how the decision was made.

Finally, the use of the legitimate interest fairness test can be an efficient and 
effective tool for supporting the GDPR’s goals and aims when personal data is pro-
cessed by bots and AI-related technology. Using the legitimate interest fairness test, 
as outlined and analysed in  Chapter 4, can help to  push controllers to engage with 
necessary issues when using such technologies, including difficult subjective ques-
tions like whether the processing is ethical, creepy or appropriately transparent. Fur-
ther, legitimate interest  does not allow controllers to avoid these difficult questions 
by shifting them to data subjects, instead asking controllers to engage critically and 
genuinely with the issues. This is not to say that legitimate interest processing should 
always be considered the best approach, but equally we should not simply consider it 
a loophole for malicious controllers. Instead we should recognise the opportunities 
that legitimate interest and fairness offer to help ensure that bots and AI-related tech-
nologies process personal data in a way that is promotes the GDPR’s goals and aims.
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