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1 Introduction 

Speech is the primary means of communication among people and as a result of this, huge 

amounts of data are conveyed in the form of speech. To carry out further processing and 

analysis on speech data, transcription of the speech becomes a crucial part in technology 

development. The technology that helps in transcribing speech is known as Automatic 

Speech Recognition (ASR) which is also known as speech-to-text technology. In recent 

years, ASR has changed the way we live and work because it is influencing the way we 

interact with devices [17]. Applications of ASR include but are not limited to digital 

assistants, voice search engines, educational aids, and health aids. 

Commercially, there are several ASR technologies providers such as Google Cloud 

Speech-to-Text, Microsoft Azure Speech-to-Text, and Amazon Web Service Speech-to-

Text with reasonable reliability, availability, and performance. However, these services 

come with certain limitations such as data privacy violations, cost, limitation of data 

throughput of the web services, availability of training data and domain-specific 

recognition.  

During the development process in this project, there is no known knowledge of any 

comprehensive and reliable ready-to-use ASR system for Finnish language model, 

however, there has been studies of ASR for the Finnish language [32]. In one of the 

studies, Kaldi toolkit [31] was utilized for the ASR modeling. Kaldi toolkit is an open 

source speech recognition toolkit written in C++ licensed under Apache Licensing v2.0. 

Due to the mentioned limitations of the commercially available ASR systems, coupled 

with the unavailability of a comprehensive and reliable ready-to-use ASR model, an on-

premise ASR is developed to mitigate these challenges. Development of an on-premise 

ASR model would require designing and developing a neural network model architecture 

from scratch and training with data (audio and their corresponding transcript) which in 

turn will require a lot of resources. For this purpose of this project, transfer learning 

approach was used in the development of the on-premise ASR model. 

For the design and development of our on-premise ASR system, a pre-trained end-to-end 

neural network system was utilized. In our case, Mozilla DeepSpeech model was chosen 

as the backbone of our development.  

Mozilla DeepSpeech model [17] is a state-of-the-art neural network model containing a 

series of Long Short-Term Memory (LSTM) and fully connected layers implemented 

using Google TensorFlow.  Another end-to-end ASR neural network model is the 
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Wave2Letter++ by Facebook containing a series of convolution and fully connected 

layers implemented in C++ using the open source machine learning library flashlight. 

The scope of this thesis focuses on addressing two fundamental issues which include: 

1. Investigating the transfer learning performance of an ASR model for the Finnish 

language using a model that had been pre-trained on other languages such as the 

English language. 

2. Investigating the effect of various language models on the performance of an end-

to-end neural network ASR model for the Finnish language. 

To investigate these issues mentioned above, one of the important steps included 

obtaining the optimal hyperparameters such as the learning rate and dropout values that 

will facilitate the achievement of the preferred result while carrying out the investigations. 

Furthermore, apart from the test dataset used during training, the performance of the 

model was evaluated on additional audio files collected from a total of 10 individuals 

consisting of 5 females and 5 males. Each individual made a recording of themselves 

reading out a text never seen by our model in various environments.  Each audio file 

recording was approximately 20 seconds in length making up a total of 200 seconds of 

additional audio files for the model evaluation. 

Certain limitations were encountered during limitation. Training an ASR model requires 

a lot of resources especially with computation. Due to this factor, Azure Databricks 

resource was utilized for the training of our ASR model which was expensive given the 

number of times we are running the model.  

In addition, another limitation encountered during development was the acquisition of 

clean data. Data is important for achieving reasonable performance with the ASR model, 

however, for Finnish language, acquiring huge amounts of transcribed audio is quite 

limited. Some of the acquired data contained a mixture of Finnish and other languages 

(mostly Swedish) which required manual filtering and, in some case, ignoring the dataset 

completely.  
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Figure 2.1: Fully Connected Feedforward Artificial Neural Network 

2 Background 

2.1 Deep Learning (Artificial Neural Networks) 

An artificial neural network (ANN) consists of an input layer of neurons (also referred to 

as nodes or units), one or more hidden layers of neurons, and a final layer of output 

neurons [1]. The diagram in Figure 2.1 shows a typical architecture of a neural network 

showing lines connecting neurons. Each connection is related with a numeric value 

known as weight. The output, ℎ𝐼𝐼 of neuron i in the hidden layer is computed by the 

equation 

hi = σ��Vijxj

N

j=1

+ Tihid�  (1) 

 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

where 𝜎𝜎() is called the activation function, 𝑁𝑁 is the number of input neurons, 𝑉𝑉𝑖𝑖𝑖𝑖 is the 

weights between nodes 𝑖𝑖 and 𝑗𝑗, 𝑥𝑥𝑖𝑖 is the inputs to the neurons, and 𝑇𝑇𝑖𝑖ℎ𝑖𝑖𝑖𝑖  is the threshold 

terms of the hidden neurons. The neural network in Figure 2.1 can be perceived as a direct 

acyclic graph (DAG) with the first node representing the input node which then passes 

through one or several hidden units and finally connects to the output node. 

There are various architectures of the neural network [2] based on their application. The 
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Figure 2.2: ReLU Activation Function 

diagram in Figure 2.1 illustrates an example of a type of neural network known as fully 

connect feed-forward neural network in which case all nodes are connect and information 

flows in a forward manner. The goal of the feedforward network is to approximate some 

function 𝑓𝑓∗ [2] which learns the relationship between  independent variable to an ouput. 

As an example, a classifier, 𝑦𝑦 = 𝑓𝑓∗(𝑥𝑥)  maps an input x to a category y. 

Furthermore, it can be deduced from equation (1) that the input of a node is a weighted 

sum output of the previous node which is later transformed using a so-called activation 

function. Activation function is the function applied over the weighted sum of inputs in 

artificial neural networks to get the desired output [3]. It allows the network to combine 

the inputs in a more complex ways in order to produce the desired output. Without the 

activation function, artificial neural networks lose the bulk of their representation learning 

power. There are various types of activation function which are used depending on the 

application, however, Rectified Linear Unit (ReLU) activation function is commonly 

used because of its simplicity. Figure 2.2 shows the graphical representation of a ReLU 

activation function. ReLU activation function can be computed using the equation 

 

ReLu = max(x, 0) (2) 

 

 

  

 

 

 

 

 

 

 

 

 

 

 

In multiclass classification tasks where a single input can only belong to one class, 

SoftMax activation function is a desirable selection because it outputs a probability 
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distribution over all classes that sum up to 1.0. SoftMax activation function can be 

mathematically expressed with the equation 

Softmax f�xj� =
exj

∑ 𝑒𝑒𝑥𝑥𝑐𝑐𝑐𝑐
 (3) 

where 𝑥𝑥𝑖𝑖 is the input vector, 𝑒𝑒𝑥𝑥𝑗𝑗  is the standard exponential function for input vector, 𝑒𝑒𝑥𝑥𝑐𝑐 

is the standard exponential function for output vector and  ∑ 𝑒𝑒𝑥𝑥𝑐𝑐𝑐𝑐  is the sum over the 

classes in the multiclass classifier. 

Neural network has been successful recently due but not limited to the following reasons 

● Increasing Dataset size 

Neural network has been successfully used in various commercial 

applications for decades but was often perceived as being more of an art 

than technology and something utilized only by experts, until recently [2]. 

With an increase in training data, the knowledge and intelligence of neural 

networks increases. The era of “Big Data” has improved machine learning 

because the burden of statistical estimation of generalizing new data after 

observing only a small amount of data has been considerably lightened. 

The availability of data has been influenced by the increase in digitization 

of society. 

● Increasing Model Sizes 

Neural networks have experienced significant success recently resulting 

from the increase in computational resources to run complex models [2]. 

Subsequently, neural networks have increased in size which have resulted 

in higher accuracy on more complex tasks.  

2.1.1 Optimization and Training 

Designing and training a neural network is similar to training any other machine learning 

model with gradient descent. Neural networks are trained through iterative gradient-based 

optimization known as gradient descent [2]. The gradient descent process is useful for 

updating the weights of the neural network, therefore, improving the performance of the 

model. One preferable gradient based optimizer is the Adam optimizer [5], which is 

widely used because it utilizes first order gradients with little memory requirements.  

During training of a neural network, a loss function is required to estimate the accuracy 

of the output of the model in relation to the real truth value. The loss function is sometimes 

referred to as the cost function. Various loss functions can be used in neural networks 
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depending on the developed application. The DeepSpeech model uses the Connectionist 

Temporal Classification (CTC). The CTC loss function has proven to be efficient with 

unsegmented sequential data such as audio data [4], in which case a sequence of 

classification is outputted for a sequence of input.  

During training of a neural network especially in large-scale scenarios, it is recommended 

to feed training examples as mini batches [6] as this catalyzes the convergence of the 

stochastic gradient descent.  

In addition, training is usually done by running through the whole dataset several times. 

One instance of going through the whole training dataset is known as an epoch. While 

convergence has not been established, the neural network continues to learn and updates 

its weight on each iterative epoch. Running the epoch multiple times can result in the 

neural network becoming specialized on the training dataset and not generalizing, that is, 

the error rate on the training dataset keeps reducing or decreasing while the error rate on 

unseen datasets increases. The situation where the model becomes specialized on the 

training dataset and does not generalizes well on unseen dataset is known as overfitting 

and this should be avoided as much as possible. Various techniques can be employed to 

prevent overfitting; early stopping is a widely used method for this problem. Early 

stopping [7] technique involves splitting the dataset into training and validation datasets. 

Training of the neural network is done on the training dataset and the error is calculated 

on the validation dataset. The training process is stopped when the error on the validation 

dataset exceeds the previous error on the validation dataset thus preventing the neural 

network from specializing on the training dataset at the expense of generalizing on unseen 

datasets. 

Another process that can be combined with early stopping to prevent overfitting is to 

improve the robustness of the neural network on the dataset by implementing what is 

known as dropout. Dropout involves randomly dropping a unit in the neural network 

which includes all its incoming and outgoing edges [8]. Retainment of a unit is based on 

a probability p which is independent on other hidden units in the neural network. The 

probability can be selected using the validation dataset or using a fixed value. 

2.1.2 Recurrent Neural Networks 

Recurrent Neural Network is a type of neural network for processing sequential 

information such as text, audio and time series data. Recurrent neural networks have 
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found their relevance in aspects of language translation, speech recognition, and natural 

language processing (NLP).  

Recurrent neural networks differ from the other types of neural networks in their memory 

retention ability such that the information of the current node is influenced by the output 

of the previous node. Recurrent neural networks can be thought of as a network with loop 

which allows information to persist. Unlike the traditional neural network where the input 

and output are independent of each other, the output of a recurrent neural network depends 

on prior outputs within the sequence. Figure 2.3 shows a simple recurrent neural network 

with loops. 

 

  

From Figure 2.3, 𝐴𝐴 denotes a chunk of neural networks, 𝑥𝑥𝑡𝑡 is the input and ℎ𝑡𝑡 is the output 

value. 

Recurrent neural networks share the same weight within the network across several time 

steps, unlike traditional neural networks which compute different weights across each 

node [2]. 

There are various variants of the recurrent neural network such as Bidirectional Recurrent 

neural network (BRNN), LSTM, Gated recurrent unit (GRU) but the one that is of most 

interest to us is the LSTM.  

LSTMs are special variant of recurrent neural networks capable of storing information 

over extended time intervals [29]. LSTMs avoid the long-term dependency problem 

experienced in traditional recurrent neural networks. Unlike a traditional recurrent neural 

network that contains a Tanh single neural network layer, LSTM contains four neural 

network layer which interacts with one another. Information flow in LSTM is conveyed 

Xt 
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ht 

Figure 2.3: Recurrent Neural Network with Loops 
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by the cell state. The information added or removed by the cell state is controlled by 

structures called gates. The gates are composed of a sigmoid neural network layer and a 

pointwise multiplication operation. LSTM unit contains three different gates namely input 

gate, output gate, and forget gate. The forget gate determines what information to be 

carried or dropped by the cell state, the input gate determines which information to be 

update or added to the cell state and the output gate is responsible for the information 

output of the cell state. 

2.2 Transfer Learning 

Transfer learning can simply be defined as a process of improving the prediction function 

for a target domain and task by using a related source domain and task [9]. Transfer 

learning can be divided into homogeneous and heterogeneous transfer learning. 

Homogeneous transfer learning is the case where features in the source domain are the 

same as those of the target domain for instance metrics like meters and inches. 

Heterogeneous transfer learning is the case where the features of the source domain is 

different from the target domain. 

One widely used approach in transfer learning is fine-tuning [10]. Fine-tuning involves 

obtaining a pretrained model for a source task in a source domain and further retraining 

it in a target domain for a target task. This approach is a common practice in computer 

vision where pretrained models of ImageNet are fine tuned for target tasks. 

Fine-tuning is an important concept in deep learning especially when the training dataset 

is small compared to the task at hand in which case the model is not built from scratch, 

this approach has been used in various studies [11].  

Fine-tuning is a concept that has also been employed in ASR. As in this project, the neural 

network is a model that has been pretrained on English dataset containing characters 

between a-z and this model has been fine-tuned for Finnish language containing extra 

characters such as ö and ä. 

In cases where the target dataset is small and the number of parameters in the pre-trained 

model is large, fine-tuning the neural network can result in overfitting which is something 

that should be prevented. This challenge can be overcome by freezing the parameters in 

the neural network and only fine-tuning the last few layers in the neural network [11]. 
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2.3 Language Model 

In this thesis, a statistical language model approach has been employed for creating the 

language model. The basic idea of the language model is to learn the joint probability 

distribution of a sequence of words [12], therefore describing the probability of the next 

word given the previous words spoken in a sentence. Language models are used in 

conjunction with a neural network for speech recognition to improve the word prediction 

capacity of the neural network. The Mozilla DeepSpeech model uses the language model 

in deciding the transcript [14]. 

A statistical language model does not take the grammatical structure of the sentence into 

account but only helps with the probability of the next best word candidate. 

One issue with the statistical language model is the problem of estimating the joint 

probability of a sequence of words based on the history due to the increasing rate of 

growth in the number of possible histories as well as data sparseness.  

One approach commonly used in the statistical language model is the n-gram. This way, 

the history is limited to the nth word from the present word. Smoothing is applied with 

this approach to prevent zero probabilities in cases where the N-grams are missing in the 

training context. For instance, applying a 3-grams (trigram) language model on the 

sentence “the footballers played well today” will yield “the footballers played”, 

“footballers played well”, “played well today”. 

KenLM [13] is an open-source toolkit for computing n-gram language models. KenLM 

toolkit is being used in the development of the Mozilla DeepSpeech ASR model [14]. 

KenLM implements probing data structure for improving speed and trie data structure for 

optimizing memory. It has been successful in other research works involving machine 

translation [15, 16]. Compared to other language modelling toolkits such as SRILM, 

IRSTLM and MITLM, KenLM has outperformed them in respect to querying speed and 

lower memory consumption. 

2.4 Automatic Speech Recognition 

ASR is an aspect of technology that has improved and enhanced dialogs between human 

to human as well as human to computer interactions [17]. 

Human-human interaction can be perceived in case of language translation in which 

people do not need a physical interpreter anymore to communicate in other languages. 

Another use case is transcription, whereby voice messages are transcribed and sent as 
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emails which are conveniently used by end users. Human-computer interaction includes 

voice search engines in which case users can search for information via speech. Several 

other applications of human- computer interaction include personal digital assistants, 

smart home systems. 

 ASR has been actively studied for decades and there have been significant achievements 

recently due to certain factors. First, the availability of computing resources has 

contributed to the progress in this area. The current use of multicore processes, graphical 

processing units (GPU), and GPU/CPU clusters has improved research in ASR. Secondly, 

data availability is an important factor that has contributed to progress in ASR. Data 

availability has been influenced by advancement in the internet, cloud computing, 

intelligent devices which in turn has increased the amount of data available for this 

research area.  

2.4.1 Basic Architecture of ASR Systems 

A typical ASR system consists of four main components namely Signal processing and 

feature extraction, acoustic model, language model, and hypothesis search as shown in 

figure 2.4. 

The signal processing and feature extraction part of an ASR is responsible for collecting 

the audio input, converting the audio from time-domain to frequency-domain [35]. It goes 

further to enhance the audio by removing noise and distorted channels and finally extracts 

the feature vector necessary for use by the acoustic model. The acoustic model then 

appoints an acoustic score of the phonetics and acoustics on the variable length feature 

vector generated by the signal processing part. The language model (LM) is a 

probabilistic evaluation of the word sequence in a form of LM score. The LM score 

estimates the probability of the next word based on the previous words. The hypothesis 

search finally combines the acoustic model and language model thus using the phonetic 

and acoustic feature vector together with the probabilistic word sequence to output a word 

sequence with the highest score. 
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2.5 Mel Frequency Cepstral Coefficient (MFCC) 

The first component of an ASR system as mentioned in section 2.4.1 is signal processing 

and feature extraction. MFCC calculation is a technique which extracts features from a 

speech in a similar manner to how human listen to speech [23] and simultaneously 

deemphasizes all other information. MFCC calculation is a popular feature extraction 

method in speech recognition because its features are extracted in frequency domain as 

opposed to time domain. The frequency is computed using Mel Scale which is similar 

with the human ear scale. 

Calculating the MFCC starts by dividing the speech signal into overlapping time frames 

of arbitrary number of samples by applying a windowing function. One typical 

windowing function is the Hamming window which also removes discontinuities in the 

edges.  

Fast Fourier Transformation (FFT) is applied on each frame to recover the frequency 

component of each frame of a signal in the time domain. Logarithmic Mel- Scale filter 

bank is then applied on this frame computed from FFT. The log applied to the Mel-Scale 

Figure 2.4: Architecture of an Automatic Speech Recognition System 
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prevents high impact of amplitude change in lower frequency regions. The final step is to 

calculate the Discrete Cosine Transform (DCT) of the output obtained from the log Mel-

Scale filter bank which in turn separates and distinguishes the frequencies and their 

amplitudes. Figure 2.6 shows the steps in the MFCC calculations 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

2.6 Evaluation 

Apart from the loss function used during the development of the neural network for 

obtaining the gradients and subsequently used for updating the weights of the neural 

network, it is necessary to measure the performance of the model on test dataset.  

In evaluating ASR, the performance of the neural network can be estimated using the 

word error rate (WER) and character error rate (CER).  

Figure 2.5: Mel-Frequency Cepstral Coefficient Calculation 
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Another metric for evaluating the performance of neural networks especially with 

sequence-to-sequence learning is BLEU Score. The BLEU score, however, compares the 

performance of the predicted sentence to the reference sentence as in machine translation 

models [22]. 

2.6.1 Levenshtein Distance 

Levenshtein Distance can also be referred to as an edit distance. The algorithm compares 

two sequences such as strings and computes the number of edits (insertions, deletions and 

replacements) required to change one string to the other. 

For example, the Levenshtein distance between “kitten” and “sitting” is 3 which indicates 

3 editing to transform the word “kitten” to “sitting” which includes changing the “k” to 

“s”, changing “e” to “i” and inserting “g”. 

2.6.2 Word Error Rate 

This metric is used to evaluate the predicted output of an ASR model against the original 

transcript. Word error rate simply calculates the Levenshtein distance between the 

predicted word and the words in the original transcript divided by the total number of 

words in the original transcript. High WER indicates poor performance while lower WER 

indicates good performance. For instance, if set A contains the words in the predicted 

transcript and B contains the words in the original sentence, WER can be mathematically 

expressed as 

 

𝑊𝑊𝑊𝑊𝑊𝑊 =  
𝐿𝐿𝐴𝐴,𝐵𝐵(|𝐴𝐴|, |𝐵𝐵|)

|𝐵𝐵|                                                                     (4)             

 

where 𝐿𝐿𝐴𝐴,𝐵𝐵 is the Levenshtein distance between the string A and B 

2.6.3 Character Error Rate (CER) 

CER is also a metric used to evaluate the performance of a speech recognition system. 

Unlike, WER, CER calculates the Levenshtein distance between the predicted sentence 

and the original transcript on a character level basis divided by the total number of 

characters in the original transcript. Just as the WER, high CER indicates poor 

performance while a lower CER indicates good performance. In addition to ASR usage, 
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CER can also be useful in handwriting detection systems.  

  

2.7 DeepSpeech 

Mozilla DeepSpeech is an open-source state-of-the-art speech recognition developed 

using end-to-end deep learning motivated by Baidu's DeepSpeech research paper [18], 

although the DeepSpeech model by Mozilla contains some modifications in certain 

aspects such as the choice of the recurrent neural network, optimizer, parallel optimization 

technique and so on when compared to the DeepSpeech model presented in the Baidu’s 

paper.  

As opposed to the traditional speech recognition systems, DeepSpeech is simple as it does 

not rely on phoneme, acoustic models, Hidden Markov models or other hand-engineered 

processing stages. In addition, the robustness of the architecture makes it reliable in noisy 

environments and speaker variation circumstances. Figure 2.6 shows the overview 

architectural design of the Mozilla DeepSpeech Model. 
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The DeepSpeech model learns the mapping of an utterance 𝑥𝑥 to a label 𝑦𝑦 from a training 

set. 

As can be seen in Figure 2.4, the DeepSpeech model is composed of six layers. The first 

three layers are non-recurrent networks with a clipped rectified linear (ReLU) activation 

function. The fourth layer is a recurrent neural network in this case LSTM. As mentioned 

earlier, ASR architecture includes a signal processing and feature extraction unit, in this 

case, MFCC is used for feature extraction thus converting the speech into a frequency 

time series. 

Based on the architecture of the Mozilla DeepSpeech, the output of the first layer depends 
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on the MFCC frame of the utterance while the other non-recurrent layers are independent 

of each time step. The final layer of the model is also a non-recurrent layer which outputs 

standard logits corresponding to predicted character probabilities of each time slice and 

character in the alphabet. SoftMax activation function in Equation 3 is further applied on 

this layer. The number of nodes in the output layer corresponds to the number of alphabets 

in the language for instance with English alphabets, the number of nodes in the output 

layer is 26 denoting a-z. 

As mentioned previously, training a neural network requires a loss function to evaluate 

the accuracy of the model and consequently updating its weight appropriately. 

Connectionist Temporal Classification (CTC) is the loss function used to evaluate the 

gradient of the loss with respect to the outputs given the true character sequence. Finally, 

the model is optimized using Adam’s optimization.  

The Mozilla DeepSpeech model utilizes an external scorer in the hypothesis search 

component of the ASR. The scorer is a combination of a language model and a trie data 

structure which contains all the words in the vocabulary. Mozilla DeepSpeech supports 

the KenLM language model [13] which is used to produce a language model which in 

turn influences the predicted output of the model. 

The Mozilla DeepSpeech pretrained model has been made available for free. The model 

has been trained on English language with approximately 5500 hours of transcribed 

English utterances. The pre-trained model however, achieved a 7.5% Word Error Rate 

(WER) on LibriSpeech dataset [19] using a mini batch size of 128, learning rate of 0.0001 

and a dropout rate of 0.2. Transfer learning with the Mozilla DeepSpeech model has been 

carried out in other works for other languages such as Komi Language [20] where a 

Character Error Rate (CER) value of 70.9% was achieved and German language [21]. 

 

2.8 Google Cloud Speech-to-Text Service 

The google cloud speech-to-text service is based on a neural network launched in 2017 

by Google. The speech-to-text service is one of the services available on the Google 

Cloud Platform (GCP). The service currently supports about 90 different languages and 

can be accessed using its API support. The service provides free transcription for audio 

less than 60 minutes after which comes a price for every 15 seconds of transcribed audio. 
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3 Dataset 

One important component in training our ASR model for Finnish language is data. 

Compared to commonly spoken languages such as English, data collection for Finnish 

especially in this context of audio and corresponding text was a bit challenging. Datasets 

used for this research were acquired from Kaggle and the language bank of Finland.  

3.1 Kaggle 

Kaggle is a web-based platform containing various tools and resources for aiding several 

data science applications and tasks. Furthermore, the Kaggle platform provides an avenue 

for searching and publishing data as well as collaborating with other data scientists and 

machine learning researchers. 

The dataset acquired from Kaggle contained a total of 10.5 hours of short clips single 

speaker audio files and their corresponding transcripts.  

The data was originally collected as audiobooks from LibriVox [24] and then made 

available for download on Kaggle webpage as a collection of short clips of audio files. 

The original audio from the audiobooks were large files with lengthy audio clips which 

are not suitable data choice for training. The transcript for each short clip was then aligned 

by experts and made available alongside the audio file for download on Kaggle. 

3.2 Language Bank of Finland 

This service contains language resources to be utilized by researchers and students. The 

language bank of Finland has sufficient text, speech corpora and tools for exploring these 

datasets. Some of the datasets or resources within the service are freely accessible, some 

are restricted to logged in user and some requires approval. In all, the resources in the 

language bank of Finland are free for use by researchers and students. The service is 

coordinated by the national FIN-CLARIN consortium formed by Finnish universities and 

other research institutions. 

3.2.1 The Finnish Broadcast Corpus 

Collection of the Finnish Broadcast dataset required an approval process which usually 

takes couple of weeks before the dataset could the downloaded using an institution 

account (University of Helsinki student account in this case). The dataset included 65 
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radio and tv recording broadcasts by YLE - The Finnish Broadcasting Company. The 

contents have been compiled under an initiative called Integrated Resources for Speech 

Technology and Spoken Language Research in Finland, funded by the Academy of 

Finland. Details of the corpus are 

● audio monologues 

● broadcast telegraph news (24𝑥𝑥3 minutes, Nov 2003) 

● broadcast lectures of the week (8𝑥𝑥14 minutes) 

● Radio dialogues 

● Unfinished recordings of the Moninaisuusfoorumi event (5𝑥𝑥1ℎ) 

● TV monologues broadcast main news read by Arvi Lind and Eeva Polttila(15𝑥𝑥30 

minutes) 

● TV dialogues  

● Broadcast Aamu - TV program (13𝑥𝑥12 minutes, 2003) 

In total, the dataset contained 17 hours of audio and 10 hours of video. Each audio or 

video file was downloaded with a corresponding text grid file which contained 

information about the audio. Each text grid file contained the following keywords: 

● xmin: representing the start of a sentence. 

● xmax: representing the end of a sentence 

● text: representing the transcript to the audio sentence. 

3.2.2 Aalto University Digital Signal Processing (DSP) Course 
Conversation Corpus 

This dataset required approval and an institutional account for download from the 

language bank of Finland. The corpus contained transcribed Finnish conversations of DSP 

students at the Aalto University, Finland between 2013 to 2015 which have been recorded 

in lecture rooms. The corpus is made up of transcribed short-spoken sentences from 21 

female and 160 male summing up to a total of 3941 short sentences.  

Similar to the Finnish broadcast dataset, each audio file was downloaded with a text grid 

file containing information about the audio file. The text grid file contained similar 

keywords as those in the Section 3.2.1. 
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4 Method 

This section describes the various steps such as preprocessing of the collected dataset, 

compilation, development, and training of the model. 

Processing the dataset is crucial for their usage in training the Mozilla DeepSpeech model. 

In addition, various language models were developed and applied to the DeepSpeech 

model. 

4.1 The Finnish Broadcast Corpus Dataset 

Processing the Finnish broadcast corpus dataset began by slicing each audio file into 

single spoken sentences using the timestamp information in the associated text grid file. 

The segmentation of the audio file into single spoken sentences was done with a python 

open source library pydub. Furthermore, the corresponding transcript was then processed 

by removing numbers and special characters like punctuation marks as the model will not 

be trained to handle such in this project. Finally, a csv file was created with the following 

header names: 

• wav_filename: representing the fully qualified name of the wav file,  

• wav_filesize: representing the size of the wav file  

• transcript: representing the corresponding transcript of the wav file. 

4.2 Aalto University Digital Signal Processing (DSP) Course 
Conversation Corpus 

Similar to section 4.2, each audio file was sliced using the timestamp information in the 

corresponding text grid file. This way, a single audio file was segmented into an arbitrary 

number of single spoken sentences using the open-source python library pydub.  

The transcript to the corresponding spoken sentences were further processed by removing 

numbers and special characters. Finally, a csv file containing the audio file location, audio 

file size and transcript was created using the same header name as described in section 

4.1. 

4.3 Kaggle Dataset 

Contrary to the dataset from the language bank of Finland, the collection of this dataset 

is as straightforward as downloading directly from the Kaggle platform. The dataset 
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already contained single spoken sentence audio files and a csv file. Each row in the csv 

file corresponds to the location of an audio file and its corresponding transcript separated 

by a pipe delimiter. The only processing done for this dataset was computing the file size 

of each audio file. Finally, as done in section 4.1 and 4.2, a csv file containing the audio 

file location, audio file size and transcript was created with the header name as section 

4.1. 

4.4 Data Preparation for Mozilla DeepSpeech Model 

The DeepSpeech model by Mozilla requires the dataset presented in a certain style to be 

accepted by the model. Mozilla DeepSpeech audio properties can be summarized in table 

4.1 

Property Value 

Sample Rate 1600Hz 

Resolution 16 bits 

Channels 1 (mono) 

Encoding Linear PCM (LPCM) 

Output wav 

Table 4.1: Mozilla DeepSpeech Input Audio Properties 

 

All audio files in section 4.1, 4.2 and 4.3 were processed to conform to the model’s 

requirement using a python open-source library Ffmpeg.  

Furthermore, the csv file created in sections 4.1, 4.2, and 4.3 were combined into just one 

file. Apart from the header, each line in the csv file corresponds to a data point consisting 

of the location to an audio file and its corresponding transcript. Finally, the content in the 

csv file is divided into training, validation, and test dataset in the proportion 70%, 20%, 

and 10% respectively. Each split is finally saved accordingly while ensuring that each 

newly created csv file has a header in the order wav_filename, wav_filesize and transcript. 

4.5 Language Model 

In the development of an ASR, a language model plays an important role during the 

decision-making of predicting the words in the spoken sentence [26,27]. As at the time of 

this writing, only one predefined language model for Finnish language was found in 
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GitHub. The repository contained language model for various languages obtained using 

the Wikipedia API and building a 5-gram language model using KenLM [13]. The 

language model in this repository, however, was not used for this project because the last 

update of the language models in this repository was about 5 years ago and also, the 5-

gram was contrary to the 3-gram language model initiative intended for this project. 

Mozilla DeepSpeech supports KenLM [13], which is the toolkit used to create the 

statistical language model. For convenience, the KenLM toolkit was installed in a Linux 

environment. The KenLM language model takes as an argument the text corpus and uses 

the lmplz tool to create the actual n-gram and build_binary tool to create a binary 

representation of the language model. 

Creating a reasonable language model thus requires a substantial amount of text corpus 

which will help the model in making better predictive decisions on word selection. We, 

therefore, created text corpus from Finnish text gathered from Wikipedia and text from 

the transcripts. The sizes of each file are shown in table 4.2 

  

Data Source Size 

Wikipedia 1.6 MB 

Transcript 2.2 MB 

Total 3.3 MB 

Table 4.2: Distribution of Text Corpus for Finnish Language Model 

 

4.5.1 Language Model Compilation 

A total of 3 different language models were created for experimentation in this project. 

The first language model was created using only the transcript text corpus, the second 

language model was created using Finnish text corpus from Wikipedia while the third 

language model was created using a combination of the transcript corpus and Wikipedia 

corpus. 

Mozilla DeepSpeech supports the use of an external scorer which is composed of 

language model created with KenLM and a trie data structure containing all the words in 

the vocabulary. The Mozilla DeepSpeech downloaded release comes with a pre-created 

script for creating the language model and scorer package acceptable by the model. 

The language model is created first and then followed by the trie structure using the 
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python scripts included in the DeepSpeech downloaded release. KenLM must be properly 

install in the environment where these DeepSpeech scripts will be executed. The script 

that creates the language model requires the file path to the text corpus, the path to the 

KenLM build, and the n-gram value, in the case of this thesis, the n-gram value was 3 for 

computational reasons. This process outputs a vocabulary and a binary file which is 

finally used to generate the scorer file that is used during training of the Mozilla 

DeepSpeech model.  

4.6 Training the Mozilla DeepSpeech 

The model release is available for download via GitHub. As at the time of development 

of this thesis, the latest version was Mozilla DeepSpeech 0.9.3. It should be noted that the 

downloaded model has been pre-trained on English corpus and we are, therefore, fine-

tuning [11] the model on our prepared Finnish corpus. Due to the computational demand 

of training such neural network, Azure Databricks cluster was used in training the model. 

The specification of the Azure Databricks cluster is as shown in table 4.2 

 

Specification Value 

Databricks Runtime Version 7.4 ML (GPU, Scala 2.12, Spark 3.0.1) 

Worker Type Standard_NC12 112 GB Memory, 2 GPUs, 3BDU 

Minimum Workers 2 

Maximum Workers 10 

Table 4.3: Databricks Cluster Specification 

 

4.6.1 Learning Rate and Dropout Selection 

In this experiment, we explored various learning rates and dropout values that best 

optimize the model for Finnish language. This step was crucial as further experimentation 

with the model uses the values obtained.  

To investigate the optimal combination of learning rate and dropout value for the model, 

we experimented with various combination of learning rate and dropout value. A range 

of 10 learning rate was computed between 0.000001 and 0.001 and dropout values 0.05, 

0.1, 0.2 and 0.3 were used. This came to a total of 40 execution of the model in order to 

obtain the optimal combination of learning rate and dropout value for this project. Upon 
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completion of this experiment, the learning rate and dropout combination with the least 

WER value on the test dataset was the combination used in further experiments in this 

project work. 

4.6.2 Language Model Tuning (lm_alpha) 

One objective of this project was to evaluate the influence of the language model on the 

performance of the Mozilla DeepSpeech model for Finnish language. As mentioned in 

section 2.3 the language model plays a role in the word predictive capacity of the ASR 

system. 3 different variants of 3-gram language models were created as described in 

section 4.5.1 with our variant containing text corpus from Wikipedia, text from our 

transcript and a combination of both. In neural networks, the language model is applied 

at the final stage in the ASR system. With the Mozilla DeepSpeech model, the influence 

of the language model on the output of the model can be fine-tuned using the 

hyperparameter lm_alpha. The language model’s influence on the neural network in this 

context refers to the degree of control to which the language model modifies the output 

of the neural network model. When using a language model, the Mozilla DeepSpeech 

model would require the file path to the scorer file which contains the trie structure as 

discussed in 4.5.1.  

To experiment this influence, the neural network was executed with a various lm_alpha 

hyperparameter values of 0.25, 0.5, 0.75, default (0.93), and a control (no language 

model). It should be noted that the experiment in this section was carried out using the 

optimal learning rate and dropout value obtained from section 4.6.1. In order to run the 

control experiment, that is, running the model without the influence of the language 

model, the parameter scorer_path was removed completely during the training and 

the model automatically does not consider the language model while outputting the 

transcript. 

4.6.3 Model Evaluation on Collected Audio Files 

The performance of our trained model was evaluated using additional audio files 

collected from individuals who have recorded themselves saying a sequence of text that 

has not been seen before by the model. A total of 10 individuals consisting of 5 females 

and 5 males were used in this case using their various mobile phones for the recording 

and all the individuals read similar text. The text has been composed by someone who 
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has no information about our model’s knowledge base.  Below is the text used in this 

experiment. 

“Jotkin eläinlajit sopeutuvat ihmisen läheisyyteen ja elävät kaupunkien viheralueilla. 

Kotikaupungissa Helsingissä näen usein jäniksiä ja kaneja. Toisinaan vastaan on tullut 

myös kettu” 

As described in section 4.4 about the audio specifications for DeepSpeech model, each 

collected audio file was preprocessed before running through our model. The collected 

audio files were also transcribed using the Google Cloud Speech-to-Text service. 

4.6.4 Evaluation 

The evaluation of sections 4.6.1 and 4.6.2 was conducted using the WER and CER 

calculated at the end of the iterations. As mentioned in section 2.7.2 and 2.7.3, the WER 

evaluates the performance of the model on word level while CER evaluates the 

performance of the model on character level, both using the Levenshtein distance 

algorithm described in section 2.7.1. 

The WER and CER of the model are evaluated on the test dataset created in section 4.4 

which contains dataset not used in training. It should also be noted as described in sections 

2.7.2 and 2.7.3 that the lower the WER or CER, the better the performance of the model.  
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5 Results 

In this chapter, we describe the results of the experiments carried in this project. These 

results are consistent with the procedures in chapter 4.  

5.1 Dropout and Learning Rate Selection 

The goal of this experiment was to obtain the optimal learning rate and dropout 

combination for the model. This refers to the learning rate and dropout combination which 

produced the lowest WER and CER values on the test dataset. This step is important in 

further experimentation in this project as the obtained optimal values (learning rate and 

dropout) were used throughout. The configuration in table 5.1 was used in this experiment 

 
Parameter Value 

Train Batch Size 50 

Test Batch Size 40 

Validation Batch Size 20 

Epoch 5 

Table 5.1: DeepSpeech Model configuration used during training 

 
Despite running the process on Azure Databricks with the specifications described in 

section 4.2, it took approximately 24 hours to complete 5 epochs. Ten learning rates 

between 0.000001 and 0.01 with dropout rate values of 0.05, 0.1, 0.2, 0.3 was 

experimented making a total of 40 combination. The result in Table 5.2 shows the WER 

and CER values using the various learning rate and dropout rates combination. 

Based on the results in Table 5.2, Figure 5.1 and Figure 5.2 it can be deduced that learning 

rate 0.000445 with a dropout rate of 0.2 was the optimal combination for our model with 

the Finnish language. 
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Dropout/Learning 
Rate 0.05 0.1 0.2 0.3 

Learning Rate WER CER WER CER WER CER WER CER 

0.000001 0.997693 0.937197 0.997558 0.939514 0.997151 0.944294 0.995251 0.952058 

0.000112 0.491452 0.277613 0.497422 0.287798 0.523202 0.315265 0.562687 0.348076 

0.000223 0.505156 0.301929 0.42338 0.230318 0.41384 0.225893 0.403121 0.224119 

0.000334 0.381954 0.206796 0.360651 0.186863 0.467707 0.274274 0.3019 0.161045 

0.000445 0.314247 0.163195 0.32673 0.17361 0.282361 0.142887 0.301085 0.160127 

0.000556 0.475034 0.283729 0.494708 0.283395 0.363229 0.196464 0.414383 0.235265 

0.000667 0.438263 0.253736 0.411398 0.228419 0.367707 0.202955 0.455495 0.262085 

0.000778 0.417232 0.23347 0.435278 0.250042 0.399322 0.21024 0.432157 0.249562 

0.000889 0.423202 0.232301 0.533514 0.304329 0.562008 0.332046 0.910583 0.705919 

0.001 0.609498 0.376357 0.48616 0.291889 0.997693 0.933127 0.44057 0.256888 

Table 5.2: Word Error Rate (WER) and Character Error Rate (CER) values for the various combination of 

learning rates and dropout values 

 
Figure 5.1: The WER Values for the various learning rates using the dropout values as legend 
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Figure 5.2: The WER Values for the various learning rates using the dropout values as legend 

 

5.2 Language Model Tuning (lm_alpha) 

We experimented with various variant of a 3-gram language model by changing the 

source of the text corpus. A total of 3 different language models as described in section 

4.6.2 were created.  

The 3 variants of the language models were applied on the model using various values of 

the hyperparameter (lm_alpha) with the same training specifications described in Table 

5.1. 

Tables 5.3 and 5.4 shows the WER and CER results of the model using the language 

model generated using text corpus from Wikipedia data, transcript data and a combination 

of the Wikipedia with transcript data respectively. Figures 5.3 and 5.4 show the graphical 

representation of the WER and CER results based on the tables 5.3 and 5.4 respectively. 
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0.2 0.5 0.75 Default Without LM 

Wikipedia Text 0.963772 0.819132 0.778697 0.782225 0.88019 

Transcript Text 0.635142 0.459701 0.4019 0.394301 0.88019 

Wikipedia + Transcript Text 0.64654 0.454274 0.399864 0.392266 0.88019 

Table 5.3: WER Values using lm_alpha values of 0.2, 0.5, 0.75, Default and without language model on 

the various variant of language models (Wikipedia Text, Transcript Text, Wikipedia + Transcript Text) 

 
 
 

0.2 0.5 0.75 Default Without LM 

Wikipedia Text 0.319398 0.326578 0.353586 0.377358 0.30771 

Transcript Text 0.240983 0.212389 0.210615 0.218964 0.30771 

Wikipedia + Transcript Text 0.243279 0.21408 0.213955 0.222262 0.30771 

Table 5.4: CER Values using lm_alpha values of 0.2, 0.5, 0.75, Default and without language model (lm) 

on the various variant of language models (Wikipedia Text, Transcript Text, Wikipedia + Transcript Text) 

 

 

 
Figure 5.3: Graphical Representation showing the WER values using lm_alpha values of 0.2, 0.5, 0.75, 

Default and without language model on the various variant of language models (Wikipedia Text, 

Transcript Text, Wikipedia + Transcript Text) 
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Figure 5.4: Graphical Representation showing the CER values using lm_alpha values of 0.2, 0.5, 0.75, 

Default and without language model on the various variant of language models (Wikipedia Text, 

Transcript Text, Wikipedia + Transcript Text) 

 

5.3 Model performance on Collected Audio Files 

After collection of the additional audio files and preprocessing them, each audio file 
was transcribed using our trained DeepSpeech model for Finnish language and then 
compared to the Google cloud speech-to-text service. The result can be seen below in 
table 5.5. Details of predicted transcript can be seen in table 9.1. 
 
Speaker DeepSpeech WER GCP WER 

Female_1 0.41 0.04 

Female_2 0.51 0.1 

Female_3 0.52 0.06 

Female_4 0.34 0.05 

Female_5 0.43 0.04 

Male_1 0.33 0.04 

Male_2 0.42 0.04 

Male_3 0.24 0.04 

Male_4 0.48 0.06 

Male_5 0.48 0.07 

Table 5.5: Google Cloud Service and Trained DeepSpeech Model WER on collected additional audio files 
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6 Discussion 

In this chapter, we highlight some of the important observations based on the methods 

and results from chapters four and five respectively. 

6.1 Impact of the Dropout and Learning Rate Values 

In Figures 5.1 and 5.2 there is no significant difference in the behavior of the model 

towards the various dropout rate values. The various learning rate values however, 

showed significant impact on the WER and CER values. In addition, increasing the 

learning rate above 0.0008 showed a rise in the WER and CER especially with dropout 

rates of 20% and 30%. 

Increasing the epochs could have improved the WER and CER of the model, however, 

due to the computation expense of running the model in the Azure Databricks with GPUs, 

we limited the training iteration to 5 epochs. 

6.2 Impact of the Language Models 

Figures 5.3 and 5.4 shows the impact of the language models on the predicted transcript 

of the model. Figure 5.3 show that the WER value of the predicted transcript improved 

regardless of the text corpus of the language model, whereas, Figure 5.4 show that the 

CER value was affected by the nature of the text corpus of the language model. 

In order to reduce word sparseness, a 3 gram language model was used throughout the 

experiments, although it would have been useful to experiment the impact of increasing 

the n-gram of the language models on the model performance, however, time and 

computational expense prevented this approach.  

Another observation on the impact of the language model on the model’s performance 

was the size of the text corpus. Figures 5.3 and 5.4 show that an increase in the size of the 

text corpus resulted in better performance of the model. This is consistent with the fact 

that language model with the combined text corpus from Wikipedia and transcript text 

produced the least WER and CER. The significance of the size of the text corpus can also 

be observed in the lower WER value when using language model created from the 

transcript text compared to the WER value when using language model created from text 

in Wikipedia. 

Apart from the size of corpus used in creating the language model impacting the model’s 
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performance, another factor is the quality of text corpus. While the transcript text 

contained only letters and special characters such as punctuation marks, the text from 

Wikipedia contained letters, numbers and special characters. During preprocessing of 

these texts, that is, removal of letters and special characters, the joint probability 

distribution of the transcript text is not as affected as the joint probability distribution on 

the text from Wikipedia during the language model creation. This in summary, could 

account for the model performance when comparing these language models. 

 

6.3 Model Performance on the Additional Audio Files 

From table 5.5, the WER of our trained model was high and the transcript was different 

for the various audio files even though the spoken sentences were the same. This was not 

the same when compared to the Google cloud service model which had a lower WER and 

consistent transcript for all the audio files. This could be attributed to the amount of 

training dataset we have used in training our model. In addition, our model seems to be 

affected by the both the recording environment and nature of the recording device.  

Training our model with additional dataset could improve the performance of the model 

as well as increasing the vocabulary size of the language model could also improve the 

performance of the model.  
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7 Conclusion 

In this section, we discuss the interesting highlights of this project coupled with future 

works related to this thesis. 

7.1 Highlights 

One interesting highlight that was observed in this thesis is the possibility of creating an 

ASR system with end to end neural network. Compared to the traditional ASR systems 

which requires manually engineered processing pipelines, the end-to-end neural network 

ASR are quite simpler and require less manually crafted interventions [18].  

In addition, another important highlight in this thesis is the effectiveness of transfer 

learning in ASR system. In this thesis, we have developed a Finnish language ASR model 

using a neural network pre-trained on English language. This achievement with transfer 

learning is consistent with the findings by Kunze et al [34] in which successful transfer 

learning was recorded in ASR system. 

Furthermore, hyperparameters such as learning rate and dropout values also influence the 

performance of the model. In our case, learning rate of 0.000445 and dropout value of 0.2 

achieved the lowest WER and CER values. 

On a final remark, we were able to explore the influence of language model on the ASR 

system. Based on the results in section 5.2, it clearly shows that language models created 

from larger text datasets improved the overall performance of the ASR model. It is 

interesting to note that even when the language model has been created from the text not 

included in the transcript, the WER value of the model was still better than not using any 

language model at all. 

7.2 Future Work 

The project could be developed and modified further to improve its performance. One 

way of improving the performance of the model would be a means for automatic data 

feedback for retraining. Data availability is a limitation of this project i.e. audio files with 

their corresponding transcript. An interesting solution will be to provide a platform for 

correcting the transcribed text by the model and the ability to save both the audio and the 

corrected transcript for retraining purpose. This way, the models keep improving on every 

transcription it does and the dataset is also made available for other forms of task. 
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In addition, preprocessing the audio to improve its quality is another development that 

would improve the overall performance of the model. As observed in Section 5.3, the 

model predicted different transcripts for the same audio which could have resulted from 

the quality of the various audio files passed to the model. A solution to this issue would 

be to implement further preprocessing such as noise cancellation on the audio file before 

passing them to the model for the transcript. 
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9 Appendix 

 

Speaker On Premise DeepSpeech Model WER Google Cloud Service WER 

Female_1 

okin enää itse tehtävät ihmisen 
läheiseen ja elävät kaupunkiin 
vieraalle kotia toista heti isännän 
usein itsehän kan toisinaan vastata 
meistä 0.41 

jotkin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueilla kotikaupungissani 
helsingissä näen usein jäniksiä ja 
kaneja toisinaan vastaan on tullut 
myös kettu 0.04 

Female_2 

onkinlaisen tehtävä ihmisen 
läheisyyteen ni letkautin pidellä 
kuitekin helsingissä näin sen ihan 
kseoni isän tästä nyt ylt myöskää 0.51 

jotkin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueella kotikaupungissani 
helsingissä näin usein jäniksiä 
jokane ja toisinaan vastaanottanut 
myös kettu 0.1 

Female_3 

no elää maistuikin minä he syytä ne 
mennä taputti alle oma 
kotikaupunkiinsa missä näin se 
äänenkin ja toisen vastaan on tullu 
pystyt 0.52 

jotkin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueella kotikaupungissani 
helsingissä näin usein jäniksiä ja 
kaneja toisen a vastaan on tullut 
myös kettu 0.06 

Female_4 

okin tän lainata ottavat ihmisen 
lähetään ja elävät kaupunki en tiiä 
alueella kotiin katossa nii eli siin 
niissä näin sen jäniksiä ja kantoi 
siinähän vastaan on tullu myös että 0.34 

jotkin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueilla kotikaupungissani 
helsingissä näen usein jäniksiä ja 
kone ja toisinaan vastaan on tullut 
myös kettu 0.05 

Female_5 

hetkinen vaikuttavat ihmisen näh 
sitten ja nämät kaupunkiin niin olen 
kuitenkaan tunnissa ni siin isännän 
usein hän itse ja kantoi siinä on 
vähän on tullut myös että 0.43 

jotkin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueilla kotikaupungissani 
helsingissä näen usein jäniksiä ja 
kaneja toisinaan vastaan on tullut 
myös kettu 0.04 

Male_1 

jo edellä laskeutu ihmiselle he 
syytöin elävät kaupunkiin viher 
alueella kotia uunissa ni helsingissä 
näen jäniksiä ja kan ja toisen nää 
vastaan on tullut viiskyt 0.33 

jotkin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueilla kotikaupungissani 
helsingissä näen usein jäniksiä ja 
kaneja toisinaan vastaan on tullut 
myös kettu 0.04 

Male_2 

njoo kenellä laittautuivat ihmistä 
läheisyytee ja elävät kaupunkeihin 
alueella kotiin kahletta niin 
herännyt nää usein jänis ja kantaja 
toisinaan vastatulleet 0.42 

jotkin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueilla kotikaupungissani 
helsingissä näen usein jäniksiä ja 
kaneja toisinaan vastaan on tullut 
myös kettu 0.04 
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Male_3 

jotka eläintä joutuvat ihmisen tähän 
syytteen ja elävät kaupunkiin viel 
alueella koti kaupungissa ni 
helsingissä näin kusee ni se ja 
kanna toisin vastaan on tullut myös 
te tu 0.24 

jotkin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueilla kotikaupungissani 
helsingissä näin usein jäniksiä ja 
kaneja toisinaan vastaan on tullut 
myös kettu 0.04 

Male_4 

ja kihlattu ihmisen läheisyyteen ja 
levottoman vieraalla kotkan moni 
saneli ni sä näin ku sen jäniksiä ja 
kantoi siinä vaan tule 0.48 

okin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueella kotikaupungissani 
helsingissä näin usein jäniksiä ja 
kana ja toisinaan vastaan on tullut 
myös kettu 0.06 

Male_5 

joteki meiän maksettava ihmisen 
läheisyytee elävät kaiketi hänet 
kotkan niissä ni helsinki se menis 
mieliksi tänne töis vasta ne tullu 
myöskään 0.48 

otkin eläinlajit sopeutuvat ihmisen 
läheisyyteen ja elävät kaupunkien 
viheralueella kotikaupungissani 
helsingissä näin usein jäniksiä ja 
panee toisiaan vastaan on tullut 
myös kettu 0.07 

Table 9.1: DeepSpeech model and Google cloud model performance evaluation on addition audio files 
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