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Chapter 1

Introduction

1.1 DNA mutations and cancer

Cancer is widely considered as the ultimate outcome of the somatic mutation
accumulation in our genomes, i.e. the DNA sequence in our somatic cells [1].
Throughout the lifetime of the cell, various exogenous and endogenous genomic
stress factors – mutagens – may cause many types of DNA alterations, including
small changes, such as single nucleotide substitutions, as well as large-scale dam-
age, e.g. structural changes in our DNA sequences. Many of these mutagens may
present themselves through the environment we live in, i.e. as exogenous factors.
For example, ionizing ultraviolet (UV) radiation in sunlight is known to cause spe-
cific DNA damage in skin cells, contributing to genesis of melanoma. Since our
cells are continuously burdened with these damaging processes, maintaining the
integrity and correct functions of the cell genome is a complex task. Any number
of molecular components that comprise the DNA maintenance – usually referred
to as DNA repair – mechanisms may be affected to cause loss of their functions.
Therefore, mutations may also be attributed to endogenous cell factors – various
mutagens arising from specific chemical interactions of certain substances within
the cells themselves may irreparably damage either the DNA itself, or molecular
structures that are part of DNA repair mechanisms, leading to faulty or insuffi-
cient correction of genomic sequence errors [2]. Additionally, mutations can also
be generated when the fidelity of DNA replication mechanisms is compromised,
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i.e. DNA infidelity can be yet another mutagenic cause [3].
Such DNA damage processes cause mutation accumulation through cell evolu-

tion. Among these mutations, driver mutations that confer a selective advantage
to the cell may escape detection or correction due to faulty DNA repair mech-
anisms or be introduced by deficient DNA replication and thus be passed down
to its clones. Resulting genetic variation leads to clonal competition and due to
the Darwinian selection, the most advantageous cell variant will be selected for.
If the mutated cell continues to be allowed to proliferate and obtain even more
driver mutations, it may finally escape the normal cell life cycle, where growth
and proliferation is controlled through various mechanisms, such as number of
divisions or apoptosis [4]. Free from the biologically predetermined limitations,
the cell proliferates uncontrollably, gains the ability to invade tissues and form a
personal microenvironment through angiogenesis, and becomes capable of evading
our natural immune system – in other words, becomes cancer. The numbers of
accumulated mutations may range from less than a hundred to millions per one
sample taken from a tumor, e.g. melanoma [5].

Advances in bioinformatics in the past decade allow for unprecedented sequence-
level analysis of cell genomes. Mutations that the malignant cells of a cancer
patient have accumulated throughout the evolution from a normal cell to a can-
cerous one can be detected and analyzed through direct comparison of the genome
of a matched healthy tissue versus sequenced DNA of the tumor. That allows for
precise cataloguing of the mutations that occur in the analyzed genome – for ex-
ample, a chosen type of mutations can be counted throughout the entire genome,
e.g. point mutations where one nucleotide is substituted with another. Such cata-
logues existed since roughly a decade ago [6], and since then, many analyses were
performed, where it was shown that the mutation occurrences are not random and
form various patterns [7]. These patterns have been shown to be specific to cancer
types and also their mutagenic causes (e.g. environmental factors). Expressed as
a probability distribution over a specific number of certain mutation types, these
patterns have been termed as mutational signatures. The leading works in this
cancer research field are those of Alexandrov et al. [8, 9, 10, 11], whose results are
examined and analyzed in this Master’s thesis, focusing on the question – is the
model, proposed by Alexandrov et al., sufficient to completely explain the observed
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mutation catalogues?

1.2 Mutational signatures

Somatic mutations in cancer genomes can be classified and subsequently quanti-
fied by several classes: single-base substitutions (SBS), doublet-base substitutions
(DBS), small insertions or deletions (indels), rearrangements and copy number
variations [8]. Some analyses also include large-scale alterations, such structural
variations, however, practical studies are usually limited to the first three classes
- SBS, DBS and indel mutational signatures [12]. Single-base substitutions repre-
sent mutations where one nucleotide is substituted with another within the cancer
genome. Denoting X>Y as the mutation substituting base X with base Y and hav-
ing four bases in the human DNA (A, C, G and T), there are six base mutation
types: C>A, C>G, C>T, T>A, T>C and T>G, where the only the pyrimidine
base of the mutated Watson-Crick base pair is represented [9]. Conventionally,
the rest of possible single nucleotide substitutions are attributed to one of the six
types according to the corresponding base pair (e.g. G>A is considered equivalent
to C>T). Doublet-base substitutions are currently defined without sequence con-
texts, and represent 78 distinct mutations where a pair of nucleotides is replaced
with another pair, e.g. CC>TT. Unlike the previous two, indel signature mutation
types do not have a explicit mathematical definition and are defined using practical
conventions, such as indel length, affected nucleotides, repeats or microhomology
regions [11]. With these predefined mutation types, it is possible to summarize
cancer samples in terms of the specific mutation counts by counting and classifying
the mutations across the entire cancer cell genome – the resulting mutation counts
across specific mutation types are called mutation catalogues (Figure 1.1A).

To successfully capture complex mutational patterns arising from various mu-
tational processes in the genome, fixed-length DNA sequence contexts, that in-
corporate the mutated base in the middle, are usually considered. Contexts of
arbitrary length can be constructed using additional bases around the mutated
one, i.e. adjacent 5’ and 3’ bases. Currently, most comprehensive analyses use
trinucleotide contexts, including Alexandrov et al. works, where one base is incor-
porated to the context from both 5′ and 3′ sides of the mutated base. That results
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in 96 mutation types – i.e. 4×6×4 adjacent base combinations for each single base
substitution type. The number of mutation types can be changed by arbitrarily
increasing the number of adjacent 5′ and 3′ bases – e.g. using two adjacent bases
on each side (five-nucleotide context) results in 4 × 4 × 6 × 4 × 4 = 1536 muta-
tion types. However, a drastic increase in the number of mutation types generally
means lower power to identify significant mutational patterns due to diluting the
mutations too thinly [12].

Distinct exogenous and endogenous mutagenic processes manifest in different
types of mutations, e.g. tobacco smoke causes increased numbers of C>A (G>T)
substitutions [10]. It follows that these distinct mutagenic processes can be linked
to one or more single base substitution classes and subsequently to specific sequence
contexts – the mutational signatures. Mathematically, a mutational signature can
be defined as a probability distribution across an arbitrary number (e.g. 96) of
mutation types, where the mutations in any given sequence context can have an
assigned probability of occurring in the genome (Figure 1.1B). Such genomic
alterations are not limited to external sources such as tobacco smoke and can also
be related to defective DNA replication or repair processes [13]. Furthermore, since
the exposure to a mutagen can vary in terms of strength and time, it is necessary
to define the so-called mutational signature activity (also known as exposure),
which is represented as some real non-negative value. This number is used as
a numerical weight to determine the contribution of the mutational signature to
the total observed mutations in the cellular genome (Figure 1.1C). Since several
mutational processes can be affecting cellular DNA at the same time, we assume
that the final additive weighted product of all active mutational signatures is
representative of the observed mutation counts per specific type (i.e. context) in the
cancer samples (Figure 1.1D). To compare the observed and predicted mutation
counts, cosine similarity is one of the most popular metrics. Given vectors A and
B, cosine similarity is defined as:

(1.1) similarity =
A ·B
||A|| ||B||

.

While the cosine similarity is de facto the main choice for measuring the
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Figure 1.1: Example showing the interaction between mutational signatures and
their exposure to predict a mutation catalogue. A Observed mutation catalogue
of a biliary adenocarcinoma sample SP117017 (from PCAWG dataset). B Three
mutational signatures from COSMIC. SBS1 is related to cell aging, SBS5 does not
have an clearly established aetiology (though reported to be ubiquitous for most
cancers), SBS32 is tied to azathioprine (a type of an immunosuppresive drug)
exposure. C Mutation attributions (exposure) for this sample (from Alexandrov
et al. results [11]). D Predicted mutation catalogue of the sample SP117017
(cosine similarity 0.951).

goodness-of-fit in contemporary mutational signature research, this Master’s thesis
work aims to show that it might not be sufficient to cover all relevant aspects of
the mutational signature problem.

1.3 Mutational signature extraction problem

1.3.1 Problem definition

Given j mutation types, k observed mutation catalogues m, n mutational signa-
tures s and their activities e for each catalogue, we define three matrices M , S
and E for the three main components of the mutational signature problem – the
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mutation catalogues, mutational signatures and exposures, respectively:

(1.2)

M =


m1

1 m1
2 ... m1

k

m2
1 m2

2 ... m2
k

... ... ... ...

mj
1 mj

2 ... mj
k

 , S =


s11 s12 ... s1n

s21 s22 ... s2n

... ... ... ...

sj1 sj2 ... sjn

 , E =


e11 e12 ... e1k
e21 e22 ... e2k
... ... ... ...

en1 en2 ... enk


Each mutation catalogue is expressed as a weighted linear combination of mu-

tational signatures, where the weights are the catalogue-wise exposures:

(1.3) mj
k ≈

N∑
n=1

sjne
n
k .

Having these components, the observed somatic mutation in cellular genomes
and the previously defined additive mutational signature and exposure relationship
can be expressed through matrix operations as follows:

(1.4) Mj×k ≈ Sj×nEn×k.

Note that when the components are in a matrix form, SE represents the matrix
multiplication of signature and exposure matrices S and E. Mutational signature
extraction problem thus becomes signal (also known as source) separation problem:
we need to find such matrices S and E whose product approximates the observed
mutation spectrum matrix M . Signal separation problems are largely underde-
termined, i.e. there can be infinitely many solutions [14]. Furthermore, all three
matrices must have constraints such that all values are strictly non-negative, as
both the product – mutation catalogues (or spectra) – and the components (sig-
natures and exposure) cannot be negative by definition, since we are dealing with
mutation counts.

One of the main considerations in mutational signature extraction algorithms
– the selection of the matrix rank, i.e. the dimension of both matrices that has
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to match so that the matrix multiplication is meaningful in this setting. We
define the rows of the mutation catalogue matrix M to represent the features
(i.e. mutation channels) and the columns to represent the mutation catalogues
(samples). Subsequently, the rows of signature matrix S have to match the number
of features and the columns – the number of mutational signatures, which is the
matrix rank that has to be chosen manually. Conversely, the exposure matrix E
has to have the same number of rows as there are columns of S (the chosen rank)
and columns equal in number as in catalogue matrix M . This rank represents
the number of mutational signatures chosen to explain the cancer samples. If we
have M that consists of samples from one type of cancer (i.e. sample homogeneity
is expected to some degree), the number of mutational signatures should reflect
biological and environmental background that pertains to that cancer, i.e. each
signature should represent one endogenous or exogenous mutagen. The selection
of this number is considered a problem and a shortcoming in various existing
mutational signature extraction algorithms, especially when it has to be done
manually [12].

1.3.2 Non-negative matrix factorization

Alexandrov et al. pioneered the application of the non-negative matrix factor-
ization (NMF) algorithm to decompose the mutation spectrum matrix into two
matrices S and E, representing the signatures and exposure respectively, so that
the observed mutation catalogues M ≈ SE. These two matrices are initialized
with random non-negative values and then updated using update rules described
by Lee and Seung [15] in an iterative fashion to minimize the Frobenius recon-
struction error between their product and the observed mutation spectra. This
method was successfully used in genomics as far back as 2004, where it was used
in gene expression matrix decomposition [16]. Since all values of S and E are
non-negative and we express the observed mutation counts through their matrix
product, the mutational signature model that the NMF algorithm is fitting is in-
herently additive – each mutational signature from S has a specific weight from E

and the observed mutation spectrum is their weighted additive (linear) product.
The resulting computational framework has been released as part of Wellcome
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Trust Sanger Institute (WTSI) Mutational Signature Extraction Framework [12].
Two versions of the algorithm have been used by Alexandrov et al.: SigProfiler
and SignatureAnalyzer. The latter is a Bayesian extension of the former that aims
to determine the number of active mutational signatures (the aforementioned de-
composed matrix rank) automatically, i.e. without requiring it to be manually
set by the user [11]. However, only SigProfiler results form the canonical muta-
tional signature set in COSMIC [17] and is widely regarded as the currently most
advanced mutational signature set. The mutational signature extraction process
involves other complicated procedures after applying NMF algorithm that are not
discussed here, e.g. refining signature contributions (exposures) in order to select
biologically plausible solutions[11].

1.3.3 Probabilistic models

Several alternatives to non-negative matrix factorization methodology, mostly probability-
based models, were proposed to solve the problem of the mutational signature ex-
traction. An expectation-maximization (EM) algorithm for mutational signature
extraction was developed by Fischer et al. [18]. It assumes a stochastic Pois-
son process-like nature of mutation accumulation in the DNA, which allows a
probabilistic inference of of additive model parameters (mutational signatures and
activities) using the original additive mutational signature model as the rate for
Poisson distribution:

(1.5) mj
k ∼ Pois(ojk

N∑
n=1

sjne
n
k).

Here, ojk specifies the mutational opportunity, which is derived from tumor-
specific DNA sequence composition, e.g. mutations in CpG sites may be more
probable given specific mutagens. By deriving a log-likelihood function, based
on the probability density function of the Poisson distribution, it is possible to
maximize the log-likelihood score iteratively by calculating the derivatives with
respect to each parameter using simple gradient descent method or various more
complicated numerical optimization algorithms. However, the computational task
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of inferring all parameters at once is notably difficult, i.e. finding a direct solution
is a non-convex optimization problem.

A method by Shiraishi et al. [19] adds one more dimension to the mutational
signature modelling by defining the mutations themselves as having a number
of features, i.e. each somatic mutation, instead of being represented by a single
value is instead represented by a vector of a fixed number of features which are
assumed to be independent, hence the "independent" model. Furthermore, instead
of assigning a number of mutations to each mutational signature (i.e. the activity),
the model uses so-called membership parameters that attribute the proportion
of mutations to genomes instead of explicit mutation counts. Because of that,
the authors describe their model as an equivalent to existing so-called mixed-
membership models, also known as Latent Dirichlet models.

1.4 DNA repair processes

The mutational signature extraction problem described above assumes an addi-
tive interaction between the signatures to represent the observed mutation cata-
logues. Each signature may represent some kind of a mutational process – due
to model’s additivity and non-negativity constraints we inherently assume that
these processes are DNA damage processes, because mutation subtraction is not
allowed. However, that means that one crucial part of mutation accumulation
mechanisms remains largely unaccounted for – the DNA repair processes, or their
insufficiency thereof. In opposition to mutation-causing genotoxins, DNA repair
mechanisms are expected to counteract the mutagens and reverse the changes in
the sequence. There are several DNA damage repair (DDR) pathways, varying
in purpose (i.e. specific DNA damage type) and effectiveness. Five major repair
mechanisms include mismatch repair (MMR), nucleotide excision repair (NER),
base excision repair (BER), homologous recombination (HR) and non-homologous
end joining (NHEJ). All of these are responsible for the repair of wide range of
DNA lesions, starting from simple damage types such as single or double-nucleotide
substitutions, small indels, etc. to large structural DNA changes such as bulky
adducts [20].

Under normal circumstances, these DNA replication and maintenance systems
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are able to repair the majority of unwarranted nucleotide changes. This ability,
however, gets worse as the cells age or are affected by various genotoxins and thus
mutations may be missed. That causes the cancerous cells to be able to accu-
mulate mutations faster than the repair processes are able to fix – there may be
numerous reasons for such repair process insufficiency, such as damage to genes
responsible for DDR pathway functions. Translesion synthesis (TLS) mechanism
works with DNA polymerases to fix mutations in DNA during replication. Certain
polymerase deficiencies, namely of POLδ and POLε, are associated with hyper-
mutability, i.e. drastically increased mutagenesis in cancers [21]. Moreover, certain
somatic POLε mutations cause ultramutable colorectal cancers, where the muta-
tion rates increase more than 100-fold [22].

Therefore, it is expected that when the repair mechanisms are impaired, they
will contribute to the overall mutational signatures that are extracted using muta-
tional signature extraction methods – in other words, those mutational signatures
are joint products of both DNA damage and repair. While these models have not
been modelled to distinguish DNA damage from repair, it has been shown that
extracted mutational signatures have been already modified and reflect upon DNA
repair processes [2]. There have been attempts to separate the DNA damage and
repair processes in the mutational signature interaction model, e.g. Wojtowicz et
al. [23] described the levels and commonalities of DNA repair deficiency in different
cancers.

A recent study by Haradhvala et al. [13] has indicated that the joint mutagenic
effect of two DNA repair component knockouts do not represent the aggregate sum
of their separate mutational patterns, and instead a distinct mutational signature
is produced. With the increasing evidence on non-additive mutational signature
interactions, other studies have attempted to model multiplicative interactions
to address the DNA repair component in the mutational signature interaction
model, resulting in novel MMR signatures [24] and other genomic features [25].
As such, there is increasing need in mutational signature research to incorporate
non-additive interactions which may be necessary to comprehensively capture and
define these repair processes and separate them from DNA damage signatures.
While this may not be straightforward to explicitly model, it might be possible
to analyze existing mutational signature sets, e.g. Alexandrov et al. results in
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COSMIC, with respect to their residual patterns. In this Master’s thesis work, I
attempt to summarize the effect of multiplicative DNA mutagenesis modulation
(i.e. a combined effect of some unknown damage and repair signatures) in cancer
genomes using contemporary mutational signatures from COSMIC. The goal is to
define a probabilistic model that allows for numerical inference of these modulating
signatures. The Python code (version 3.7.4) for this Master’s thesis is available on
GitHub at https://github.com/dovydask/mp_sig.
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Chapter 2

Residues of the additive mutational
signature model

2.1 Data

Data for all subsequent analyses was downloaded from the publicly accessible
Synapse repository (accession number syn11726601), hosting the results from Alexan-
drov et al. 2020 study [11]: SBS mutational signatures and their activities in 2,780
mutation catalogues derived from 37 different cancer genomes in Pan-Cancer Anal-
ysis of Whole Genomes (PCAWG) study [26]. There are two mutational signature
sets available – from SigProfiler and SignatureAnalyzer signature extraction frame-
works, together with their own mutation attributions (activities). Ranging over
96 mutation types (trinucleotide contexts), the former method produced 65 SBS
mutational signatures and the latter – 57, possibly representing a wide range of
mutagenic substances and genotoxic phenomena. Most signatures from both sets
match (mean cosine similarity 0.834). Additionally, there are mutation attribu-
tions of SigProfiler mutational signature set for extra 1,865 mutation catalogues
that are also used for validation – throughout this Master’s thesis, referred to as
"additional" or "other" cancer samples.

Since SigProfiler is the basis for COSMIC contemporary mutational signature
set, it is considered primary in this Master’s thesis work, however, SignatureAn-
alyzer signatures are used to validate the results. Nevertheless, there is a key
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difference between these two methods that has to be pointed out – the number of
active mutational signatures is significantly different. On average, SigProfiler as-
signs four mutational signatures per sample, while SignatureAnalyzer assigns 14 on
average – that leads to the latter giving a much better fit, i.e. predicted mutation
catalogues. However, an argument could be made that four mutational processes
active on average in each tumor is more biologically realistic and interpretable
than 14 processes active at once, which may be causing unwarranted overfitting of
the data.

2.2 Residue definition

In order to begin analyzing the additive model fits to the observed mutation cata-
logues, we need to define the mutation count residues – i.e. the differences between
observed and predicted mutation counts. Let X be the observed and X̃ be the
predicted mutation spectra. Naturally, the most straightforward residue is the
additive residue: X − X̃. However, the difference in mutation counts in distinct
cancer types and specific mutation channels might be orders of magnitude high –
for example, melanomas can have more than 200 thousands of mutations in just
one mutation channel – and if the absolute difference between model predicted
and observed mutation counts is, e.g. a thousand, it may seem significant, but it
might not be so from a relative perspective. Therefore, in addition to the additive
residue, we can also define a more relative measure – the multiplicative residue:
X/X̃. With just these two simple residue types we can analyze the goodness of
the additive mutational signature model fit – both from the absolute and relative
perspectives. Figure 2.1 shows an example mutational and residual profiles of
one colorectal adenocarcinoma sample from PCAWG-derived mutation count data.
While the observed and predicted mutation profiles look fairly similar and the co-
sine similarity is very high, using the additive and multiplicative residual profiles
we can immediately see that all contextual mutations in C>G and T>G single
base substitution groups are significantly (in the relative sense) overestimated –
even though the difference is not striking in the absolute scale, the mutation count
differences still add up to hundreds of mutations. Most of the PCAWG colorec-
tal adenocarcinoma samples display the same patterns, therefore that gives basis
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Figure 2.1: Observed, predicted mutation catalogues (first, second panels) of sam-
ple SP117017 (cosine similarity 0.951) together with the additive (third panel) and
multiplicative (fourth panel) residual profiles.

for the suspicions that the observed versus model mutation counts might not be
random, i.e. they are structured – plotting the observed versus predicted muta-
tion counts in each of the six base substitution types separately shows significant
differences in variation of counts in different channels (Figure 2.2).

2.3 Residue clustering

To have a better sense to what extent the observed versus model mutation count
residues might be structured across all PCAWG cancer samples, an uniform man-
ifold approximation and projection (UMAP) algorithm [27] was applied to re-
duce data dimensionality and produce a two-dimensional overview of the residues
(Figure 2.3). Interestingly, many residues tend to cluster according to their can-
cer type, suggesting a non-random relationship between cancer types and model
predicted mutation count deviations. As expected due to significantly higher mu-
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Figure 2.2: A scatter plot of all mutations in each channel in 60 colorectal ade-
nocarcinomas, divided by SBS type. X and Y axes represent the observed and
predicted (by the additive model) channel-wise mutations. Each point represents
one mutation channel in one cancer sample. We see that while most mutation
counts are predicted quite accurately with some amount of spread, however, C>G
mutations show a clear deviation from the diagonal, in this case indicating severe
overestimation of mutations.

tation burden, melanomas form arguably the most distinct cluster (black dots).
Nevertheless, the residues of other cancer types such as liver hepatocellular carci-
noma also distinctly cluster together (dark green dots). Strikingly, if the additive
model were to completely explain the data, we would see no patterns in the ob-
served versus model predicted mutation count residues, as in Figure 2.3e and f,
where an UMAP of observed versus Poisson-resampled observed mutation count
residues is shown.

To further analyze the residues, hierarchical clustering algorithm was applied
to cluster the correlations between the residues of all PCAWG cancer samples.
Clusters were extracted using an arbitrarily chosen threshold of 0.75 (aiming to
balance the number of clusters and their sizes, e.g. to avoid single-sample clusters)
using the complete linkage (farthest-neighbor) clustering method. To determine
whether the clusters are shared between the residue types (i.e. additive and mul-
tiplicative), the residue correlations are displayed in a two-part heatmap, where
the upper triangle represents the multiplicative residues, and the lower – additive
residues. The clustering is done on the correlations of multiplicative residues only,
and the same order of samples is applied to the additive residue correlations. The
result is shown in Figure 2.4.

We can immediately see that there are several distinct clusters, defined by
mostly one cancer type, e.g. the liver cancer samples in the middle of upper left
quarter (cluster 58). Furthermore, the signal is shared between both types of
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(a) PCAWG additive (b) PCAWG multiplicative

(c) Other additive (d) Other multiplicative

(e) Resampled additive (f) Resampled multiplicative

Figure 2.3: UMAPs of PCAWG, additional ("other") datasets and Poisson-
resampled PCAWG data residues. For the legend, i.e. the color coding of cancer
types – please refer to Appendix A.
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Figure 2.4: Hierarchically clustered multiplicative (upper triangle) and additive
(lower triangle) residue correlations (observed vs. model fit from SigProfiler mu-
tational signature attributions in PCAWG data). The right color bar displays the
color label of different cancer types (legend in Appendix A). The red line on the
dendrogram marks the 0.75 threshold for the clustering algorithm.
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residue, however, the additive residues correlate to a lower extent than multiplica-
tive across most clusters. To check to what extent the samples tend to group
according to their cancer type, the clusters were ranked by their entropy and the
alphabet (i.e. how many distinct cancer types form the cluster). The entropy is
calculated as:

S = −
∑
i

pilog(pi),

where pi is the i-th cancer type probability in the cluster. Furthermore, only
the clusters that have at least ten samples are considered. Several zero-entropy
clusters are formed by skin melanoma samples – cluster 104 (n=18), cluster 111
(n=17), cluster 120 (n=14) and cluster 129 (n=10) – and are characterized by
distinctively high mutation numbers. However, despite these samples having sim-
ilar overall mutation spectra, their residual profiles are quite different, possibly
caused by different active mutational signature assignment based on associated
clinical data available in the original study. The aforementioned cluster 58 is
the lowest-entropy cluster (S=0.141) aside from zero-entropy ones. Other clusters
have similarly unique residual patterns, suggesting a systematic, i.e. non-random
mutation count residue distribution.

For example, cluster 58 is characterized by a systematic overestimation of mu-
tation counts in C>G mutation channels and underestimation in T>A channels
(Figure 2.5). The systematic deviations from the diagonal (signifying perfect pre-
diction) do not show up in other base mutation types, apart from the spread that
can be usually attributed to noise. The multiplicative residue (Figure 2.6, last
panel) reflects the systematic residues better than the additive residue, therefore
strengthening the suspicion that the mutational signature interaction models may
need non-additive interactions to fully explain the data. It is improbable that such
patterned deviation would arise from a technical mistake in mutational signature
extraction or any other source of irrelevant noise, though it cannot be entirely
ruled out given the complexity of the extraction process.

Clustering of the additive model fits (using the same mutational signature set
from SigProfiler and mutation attributions provided in the original study) of an
additional set of 1865 cancer samples tells a similar story – there are several clus-
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Figure 2.5: A scatterplot of mutations in each cancer sample in cluster 58, divided
into six base substitution types.

Figure 2.6: Summary of cluster 58, from top to bottom: observed mutation spec-
trum mean, predicted mutation spectrum mean, additive residue mean, multiplica-
tive residue mean.
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ters that correspond to specific cancer types, e.g. breast, melanoma and stomach
cancers (Figure 1 in Appendix B). While there are fewer clusters, they still
show high correlations. However, the small cluster of eye melanomas (near the
center) appear to be a technical issue rather than true biological signal, as those
samples are observed as sparse (many channels are with zero mutations), but the
predicted catalogues are not. Nevertheless, it shows that the patterns in observed
and model-predicted mutation count residues are not limited to just PCAWG can-
cer samples, but to the mutational signature set or their mutation attributions
themselves.

Additionally, residue clustering was performed on the mutation count fit from
the alternative NMF-based method from Alexandrov et al. – SignatureAnalyzer.
As mentioned before, while SigProfiler results – the mutation attribution data
(mutational signature activity matrix) – has a mean of four signatures per mod-
elled cancer sample, while that of SignatureAnalyzer has a mean of 14. Being a
rather lax measure on how many mutational signatures are allowed to be modelled
as acting upon a cancer sample to accumulate mutations, it results in higher de-
gree of data overfitting. An argument could be made that that many mutational
signatures contributing to the prediction of mutation counts of just one sample is
biologically implausible. Because of this better fit of mutation counts, the residues
correlate to a much lower extent (Figure 2 in Appendix B).
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Chapter 3

Extending the additive model with
modulatory signatures

3.1 Modulatory process definition

The evident non-randomness and apparent structure in the residues of observed
versus model-predicted mutation counts suggest that the additive model is insuffi-
cient to fully explain the mutation count data. According to the stochastic Poisson
mutation accumulation model [18], if the model was complete, we would only ob-
serve random Poisson noise in the left-over residues when comparing the observed
and predicted mutation count data. The Figure 3 in Appendix B shows residue
clustering of the residues of observed versus Poisson-resampled observed data. We
see that the structure is almost non-existent and whatever clusters still form, they
only correlate to a low extent.

How do we address these residues without going beyond the non-negativity
constraints of mutational signature interaction model? If we observe a systematic
underestimation of mutations in specific channels in all samples of a specific type
of cancer, one solution would be to add a new mutational signature that is specific
to that cancer. However, since mutational signatures should pertain to a specific
genotoxic process, it is unlikely that such a process would be active in only one
type of cancer, moreover, adding many new mutational signatures would lead
to data overfitting and a biologically unrealistic model. An alternative solution
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would be to split known signatures into mutational sub-processes. An even more
troublesome situation is when mutation counts are systematically overestimated –
since non-negativity constraints prevent the definition of subtractive processes in
the model (mutation count cannot go below zero), such a discrepancy cannot be
addressed without adjusting the mutational signatures themselves, which, again,
might be useful for the modelling of the mutation counts of one type of cancer, but
detrimental to another. Therefore, there is a need to address these discrepancies
in a cancer-specific way without changing the known mutational signatures.

One of the solutions to address this issue is to add a multiplicatively acting
component to the existing additive mutational signature framework. By multi-
plying mutation channel values by a non-negative number z, the mutation count
predictions can be adjusted to be lower (or fully removed) when 0 ≤ z < 1 and
increased when z > 1. Therefore, we can define a global (e.g. for a specific can-
cer type) modulatory mutational signature r that multiplicatively acts upon an
additive model mutation count fit to account for any systematic deviations. To
allow for the modulatory signature to act selectively on each given sample inde-
pendently, we define c – the sample-wise activity of the modulatory signature r.
The modulatory signature takes the same form as the known mutational signa-
tures (i.e. 96 mutation types) and has a value for each mutation channel, ranging
from −1 to 1, indicating full removal or some multiplicative increase of muta-
tion counts, depending on the activity c. Having these additional parameters,
we can adjust, i.e. modulate the mutation counts in each channel of every addi-
tional model-predicted mutation catalogue by simply multiplying them with the
modulatory signature and its corresponding activity.

In order to be able to mathematically compute, i.e. infer these two new parame-
ters, we define the new multiplicative model according to the probabilistic Poisson
mutational signature interaction model [18]. For observed mutational catalogues
m given N signatures s and exposure values e for k samples and j channels:

(3.1) mj
k ∼ Pois(

N∑
n=1

sjne
n
k).
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Note that from an earlier definition of this Poisson emission model, the muta-
tional opportunity o is omitted to keep the model simpler. Going by our earlier
definitions of modulatory signature r and its activity c, we can define:

(3.2) mj
k ∼ Pois((1 + ckr

j)
N∑

n=1

sjne
n
k).

This way, the non-negativity constraints and the assumption that the mutation
accumulation is a stochastic Poisson process are still valid, as the new multiplica-
tive term 1 + ckrj simply performs feature rescaling. The 1 is added so that
when the modulatory signature activity c is zero, additive model predictions are
unchanged, i.e. multiplied by 1. Since the mutational signatures s and their expo-
sures e are fixed in this multiplicative model, the predicted mutation catalogues
m̃ are also fixed and therefore the last equation becomes:

(3.3) mj
k ∼ Pois((1 + ckr

j)m̃j
k).

The multiplicative term 1 + ckr
j is referred to as "modulatory process" in the

subsequent analyses. One thing to note is that the modulatory signature, as it is
defined here, is non-symmetric where the "sign" of the modulation is concerned
– meaning that, after multiplication with some cancer sample-specific activity
value, the negative modulation (removal of mutation counts) cannot exceed -1
(signifying complete removal of all mutations) in any given mutation channel, while
the positive modulation is effectively unbounded. For example, a modulation of
-0.5 (removal of half the mutations) is the opposite to modulation of 2 (doubling
the amount of mutations).
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3.2 Maximum likelihood inference of the modula-

tory process

To infer the modulatory signature r and its activity vector c, we can use maxi-
mum likelihood through gradient descent method to maximize the negative log-
likelihood of the data. Given NS mutational catalogues m, additive model predic-
tions m̃, modulatory signature r and its activities c, the likelihood can be calculated
analytically for each of NC mutation channels:

(3.4)

p(m|s, e, r, c) =
NS∏
k=1

NC∏
j=1

e−(1+ckr
j)m̃j

k((1 + ckr
j)m̃j

k)
mj

k

mj
k!

=

NS∏
k=1

NC∏
j=1

e−p
j
km̃

j
k(pjkm̃

j
k)

mj
k

mj
k!

To simplify the equation, the multiplicative term above is defined as p = 1 +

ckr
j. The log-likelihood of the above is given by:

(3.5) log(p(m|s, e, r, c)) =
NS∑
k=1

NC∑
j=1

−pjkm̃
j
k +mj

klog(p
j
km̃

j
k)− log(mj

k!)

Since the factorial of mj
k is simply an additive constant and not relevant to

the log-likelihood score, it is removed for subsequent calculations. The derivatives
with respect to e, r and c (signatures s are treated as constant in the inference
algorithm) are:

(3.6)
δlog(p(m|s, e, r, c))

δeik
=

N∑
i=1

mj
ks

j
i

m̃j
k

− pjks
j
i

(3.7)
δlog(p(m|s, e, r, c))

δrj
=

NC∑
j=1

mj
kck

pjk
− ckm̃j

k
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(3.8)
δlog(p(m|s, e, r, c))

δck
=

NC∑
j=1

mj
kr

j

pjk
− rjm̃j

k

The simplest method to maximize the log-likelihood – we iterate a number
of times over the complete dataset sample-by-sample, calculating the derivatives
with respect to the inferred parameters, i.e. r and c, and multiply with some
learning rate and add it to the parameter values. The only other variables of the
inference algorithm are the number of iterations and learning rate, which may
need to be chosen on case-by-case (e.g. cancer type) basis in order to achieve
successful convergence. The algorithm has been implemented both from scratch
in Python programming language and using scipy package. While both achieve
indistinguishable results in most cases, scipy package methods allow for automatic
selection of parameters (e.g. learning rate and number of iterations) and generally
converges faster.

3.3 Experiments on synthetic data

First, the robustness of the modulatory process inference algorithm was tested by
performing the inference on synthetically generated data.

3.3.1 Data simulation

50 datasets with 100 mutation catalogues each were generated. For each dataset,
ten mutational signatures are randomly selected from the COSMIC mutational
signature set. Then, to simulate the mutation catalogues, four random mutational
signatures are chosen to be active per simulated sample (representing Alexandrov
et al. results), where the exposure values for these mutational signatures are drawn
from a log-normal distribution.

The modulatory signature is simulated in a way that it causes both an un-
derestimation and overestimation of specific mutation channel values in any given
sample of one dataset (the modulatory signature is shared across all 100 samples).
That is done by randomly selecting two out of six main SBS mutation types (32
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mutation channels in total) and randomly drawing values from U(0, 1), with one
of the randomly selected pair of base mutation types being multiplied by −1. Ad-
ditionally, noise drawn from N (0, 0.05) is added for each channel. An example of
such a modulatory signature is shown in Figure 3.1 – T>A mutation channels
represent underestimation (the model has to increase counts to account for the
discrepancy) and T>C represents overestimation. The activities of the modula-
tory signature, c, are drawn from U(0, 1), and the drawing of both variables must
satisfy the condition 1 + ckr

j ≥ 0. The simulated modulatory signature is then
applied to a simulated dataset with sample-specific activities – an example dataset
with its systematic deviations in a scatter-plot representation is shown in Figure
3.2a.

3.3.2 Inference on synthetic data

The ML method is able to infer the modulatory signature r and its sample-wise
activities c very well in all datasets, even with de novo inference of mutational sig-
nature activities e (Figure 3.3). The inferred variables are initialized randomly –
U(−1, 1) for the initial r and U(0, 1) for c. In every iteration of the optimization
algorithm, r and is divided and c is multiplied by the maximum absolute value of
r to ensure a favorable direction in the search for a suitable function gradient. The
total error for inferred versus simulated modulatory signature activities are calcu-
lated as mean squared error (MSE), while the modulatory signatures themselves
are compared using cosine similarities. The same example dataset from earlier is
shown again in Figure 3.2b, but with the inferred modulatory process applied
to account for the systematic residues. The tests were repeated for modulatory
signatures that affect only one out of six mutation type groups (with a random
sign), and also for randomly generated (drawn from U(−1, 1)) signatures – both
succeed to the same extent in the inference of the modulatory process.
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Figure 3.1: An example of a simulated modulatory process. T>A mutations are
underestimated in the data, therefore the modulatory signature suggests that the
counts of these mutation types have to be increased (modulation is positive). Con-
versely, T>C counts are overestimated and the modulatory signature shows that
they have to be decreased (modulation is negative).

(a) A scatterplot of mutations from an
example dataset. Systematic deviations
in T>A and T>C are clearly visible

(b) A scatterplot of mutations from an
example dataset, after applying the in-
ferred modulatory process. The system-
atic deviations are corrected

Figure 3.2: An example of modulatory process effect on the mutation catalogues
of one dataset.

27



(a) Simulated versus inferred modulatory
process activities

(b) Histogram of cosine similarities of in-
ferred and simulated modulatory signa-
tures

Figure 3.3: Summary of the modulatory process inference tests on 50 synthetic
datasets with 100 samples each.
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Chapter 4

Modulatory signatures in cancers

4.1 Modulatory process inference in residue clus-

ters

Having defined the modulatory processes and tested the robustness of maximum
likelihood inference of the new parameters with synthetic data, we can now infer
the modulatory signatures and their activities from original cancer mutation cata-
logues. The ML inference algorithm was applied to the aforementioned cluster 58,
which is comprises of mostly liver hepatocellular carcinoma samples (Liver-HCC,
159 out of 163). Since the inference of modulatory process in simulated data has
shown that the multiplicative effect still remains even when mutational signature
activities are inferred de novo, the activities e are kept fixed (from the results of
Alexandrov et al.). As expected due to the multiplicative nature of the modula-
tory process, the inferred modulatory signature (Figure 4.1) reflects the mean
multiplicative residue of this cluster, seen before in Figure 2.6. Sample-wise, the
activities of the modulatory signature range from 1.15 to 2.5 and appears normally
distributed (Figure 4.2). The range and distribution of the activity values sug-
gests that not just the observed versus model predicted mutation count residues
are systematic, but also the strength of the deviation is specific to the mutation
catalogues, i.e. cancer samples.

With these inferred modulatory process parameters, we can finally address the
systematic discrepancies in the mutation count predictions in the cluster 58 by
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Figure 4.1: Inferred modulatory signature in cluster 58.

Figure 4.2: Histogram of activities of the inferred modulatory signature in cluster
58.

applying the modulatory process (i.e. by multiplication) on the additive model fit
of the observed mutation catalogues (Figure 4.3A). Across all main SBS types,
the MSE is significantly reduced (two to ten times) and the systematic residues
– overestimation in C>G and underestimation in T>A mutation counts (Figure
4.3B) – are removed. This particular example shows that with just this mul-
tiplicatively acting modulatory process, we are able to fully address the model
prediction discrepancies – the remaining variation is expected to be just noise.
The prior data log-likelihood score without a modulatory process (the c is a zero
vector) is 7246470 units, and it increases to 7341570 units (increase of 95100 units)
with the addition of the modulatory process. Per-sample log-likelihood increase
ranges from 61 to 1446 units, depending on how many mutations were adjusted,
i.e. modulated. These log-likelihood increases range from inconsequential to sub-
stantial, representing hundreds to thousands of adjusted mutations per sample.
The log-likelihood gain differences per sample are showing the heterogeneity of
the residues even within the same type of cancer, further suggesting some sort
of selectively active mutagenic phenomena. Interestingly, the smaller cluster 80,
comprised of remaining liver cancers (dark green near the center in Figure 2.4)
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Figure 4.3: Illustration of the inferred modulatory process effect on the original
additive fit of the observed mutation spectra. A The original mutation count fit.
B Mutation counts, adjusted by the modulatory process. Note the removal of
the systematic residue in C>G and T>A, as well as variance reduction in other
channels.

has a slightly different modulatory process, especially in T>A mutation channels,
suggesting a non-homogeneity in mutational processes in the liver cancer samples.

Similarly, other clusters show particular modulatory processes, often cancer
type-specific. For example, black label sample clusters in the middle of hierarchi-
cal clustering heatmap are formed by melanomas – however, they seem to form
several separate sub-clusters, implying different kinds of multiplicatively acting
processes. Kidney cancers (orange color) also mostly group together, however,
additive residue does not correlate well in this cluster. The distribution of cancer
types (vertical color bar) shows that cancers of one type tend to cluster together,
moreover, cancers of organs that have related roles in the human body, e.g. stom-
ach, esophageal and colorectal cancer samples are clustered together. That sug-
gests that there may be a previously undiscovered common mutagenic process or
some kind of DNA damage-repair interaction related to environmental exposures
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(e.g. specific food products) that are causing the systematic deviations, pertaining
to specific mutation channels or their groups.

4.2 Modulatory processes in different cancer types

Going further, the modulatory process inference was applied to each cancer type
in the PCAWG dataset separately, in order to have an overview of the poten-
tially distinct and cancer type-specific modulatory signatures. The baseline for
the multiplicative model is the additive model, hence the baseline log-likelihood
is calculated by setting the modulatory process activities to zero for all samples
within the cancer type (that results in the modulatory process, i.e. the multiplica-
tive element to be equal to 1). Since the log-likelihood cannot decrease below the
baseline, the log-likelihood gain, when the modulatory signature is inactive within
any given sample, will be zero.

Different cancer types benefit from the correction to different extents – Figure
4.4 shows that the mean log-likelihood gain per cancer type can be different by
orders of magnitude. Since log-likelihood gain does not seem to be distributed lin-
early, the gain is represented as log10 transformed values. Many cancers also show
heterogeneity within their samples, e.g. colorectal adenocarcinoma has a subset
of samples that have very high log-likelihood increase after correction. Likewise,
some cancers like uterine adenocarcinoma show significant outliers, most likely
caused by the hypermutability of those samples (e.g. with POLε deficiency).

Since the mutation burden plays a large role in the log-likelihood gain (samples
with lots of mutations are more likely to attain large increases in log-likelihood, be-
cause more mutations are corrected), the total log-likelihood gains are normalized
by the total sum of the mutations in the relevant cancer type (Figure 4.5). Three
cancers stand out: colorectal adenocarcinoma (ColoRect-AdenoCA), liver hepato-
cellular carcinoma (Liver-HCC) and skin melanoma (Skin-Melanoma). Each of
these three have a distinct modulatory process and impacts (the mean of mod-
ulatory process effect, i.e. mean of modulatory signature multiplied by inferred
activities). The comparison between the baseline (observed - Poisson-resampled
observed mutation counts), original (additive) and modulated models is summa-
rized in terms of their Kullback-Leibler divergence, which, for two distributions p
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and q with N elements, is defined as:

(4.1) DKL(p||q) =
N∑
i=1

p(xi)log
p(xi)

q(xi)

The summary is shown in Figure 4.6. We see that modulation drastically re-
duces the KL divergence, especially in liver cancers, moreover, there is a tendency
of samples with lower mutation burden to have higher KL divergence values –
most likely due to increased Poisson noise in channels with lower mutation counts.
Many cancers do not benefit at all from the multiplicative correction, suggesting
that a multiplicative interaction is not part of the DNA damage-repair mecha-
nisms or that they are fully captured within the mutational signature set from the
additive Alexandrov model. Other reasons for that might be insufficient sample
sizes (e.g. cervical adenocarcinoma cancer type has only one sample in PCAWG
dataset) and low overall mutation burdens. Nevertheless, the inferred modula-
tory processes successfully removes the residues almost completely – Figure 4.7
shows the hierarchically clustered observed versus modulatory process corrected
(every cancer type is modulated with their own shared modulatory signature and
sample-wise activities) mutation catalogue residues. We see that there is no ap-
parent structure left when compared to Figure 2.4 and whatever clusters still
form, they share low correlation.

4.3 Predicting log-likelihood gain and the num-

ber of corrected mutations with known activity

profiles

Since the log-likelihood gain represents the need for channel-wise mutation count
corrections (higher log-likelihood values show that more corrections have been
made), it would be helpful to know how much specific mutational signatures and
their activities contribute to the log-likelihood gain. Therefore, we can try to
predict the log-likelihood gain or, alternatively, the number of mutations that was
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Figure 4.4: Log-likelihood gain per sample in cancers, ordered by the mean gain
(red dash).

Figure 4.5: Total log-likelihood gain, normalized by the total mutation counts per
cancer type.
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(a) ColoRect-AdenoCA

(b) Liver-HCC

(c) Skin-Melanoma

Figure 4.6: The comparison of three mutational signature models in terms of
sample-wise Kullback-Leibler divergence between observed and predicted mutation
counts. Dots are colored by the total mutations in the sample. Horizontal jitter is
added for better visuals. 35



Figure 4.7: Hierarchically clustered multiplicative (upper triangle) and additive
(lower triangle) residue correlations of observed vs. modulatory process corrected
observed mutation counts.
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corrected by the modulatory process for each sample. Two regression models – lin-
ear and random forest – were evaluated using 5-fold cross-validation[28]. Firstly,
the entire dataset (i.e. the signature attributions for PCAWG samples and log-
likelihood gains from earlier pan-cancer modulatory process inference results) was
split in a stratified 5-fold manner, meaning that each fold has the same propor-
tion of each cancer type, if possible. Four of the five folds are combined to make
the training set, while the remaining one is the test set – repeating this process
five times so that each fold gets to be the test set, we get the average coefficient
of determination R2 across all folds. The score function is defined by regression
models from sklearn packages, which allow the maximum R2 score of 1 and un-
bounded lower scores (can go into negative). Several data (per-sample mutational
signature activities, log-likelihood gains and corrected mutation counts) normal-
ization strategies are available – the ones used here are these: no normalization,
log-transformation (base 10) and normalization by total mutations per sample.

The linear model does not seem to be a good choice for log-likelihood gain
prediction, as only the log-transformed data gives an average R2 score of 0.49,
which is not a particularly good result – other normalization strategies give either
close to zero or negative R2 scores. On the other hand, predicting the number
of corrected mutations gives R2 scores of 0.79 and 0.67 for non-normalized and
log-transformed data, respectively. These results suggest the non-linearity of the
relationship between the log-likelihood gain and the assigned mutational signature
exposures – most likely due to the vast differences between mutation loads in
different cancer samples, especially in hypermutated ones.

The second tested model – random forest regression – gives far better pre-
dictive performance than linear models. The best results for log-likelihood gain
and corrected mutation count prediction gives an average fold R2 score of 0.89
(non-normalized data) and 0.96 (log-10 transformed data), respectively. However,
normalized data still fails and reports low scores. Testing the robustness of these
models, the cross-validation was performed ten times for each data normalization
scenario where the samples are shuffled prior to fold split and the results are sum-
marized in Figure 4.8. The means of each fold score across all cross-validation
runs for each data normalization scenario are summarized in Table 4.1.

Usage of the random forest regressor model makes it possible to rank the fea-
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Data
CV #1 #2 #3 #4 #5 #6 #7 #8 #9 #10

LL 0.88 0.78 0.94 0.84 0.89 0.88 0.77 0.79 0.85 0.88
log10(LL) 0.69 0.7 0.69 0.69 0.69 0.69 0.7 0.7 0.7 0.7
norm(LL) 0.31 0.3 0.32 0.31 0.31 0.28 0.31 0.31 0.3 0.29

CM 0.75 0.77 0.79 0.79 0.67 0.82 0.73 0.82 0.78 0.8
log10(CM) 0.93 0.94 0.93 0.94 0.93 0.94 0.93 0.94 0.94 0.93
norm(CM) 0.24 0.24 0.28 0.24 0.27 0.25 0.23 0.27 0.19 0.23

Table 4.1: Random forest regressor fold score (R2) means (rounded to two decimal
digits) for each of ten cross-validation (CV) runs, for each data normalization
scenario. The abbreviations are: LL – Log-likelihood gain, CM – number of
corrected mutations, norm – normalized by total mutations per sample, log10 –
log-10 transformed.

tures according to their predictive importance – signature SBS5, as featured in the
COSMIC mutational signature set, shows up as by far the most important predic-
tor in both log-likelihood gain and corrected mutation count predictions, and it
is confirmed by the correlation between the SBS5 activity and log-likelihood gain
(Figure 4.9, 4.10).

The signature SBS5 seems to be highly representative of the strength of mod-
ulation, i.e. the necessity of multiplicative correction in the cancers – the log-
likelihood of the corrected mutation counts seem to increase with the activity
of this signature. In some cancers like liver hepatocellular carcinoma, it con-
tributes most mutations to the mutation types where the systematic deviation is
most observed, i.e. C>G and T>A contextual channels. In these mutation chan-
nels, i.e. C>G and T>A, across all liver cancer samples together from PCAWG
dataset, 265479 and 552976 mutations are counted. However, the mutation at-
tributions from the original study assign 328898 and 374838 mutations to those
channels all together, respectively – that results in 24% overestimation in C>G
and 32% underestimation in T>A, as it was previously shown in residue analyses.
These discrepancies are quite significant – these are hundreds of thousands of mu-
tations that are unaccounted for. Going back to the signature SBS5 – it contributes
255811 and 211946 mutations for these two base mutation types – which would be
nearly all and half of observed mutations, respectively. Furthermore, the mutation
probabilities in C>G and T>A are low in this signature (up to 0.01) – therefore,

38



Figure 4.8: Comparison of the R2 scores of the random forest model when different
data forms are used. Each box has 50 points (five folds, repeated for ten cross-
validation runs). The abbreviations are: LL – Log-likelihood gain, CM – number
of corrected mutations, norm – normalized by total mutations per sample, log10
– log-10 transformed.

Figure 4.9: Mean feature importances using the best random forest regressor model
(predicting number of corrected mutations, log-10 transformed data).
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Figure 4.10: The relationship between log-likelihood gain and SBS5 signature ac-
tivity (only samples with non-zero SBS5 activity, i.e. 2717 samples from PCAWG).

this signature either needs to be refined and/or split into sub-signatures. Alterna-
tively, new signatures that could replace some mutation attributions by SBS5 have
to be defined, which might be a difficult task, as a biologically realistic explanation
would be desirable.
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Chapter 5

Discussion

With this analysis, it has been shown that while the mutational signatures, ex-
tracted by Alexandrov et al. works, give very good predictive performance when
measured by certain metrics (i.e. the cosine similarity), they still have unexplained
variance within the predicted mutation counts – moreover, the model residues
are non-random and structured. The tendency of the systematic variance to be
represented by specific base mutation types suggest that the deviations are not
methodological in nature, but rather biological. There are several biological phe-
nomena that might account for this, among those – some unknown DNA damage
and repair relationship, the latter of which might explain the selective removal of
the mutational counts. It is apparent that the additive model, where the mutation
catalogues are predicted only as a weighted sum of the mutational signatures, is
not sufficient in explaining this variance without changing most of the mutational
signatures themselves – adding more mutagenic DNA damage representations will
not fix the systematic mutation count overestimation.

This proposed multiplicative model can be used to summarize and address the
systematic residues – over- and under-estimations of mutation counts – to the
point the remaining variance represents the randomly distributed Poisson noise.
Furthermore, this model stays within a biologically relevant framework – in this
case, the Poisson model, previously proposed by Fischer et al. [18]. However, mak-
ing a definitive connection between DNA damage and repair in this analysis has
proven difficult, even though we intuitively assume that the DNA repair mechanism
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must be a crucial component, since only a mutation-removing mechanism would
explain the overestimated mutations. While this analysis is based on the previous
mutational signature and their attributions from Alexandrov et al. [11] study and
it could be argued that the observed variance is of technical nature, it can still be
argued that the additive model is not sufficient in its currently accepted definition,
i.e. that the observed mutation catalogues are the simply just the weighted sum
of differently active mutational signatures. Hopefully, the modulatory signatures
would help at least represent and summarize this purported DNA damage/repair
interaction, which can be quantified at the sample and mutation type levels. We
see that the modulatory signatures are often either cancer type-specific or shared
amongst cancers of organs with a common role in the human body, e.g. gastroin-
testinal cancers, and the inferred modulatory processes are different enough to
show low correlations across most cancer types.

There is an apparent connection between signature SBS5 and the extent of
modulation. SBS5 is commonly referred to as a "featureless" clock-like signature,
that is shared in most cancer samples across all types. Its aetiology is unconfirmed,
but its correlation with age has been documented, and other studies have reported
connections between this signature and DNA repair mechanisms. For example,
Kim et al. [29] has tied SBS5 with deficient NER pathway. Furthermore, as shown
by Zou et al. [30, 31], knockouts of EXO1 gene, that code for a protein with a role
in MMR and double-strand break repair (DSBR) pathways [20], are causing mu-
tational signatures reminiscent of SBS5 mutagenic patterns. Interestingly, EXO1
has been also implicated to be an important part of NER pathway [32]. While
that remains to be confirmed, it seems that SBS5 might be related to endogenous
cell DNA maintenance processes, as its ubiquitousness in various types of cancer
might be indicative of.

It must be stressed that this analysis was performed with only one feature
space size, i.e. the canonical 96 mutation types that are extrapolated from six base
substitution types, taking into account the immediate trinucleotide context of the
mutated base. It is entirely possible, that such multiplicative residues may not
be apparent or represented differently when longer sequence contexts are used –
however, this analysis is not within the scope of this work. Other novel mutation
spectrum prediction models, that allow mutation removal in some form, may be
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defined differently, e.g. those that are not based on Poisson emission model, or
ones that incorporate multiplicative interactions using multi-dimensional tensors
that require computationally intensive deep learning applications [25, 24]. Nev-
ertheless, our proposed model provides an easily inferrable summary of unknown
DNA damage and repair interactions and undiscovered signatures.
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Chapter 6

Conclusion

In conclusion, this Master’s thesis shows that the currently accepted additive mu-
tational signature interaction model is insufficient in fully explaining the mutation
catalogues observed in cancers. Even though the predicted mutation counts are
highly similar to the observed counts when cosine similarity is used as a qual-
ity metric, the structure in the residues suggests that there is a systematic dis-
crepancy in the model predictions, which might be due to some undefined DNA
damage/repair interaction phenomena or technical intricacies of the mutational
signature extraction procedure. Our multiplicative model allows to summarize
this discrepancy in an easily inferrable form to describe the modulation for each
mutation channel separately, i.e. the modulatory signature serves as an exten-
sion for the probabilistic Poisson mutational signature interaction model and is
mathematically explicit and straightforward to use. We observe that cancers have
specific and sample-wise selectively acting modulatory processes that may be tied
to specific mutational signature, and therefore they have a potential of application
as a biomolecular marker in treatment strategy development.
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Appendix A

Figure 6.1: Color codes for cancer types in 2780 cancer samples of PCAWG dataset.

Figure 6.2: Color codes for cancer types in the 1865 additional cancer samples.
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Appendix B

Figure 6.3: Hierarchically clustered multiplicative (upper triangle) and additive
(lower triangle) residue correlations (observed vs. model fit from SigProfiler mu-
tational signature attributions in additional 1865 cancer data).
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Figure 6.4: Hierarchically clustered multiplicative (upper triangle) and additive
(lower triangle) residue correlation (observed vs. model fit from SignatureAnalyzer
mutational signature attributions in PCAWG data).
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Figure 6.5: Hierarchically clustered multiplicative (upper triangle) and additive
(lower triangle) residue correlation (observed vs. Poisson-resampled observed mu-
tation counts).
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