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ABBREVIATIONS, ACRONYMS, AND DEFINITIONS [12, 69, 23]

Availability: system readiness for correct service.

Behavior: is what the system does to implement its function and is described by a se-
quence of states, some of which are internal to the system while some others are externally
visible from other systems over the system boundary.

DBMS: Database Management Systems

DB: Database

Failure: transition from correct service to incorrect service, it occurs when the delivered
service deviates from correct service.

Error: deviation from the correct service. It can be defined as part of the total state of
the system that may lead to its subsequent service failure.

Error rate: often expressed as a fraction of errors among all requests received or fraction
of errors in system throughput.

Fault: a cause of an error is called a fault. Faults can be internal or external of a system.
Fault is active when it causes an error, otherwise it is dormant.

Fault tolerance: the aim of the fault tolerance is to avoid failures, which is performed
through error detection and system recovery.

Function: is what the system is intended to do and is described by the functional speci-
fication in terms of functionality and performance.

HA: High Availability
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Service: Service delivered by a system (in its role as a provider) is its behaviour as it is
perceived by its user(s); a user is another system that receives a service from the provider.

SLA: Service Level Agreement.

SLI: Service Level Indicator.
Service-level indicators, or service level indicator metrics, are the result measures from
tests that validate the service.

SLO: Service Level Objective.

Structure: is what enables the system to generate behaviour. From a structural view-
point, a system is composed of a set of components bound together to interact, where each
component is another system.

System: an entity that intends to perform some functions. Such entity interacts with
other systems which are considered as its environment. System environment may be
hardware, software or the physical world.



1 Introduction

System performance has been important for IT organizations since the early days of com-
puter technology. Originally systems did not have to run twenty-four hours a day, seven
days a week. Nowadays, much attention is given to high-availability technologies because
systems are expected to operate continually. An availability benchmark is defined as “a
test, or series of tests, that is run on a system or a simulated system in order to be compared
against other systems” [46]. Availability benchmark has been used to test the system’s
uptime, downtime, and recovery to a variety of faults. Only recently, the availability
of the system has gained recognition and respect because individuals and organizations
are developing sophisticated computing and communication systems for which the high
availability is essential. System downtime is often unacceptable because the cost can be
enormous. System downtime costs can exceed $500,000 per hour [67], which stresses the
importance of highly available infrastructure.
One example of system downtime is a major worldwild outage faced by Facebook and
its subsidiaries Instagram, WhatsApp and Facebook Messenger on 4th of October 2021.
Facebook employees and users could not access the servers and the system downtime
lasted over six hours. Facebook has issued a mea culpa after disrupting the business and
social interactions of millions of users, while blaming a faulty configuration change error
for massive outage [31, 76, 77]. It has been claimed that the personal data of 1.5 billion
customers, scraped from Facebook and its subsidiaries platform, was offered for sale on the
dark web [32]. According to Forbes, due to the system outage, Facebook main owner could
have lost over six billion dollars of share value, as well as his rank as the fifth richest man
in the world [75]. This example illustrates how serious and expensive system downtime
problem can be to organizations and customers.

System availability is important in most organizations and the goal of providing minimal
downtime to users is receiving significant attention. In Finland, an example of problems
caused by the downtime was the case in March 2021 with Nordea bank with the downtime
that lasted for several days. This case showed how serious this problem can be to the
customers [78, 79, 80].

There are three types of system availability: continuous availability, fault-tolerance, and
high availability. Continuous availability implies nonstop service. This means that the
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system must not have outages and service delivery must be ongoing without interruptions.
This goal is very difficult to achieve as computer components (hardware or software) are
neither error-free nor maintenance-free. Typically, only special application areas such
as airplane fly-by-wire controllers, hospitals and nuclear reactor monitoring need fully
continuous availability.

A system that requires continuous availability has to be fault-tolerant. Fault tolerance
[13, 42] masks the presence of faults in a system from the user by employing redundancy.
Redundancy is the property of having more resources for a task than what is necessary
to perform it. If one resource fails others can still perform the task. As failures hap-
pen, redundancy is exploited to mask these failures, thus maintaining the desired level of
functionality. Redundancy is often done in hardware components, but rarely for software.

There are four forms of redundancy: hardware, software, information, and time redun-
dancy.

• Hardware redundancy consists of adding replicated custom hardware components to
the system to mask hardware faults. For instance, spare components are activated
upon the failure of a currently active component.

• Software redundancy includes the management of redundant hardware components
and ensuring their correct use in the event of failures in the system.

• Time redundancy refers to the repetition of the execution of a set of instructions to
ensure correct behaviour even if a failure occurs.

• Information redundancy is about error detection and correction coding. In this case,
extra bits also called as check bits are added to the original data so that an error in
the data can be detected or even corrected.

High availability (HA) [63] provides an alternative to the traditional fault tolerance. Fault
tolerance environment provides continuous services with higher cost. There is duplication
of components such as processor, memory board, power supply, I/O subsystem and stor-
age subsystem in fault tolerance. Fault tolerance relies on specialized hardware to detect
a hardware fault and instantaneously switch to a redundant hardware component. How-
ever, fault tolerance system rarely addresses software failures which are the most common
reasons for downtime [39].
High availability is a set of system-wide, shared resources that cooperate to guarantee es-
sential services. High availability combines software with industry-standard hardware to
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minimize downtime by restoring services quickly in few seconds when a system, component,
or application fails. In highly availability systems, the backup processors are available for
use during downtime [39]. High availability is good for any organizations interested in
protecting their business against the risk of a system outage, loss of transactional data,
having incomplete data, or message processing errors.

For an organization interested in being available at all times, HA clustering is a practical
solution, as it allows the application and business processes to resume operations quickly
despite a failure of a server, which ensures the processes are not interrupted.

1.1 Objectives of the thesis

This thesis focuses on high availability systems. As a case study the backup solution used
by a Finnish software company is investigated. Concrete objectives of our study are the
following:

• Define how the availability of the components should be defined and measured;

• Determine what are the methods and tools that should be used to measure the
availability of the backup system components, especially in the context of the case
study;

• Show how to define the SLO (Service Level Objective), and SLI (Service Level In-
dicator) of different components in the backup system as well as methods for mea-
surements, especially in the context of the case study.



2 Concepts

Availability is one of the attributes of system dependability. The other attributes are
reliability, safety, integrity and maintainability. Availability is defined “as the degree to
which a system is functioning and is accessible to deliver its services during a given time
interval” [69]. Service availability needs an enhanced metric in order to measure availability
in a way that meets the demands of the service. As the environment where services are
deployed becomes more and more complex [21] a more detailed view on availability is
needed.

Examples of important concepts from the point of view of availability include cluster, reli-
ability and performance. Clusters improve system reliability and performance. Reliability
is needed to avoid hanging IT-infrastructure on a single point of failure. Performance can
be increased through the ability to quickly add computing power and capacity by scaling
up and seeking services from cloud providers. This happens by using load balancing, fault
tolerance or failover. In this section some basic concepts are discussed.

Backup servers

Backup is a duplication of data or files stored on another medium that can be used at any
time to restore the data or files if needed [19].
In early client/server networks, administrative control was restricted to individual com-
puters. As the data used on isolated computers grew larger and more important, simple
storage devices (floppy disks) were used to back up that data. Nowadays, backup servers
and data centers are used to store large amount of data. It is difficult to find the best
backup strategy for an organization, whereas backup software for client/server networks
must always have the following three characteristics: reliability, efficiency and flexibility
[41]. Reliability and availability are related. The probability that a system is operational
in a time interval without any failures is represented as the system reliability, whereas the
availability of a system at time ‘t’ is referred to as the probability that the system is up
and functional correctly at that instance in time.
If individual files from a backup or the entire backup image cannot be restored when
needed, then the backup is useless. The following two important backup decisions need
to be made in any organization:
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Where will the backup images be stored?
How will the backup process be controlled?
There are three types of data backups:
1. Full Backup: Copy all data including directories to other media. This process may
involve compression of data (.tar or .zip format).
2. Incremental Backup: Copy all data that has changed since the last full backup per-
formed.
3. Mirror Backup: Just like full backup, but the data is not compacted or compressed
which may imply that large amount of storage capacity is needed.

Data center

Data centers are very important in an organization because they store all the data needed
by the organization. A data center is defined as “a dedicated space within a building, or
a group of buildings used to house computer systems and associated components, such
as telecommunications and storage systems” [66]. The main data center services are the
following :

• Business continuity or disaster recovery site for critical services: many techniques
and methods are used to perform business continuity in a data center including dupli-
cate servers containing data backup (redundancy), infrastructure for power supply,
data communication connections and environmental controls (air conditioning, fire
suppression).

• Data center security: data center security is defined as “a set of policies, precautions
and practices adopted to avoid unauthorized access and manipulation of a data
center’s resources.” [73] Denial of service (DoS), data alteration, and data loss are
some of the common security problems affecting data center environments. Data
center assures the integrity and functionality of its hosted computer environment
and it is constantly evolving as new applications become available. An industry
research company stated that “data centers older than seven years are obsolete”
[68]. There is a constant need for data centers to modernise.

• Application optimization: data center enhances the system performance which im-
proves also application performance.

• IP infrastructure: data centers communications are based on the IP protocol suite.
Data center contains a set of routers and switches that transport traffic between the
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servers and to the outside world. Firewalls, VPN gateways and intrusion detection
systems are deployed for network security. Network and backup monitoring tools
are also deployed on data centers.

• Storage infrastructure: data center includes redundant or backup components.

Unavailability

Unavailability is a consequence of system failures. It occurs when the desired services are
not available. Unavailability can occur in all kinds of services including mobile commu-
nications and financial sector. Therefore, different consequences may follow. An example
case is about mobile phone users in Finland during Wednesday 14 May 2008, who were
affected by a widespread disturbance of mobile telephone service and had problems receiv-
ing their incoming calls and text messages. The interrupt of service, reportedly caused by
a data overload in the network, lasted for about seven hours during the daytime [81].
Another computer system failure happened at the Amazon Web Services [11] which pro-
vide web hosting services by means of cloud infrastructure to many web sites. The failure
occurred for a total of almost four days (April 21st - April 24, 2011). It was reportedly
caused by an upgrade of network capacity [15]. Significant amount (0.7%) of the affected
data could not be recovered at all.
As a consequence of this failure, Amazon paid users a 10-day cloud services credit, whether
or not they were affected. The consequences in both illustrated examples were serious from
the end users’ perspective. The list of failures and downtime incidents collected by re-
searchers [51] provides further examples of causes and consequences.

Availability Measure

Traditionally, the notion of availability has been defined as the probability that a sys-
tem is “up”. The base availability measure is the ratio of uptime to total elapsed time,
representing the percentage of time that a system is up during its lifetime [71]:

availability = uptime

uptime + downtime
. (2.1)

The downtime could be either scheduled or unscheduled. Another way to express the same
measure for availability is with the mean time between failures (MTBF) and the mean
time to repair (MTTR). Planned or expected availability can also be expressed as:

availability = MTBF

MTBF + MTTR
. (2.2)
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System availability metric has been applied successfully worldwide for years in the pub-
lic switched telephone network (PSTN) and Integrated Services Digital Network (ISDN)
telephony networks [20]. However, it does not sufficiently measure important aspects of
service availability, as illustrated in the following example. A web-based application such
as a concert ticket sales service may have 99.999% availability. But, if it is down for the
5 minutes when concert tickets to a popular artist are put out for online sale while the
same tickets can be purchased via competing distributors, then a considerable loss of profit
would occur [17]. System availability metric has to be measured in an efficient way and
from the user’s perspective.

Availability Requirement

Each type of system has different availability requirements. For example, the avionic
system (on-board electrical and electronic system) has different standards than a network
storage system or a mail server.

• In an avionic system, uptime is important. The system needs to be available in
real-time and capable to operate on several geographical areas;

• A network storage system RAID (redundant array of independent disks) combines
multiple physical hard disks into one unit. It provides best performance reliability
among storage systems [26, 74];

• The email server allows better performance at the sacrifice of continuous availability.

Service Level Indicators.

Uptime of a system is of utmost importance because of the high number of connected
devices. As mentioned earlier a failure on Amazon Elastic Compute Cloud (ES2) was
caused by an upgrade of network capacity. Another cause for the failure was caused by the
centralized architecture of Amazon cloud system. The computation and resource storage
was done in the cloud. Moreover, the network bandwidth could become the bottleneck
of cloud computing for a large amount of data. This could result in long latency and
make services unavailable. To improve the availability of cloud services, new computing
paradigms (fog computing and edge computing) have been developed [38].
System must be online and usable all the time. On the other hand, to manage a system
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correctly, its behaviour needs to be understood. This is done by defining and delivering a
given level of service to the user. Service Level Agreement (SLA), Service Level Indicator
(SLI), Service Level Objective (SLO) [16] are the means to specify requirements for the
delivery to the users.

Service Level Indicators define a quantitative measure of some aspects of the level of
provided service. Error rate, request latency and availability are considered as important
SLIs.
Service Level Objective is a target value or range of values for a service level that is
measured by an SLI. A natural structure for SLO is thus:

SLI ≤ target. (2.3)

Service Level Agreement is a contract between an organization and its customers that
includes consequences of missing the SLO.

Network availability measurement

Network performance diagnostics is an important topic and a challenging task that has
been studied since the Internet was invented [62]. Network availability measurement is
an important part of network performance diagnostics. For instance, network availability
measurement can be used when the network is undergoing problems such as congestion,
scan attack, DDoS attack. However, the performance of measurements can be degraded by
traffic characteristics such as available bandwidth, packet rate, and flow size distribution.

Clustering

Computing clustering consists of a set of connected computers (nodes) viewed as a single
system. They work together on similar tasks to produce a coordinated output [40]. The
main reasons for clustering are to improve performance and availability (uptime). Cluster
systems provide price-performance advantage compared to contemporary supercomputers
[14]. Clusters will be discussed in detail in Chapter 4.
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Load Balancing

Load balancing aims to optimize resource use, to maximize throughput, to minimize re-
sponse time, and to avoid overload of any resource [1]. It is a computer networking method
for distributing workloads across multiple computing resources, such as computers, a com-
puter cluster, network links, central processing units or disk drives [10]. Load balancing
is usually provided by dedicated software or hardware, such as a multilayer switch [27] or
a Domain Name System (DNS) server process.

Parallel Computing

The idea behind the parallel computing approach is to make a large number of machines
act as a single very powerful machine. This can be achieving by splitting the work into
smaller slices so that the computation time is also divided [18]. This type of cluster is
especially suitable for large and complex problems that require high computational power.
Differences between parallel computing and load balancing group of nodes are quite clear.
Nodes in load balancing are not aware of the other members of the computing resources
and act as if the requests would have been addressed to them directly from the customer.
In contrast, node members of a parallel computing have to collaborate with each other
to produce an overall result from the whole cluster. Moreover, while the data processed
by a parallel computing group of nodes is useless without results of other members, data
processed by individual node in load balancing group can be directly returned to the user
as it has a full intrinsic sense.

High Availability

“High availability is the characteristic of a system to protect against or recover from minor
outages in a short time frame with largely automated means.” [65] The failures that cause
minor outages could be in the systems, or in the environment, or are the result of human
errors. High availability is achieved mainly by the redundancy of components. Generic
high availability differs from continuous availability which implies nonstop, uninterrupted
service. In continuous availability, the components of a system are protected against
failure, and no after-failure recovery takes place. In practice, continuous availability is
needed seldom and it is implemented even more rarely.
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2.1 Highly available databases

Highly Available (HA) Databases may even meet availability requirement of the “five
nines” (99.999%), that corresponds to five minutes downtime per year [24]. Highly Avail-
able Database Management Systems (HA-DBMS) [23] achieve databases high availability
by using process and data redundancy. This section discusses several models for how
redundancy can be realised are introduced. They will be further studied in chapter 3.

High Available Database Management Systems rely on redundant database processes. This
means that when a database process fails to provide the correct service, another database
process can take over the service in few seconds. To provide correctness, each redundant
process must identify the same set of updates to the database.
Replication and shared disk system are used to ensure that all the redundant database
processes see the same set of updates to the database. Replication relies on the database
processes to explicitly transfer updates among each other. In a shared disk system [52],
all processes can access the same set of disks, thus there is no need to replicate updates.

Process redundancy

Process redundancy in an HA-DBMS allows the system to continue operation in the
presence of process failures [23]. For instance, let us consider a case where a process
in the active state is currently providing database service. Another process that is in the
standby state is not currently providing service but is prepared to take over the active
state rapidly if the currently active service becomes faulty. This is called a failover. In
some cases a spare process may be used. The spare processes are explained in Section 3.2.
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Data redundancy

Since the loss of the data can make the DBMS unavailable, data redundancy is important.
Data redundancy can be provided at either the physical or the logical level. Physical data
redundancy refers to relying on software and/or hardware under the database layer to
maintain multiple physical copies of the data. Disk mirroring, RAID (Redundant Array
of Inexpensive Disks [61], also known as Redundant Array of Independent Disks [26]),
remote disk mirroring, and replicated file systems are some examples of physical data re-
dundancy. These technologies maintain separate physical copies of the data at different
places, and when the primary copy of the data is corrupted, the database processes use
another copy of the data from a different location.
Logical data redundancy refers to the situation where the database layer explicitly main-
tains multiple copies of the data. Usually, replication is based on the arrangement that
database servers are from the same vendor in order to guarantee interoperability. Repli-
cation can be inter-database replication. For instance, transactions applied to a pri-
mary database are replicated to a secondary database. Replication can also be intra-
database which is used in distributed database systems to achieve high availability using
one database.
The replication can be synchronous or asynchronous, and the choice between the two
depends on the database product and the required level of safety [25]. With a 1-safe
replication (“asynchronous replication”) transactions are replicated after they have been
committed on the primary database. In a 2-safe replication (“synchronous replication”)
the transactions are replicated to the secondary database, but not yet committed, before
acknowledging commit on the primary one.
For instance, Oracle Data Guard [57] supports both synchronous and asynchronous log
shipping along with the use of selectable safeness level ranging from 1-safe to very-safe.
The meaning of very-safe is explained in [57]. Data redundancy will be further studied in
Section 3.1.



3 Redundancy models

Process redundancy and data redundancy enable HA for HA-DBMS. Process redun-
dancy defines the availability of the database processes. Data redundancy specifies, for
replication-based solutions, the number of copies of the data that are explicitly maintained.
In this chapter, some examples of process redundancy and data redundancy models are
provided.

3.1 Data redundancy models

To achieve high availability of data, replication of database fragments is used to allow
storage for data and access to it through more than one node. Database fragmentation is
defined as a decomposition of a database A into fragments A1, ..., An so that the following
requirements are fulfilled:

- completeness: any data existing in the database must be found in some fragment.
- reconstruction: it should be possible to reconstruct the complete database from the
fragments.
- disjointness: any data found in one fragment must not exist in any other fragment.

In a fully replicated database, the database exists in its entirety in each database process.
In a partially replicated database every fragment is replicated in at least two copies.
In data replication, fragments can be classified as being primary replicas (Primaries) or
secondary replicas (Secondaries). The primary replicas represent the actual data fragment
and can be read as well as updated. The secondary replicas are typically read-only and
are more or less up to date with the primary replica. Secondary replicas can be promoted
to primary replicas during a failover.
Next, we present some examples of data redundancy models for primary and secondary
replicas.

1*Primary/1*Secondary

In the 1*Primary/1*Secondary model, every fragment has exactly one primary replica
that is replicated to exactly one secondary replica. In this model, there are two replicas
for achieving high-availability [23].
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1*Primary/Y*Secondary

In the 1*Primary/Y*Secondary model, every fragment has exactly one primary replica
that is replicated to a number of secondary replicas. This provides higher availability
than 1*Primary/1*Secondary and allows for higher read accessibility if secondary replicas
are allowed to be read [23].

1*Primary

In the 1*Primary model, every fragment exists in exactly one primary replica. This model
does not provide any redundancy at the database level. Redundancy is provided under the
database layer by the underlying storage. This solution refers to physical data redundancy
as explained earlier in Section 2.1. This model is used in shared disk systems and also in
centralized or partitioned databases [23].

X*Primary

In the X*Primary model, every fragment has a number of primary replicas. The model
allows for higher read and update accessibility than 1*Primary as long as the same frag-
ment is not attempted to be updated in parallel. The parallel update could lead to update
conflicts. The X*Primary model is used in N*Active process redundancy models (some-
times called multi-master). N*Active model is explained in Section 3.2.

The replicated database can be partitioned, or non-partitioned. A partitioned database
can have mixed partitions with both primaries and secondaries in the same DB.
Next, some examples of relationships between databases and fragments are presented [23].

Partitioned Replicated Database

In the partitioned replicated database, fragments are allocated or replicated to different
nodes as shown in Figure 3.1.
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Figure 3.1: Partitioned database.

Non-partitioned Replicated Database

In the non-partitioned replicated database, there is only one single fragment in the DB,
which means that the whole database is replicated to the secondary location. Figure 3.2
illustrates the non-partitioned replicated DB [23].

Figure 3.2: Non-partitioned database.

Mixed Replicated Fragments

In the model of mixed replicated fragments, the database hosts both primaries and sec-
ondaries. One example is shown in Figure 3.3 in which there are two databases with
symmetric arrangement.

Figure 3.3: Two databases with symmetric fragments.
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3.2 Process redundancy models

Process redundancy solves problems associated with component or process failures by
spreading backup across multiple elements. It is defined as “the duplication of critical
components or functions of a system with the intention of increasing reliability of the
system, usually in the form of a backup or fail-safe” [23]. Most process redundancy models
can be implemented by both shared-disk and replication-based technologies [23]. Next,
some examples of process redundancy models are provided.

Active/Standby

Active/Standby is a process redundancy model for HA-DBMS that is supported by both
replication and shared-disk systems. Each active database process in a node is backed up
by a standby database process on another node.
Figure 3.4 shows replication-based example while Figure 3.5 provides a shared-disk based
example. All updates must occur on the active database process; they will be propagated
via replication, or via a shared disk, to the standby database process.

Figure 3.4: Active/Standby redundancy model using replication.
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Figure 3.5: Active/Standby redundancy model using shared disk.

In case if the active database process fails for any reason, such as software fault in the
database server or hardware fault in the hosting node, the standby database process will
take over and become the new active database process, see Figure 3.6 for replication case
and Figure 3.7 for shared-disk case. If the failed database process recovers, it will now
become the new standby database process and the database processes have then completely
switched roles, see Figure 3.8 and Figure 3.9. If the fault is permanent, another standby
has to be found in the system. If the HA Database has a preferred active database process
it can later switch back to the original configuration. This is true for both shared and
replication database.

Figure 3.6: New primary and standby servers in replication-based model.
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Figure 3.7: New primary and standby servers in shared disk model.
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The choice of HA safeness of the applications [59] affects how quickly the standby process
needs to take over.

Figure 3.8: Reversed roles against Figure 3.4.

Figure 3.9: Reversed Roles in shared disk model against Figure 3.5.

To classify the non-active database processes, a separation is made between hot standby
and warm standby.

Hot Standby

In the hot standby setting, one active database process is backed up by a standby database
process that is ready typically in sub-second time to take over in case the active database



21

process fails. The applications can be connected in advance to the standby or need to be
reconnected to the standby which is active.

Warm Standby

In the warm standby setting, one active database process is backed up by a standby
database process that is ready to take over after some synchronization or reconnecting
with applications in case the active database process fails. In this setting, the failover
typically lasts from few tens of seconds to a few minutes.

There are commercial implementations of Active/Standby HA database systems that pro-
vide both hot standby and warm standby. Oracle Data Guard [57] supports both syn-
chronous and asynchronous replication. In MySQL replication [50], the active primary
database ships transactions to one or more standby databases. Oracle Data Guard and
MySQL standby databases apply the transactions to their own copies of the data. If the
primary database fails, one of these standby databases can be activated to become the
new primary database.

Spares

Spare nodes are used as a failover mechanism to provide reliability. The level of availability
offered by spare model is lower than that of Active/Standby because of the additional time
required to initialize the Spare. In the following, different settings that use spare nodes
are explained.

Active/S*Spare

In Active/S*Spare model, several database processes are pre-configured on one node. This
model supports both shared disk systems and replicating systems. Figure 3.10 provides
an example of a shared-disk based architecture with a spare process.
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Figure 3.10: Active/S*Spare redundancy model using shared disk.

In a shared-disk database, if the active database process fails, the shared disk containing
the database files is mounted on the node hosting the Spare (a spare node). The Spare
becomes initialized with the database, and the database becomes active on that node. If
the failed node restarts, it becomes a new spare node. The nodes have then completely
switched roles. If the HA Database has a preferred active database process it can later
switch back to the original configuration. In a replicating system, the Spare gets the
database before becoming Active.

N*Active

In some larger clusters, the database system can use more than two nodes. This allows
better use of the available processing power, memory, local disks, and other resources of
the nodes to balance the workload. In N*Active redundancy model, N database processes
are active and applications can run transactions on each process, all processes support
each other in case of a failure and each can take over the task. All committed changes to
one database process are available to the other processes.
In shared-disk systems, all the database processes see the same set of changes. As a
contrast, in a replication-based system, all changes are replicated to all processes. The
database is fully available in all database processes and all records can be updated in every
process. Simultaneous conflicting updates may endanger copy consistency in a replicating
system. In a shared disk system, the database infrastructure may be simpler because the
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data are not replicated. Figure 3.11 shows a shared disk based N*Active model. Figure
3.12 shows a replication-based N*Active model.

Figure 3.11: N*Active, shared disk model.

Figure 3.12: N*Active, full replication, redundancy Model.

Next, some commercial examples of N*Active HA database systems implementations are
presented. In Oracle Real Application Clusters [58], the instances of the database service
are active against a single logical copy of the database. This logical copy of the database
is stored in a storage area network (SAN) attached storage. Storage area network is a
mass storage solution to provide a high-reliability and high-speed network [45].
MySQL Cluster [55, 64] has an N*Active configuration, in which the processes are par-
titioned into groups. Each operation of a transaction is synchronously replicated on all
processes of a group before the transaction is committed. MySQL Cluster provides a 2-safe
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committed replication if the group size is set to two [25]. Database replication is usually
specified with the 1-safety and 2-safety criteria. The first offers better performance, the
second stronger safety.
It is important to note that the process model is always N*Active if the database is not
fully replicated and there are mixed fragments in all databases. For example, in Figure
3.13, a 2*Active HA-DBMS is shown utilizing symmetric replication. With symmetric
replication, concurrency control problems [59] are avoided and the advantage of load bal-
ancing is retained.

Figure 3.13: A 2*Active symmetric replication database system.

Unlike most N*Active environments, in the arrangement of Figure 3.13 the partitioning
scheme is visible to the application and is often based on partitioning the primary key
ranges. The applications are responsible for accessing the correct active process. Trans-
actions between partitions are normally not supported.
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N*Active/S*Spare

In N*Active/S*Spare configuration, N Active database processes provide the availability
to a partitioned database. As in the N*Active model, the active processes may rely on a
shared disk or may use fully replicated databases or partially replicated databases with
mixed fragments. An example of a partially and symmetrically replicated database with
spare nodes is shown in Figure 3.14. Each database process maintains some fragments of
the database. Spare processes will take over in case of active database processes failure,
see Figure 3.15. However, the spare process must have the correct (up to date) fragments
of the active database process at startup.

Figure 3.14: N*Active/S*Spare redundancy model, partially replicated database

Figure 3.15: N*Active/S*Spare redundancy model, spare process takes over of active DB process
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Other Redundancy Models

Some systems can combine multiple redundancy models to achieve process redundancy.
One example is M-standby that cascades standby and geographically replicates N*active
clusters [56].
Another example is Oracle Maximum Availability Architecture (MAA) [56] which is a
combination of a HA architecture and operational practices. The key technologies in
Oracle MAA are Oracle Real Application Clusters (RAC) and Data Guard [54], which
protect against node failure and site failure, respectively. There are different types of
Oracle MAA reference architectures [54]. Figure 3.16 provides an example configuration
of the Oracle MAA.

Figure 3.16: Oracle maximum availability architecture, adapted from [36].

This architecture involves two sites: primary and secondary. The primary site contains
multiple application servers and a production database using Oracle Real RAC to protect
from the host failures and instance failures. The secondary site has an identical configura-
tion. The database at the secondary site is kept synchronized with the primary database
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by Oracle Data Guard. Customers are initially connected to the primary site. If the pri-
mary site fails, Data Guard provides an automatic failover between Oracle RAC primary
database and Oracle RAC standby database. The customers can be directed to this new
primary database at the secondary site, thereby keeping the service available.



4 Clusters

A cluster computer is a collection of computers interconnected via some networking tech-
nology [40]. As explained in Chapter 2, a cluster works as an integrated computing resource
and has a single system image spanning all its nodes. Thus, users see only a single sys-
tem. Users can access any node within the cluster and run different types of applications
simultaneously. Moreover, user processes can be executed on any node of the cluster. The
goals of clustering are to minimise the total response time and maximize throughput.

4.1 High-Availability Cluster

High-availability cluster consists of servers that provide a reliable framework for applica-
tions to achieve a minimum downtime and quick recovery time without any human inter-
vention. Servers are still completely opaque to the users [43]. High-availability cluster is
also called fail-over cluster. In the simplest case, fail-over means there is a production
server (also called primary) and a backup server (called secondary) in the cluster. The
backup has normally the same configuration as the primary, so that, if the primary fails,
the backup can take over its processing with little or no impact to users or applications.
This arrangement is called a hot standby, as was explained in Section 3.2.
In some configurations, the standby is to be initialized before it can take over the workload.
For example, the customer connections need to be rebuilt or crash recovery needs to be
done by the standby DBMS instance. This arrangement is called a warm standby, as was
explained in Section 3.2. In an HA cluster, the backup is idle most of the time. It does
not take any workload until the primary fails. If the standby would also be processing
workloads, it might not have enough resources available to take over the workload of the
primary.
High availability clusters provide effective protection against unplanned downtime because
fail-over happens automatically and fast. An HA cluster can also be used to reduce planned
downtime. One example is an upgrade of the operating system. In this case, the primary
is taken offline manually by the administrator, and the backup is assigned the primary
role so that the services provided by the old primary are continued by the new primary
while the old primary is being upgraded. This arrangement is called a switch-over.
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4.2 Load Balancing in Cluster

High Availability Cluster with Load Balancing system provides continuous service in spite
of the fact that any system components may fail [48]. Benefits of High Availability Clus-
ter system include node failover overcome, network failover overcome, storage limitation
overcome and load distribution.
Load balancing tries to balance the total cluster system load by starting new processes on
the more lightly loaded nodes. Load balancing also transfers processes from heavily loaded
nodes to more lightly loaded nodes. The aim is to ensure good overall performance. The
control of a cluster can be centralized or distributed.

• In a centralized cluster, all users interact with the cluster through a central node.
The other nodes are processing nodes. User processes are allocated to processing
nodes by the central node. The central node collects system state information and
makes all scheduling decisions.

• In a distributed cluster, a user can connect directly to any of the cluster nodes.
There is no master node. Each node is considered a local controller. They run asyn-
chronously and concurrently to each other. Each node is responsible for scheduling
decisions about processes submitted to it and for accepting remote processes sub-
mitted originally to other nodes.

A variety of application types can be run on a cluster. The application type can be CPU-
bound, I/O-bound or memory-bound. Different use cases of a cluster have different load
balancing requirements [72].

4.3 System outage in HA cluster

High Availability could be referred to as a mechanism to reduce or eliminate system outage
or downtime. It is difficult to avoid completely downtime in a cluster because components
can fail in unpredictable manner or because maintenance can not be done without causing
downtime. Scheduled downtime is a result of maintenance that is disruptive to system
operation [48]. Unscheduled downtime events typically arise from some physical event,
such as a hardware or software failure or environmental anomaly [48].
Good documentation (complete description of the system) and backing up the system
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regularly could help to restore the system after the downtime.
In the following sections, different types of a system outage will be investigated.

4.3.1 Unplanned Downtime

Unplanned downtime is not scheduled in advance and is typically the result of a system
failure. High availability mechanisms can often minimize the downtime by identifying the
cause of the failure and bringing the impacted system back. Causes for the unplanned
system downtime and potential countermeasures to mitigate the effect include the follow-
ing:

• Environmental factor
Natural disasters and regional power failures can cause site failures. By keeping
backups off-site such risk can be mitigated so that in case of a site failure the off-site
backups can be used for recovery.

• Network transmission failure
It is the responsibility of IT-systems and Internet service providers to ensure that
the network connection services are always operating correctly. Network downtime
or failures can cause a lot of problems and lead to loss of revenue. The most common
causes of network downtime are hardware and LAN failures. A network management
or monitoring system can help avoiding potential network problems.

• Human error
Studies have found out that human errors cause about 15% of unplanned downtime
[2]. The amount of downtime and system outages can therefore be decreased by
reducing human errors. The main reasons of human error are software upgrades,
patches, system reconfiguration, scheduled maintenance activities, use of inexperi-
enced staff, as well as intentional and malicious activities of some employees. Staff
training and good documented operating procedures and well-implemented security
policies decrease the probability of outages because of human error.

• Hardware system failure
Hardware failure can result in loss of critical data, disk crash or disk defect and
database service interruption. These types of failures are addressed by database
crash recovery and clustering technology [43, 48, 56].
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4.3.2 Planned Downtime

Planned downtime is defined as a “period of time during which IT operations are restricted
in order to implement upgrades, repairs and other changes” [3]. Unlike in unplanned down-
time, planned downtime occurs when a particular time period to restrict some operations
has been set. It can be scheduled due to data and system changes:

• Data changes refer to the reorganization of schema and data.

• System changes primarily refer to maintenance works on the hardware or software
like adding new hardware or installation of service pack of the operating system.

Both types of changes require the system to be taken offline.



5 Containers

The recent growth in the amount of data requiring storage has led to replace large cen-
tralized mainframe computers by hundreds of distributed workstations and personal com-
puters. These distributed workstations and personal computers are connected via com-
munications networks to various types of server machines such as web servers, database
servers, file servers and application servers. It is difficult to maintain all of these machines
and keep them up-to-date with patches, security updates and upgrades.
These difficulties appear, for example, with large computer manufacturer companies which
have multiple data centers. There are scripts available to install security patches and to
update the servers. Application codes can also be pulled to the servers in the data cen-
ter. Typically not all the applications will get updated with application codes or security
patches. This leads to intermittent errors such as consumer failing to connect to the server.
To fix such error, multiple layers need to be troubleshot.
Servers need to stay up, sometimes provide continuous services with five nines uptime
(99.999%). If one server goes down in a data center that contains several servers, it is dif-
ficult to troubleshoot and restore it. This is extremely difficult to achieve in a data center
with hundreds of servers. The concept of container provides a solution to that issue.
Container uses the kernel on host operating system to run multiple instances and each
instance is called container. A container is a runnable instance of an image. Container is
by default isolated from other containers and its host machine [4]. Containers and virtual
machines have similar resource isolation and allocation benefits. Containers and virtual
machines function differently because containers virtualize the operating system instead
of hardware. Containers are more portable and efficient than virtual machines. Figure
5.1 shows containerized applications example while Figure 5.2 provides a virtualization
example.
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Figure 5.1: Containerized applications

Containers are an abstraction at the application layer that package code and dependen-
cies together. Multiple containers can run on the same machine and share the host OS
kernel with other containers [5]. Each container runs as isolated processes in user space.
Containers are a lightweight solution to virtual machines. There is no need to pre-allocate
any RAM to the containers, they use the RAM only when required. Thus, there is no
need to worry about resources management.
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Figure 5.2: Virtualization

Virtual machines (VMs) are an abstraction of physical hardware turning one server into
many servers. In virtualization technology, hypervisor is a piece of software that allows the
physical servers to have multiple instances of virtual machines [44]. These instances are
virtual machines that create a virtualization environment. The hypervisor is responsible
for supervising and reallocating the virtual machines. Hypervisor also controls virtual ma-
chines communication and resource sharing. Each VM includes a full copy of an operating
system, the application, necessary binaries and libraries.
Some differences between container and VM are that there are multiple guest operating
systems in virtualization which are absent in containerization. The best part of container-
ization is that it is very lightweight as compared to the heavy virtualization. Containers
and VMs used together provide a flexibility in deploying and managing applications.

5.1 Docker image

Docker is a set of platform as a service (PaaS) products that use OS-level virtualization
to deliver software in packages called containers [6]. Docker puts everything needed to
run an application in a file called Docker image [4]. The image contains dependencies,
configuration, scripts, binaries, environment variables, a default command to run and
other metadata. The images which are exact copies of each other can then be pulled on
multiple servers. If one image goes down, it can be replaced by a new image. Thus, there
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is no need to troubleshoot multiple layers. The purposes of Docker include the following:

• Building image
Docker packages everything needed to run the application in the image.

• Ship image
Images can easily be shipped to runtime on the cloud or to local developers.

• Run image
Easily and consistently execute the application.

Use of Docker can lead to the following benefits:

• Continuous integration (CI)/Continuous deployment (CD)
It is possible to consistently test and deploy the application code to different envi-
ronments (production, User Acceptance Testing (UAT) and stage).

• Different versions
Different versions of software can be easily run without installing them.

• Roll forward
Roll forward allows to ship a new image when a defect is found in the system. Thus,
there is no need to patch or update the application.

Figure 5.3: Docker image, container and Docker hub
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Developer first writes the project code in a Docker file and then builds an image from
that file. This image will contain the entire project code. The Docker image can be run
to create many containers. Docker image can be uploaded on Docker hub. Typically
Docker hub is a cloud repository for Docker images which can be kept public or private.
The Docker image on the Docker hub can be pulled by other teams such as quality
assurance team, production team or system administrator.

5.2 Docker orchestration

Running containers in production is not straight forward because typically it is not recom-
mended to log into a machine and simply run a docker run or docker-compose up commands
in the production environment. It is also difficult to scale across thousands of machines
handling of the case where some containers die. Tools have been developed for container
orchestration such as Kubernetes, Swarm, Nomad, and Amazon Elastic Container Service
(Amazon ECS). These tools solve this scaling problem, all in slightly different ways [7].
The general idea of Docker orchestration is that there are “managers” who receive expected
state. There is a manager who receives a request from a user and derives an expected state
from the request. The managers look at all of the machines in the cluster and delegate
work to “worker” nodes. The managers monitor for changes (such as a container quitting
or dying), and if there is a change they have to operate to make actual state reflect the
expected state.
One example of container orchestration is the use of Docker swarm for achieving high
availability [8]. The Docker engines can be hosted on different nodes. These nodes which
may be in different remote locations form a cluster when connected in Swarm mode. In
Docker Swarm, load balancing is automatically performed by the cluster’s manager. Thus,
there is no need for DevOps [47] engineers to route processing requests to other nodes when
one fails. Docker Swarm provides a decentralized access to the nodes. All nodes can be
accessed from the manager. The manager will also prompt the nodes on a regular basis,
and keep track of their health and status in order to cope with downtime. In contrast,
ordinary nodes cannot access or track the services running in other nodes or managers.
As mentioned earlier, container is a process that has been isolated from all other processes
on the host machine. Isolation features such as chroot, clone, unshare, setns, interprocess
communication (ipc), mount and control groups (cgroups) have been in Linux for a long
time [9]. Docker developers have made these capabilities approachable and easy to use.



6 Availability measurement

Nowadays computer systems are more distributed and networked. End-users want to ac-
cess the systems all the time. and they also want to have information about the system
availability since it affects their work immediately and directly. Users regard the contribu-
tion of IT infrastructure in terms of the value that it delivers. Application availability is
set as a requirement for applications delivered over networks. It is often difficult to estab-
lish concrete measures that meet user requirements because getting data about availability
is often as complicated as making decisions and acting based on that data.
A service-level agreement (SLA) defines a level of service expected by end-user from ser-
vice provider. Usually, SLAs are between service providers and end-users, but they may
also be between two departments within a company. Service provider and end-user service
do not need to have interoperable architectures to agree on an SLA. The level of service
provided is measured in a metric. In this case, the metric is about availability.
Application Availability Measurement (AAMe) [24] represents the availability of different
parts of the service delivery chain controlled by the service providers. The AAMe methods
that are used in this thesis are for IT infrastructure aiming to determine the availability of
different components of their system. The measurement approach used by AAMe method
is architecture independent.
As mentioned in Chapter 2, availability is defined as a fraction of time that a service is up.
High availability refers to a system or component that is operational without interruption
for long periods of time, with a 100% percent system indicating a service that experiences
zero downtime. This would be a system that never fails, which is rare with complex sys-
tems. Most services fall somewhere between 99% and 100% uptime. For instance, Amazon,
Google, and Microsoft’s set their cloud SLAs at 99.9% which is considered as very reliable
uptime. A step above, 99.99%, or “four nines,” is considered excellent uptime. Uptime
can be represented as “nines”, as in the table 6.1.
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AVAILABILITY MEASURE DOWNTIME PER MONTH DOWNTIME PER DAY
99% 7 hours 18 minutes 14 minutes 36 seconds
99.9% 43 minutes 50 seconds 1 minute 27 seconds
99.99% 4 minutes 24 seconds 8 seconds 49 milliseconds
99.999% 25 seconds 50 milliseconds

Table 6.1: Table of fractional outages, adapted from [24].

Four nines uptime is still more than four minutes of downtime per month, more than eight
seconds a day. Many people rely on web tools to run their lives and businesses. A lot can
go wrong in four minutes.
It is easy to understand that getting below one minute of downtime per week can be quite
an expensive solution. Next, we will discuss what is it that makes achieving four nines so
hard. We also discuss the best practices for high availability engineering and reasons why
achieving 100% uptime is extremely difficult.
Let us take an illustrative example, we still use running track, grass, road and forest
surfaces for running exercise. They have an excellent uptime and are rarely unavailable.
For comparison, imagine a running machine (indoor running simulator) solving the same
problem as the earth surface, with some great added features and benefits. The indoor
running machine has integrated sensors and a monitor that displays heart rate, calories
burned and other data.
It is apparent which solution will have stronger uptime. The running machine will need to
come offline for regular repair and maintenance. Sometimes it will just plain break down.
Eventually, the whole system needs to be replaced. The best running machine engineers
in the world cannot build a running machine with the same uptime as running track and
other surfaces.
Building for high availability comes down to a series of trade-offs and sacrifices. For
instance, redundant systems eliminate single points of failure and complex software can
manage the redundancy. Chasing 100% uptime could be very expensive for an organization
because many skills to deal with the complexity of the system and necessary changes
management easily drive up the cost. As mentioned in Subsection 4.3.1, 15% of downtime
is due to human errors. In fact, one way to improve the availability is to control the access
of people to the data center.
It is good to carry out careful analysis of the system and choose user downtime targets
before setting high availability goal. It is also important to measure efficiently the level of



39

service (SLA) expected by end-user.

6.1 Availability measurement from user perspective

Availability is an attribute of dependability. Dependability is defined as the ability of the
system to avoid service failures that are more frequent and more severe than is acceptable
[12]. Figure 6.1 shows the taxonomy of dependability.

Figure 6.1: Taxonomy of dependability, adapted from [12].

In [12], availability is defined as “system readiness to provide correct service”. This def-
inition is intuitive in our daily life. For instance, when contacting a travel agency, from
the customer perspective the only value of the system is whether the ticket can be booked
or not, and how long it takes. The customer is not concerned about the status of the
server, network nor about the payment card data validation. Service Level Indicator in
this example case indicates the request latency and whether the ticket is available. The
indicator can be measured at the user side.
It is difficult to provide perfect information about the system’s availability and measures
must be selected in such way that their impact on the system is tolerable. Fishman in
[24] gave an analogy of Heisenberg principle which states that measurement distorts the
measured event or element. Thus, AAMe is inherently an imperfect indicator.
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6.2 An approach for choosing what to measure

A service is an application delivered over a network. Correct service is delivered when the
observed behaviour matches that of the corresponding function described in the specifica-
tion. Service failure is said to have occurred when the observed behaviour deviates from
that of the corresponding function in the specification, resulting in the system delivering
an incorrect service. The duration of a system delivering an incorrect service is known as
a service outage.

Figure 6.2: Service state transitions, adapted from [69].

A service delivery over a network can be decomposed into subsidiary services. That can
be understood as a logical term. For instance, when considering a package delivery from
France to Finland, the ultimate measure of the package delivery is whether it will be
received on time and in good condition. Before the customer receives the package, they
will be provided with a tracking identification (ID) to track their item. Different parts of
the delivery path may have different service providers. Service Level Indicator of each part
is measured in the delivery chain. The decomposition of service into measurement points
for service level indicators can be applied to most applications, regardless of whether they
are Internet-enabled.

In this thesis, the focus will be on network applications. In Figure 6.3, “end-to-end”
architecture for a web-based application can be decomposed into a set of measurement
points for service level indicators [24]. In Figure 6.3, when user perform transactions,
connections on every layer are needed before the transactions can be completed. User
establishes a connection with a web-server over a network. The web server connects with
the application server, which processes business logic. The business logic in the application
server connects to the DBMS for data retrieval as appropriate. And, of course, the DBMS
runs on the operating system; it cannot be more available than the operating environment
on which it executes. Service availability can be measured or tracked. With correct design
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allocating sufficient independence between layers, it is possible to consider the availability
of a series or set of services, each of which is a subset of what the end-user requires to be
up and running from end to end.

Figure 6.3: Service Decomposition, adapted from [24].
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1. Operating System service on hardware, presuming Hardware availability. Most plat-
form vendors refer to 99.9% uptime. Ninety-nine and nine tenths percent uptime
means 43 minutes 50 seconds downtime per month or 1 minute 27 seconds downtime
per day, see Table 6.1 in Chapter 6;

2. End-to-end Database Service, presuming operating system (OS) processes and Hard-
ware availability;

3. Application Service availability, including application hosting by DBMS cluster, OS
and Hardware availability;

4. Session availability, including all layers below (log in to application server, log in to
DB server, ping host);

5. A complete, end-to-end measure, including the customer and the network availabil-
ity.

This diagram shows that the availability of a system can be measured with or without the
network connection.



7 Case study: backup system avail-
ability

Amount of data in IT organizations and networks is growing exponentially. This growth
raises concerns whether network performance is sufficient and how to back up all that data.
Backup software should be able to process data across networks, thus it is important to
measure network availability. Those measurements provide indispensable information for
network operations such as anomaly detection in data centers and backbone networks.

7.1 Backup system design overview

Data security is a very important aspect of an organization. A commonly used technique
for securing data centers is to create a duplication system called backup. Each organization
needs to spend high operational costs to provide dedicated server machines, stable power
source, server cooling, large bandwidth and standalone space for the server to support
optimal data backup center.

As explained in Chapter 2, one of the two important backup decisions needed in any
organization is where will the backup images be stored. As mentioned in chapter 6, chasing
100% availability is expensive for an organization. It is difficult for an organization to find
skilled employees to deal with the complexity of the system. The need to provide training
to workers and also the system’s inability to handle change easily drive up the cost.
There are three purposes of the backup service:

• Data center business continuity;

• Data center security;

• Backup service can be used as storage infrastructure for the company.

In the Finnish software company that was under study, the virtual machines are not to
be used in the redundancy system. Backup is done to local disk and sent to a remote
data center. This means that the backup host services are not provided by a third party
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cloud service provider. Backup hosts are within the Finnish software company’s private
network. In this way, the Finnish software company has full control of the backup hosts.

The Finnish software company backup replication model has the following characteristics:

• Each data center has two on-site backup servers;

• All files are mirrored between data centers;

• The synchronisation of backups happens through SSH protocol (r-sync);

• Environment syncs backup files to the assigned on-site backup server within the
same data center;

• Once the backup is fetched, it is mirrored to an equivalent server in a different data
center by a pull sync from the secondary backup mirror host;

• All of the above steps are executed by cron jobs.

The following is an example of a configuration in cron job and backup mirroring in ansible
[33] used in the replication process:

0 8,20 * * * */usr/bin/rsync -e “ssh -o Compression=no -o ServerAliveInterval=60
-o ServerAliveCountMax=60” –whole-file -avr server.*.*.com:/opt/*-backups/* /opt/*-
backups/

0 8,20 * * * */usr/bin/rsync -e “ssh -o Compression=no -o ServerAliveInterval=60 -o
ServerAl”
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Figure 7.1: Backup System

The backup target server is in the same data center with the environment to be backed
up to ensure high bandwidth and secure connection. Moreover, the backup is done to two
different data centers to improve the redundancy.

The Figure 7.1 describes the backup system. Backup servers are deployed in pairs. Backup
server 1 is the main backup target for environments in the first data center, which is then
replicated to backup server 5 in the second data center.

7.2 Issues related to the backup system

Backup failure is a severe problem that is noticed only when it has already happened.
Backup failures occur sometimes in all client/server networks. Many organizations have
backup failures because of bad network connections or software bugs. Backup could fail
also because it is run concurrently with the backup products’ updates and patches which
occur often in organizations.
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Research recently found that backup failures related to open files is a severe problem for
many users [22]. Files left open by end-users or those in use during backups cause most
backup failures. These kind of failures occur often in large companies because there is no
scheduled service downtime during backup processes.

Nowadays, most organizations have problems related to backup system failures. Our case
company, a Finnish software company, experiences several problems with its data backup
which affect the availability of the backup system. In the rest of this section, we discuss
these problems
Connectivity problem happens between calculation nodes and series of backup servers.
This occurs when data are sent from the calculation nodes to the backup servers. Backup
files are corrupted because of an ssh connection problem between calculation nodes and
backup servers. Thus affected backups must be transferred manually. The connectivity
issue is not continuous, and does not affect all backup processes in the backup system.
Another connection issue is caused because file transfers from file system to calculation
nodes or between calculation nodes are slow. Most of the time, transfer recovers auto-
matically after some time period that could be from few seconds up to several minutes,
sometimes connectivity problem ends as ssh tunnel times out. Monitoring tools used by
the company (Zabbix [53] and Prometheus [22]) do not detect the connectivity problem
with the backup process. However, it has been detected that Zabbix monitoring occasion-
ally has a gap in data around the same time that there was interruption in file transfer.
This is explained by the Figure 7.2.
The issues discussed above rise the importance of the backup process monitoring.

Figure 7.2: Data issue in zabbix, adapted from Finnish software company Zabbbix monitoring graphs.

In the Figure 7.2, there is an illustration of missing data in Zabbix for the same hours as
when backups are failing due to connection problems.
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7.3 Tools in use

Making backups is an important periodic task. If making a backup is neglected, it can
cost lots of time and other resources in case important data is lost for any reason such as
hardware failure, network connection failure or lack of disk space. Therefore, monitoring
a backup server is important for any backup system. It is important to know the actual
state of a backup server at any given moment by monitoring the backup process.
Testing presence of processes is demanding. For optimal backup server performance,
backup tasks should be scheduled so that they would not overlap in time. In the case
of large volume backups and/or slow connectivity with a backup server, simultaneous
backups may degrade the overall efficiency of the server and make the whole operation
run slower. To find possible bottlenecks, backup system monitoring should be performed
regularly.

Description

Tools used by the Finnish software company for the backup system monitoring include
Uptrends [37], Zabbix [53] and Prometheus [22].
Zabbix and Prometheus are tools used to monitor the components of the backup system.
Zabbix is a monitoring software tool for diverse IT components. It provides monitoring
metrics on CPU load and disk space consumption for each backup instance and the whole
backup server. Prometheus [70] is an application used for event monitoring and alerting.
Prometheus data is stored in the form of metrics, with each metric having a name that
is used for referencing and querying it. Each metric can be drilled down by an arbitrary
number of key-value pairs (labels). Labels can include information about the data source
and other application-specific breakdown information such as the HTTP status code for
metrics related to HTTP responses, query methods (GET versus POST), and endpoint.
Prometheus is used to monitor the backup server and the environment metadata that
should be backed up. Backup servers are monitored directly by exporting backup infor-
mation about the last two days. This is done by scanning the directory structure. Backups
contain information in their file such as the name of the backup instance, time information
as well as information about which server the backup has come from.
The information collected from the different backup replications are used as metrics to
produce Prometheus alerting rules:
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• Backup should exist on multiple servers with two files per r_instance_id;

• Timestamps are similar;

• Backup sizes should be equal.

Figure 7.3: Actual backup system monitoring
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Prometheus and Zabbix monitor, setup dashboards and rudimentary alerts for the follow-
ing resources and processes in the actual backup system:

• CPU time consumed by individual process;

• Customer server or backup server total disk space is measured. However, note that
the sizes of different instances within the servers are not monitored. Observation
and monitoring of the local components could be very important for the SLO and
SLI measurement;

• Garbage collection is a form of automatic memory management which attempts to
free up memory occupied by data that is no longer needed;

• Check if servers or instances are up. For instance, if no metrics are received for few
minutes that means a backup instance or server could be unavailable;

• Information collected from the different backup replications is used as metrics to
produce Prometheus alerting rules. For instance, such information could imply that
backup files exist in multiple servers with different values for r_instance_id but
similar timestamps and sizes.

Monitoring and management techniques

As mentioned above, monitoring tools Zabbix, Prometheus and Uptrends are used by the
Finnish software company to monitor the backup system. Techniques used by the tools
that measure the availability of the backup system should be improved. For instance,
monitoring of the following resources and processes in the actual backup system need to
be implemented:

• Backup file monitoring with Prometheus is not yet implemented. This should moni-
tor that backup file has been created on backup servers within a certain time frame.
For critical files, backups are created daily. The backup files are available for seven
days on the backup server;

• Data centers uptime monitoring is not implemented with Prometheus and neither
with Zabbix. Since there is no access to individual environments from the public
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Internet, it was suggested inside the Finnish software company that Uptrends could
be used to check that the data centers are accessible. Although Uptrends was already
used in the Finnish software company, data centers uptime is not monitored by
Uptrends;

• Network metric measurement is not implemented in the actual system.

Monitoring and management techniques should be done by using the method of service
decomposition into subsystems for availability metric.
To implement the proposed solution based on service decomposition into subsystems for
availability metric, the following methods or tools could be used:

• Creating a real-time semantic web applications for network monitoring and trou-
bleshooting. This will measure the network availability, but discussing details is out
of scope of this thesis.

• Monitoring network and service availability with monitoring software. Implementa-
tion of a monitoring system using an open-source software package will improve the
availability of services and reduce the response time when troubles occur.



8 Solution design for the case study

A comprehensive look at best practices in managing systems and networks is presented in
[47]. This book provides a shortlist of first steps toward improving IT services, one of which
is the implementation of some form of monitoring. Without monitoring, systems can be
down for extended periods before administrators notice or users report the problem. There
are two primary types of monitoring: real-time monitoring that provides information on
the current state of services, and historical monitoring that provides long-term data on
uptime, usage and performance.

8.1 Open Source Software

In this section, the implementation of a monitoring system will be described. An open
source software package is used to improve the availability of services by reducing the
response time when problems occur. An open source software is defined through the notion
of “free” software. According to [49], “free” has the following defining characteristics:

• “The freedom to run the program, for any purpose”;

• “Freedom to study how the program works, and adapt it to your needs”;

• “Freedom to redistribute copies so you can help your neighbor”;

• “Freedom to improve the program, and release your improvements to the public, so
that the whole community benefits”.

Next, we provide a brief overview of the literature available on monitoring IT systems.
We also describe the implementation of Nagios [34], an open-source network monitoring
system, to monitor the backup system. While Nagios provides both types of monitoring,
the focus in this thesis will be on real-time monitoring and the value of rapid problem
identification and notification. Service monitoring can consist of a variety of tests. For in-
stance, a ping test will verify that a host (server) is powered on and successfully connected
to the network.
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A large number of monitoring tools exist, both commercial and open-source. The selection
of a specific software package should depend on the services being monitored and the goals
for the monitoring. Nagios is a monitoring system that is created for the purpose to allow
organizations to determine and solve IT infrastructure issues. Nagios also prevents IT
infrastructure issues to affect business processes [35].

• Network monitoring
Nagios monitors the network for problems caused by overloaded data links or network
connections. Nagios also monitors functioning of routers and switches. It monitors
availability, uptime and response time of every node on the network. Nagios can
present the results in a variety of visual representations and reports;

• Server monitoring
Nagios has more than five thousand different add-ons available to monitor servers.
It provides the flexibility to monitor servers with both agent-based and agentless
monitoring [60];

• Application monitoring
Nagios allows to quickly detect application, service, or process problems, and take
action to eliminate downtime for end users.

According to information provided by the Nagios project [34], Nagios is stable, reliable
and respected open source software. Nagios is considered as one of the best monitoring
software on the market and it has been actively developed for several years already [34].
Nagios scales to monitor thousands of nodes. Its failover capabilities ensure non-stop
monitoring of critical IT infrastructure components.

Detailed installation instructions are available on the Nagios website [34]. The objects
and use of plugins in Nagios allow system administrators to monitor any aspect of IT
infrastructure. Objects are elements that are involved in the monitoring and notification
logic. Types of objects include:

• Hosts
Hosts are among central objects in the monitoring logic. Hosts have the following
attributes: an identification address (IP or MAC address), one or more services
associated with them, parent/child relationships with other hosts;
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• Host groups
A host group contains one or more hosts. Host groups can help to view the status
of related hosts in the Nagios web interface;

• Services
Services are among central objects in the monitoring logic. They are associated with
hosts and may be monitored using the host’s attributes (load averages, processes,
disk space usage, etc.) or host’s services (HTTP, SNMP, ICMP, SSH, etc.);

• Service groups
Service groups, like host groups, combine several services into a group, so that they
can be represented together in Nagios Web front end;

• Contacts
Contacts are people involved in the notification process. Contacts can have one or
more notification methods such as cellphone, pager, email, instant messaging;

• Contact groups
A contact group contains one or more contacts. Contact groups help to define all
the people who get notified when certain host or service problems occur;

• Time periods
Time periods are used to control when hosts and services can be monitored and
when contacts can receive notifications;

• Commands
Specific commands are used to check what programs or scripts should be executed
to perform host check, service check, notifications, and event handlers.
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Figure 8.1: Nagios services and contacts, adapted from [29]

In the Fig. 8.1, SSH, FTP and HTTP are services provided by the host. The attributes of
the services associated to the host are disk performance, uptime and memory usage. The
contact has a cell phone and email as notification methods.

Plugins are command line tools that provides a specific type of check. Typically, Nagios
relies on plugins to monitor the status of a host or service [30]. When a plugin is required
to check the status of a service or host, Nagios Core will run it. The plugin’s results will be
processed by Nagios Core, which will then take any necessary measures such as launching
event handlers or sending out notifications. Plugins are not distributed with Nagios Core,
but they are available for download through the official Nagios plugins websites [30].
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Figure 8.2: Plugin architecture, adapted from [29]

Plugins act as an abstraction layer between the monitoring logic present in the Nagios
Core and the services and hosts that are being monitored. Several plugins have already
been created to monitor basic resources such as processor load, disk usage, ping rates and
memory usage.
The disadvantage of plugin architecture is that Nagios Core is unaware of the character-
istics of the services and hosts being monitored. Nagios Core just monitor the status of
those resources. Only the plugins are aware of what they are monitoring and how the
actual checks are carried out.

There are several configuration files in Nagios:

• Main Configuration File
The main configuration file contains a number of directives that affect how the Nagios
Core daemon operates;

• Resource Files
Resource files are used to store sensitive configuration information such as user-
name and passwords, without making them available to Common Gateway Interfaces
(CGIs);
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• Object Definition Files
Object definition files are used to define hosts, services, hostgroups, contacts, con-
tactgroups, commands, etc.;

• CGI configuration file
CGI configuration file contains a number of directives that affect the operation of
the CGIs. It also contains a reference to the main configuration file, so the CGIs
know how Nagios is configured and where object definitions are stored.

Figure 8.3: Nagios core configuration overview, adapted from [28].
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8.2 Proposed methods

As stated in Section 6.2, the principle of service delivery decomposition into component
services can be applied to most applications, regardless of whether they are Internet-
enabled. For the purpose of measuring the service delivery in the backup system, the
system can be decomposed into smaller parts to create a set of measurement points for
service level indicators.
The context of containers and Docker orchestration are described in Chapter 5 and Section
5.2. Backup file duplication and monitoring can be easier when using tools developed for
Docker orchestration to improve high availability of the Finnish software company backup
system. However, details of how containers and Docker orchestration could be used in the
Finnish software company are left out of scope of this thesis.
Application Availability Measurement (AAMe) method [24] will be used to identify mean-
ingful indicators for the availability of the backup system. AAMe measurement approach
is architecture-independent. The following approach will be used:

• Overview of the model for backup system availability
The model for backup system availability shows the possibilities for applying the
principle of service decomposition to create service-level availability targets within
the backup system.

• Approach for choosing what to measure
Backup system decomposition into service-level availability targets provides the
availability metric of different parts of the backup system. It is then easier to ex-
tract information about the service levels and report this information as part of the
availability measurement metric.

• Monitoring and management techniques
Monitoring tools are used to manage the system with real-time intervention.

• Classification of the measures
The best service availability indicators track the work of the backup system compo-
nents as closely as possible. Later in this section, a hierarchy for levels of backup
system components availability metrics is formulated.
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Monitoring, management techniques and classification of the measures have already been
explained in Section 7. We discuss the other aspects in more detail in the rest of this
section.

Overview of the model for backup system availability

The approach of service decomposition will allow to measure the availability of different
components of the backup system. Figure 8.4 illustrates the service delivery decomposition
into a set of measurement points for measuring service-level indicators. Any backup pro-
cess depends on all the layers shown in Figure 8.4. The customer server makes a backup
to the backup server, which is located in the same data center as the customer server,
through an internal network connection. The data are then replicated to a backup server
located in another data center through an external network connection.
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Figure 8.4: Service decomposition

Approach for specifying what to measure

With correct design allocating sufficient independence between layers, it is possible to
measure the availability of the following components:

• Customer server;

• Customer server local components: CPU, memory, disk space, open files;

• Network characteristics: speed, bandwidth;

• Backup server;
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• Backup server local components: CPU, memory, disk space.

The numbers below refer to Figure 8.4 which is a hierarchical representation for levels of
backup system components availability.

1, 4, 7 : Customer and backup servers can have local process(es).
Just showing that customer and backup servers are up is not enough to measure the
availability. In levels 1, 4, 7, the availability metric will show customer or backup
server availability.

2, 5, 8 : Customer or backup server local state availability
Local process(es) can handle inputs locally and produce correct output. The avail-
ability of the components hosted by the customer and the backup server is measured
separately. At level 2, 5 or 8, the availability metric is local. At each of these
levels, it is possible to derive from the individual measurements, the availability
of the whole customer server or backup server. To determine the failure of each
component, such as disk space, memory usage within a customer or backup server,
SLO or SLI of service-level availability targets for each of the layers 1, 4 and 7 (or
alternatively 2, 5 and 8) may be adequate. Failures at the different service-level
availability targets should be sufficiently well-defined to trigger an alert. In other
words, measurement at the service-level availability targets ([1, 4, 7] and [2, 5, 8])
corresponds to interventions that are feasible at the local host level.

3, 6 : Connection session through network
Customer or backup server establishes access over a network. The notion of network
measurement is introduced at levels 3 and 6. For instance, a backup process that
fails due to a network connectivity issue can show its unavailability.

Disadvantages of the methods

The disadvantage of the system decomposition into subsystems is that availability metrics
are inherently non-comparable across levels. For instance, the 98% of SLO or SLI for
availability at customer server cannot be directly and numerically compared with 99.2%
availability at the backup server. Moreover, the availability index at one level may not
be applicable at the higher level. For instance, the SLI at the customer server cannot be
used at the backup server since there are different service-level availability targets in the
backup system.



9 Summary

The goal of this thesis is to show how to measure the availability of backup systems. A
case study is carried out for a Finnish software company. We show how to define the SLO
(Service Level Objective), and SLI (Service Level Indicator) of different components in
the backup system as well as methods for measurements.
In the theoretical part of the thesis, some important concepts from the point of view
of availability were explained. Redundancy models, clusters and containers were investi-
gated. Data redundancy models were explained. In data redundancy model, replication
of database fragments is used to achieve high availability of the data. Planning and un-
planned system outage in HA clusters were described. Implementing high availability with
containers using Docker orchestration was presented. An approach was proposed based on
the classification of how to measure the availability and service level metrics. Finally in the
case study, An overview of the methods and tools used by the Finnish software company
was provided. Availability issues related to those methods and tools were addressed.
In the practical part of the thesis, a solution design was provided as a plan for the Finnish
software company. In the solution design, the monitoring and management techniques
used by the Finnish software company were first described. An overview of the model
for backup system availability and open source software monitoring tool were described.
An open source monitoring tool Nagios was proposed for monitoring and managing the
backup system solution that was described in the solution design.
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