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This thesis is aimed to explore the topic of surface diffusion on copper and iron surfaces, using an
accelerated molecular dynamics (MD) method known as collective variable-driven hyperdynamics
(CVHD). The thesis is divided into six main sections: Introduction, Theory, Methods, Simulations,
Results and Conclusion. The introduction briefly explains the main interest behind the topic and
why diffusion is a difficult subject for classical MD simulations. In the theory section, the physical
description of diffusion in metals is explained, as well as the important quantities that can be
determined from these types of simulations. The following section dives into the basics concerning
the molecular dynamics simulations method. It also gives a description of the theoretical basis of
collective variable-driven hyperdynamics and how it is implemented alongside molecular dynamics.
The simulations section more technically explains the system building methodology, discusses key
parameters and gives reasoning for the chosen values of these parameters. Since, both copper and
iron systems have been simulated, both sets of systems are explained independently. The results
section displays the results for the copper and iron systems separately. In both sets of systems, the
obtained activation energy of the dominant diffusion mechanisms remain the main point of focus.
Lastly, the results are dissected and summarized.
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Målet med denna avhandling är att utforska diffusion utanpå järn- och kopparytor, med hjälp av en
försnabbad molekyldynamiks-metod vid namnet collective variable-driven hyperdynamics (CVHD).
Avhandlingen är indelad i 6 huvudsakliga delar: Introduktion, Teori, Metoder, Simuleringar, Re-
sultat och Slutsats. Introduktionen förklarar kortfattat intresset bakom själva ämnet och varför
diffusion är ett aningen svårbehandlat fenomen inom molekyldynamiska simuleringar. Teoridelen
behandlar diffusion som en fysikalisk mekanism och tar upp viktiga kvantiter som kan bestämmas
medhjälp av simuleringar. Följande del förklarar de fysikaliska rötterna i molekyldynamiken samt
beskriver uppbyggnaden av dess allmänna algoritm eller struktur. Uppsättningen och idén bakom
collective variable-driven hyperdynamics förklaras också. Simuleringsdelen går mera in i detalj på
hur de simulerade systemen har byggts upp, samt förklarar viktiga parametrar och resonemanget
bakom deras värden. Eftersom både koppar och järn har simulerats, förklaras båda metodologierna
skildt. Resultat-delen presenterar resultaten för samtliga simuleringar ur vilka den erhållna aktiver-
ingsenergin för den dominanta diffusionsmekanismen är av största intresse. Slutligen, diskuteras
och sammanfattas resultaten.
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1. Introduction

Diffusion is the main mechanism of mass transport in solids, therefore understanding the
different mechanisms behind it can give great insight in the properties and capabilities
of materials. This is by no way a new insight and diffusion has been studied both ex-
perimentally and by computational tools for many years. An extremely well proven and
tested computational method is Molecular Dynamics (MD) simulations, which has be-
come increasingly more important as the performance of computer chips has improved.
A major problem still plagues the MD simulations methods, namely the short time scale
reached within the simulations. Generally, only time scales of pico/nano-seconds can be
achieved. This is for certain scenarios plenty, but becomes problematic for infrequent
events that occur outside this time scale. Diffusion is typically one of these infrequent
events and is therefore difficult to study using MD, especially at lower temperatures.
Methods for speeding up these simulations have became increasingly prevalent and one
of these speed-up methods is the CVHD method. CVHD stand for collective variable-
driven hyperdynamics and combines elements of hyperdynamics and metadynamics to
create an accelerated MD method that is able to increase the simulated time by orders
of magnitude, while conserving the proper physical dynamics of the system. CVHD does
this by giving the system an appropriate amount of additional energy that then corre-
lates with longer simulated time. In this thesis the method will be used for extracting
relevant diffusive properties by studying surface diffusion on copper and iron systems.
The following sections will describe the setup of these simulations as well as appropriate
information regarding both diffusion as a physical phenomenon and the workings of the
various computational tools.
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2. Theory

2.1 Diffusion in metals

Atomic diffusion is the net flux of material due to thermally induced motion at an atomic
level. A perfect practical example involving diffusion is encountered in high temperature
steel hardening. Increasing the temperature of the steel allows the diffusion of carbon
atoms from the surrounding air, into the surface of the object. This then increases the
density of carbon in the steel surface and hardens it. Techniques like these are widely used
for various types of hardening procedures and at their core require knowledge of diffusive
properties and mechanisms. In metals diffusion is usually atoms moving from one lattice
site to another in a seemingly random manner. There are two main criteria that have to
be met for a diffusive transition to take place. Firstly, there needs to exist some kind of
free or empty lattice site, to which the diffusive atom can move to. Secondly, the atom
needs to gain enough kinetic energy to escape its current potential well and travel to the
empty lattice site. This occurs randomly through time since the atoms are not still, rather
they are moving rapidly around their lattice site due to thermal vibrations. The rate of
these occurrences aren’t random at all, rather they depend strongly on the temperature.
As the temperature increases, then so does the rate of diffusive transitions. Diffusion is
therefore both time and temperature-dependent.

Diffusion can in its simplest form be mathematically described by Fick’s first law:

J = −DdC
dx

(2.1)

where J is now the diffusive flux, D is the diffusion constant and C is the concentration.
Fick’s law therefore postulates the diffusion flux to be negatively proportional to the
concentration gradient. This is applicable only in steady-state diffusion, implying that
the concentration is time-independent. The units for J are generally kg/m2s or atoms/m2s
and D is expressed in square meters per second. Most cases do not yield a steady-state
diffusion scenario, rather the concentration gradient at some particular point varies with
time. In this case the diffusion is of a nonsteady-state form and is more conveniently
expressed by Fick’s second law:

∂C

∂t
= D

∂2C

∂x2 (2.2)

3



4 Chapter 2. Theory

which displays how the concentration will change by time. The parameter D in both
Fick’s laws is dependent of the atoms or material in question. By considering a transition
state theory approach to diffusion, one can obtain a temperature dependent expression
for the diffusion constant D.

Transition state theory (TST) [1] mainly explains the reaction rates of various infre-
quent chemical reactions, but also lays the theoretical foundation for describing diffusive
reaction rates. Let’s for simplicity’s sake consider a system with a lattice structure, some
metal for example. Any atom located in this metal can be considered to be in three-
dimensional potential well, due to the surrounding atoms in the lattice. To move to
another lattice site it needs to escape this potential well and essentially fall into another.
Between these states there is a saddle point on the potential energy surface, the mini-
mum energy path the atom can take. The minimum energy for this transition to take
place is the difference between the initial potential energy and the potential energy at
the saddle point. This is known as the activation energy and is easier illustrated with a
one-dimensional potential energy as in the figure below.

Figure 2.1: A generalized (one-dimensional) illustration of the potential landscape of an atom involved
in a diffusive transition

The energy barrier is unique for each and every different diffusion mechanism but as long
as the transitions are infrequent enough so that equilibrium is reached between every
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event, the temperature dependence of the diffusion constant D is the following:

D = D0e
−EA
kBT (2.3)

This is known as the Arrhenius equation, since it was empirically discover by physical
chemist Svante Arrhenius before the formulation of TST. In Equation 2.3, D0 and EA

are called the pre-exponential factor and the activation energy, respectively. Both of
these are actual constants that depend completely on the diffusion mechanism and the
atomic structure of the material. The activation energy can be understood as the energy
barrier for these mechanisms and is usually of eV magnitude. Since D can be obtained
experimentally or in Molecular Dynamics simulations by Einstein’s relation between D

and the mean squared displacement distance, D0 and EA can be solved by re-writing the
equation:

ln(D) = ln
(
D0e

−EA
kBT

)
(2.4)

ln(D) = lnD0 + −EA

kBT
(2.5)

Equation 2.5 now resembles the equation of a straight line (y = a+xb), which means that
by obtaining D as function of temperature one can obtain D0 and EA by plotting ln(D).
An example of this is demonstrated in the Arrhenius plot from [2] in Figure 2.2.

Figure 2.2: Arrhenius plot of nitrogen diffusion in iron from [2]
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By fitting the data points with a straight line that has a slope "b" that intersect the y-axis
at "a" then:

D0 = ea (2.6)

EA = −bkB (2.7)



3. Methods

3.1 Molecular Dynamics Simulations

3.1.1 Basic principle

Molecular Dynamics Simulations, often shortened to MD, were originally developed by
Alder and Wainwright in 1957 [3]. MD was initially used within the field of theoretical
physics, but quickly became adopted by fields as materials science, biochemistry and
biophysics. At its core molecular dynamics is a computer simulation, numerically solving
Newton’s equations of motion for anN -body system of interacting particles. At its essence
it is therefore solving the following equations repeatedly:

mi ~̈ri = ~fi (3.1)
~fi = −∇iV (~ri) (3.2)

Here we have the Newtonian equation of motion for a particle i as a result of a force ~f ,
which in turn is dependent on a potential V (~r). ~r corresponds to the Cartesian vector
for all N particles of the system. The vector ~r then consists of 3N components. These
equations are then solved for every particle at a rate of discrete time steps, always up-
dating the trajectory and location of every particle. The time step used must be well
below characteristic timescale of the kinetic processes of the system. When a simulation
consist of atoms and smaller molecules the time step chosen is usually of the magnitude
femtoseconds (10−15 s), although certain configurations can warrant the choice of longer
time steps [4]. When simulating larger structures like for example the folding of some pro-
teins, the time step can likely be set larger as well. The particles that can be used in MD
simulations differ between fields of study but generally range from atoms and molecules
up to larger and more complex structures as proteins or cell membranes. In principle,
MD can be applied as long as the Newtonian equations of motion still apply. This sets a
quite broad interval but at the lower scale the quantum mechanical effects require a more
complex theoretical basis than simple Newtonian mechanics. Methods based on Density
Functional Theory or DFT [5] are often used to yield correct dynamics in these types of
situations. The main drawback of DFT simulations are that they are computationally

7



8 Chapter 3. Methods

far more taxing and do not scale as well with system size as MD. At the opposite scale,
one can also use MD simulations on objects as large as planets, solar systems and even
galaxies. Although MD can be used in an extremely wide array of scenarios, this thesis is
not aimed to describe all of these approaches, rather focus on MD as a tool for studying
properties of materials, within the field of materials science. More precisely, it will be
used to study surface diffusion on metals and MD will henceforth be discussed in this
context.

3.1.2 Building blocks of the MD algorithm

Since computing power and performance is not limitless, an as effective as possible algo-
rithm is desirable. The are plenty of different MD simulation programs but at their core,
all have the same basic building blocks and follow the same general algorithm. Starting
off, in order to generate the trajectories of the atoms, all forces acting on every atom needs
to be established. These force evaluations are performed at every time step. For a system
consisting of N atoms this would lead to O(N2) force evaluations, using a pair-potential.
Needless to say, this is extremely poor scaling for any algorithm and since simulations
can include up to millions of atoms, the amount of force evaluation becomes costly. For-
tunately, this can be mitigated by designating a cut-off distance for the force evaluations.
Particles that are located within this distance are set up for a force evaluation, while
particles outside the cut-off are disregarded. This cut-off distance is dependent on the
interatomic potential used and is therefore chosen on system by system basis.

While the amount of force evaluations can be reduced by introducing a cut-off,
there is enormous amounts of resources wasted on establishing distances between atoms.
These calculations are also performed at O(N2). A clever way of cutting down on these
calculations is for example creating neighbour lists for each atom. These list are also
based on a cut-off distance and regenerated in some step interval. The cut-off and the
regeneration interval needs to be set according to the system. This method reduces the
force evaluation to O(N), while updating the neighbour lists stills scales as O(N2). This
is far better as long as the neighbour lists updating frequency isn’t too high. For really
large systems the updating of the neighbour lists become really taxing and method called
cell indexing can be deployed. It involves dividing the system into smaller cells that are
larger than the force cut-off distance, and then searching for neighbours from nearby cells
only. This way the MD algorithm can be made to scale as O(N).

Even though optimization can provide a vast speed up of the algorithm and therefore
the simulation, there is an inevitable problem regarding the system size. Wanting to gain
accurate macroscopic properties from a simulated system generally requires simulating a
lot of atoms. For example a cubic centimeter of iron weighs about 7.8 grams, the atomic
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weight of iron is 9.3 · 10−26 kg. This leads to one cubic centimeter of pure iron containing
∼ 1022 atoms, which is with current computer chips completely out of reach to simulate.
Sure, one cubic centimeter of iron is probably an exaggerated amount but the problem
remains. One way this is almost always tacked is using periodic boundary conditions,
often referred as PBCs. This means that atoms close to the system borders do not face
some imaginary wall, rather actually see a copy of the system itself (Figure 3.1). If we
consider periodic boundaries in the x-direction, a particle exiting in the +x side of the
system will re-emerge in the −x side of the system with otherwise identical properties.
This technique is extremely useful and does allow the simulation to more accurately depict
a larger system than it actually is.

Figure 3.1: Schematic of periodic boundary conditions, in which the center cube is
the real system surrounded by virtual copies of itself https://lammpstube.com/2019/10/30/
periodic-boundary-conditions/

Usually, if bulk properties are desired, periodic boundaries are deployed in all directions.
If a surface is desired, the axes along the surface are set to periodic boundaries and the
dimension perpendicular to it is stretched and set to a fixed boundary so that the top
doesn’t affect the bottom and vice versa. The previously mentioned force cut-off distances
must be regulated according to PBCs and should always be shorter than half the length of
the simulation cell to ensure that an atom does not interact with itself through the PBCs.
The same can be said in studies of large defects. If the defects are large enough compared
to the cell and PBCs are used, the defect can wrap around and affect itself. This may
not be desirable and needs to be considered before deploying the periodic boundaries.

As mentioned, MD at its most basic level solves the Newtonian equations of motion
for an N -body system. This requires solving the equations 3.1, 3.2 to obtain and repeat-
edly update the trajectories of the molecules or atoms. To do this a numerical approach
is used, known as a finite difference method (FDM). FDMs are used to solve differential

https://lammpstube.com/2019/10/30/periodic-boundary-conditions/
https://lammpstube.com/2019/10/30/periodic-boundary-conditions/
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equations by adding small increments to initial values. The force is separately evaluated
at every time step and the acceleration can therefore also be solved using equation 3.1,
the FDM is needed solely to update the position and the velocity for each atom. Var-
ious different algorithms can be used for this. It is desirable to have a fast algorithm,
simple to implement and accurate. A candidate that fulfills these criteria is the Velocity
Verlet algorithm [6]. The following equations are solved to update both the position and
velocity:

~r(t+ ∆t) = ~r(t) + ∆t~v(t) + 1
2∆t2~a(t) (3.3)

~v(t+ ∆t) = ~v(t) + 1
2∆t

[
~a(t) + ~a(t+ ∆t)

]
(3.4)

This can be done by first and foremost storing ~r(t), ~v(t), ~a(t) and then just obtaining the
updated position (~r(t+ ∆t)) from equation 3.3. Then calculating:

~v(t+ 1
2∆t) = ~v(t) + 1

2∆t~a(t) (3.5)

Because the updated position have been calculated, then so can the updated acceleration
(~a(t + ∆t)) and all the ingredients can be added to equation 3.4 to solve ~v(t + ∆t). The
position and velocity integration errors are O(∆t4) and O(∆t2) respectively. Due to this
good accuracy and the simplicity of the algorithm, the Velocity Verlet is often used in
MD programs.

The simplest form of conditions MD can be performed in is known as an microcanon-
ical ensemble, often called an NVE ensemble. This is a term from statistical mechanics
implying the system is isolated from the rest of its environment. The N in NVE means
atom or molecule amount, V is volume and E is energy. All these macroscopic quantities
remain constant in an NVE ensemble, meaning there is no net flux of energy nor parti-
cles in the system. Energy is transformed between kinetic and potential energy but as a
whole none is gained. This aligns perfectly with the MD model that has been described
so far, atoms interacting with each other due to a defined force field or potential and the
trajectory is calculated only by these interactions. The kinetic energy is gained or lost
based solely on the potential and the total energy is fixed. There are certainly scenarios
where this applies but usually in nature, systems are not completely isolated. Exchange
of energy occur due to thermal vibrations, or the system can increase in volume or pres-
sure. Two of the other most common ensembles used are the NVT and NPT ensembles.
The NVT ensemble also known as a canonical ensemble, has a constant particle amount
and volume, but the energy of the system is not required to be constant, rather the tem-
perature is. The system is therefore in a sort of heat bath from which energy can be
transferred. The NPT ensemble or the isothermal-isobaric ensemble is also connected to
a heat bath, but the pressure remains fixed instead of the volume as in both the NVE
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and NVT ensembles. This can be thought as a closed system with a piston like wall that
enables the the volume to fluctuate as the pressure remains constant. A great simplified
illustration of these ensembles are displayed in Figure 3.2.

Figure 3.2: Schematic representation of most common statistical ensembles https://commons.
wikimedia.org/wiki/File:Statistical_Ensembles.png

If an NVT ensemble is required, the temperature of the system must somehow be manip-
ulated to match the desired temperature. This can be done several different ways but let’s
look at two examples. First and foremost, the temperature of an unconstrained system is
related to the kinetic energy followingly:

〈K〉NV T = 3
2kBT (3.6)

The first example is known as Berendsen weak coupling or Berendsen thermostat [7],
which results in an exponentially damped temperature:

dT (t)
dt

= 1
τT

(T − T (t)) (3.7)

where T is the desired temperature, T (t) is the actual temperature and τT is a relaxation
parameter. The Berendsen thermostat does not yield a proper canonical ensemble, rather
scales the temperature accordingly. This thermostat can be useful for getting a system
close to the actual temperature but should seldom be used as a main thermostat. One
problem that may arise in multi component systems is one component getting much colder
than other ones, while the temperature of the system evens out to a correct value. This
is obviously un-physical and undesired. In some cases the Berendsen thermostat can be
deployed separately to the different components. The other example does yield proper
sampling of the NVT ensemble and is known as the Nose-Hoover thermostat [8]. The
Nose-Hoover thermostat belongs to the so-called extended system methods, implying that
there is an imaginary heat reservoir coupled with the original system and the dynamics

https://commons.wikimedia.org/wiki/File:Statistical_Ensembles.png
https://commons.wikimedia.org/wiki/File:Statistical_Ensembles.png
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of both are kept track of. The imaginary heat reservoir is an NVE ensemble, while the
studied system is NVT as desired. The original thermostat of this extended system type is
the Nose thermostat [9], while the Nose-Hoover thermostat is Hoover’s modified version.
This thermostat is one of the most prevalent ones used in MD and sometimes deployed as
the default option for NVT simulations. Compared to the Berendsen thermostat it drives
the system more gently and needs therefore be used very close to equilibrium. A solution
can also be to first use the Berendsen thermostat and follow up with the Nose-Hoover for
the actual result gathering simulation.

3.1.3 Interatomic potentials

Interatomic potentials are an extremely integral part of MD simulations. They are essen-
tially the rules for the simulation, that the atoms or molecules play by. One of the first
ever potential to be used in MD simulations was the hard sphere (HS) potential, used by
Alder and Wainwright back in 1957 [3]. It was essentially a three-dimensional billiards
computer simulation. Although not a valid model for simulating and obtaining vast prop-
erties of materials, it does work for various packing problems. To actually be able to
simulate real materials one needs more complicated potentials which are fitted by exper-
imental data or by data from more advanced simulations involving quantum mechanical
properties. There are many types of interatomic potentials but the simplest type is known
as a pair potential. Pair potentials are one variable functions, with that variable being
the distance between interacting atoms. Pair potentials also contain various amounts of
fitted parameters that can be obtained as previously mentioned. One of the simplest and
perhaps most famous pair potential is the Lennard-Jones potential, proposed by Lennard-
Jones back in 1925 [10]. The Lennard-Jones potential (LJ potential) simulates repulsive
and attractive interactions and can therefore be used for neutral atoms or molecules. It is
particularly useful for simulating liquid noble gases but a poor choice for example metals.
The LJ potential commonly expressed is the LJ 12-6 potential refined by Lennard-Jones
in 1932 [11]:

VLJ(r) = 4ε
(σ

r

)12
−
(
σ

r

)6
 (3.8)

where r is the distance between two interacting atoms and ε, σ are fitted parameters. The
parametrization can be understood as follows: ε is the minimum potential energy and
therefore the depth of the potential well, σ is a collision parameter of sort, that defines at
which distances the atoms or molecules repel each other. σ is therefore effectively defined
by the size of the atomic cores. Plotting the LJ potential as a function of distance clearly
shows the attractive and repulsive behaviour (Figure 3.3).
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Figure 3.3: Plot of the Lennard-Jones 12-6 potential as a function of the atomic distance

At close range the potential becomes positive and the atoms repel each other, while at
a moderate range there is a potential minimum which enables the attractive behaviour.
Physically the repulsive behaviour can be understood as the excitation of electron energies
to ensure that the overlapping electron clouds do not occupy the same quantum states.
This follows from the Pauli exclusion principle. The attraction part comes from fluctuating
partial charges from the atoms or the molecules. The LJ potential clearly has a pole at
r = 0 and approaches zero as r →∞. The LJ potential works quite well for noble gases
close to equilibrium but fails badly at close interatomic distances. The main perk with the
LJ potential is its simplicity and that some systems actually can be accurately depicted
using it.

As mentioned above, when studying metals or alloys, the simple approach of the
LJ potential just does not yield great results. A family of EAM potentials is a far better
choice. EAM stands for embedded-atom method and widely used in MD simulations,
particularly for metals. EAM was introduced to the world of computational materials
sciences in 1983 by Daw and Baskes [12]. The EAM has some roots in DFT and considers
the energy of atoms to be dependent on the energy required to embed an atom in a local
electron density that is created by surrounding atoms. The method is also supplemented
with repulsive core-core interactions. According to EAM, the energy of any atom (i) can
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be obtained by:

Ei = Fα

∑
i 6=j

ρβ(rij)
+ 1

2
∑
i 6=j

φαβ(rij) (3.9)

where F is the energy based on the described embedding due to the atomic electron
density (ρ). φ is pair potential interactions and α, β are the elements of atoms i and j.
Values of the functional F , ρ, φ and the cut-off distance are tabulated in a potential file
for the sake of efficiency. These files are not unique to EAM potentials, but they follow
a certain structure so that the MD-program is able to extract the required values during
force-evaluations, without having to repeat the calculation every time.
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3.2 Collective Variable-driven HyperDynamics

Collective variable-driven hyperdynamics (CVHD) is an accelerated MD method, created
by Kristof Bal and Erik Neyts [13]. CVHD is a merging of metadynamics and hyper-
dynamics. Metadynamics was originally created to establish free-energy landscapes and
reaction pathways. The method uses a history-dependent bias potential that is applied
to the system. The bias potential is constructed based on so-called collective variables or
CVs, that gives some state of the system a collective value. If the reactions of a system
can be described by some collective variables then metadynamics can be applied. An
important note is that metadynamics does not ensure the correct dynamics of a system
is conserved, since the aim is only to explore reaction pathways and free-energy surfaces.
Hyperdynamics is a method that does ensure that the correct dynamics is conserved and
also deploys a bias potential to the system. The key difference is that at a transition
event the bias potential is set to zero to ensure the integrity of the dynamics. CVHD
borrows the element of collective variables from metadynamics and applies it to the hy-
perdynamics methodology. This creates an accelerated or boosted MD method that can
extend simulated time by many orders of magnitude, while ensuring the dynamics of the
system remains physically accurate.

In their original article [13] Bal and Neyts demonstrated the versatility of the CVHD
method by testing three very different systems with largely varying dynamics. The first
scenario envolved studying diffusion on a Cu (100) surface. Let’s further inspect how the
CVHD method tackles this scenario. First and foremost the main principle is to add a
bias potential to the already existing true potential energy surface:

V ∗(R) = V (R) + ∆V (R) (3.10)

where R is the position vector (consisting of 3N components), V ∗(R) is the new modified
potential, V (R) is the true potential and the added bias potential is ∆V (R). A defining
characteristic of the CVHD method is that the bias potential is simplified to a one variable
function, that is based solely on the CV. The modified potential can then be written as
the true potential plus the single variable bias potential:

V ∗(R) = V (R) + ∆V (η) (3.11)

where η is the collective variable. The type of CV used is inspired by a hyperdynamics
method called the bond-boost method [14]. The CV is gathered by firstly defining some
local set of system properties or degrees of freedom (s1, .., sN). For every local property
a local distortion (χi) can be defined so that it takes a value between 0 and 1. At a
distortion indicating a transition-state condition the local distortion χi must take the



16 Chapter 3. Methods

value 1. These local distortions are then gathered to a global distortion parameter (χt)
followingly:

χt =
 N∑
i=1

χpi

 1
p

(3.12)

where p > 0. A larger exponent p makes larger local distortions contribute more to the
global distortion. It also results in that most of the bias energy is added in properties that
are likely to result in a transition. A criterion from the hyperdynamics implementation
also requires the CV to be continuous and its derivatives to vanish at 0, 1. The global
distortion is transformed followingly to create the actual CV (η):

η =


1
2

(
1− cos(πχ2

t )
)
, if χt ≤ 1

1, if χt > 1
(3.13)

Figure 3.4: CV as a function of the global distortion. Note that it is continuous and its derivatives
vanish at 0, 1

The choice of CV is completely dependent on the system one desires to study. For
the example of diffusion on top of a Cu (100) surface, a CV based on the distance between
atom pairs is suitable. When a diffusive transition is about to take place, the distances
between atomic neighbours increase. This therefore becomes a good indicator when a
transition is about to take place. In this case a bondbreak CV can be used. The bonds
or the distance between atomic neighbours are used as the previously mentioned local
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distortions. Every local distortion can therefore be calculated based on pre-chosen rmin

and rmax parameters:

χt =



0, if ri < rmin
i

ri − rmin
i

rmax
i − rmin

i

, if rmin
i < ri < rmax

i

1, if ri > rmax
i

(3.14)

A cut off parameter (rcut) is also chosen so that only bonds that are shorter than the
cut-off contribute to the local distortions and therefore the CV.

In metadynamics the bias potential is calculated based on the CV (η) and is grown
using Gaussian functions with specific width and height:

∆V (η) =
∑
k<nG

wkexp
− (η − η(kτG)2)

2δ2

 (3.15)

where τG is the interval, δ is the width and w is the height. This then becomes a history-
dependent potential, since the Gaussian functions are dependent on the value of the CV
at the moment they are deposited. A crucial difference in the CVHD approach compared
to metadynamics procedures, is that after a transition has taken place, the bias potential
is reset. The bias potential is therefore only history dependent between transitions.

Figure 3.5: Illustration of the added bias potential, as Gaussian functions. Created by Kristof Bal,
from: https://www.uantwerpen.be/en/staff/kristof-bal/my-website/

By calculating the bias potential on-the-fly, less previous knowledge of the system energy
barriers is required and the method is better for exploration. In Bal’s and Neyts’ original
article, they have chosen to call this dynamically biased CVHD (dCVHD). There is also
static version of CVHD (sCVHD) where the bias potential is not created on-the-fly, rather
a maximum potential is chosen beforehand and the bias potential is just a linear function
of the CV:

∆V (η) = ∆V max(1− η) (3.16)

https://www.uantwerpen.be/en/staff/kristof-bal/my-website/
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where ∆V max is this pre-chosen maximum bias potential. This requires more initial knowl-
edge of the system and is therefore less suited for exploratory endeavours. In this thesis
only the dynamically biased version of CVHD will be used and referred to as the CVHD
method, even though there actually exist two different versions.

The main reason to use boosted MD methods is to combat the poor time scaling of
normal MD. The processes how CVHD provides additional energy to systems have now
been briefly explained, but how exactly does this help the initial problem that we want
to solve? Well, the simulated time corresponds to the added bias potential. In normal
MD simulation time simply equates to the amount of iterations the equations of motions
have been solves times the chosen timestep. In CVHD the simulated time is referred to
as hypertime and the correlation between this hypertime and the normal MD time is a
boost factor that depends on the bias potential as well as the temperature of the system.
The boost factor is obtained by the following expression:

boost factor = 〈eβ∆V (η)〉 (3.17)

where β = 1/kBT , with kB being the Boltzmann constant and T being the system tem-
perature. The simulated hypertime is then calulated by multiplying the boost factor with
the normal MD time [15]. Acquiring an accurate hypertime requires frequent sampling of
the regions that obtain a large boost. This is generally the case in dCVHD. The relation
follows directly from TST and is a central part of hyperdynamics. The derivation for a
generalized multidimensional potential landscape is shown in [16] by A.F. Voter.



4. Simulations

4.1 Cu systems

The first simulations performed are a sort of continuation or verification of the work of
conducted by Mika Kurki, in his Master’s thesis [17]. Kurki studied surface diffusion
on top of a (100) copper surface, using the CVHD method. The CVHD method can be
integrated in a widely used MD program called LAMMPS [18]. LAMMPS (Large-scale
Atomic/Molecular Massively Parallel Simulator) is an open source, classical MD program,
with a focus on materials modelling. It can be used to simulate largely varying systems,
from simple atomic systems up to larger and more complex biomolecules or polymers.
LAMMPS is very well documented and rather easy to use, due to its many system building
functionalities and extensive documentation on its functionalities. The program consists
of many different modules that are aimed to be easily modified or extended upon. This is
exactly how the first version of CVHD was implemented, as an extension to a LAMMPS
module known as COLVARS [19]. COLVARS is an optional module that allows the
use of various collective variables. CVHD injects another CV known as the bondbreak
CV into COLVARS and also a way for calculating the modified hypertime, in the main
LAMMPS source code. This then makes the simulation build completely according to
normal LAMMPS procedure, including just two additional arguments to the main input
file. The CVHD method also needs a rather simple parameter file, but more about this
later. Since the original CVHD implementation was used back in 2015, it cannot be
compiled using newer versions of LAMMPS. This is why a large part of Kurki’s thesis
work entailed building a port of the CVHD method that would be compatible with newer
versions of LAMMPS. Additional details are given in Kurki’s Master’s thesis [17]. All the
simulations performed in this thesis also used Kurki’s CVHD port.

Kurki’s system consisted of 6 × 6 × 5 FCC units cells of copper, then adding a
single adatom on top of the surface, facing the z-direction. In x and y-directions, periodic
boundaries were applied, while in the z-direction the simulation box was elongated to
ensure the creation of an actual surface. Since the aim was to study the (100) surface,
the system could be created in LAMMPS own input file. LAMMPS allows the creation of
simple lattice structures as FCC, BCC etc. Naturally, a lattice constants for the systems
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are needed and Kurki obtained these by simulating a bulk of the same copper atoms at
various temperatures. The same lattice constants are now used in creating these initial
surface diffusion systems. The potential used is an EAM potential for Cu, developed by S.
M. Foiles, M. I. Baskes, and M. S. Daw [20]. Since CVHD requires a set temperature and
NPT ensembles do not work well with surfaces, it was sensible to use an NVT ensemble.
A Nosé-Hoover thermostat is default in LAMMPS’ NVT implementation for which a
dampening parameter of 0.2 ps was set. The timestep was kept at 1 fs and velocities were
initialized according to the desired temperature to ensure faster equilibrium. The two
arguments (or fixes as they are known in LAMMPS) required in the LAMMPS input file
by the CVHD method look the following:

fix cvfix all colvars colvar.LAMMPS output out250
fix boost all timeboost 250 cvfix

where cvfix and boost are the user-defined IDs for the argument, colvar.LAMMPS is
the COLVARS parameter file. The second line regards the hypertime converting and
requires the system temperature, which in this example case is 250 K. A resolution for
the outputted trajectories is set to 500 timesteps. This is small enough to visually observe
every transition and large enough not to drain too much storage. The total amount of
steps were set to 1 billion since diffusion events are very infrequent at low temperatures,
even with the CVHD boost. The 1 billion steps were never achieved. However, around
300-500 million was reached, depending on the quality of the cores/nodes used and some
other factor. This was plenty to achieve a reliable amount transitions, as will be presented
in the results section. The temperatures ranged from 150 to 550 K.

Now that the structure LAMMPS input file is described, let’s focus on the CVHD
parameter file. An example file looks the following:
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colvarsTrajFrequency 500 # output every 500 steps
colvarsRestartFrequency 10000

colvar {
name coord

width 0.05 # CV width,default = 1.0

bondBreak {
group1 {

atomNumbersRange 1 - 721 # Group of first bond partners
}
group2 {

atomNumbersRange 1 - 721 # Group of second bond partners
}
rmin 2.5623900262707 # rmin
rmax 3.30 # rmax
rcut 3.00 # rcut
waitTime 2500 # t_w
power 8 # p

}
}

cvhd {
name hd # Something descriptive (or not)
colvars coord # The CV (ONLY ONE ALLOWED!)
outputEnergy on # Communicate energy to calling program
dynamicBias on # Toggle dynamic/static bias
maxBias 0.3 # Maximal bias in the static case (no not active)
hillWidth 1.0 # Width of Gaussian (see metadynamics in Colvars)
hillWeight 0.005 # Height of Gaussian (see metadynamics in Colvars)
newHillFrequency 1000 # Frequency of Guassian addition
wellTempered on # Use Well-Tempered Metadynamics
biasTemperature 2000 # Well-Tempered Metadynamics bias temperature

}

Some important parameters to take note of here are width, atomNumbersRange, rmin,
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rmax, rcut, waitTime and power. width adjusts the width of the added Gaussian func-
tions and should therefore not be set too low, since it may cause integration errors. A value
of 0.05 is what Bal and Neyts used in their original CVHD article. The atomNumbersRange
should contain all the atom ids that are to be considered by the CVHD algorithm, gen-
erally and in the case of these runs, this is all the atoms. Next are all the values for
the bondbreak CV rmin, rmax and rcut, these were explained in the methods chapter.
Essentially rmin should be set to the distance between closest neighbours, which is for a
FCC lattice with a lattice constant a:

rmin = a√
2
. (4.1)

rmax should equal a bondlength that indicates a transition is about to take place. Gen-
erally this can be set to a value below the distance between second closest neighbours i.e.
the lattice constant. Since the CVHD method requires the bias potential to be set to zero
at transition state regions it is better to leave a safety buffer to ensure that transitions are
not boosted. The rcut parameter is also crucial to set right, it works as an upper limit
for the bondlengths and determines which atom pairs that are to take into consideration.
At the beginning of every simulation or after a transition the CVHD algorithm calculates
the bondlength of every possible atom pair, if their bondlength is at some point larger
than rcut, the atom pair is disregarded and their bondlength will not contribute to the
calculation of the CV and receive no boost. In the case of the copper system this isn’t very
complicated, since the distance between closest neighbours and second closest neighbour
is quite large. By setting rcut to 3.0 Å, all the pairs of second closest neighbours will be
disregarded since their relaxed bondlength is already larger than the cutoff. The closest
neighbour pairs will all be included since even with thermal vibrations their stretched
bondlength will not exceed the cutoff. By setting the parameters as described, when
the bondlength between neighbouring atoms reaches rmax the algorithm realizes that a
transition is near and stops boosting. If the bondlength continues exceeding rmax for a
waitTime amount of steps, it will be counted as a transition and new atom pairs are again
generated, as described above. The power determines the weight of local disturbances ac-
cording to Equation 3.12, in the previous chapter. Lastly in the cvhd block are some
parameters concerning the metadynamical part of the CVHD method. In this block one
can also choose whether to use the dynamic or static CVHD method. The parameters in
this block will be left unchanged for all of the simulations performed and as previously
mentioned, only the dynamically boosted CVHD method will be used.
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4.2 Fe systems

The iron systems follow a very similar setup methodology as the copper systems. Initially
a lattice parameter was obtained for temperatures ranging from 150 to 950 K, with a 50 K
interval. The potential used is again an EAM potential by M.I Mendelev [21]. To obtain
the lattice parameter the system consisted of a 10 × 10 × 10 BCC units cells of Fe with
periodic boundaries on all sides and an NPT ensemble. The lattice parameter could then
be determined by sampling the box dimensions during the runs.

Figure 4.1: Obtained lattice constant for BCC iron as function of system temperature, using an EAM
potential

Proceeding to the actual creation of the desired surfaces, an in-house awk-script was used
to obtain the various low Miller-index surfaces. Once a block containing the desired Miller
surfaces, an adatom was placed on top of the surface or vacancy was created by removing
an atom. Every system had either an adatom or a vacancy but not both. Every surface
also had both kind of versions. Again an NVT ensemble was imposed, with a Nosé-Hoover
dampening parameter of 200 timesteps. The MD integration timestep remained at 1 fs
and periodic boundaries were used along the tangent of the surface. The bottom surface
was also frozen since the system had a tendency to move otherwise, this frozen atom layer
was disregarded from the NVT ensemble.

The parameters in the colvars file were kept otherwise the same, except rmin, rmax,
cut and of course atomNumbersRange. Applying the same logic as for the Cu systems,
rmin should be the distance between closest neighbours. In this case rmin was set to −1,
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which lets the CVHD algorithm determine the shortest distance between the atom pairs.
If this feature did not exist, the shortest distance in a BCC lattice with a lattice constant
a, is:

rmin =
√

3
2 a (4.2)

which equates to about 2.48 Å in this case. rmax can not be chosen automatically by
the algorithm and needs be set to a value that indicates a transition is about to occur.
The second closest neighbour in a BCC lattice is again at the distance of the lattice
constant and if a closest neighbour is about to become a second closest neighbour, a
transition is bound to take place. In these simulations the rmax was chosen to be 2.85,
just under the lattice constant. This does not leave as much of a safety buffer as in the Cu
systems but this will be further discussed in the results section. rcut is set to be around
2.8, which should include most of the closest neighbour atom pairs. Unfortunately, as
the temperature grows, more and more desired pairs will be excluded due to thermal
vibrations. This is an unfortunate reality of the BCC structure and cannot be easily
circumvented. Another consideration one needs to keep in mind when choosing rcut is
that also frozen atom pairs will be regarded by the algorithm. This means that frozen
atoms can influence the CV. rcut should therefore always be set lower than rmax to
ensure no frozen atoms can contribute to the CV in a noticeable way. Preferably, as
few atoms as possible should be frozen, since they all influence the CV. There is no way
of turning on CVHD for a specific region or group of atoms from the LAMMPS input
file. Atoms can only be excluded via the COLVARS input file, since an atom index range
(atomNumbersRange) is always set for the atoms considered by the algorithm. By choosing
an interval where the desired disregarded atoms are not included, they will then not be
accounted for. This was not done in the simulations of this thesis, rather all atoms were
always included.

4.3 Analysis

As mentioned in the theory section, to be able to produce accurate Arrhenius plots, one
needs to differentiate between different diffusive transitions and keep count of them. Al-
though this cannot be done completely by the CVHD algorithm, some data of the amount
of transitions is produced. Since the algorithm tracks when transitions are about to hap-
pen and regenerates the atom pairs after every transition, it must have some knowledge
of the timestamps of transitions as well as the total amount. Indeed it does, an output
file produced by the CVHD algorithm looks accordingly:

527000 9.37592854252924e-01 5.28118617839535e-03
527500 9.90195091442444e-01 1.20087982754509e-05
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528000 1.00000000000000e+00 0.00000000000000e+00
528500 1.00000000000000e+00 0.00000000000000e+00
529000 1.00000000000000e+00 0.00000000000000e+00
529500 1.00000000000000e+00 0.00000000000000e+00
530000 1.00000000000000e+00 0.00000000000000e+00
530500 1.50000000000000e+00 0.00000000000000e+00
531000 1.50000000000000e+00 0.00000000000000e+00
531500 1.50000000000000e+00 0.00000000000000e+00
532000 1.50000000000000e+00 0.00000000000000e+00
532500 1.50000000000000e+00 0.00000000000000e+00
533000 2.51048553926069e+00 5.00000000000000e-03

Here the first column is the normal MD simulation step, the second being the CV +
an offset and the third being the added bias potential. The CV itself can take values
between 0 and 1, depending on the state of the system. The offset is what indicates how
many transitions have occurred and the transition count. At the steps 528000-530000 the
algorithm notices that the system is in a transition state, hence the CV is 1 and because the
system is in this state for waitTime amount of steps, the transition is deemed persistent
and new atom pairs are again determined for waitTime amount of steps (530500-532500).
After this the CV can be seen to over 2 and next time a transition state is reached it will
be 3.0. Therefore by following the second column one can deduce the amount of diffusive
events has taken place. More specifically, the amount of transitions is obtained by:

amount of transitions = floor(CV)
2 (4.3)

where floor() gives the greatest integer less than the given argument. This can indeed be
useful for monitoring runs but since there is no way of differentiating between different
types of transitions it is not useful for the purpose of this thesis. Instead a rather more
complex approach is needed. There are many different ways this could be done, for
example by creating bonds between atoms and determining how many of these bond are
broken during a transition. By using this approach, differentiating between for example
simple jumps or exchange mechanisms would be easy, since the amount of bonds broken
would differ between the mechanisms. In this thesis an arguably even simpler approach is
used. The main idea behind this approach is that for a chosen amount of steps an average
position list for each atom is created. After this sort of averaging phase each atoms
position is tracked and compared to the average list. If an atoms position deviates by
predetermined length for an amount of consecutive steps it will be counted as a transition
and the average list is regenerated. Different criteria can then be made for the transition
to count as an exchange or a jumping event. For example a simple jump involves the
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movement of a single atom along the surface. A good criterion would then be that
if only one atom deviates far enough in the direction along the surface, it is counted
as a jump. Another example is in the case of the Fe (100) systems, where a diagonal
exchange mechanism dominates. This mechanism involves two atoms exchanging layers.
The criteria could therefore be that if two atoms deviate far enough from their average
"height" coordinate, an exchange mechanism can be recorded.

This approach have proven itself very fruitful and much time has been spent visually
observing the system to ensure the transition tracking script works as intended. The script
is written in Python and requires only the trajectory or "dump" file of the simulation to
work.



5. Results

5.1 Cu (100) surface diffusion

Let’s first look at some macroscopic quantities to show that they align with typical MD
simulations of this kind. The following plots are from a 300 K system, containing 721
atoms and the total amount of simulation steps completed were about 434 million. To-
tal energy is always an important indicator of general system stability. Although these
systems are simulated as an NVT ensemble and therefore do not require the energy to
remain completely constant, due to the constant temperature the fluctuations should not
be drastic. From 5.1b it becomes clear that fluctuations are small, with the standard de-
viation being about 0.05 percent of the average value. The temperature deviated around
the set value and no drift occurred during the simulation.

(a) System temperature (b) System total energy

Figure 5.1: System temperature and total energy for a 300 K Cu (100) surface, consisting of 721 atoms

27
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Mean(T) [K] Std(T)
Mean(T) [%] Std(Tot)

Mean(Tot) [%] Std(Pot)
Mean(Pot) [%]

150.004 3.045 0.025 0.018
199.996 3.041 0.033 0.024
250.018 3.043 0.042 0.030
299.991 3.044 0.051 0.036
350.008 3.041 0.060 0.043
400.013 3.035 0.069 0.050
449.989 3.046 0.077 0.054
499.961 3.040 0.086 0.060
550.010 3.047 0.096 0.068

Table 5.1: Temperature, total energy and potential energy for all Cu (100) runs

The same stability is also achieved in all other runs (Table 5.1), where T is the
system temperature, Tot is the total system energy and Pot is the system potential
energy. The boost achieved for the runs are displayed in Figure 5.2.

Figure 5.2: Total boost for the Cu (100) systems

Now onto the actual surface diffusion, the most dominant mechanism at this temperature
range was the simple jump, implying that the adatom simply moved to a neighbouring
lattice site on the same atom layer. Since the adatom was always alone on the top layer,
it could always move freely to any of its four adjacent lattice sites. For these jumps the
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Arrhenius plot in Figure 5.3 is obtained

Figure 5.3: Arrhenius plot for adatom simple jumps

The simple jumps display a clear Arrhenius behaviour and the fitted line almost intersects
all the data points perfectly, with an activation energy corresponding to about 0.54 eV
and a pre-exponential constant of 52e±0.28 THz. Bal and Neyts obtained 0.53 ± 0.1 eV
and 54e±0.3 [13], so the results match theirs quite well. The y-axis in the plot named
ln(k) is similar to the diffusion constant D that was explained in the Theory chapter. In
this case k is simply the amount of jumps that occur during 1 second, k is therefore a
frequency instead of the atoms/cm2 as it is for the actual diffusion constant D. This is
usually done for the sake of simplicity and because the activation energy is usually the
desired property. The frequency k is therefore simply obtained by:

k = amount of transitions
simulation time (in seconds) (5.1)

where the amount of transitions of course includes only one type of mechanism and the
simulation time is given in seconds. By then using the result from the Theory chapter:

ln(k) = ln(k0)− EA
kBT

(5.2)

where k0 has the units Hz and EA is once again obtained from the slope of the fitted
line. The re-scaling of D as k does not change the slope of the line and therefore not
the activation energy either. The amount of jumps greatly impacts the accuracy of the
diffusion constant and therefore also the activation energy. k is practically an average
jump rate and therefore the more jumps, the better. In these simulations only two types
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Temperature [K] Jump Exchange Hypertime [ps] Simulation steps (million)
150 0 0 4.4e+12 454.4
200 0 0 3.6e+10 429.3
250 0 0 2.1e+09 428.5
300 15 0 3.5e+08 434.3
350 26 4 4.2e+07 412.5
400 42 6 5.9e+06 418.4
450 51 7 1.3e+06 448.2
500 107 30 5.7e+05 476.4
550 313 137 5.8e+05 577.8

Table 5.2: Transition count for the Cu (100) systems

of diffusion mechanisms could be observed, the mentioned simple jumps and an exchange
mechanism, involving two atoms. The occurrences of both of these mechanisms are dis-
played in Table 5.2. The exchange transitions within this temperature range are far fewer
than the jumps but they tend become increasingly frequent as the temperature rises. One
could in principle of course plot the Arrhenius behaviour of this transition type as well,
but with this few events it would not yield accurate results.

5.2 Fe surface diffusion

For the iron systems two different surfaces were created, a (100) and a (110)-oriented.
For both surfaces two different system were created, one containing an adatom and one
a vacancy on top of its surface. This created four sets of simulations that were ran
independently from each other. Let’s again look at the stability of the system energy
and temperature. Table 5.3 shows these properties for the (110) adatom systems. No
temperature or energy drift occurred and the fluctuations were in line with small systems
as these. The same trend continues for the (110) vacancy systems as well as the (100)
systems, which is expected since the building methodology remain exactly the same.

Again, onto the actual diffusive events of the systems. In contrast to the Cu systems
the COLVARS parameters could not be set identically for all systems, rather they had to
be chosen separately for different system. Countless different versions of these parameter
sets were tried to ensure best possible results. The most successful approach have been to
firstly freeze atoms in an alternating fashion at the bottom of the system. This ensures
that the system does not move during the simulations and circumvents poor atom pair
adoption of the CVHD algorithm. These parameters are displayed in the appendix section
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Desired T [K] Mean(T) [K] Std(T)
Mean(T) [%] Std(Tot)

Mean(Tot) [%] Std(Pot)
Mean(Pot) [%]

150 149.996 2.371 0.015 0.011
200 199.995 2.369 0.021 0.015
250 249.993 2.368 0.025 0.018
300 299.992 2.368 0.031 0.022
350 349.992 2.368 0.036 0.026
400 400.002 2.369 0.041 0.030
450 450.018 2.366 0.047 0.033
500 499.994 2.370 0.052 0.037
550 549.967 2.365 0.057 0.041

Table 5.3: Temperature, total energy and potential energy for Fe (110) adatom systems

of this thesis.
For the vacancy (110) systems a simple jump mechanism dominated the diffusive

transitions in the temperature range 300-550 K. The vacancy moved by a neigbouring
atom jumping into the vacancy and creating a new vacancy in its previous position, hardly
any other types of mechanisms occurred, certainly not of any statistical significance. The
Arrhenius plot for these simple jumps is displayed in Figure 5.4

Figure 5.4: Arrhenius plot for Fe (110) vacancy diffusion, by simple jump mechanism

A clear Arrhenius behaviour is observed, with the fitted line intersecting all data points.
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Temperature [K] Jumps Hypertime [ps] Simulation steps (million)
300 68 3.36e+07 437.5
350 310 1.27e+07 440.9
400 283 1.74e+06 437.7
450 334 4.90e+05 440.3
500 819 4.40e+05 440.3
550 2014 4.67e+05 467.5

Table 5.4: Transition count for the Fe (110) vacancy systems

The obtained activation energy turns out to be about 0.44 eV, this is somewhat higher
than the 0.33 eV, obtained in [22]. In Table 5.4 the amount of jumps, the simulated
hypertime and the amount of simulation steps completed at the various temperatures.
The achieved boost factor is displayed in Figure 5.5

Figure 5.5: Boost factor for the Fe (110) vacancy systems

In the (110) adatom systems, the same simple jumps were observed. As will be
demonstrated, this occurred more frequently also at lower temperatures, which is the
for reason the lower starting temperature of 150 K. At higher temperatures, the adatoms
movement was not limited only to simple jumps, rather it began to jump longer distances,
from one adjacent lattice site to another within the 0.5 ps step interval. These transition
were distinguished from the normal jumps, as they present somewhat of a grey-zone, in
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Temperature [K] Jumps Large jumps Hypertime [ps] Simulation steps (million)
150 126 1 5.82e+09 436.5
200 388 5 3.39e+07 446.6
250 211 11 7.29e+05 449.5
300 668 53 4.23e+05 423.0
350 2106 303 5.00e+05 500.0
400 4220 902 5.00e+05 500.0
450 6792 2029 5.00e+05 500.0

Table 5.5: Transition count for the Fe (110) adatom systems

the sense that should they be considered as a separate transition mechanism or not. The
amount of transitions is again listed in Table 5.5. Clearly, the prevalence of the larger
jumps increases rapidly with the temperature and at 450 K they account for nearly 20
percent of all transitions. These results are of course dependent on the criteria used to
determine between regular and large jumps. Various different sets of parameters have been
tested but the end criteria ended up being the following: normal jumps were considered as
10 consecutive trajectory steps deviating between 1.5 and 3.0 Å from the atoms average
position, large jumps had to deviate over 3.0 Å for the same amount of steps.

Producing the Arrhenius plot for the normal jumps exclusively shows a non-perfect
linear fit (Figure 5.6). There are two possible reasons to this. At 300 K and above
the large jumps become statistically significant and should be considered as multiples of
normal jumps. Since, in most cases the large jumps consist of two back-to-back normal
jumps, we can produce an Arrhenius plot were the transition count is equal to the amount
of normal jumps with an addition of two times the large jumps. This seems to produce
a slightly better linear fit (Figure 5.7) and the jumps and large jumps could therefore,
possibly be considered as the same diffusion mechanism.
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Figure 5.6: Arrhenius plot for Fe (110) adatoms systems, counting only normal jumps

Figure 5.7: Arrhenius plot for Fe (110) adatom systems, where transition count = normal jumps + 2×
large jumps

Another factor could be that the CVHD parameters are not ideally chosen, resulting in an
over-estimated activation energy at the lower temperature interval 150-250 K. If instead
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of one, two linear fits are constructed, one for the higher temperature interval 300-400 K
where no boost was achieved and one for the 150-250 K interval, where a considerable
boost was achieved. This is plotted in Figure 5.8 which reveals that there indeed seems
to be an overestimation of the activation energy in the the boosted region.

Figure 5.8: Same exact Arrhenius plot as in 5.7 except two lines are fitted to the data points, one for
150-250 K and the other for 300-400 K

Figure 5.9 shows the boost factor achieved for all temperatures. The activation energy for
the higher temperature interval matches better with the result of about 0.2 eV obtained
in [22], although they used another potential [23]. The activation energy from the low
temperature interval is considerably larger. This overestimation indicates too large of
a boost interval for the bondlengths, i.e. the rmax is set too generously. Lowering the
parameter in turn, minimizes the boosted temperature interval even further.
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Figure 5.9: Boost achieved in the Fe (110) adatom systems

Lastly, there are the (100) systems. Due to the large activation energy of the diffusive
mechanisms on this surface, the temperature interval needed to be vastly increased to
750-900 K. This, unfortunately, is too high of a temperature to receive any boost at all.
As seen in the previous system, no boost is achieved at temperatures above 400 K, no
amount of parameter manipulation will get around boosting at these high temperatures.
The purpose of these simulations are therefore not to test the workings or validity of
CVHD boosted results, rather only to show the obtained activation energies for non-
boosted systems and compare them to results obtained in other articles. In both the
vacancy and adatom systems, the main diffusion mechanism observed was the so-called
diagonal exchange mechanism. A few jumps were observed, but this was mainly at higher
temperatures due to an atom at the second top-most layer jumped to the top layer. This
then created a vacancy adatom-pair, that fairly quickly annihilated, leaving only the
original adatom or vacancy. Due to the unfrequent manner of these events, they should
not interfere with the calculation of the desired diffusion mechanisms activation energy.
The obtained Arrhenius plots for both the adatom and vacancy systems are shown in
Figures 5.10 and 5.11, respectively.
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Figure 5.10: Arrhenius plot for Fe (100) adatom diffusion, by diagonal exchange mechanism

Figure 5.11: Arrhenius plot for Fe (100) vacancy diffusion, by diagonal exchange mechanism

Both sets display a very clear Arrhenius behaviour, with activation energies of about 0.62
eV and 1.06 eV for the the adatom and vacancy systems respectively. Using again the
very similar study by C. Wang et al. [22] as a reference point, they found the activation
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Temp. [K] Diagonal exch. Jumps Simulated time [ps] Simulation steps (million)
750 990 34 3.90e+05 389.6
800 1943 87 4.06e+05 405.7
850 3180 176 3.86e+05 385.6
900 4927 389 3.94e+05 394.5

Table 5.6: Transition count for the Fe (100) adatom systems

Temp. [K] Diagonal exch. Jumps Simulated time [ps] Simulation steps (million)
750 31 0 3.82e+05 382.4
800 70 3 3.97e+05 396.5
850 226 11 4.01e+05 400.7
900 478 44 4.09e+05 409.1

Table 5.7: Transition count for the Fe (100) vacancy systems

energies of 0.43 eV for adatom systems and 0.86 eV for vacancy systems. C. Wang et al.
also note that the activation energy they obtained for adatom diffusion is lower than one
acquired in [23], which was about 0.6 eV. The results in [23] aligns very well with the 0.62
eV obtained in this thesis, and the small differences regarding the vacancy systems can
be due to using different potentials and possibly also the amount of transitions observed.
The transition counts for both sets of systems can be found in Tables 5.6 and 5.7.



6. Conclusion

This thesis presented and used the CVHD method to simulate diffusion on copper and
iron surfaces. The results show clearly that the CVHD method works very well for the Cu
(100) surface diffusion. The activation energy and the pre-exponential constant match
the ones obtained in Bal and Neyts article, introducing the method in 2015. To be
able to recreate their results with these simple and overall small systems is encouraging
and also demonstrates that Mika Kurki’s port of the method works as intended. The
results concerning the iron systems are more of a mixed bag. Firstly, to obtain somewhat
suitable parameters for the CVHD method, was not very straightforward and required
extensive testing. It does seem like the BCC structure is the main arc in this equation.
The unfortunate structure of the lattice leads to a small difference between nearest and
second nearest neighbours. If the parameters for the bondbreak CV is chosen in the same
manner as for the copper systems, the boosting window becomes extremely narrow. The
resulting outcome is then one of the following two, either very little boost is achieved
at exclusively low temperatures or boosting happens also in transition states. Either
option is of course not desirable, but the latter option also produces over exaggeration of
properties like activation energies for diffusion mechanisms etc. The vacancy (110) system
seemed to work as intended, since both the higher and lower temperatures indicated the
same activation energy. This was not the case for the adatom (110) system, in which
there were clearly a difference between the boosted and non-boosted temperature regions.
This is undeniably problematic and may limit the exploratory use-cases for similar BCC
structures. It needs to be mentioned that in this work, only the bondbreak CV has been
used and CVHD is not defined solely by this choice of CV, rather it could be used with
an arbitrary choice of CV. Perhaps some other CV would be more suitable for the task
of studying diffusion in similarly structured materials.

39





References

[1] E. Wigner, “The transition state method,” Transactions of the Faraday Society,
vol. 34, pp. 29–41, 1938.

[2] M. Ohring, Engineering Materials Science. Burlington: Elsevier Science Technology,
1995.

[3] B. J. Alder and T. E. Wainwright, “Studies in molecular dynamics. i. general
method,” The Journal of Chemical Physics, vol. 31, no. 2, pp. 459–466, 1959.

[4] D. Fincham, “Choice of timestep in molecular dynamics simulation,” Computer
Physics Communications, vol. 40, no. 2, pp. 263–269, 1986. [Online]. Available:
https://www.sciencedirect.com/science/article/pii/001046558690113X

[5] R. O. Jones, “Density functional theory: Its origins, rise to prominence, and future,”
Reviews of modern physics, vol. 87, no. 3, p. 897, 2015.

[6] L. Verlet, “Computer" experiments" on classical fluids. I. Thermodynamical proper-
ties of Lennard-Jones molecules,” Physical review, vol. 159, no. 1, p. 98, 1967.

[7] H. J. Berendsen, J. v. Postma, W. F. van Gunsteren, A. DiNola, and J. R. Haak,
“Molecular dynamics with coupling to an external bath,” The Journal of chemical
physics, vol. 81, no. 8, pp. 3684–3690, 1984.

[8] S. Nosé, “A unified formulation of the constant temperature molecular dynamics
methods,” The Journal of chemical physics, vol. 81, no. 1, pp. 511–519, 1984.

[9] ——, “A molecular dynamics method for simulations in the canonical ensemble,”
Molecular physics, vol. 52, no. 2, pp. 255–268, 1984.

[10] J. E. Jones, “On the determination of molecular fields. from the variation of the
viscosity of a gas with temperature,” Proceedings of the Royal Society of London.
Series A, Containing Papers of a Mathematical and Physical Character, vol. 106, no.
738, pp. 441–462, 1924.

41

https://www.sciencedirect.com/science/article/pii/001046558690113X


42 References

[11] J. E. Lennard-Jones, “Cohesion,” vol. 43, no. 5, pp. 461–482, sep 1931. [Online].
Available: https://doi.org/10.1088/0959-5309/43/5/301

[12] M. S. DAW and M. I. BASKES, “Embedded-atom method: derivation and applica-
tion to impurities, surfaces, and other defects in metals,” Physical review. B, Con-
densed matter, vol. 29, no. 12, pp. 6443–6453, 1984.

[13] K. M. Bal and E. C. Neyts, “Merging metadynamics into hyperdynamics: accelerated
molecular simulations reaching time scales from microseconds to seconds,” Journal
of chemical theory and computation, vol. 11, no. 10, pp. 4545–4554, 2015.

[14] R. A. Miron and K. A. Fichthorn, “Accelerated molecular dynamics with the bond-
boost method,” The Journal of chemical physics, vol. 119, no. 12, pp. 6210–6216,
2003.

[15] A. F. Voter, “A method for accelerating the molecular dynamics simulation of in-
frequent events,” The Journal of chemical physics, vol. 106, no. 11, pp. 4665–4677,
1997.

[16] ——, “A method for accelerating the molecular dynamics simulation of infrequent
events,” The Journal of chemical physics, vol. 106, no. 11, pp. 4665–4677, 1997.

[17] M. Kurki et al., “Performance benefits of collective variable-driven hyperdynamics
method on the simulation of diffusion,” 2020.

[18] A. P. Thompson, H. M. Aktulga, R. Berger, D. S. Bolintineanu, W. M. Brown, P. S.
Crozier, P. J. in ’t Veld, A. Kohlmeyer, S. G. Moore, T. D. Nguyen, R. Shan, M. J.
Stevens, J. Tranchida, C. Trott, and S. J. Plimpton, “LAMMPS - a flexible simula-
tion tool for particle-based materials modeling at the atomic, meso, and continuum
scales,” Comp. Phys. Comm., vol. 271, p. 108171, 2022.

[19] A. Bernardin, H. Chen, J. R. Comer, G. Fiorin, H. Fu, J. Hénin, A. Kohlmeyer,
F. Marinelli, J. V. Vermaas, and A. D. White, “Collective variables module reference
manual for lammps.”

[20] S. M. FOILES, M. I. BASKES, and M. S. DAW, “Embedded-atom-method functions
for the FCC metals Cu, Ag, Au, Ni, Pd, Pt and their alloys,” Physical review. B,
Condensed matter, vol. 33, no. 12, pp. 7983–7991, 1986.

[21] M. I. Mendelev, S. Han, D. J. Srolovitz, G. J. Ackland, D. Y. Sun, and M. Asta,
“Development of new interatomic potentials appropriate for crystalline and liquid
iron,” Philosophical magazine (Abingdon, England), vol. 83, no. 35, pp. 3977–3994,
2003.

https://doi.org/10.1088/0959-5309/43/5/301


References 43

[22] C. Wang, Z. Qin, Y. Zhang, Q. Sun, and Y. Jia, “A molecular dynamics simulation of
self-diffusion on Fe surfaces,” Applied surface science, vol. 258, no. 10, pp. 4294–4300,
2012.

[23] H. Chamati, N. Papanicolaou, Y. Mishin, and D. Papaconstantopoulos, “Embedded-
atom potential for Fe and its application to self-diffusion on Fe (100),” Surface Sci-
ence, vol. 600, no. 9, pp. 1793–1803, 2006.





7. Appendix

The following section is aimed to display the CVHD specific parameters used to obtain
the results presented in previous sections.

7.1 Cu (100) adatom systems

Example of the colvars input file:

colvarsTrajFrequency 500 # output every 500 steps
colvarsRestartFrequency 10000

colvar {
name coord

width 0.05 # CV width,default = 1.0

bondBreak {
group1 {

atomNumbersRange 1 - 721 # Group of first bond partners
}
group2 {

atomNumbersRange 1 - 721 # Group of second bond partners
}
rmin 2.5623900262707 # rmin
rmax 3.30 # rmax
rcut 3.00 # rcut
waitTime 2500 # t_w
power 8 # p

}
}
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cvhd {
name hd # Something descriptive (or not)
colvars coord # The CV (ONLY ONE ALLOWED!)
outputEnergy on # Communicate energy to calling program
dynamicBias on # Toggle dynamic/static bias
maxBias 0.3 # Maximal bias in the static case (no not active)
hillWidth 1.0 # Width of Gaussian (see metadynamics in Colvars)
hillWeight 0.005 # Height of Gaussian (see metadynamics in Colvars)
newHillFrequency 1000 # Frequency of Guassian addition
wellTempered on # Use Well-Tempered Metadynamics
biasTemperature 2000 # Well-Tempered Metadynamics bias temperature

}

Identical files were used for the systems at all temperature.

7.2 Fe (110) systems

The adatom systems also had identical colvars input files:

colvarsTrajFrequency 500 # output every 50 steps
colvarsRestartFrequency 10000

colvar {
name coord

width 0.05 # CV width,default = 1.0

bondBreak {
group1 {

atomNumbersRange 1 - 1297 # Group of first bond partners
}
group2 {

atomNumbersRange 1 - 1297 # Group of second bond partners
}
rmin -1.0 # rmin
rmax 2.85
rcut 2.80
waitTime 2500 # t_w
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power 8 # p
}

}

cvhd {
name hd # Something descriptive (or not)
colvars coord # The CV (ONLY ONE ALLOWED!)
outputEnergy on # Communicate energy to calling program
dynamicBias on # Toggle dynamic/static bias
maxBias 0.3 # Maximal bias in the static case (no not active)
hillWidth 1.0 # Width of Gaussian (see metadynamics in Colvars)
hillWeight 0.005 # Height of Gaussian (see metadynamics in Colvars)
newHillFrequency 1000 # Frequency of Guassian addition
wellTempered on # Use Well-Tempered Metadynamics
biasTemperature 2000 # Well-Tempered Metadynamics bias temperature

}

The vacancy systems benefited greatly from having higher rmax and rcut values but
therefore needed the atoms of the bottom layer to frozen in an alternating fashion. For
all temperatures rmax was set to 3.0 and rcut to 2.95. Note that this is actually higher
than the lattice constant for Fe, which is about 2.85. Disregarding these two parameters,
all values remain identical to the Fe adatom systems.
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