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Abstract

Creativity is a multi-faceted phenomenon that can be observed in diverse
individuals and contexts, both natural and artificial. This thesis studies
computational creativity, i.e. creativity in machines, which can be broadly
categorised as a subfield of artificial intelligence. In particular, the the-
sis deals with three important perspectives on computational creativity:
(1) identifying properties of creative individuals, (2) studying processes
that lead to creative outcomes, and (3) observing and analysing social as-
pects of creativity, e.g. collaboration which may allow the individuals to
create something together which they could not do alone.

One of the key interests in computational creativity is how computational
entities may exhibit creativity in their own right, implying that the cre-
ative entities and their compositions, roles, processes and interactions are
potentially different from those encountered in nature. This calls for theo-
retical analysis methods specifically tailored for artificial creative entities,
and carefully controlled empirical experiments and simulations with them.
We study both of these aspects. The analysis methods allow us to scrutinise
exactly how creativity occurs in artificial entities by providing appropriate
conceptual elements and vocabulary, while experiments enable us to test
and confirm the effectiveness of different design decisions considering indi-
vidual artificial creative entities and their interaction with each other.
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We propose three novel, domain-general analysis tools for artificial creative
entities, i.e. creative systems and creative agents, and collections of them,
called creative societies. First, we distinguish several conceptual compo-
nents relevant for metacreative systems, i.e. systems that can reflect and
control their creative behaviour, and discuss how these components are in-
terlinked and affect the system’s creativity. Second, we merge elements
from sequential decision making in intelligent agents, i.e. Markov Decision
Processes, into formal creativity as search model called the Creative Sys-
tems Framework, providing a detailed account of various elements which
compose the decision-making process of a creative agent. Third, we map
elements from an eminent social creativity theory, the Systems View of
Creativity, a.k.a. Domain-Individual-Field-Interaction model, into the ele-
ments of the Creative Systems Framework and show how creative societies
may be analysed formally with it.

Each of the proposed analysis tools provides new ways to analyse creativ-
ity in artificial entities. The analysis of metacreative systems assumes an
architectural point of view to creativity, which has not been previously ad-
dressed in detail. Deconstructing the decision-making process of a creative
agent gives us additional means to discuss and understand why or how
a creative agent selects certain actions. Lastly, the contributions to the
creative societies are the first formal framework for their analysis.

We also investigate in two consecutive case studies collaborator selection
in creative societies. In the first study, we focus on what kind of cues,
e.g. selfish or altruistic, assist in choosing beneficial collaboration partners
when all the agents can observe from their peers are the individually created
end products. The second study allows the agents to adjust their aesthetic
preferences during the simulations and inspects what emerges from society
as a whole. We conclude that selfish cues seem to be more effective in
choosing the collaboration partners in our settings and that the society
exhibits distinct emergence depending on how much the agents are willing
to change their aesthetic preferences.

Computing Reviews (2012) Categories and Subject
Descriptors:

Computing methodologies → Artificial Intelligence →
Philosophical/theoretical foundations of artificial intelligence
Computing methodologies → Modeling and Simulation → Model
development and analysis
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Computing methodologies → Modeling and Simulation →
Simulation types and techniques → Agent / discrete models
Software and its engineering → Software system structures

General Terms:
Theory, Experimentation, Creativity

Additional Key Words and Phrases:
computational creativity, creative system, creative agent, social creativity,
self-awareness, metacreativity, creativity analysis, collaboration, role of
self-awareness in metacreativity, formal analysis of creativity,
collaboration simulations in abstract art, Creative Systems Framework
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Chapter 1

Introduction

Creativity is a ubiquitous and multi-faceted phenomenon. Glimpses of
creativity, either as a single entity’s behaviour or as a collective emergent
behaviour of a community of entities, have been argued to be present not
only in humans [92, 104] but also in other animals [54], in slime molds [1],
and in artificial systems, e.g. computer software [8, 12, 25, 76].

1.1 The Topic of the Thesis

In this thesis, creativity is studied in the context of Computational Creativ-
ity (CC) [25]. We consider creativity as an abstract phenomenon, which
may be observed both in artificial entities and in nature. Our primary
interest is in the creativity of an artificial, computational system or agent,
and in the creativity in societies of such agents. The thesis also consid-
ers metacreativity, the phenomenon where a system or an agent reflects
and controls its own creative behaviour. Unsurprisingly, as the very idea
of creativity is based on phenomena first observed in nature, many of the
concepts considered in the thesis are inspired by – or at least the terms
originate from – creativity found in living organisms.

In particular, the thesis deals with three distinct themes which all re-
volve around the design, analysis and empirical evaluation of computational
systems, agents and societies exhibiting creativity in various ways.

The first theme [Paper I] identifies and isolates aspects and compo-
nents which are relevant for individual metacreative systems. The work
on this theme is theoretical in nature and draws from previous research in
CC [e.g. 8, 12] and in software architectures [e.g. 55, 58, 61].

The second theme [Papers II and III] involves formal, mathematical
analysis frameworks which may be used to analyse both individual creative

1



2 1 Introduction

agents and creative agent societies. Paper II considers individual creative
agents and brings forth elements that can be used to analyse and com-
pare action selection procedures in them. Paper III considers creative
agent societies, i.e. sets of creative agents operating in the same environ-
ment and interacting with each other. It provides tools to analyse the
society’s dynamics, both how the agents differ from each other at partic-
ular times and how the society changes over time. Both of the papers
extend a well-known formalism of creativity, the Creative Systems Frame-
work (CSF) [115, 116, 118], which models creativity as search.

The third theme [Papers IV and V] covers empirical research on effi-
cient collaborator selection schemes between creative agents in situations
where the agents do not share the same aesthetics of what is considered de-
sirable. Paper IV introduces the basic collaboration procedures for agents
operating in the domain of abstract art and the first empirical simulations.
Paper V adds complexity to the simulation setting by allowing the agents
to adjust their aesthetics using a metacreative process during the simula-
tion. In both of the papers, the technical implementations of individual
agents are based on previous research on genetic programming [101] and
generative art, while the interpretation of the results is done in the context
of intentional collaboration and creative agent societies [96].

1.2 Creativity

The first studies of creativity in the field of psychology were done around
the 1930s [92], and the current “standardised meaning” of the term cre-
ativity was first considered in the 1950s [92, 103]. The standard definition
states that “creativity requires both originality and effectiveness” [92]. Of-
ten, this definition is personified, effectiveness is rephrased as usefulness,
and originality is rephrased as novelty [8, 105]. This results in the following
(standard) definition of creativity:

”Creativity is the ability to produce novel and useful artefacts”

where an artefact refers to the end product of the creative behaviour. In this
thesis, words such as a concept, an idea and an artefact are all used to refer
to the end product when not otherwise stated. Generally, the separation
between non-materialised (concept, idea) and materialised (artefact) end
products is not relevant for understanding the main points of the thesis.
We will come back to this separation in Chapter 3 where we make a clear
distinction between a creative agent and its operating environment.

In this thesis, we mainly conform to the above definition of creativity.
However, as we will see later, this definition is still unable to capture all
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aspects of creative behaviour, both on an individual level and on a societal
level (cf. Section 1.4). This has caused the dispute of whether creativity is
still a contested concept to remain to this day [20].

Partly because of the ambiguity in the term’s definition – which was
facilitated by it originating from the separation of competing ideas such as
freedom, imagination, genius, talent and individuality [2] – creativity was
long denied the status as a field of psychology demanding its own atten-
tion [105]. The following are other notable reasons for this historical neglect.
First, the origins of creativity research were in mysticism and spirituality
deeming it as something untouchable or undefined [88, 105]. Second, some
approaches to creativity argued that its study lacked the basis in psycho-
logical theory or verification through empirical research [105]. Third, other
scholars viewed creativity as an extraordinary result of ordinary processes,
raising the question of whether studying creativity as its own research field
was necessary [105].

Despite past hindrances, the creativity research field has since then
spawned multiple theories of (human) creativity. Kozbelt et al. [57] clas-
sify ten different types of creativity theories ranging from developmental
approaches to problem solving and from economical theories to complex
systems. Due to this collision of approaches and definitions, creativity is
truly a multi-faceted phenomenon, where confluence theories are argued to
be particularly apt approaches for its study [105]. Confluence theories state
that multiple components must converge for creativity to occur, emphasis-
ing the need for multidisciplinary studies [105].

Today, creativity is noted as a worthy research subject and it is studied
in fields such as history, psychology, social psychology, arts, fine arts, and
artificial intelligence. Much of the current research interest stems from the
fact that creativity is taken as one of the key factors which drive successful
business and innovation [80, 105].1 All in all, interaction, collaboration
and cooperation are of special interest to creativity as the creativity of an
individual is influenced by other people, society and culture [30, 80].

1.3 Computational Creativity (CC)

Computational Creativity (CC) studies creativity using machines. As a
research field, it encompasses modelling, simulating and replicating (hu-
man) creativity in machines, and studies how machines may be creative in
their own right, potentially exhibiting creative behaviours which differ from

1Innovation can be seen as a sister term for creativity which emphasises the organi-
sational level [105].
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those encountered in humans. Computational Creativity, in general, can
be categorised as a subfield of Artificial Intelligence (AI) with a prominent
multidisciplinary focus with connections to disciplines such as psychology,
cognitive science, sociology, philosophy, literature, musicology and fine arts.
However, CC has particular characteristics which distinguish it from arti-
ficial intelligence research as a whole. For example, CC often deals with
open-ended problems where the best or optimal solution is either not de-
fined or finding it does not render other solutions useless, the perception of
creativity is highly subjective [8, 57, 103], and social aspects are pivotal for
creativity as the end products of creative behaviour can only be understood
fully in the context they were created [30, 35, 96]. Colton and Wiggins [25]
characterise CC as

“the philosophy, science and engineering of computational sys-
tems which, by taking on particular responsibilities, exhibit be-
haviours that unbiased observers would deem to be creative”.

In this thesis, we adopt a slightly wider perspective to CC as the above
characterisation obscures relevant aspects of creativity which take place
when (1) a human and a computational system produce artefacts together
or when (2) multiple computational systems work together. Namely, the
point where a creativity support tool begins to take responsibilities – and
thus co-creativity between a human and a computational system begins –
is disputed and not well enough defined, and the inclusion of multiple inde-
pendent creative systems operating in the same environment, e.g. creative
societies, is not transparent in the characterisation. Our view is that re-
search on computational creativity support tools and their development are
included in the broad scope of CC, and we emphasise that it is necessary
to also understand and study social aspects of creativity, on which we focus
in Chapter 4.

Interest in machine creativity is at least as old as the Logic Theorist
from the 1960s developed by Newell et al. [78]. However, the bulk of the
CC field has developed during the last few decades, and the field is still
evolving and growing today, partly due to the advent of robust generative
AI methods. One of the pioneering studies in CC is Margaret Boden’s [8]
classification of three types of creative process: combinational, exploratory
and transformational creativity. In combinational creativity, two previously
known artefacts are combined into a new artefact. In exploratory creativity,
a search space (which Boden dubs conceptual space) of possible solutions
is searched for creative artefacts. Lastly, in transformational creativity,
the search space is transformed in a way that allows reaching artefacts
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that could not be reached before. While the last two creativity types are
more closely related to each other than either of them to the first one,
Boden values transformational creativity the most as only it can produce
something completely new. In this thesis, the main focus is on exploratory
creativity, but transformational creativity is also touched upon. The thesis
also considers a related term, metacreativity, the ability of a system to
reflect and control its own creative process (see Section 2.5), which is seen
as a major enabler of intentional transformational creativity.

Overall, Computational Creativity as a discipline encompasses all as-
pects of machine creativity, e.g. creativity support tools, such as digital
audio workstations or image editing software, individual creative systems
(operating in some specific domains), be it artificial or human, co-creativity
between a human and a machine, and social aspects of creativity between
multiple creative entities. In simplified terms, the goal of CC research
may be either to implement (communities of) systems which may be seen
as creative or support human creativity, to study human creativity using
computational means, or to theorise and study how (communities of) com-
putational systems may be creative in their own right. We refer to the first
goal as applied CC and to the last two goals as theoretical CC, although we
acknowledge that this categorisation does not do full justice to the eclectic
spectrum of CC research.

In the applied study of CC, the goal is usually to design and implement
a system that outputs end products (ideas or artefacts) in a specific do-
main where the end products are valuable (or useful) and at least in some
aspects novel. That is, the focus is on fulfilling the requirements for cre-
ativity. There are two main approaches towards this goal: engineering and
cognitive [82], however, they are not mutually exclusive. In the engineer-
ing approach, the focus is on the useful and efficient usage of processes and
resources, such as machine learning, knowledge bases, or other expertise di-
rectly embedded in the system by its developer. In the cognitive approach,
the main focus is on computational modelling of (some aspects of) cognitive
functionality present in animals (typically humans) and investigating how
this functionality allows or enhances creativity in a specific system.

Creative systems have been designed and implemented, e.g. in the
following domains: mathematical theories [16, 18], dance choreogra-
phies [13, 29, 85], music [32, 33, 43, 47, 79], code generation [22, 27], image
generation [21, 73, 101, 121], games [42, 62], figurative language [3, 120]
and story generation [83, 84]. For a more comprehensive overview, we refer
the reader to a quite recent survey on domains present in CC [70]. In this
thesis, Paper IV and Paper V have elements of applied study in them.
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In the theoretical CC, creativity is studied as it is or as it could be, po-
tentially without a specific application domain or a class of systems in mind.
Theoretical research varies from philosophical studies, e.g. drawing paral-
lels between animal and machine creativity, to mathematical formalisms of
certain aspects of creativity or phenomena related to it. That is, the focus
is on understanding the underlying mechanisms of creativity or developing
new mechanisms.

Goals and approaches of individual theoretical studies are diverse: e.g.
to deepen our understanding of what creativity and computational cre-
ativity are [8, 12, 76, 96], to argue about a disputed aspect of (computa-
tional) creativity [71], to conceptualise and assess development of creative
systems [23, 110, 111], or to provide tools for analysis, evaluation and com-
parison of creative systems [17, 50, 51, 89, 115]. In this thesis, Papers
I–III are purely theoretical in nature, while Paper IV and Paper V study
theory-oriented aspects of social creativity in an applied context.

1.4 Four Perspectives on Creativity

One of the categorisations by which (computational) creativity may be
inspected, analysed and evaluated is the four perspectives on creativity, or
simply the Four Ps [51, 74, 88]. The Four Ps addresses problems arising
from the multi-faceted nature of creativity by separating its analysis into
four different perspectives. Each of the perspectives may be adopted when
elaborating and arguing about creativity as an abstract phenomenon or
creativity of a particular entity (or community of entities). The perspectives
are Product, Producer, Process and Press.

The perspectives have different requirements for, or interests in, an en-
tity’s creativity. Taking into consideration which perspectives are currently
in focus assists in keeping creativity analysis relevant. In this thesis, we
use the Four Ps as an overarching conceptualisation of the vast creative
phenomenon, and, at times, refer to the perspectives to guide the reader’s
attention to relevant aspects of the subject at hand.

Next, we introduce each of the Four Ps and describe on a general level
how they are present in the thesis.

1.4.1 Product

The Product perspective deals with the end product of a creative act or be-
haviour, i.e. artefact or idea. At a minimum, it attends to what kind of end
products are seen as valuable or useful and what kind of novelty is observed
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in the product [8, 92]. That is, the standard definition of creativity directly
considers the Product perspective. Naturally, both value and novelty can
be strongly domain-dependent and, in some cases, non-experts may value
different end products when compared to experts of the field [45, 59]. No-
tably, the end product of a creative behaviour may be a creative system
itself (see Chapter 2 and transformational creativity).

The end products may also have other properties, which are not prop-
erly captured in the usefulness (or value) and novelty division. Such proper-
ties include aesthetics [6] and typicality [89], and also general requirements
of or restrictions on the end products. For example, a piece of music may
be seen as valuable, aesthetically pleasing and novel (i.e. not pastiche), but
it may not fit into a certain genre of music. Thus, the product was a failure
if the goal was to produce music in that particular genre. The Product per-
spective is present in Chapter 2 where we discuss creative systems and their
analysis, and in Chapter 4 where we consider social aspects of creativity.

1.4.2 Producer

The Producer perspective covers the traits, characteristics and abilities of
the entity, artificial system or natural, which exhibits creative behaviour.
In humans, this means, e.g. personality, intellect, temperament, physique,
attitudes and self-concept [88]. The Producer perspective is seen indirectly
in the standard definition as it considers the production of creative end
products as an ability of the producer, however, it does not state anything
about the particular characteristics that are required or desired from the
producer to be creative.

In CC, the cognitive approach typically conceptualises characteristics
that are inspired by those encountered in humans or are oriented to un-
derstand creative entities from a top-down perspective. For example,
Colton’s [17] creative tripod claims that appreciation, skill and imagination
are requirements for a creative entity (see Section 2.2.4). The engineering
approach concentrates on characteristics on a technical or mathematical
level with no aim to draw parallels between the characteristics and humans.
Typical for the engineering approach is to focus on the (finer) mechanical
or computational details of the system, such as the physical composition
of a particular robot, software stack used to produce certain functionality
or the architecture of the system. In this thesis, the Producer perspective
is most apparent in Chapter 2, where we cover creative systems and their
architectural concerns.



8 1 Introduction

1.4.3 Process

The Process perspective inspects what the creative entity does when it
exhibits creative behaviour. In humans, this would mean all the continuous
psychological processes such as perception, thinking and learning [88], or
more long-lasting processes such as the succession of stages in creative
processes: preparation, incubation, insight and verification [74, 94]. In CC,
processes may be any computational processes, which either aim to mimic
processes in animals (cognitive approach) or are only found in machines
(engineering approach). These processes may be statistical methods such
as machine learning, data mining and generative models [107], and other
computational processes, e.g. which constitute a reflection and control loop
in a metacreative system.

The Process perspective also includes so-called micro-level processes. In
CC this level includes computational procedures and routines which take
care of smaller tasks that are utilised in distinct parts of the whole creative
process. In general, these tasks can be anything, such as web scraping,
regular expression matching and pathfinding, but the emphasis is placed
on tasks typical – or even special – to creativity, e.g. computation of the
aesthetic quality of an image.

The perspective is inspected more closely in Chapter 3, which focuses
on the action selection process of creative agents and our contributions to
it [Paper II]. The perspective is also present in Chapter 4 as collaboration
and dynamics of an evolving agent society can be seen as (distributed)
creative processes [Papers III–V].

There is a close relationship between the Process and the Producer
perspectives. Especially in CC, if the system employs particular processes
during its creative behaviour, they may also be seen to enable or facili-
tate certain abilities or characteristics of the system. For example, many
different machine learning methods may give a system an ability to learn
(Producer perspective), investigating how the learning exactly takes place
is then analysis from the Process perspective.

1.4.4 Press

The Press perspective focuses on the context where the creative behaviour
is performed and the relationships between the creative entity and other
entities, e.g. other humans or artificial agents in society. In other words,
it emphasises creativity as a situated activity that, to be understood fully,
has to be observed and analysed in its context. It is focal to creativity as
individuals are always situated in some society and the adopted culture in-
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fluences their creativity [30], and interaction between individuals is present
in many creative behaviours, e.g. collaboration [80]. For individual creative
systems, the perspective is, perhaps somewhat counter-intuitively, topical
as creative autonomy will emerge only from interactions with others [49].

The perspective covers both smaller-scale social aspects, such as creativ-
ity within a group or creativity between multiple entities, and larger-scale
social structures, such as creativity within a specific culture. The perspec-
tive also aims to answer questions such as “Who evaluates creativity, and
why?” or “Whose evaluation matters for an artefact to be accepted to a cul-
tural domain?”, bringing into focus the relationships between the created
end product, its creator and its assessors.

The Press perspective is implicitly present in the standard definition of
creativity as the assessment of value and novelty are typically culturally
influenced. On the other hand, the characterisation of CC, introduced in
Section 1.3, touches the Press perspective by pointing out that the evalua-
tion of creative behaviour should be done by an unbiased observer [25]. By
coining the term unbiased observer, the characterisation aims to make it
clear what is meant by CC. It does not claim that every assessor of every
CC system should or needs to be unbiased. Specifically, the characteri-
sation brings forth the problematic position of CC: human assessors may
either underrate the observed creativity of an artefact if they know that it
is made by a computer [76, 77] or, in other circumstances, they may assess
it as more creative [28].

In this thesis, discussion of general social factors of creativity is based on
the Systems View of Creativity [30], also known as the Domain-Individual-
Field-Interaction model (DIFI model) [35], which is a theory of human cre-
ativity emphasising interaction and cultural aspects. The Press perspective,
the DIFI model, and our contributions to social creativity [Papers III–V]
are covered in Chapter 4.

1.5 Research Tasks

The thesis aims to provide outcomes to three Research Tasks (RTs), which
are aligned with the three themes introduced at the beginning of this thesis.
The general context for all of the research tasks is creativity in artificial sys-
tems. Even though some of the research task outcomes may be applicable
also to human creativity, we do not consider those aspects in this thesis.

The individual research tasks are described below, accompanied by their
specific research contexts and the perspectives on creativity that are em-
phasised in the research tasks.
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Research Task I:

Design a tool to describe and characterise artificial metacreative
systems. This research task is conducted in the context of soft-
ware architectures and the aim is to identify elements that con-
tribute to the metacreative capabilities of a creative system in
qualitatively distinct ways. The research task is most closely re-
lated to the Producer perspective, as the focus is on higher-level
conceptual capabilities and not on the implementation details
of metacreativity.

Research Task II:

Design formal analysis tools for (a) the artefact creation process
of individual creative agents and (b) processes in creative soci-
eties. The context for this research task is in the descriptive
analysis of artificial creative systems and collectives of them.
Analysing processes of individual creative agents (a) should take
into account the specifics of the artefact creation process and
be aligned with general decision-making processes in intelligent
agents. The analysis of processes in creative societies (b) should,
in turn, be able to describe meaningful situations which may
occur in creative societies and be grounded on existing frame-
works for social creativity. Both points, (a) and (b), naturally
deal with the Process perspective, while the latter point (b) also
considers the Press perspective.

Research Task III:

Design and implement a society of creative agents to study dif-
ferent collaborator selection procedures and observe phenomena
emerging from those procedures. The context of this research
task is social creativity and collaboration of independent cre-
ative agents. The implementation is done in the domain of ab-
stract art, for which agents utilise genetic programming. The
research task concentrates on outcomes dealing with the Pro-
cess and the Press perspectives, while the implementation of
the agent society needs to also consider the Product and the
Producer perspectives, i.e. how the agents evaluate artefacts
and what their capabilities are.
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1.6 Contributions of the Thesis

The scientific contributions of the thesis are in the five original publications,
Papers I–V, each contributing to the three Research Tasks of the thesis (see
Section 1.5).

Paper I: Aspects of Self-Awareness: An Anatomy of Metacreative
Systems

In this paper, we propose concepts that are relevant for metacre-
ativity and show how these concepts can provide meaningful
characterisations of metacreative systems. Further, the paper
provides a blueprint architecture for how these concepts typi-
cally fit together in a metacreative system. Although the base
of this research draws from previous research in self-aware sys-
tems [61], this is the first paper that directly considers concepts
of self-aware systems in the context of computational creativity
and metacreative systems. (Research Task I)

Paper II: Action Selection in the Creative Systems Framework

In this paper, we identify and isolate elements that play a role
in the action selection process of a creative agent. The paper
extends Wiggins’ formal framework of Boden’s exploratory (and
transformational) creativity (also dubbed the Creative Systems
Framework (CSF))[115, 116, 118]. The extension makes the
action selection process explicit within the CSF and adds detail
to the agent’s goal in the CSF by separating a concept, an
agent’s inner representation of an idea, and an artefact, the
concept’s external materialised expression. (Research Task II)

Paper III: Extending the Creative Systems Framework for the
Analysis of Creative Agent Societies

In this paper, we propose the first mathematical framework di-
rectly developed for the analysis of social creativity. The paper
embeds a well-known social creativity model, the Systems View
of Creativity (DIFI model) [30, 35], into the Creative Systems
Framework (CSF) [115, 116, 118]. Particularly, we consider
multiple agents which exhibit exploratory creativity in the CSF.
We show how the consequences of the agents’ aggregated soci-
etal decision making may be seen as elements of the CSF on
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another level of abstraction, and how the elements of the DIFI
model can be seen on this abstraction level. (Research Task II)

Paper IV: On Collaborator Selection in Creative Agent Societies:
An Evolutionary Art Case Study

In this paper, we study collaboration processes that are bene-
ficial for heterogeneous agents with a goal to both create ab-
stract art and collaborate with each other. The paper intro-
duces the first collaboration model for individual agents using
genetic programming [101], and proposes straightforward ways
of what kind of cues from other agents’ creations imply ben-
eficial collaboration results. Using empirical simulations, the
paper shows that some of the cues result in more fruitful col-
laborations. (Research Task III)

Paper V: Towards Goal-aware Collaboration in Artistic Agent
Societies

In this paper, we extend the setting from Paper IV into a dy-
namic system where the agents can change their aesthetic pref-
erences of the abstract art during the simulation. This results
in a more complex experimental setting and we analyse the dy-
namics of the simulation as well as the collaboration results. By
analysing the results, we argue that if the agents are inclined
to change their aesthetic preferences small steps at a time, it
results in a more stable society where the agents can use their
accumulated expertise on their aesthetic settings better. (Re-
search Task III)

1.7 The Structure of the Thesis

In this chapter, we introduced the topic of this thesis, gave an overview of
creativity research and its origins, and introduced CC as a multidisciplinary
field. We considered the four perspectives to creativity, elaborating how
they are present in CC and in this thesis. Further, we presented the research
tasks of the thesis and the contributions of the original articles included in
the thesis. The rest of this thesis is organised as follows.

In Chapter 2 we introduce creative systems, i.e., systems that have a
goal in producing valuable and novel artefacts. We consider both, analysis
of such systems and how they are built focusing on general architectural
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components and patterns. The chapter provides background for the next
chapters and covers Paper I and Research Task I.

In Chapter 3 we cover creative agents, a specific type of creative sys-
tem which emphasises the separation between the system (agent) and its
environment. The actions the agent takes in its environment are in focus
when discussing creative agents, i.e. how the creative process of the agent
unfolds as it makes observations of its environment and acts based on those
observations. Paper II and the individual agent case of Research Task II
are covered in this chapter.

In Chapter 4 we widen our perspective from single agents to multiple
agents operating in the same environment, shifting the focus from all ac-
tions to interactions between agents. Our point of view to social creativity
originates from studies of human creativity, but we concentrate on how
it fits into the context of CC. Moreover, we cover collaboration between
creative agents. Papers III–V, the society case of Research Task II, and
Research Task III are covered in this chapter.

In Chapter 5 we discuss the outcomes of the research tasks defined
in Section 1.5. The introductory part of the thesis ends in conclusions
in Chapter 6, after which the original articles included in the thesis are
presented.
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Chapter 2

Creative Systems

This chapter covers the main characteristics of creative systems, their anal-
ysis and their general architectural concerns. By a system, we mean a set
of mechanisms and functions which are tightly grouped to produce some
desired behaviour, such as a piece of software. That is, a system is a single
entity, but it contains multiple components which interact with each other.
In particular, we do not consider in this chapter systems of systems, such
as societies of creative entities.

The chapter presents our work on metacreative systems and their ar-
chitectures [Paper I] and provides background for the following chapters.
Principally, the chapter handles creative systems as abstract entities with
no specific target system in mind but also gives a few examples in places
where they are seen as helpful for grasping abstract concepts. The chapter
focuses on the Producer perspective of creativity.

First, we formulate the basics of what we mean by a creative system.
Then, we summarise some analysis tools previously proposed in Computa-
tional Creativity (CC). We cover one of the analysis tools in depth, the
Creative Systems Framework (CSF) [115, 116], as we extend it directly in
two different ways in Chapters 3 [Paper II] and 4 [Paper III]. Lastly, we
consider general architectural aspects of (meta)creative systems, i.e. what
kind of conceptual components or layouts are useful for creative systems,
and our contributions to them [Paper I]. Our contributions can then, in
turn, be used as analytical tools for metacreative systems.

2.1 Definition of a Creative System

There are multiple possible ways to define creative systems, each of which
emphasises some of the four perspectives on creativity. We adopt the stan-

15
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dard definition of creativity [8, 92] aligning it with the characterisation of
CC [25] by defining creative systems in the following way.

Definition 1. A creative system is capable of generating new and valuable
ideas or artefacts.

The above definition is common in CC, especially in applied research
where the main focus is on the end products and fulfilling the requirements
of creativity. Similar to the standard definition of creativity, Definition 1
does not consider how the generation is done nor who assesses (and by
which standards) the novelty and value of the end products. As such, the
definition omits the Process and the Press perspectives. However, this does
not mean that the Process or the Press perspectives would not be interesting
or worthwhile to analyse in creative systems, only that we focus on systems
that satisfy Definition 1. The typical minimal assumption for the Process
perspective is that the generation process is not merely random [see, e.g.
49, 110], e.g. picking a random painting from a huge database and showing
it to an assessor which has not seen the painting before, as little creativity
can be attributed to such a process. The assessor can be the system itself,
another computational system or a human, e.g. the system’s designer or
an outsider. In the majority of the cases, the final assessment is done by
humans. For any form of meaningful creativity, however, the system has
to at least partially assess its own ideas or artefacts during or after the
generation process [110].

The definition also specifies that the system has to have the overall
capability for generating novel and valuable end products. It does not
directly state if the system ever does so in practice, although a system that
cannot generate a single novel and valuable end product is typically not
considered creative. This remark is noteworthy as the ability of a creative
system to generate apt end products may depend on many factors such as
its initialisation, which may require some input parameters from the user
or include some randomness, its current state, and its history. Thus, even
a system that, when randomly initialised, generates a novel and valuable
end product on every hundredth run is considered creative. Naturally, a
system that does so on every run could be argued to reach its supposed
creativity goal better and, in some aspects, be more creative.

2.2 Analysis of Creative Systems

Analysis of creative systems aims to provide tools that can be applied
to either individual creative systems or their collectives to extract useful
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information regarding them. Analysis of creative systems is central for this
thesis as Papers I–III all propose conceptualisations and formalisms which
can be used in analysing creativity.

The analysis tools may, e.g., describe required properties for creative
systems, characterise relevant phenomena which may occur within creative
systems or provide guidelines for quantifying particular dimensions of cre-
ative systems. Often, the analysis results can be used to evaluate creative
systems or even compare them, albeit arguments have been raised analo-
gous to human creativity research of whether CC is domain general [71, 86]
making the comparison between creative systems operating in different do-
mains challenging. On the other hand, as creativity is a multi-faceted phe-
nomenon, it is commonly not considered appropriate to try to fit creative
systems into a one-dimensional line from less creative to more creative.
Instead, we should ask where and how each system exhibits creative be-
haviour [8], possibly doing so separately for all the four Ps.

Next, we summarise some analysis tools, frameworks, properties and
dimensions previously proposed in CC. The intention is not to provide
an all-encompassing overview of all the proposed methods but rather a
selection that is broad enough to understand the field in general. For a
more comprehensive overview of analysis and evaluation methods in CC,
we refer the reader to the recent survey by Lamb et al. [60].

2.2.1 Boden’s Three Types of Creativity

Perhaps the best-known classification of creative systems is Boden’s [8]
three types of the creative process: combinational, exploratory and trans-
formational creativity. Combinational creativity combines two (or more)
concepts in a new way resulting in a novel and valuable end product. Ex-
ploratory creativity models creativity as search in some known conceptual
space, which can be any structured style of thought. As the search un-
folds, the system may come up with creative concepts in different areas
of the conceptual space. Examples of conceptual spaces are buildings in
a certain architectural style, mathematical proofs or jazz music. The con-
ceptual spaces can also be hierarchically nested, e.g. the conceptual space
of paintings may be divided into paintings in certain styles and the result-
ing subspaces may be further divided. Transformational creativity aims
to transform one of the conceptual spaces, providing a way for the system
to reach concepts that it could not produce before the transformation(s).
Boden [7] argues that the two latter types of creativity are closer to each
other than either of them are to the first one and that transformational
creativity is the only way to come up with something completely original.
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2.2.2 Subjectivity

One of the main categorisation dimensions of creativity is its subjectivity
or magnitude [57]. This dimension includes terms P-creativity (where P
stands for personal or psychological) and H-creativity (where H stands for
historical) [8] and smaller c (often more subjective) and Larger C creativity
(more objective) [103]. For the latter term pair, a typical dichotomy is given
as little-c (everyday creativity) and Big-C (eminent creativity) [57].

Subjectivity is closely related to the Press perspective; it focuses on who
assesses creativity and separates creative experience from the end prod-
uct. As such, subjectivity should not be taken as a binary choice between
P-creativity and H-creativity (or little-c and Big-C), but rather as a com-
plex interplay between the context where creative behaviour occurs and
which entities are evaluating it.

2.2.3 Ritchie’s Empirical Criteria

Ritchie [89] provides a set of empirical criteria that can be used to analyse or
evaluate a computational system’s creativity from the Product perspective.
Ritchie considers systems that generate objects in a class of artefacts. The
class should not be defined by the workings of the system and the humans
should be able to assess the ‘quality’ (value) of those artefacts. Moreover,
the class inclusion may be ‘fuzzy’ or subjective. Ritchie also defines a set
of basic items which are available for the system (i.e. not generated by
the system but, e.g. given by the programmer or available through web
search), which he calls an inspiring set. Ritchie, then, proceeds to provide
suggestions of criteria for the artefacts generated by the system. The crite-
ria are based on novelty, quality, typicality (how typical the artefact is as
a member of its class) and how the artefacts relate to the inspiring set.

2.2.4 Colton’s Creative Tripod

The creative tripod characterises that a computational system can be per-
ceived to be creative only if it has three required behaviours or abilities:
skill, appreciation and imagination [17]. Each of the tripod’s legs is split
into three further parts which may be perceived as contributing creatively:
the consumer, the programmer and the system itself. The main argument
is that if the system is perceived to be skilful, appreciative and imagina-
tive, regardless of the consumer’s and programmer’s behaviour, the system
can be said to be creative. As the creative tripod focuses on the system’s
abilities it provides analysis from the Producer perspective. Nonetheless,
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the creative tripod reminds us that also the programmer is an actor in
computational creativity, which is missing from the four Ps.

2.2.5 FACE and IDEA Descriptive Models

The FACE descriptive model considers creative acts as tuples of generative
acts [19, 81]. It distinguishes between Concepts, which are programs, Ex-
pressions of a concept, i.e. an (input, output) pair of a program, Aesthetics
measures, i.e. functions which take an expression of a concept and output
a real value, and Framings, i.e. pieces of natural language readable by hu-
mans which aim to explain (part of) the generation process. The model
further separates these four object types from methods of generating them.
For example, a system may have an aesthetic measure, but it may also have
a way to generate new aesthetic measures by which the system may acquire
transformational creativity (see Boden’s [8] three types of creativity).

The IDEA descriptive model [19, 81] describes a creative system’s
potential impact. IDEA stands for Iterative Development-Execution-
Appreciation cycle, where a system is developed further and its behaviour
is exposed to an audience in iterative cycles. The IDEA model suggests
the following stages of engineering for creative systems: the developmental
stage, fine tuned stage, re-invention stage, discovery stage, disruption stage
and disorientation stage, where the stages proceed in the order of how sim-
ilar the creative acts taken by the system are to the known ones. Colton
et al. note, that creative systems are unlikely to have much impact outside
of discovery and disruption stages [19].

The FACE and IDEA models can both be seen to provide analysis capa-
bilities for multiple perspectives. First, the overall capability for different
creative acts in FACE and the system’s current stage of engineering in
IDEA can be seen to be abilities, i.e. related to the Producer perspective.
Second, software’s evolution during its development can be described both
in FACE and IDEA models, placing them as analysis tools for the meta-
level process of software development. Third, the creative acts in FACE can
be used to classify single artefact creation processes (Process perspective).

2.2.6 Computational Creativity Continuum

The computational creativity continuum (CC-Continuum) [82] is an anal-
ysis dimension that is tailored to describe the approach the designers of a
creative system are using. It can be understood as a meta-level analysis
tool, which aids in focusing the analysis on the right elements or proper-
ties of the system. At the other end of the dimension is the engineering-
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mathematical approach and in the other end the cognitive-social approach,
but systems can also be developed with a mixed approach.

The engineering-mathematical approach is characterised by the usage
of techniques that have been developed for other purposes than creative
systems, such as optimisation, probabilistic machine learning and gen-
eral problem-solving techniques. While developing a system using this
approach, much of the resources are spent on figuring out how to make
the end products more appealing.

The cognitive-social approach, on the other hand, uses human (or an-
imal) behaviour as a basis to develop computational models for creative
systems. The goal may be, e.g., to develop a model of how humans come
up with new ideas, to study how the quality of a piece of music is assessed
by humans and replicate it as a computational method, or to study how
social contexts affect the creative processes of individual entities. Thus,
the main tasks of this approach include how to represent cognitive, social
or cultural behaviours in computers.

The continuum is a cross-cutting dimension that is not fully contained
in any of the four Ps. Nonetheless, from the above characterisation of
the dimensions, we can derive that the engineering-mathematical approach
emphasises the Product perspective, while the cognitive-social approach
emphasises the other three Ps. However, even research focusing on the
cognitive-social approach typically intends to create apt artefacts.

2.2.7 SPECS

The Standardised Procedure for Evaluating Creative Systems (SPECS) pro-
posed by Jordanous [50] is a meta-level analysis and evaluation tool for cre-
ative systems. It defines a procedure that offers an unambiguous analysis
of a system’s creativity. As it is a meta-level tool, it does not itself provide
any criteria for creativity. SPECS consists of the following steps:

1. Identify a definition of creativity that your system should satisfy to
be considered creative,

2. Using Step 1, clearly state what standards you use to evaluate the
creativity of your system, and

3. Test your creative system against the standards stated in Step 2 and
report the results,

where in Step 1, the goal is both to determine general criteria for creativity
and to identify any specific criteria or particularly prominent aspects of
creativity for the domain in which the system produces artefacts.
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The main claim of SPECS is that after utilising and reporting the
choices made in each of the three steps, the analysis and evaluation of
creativity should be transparent for the reader.

2.3 The Creative Systems Framework (CSF)

The Creative Systems Framework (CSF) introduced by Wiggins [115, 116,
118] is one of the frameworks or tools by which creative systems may be
analysed. The CSF models creativity as search and, as stated originally by
Wiggins [115, 116], it is a formal account of Boden’s descriptive hierarchy
of creativity (see Section 2.2.1). However, it does not explicitly include
combinational creativity, which is one of Boden’s three creativity process
types. Nonetheless, combinational creativity can be modelled also as search
in space that has a specific kind of structure.

The CSF allows for formal, mathematical discussion of creative systems
and the description of relevant phenomena within them, which particularly
concerns the mechanisms of exploratory and transformational creativity.
In the analysis implementations, its current focus has been on the Pro-
ducer perspective, as its main applications characterise different abilities
or capabilities a creative system may have. Covering both exploratory and
transformational creativity, the CSF can also be used to formally categorise
the overall Boden’s process type of a creative system, however, its capabil-
ities are limited in describing an ongoing creative process of a system. For
example, it treats the function which selects where the system moves next
as a black box, and it does not have any defined stopping criteria.

The CSF is used as the basis in several studies in CC [e.g. 4, 41, 52].
In this thesis, the exploratory part of the CSF is directly extended in two
different ways in Paper II and Paper III, which we cover in Chapter 3 and
Chapter 4, respectively.

Next, we first introduce the object level part of the CSF which deals
with exploratory creativity, and then the meta-level part of the CSF, which
adjusts the object level and allows transformational creativity. We focus
on the object level and give only a brief explanation of the meta-level CSF,
as the contributions of this thesis do not consider it in detail.

2.3.1 Exploratory Creativity

Exploratory creativity consists of discovering novel and valuable concepts
within a known conceptual space [8]. It is similar to the classic AI search
paradigm with the prominent distinction of explicitly defining the concep-
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tual space of (currently) acceptable solutions. In a typical AI search solu-
tion, the system is engineered in a way that it cannot escape the preferred
conceptual space. An explicit definition of the conceptual space allows a
system to make informed decisions regarding it, possibly provoking trans-
formational creativity, which we cover in the next section.

The CSF defines exploratory creativity as a septuple

〈U ,L, [[.]], 〈〈., ., .〉〉,R, T , E〉, (2.1)

where the individual elements of the septuple are characterised in Table 2.1.
Below, we explain each element and its role in the system’s exploratory
creativity, concentrating on the elements more relevant to this thesis.

The universe U is a multidimensional (possibly infinite-dimensional)
space capable of representing anything. All possible distinct concepts c ∈ U
are distinct points in U . The empty concept � is also part of the universe,
� ∈ U . The language L (the set of all words over some vocabulary V,
L = V∗) is needed for completeness to describe the rule sets R, T and E ,
which are subsets of L.

A function generator [[.]] interprets a given rule set expressed in language
L and outputs a function that maps elements of the universe U to real
numbers in [0, 1]. It is used to generate functions that encode the rule
sets R and E , e.g. for all c ∈ U : [[R]](c) ∈ [0, 1]. The function generator
[[.]] is needed especially for transformational creativity, where the rule sets
may change during the system’s run and their interpretations need to be
assessed again.

The rule set R ⊂ L defines what kind of concepts are accepted as valid
in terms of belonging to a certain class of objects such as mathematical the-
orems, buildings in a specific architecture style or songs in a specific genre.
R can be used to define the conceptual space C using a validity threshold
k ∈ [0, 1]. Validity threshold k is used to binarise if a given concept is valid
enough to be accepted into the conceptual space, C = {c ∈ U | [[R]](c) ≥ k}.

The rule set E ⊂ L defines the evaluation function for the system, that
is, the function generated by [[.]] through interpreting E allows to evaluate
any concept c ∈ U as [[E ]](c) ∈ [0, 1]. We define the set of valued concepts
in the universe using a value threshold l ∈ [0, 1]: {c ∈ U | [[E ]](c) ≥ l}.

The system’s traversal of the conceptual space rests on a second function
generator 〈〈., ., .〉〉. It takes into account the traversal rule set T ⊂ L,
specifying how the system moves from concepts (or sequences of concepts)
to other concepts (or sequences). Since traversal can also be informed by
E and R, the generator interprets all three rule sets, T , R and E into a
function which maps a sequence of input concepts, cin, into a sequence of
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U the universe containing all possible concepts
L a language in which to express concepts and rules, in a

broad sense of the universe, L ⊂ U
[[.]] a function generator which maps a subset of L to a function

which associates elements of U with a real number in [0, 1].
〈〈., ., .〉〉 a function generator mapping three subsets of L to a func-

tion that generates a new sequence of concepts of U from
an existing one.

R ⊂ L rules defining valid concepts
T ⊂ L rules defining traversal in the concept space
E ⊂ L rules defining evaluation of concepts

Table 2.1: Description of the elements in the Creative Systems Framework
(CSF) [116].

output concepts, cout:

cout = 〈〈T ,R, E〉〉(cin). (2.2)

Similarly to Wiggins [52], we denote the set of all sequences of concepts
reachable from given input concept sequence c using at most n recursive
steps by

Tn(c) =

n⋃
j=0

〈〈T ,R, E〉〉j(c). (2.3)

With these elements, Wiggins defines characteristics for some interest-
ing phenomena which may occur in creative systems on the object level,
i.e. in exploratory creativity. Particularly, Wiggins [115, 116] introduces
uninspiration and aberration.

Uninspiration Uninspiration occurs when a system fails to find valu-
able concepts, and it is defined with respect to the rule set E . Wiggins
distinguishes between three different types of uninspiration.

Hopeless uninspiration In hopeless uninspiration there are no valued con-
cepts in the universe: {c ∈ U | [[E ]](c) ≥ l} = ∅.

Conceptual uninspiration In conceptual uninspiration there are no valued
concepts in the conceptual space: {c ∈ C | [[E ]](c) ≥ l} = ∅.

Generative uninspiration In generative uninspiration the system cannot
reach any valued concepts. From Equation 2.3 and given the empty
concept � as the starting point: {c ∈ T∞({�}) | [[E ]](c) ≥ l} = ∅.
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Aberration Aberration is defined based on how the valued concepts are
related to the conceptual space and the system’s ability to reach these
concepts. Wiggins describes three types of aberration which all rely on
the set of concepts which can be reached, but are not in the (current)
conceptual space C: B = T∞({�}) \ C.

Pointless aberration In pointless aberration none of the reachable concepts
outside the conceptual space are valued: {c ∈ B | [[E ]](c) ≥ l} = ∅.

Productive aberration In productive aberration a subset of the concepts
in B are valued: {c ∈ B | [[E ]](c) ≥ l} ⊂ B.

Perfect aberration In perfect aberration all of the concepts in B are valued:
{c ∈ B | [[E ]](c) ≥ l} = B.

Both uninspiration and aberration are interesting for a creative sys-
tem as they define some detrimental modes from which the system may
want to escape. To escape uninspiration the system may want to either
change its evaluation standards (hopeless uninspiration), conceptual space
(conceptual uninspiration), or its traversal (generative uninspiration). In
productive and perfect aberration, the system may want to adjust its con-
ceptual space to better accommodate aberrative concepts. In all of these
cases, transformational creativity is required.

2.3.2 Transformational Creativity

Boden [8] defines transformational creativity as changing the conceptual
space. In CSF [115, 116], transformational creativity is modelled as search
on a meta-level, where object-level rules defining valid concepts R and
traversal rules T can be adjusted. Generally, evaluation rules E may also
be adjusted.

In CSF, the search in the meta-level consists of a similar septuple as
the object level search defined in Equation 2.1:

〈L,LL, [[.]], 〈〈., ., .〉〉,RL, TL, EL〉, (2.4)

where LL is the meta-language and RL, TL, and EL are the meta-level
rule sets for traversal. Without going into specifics of the formulation it is
sufficient to say that this meta-level operates on object-level systems which
are composed using language L. RL defines what it means to be a creative
system, EL defines how the transformations are evaluated, and TL defines
how the search space of creative systems is traversed.
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Using this two-layer structure between the object-level and meta-level
systems, we can observe and investigate how the interplay between them
may give rise to transformational creativity. For example, Grace and Ma-
her [41] argue how specific curiosity on the object level, i.e. the habit of the
producer to form an intention to explore some subspaces of the conceptual
space when it encounters a surprising artefact, may facilitate transforma-
tional creativity.

Although CSF does not elaborate how exactly the information flows
between the object-level and meta-level systems, we can assume that a
creative system has some means to observe its state on the object level, e.g.
with relation to aberrative behaviour, which then induces the meta-level to
change the object-level system in some way. Of course, the more informed
the system is of its current state and history, and the more powerful its
meta-level is in its ability to come up with different kinds of object-level
systems, the more informed and interesting transformations may take place.

The CSF provides a formalism for discussing and analysing exploratory
and transformational creativity using a two-layer structure. However, it
does not state how these are implemented in a particular system. Next,
we move on to consider software architectures and metacreativity, which
provide more tangible means to build (exploratory) creative systems and
also enable transformational creativity.

2.4 Architectures of Creative Systems

Software architectures are one of the interests in software engineering. The
term software architecture refers to the set of components included in the
system and their relationships, i.e. the general design of the system. De-
scriptions of software architectures provide views on a system’s operation
where unnecessary implementation details have been excluded [90] and as-
sist in grouping software with similar (architectural or design) patterns
together [114]. Architectural patterns aid in understanding possible bot-
tlenecks and other interesting factors in the design of the system, as the
utilised patterns may cause characteristic operational fingerprints, e.g. in
terms of maintainability [114]. Typical for architectural design is the sep-
aration of concerns, which roughly means that the system should be built
modularly from components where each component has a well-defined re-
sponsibility and operational scope.

In creative systems, software architectures have not been subject to
wide deliberate studies. As a subfield of AI, CC and the development of
creative systems tends to focus more on the methods, which then determine
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the general architectural patterns used in individual systems. The design
of the system may become tangled when the development is focused on the
end products, and CC suffers from applied research not describing their
system designs with shared vocabulary [39].

Given that some of the creativity theories explain creativity as a com-
plex system of interacting and interrelated factors [30, 36, 57], it is striking
that architectural aspects of creative systems have not been more readily
addressed in CC. Although research using the cognitive approach has tied
the general structures or layouts of creative processes to theories of con-
sciousness [117, 119], not all CC systems need to derive their architectures
from how the human mind (or body) works. The layouts of many AI meth-
ods do not bear any similarity to the (current knowledge of the) layouts
and processes in the human mind, nor do they need to. Moreover, some
researchers have put forward an idea of treating the source code as the
first order object of interest in CC [24]. However, the proposition does not
explicitly consider the creative system’s architecture, rather it emphasises
the relevance of studying creativity of the systems where the code is the
(partial) end product generated by the creative system itself. That is, the
end product is also a process that can be run by executing the code.

As CC research is free to use any layout or architecture it desires, a
more concentrated effort on studying how architectural concerns affect the
creative systems, and if there are any special concerns that need to be
addressed when developing them, could prove to be beneficial. To put it
more boldly, one could even say that architecture is the fifth perspective to
computational creativity alongside the four Ps (Product, Producer, Process
and Press). The four Ps have been derived from humans where architectural
variations are not possible on the same scale as in computational systems,
and thus do not need as close consideration.

The only paper (besides Paper I) that directly considers general archi-
tectural, or design, aspects of creative systems is written by Ventura [111].
Ventura outlines a structural design for creative systems which concentrates
on how data flows within the system. The design distinguishes the follow-
ing elements: domain knowledge, aesthetic, conceptualisation (genotype),
genotypic evaluation, phenotypic evaluation and artefact (phenotype). The
naming of the elements follows a similar convention as the terminology in
genetic algorithms: the genotypic representation is the internal represen-
tation of the idea or concept, and the phenotypic representation is the
(materialised) artefact that can be considered as an output of the system
to the domain. Following the terminology in the paper, an artefact can be
obtained from the genotypic representation using translation.
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Ventura [111] sketches how the above-mentioned elements are connected
to each other. Their general assembly to a single creative system bears
similarity to the object level of CSF as there are no specific elements or
components which would take care of the meta-level behaviour. Further-
more, Ventura introduces a procedure that can be followed by designers or
researchers to build a CC system from scratch. The process starts by choos-
ing the domain in which artefacts are produced, which advocates that the
decisions made in the following steps are influenced by the chosen domain,
rendering the process partially domain-specific.

2.5 Self-adaptivity, Self-awareness and Metacre-
ativity

In this section, we cover our contributions to metacreative systems and
their architectures [Paper I]. The contributions draw on previous research
in software engineering, in particular self-adaptive and self-aware systems
and their architectures [see, e.g. 55, 56, 58, 61, 95]. We first briefly introduce
these concepts as they are defined in software engineering, and then proceed
to our contributions.

Self-adaptive systems Self-adaptive systems are systems that can mon-
itor and control their own behaviour. Often, self-adaptive architec-
tures have a two-layer structure consisting of a base system and a man-
ager [38, 55, 95]. The base system has a predefined higher-level goal, like
producing creative end products or serving web pages to clients, and the
manager component monitors how this goal is reached and provides adjust-
ments to the base system if it observes that the base system’s operation
is defective or it could be improved in some ways. The adjustments may
be as simple as changing to a different fixed configuration when the sys-
tem observes a predefined context pattern, or they may require complex
reasoning and recompiling parts of the system. The manager’s observation
and control processes can be realised, e.g. utilising a widely used Monitor-
Analyse-Plan-Execute loop, where each of the elements may have access to
a shared Knowledge base (MAPE-K loop) [55].

We have argued elsewhere that self-adaptation in software systems is in
many cases inherently creative, and have separated three different creative
adaptation types based on the way they are novel [67].

Self-aware systems Self-aware systems are systems that learn models
of themselves on an ongoing basis and use those models in their reasoning
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enabling them to act based on their knowledge and reasoning [56, p. 5].
One of the main reasons for a system to learn the models is to affect its
base system’s behaviour during its execution, but also other reasons exists,
e.g. adjusting what is reported to the maintainer of the system. That is,
self-awareness can provide dynamic monitoring and control capabilities to
a self-adaptive system, but not all self-adaptive systems are self-aware, as
self-adaptivity may be realised using hard-coded rules.

The usage of the terms self-adaptive and self-aware systems is not com-
pletely fixed, however, and different researchers originating from different
backgrounds may use them with slightly different connotations. A simi-
lar difference lies between the engineering and cognitive approaches in CC
research when defining objectives of self-adaptation. The engineering ap-
proach aims for robust adaptivity methods, while research following the
cognitive approach can be drawn to replicate adaptivity processes as they
are understood in humans. Naturally, mixed approaches are common.

Self-adaptivity and self-awareness are closely related to metacreativity
as it is defined in Paper I:

Definition 2. A metacreative system is able to reflect and control its own
creative behaviour.

We combine reflection and control capabilities from Definition 2 as self-
awareness in Paper I, which is not exactly the same definition as in Kounev
et al. [56, p. 5] cited above. As our interest is in adjusting the creative
behaviour by monitoring it, we only consider systems where the control
capabilities are geared towards the creative behaviour itself. Moreover, we
do not require ongoing learning capabilities from all metacreative systems
but differentiate between systems with fixed connections from reflection to
control (coined exogenous connections in Paper I) and systems that are
able to learn these connections (coined endogenous connections in Paper I)
during their execution. In many cases, creative applications and phenomena
are unpredictable or even chaotic, which places high demands on learning
the connections, but at the same time emphasises their need as the system’s
developer can not anticipate the situations the system encounters during its
execution. As such, metacreative systems are by definition self-adaptive,
with a strong emphasis on self-awareness as defined by Kounev et al..

We distinguish between different self-awareness aspects based on their
awareness target (Figure 2.1). The awareness aspects are artefact-
awareness, generator-awareness, goal-awareness, interaction-awareness,
time-awareness and meta-self-awareness. For example, an artefact-aware
system is able to control and reflect on the end products it creates. The
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Figure 2.1: Different self-awarenesses described in Paper I and their stereo-
typical connections. White arrows point to the targets of reflection and
control and the blunt end marks the component responsible for that be-
haviour. Time-awareness is omitted and only the most common relation-
ships are shown.

distinguished awarenesses are inspired by Lewis et al. [61], but we mod-
ify the awareness set to suit creative systems and consider their impact,
particularly in the context of creative systems.

By combining different awarenesses, we can provide different character-
isations of creative systems from the Producer perspective, where metacre-
ativity is the unifying characteristic. These characterisations can in turn
be used in the analysis of creative systems. For example, a goal-aware and
artefact-aware system which changes its goals based on the information
it gains from reflecting on the artefacts can be said to be autonomously
creative as defined by Jennings [49].
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The stereotypical layout of how these awarenesses are connected to each
other is shown in Figure 2.1. In the figure, we can see that the awarenesses
have diverse relationships, of which only the most common are shown.
Particularly, time-awareness could be connected to any component but is
omitted from the figure.

Even though Figure 2.1 may appear complex, these elements can, in
general, be fitted to the two-layer structure of self-adaptive systems, i.e. a
base system and a manager with MAPE-K loop. The base system would
consist of a generator that produces artefacts and a possible interaction
module (and other elements such as a knowledge base, etc., as discussed
by Ventura [111]), and all the managers and executive processes would be
in the manager component. On the other hand, the executive processes
inside meta-self-awareness could also be thought of as a third layer that
combines the information from the individual manager components into a
unified view of the creative system’s status.



Chapter 3

Creative Agents

Creative agents are focal to Computational Creativity (CC). For example,
a chatbot, a robot keyboardist developed for jazz improvisation with human
musicians, a computational painter choosing which strokes it performs on
a canvas and a robot dancer can all be modelled as agents.

In this chapter, we cover fundamentals of creative agents and our con-
tributions to creative action selection [Paper II] which extends the Creative
Systems Framework (CSF) [115, 116] (see Section 2.3). The chapter also
provides background for Chapter 4 where we focus on multiple creative
agents operating in the same environment. Similar to Chapter 2, we han-
dle creative agents mostly in an abstract manner without particular agent
implementations in mind. The most eminent of the four Ps in the chapter is
the Process perspective as how the agent decides what to do next is pivotal
for the agency.

We start by formulating our definition of a creative agent, after which we
briefly discuss general creative processes. Then, we cover the fundamen-
tals of the sequential action-selection problem in AI agents, i.e. Markov
Decision Processes (MDPs), and outline how this problem may be solved
using Reinforcement Learning (RL). Lastly, we present our contributions
to action selection for creative agents which synthesises concepts from the
action selection in AI agents into the CSF.

3.1 Definition of a Creative Agent

Similar to creative systems and their definition (see Section 2.1 and Def-
inition 1), there is no single agreed definition of a creative agent. There
has not even been a concentrated effort towards an integrated definition of
a creative agent in CC. This is not particularly surprising, as what is a
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single (non-creative) agent (in AI) has not been answered unambiguously
either [100, p. xvii]. In philosophy, sociology and ethics agency is defined
as the capability of an entity to act in its environment. However, the posi-
tion and quality of the boundary separating the agent and its environment
are under philosophical debate [48].

We adopt a pragmatic approach where an agent is separated from its
environment with a clear distinction of which elements constitute an agent
and which are part of the environment (or other agents). Due to this sepa-
ration, the Press perspective is always at least implicitly present when dis-
cussing creative agents. However, as the Press perspective deals with who
gets to evaluate creativity and why, we leave the majority of the discussion
about if for Chapter 4 where we focus particularly on social creativity.

The agent can attempt to manipulate or have an effect on the envi-
ronment by performing actions. The agent is free to choose which action
it performs at any given time, but the actions available to the agent may
be restricted because of the current situation or context. By situation, we
refer to the combined current state of the environment and the agent, and
by context, we refer to the state of the environment.

For the needs of this thesis, we use the definition of a creative agent
similar to Paper II:

Definition 3. A creative agent is a utility-based agent with a goal to pro-
duce creative, i.e. novel and valuable, concepts and/or artefacts.

Definition 3 combines the concept of intelligent agents by Russel and
Norvig [93] with the standard definition of creativity (see Section 1.2). It
considers creative agents to be utility-based, which means that a creative
agent has some form of heuristics or other means to measure how close it
is to the desired solution, not just a binary understanding if it has reached
a creative end product or not. To simplify, the utility can be understood
to be a linear combination of novelty and value, although they can also
be measured separately and an agent’s reasoning can be informed of both
measurements. Furthermore, arguments have been raised to question if the
novelty of the stimuli, i.e. perceived artefact, should be measured directly,
i.e. the difference of the artefact to the previously encountered artefacts, or
should the agent’s response (or arousal) to the novel stimuli be measured
instead [6]. The latter point of view is adopted often when researching
curious behaviour in creative agents [see, e.g. 98].

Our definition of creative agents references both concepts and arte-
facts, aiming to explicate the difference between the agent searching for
interesting inner ideas, i.e. concepts, and materialising these inner ideas as
artefacts into the environment. Crucially, a concept may be materialised
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as multiple artefacts and one artefact may be observed to express multi-
ple concepts. This concept-artefact distinction is present both in theories
of human creative processes [74, 88, 94] and in previous Computational
Creativity studies [cf. 41, 111].

3.2 Creative Processes

Creative processes become central when changing focus from creative sys-
tems to creative agents as the agency point of view embraces creative sys-
tems as actors in their environment. This emphasises questions like ”What
are the properties of the actions the agent chooses during its operation?”
and ”Why does the agent choose particular actions?”. Moreover, the issue
about creativity’s domain generality [71, 86] becomes particularly apparent
when dealing with creative computational processes, as many domains have
their particular methodologies for producing artefacts. Similar evidence is
also found in humans and specifics of the artistic creative process [10].

Below, we discuss a few selected theories of creative processes previ-
ously discussed both in the context of human creativity and Computational
Creativity. The aim is to give a rough overview of typical phase succes-
sions that occur during creative behaviour and how creative behaviour has
been previously modelled in CC. For computational processes, we provide
overviews of Markov Decision Processes and Reinforcement Learning (see
Section 3.3) as they are directly relevant for this thesis. In particular, we
do not cover all processes or process types used in artificial, creative agents
(or systems) as they are in many cases implementation specific. For ex-
ample, we do not cover other machine learning processes which could be
deemed creative, e.g. learning a novel weight distribution for a generative
adversarial network’s (GAN) generator which is able to produce novel and
realistic images in predefined categories [11, 40].

In humans, the creative process is a sequence of thoughts and ac-
tions [72]. This succession is often modelled as what could be called a
stage theory. In a stage theory, the creative process is divided into succes-
sive stages, where some (subset of) stages may be repeated iteratively until
an acceptable solution is found.

A typical example of a stage theory is the first theory of the creative
process proposed by Wallas, later studied by Sadler-Smith [94], where the
creative process is divided into four stages: preparation, incubation, inspira-
tion or insight, and verification. In preparation, the individual defines the
problem; in incubation, the individual withdraws from the problem and the
process continues subconsciously; in insight, the individual experiences a
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moment of ‘Heureka’ and a solution to the problem seems imminent; and in
verification, the actual solution is formulated and tested. Sadler-Smith [94]
argues that Wallas included a fifth stage, intimation (fringe consciousness),
between the incubation (non-consciousness) and inspiration (consciousness)
stages. Others have proposed that there are also other stages, e.g. between
preparation and incubation lies a stage of conscious concentration [10, 74]
where the problem is actively worked on.

After Wallas, multiple stage theories with complex relationships be-
tween each other have been proposed. Botella et al. [10] report 20 different
stage theories, identify and localise 16 different successive stages combined
over all the theories (such as idea generation, realisation, etc.), and map
how the stages of each theory are related to the stages in other theories.
In their analysis, the same stage in the combined stage succession over all
theories may have different names and meanings in different theories.

Botella et al. [10] characterise stage theories as describing the creative
process on a macro level, i.e. they define what happens overall during a
creative process. On a micro level, underlying mechanisms of the creative
process can be discussed, such as divergent and convergent thinking.

In CC, the concentrated study of the special properties of creative pro-
cesses has not raised wide-reaching interest, and only a few scholars have
studied more general theoretical aspects of creative computational processes
which go beyond implementations in individual systems.

Boden’s [8] three creativity types (see Section 2.2.1) characterise differ-
ent creative process types, but it does not answer why the system would
exhibit, e.g. transformational creativity, or what exactly the actions the
system takes are, e.g. when exploring the conceptual space. Moreover,
the FACE model [19, 81] specifies different generative act types (see Sec-
tion 2.2.5), e.g., generating a concept and generating a procedure that can
generate new aesthetic measures. However, because of its scope, the FACE
model handles generating an end product as single action and not as a
succession of multiple actions which could be further analysed.

The CSF [115, 116] (see Section 2.3), on the other hand, can describe
some unwanted modes of the object-level system, e.g. aberration, which the
meta-level system can observe as a trigger for a transformation, but it also
treats the whole exploration process (on both the object level and meta-
level) as a black box. For example on the object level, traversal between
concepts is realised by the interpreted traversal function (Equation 2.2)
which inner operation is left (intentionally) undefined. In particular, the
CSF does not explicate in detail how the set of traversal rules T is used to
influence to which output concept cout the system moves next.
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Schmidhuber [99] has proposed a formal theory of a human developmen-
tal process. The theory argues that creative behaviour can be explained by
a simple mechanism that utilises Reinforcement Learning (RL) to maximise
the fun for the discovery or creation of novel patterns. Sensory perceptions,
or data in general, contain a pattern when they are compressible. The main
interest is in learning the patterns from sensory perceptions. The learning
can be translated into an intrinsic reward, i.e. to a reward which is personal
to the agent and is not given from the environment, aiming to capture how
much better the agent’s world model can explain its observation history in
terms of some performance criteria after the learning takes place. This in-
trinsic reward is understood as internal joy, or fun the agent is having, and
relates to the motivation of the agent; too novel and too ordinary patterns
do not rouse internal joy as the agent either does not learn or is not able
to learn anything from them. The performance criteria can be defined, e.g.
as the world model’s compression performance on the observation history.
The idea is that using this kind of mechanism, the RL controller is continu-
ously driven to produce data (sensory perceptions) which is surprising, and
by learning the patterns in that data the agent improves its world model
and may acquire more complex behaviours.

Overall, the implementation specificity of creative systems and agents
makes it challenging to provide a unified framework of the creative process
in computational systems. Moreover, the implemented systems typically
only focus on one or two stages of the human creative process, namely
idea generation (generating concepts) or realisation of the ideas (generat-
ing artefacts) and verification (evaluating ideas or artefacts using computa-
tional means). In this sense, the majority of the proposed CC systems and
agents can be understood as being implementations of micro-level processes.
The designer of the system guides the macro-level process by developing the
computational system, e.g. for idea generation, and validates the results,
e.g. by using some of the analysis tools introduced in Chapter 2.

Next, we provide an overview of two widely used means to model and
solve how intelligent computational agents can select useful actions, Markov
Decision Processes (MDPs) and Reinforcement Learning (RL). These theo-
ries and their implementations provide background for our contributions to
modelling the action selection process in creative agents (see Section 3.4).

3.3 Action Selection Problem and Solving It

The action selection problem for intelligent computational agents is a well-
studied topic in AI [see, e.g. 87, 106]. It is often modelled as a Markov
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Decision Process (MDP) or Partially Observable Markov Decision Process
(POMDP) [87]. Below, we cover the fundamentals of MDPs and discuss
briefly how Reinforcement Learning can be used to approximate solutions
for them. We do not cover POMDPs or theoretical details of RL, as they
are not central to this thesis.

Our extension of the CSF for the action selection process of creative
agents [Paper II], discussed in Section 3.4, borrows concepts from MDPs
and their solutions. The MDPs are also implicitly present in our simula-
tions of creative agent cooperation in Paper IV and Paper V: the agents
utilise simple RL methods which are based on MDPs during simulation
development, even though MDPs are not mentioned in the papers.

3.3.1 Markov Decision Processes

A Markov Decision Process (MDP) defines a sequential decision making
problem where an agent interacts with its environment over time. On each
time step t the agent may receive a reward (from the environment), which
is potentially affected by the agent’s actions. The environment is distin-
guished from the agent by everything the agent cannot change arbitrarily,
and as such, it fits our pragmatic view of the agent and the environment
having a clear boundary.

A (finite horizon) Markov Decision Process is defined as a quadruple

〈S,A, p, ρ〉, (3.1)

where S is the set of all possible environment states and st, where st ∈ S, is
the state of the environment on time step t; A is the set of actions available
to the agent and at, where at ∈ A, is the action the agent performs on time
step t; p : S × A × S → [0, 1] is the environment dynamics, which defines
how the actions the agent performs potentially affect the environment state,
given by a conditional probability distribution p(st+1 | at, st); and ρ : S ×
A × S → R is the reward dynamics, which defines how the movement
between environment states using particular actions are rewarded, given by
ρ(st+1, at, st) = rt+1, where rt+1 is the reward on time step t+ 1. Markov
assumption implies that all the needed information of the past interaction
between the agent and the environment is encoded in the current state st.

The decision-making behaviour of the agent, or an attempt to solve a
Markov Decision Process, is defined by a policy π, π : S×A → [0, 1], which
is given by a conditional probability distribution π(at | st). That is, for
each state s ∈ S the agent may have a different emphasis for the action it
should take.
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A solution to a Markov Decision Process is an optimal policy π∗ which
maximises the expected future reward V π(s) when following a policy π and
starting from state s:

V π(s) = E

[ ∞∑
k=0

γkρ(st+k+1, at+k, st+k)

∣∣∣∣∣st = s

]
, (3.2)

where 0 < γ ≤ 1 is a discount factor that defines how near-future rewards
should be weighted in comparison to rewards in the more distant future.
Crucially, a Markov Decision Process may have multiple optimal policies.

Markov Decision Processes (and POMDPs where the agent may not
observe the full environment state on each time step) offer a flexible frame-
work for defining different action selection problems for agents. However,
they do not state how the agent should come up with its policy π. Multiple
different methods can be used to devise an agent’s policy starting from a
human designer handcrafting it, however, many of the methods fail when
the problem space becomes too complex.

3.3.2 Reinforcement Learning

Reinforcement Learning (RL) offers a practical way to solve action selection
problems by learning the agent’s policy from its experience [106].

In Reinforcement Learning, an agent interacts with its environment in
episodes and adjusts its policy either after each episode or simultaneously
during the interaction. Some of the agent’s actions during an episode may
include exploration. That is, the agent does not need to follow its policy
on every action. It may explore the state-action space in order to come up
with better policies.

The learning can be off-policy or on-policy. In off-policy, the (approxi-
mated) value of the optimal policy π∗ is learned independently of the actions
taken by the agent (e.g. Q-learning [113], which is utilised in Paper IV and
Paper V). In on-policy, the agent learns the value of the current policy it
follows (e.g. State–Action–Reward–State–Action (SARSA) [91]).

Reinforcement Learning methods can be divided into model-free and
model-based methods [106]. In the model-free methods, the agent directly
learns either state values for their policies, V π, as shown in Equation 3.2
or, more often, state-action values, Q : S × A → R, where Q(s, a) is the
value of an action a taken in a state s. An example of a model-free method
is Q-learning. In the model-based methods, the agent is either given or
learns a “world model”, where the model aims to capture relevant aspects
of environment dynamics possibly combined with reward dynamics. How-
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ever, combining the learning of environment dynamics and reward dynam-
ics makes the model challenging to use in different tasks with different
rewards. For example, Schmidhuber’s [99] proposition of a human develop-
mental process is a model-based RL method as the agent specifically learns
a model of the world.

3.4 Creative Action Selection Framework

While Markov Decision Processes and Reinforcement Learning are general
frameworks for action selection and learning from experience, they do not
explicitly take into consideration specifics of creativity. Moreover, even
though RL processes can be deemed creative in many cases [see, e.g. 15,
112], not all creative systems which can be modelled as agents utilise them.
Many creative systems use heuristics or are inspired by other frameworks,
and can still be understood to interact with an environment and choose
actions in a sequence. That is, they fulfil the basic requirements for our
definition of creative agents.

In Paper II, we aim to provide the first steps towards a formal framework
for creative action selection in the context of analysis of creative systems or
agents. The framework, dubbed the Creative Action Selection Framework
(CASF), extends the CSF (see Section 2.3) and borrows, or synthesises,
elements from MDPs into it.

In particular, the CASF dissects CSF’s traversal function (Equation
2.2) into constituents that are relevant for creative agents, and provides
some stopping criteria for them. Moreover, we make time and concept-
artefact separation explicit in the framework, and associate point c ∈ U in
the CSF, i.e. a (partial) concept or an artefact, to a state in MDPs. Lastly,
we distinguish different subsets of traversal rules T for the actions of the
agent, its world model (however, not all agents need to have a world model
in the CASF) and the policy it follows. We consider as action any choice
the agent can make during its operation.

The action selection loop of a creative agent according to the CASF is
illustrated in Figure 3.1. We scrutinise how each of the elements observe,
assess, filter, predict, choose and execute are part of a creative agent’s action
selection and provide a general mathematical formalism for each function.

The four functions constituting the action selection (choose, assess, pre-
dict and filter) are separated for conceptual clarity. In many cases, an agent
may not have all of these functionalities, or they are entangled within dif-
ferent processes of the agent. Moreover, their order in specific agent imple-
mentations may differ.
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Figure 3.1: Creative action selection loop as depicted in Paper II.

Using this conceptualisation of the action selection loop of a creative
agent, the CASF aims to provide a shared vocabulary that can be used to
analyse processes in diverse creative agents, utilising RL or other methods.
Especially, we can distinguish different properties of the action capabilities.
These can be simple statistical variables such as what the number of avail-
able actions in any given situation is, or more general characteristics such
as whether the agent is able to learn new actions during run time (Pro-
ducer perspective). Statistical variables can also be observed over time,
e.g. if the agent’s action selection after filtering suitable actions in each sit-
uation grows and shrinks in a controlled manner over time, then one could
hypothesise that the agent’s creative process has similarities to convergent
and divergent thinking. A higher-level analysis comes from the state-action
sequences the agent performs (or is capable of performing) and what their
properties are. For example, we can observe if the state-action sequence
always has a certain form or if the form differs between the creation of each
end product (Process perspective).

Overall, the CASF extends the analysis capabilities of the CSF for cre-
ative systems which can be modelled as agents. It models the creative pro-
cess as a sequence of state-action pairs where the action selection process of
the agent is informed of the end products it is aiming to create, providing
detailed analysis capabilities for the Process perspective. In comparison
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to Markov Decision Processes (and Reinforcement Learning), the CASF
deliberately distinguishes between concept and artefact spaces and other
elements relevant for creativity, e.g. rules for validity R, making it easier
to discuss the specifics of the creative process.

In Paper II, the CASF is described mostly from the engineering ap-
proach, but it can also be used in studies with the cognitive approach as
well if properly operationalised. Moreover, the generality of the states and
actions makes it possible to describe creative processes both on a micro and
macro level. Some actions may require fine motor skills to move a robot’s
brush on a canvas while higher-level actions may mark the movement be-
tween the overall stages of a creative process, e.g. from idea generation to
realisation. For example, (some of) the action types specified in the FACE
model [19, 81] could be either single actions or composed of multiple actions
in the CASF.



Chapter 4

Social Creativity

In this chapter, we cover aspects of social creativity relevant for this thesis,
and our contributions to both theoretical analysis of creative agent soci-
eties [Paper III] and empirical collaboration simulations in the abstract art
domain [Papers IV and V].

Social aspects of creativity accounted by the Press perspective are an
important part of creative phenomena: all creative agents operate in some
environment, which typically contains other (creative) actors or entities.
When shifting the focus from single agents to multiple creative agents op-
erating in the same environment, attention is drawn to the interactions
between the agents. These interactions can result, e.g. in collaboration
potentially allowing the agents to produce something together they could
not create alone [109].

We concentrate on multiple computational agents interacting with each
other and do not consider co-creative systems where a computational sys-
tem interacts with a human user. We base our inspection of social creativity
in computational entities on theories of social creativity in humans, namely
the Systems View of Creativity [30], which is also called the Domain-
Individual-Field-Interaction model (DIFI model) [35].

Our research approach to social creativity is Computational Social Cre-
ativity (CSC). Research on CSC is primarily based on Agent-based Mod-
els (ABMs) [34], which are described more as a mindset than a technol-
ogy [9]. The main point of view is that in an ABM the whole system, i.e.
society, is described from the perspective of its constituents, i.e. agents.
The focus is on simulating the agent society and observing what kind of
emergence arises from different agent properties and interactions. This is
a stark contrast to Multi-agent Systems (MASs), where a typical goal is
to make a set of agents operate as effectively as possible in a particular
problem domain [100].

41
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We begin by introducing the DIFI model [30, 35]. We continue by de-
scribing Computational Social Creativity and briefly cover previous work
in its field. Then, we present our contributions to merging the DIFI model
with the Creative Systems Framework [Paper III]. Lastly, we cover col-
laboration as a special case of social creativity and our contributions to
empirical collaboration simulations [Papers IV and V].

4.1 The Systems View of Creativity (DIFI model)

The Systems View of Creativity introduced by Csikszentmihalyi [30], and
later developed into the Domain-Individual-Field Interaction model (DIFI
model) [35], is a prominent theory dealing with social aspects of human
creativity. Its main argument is that creativity is not isolated in any indi-
vidual, but instead, it is best understood in its entirety by investigating the
dynamics between the individuals of the society, the experts of a given field
and the domain of accumulated cultural artefacts, as depicted in Figure 4.1.

The DIFI model encompasses all of the four Ps, with an emphasis on
the Press perspective, and thus it attempts to capture the high-level ac-
count of the dynamics of diverse creative phenomena within a society. The
DIFI model consists of the following elements:

Individual An individual is a human or other entity, e.g. an artificial
creative agent, which operates in some environment. The individual has its
own characteristics, traits and skills (Producer perspective) and it follows
its own creative processes (Process perspective on an individual level) to
produce end products it deems creative by its own standards (Product
perspective, in the context of P-creativity or small-c).

Field The field is a collection of social institutions relating to some class
of artefacts, e.g. in contemporary art, in a scientific discipline such as CC,
or in jazz music. The individuals, which we here call experts, belong to the
field if they can affect what is preserved in its domain. These experts in the
field may be (and often are) individuals who produce novelty in that same
field, but they can also be, e.g. critics, teachers and collectors. The same
individual may belong to multiple fields in multiple roles and the fields may
overlap each other. In some cases, the field may be implicitly defined, and
the members of the field may not recognise themselves as such.

The field acts as a filter for the artefacts which are produced by the in-
dividuals, and select which artefacts are accepted to the domain of cultural
artefacts (Press perspective). In some fields this selection mechanism can
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Cultural

Social Personal
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Domain

stimulates novelty

produces novelty

selects novelty transmits information

Figure 4.1: The relationships between different elements of the DIFI model,
adapted from Csikszentmihalyi [30]. An individual produces novelty, which
is assessed by the experts in the field to be accepted to the domain of
cultural artefacts. The field stimulates the individual’s generation of new
end products while the domain transmits information about the culturally
accepted artefacts to the individual.

be explicit, e.g. the peer review process for scientific publications follows
specific standards, and in others implicit or fuzzy, e.g. street graffitis which
are seen to hold exceptional value are less likely to be drawn over by other
street artists (Process perspective on a societal level).

The field, in general, can act in multiple spatial or cultural abstraction
levels from local galleries to culturally accepted seminal works. Thus, the
field may deploy different selection mechanisms depending on the context of
the novelty produced by the individual. For example, a local gallery curator
may select artworks to the gallery based on its own assessment, whereas
artworks that are seen as culturally transformative are usually selected by
the field as a whole after a period of time from the creation of the artworks
has passed and the field has continued to develop.
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Domain The domain is a collection of cultural artefacts which have been
selected by the field (Product perspective, in the context of H-creativity or
Big-C). In a similar way as the selection of the field functions, the domain
may have multiple abstraction levels from small local galleries to distin-
guished museums with vast collections or from local symposiums to leading
scientific journals. Moreover, the importance of different cultural artefacts
may be observed in varying ways in different locations, at different times,
or by individuals with different cultural connections and personal bonds.

Interaction All the three elements above, individual, field and domain,
are continuously interacting with each other. The domain transmits infor-
mation to the individual as the individual observes its artefacts, and the
individual brings about some variations based on its own observations and
impressions of the domain artefacts, using its own creative processes and
assessment of the artefacts. These variations are then proposed to the field
which utilises its own processes to select the variations which are accepted
into the domain.

The field or the social context can also act as a generative force for
the individuals. For example, some individuals which would not otherwise
produce creative artefacts may be drawn to do so when the social context
is appealing [30].

4.2 Computational Social Creativity (CSC)

The studies of social creativity in CC can often be categorised in the gen-
eral context of Computational Social Creativity (CSC) [96], which roughly
refers to studying creativity with Agent-based Models. In its approach and
methodology, CSC is close to fields such as artificial life and computational
social sciences. In this thesis, Papers III–V all adopt CSC as their general
context. Paper III aims to provide descriptive analysis tools for CSC re-
search, and Papers IV–V study, among other things, emergence in a society
of creative agents.

CSC has four properties which are either required (the first two) or
desirable (the last two) [96]:

1. Models must demonstrate a mechanism CSC’s approach to
modelling is qualitative and the main focus is on the discovery of
mechanisms. Similar to computational social sciences, the models
should be generative in nature [26]. That is, the models are con-
structed using beliefs or knowledge of how individuals behave and



4.3 Previous Research in CSC 45

the simulations are then executed and the results investigated. Dif-
ferent individual traits, characteristics or interaction principles may
produce different behaviour on a macro level, i.e. the society exhibits
distinct emergent qualities based on its individuals.

2. Models must be simple and reproducible The main claims of
CSC models should be reproducible by other researchers using dif-
ferent source codes than the original study used. Thus, using simple
models allows the researchers to focus on the core aspects of the
model, making it easy for others to reproduce the effects. However,
Saunders and Bown [96] acknowledge that CSC studies highly com-
plex behaviour, which may be challenging to represent or reproduce
in simple models.

3. Models should preferably generate new hypotheses As CSC
offers a platform to study hypothetical creative situations, contexts,
individuals and interactions, it can be used to study creativity as
it could be instead of as it is. This can promote new hypotheses
considering creativity, which may be further investigated using CSC
as the platform.

4. A strong CSC model would actually be creative and achieve
the goal of CC Even though CSC focuses on simple individuals
which are typically minimally intelligent, a strong CSC model would
make the whole society appear creative on a macro level. This claim
is not as far-fetched as it may sound, as emergence can be seen as
creative behaviour in its own right: it can produce a novel behavioural
pattern that is useful, especially for the individuals in the society.

Theories of social creativity, such as the DIFI model [30, 35], can be
incorporated into CSC studies either during the modelling, e.g. how critics
explicitly decide which artefacts are accepted into the domain, or during the
interpretation and analysis of the results, e.g. what kind of implicit fields
are formed during the simulations with certain interaction behaviours or
different (distributions of) individual characteristics. However, the research
setting has to be properly devised and the interpretation of the results has
to be done carefully to separate causation from correlation.

4.3 Previous Research in CSC

Previous research that can be roughly categorised into the context of CSC
is diverse with many different application domains and investigations of
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interesting mechanisms. Below, we present a few selected examples of CSC
research to outline the field’s general research interests. For a more thor-
ough account of previous studies in social creativity, we refer the reader to
Saunders and Bown [96].

Saunders and Gero [97] study societies of agents that produce genetic
artworks. In their simulations, the agents are curious, i.e. they appreciate
novelty. Each agent converts the novelty value into interestingness using
the Wundt curve [6]. The agents prefer different levels of novelty, i.e. their
interestingness peaks at different levels of novelty. Saunders and Gero ob-
serve the emergence of cliques where agents appreciating similar levels of
novelty appreciate each other’s artworks more often.

Sosa and Gero [102] study design creativity in the context of the
DIFI model. They discover multiple interesting phenomena emerging dur-
ing the agent society simulations. For example, they observe dissenters,
agents that may trigger change cycles in society in a bottom-up style, and
the emergence of gatekeepers, agents which have an emphasised role in the
field’s collective decision to accept artefacts into the domain.

Gabora and Tseng [37] study how self-regulation affects the overall cre-
ativity of society. In their simulations, the agents can invent new or imitate
existing actions. The actions consist of moving different body parts and
agents prefer symmetrical movements. They conclude that self-regulation,
i.e. the individual’s tendency to imitate existing actions instead of invent-
ing new actions if it has not been able to invent fit actions in the past,
benefits the whole society. The actions become more fit in the whole so-
ciety when compared to a non-regulated society and the diversity of the
actions is higher, especially during the beginning of the simulation.

We have previously investigated social decision making using novelty-
seeking agents which produce spirographs in iterative simulations [68]. In
particular, we studied how self-criticism and veto power affect the artefacts
which are accepted into the domain as a result of all agents voting for the
most novel artefact on each iteration. We observed that self-criticism is
beneficial in agent societies where collective voting is employed as it drasti-
cally reduces the number of artefacts each agent needs to assess. Moreover,
veto power and self-criticism both raise the average novelty of the artefacts
accepted into the domain, while too aggressive use of veto power raises the
efforts needed to produce the same number of artefacts for the domain.

Overall, the typical CSC approach uses (iterative) simulations where
different properties of the agents or the simulation setups change. The
results are either compared between different simulation setups or between
different agents inside the same simulation run. As a rule, the simulation
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setups are run multiple times to get statistically relevant results. The
different agent properties may be as simple as different labels of agents
where agents are biased against agents with different labels, or they can
consist of properties such as the resources each agent has, the number
of social connections available to each agent, and the agent’s ability to
reason and learn. The simulation setups may vary by giving all the agents
different properties or resources, changing the society from sparse social
connections to dense social connections, or varying the number of agents
in the simulation.

4.4 Formal Analysis of Creative Agent Societies

In this section, we cover our contributions to the formal analysis of creative
agent societies as proposed in Paper III. The paper merges elements from
the DIFI model (see Section 4.1), namely individuals, the field and the
process of selecting artefacts into the domain, into the Creative Systems
Framework (see Section 2.3). The resulting extension to the CSF, dubbed
the Creative Systems Framework for Creative Agent Societies (CSF4CAS),
is developed to be used as a formal analysis tool to research social creativity,
e.g. in the context of Computational Social Creativity. Principally, the
CSF4CAS is also compatible with Liu’s dual generate-and-test model [69].

The framework defines a society S as a set of creative agents,
S = {A1, A2, . . . , An}, where each agent Ai has its own independent object
level septuple of the CSF (see Section 2.3 and Equation 2.1). As agents
may change as time passes, we denote the CSF of agent Ai on time step t
as

〈U ,L, [[, ]]〈〈., ., .〉〉,RAt
i
, TAt

i
, EAt

i
〉,

where RAt
i
, TAt

i
and EAt

i
are agent’s Ai rules for validity, traversal and eval-

uation on time step t, respectively. We denote by RAt
i
the set of artefacts

considered valid by Ai on time step t, EAt
i
the set of artefacts considered

valuable by Ai, and TAt
i
the set of artefacts reachable by Ai using any

number of applications of the traversal function (see Equation 2.3). For
simplicity, we omit defining the time step when it is not necessary.

The object-level independence means that while the agents may influ-
ence each other, only the agent itself controls its own creative behaviour
defined by the septuple. In general, the agents conform to our definition
of creative agents (Definition 3): in the CSF the utility measure can be
defined as a linear combination of evaluation and validity functions [[EAi ]]
and [[RAi ]], respectively. Although, basing it solely on [[EAi ]] would be a
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typical solution in CSC as [[RAi ]] defines the current conceptual space of
acceptable solutions for agent Ai.

In Paper III we do not make an explicit separation between concepts
and artefacts nor do we consider different components of the evaluation
function, but the CSF4CAS could incorporate into itself the single-agent
CSF elaborations of Paper II as well.

In the centre of the CSF4CAS is an abstract societal aggregation func-
tion Π which takes as input a set of agents S and computes from input
societal representations for the set of artefacts valued by society ES, the
set of artefacts seen as valid by society RS, and the artefacts reachable by
society TS. That is, for society S on time step t:

Π(St) = {RSt , TSt , ESt}, (4.1)

where RSt denotes what the set of agents S socially considers to be the
conceptual space of acceptable solutions on time step t, i.e. it determines
the field the set of agents agree on; TSt denotes the artefacts reachable
by the set of agents, i.e. the exploratory capabilities of the whole society;
and ESt denotes the end products the set of agents socially evaluate to be
good enough, i.e. which artefacts pass the social creativity test of the field
and can be included into the domain. That is, Π incorporates into itself
the social decision-making processes of the given field and its individuals,
which may be either explicit or implicit as discussed in Section 4.1. The
implementation of Π is society specific, and may be one of the main interests
of the research: what kind of societal phenomenon is observed with different
societal aggregation function Π implementations?

The CSF4CAS obscures all the particular interactions between the
agents from its analysis. This may seem counter-intuitive when compared
to the general interests of CSC where the interactions are one of the main
aspects of the study. However, CSC models should also demonstrate mech-
anisms (the first requirement of CSC, see Section 4.2) and CSF4CAS al-
lows to analyse the effects different implemented interaction mechanisms
have on the creativity-relevant properties of the whole society or individual
agents within it. The analysis can be performed independently from the
implemented interaction details making it easy to change the interaction
behaviour or properties of the agents and performing the same analysis
again to compare the results.

The CSF4CAS provides multiple ways to describe and analyse creative
societies with respect to the object-level septuples of individual agents
within them and the societal representations RS, TS and ES. First, it
can be used to analyse society S both on particular time steps t and how
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the society changes over time. Second, the properties of single agents or
some subset of agents may be compared to the society-wide properties on
particular time steps, e.g. how well the conceptual space of a single agent,
RAt

i
, matches that of the whole society’s understanding of the conceptual

space RSt . The relationships between these properties may also be ob-
served over time, e.g. an agent can be observed to merge into the society’s
“norms” if its conceptual space RAi becomes more similar to the society’s
RS on some time interval [t, t + m] where m > 0, while the society-wide
understanding does not change significantly. Third, the effects of the par-
ticular Π implementations may be observed on the societal scale or how
they affect its individuals.

Overall, the CSF4CAS provides a novel point of view to analysing cre-
ative societies which is grounded on the well-known analysis framework for
creative systems and theory of social creativity. It can be used in con-
junction with other analysis methods and approaches previously used in
computational social sciences and CSC, such as complex systems frame-
works where the focus is on interactions between the individual entities,
statistical methods which provide quantitative measures of the societies,
and multi-agent learning which investigates how learning of multiple indi-
viduals can be orchestrated towards a common goal.

4.5 Collaboration

Collaboration is an important aspect of human social creativity [80]. By col-
laborating with others, humans are able to produce end products that they
could not produce by themselves [109]. Collaboration aspects of human
behaviour have also been argued to be essential for the initial development
of human language [108], which can be understood as a creative behaviour
in its own right.

In AI, collaboration has been studied, e.g. in the context of human-
robot interaction and collaboration between multiple computational agents.
In Computational Creativity collaboration has been studied especially in
co-creativity, where a human collaborates with a piece of software [e.g. 53]
or an embodied robot [e.g. 46]. Studies that investigate creative collabora-
tion between multiple computational agents are done mainly in the musical
domain, where the set of agents which collaborate is fixed during the col-
laboration, e.g. an ensemble of music bots that improvise a piece of music
together [32, 33].

From a more theoretical viewpoint, a true collaboration between com-
putational agents has been argued to be only reachable when the agents
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have an understanding of each other’s goals [14]. For example, an agent
which sees from a window another agent outside the building has to under-
stand that the other agent’s goal includes getting inside the building, after
which the door can be opened as a collaboration. If the agent inside opens
the door without modelling the other agent’s goals, then collaboration did
not take place (as understood by the agents), although the other agent is
still able to get inside. That is, true collaboration requires modelling the
properties and goals of other agents. We call these models peer models.

In Computational Creativity, McGregor et al. [75] have argued that
the goals of the autonomously creative agents should be formed in the
interaction between the agent and the environment and other agents. The
agents should observe their environment so that they are able to capture
interesting (and socially relevant) goals during their execution. Moreover,
Kantosalo and Toivonen [52] have presented formal models, based on the
CSF (Section 2.3), for two co-creativity process modes between two entities,
e.g. a human and software: the task-divided co-creativity and alternating
co-creativity. In task-divided co-creativity, the two entities have different
types of tasks they can perform and the task to be performed determines
which of the entities proceeds with the co-creative process. In alternating
co-creativity, both entities have the same general skills and the co-creative
process proceeds by the entities taking the initiative on alternating time
steps to develop the co-created end product further.

4.6 Empirical Collaboration Simulations

In this thesis, Paper IV and Paper V study collaboration in iterative sim-
ulations in the domain of abstract art. In the simulations, independent
artificial agents learn peer models of each other and utilise the peer models
to select favourable collaboration partners and socially relevant and inter-
esting goals. That is, the agents in our setting conform to the (minimal)
requirements of intentional collaboration [14] and social goal selection in
creative contexts [75].

Paper IV provides the initial simulation, agent and peer model setups,
and Paper V is a direct continuation where new peer models are tested
and the setup is made more complex by allowing the agents to adjust their
aesthetic preferences during the simulation. In general, the agents in the
simulations conform to our definition of a creative agent (Definition 3) and
use Reinforcement Learning techniques (Section 3.3) to gain interaction-
awareness and goal-awareness (Section 2.5).
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4.6.1 Overview and Results

In our simulations, a set of creative agents produce images using genetic
programming [101] and evaluate them using varying computational aesthet-
ics [31]. The agents produce images both by themselves and in pairwise
collaborations. Our main interest is in how the agents may select bene-
ficial collaboration partners, i.e. partners where both of the agents agree
that the collaboration result is creative, and what kind of societal phenom-
ena can be observed when the agents use different collaborator selection
methods [Papers IV and V] and when the agents are able to change their
aesthetics during the simulation [Paper V]. In other words, our interest
in collaboration simulations is in efficient peer modelling (the engineering
approach which borrows ideas from the cognitive perspective) and in emer-
gence (social aspects and CSC). To this end, we devise in Paper IV a
collaboration procedure for genetic programming where two independent
agents may work on the same artefact in a similar type of process as alter-
nating co-creativity [52].

The agents learn peer models using simple RL techniques by observing
artworks done by themselves and their peers. We investigate whether selfish
or altruistic cues of other agents’ behaviour are more suitable for learning
the peer models for collaborator selection. Selfish cues gauge how much
the agent likes its peer’s individual artworks, and altruistic cues gauge how
well the peers assess the agent’s own individual artworks. We conclude that
selfish cues seem to give better results, but part of the observed differences
may be explained by our collaboration procedure which may reward selfish
behaviour more than altruistic behaviour.

The agents use the learned peer models to gain interaction-
awareness [Papers IV and V] and goal-awareness [Paper V] which they
use in their decision making. Using the peer models the agents may order
their peers into collaboration preference order and select the peer which
they observe to be the most promising collaboration partner (interaction-
awareness, selfish behaviour), and they can adjust their own current aes-
thetic goal to fit their collaborator partner so that they become “the best
possible” partner for it (goal-awareness, altruistic behaviour). We observe,
that goal-awareness benefits the collaboration by raising its success ratio
and the value (as assessed by the agents involved in the collaboration) of
the collaborated artworks.

As the agents (in some learning models) actively inspect what kind of
artworks others are producing, i.e. estimate the aesthetics the peers are
using, the agents may use the peer models to select a beneficial spot, i.e. an
aesthetic goal, within the society. The agents aim to select aesthetic goals
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which allow them to not only produce novel individual artworks but also, at
the same time, find collaboration partners with matching enough interests
so that the collaboration may be fruitful (goal-awareness, selfish behaviour
with societal impact). We then observe what kind of societal behaviour
this strategic adjustment of aesthetic goals brings forth. We conclude that
while allowing the agents to adjust their aesthetic goals freely generates
more novelty and value, society as a whole behaves more erratically as the
agents opportunistically move into similar aesthetic goals in clusters. This
is caused by all the agents simultaneously deciding if they want to adjust
their aesthetic goal and how they want to do it. An iterative procedure
where one agent at a time selects its new aesthetic goal might fix the erratic
behaviour, but it would need more controlled societal procedures which are
not always desirable or possible (e.g. the designer needs to decide who gets
to select their goal first and why).

Altogether, our collaboration simulations provide us with a few key in-
sights. First, what kind of simple peer models can be used to approximate
the collaboration potential of other agents. Second, our pairwise collabora-
tion procedure provides the first step towards more informed collaboration
procedures between independent agents producing abstract art with genetic
programming in social contexts.

Even though our simulation models are not particularly simple (the
second requirement of CSC, see Section 4.2), we still relate our work to
the general CSC context as our interest is partly on the individual agent
properties, i.e. aesthetic goals and peer models, and partly on emergence.
As Conte et al. [26] point out and Saunders and Bown [96] sympathise, it
might be that the low hanging fruits of computational social sciences have
already been picked up, and the field (and thus CSC) may need to advance
towards more complex models and simulations, which model and capture
pervasive aspects of social behaviour, e.g. social creativity. To this end,
the empirical simulations done in Paper IV and Paper V, provide the first
steps towards substantially more complex social creativity simulations with
more ambitious goals.

4.6.2 Analysis of the Simulations

The agents in our empirical cooperation simulations and their societal be-
haviour may be analysed using the analysis frameworks and tools proposed
in this thesis in the following manner.

As already covered, the agents exhibit both interaction-awareness and
goal-awareness as proposed in Paper I. Interaction-awareness arises from
the agents selecting the most promising collaboration partners. Goal-
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awareness is based on the agents being able to adjust their goal with respect
to their collaboration partner and selecting promising spots within the so-
ciety to produce novel and valuable artworks, while still being able to find
reasonable collaboration partners.

In the Creative Action Selection Framework (CASF), the agents can be
seen to follow the general model-free action selection process depicted in
Paper II in Algorithm 1. However, the CASF considers only single agents,
whereas the agents in our simulations use action selection to select collabo-
ration partners, the actions do not move the agent in the concept or artefact
spaces and instead define the peers selected for collaboration. Including in-
teraction actions in the CASF is possible, but it needs elaboration in the
framework as the original CSF does not consider interaction with other
creative entities or the environment in general.

In the Creative Systems Framework for Creative Agent Societies
(CSF4CAS) we consider the strategic movement of our agents in Paper V,
in other words socially novel goal selection, to be characterised in the fol-
lowing manner: for each agent A it is likely that for every peer B ∈ S\A the
set of artefacts which are valued by agent A, EA, differs considerably from
the set of artefacts valued by peer B, EB. The resulting dynamics caused
by the agents adjusting their aesthetic goals can also be characterised on a
societal level as the tendency of the set of socially valued artefacts, ESt , to
be in the constant move. However, in our simulations we do not have an
explicit process for computing ESt as the domain is only implicitly present
in the memory of the agents. Thus, we would need to define the process
that selects which artefacts are accepted into the domain based on the
evaluations of the individual agents.
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Chapter 5

Research Task Outcomes

In Chapters 1–4 we have introduced the relevant conceptual elements and
perspectives to better understand the original research done in Papers I–V.
In this chapter, we present the outcomes of the research tasks as introduced
in Section 1.5.

Research Task I: Design a tool to describe and characterise
artificial metacreative systems.

The first research task is addressed in Paper I and in Section 2.5.
We have introduced, based on existing research on self-adaptive and self-
aware systems, a set of domain-general self-awareness aspects which are
particularly relevant for metacreative systems aiming to produce novel
and valuable end products. These self-awareness aspects are artefact-
awareness, generator-awareness, goal-awareness, interaction-awareness,
time-awareness and meta-self-awareness, each dealing with a particular as-
pect of a metacreative system’s behaviour. With the self-awarenesses, we
can provide general characterisations of a system’s metacreative capabili-
ties. These characterisations may be compared between systems, even if the
systems produce artefacts (or ideas or concepts) in different domains. How-
ever, the exact connections between the self-awareness aspects are decided
by the designer of the system, which may make the detailed comparisons
between systems challenging as reflecting on an aspect may result in control
of another aspect.

Research Task II: Design formal analysis tools for (a) the
artefact creation process of individual creative agents and
(b) processes in creative societies.

The second research task is addressed in Paper II and Paper III, and in
Section 3.4 and Section 4.4.
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Paper II proposes an analysis framework, called Creative Action Se-
lection Framework, for an individual creative agent’s action selection by
synthesising elements from Markov Decision Processes [5] and their solu-
tions to the Creative Systems Framework [115, 116, 118]. The framework
can be used in analysing the action selection capabilities of diverse agents,
ranging from simple and minimally intelligent agents to agents which utilise
complex learning mechanisms to adjust their action selection process.

Paper III proposes an analysis framework for societies of creative agents,
Creative Systems Framework for Creative Agent Societies. The frame-
work introduces elements from the Domain-Individual-Field-Interaction
model [30, 35] to the Creative Systems Framework [115, 116, 118]. The
framework can be utilised in analysing the overall behaviour of the society,
in comparing the properties of individuals to the properties of the whole so-
ciety, and in investigating how different societal aggregation processes affect
the society and its individuals. All of these methods can provide charac-
terisations of creative agent societies and the individuals within them.

Both of the frameworks are domain-general and theoretical.

Research Task III: Design and implement a society of creative
agents to study different collaborator selection procedures and
observe phenomena emerging from those procedures.

The third research task is studied in the context of agents producing
abstract art using genetic programming, and it is addressed in Paper IV
and Paper V, and in Section 4.6. Using a devised pairwise collaboration
procedure we investigate whether selfish or altruistic cues are more reliable
in approximating another agent’s collaboration potential using simple Re-
inforcement Learning methods. We conclude that the selfish cues generate
more novelty and value, but it may be partly caused by features of our
collaboration procedure. Further, we inspect the dynamics of the society
where the agents are able to adjust their aesthetic preferences. We observe
different emergent society-wide patterns depending on how much the agents
are willing to adjust their aesthetics in one go. We envision that modest
continuous adjustments may actually increase the stability of the society,
as agents may then exploit their accumulated knowledge better.



Chapter 6

Conclusions

We have studied creativity in the context of Computational Creativity,
which not only models, replicates and simulates human creativity using
machines but also studies how computational entities (systems, agents and
societies) may be creative in their own right. We have proposed three differ-
ent analysis tools or frameworks for creative systems (self-awareness aspects
for metacreative systems), agents (Creative Action Selection Framework)
and societies (Creative Systems Framework for Creative Agent Societies),
and investigated collaboration of creative agents in two case studies in a
single creative domain.

Our contributions have added to the understanding of the Producer,
Process and Press perspectives to computational creativity. We have
(1) proposed relevant conceptual components by which metacreative sys-
tems may be characterised (Producer perspective), (2) proposed a frame-
work for analysing action selection within creative agents (Process perspec-
tive), and (3) addressed social aspects of creativity and proposed a frame-
work for analysing them (Process and Press perspectives). For the col-
laboration studies (Process and Press perspectives), we have implemented
iterative simulations where independent creative agents produce abstract
art by themselves and in pairs and investigated how the agents may learn
apt peer models to aid in selecting promising collaboration partners and
what kind of societal behaviour emerges.

From a theoretical point of view, the preliminary frameworks pro-
posed in Paper II, the Creative Action Selection Framework (CASF), and
in Paper III, the Creative Systems Framework for Creative Agent Soci-
eties (CSF4CAS), seem promising to be further developed as general formal
frameworks for the analysis of creative agents and societies. In the future
their ideas could be combined so that CASF incorporates into itself the
interactions between agents, and CSF4CAS adopts the elaborations to the
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individual agents as proposed in CASF. In addition, CASF would benefit
from elaborating the action selection on the meta-level in a similar manner
as it is currently done on the object level. This would bring CASF close to
the ideas of self-adaptivity, self-awareness and metacreativity as proposed
in Paper I, potentially merging them in some form into the framework. In
this light, the contributions in this thesis offer one possible way to begin
constructing “a unified formal analysis framework” for computational cre-
ativity which would take into consideration properties of individual agents,
their creative processes and dynamics of their interaction.

To conclude, even though creativity is a multi-faceted phenomenon with
domain-specific aspects, it is possible to construct analysis frameworks,
and to some extent experiments, where it is handled in a domain-general
manner. Nonetheless, there is still a lot to be discovered when it comes
to the creativity of artificial entities, as their specific goals, capabilities,
architectures, processes and interactions are constantly evolving with every
new technological advance we make. This makes it even more crucial to be
able to inspect, understand and discuss artificial creative entities apart from
their implementation details. Otherwise, the computational creativity field
is in danger of scattering into the domain- and technology-specific branches,
which do not see the common themes and concepts across them.
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