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Automatic headline generation has the potential to significantly assist editors charged with head-
lining articles. Approaches to automation in the headlining process can range from tools as creative
aids, to complete end to end automation. The latter is difficult to achieve as journalistic require-
ments imposed on headlines must be met with little room for error, with the requirements depending
on the news brand in question.

This thesis investigates automatic headline generation in the context of the Finnish newsroom. The
primary question I seek to answer is how well the current state of text generation using deep neural
language models can be applied to the headlining process in Finnish news media.

To answer this, I have implemented and pre-trained a Finnish generative language model based
on the Transformer architecture. I have fine-tuned this language model for headline generation
as autoregression of headlines conditioned on the article text. I have designed and implemented
a variation of the Diverse Beam Search algorithm, with additional parameters, to perform the
headline generation in order to generate a diverse set of headlines for a given text.

The evaluation of the generative capabilities of this system was done with real world usage in mind.
I asked domain-experts in headlining to evaluate a generated set of text-headline pairs. The task
was to accept or reject the individual headlines in key criteria. The responses of this survey were
then quantitatively and qualitatively analyzed.

Based on the analysis and feedback, this model can already be useful as a creative aid in the
newsroom despite being far from ready for automation. I have identified concrete improvement
directions based on the most common types of errors, and this provides interesting future work.
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1. Introduction

The process of creating headlines for news articles is a crucial part of the lifecycle of a
news article. Accurately summarizing the content of the article is far from being the
only requirement of a headline. In addition to conforming to a variety of journalis-
tic directives depending on the newsroom, it must also be interesting. The difference
between a good headline and a poor one can have a significant effect on the number
of visitors [12, 29], in my own experience even up to triple the amount. A common
way to optimize headlines is by A/B testing a set of headline variants by showing
sampled groups of users different headlines and measuring the performance. Naturally,
the crucial part of the process is creating the actual headline variants. To do this
testing, editors are now required to invent several headlines per article. This creative
process can be time-consuming, especially in cases where the headlining is not done
by the same person who wrote the article, which is the case in many modern news-
rooms. Ultimately, individuals tasked with headline optimization may have to invent
several dozen headlines in a single day according to editors from Sanoma who eval-
uated the output of the model in this thesis work. Generating headline alternatives
computationally is a potential approach to alleviate this burden.

How well can we do this for Finnish? That is the question this thesis seeks to
answer. Specifically, how well can a set of headlines be automatically generated for a
given news article, so that the output is useful for editors headlining articles. Such a
system can have varying levels of usefulness. The maximal usefulness is achieved if the
headline generation quality is sufficient for editors to simply pick and choose from the
alternatives. At the opposite end, if the generated headlines are mostly unusable the
system minimally useful. Ultimately, the model is useful if the end users — the editors
— find it useful.

Generating headlines in an useful way has several challenges. A usable headline
must not only be factually correct given the article, it must also convey the correct
central theme. The headlines generated need to be diverse, as the potential usefulness
lies in presenting alternatives to the user. Combining requiring diverse yet factually
correct and central to the point summaries, the task becomes increasingly difficult. In
addition to this, it is beneficial if the headlines are interesting as well. This requirement
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2 Chapter 1. Introduction

is less strict however as it takes less effort to add flair to headlines than to fact-check
them.

This thesis explores the task of generating headlines conditioned on the textual
content of Finnish news articles by using generative neural language models. Natural
Language Generation (NLG) has been a particularly active topic in the field of Natural
Language Processing (NLP) and Deep Learning in the past few years. This is in
large part due to the success of The Transformer [48] and Transformer based neural
language models such as BERT [11] and GPT [39]. The Transformer is a neural
network architecture that has proven to be effective for NLP tasks, and is described
in detail in Section 3.2. GPT-2 [40] in particular made the news for its impressive
generative capabilities, and since then most state-of-the-art contributions to common
NLP tasks such as neural machine translation (NMT), question answering (QA), text
summarization, and part-of-speech tagging have been achieved using some variation of
the Transformer.

Both BERT and GPT style approaches involve the unsupervised pre-training of
a Transformer based language model on a large text corpus in order to use transfer
learning for more specific tasks. Transfer learning is a technique where a model learned
for one task is used to leverage learning another. The advantage of this approach has
been clear, as large volumes of text can easily by assembled from the internet for the
pre-training task. The need for task-specific data when utilizing transfer learning in
this manner is greatly diminished, with a simultaneous increase in the performance of
the task [39].

Transformer based language models have also gotten significantly larger over
the past years, from BERT [11] in 2018 with 400 million parameters to GPT-3 [7]
in 2020 with 100 billion. While this aggressive upscaling comes with performance
improvements, it is not straightforward to do in the same way for Finnish as the
amount of available training data is far less. Pre-trained Finnish generative language
models such as GPT-2 also don’t exist to use for transfer learning at the time of writing.

In this thesis, I tackle conditional headline generation by using a generative au-
toregressive Transformer based language model fine-tuned for the headlining task. Au-
toregression and sequence prediction are described in Chapter 3. The selected approach
is a special case of text summarization, where the summarization target in the learning
procedure are headlines. The reason for picking this method instead of the obvious
BERT style encoder-decoder alternative, is that training autoregressive language mod-
els is easier and faster than masked language models. This is because masked language
models such as BERT are trained to predict only a small percentage of words in a text
during each forward pass, while autoregressive language models predict every word
during every pass.
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Generating text using language models is done by using a decoding algorithm in
conjunction with the language model itself. The basics of this is covered in Chapter 3.
The second contribution of this work is developing a modified version of the Diverse
Beam Search [49] algorithm for generating a varied set of headlines. The original DBS
algorithm did not provide the control I wanted for adjusting the output. Specifically,
I added parameters for penalizing repetition and encouraging longer output sequence
lengths.

The third major part of this work is a robust evaluation of the generative capa-
bilities of the model and algorithm. For a realistic understanding of the performance
and potential in real-world use, I create a structured form containing 500 headlines
for 3 domain-experts to fill in. The evaluators are editors with extensive headlining
experience, and their task is to pass or reject the headlines by key criteria. Based on
this study, we can see where the performance of this model and algorithm break down,
as well as analyze the errors. The final results show that while the model is not re-
liable enough for automation, it does demonstrate surprisingly impressive capabilities
and potential to already be useful as a creative aid. Additionally, several of the error
categories have straightforward solutions.

This task requires a large Finnish text corpus. Assembling one and cleaning it
was the first step of the process. A large part of the corpus is a proprietary corpus of
millions of news articles from Finnish news media Helsingin Sanomat and Ilta-Sanomat,
which I have been allowed to use for this thesis work. For this reason, the corpus and
model won’t be made public. I program a GPT style Transformer model and its
training procedure in PyTorch [37] for efficient distributed cluster training. Different
decoding algorithms are implemented in PyTorch as well to work in conjuction with
my model code. Several Finnish GPT models of varying size are created during the
pre-training process, of which the best one is then used as a basis for tackling the
headline generation task by using transfer learning.

This thesis is organized as follows. Related work is mentioned in Chapter 2.
Preliminaries required for the rest of the thesis such as the basics of sequence and
language modeling, text generation, as well as relevant NLP methods are presented in
Chapter 3. This includes a exhaustive description of the Transformer, its components,
training and relevant variations. The data and data processing used in this thesis work
is described in Chapter 4. Chapter 5 details the Finnish Transformer language model
created for this thesis work, as well as the pre-training process. In Chapter 6 I describe
the fine-tuning process for headline generation, my implementation of Diverse Beam
Search as well as the evaluation study design. Study results and analysis are shown as
well at the end of Chapter 6, finally followed by the conclusions in Chapter 7.





2. Related Work

In the current literature, neural headline generation is treated as a form of text summa-
rization. Text summarization is traditionally divided into extractive and abstractive
summarization. At the time of writing, both of these types of tasks are commonly
tackled with some Transformer based approach [45, 8, 32].

A common type of approach for both extractive and abstractive summarization
is an encoder-decoder type language model such as BertSumExt [32] and PEGASUS
[54]. Summarization as a seq2seq problem suits the encoder-decoder model-paradigm
well as you have a source and a target text like in NMT problems. In this setup,
abstractive summarization is performed by the generative decoder part. For purely
extractive tasks, the decoder is often replaced by some form of classifier which selects
which tokens in the input should be in the resulting summary.

Another type of approach, and the one used in this thesis, is to fine-tune a
GPT style auto-regressive language model for the summarization task [26, 45]. These
approaches perform some form of concatenation of the target summary to the end
of the source text with special tokens as delimiters between source and target. This
approach does not fit the paradigm of sequence transduction (transforming an input
sequence into an output sequence) as well as encoder-decoder setups, but does have its
advantages. For one, all of the parameters are reused maximally, as the entire model
network is pre-trained on text generation. When fine-tuning for the summary, this
continues to be the case. Encoder-decoder setups tend to become more complex.

Recent headline generation approaches tend to use some form of BLEU or
ROUGE for automatic evaluation of the models [34, 8, 47]. These metrics are nat-
urally used for summarization as well. Furthermore, Beam Search is a common way to
perform the generation.

For Finnish in particular, the literature for neural headline generation and sum-
marization is scarce. A Finnish BERT [50] model is available, and could be used for
BertSumAbs type approaches. Currently however, most work regarding Finnish head-
line and text generation seems to be using more conventional NLP, rule-based and
statistical methods [2, 31, 19].

For news focused Finnish NLG there has been work on generating sports reports
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6 Chapter 2. Related Work

from event data using a pointer-generation network [25]. While the approach and task
are not closely related to that of this thesis, the factual correctness and fluency criteria
are. In fact, how creative NLG systems are evaluated has been investigated in recent
work [23], and the evaluation done in this thesis roughly follows the conclusions drawn.
Specifically, to evaluate the generation of the model aligned with what task the model
was designed and trained to perform [23].

Following this idea, the evaluation of the model in this thesis is not relying simply
on offline metrics, but on manual structured review by domain-experts with criteria
relevant to the real-world use case.



3. Preliminaries

This chapter presents the preliminaries and introduces notation used in this thesis.
The preliminaries cover the basics of language modeling, neural language modeling
and language generation. The Transformer neural architecture is described as well, as
it is the foundation to the approach I am using to tackle neural headline generation in
this thesis.

3.1 Language Modeling

3.1.1 Definitions

This section presents an overview of the relevant concepts in language modeling. Lan-
guage modeling is a special case of sequence modeling.

When performing sequence modeling, we are modeling data of the form X =
(x(1), . . . ,x(τ)), x ∈ Rd, where x can be single integers for discrete data or real vectors
for multi-dimensional continuous data. Examples of continuous sequential data are
stock price and sensor data time-series. Genome sequences, chess move sequences,
and most importantly for this thesis, text containing natural language are examples of
discrete sequential data.

There are two major modeling objectives when it comes to sequence modeling:
sequence prediction and sequence classification. Sequence prediction is predicting a
data point in the sequence given its context. The context can be anything, but is
commonly either the preceding data points or the surrounding data points. In the
former case, we are trying to learn a generative model p(x(t)|x(1), . . . ,x(t−1),θ) where
θ are the parameters of a model M. This is done both for discrete and continuous
data and such a model is called an auto-regressive model. For sequence classification
we learn a classifier p(y|x(1), . . . ,x(τ),θ) where y are the class labels to predict.

In this thesis we are concerned with discrete auto-regressive sequence model-
ing. As mentioned, these are generative models, which means they directly model the
data distribution of X. This means they model the joint probability of sequences
p(x(1), . . . ,x(τ)). Auto-regressive models do this indirectly, which can be seen by using

7



8 Chapter 3. Preliminaries

the Chain Rule of Probabilities:

p(x(1), . . . ,x(t)) = p(x(1)|θ)
t∏
i=2

p(x(i)|x(1), . . . ,x(i−1),θ) (3.1)

A language model M is any such joint probability model of sequences, with
the distinction that the sequences are language. Language models thus model the
probability of text, speech, and language in general.

3.1.2 Text Representation

Text is not in a suitable format for neural language models, and requires a transfor-
mation to a numerical format in order for neural computation to function. There are
several common ways to represent text in a numerical format in order to be able to
model text using computational methods. All of these entail representing the text as
a vector of real numbers, or as a sequence of such vectors. The basics of text represen-
tation for language modeling will be covered here.

Tokenization To turn a text into a sequence, it is first converted into an array of
tokens. There are several ways to do this ranging from granular to coarse. The most
granular way is to treat each character as a token. This makes the set of unique
tokens to be included in the model, also known as the vocabulary of the model, small.
Conversely, it makes the tokenized sequences long. As an example:

Kalle meni kauppaan => ["K", "a", "l", "l", "e", " ", "m", "e", "n", "i", " ",
"k", "a", "u", "p", "p", "a", "a", "n"]

At the opposite end of the spectrum is treating each surface-level word as a unique
token, resulting in a very large vocabulary but short tokenized sequences:

Kalle meni kauppaan => ["Kalle", "meni", "kauppaan"]

In between these there are variations of this where the words are tokenized but
then lemmatized where each word is transformed into its lemma, also known as its base
form:

"Kalle meni kauppaan" => ["Kalle", "mennä", "kauppa"]

This method drastically reduces the vocabulary size, especially in morphologically rich
languages such as Finnish. The cost of this is information loss, as the case information
is removed.
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Vocabulary As mentioned, the vocabulary consists of all the unique tokens that are
deemed important enough to be included in the model. The size of the vocabulary
can be a limiting factor for certain types of models due to computational and memory
constraints. Due to this, it is commonplace to limit the vocabulary to the most common
N tokens in the training corpus. Additionally, certain tokens that are known to be more
or less important from domain knowledge can be white- or blacklisted.

Numerical Representation To feed this text into a computational statistical
model, each unique token is represented as a vector of real numbers called an em-
bedding.

Perhaps the most basic type of text embedding is called Bag of Words (BoW). In
a simple BoW embedding, the text is represented by a one-hot binary vector where each
component represents either the count or presence of a particular vocabulary token in
the text. This type of representation discards any sequential information, and for this
reason is ineffective for auto-regressive language modeling tasks, although it can still
be used to achieve a language model which outputs the probability of a text. BoW
based models such as Naive Bayes classifiers are historically relevant examples of text
classifiers.

In modern NLP terminology the word embedding is more commonly associated
with continuous vector representations for tokens. These vector representations in one
way or another encode statistical semantic or co-occurance information. Word2Vec [35]
and GLoVe [38] are two popular token representation methods which provide a static
embedding for each token in the vocabulary. A key idea for such token representations
is that tokens that are synonymous or used in a similar way have similar vectors. This
leads to useful behavior such as positive adjectives being similar to each other, giving
downstream language models more information to work with. Word2Vec type of em-
beddings can be used for transfer-learning in NLP. In such a setting, word embeddings
are learned in an unsupervised fashion from a large corpus of text, and are then used
in a downstream supervised task. These types of embeddings are even available to
download pre-trained from the internet, making transfer-learning accessible and easy
to utilize to improve performance of NLP modeling tasks where the training data is
limited.

3.1.3 Neural Language Modeling

For a time, Hidden Markov Models (HMMs) [5] were a dominant form of sequence
model in the machine learning domain. Such models were state-of-the-art for NLP
tasks for some time. Currently, however, language modeling is commonly performed
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with neural network (NN) based approaches.
In neural language models, there are two primary ways to feed the network a text

[52]. The first way is to feed the network a sequence of pre-trained token embeddings.
This forms a input tensor XB×S×d, where B is the batch size, S is the tokenized sequence
length and d is the dimensionality of the token embeddings.

The second way, which is the one used in this thesis, is to let the network learn
the embeddings during the training procedure. This is the same as the first way except
with an additional first step in the forward pass of the network. In neural networks, the
forward pass refers to the inference step when the model is fed an input and produces
an output, while the backwards pass refers to the updating of the parameters. To do
this, we include a learnable embedding matrix Ev×d in the parameters of the network,
with v being the vocabulary size. The network is fed the text as a sequence of integers
representing the tokens index in the embedding matrix. The matrix parameters in
E are updated during backpropagation. Convolutional Neural Network (CNN) [30]
and Long Short-Term Memory (LSTM) [21] network models have used this method
extensively before Transformer language models started appearing [52].

Attention is a mechanism that been used in neural language modeling tasks recently,
in both CNN and LSTM models [4, 17]. The function of attention is to help neural
models emphasize particular contextualized sequence elements in the forward pass.
This facilitates modeling longer term dependencies in text. It also provides a convenient
way to visualize what the model is attending to when making a prediction. There are
variations of attention, and the attention used in this thesis will be covered in sub-
section 3.2.1.

3.1.4 Language Generation

Any autoregressive language model M describing p(x(t)|x(1), . . . ,x(t−1),θ) where θ
are the parameters of M, merely provides a probability distribution for the next to-
ken given the previous context. In order to generate text, one must sample from
this distribution algorithmically. The choice of decoding algorithm as well as its hy-
per parameters greatly influence the nature of the text produced. I outline the 3 most
common algorithms associated with neural language generation: greedy decoding, sam-
pling based decoding and beam search. In the following subsections, M(x) denotes
the forward pass of a language model, returning the logits given the input sequence x.
The pseudocode for the algorithms will be simplified for clarity, omitting batch and
matrix-form operations.
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Greedy Decoding

Algorithm 1: Greedy Decoding
Data: S, m . Input sequence and max length
Result: Ŝ . Output sequence
Ŝ ← S; . Initialize decoded sequence as input;
i← 0;
while i < m do
ŝ, z ←M(Ŝ); . Next tokens after Ŝ and respective logits;
ŷ ← argmax(softmax(z)) . Highest probability index;
ŝ← ŝŷ . Highest probability token;
if ŝ == “ < eos >′′ then

break . End if end of sequence token
else

Ŝ ← Ŝ ⊕ ŝ . Concatenate new token to sequence;
i++;

end
end

Greedy Decoding (Algorithm 1) is the simplest of the four algorithms for gener-
ating text given a language modelM = pθ(xt|x0:t−1). As we will see, it is also a special
case of both sampling based approaches and beam search variations given the correct
parameters.

With greedy decoding, we take the probability distribution for the following token
given the current text, and pick the token with the maximum probability. This token
is appended to the text, and the process repeats until completed.

Despite picking the most probable token at each step, this algorithm does not
usually find the most probable sequence under the modelM [18, 15].

As illustrated in the analysis section , greedy decoding also often results in repet-
itive text. This makes it poorly suited for creative tasks such as writing paragraphs.
It also makes it poorly suited for generating headlines, as it only returns one headline.
This algorithm is rarely used for generative tasks as the search- and sampling-based
methods outperform it consistently.

Sampling Based Decoding

For more variation in the generated text, decoding using sampling based methods
(Algorithm 2) is used [40, 7]. Two common ways to do this are top-k and top-p (also
known as nucleus) sampling [22].
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Algorithm 2: Sampling Based Decoding (top-k)
Data: S, k, t, m . Input sequence, top k, temperature and max length
Result: Ŝ . Output sequence
Ŝ ← S; . Initialize decoded sequence as input;
i← 0;
while i < m do
ŝ, z ←M(Ŝ); . Next tokens after Ŝ and respective logits;
ŷ ← softmax(sorted(z)[0:k], t) . Softmax of top k logits;
ŷ ← sample(ŷ) . Sample from distribution;
ŝ← ŝŷ . Sampled token;
if ŝ == “ < eos >′′ then

break . End if end of sequence token
else

Ŝ ← Ŝ ⊕ ŝ . Concatenate new token to sequence;
i++;

end
end

Both of these involve sampling from the next token probability distribution
pθ(xt|x0:t−1) given by the model M, instead of greedily selecting the most probable
token at each step. In both cases, first a subset of the possible tokens in the dis-
tribution is selected and re-normalized into a probability distribution which is then
sampled from. Additionally, both top-p and top-k sampling involve a parameter T for
temperature. The temperature parameter affects the sharpness of the output distri-
bution, allowing us to make it more or less uniform.

The difference between the two is in how the subset selection is performed. As the
name suggests, the top k tokens at each step are selected when using top-k sampling.
Greater values of k increase the variability of the output. When the value of k is set too
high, the output can stop making sense. When too low, the output can be repetitive
and “boring”. Notably, when k = 1 it is equivalent to greedy decoding.

With top-p (nucleus) sampling the subset is selected by selecting the top-k with
k dynamically set at each step so that the cumulative probability of these top k tokens
is greater than p. The reasoning behind this was that certain types of next tokens are
more clear than others. As an example, if the next token is clearly a suffix, then the set
of tokens with reasonable probability is quite small. Compare this with the situation
when the next token could be any adjective or adjective prefix, the set of reasonable
choices can be considerably larger. While top-k has a static k possibly leading to too
high of a value in the former and too low of a value in the latter situations, top-p has a
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theoretical advantage here. This is due to good language models output distributions
are aimed to be well calibrated according to what humans would consider acceptable
next tokens, and top-p sampling makes use of this.

These two sampling methods can be combined as well, with k commonly used as
a cap on the size of the token subset.

Beam Search

Algorithm 3: Beam Search
Data: S, B, m . Input sequence, number of Beams and max length
Result: Ŝ . Array of return sequences
Ŝ ← [];
B ← [(S, 0)]; . Beam array of (sequence, score) tuples;
i← 0;
while i < m and B > 0 do
Bnew ← [];
for s, score in B do
z, ŝ←M(s); . Logits and respective predicted sequences;
ŷ ← logsoftmax(z);
for (ŝ, ŷ) in ŝ,ŷ do

scorenew ← score+ ŷ;
Bnew ← Bnew ⊕ (ŝ, scorenew); . Add seq, score tuple to array;

end
end
Bnew ← sorted(Bnew)[0:B]; . Sort and keep best B sequences;
B ← []; . Reset beam array;
for (ŝ, score) in Bnew do

if ŝ[−1] = ” < eos > ” then
Ŝ ← Ŝ ⊕ ŝ; . Add completed sequences to result array;
B ← B − 1

else
B ← B⊕ (ŝ, score); . Add not completed sequences to beam array;

end
end
i++;

end
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Greedy decoding does not arrive at an optimal sequence under the model, and sam-
pling based methods do not even strive to do so. For this reason, generative tasks such
as NMT where the objective is to find the most probable sequence, search algorithms
are used. Beam Search [18, 6] is a approximate breadth first search (BFS) algorithm,
and unlike sampling based decoding, is deterministic. A breadth first search in a nat-
ural language generation task however is computationally infeasible, as the possible
token sequences given any vocabulary grows combinatorically with sequence length
resulting in a search complexity of O(vm) where v is the size of the vocabulary and
m is the sequence length. To overcome this issue, beam search is limited to explor-
ing b beams at each step of the algorithm. This makes beam search an approximate
algorithm, restricting the search complexity to O(bm)

Beam search is commonly used in sequence transduction tasks such as NMT [15].
Pseudocode to illustrate Beam Search can be found in Algorithm 3, again simplified.
Token concatenation has been simplified away in this pseudocode compared to greedy
decoding and sampling based pseudocode.

3.2 The Transformer

The Transformer [48] is an attention based deep neural network architecture for se-
quence modeling. This section describes the Transformer and its components in detail
as the models used in this thesis are Transformer models. First, a high-level view is
presented, followed by a description of each component. The training practicalities and
optimization objectives of Transformer models will be discussed as well.

As previously stated, the Transformer has been shown be particularly effective
for language modeling tasks which is how it is used in this thesis [39, 40, 48].

The main difference between Transformer and the previous state-of-the-art neu-
ral architectures for sequence modeling is the lack of recurrence. Recurrent neural
architectures such as LSTMs and GRUs which were the staples of sequence modeling
previously are limited in speed by sequential updating of hidden states as a function
of the previous hidden state and the current input symbol. The Transformer, however,
relies on its multi-head attention mechanism combined with position-wise feed-forward
layers, without recurrence. This allows for predicting every sequence element condi-
tioned on the previous elements in the training data in one operation instead of one
operation per element [48, 53].
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Ŷ ∈ Rs×d

TRANSFORMER
BLOCKS

OUTPUT LAYER

EMBEDDING LAYER

x ∈ Rs

Figure 3.1: High level view of a Transformer

3.2.1 Architecture

The Transformer can be thought of as a stack of Transformer blocks preceded by
a input embedding layer. The output layer is a linear projection and elementwise
softmax layer in sequence prediction tasks. This is illustrated in Figure 3.1. If we
disregard the batch dimension, the input to the embedding layer is a sequence of
token vocabulary-index integers and the output is a sequence of token embeddings.
This sequence of token embeddings is passed through the stack of transformer blocks
consecutively, each time adding a new layer of contextual information into the token
embeddings in the sequence. The function of the blocks is to perform a transformation
on the embedded input sequence, contextualizing it. This is similar to hidden states
in RNNs and LSTMs.

This is the core of what the Transformer is from the view of a decoder or encoder
architecture. For an encoder-decoder Transformer architecture instead we have two
parallel stacks of Transformer blocks, the encoder and the decoder. In this setting,
the final output of the encoder is passed as an additional input to each of the decoder
transformer blocks.

Embedding Layer

In language modeling contexts, the input to a Transformer is traditionally a sequence
of token vocabulary-indices. Specifically, the input is a vector x ∈ Nk, where k is the
length of the sequence.

The representation of tokens in the Transformer are the sum of two different
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embeddings: token and position embeddings∗. This is illustrated in Figure 3.2.

x ∈ Rs

E P

Z ∈ Rs×dZe Zp+

Z ∈ Rs×d

Figure 3.2: Transformer embedding layer with learned token and positional embeddings
visualized

The input vector x is fed to a learnable embedding matrix E which outputs the
embedded sequence in matrix form Ze ∈ Rs×d

The Transformer additionally requires the relative position of the sequence ele-
ments to be included in the embeddings as well. This is because using pure matrix-form
operations without recurrence does not actually encode this information. In recent lan-
guage models, as well as in my work, learned positional embeddings are used. This is
similar to the token embeddings in that we have a learnable position embedding matrix
P . The only difference is that this embeds the token sequence-indices instead of the
vocabulary-indices. We have the positional embedding matrix P which outputs the
embedded positions in matrix form Zp ∈ Rs×d. Both embedded sequences are the same
shape, and are summed together to create the final embedded sequence Z = Ze +Zp.

In the original Transformer paper, sinusoidal positional embeddings were used.
The positional embeddings are defined using the position t and the dimension i as
follows:

PE(t, 2i) = sin( t

100002i/dmodel
) (3.2)

PE(t, 2i+ 1) = cos( t

100002i/dmodel
) (3.3)

∗In this thesis the term positional embedding is used instead of the generally used encoding, due
to personal readability preferences.
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Transformer Block

Transformer models are organized as a stack of Transformer blocks. Each block (Fig-
ure 3.3) consists of a sequence of either two or three sublayers. The first sublayer is
called the self-attention layer. This is an attention layer which consists of a Multi-Head
Attention layer followed by a Layer Normalization layer with a residual connection
with the input to the attention layer. The last sublayer is consists of a position-wise
feed-forward layer followed by another layer normalization layer, again with a residual
connection. The decoder part of an encoder-decoder transformer has one additional
sublayer between the two which is the source-attention layer. This layer takes as input
not only the output of the previous decoder self-attention layer but also the output of
the encoder. Decoder self-attention layers are masked in order to prevent the model
from seeing the target element.

Z ∈ Rs×d

ATTENTION

ADD & NORM

POSITIONWISE FF

ADD & NORM

Z ∈ Rs×d

Figure 3.3: Transformer block without source attention

Attention Layer

The multi-head attention mechanism is arguably the core of the Transformer. Intu-
itively, the function of the single-head attention mechanism is to produce a probability
distribution over the input sequence, which corresponds to a weight vector of which
elements to “attend” to, e.g. which are the most important elements in predicting the
target token. With multi-head attention, this remains true but we split the mechanism
into h heads. This results in h attention distributions that attend to separate features
which are relevant for the prediction task.
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Projection The input to attention are queryQ, keyK and value V matrices. These
are a transformation of the embedded sequence Z. Thus the first part of the attention
layer are learned projection matricesWQ,WK andW V used produce them. Thus the
query matrix Q = ZWQ and similarly for the key and value matrices.

Attention In this thesis we will focus on the scaled dot product variant of attention
[48]. Concretely, attention takes as input query Q, key K and value V matrices
∈ RS×dmodel with S being the sequence length of the input. Attention produces as
output Z ∈ RS×dmodel , the value matrix weighted row-wise by an attention weight
distribution matrix A ∈ RS×S. Each row i in this matrix corresponds to the weight
distribution to attend to for the sequence element i. In this way, recurrence is avoided
as p(xi|x1:i−1) can be computed in parallel for all i during training time in matrix form,
as opposed to sequentially. Each element ai,j is the result of the dot product between
vectors qi,: and kj,:, hence the name. The matrix A is the result of taking the row-wise
softmax of the matrix product ΣQ,K of Q and KT , scaled by

√
dk. In batch training

with batch size B, these matrices become tensors Q, K and V ∈ RB×S×dmodel , with the
formula remaining the same:

Z = Attention(Q,K,V) = AV = softmax(ΣQ,K√
dk

)V = softmax(QKT

√
dk

)V (3.4)

The matrix ΣQ,K can be thought of a type of scoring matrix for the relevance of
context tokens for the target task. Scaling and softmax turns this into matrix A
which is the attention matrix, consisting of a probability distribution over the possible
tokens to attend to per row. These distributions are the attention weights for this
particular attention head for predicting one particular token. The resulting tensor
Z ∈ RB×S×dmodel is the complete output of the attention function which is passed to
the next step in the model. Zi is now the contextualized hidden representations of the
sequences after attention layer i. The attention weight matrices A are not used again
in the same forward pass, but are useful for model introspection as they can be used
to visualize what this particular attention activation is attending to for the prediction
task in question.

Multi-Head Attention According to the original Transformer paper [48], with reg-
ular attention, each attention layer can only attend over one representation subspace at
once, due to averaging. Multi-head attention gets around this by splitting the S×dmodel
axes of the query, key and value tensors into h pieces. Concisely, this is done splitting
these into tensors of shape RB×h×S×dh where dh = dmodel/h. This results in h different
attention headsH(i) ∈ RS×S in A ∈ RB×h×S×S, which all are different attention weight
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distribution matrices for the same vector sequence in an input batch. Z is then again
projected by a final projection matrix WO to yield the final output.

Z = MultiHead(Q,K,V) = POconcat({Attentionhi=1(Qi,Ki,V i)}) (3.5)

X ∈ Rs×d

XWQ
i

XWK
i XWV

i

Qi Ki Vi

Wi ∈ Rs×dk

Qi,Ki,Vi ∈ Rs×dk

Σi Σi ∈ Rs×s

Ai Ai ∈ Rs×s

scale & softmax

AiVi

⊕
C C ∈ Rs×dk∗h

Z ∈ Rs×d

WOZ

Figure 3.4: Multihead Attention illustrated

This formula is visualized in Figure 3.4. Having several heads is useful for model
introspection and interpretability. The attention distributions of each can be visualized
for each target token if those are saved in the forward pass.

Self, Source and Masked Attention The following definitions include the pro-
jection to query, key and value into the MultiHead function for simplicity. We define
three particular types of multi-head attention that are used in a Transformer. The
most common one, self -attention, takes as input the hidden state Z of the previous
sublayer:

SelfAttention(Zi) = MultiHead(Zi−1,Zi−1,Zi−1) (3.6)

Source-attention, on the other hand, takes its input Q from the hidden state ZE which
is the output of the final layer of the encoder in an encoder-decoder architecture:

SourceAttention(Zi) = MultiHead(ZE,Zi−1,Zi−1) (3.7)



20 Chapter 3. Preliminaries

Both of source- and self-attention can be masked. Masking is done to enforce which
parts of the sequence that can be attended to while predicting a given sequence element.
Typically, in the decoder sublayers, masked self-attention is used. This is done in order
to enforce conditioning on only the previous tokens in order to predict the target token.
Concretely, this is done with one additional step in which a matrix maskM is used to
set the illegal elements in ΣQ,K to −∞. M is a lower triangular matrix of ones, and
the rest −∞. The masking is achieved by M �ΣQ,K

∗. The resulting attention heads
H i are then lower triangular matrices as well, where attending to future tokens or the
current one is impossible. This prevents information of the future tokens or current
token to leak into the contextualized embeddings in any part of the Transformer.

Position-wise Feed-forward Networks

Each transformer encoder and decoder also contain a Position-wise feed-forward net-
work (FFN) as the last part of each sublayer. The FFN is applied to each element in
a sequence identically. In practice, this means that the components of the vectors in
the sequence are changed internally. FFN is defined as follows:

FFN(x) = linear2(ReLU(linear1(x))) = max(0,xW 1 + b1)W 2 + b2 (3.8)

Where W 1 ∈ Rdmodel×dffn and W 2 ∈ Rdffn×dmodel thus resulting in x being the same
shape before and after the operations. This can be thought of as a 1-dimensional
convolution over the sequence Z.

Layer Normalization

Layer normalization [3], in simple terms, is the transpose of batch normalization [24].
Batch normalization is a technique which normalizes the summed input to a neuron
over a mini-batch to zero mean and unit variance. It has shown to speed up training
of deep neural networks significantly but does not work as well in recurrent networks.

Both batch and layer normalization compute the means and standard deviations
of input, normalize the input using that information as well as utilizing learned gain
and bias parameter vectors g and b. The major difference is that batch normalization
normalizes over batches, and layer normalization over the summed inputs to the neu-
rons in a layer for each training instance separately. Additionally, batch normalization
is only applied during training, while layer normalization is used during inference as
well.

More formally, layer normalization is defined as follows:

LayerNorm(x) = g
σ
� (x− µ) + b (3.9)

∗� denotes element-wise multiplication
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with

µ = 1
H

H∑
i=1

xi, σ =

√√√√ 1
H

H∑
i=1

(xi − µ)2 (3.10)

where g and b are the gain and bias parameter vectors, respectively.

Residual Connections

Residual connections are employed with each sublayer of the Transformer blocks. As
a reminder, the three kinds of sublayers are the self- and source-attention, as well as
the feed-forward sublayers. The residual connection is formed from the input x to the
sublayer to the output SubLayer(x) as an addition x + SubLayer(x) to form the new
output.

Common Architectures

Decoder Decoder Transformers consist of a stack of Transformer Blocks which con-
tain only the masked self-attention and feed-forward sublayers. The masked self-
attention mechanism uses a diagonal mask matrix as decoder Transformers are com-
monly used for auto-regressive tasks where the future sequence elements are the mod-
eling objective and thus should not be seen by the model. GPT, GPT-2 and GPT-3
are all decoder Transformers.

Encoder An encoder Transformer is another single stack of Transformer blocks with
the same two sublayer types as a decoder Transformer. The difference is in the masking
of the self-attention sublayer. In an encoder Transformer, there can be either no
masking or training objective specific masking. The training objective is not auto-
regressive language modeling. BERT is perhaps the most notable example of an encoder
only Transformer, which does not use masked self-attention but instead performs the
masking on the input tokens outside of the neural architecture.

Encoder-Decoder The original Transformer paper was an encoder-decoder Trans-
former. In this case there are two stacks of transformer blocks. Firstly, an encoder
Transformer with no masking. Secondly, a decoder Transformer with autoregressive
masking in the self-attention layer and no masking in an additional source-attention
layer. The output of the encoder is fed into the input of the source-attention sublayer
in each decoder block, along with the output of the preceding self-attention sublayers
output. These kinds of architectures are commonly used in sequence to sequence tasks
such machine translation.
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3.2.2 Training of Transformers

Learning Rate Scheduling Most Transformer models, especially the larger ones,
are trained with a learning rate schedule instead of a static learning rate [48, 11, 40].
The most common part is a warmup period during which the learning rate increases
from 0 to its peak. This alleviates convergence problems with large transformers that
have gradients exploding in the first steps of training. The original Transformer was
trained using the Adam optimizer [27] with a “Noam” learning rate schedule. In this
schedule the learning rate α is linearly increased over the first Nw warmup steps, after
which it is decayed proportionally to the inverse square root of the step number t:

α = d−0.5
model ·min(t−0.5, t ·N−1.5

w ) (3.11)

with Nw = 4000. Hyperparameters for the optimizer were β1 = 0.9, β2 = 0.98 and
ε = 10−9

Label Smoothing Label Smoothing [46] was used in the original Transformer as well
as in the implementation for this thesis. This is a regularization method for combatting
model overconfidence in its predictions. Label smoothing is based on the cross-entropy:

H(p, q) = −
K∑
k=1

pklog(qk) (3.12)

where p is the true and q is the predicted distribution of labels. With label smoothing,
the true distribution p = δk,y

∗ is replaced by p′ = (1− ε)δk,y + εu(k) where u(k) is the
uniform distribution, thus yielding the new loss function:

H(p′, q) = −
K∑
k=1

[(1− ε)δk,y + ε

K
]log(qk) (3.13)

Regular cross-entropy with a one-hot target distribution can overfit more easily
due to the model learning to put most of the probability on a target label, and then not
being able to adapt to new information well due the gradient ∂l

∂zk
= p(k)− q(k) being

bounded between -1 and 1. Label smoothing has shown to reduce training loss and
language model perplexity, but increase testing accuracy and generalization [48, 46].

∗δ denotes the Dirac delta: 1 when k=y, the true label, else 0



4. Data

This chapter details the data used, the filtering, processing and tokenization used in this
thesis. The final corpus is not going to be made public, as parts of it are proprietary.

There are two separate modeling tasks I perform: unsupervised generative pre-
training and generative fine-tuning. For this reason, I make sure that there are always
two columns in the dataset: "body" and "title". The body column contains everything
except headlines and is used as the pre-training data. Later, the headlines are added
for the fine-tuning task. This is described in greater detail in Chapter 6.

4.1 Corpora

The data used for pre-training the LMs consists of four corpora concatenated together.

Sanoma The primary and largest corpus used by far is a proprietary corpus of
news articles from Helsingin Sanomat and Ilta-Sanomat which I have been allowed
to use temporarily for this thesis work. This corpus contains approximately 3.8 million
Sanoma news articles published between the year 1990 and 2021. The topic coverage
is as broad as one would expect from news media, ranging from domestic and interna-
tional politics to sports and culture events. The agreement for the use of this data does
not allow me to share the corpus or the resulting model without an explicit separate
agreement. For this reason, the Finnish GPT2 that I have trained will not be made
publicly available.

The Sanoma corpus contained the headline, ingress, and article body for most
articles. I concatenated the ingress to the body text with double newlines between.
This data was saved into parquet format with "title" and "body" columns. Headlines
are kept separate because they are used only in the fine-tuning phase. This holds true
to all corpora with headlines.

Wikipedia Wikipedia is a great corpus for language modeling, as it is freely available
and contains information about the world. The corpus contains pages containing infor-
mation about countries, people, history, science and much more. This is particularly

23
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useful for unsupervised language model pre-training as the model can learn from the
information found in Wikipedia. As an example, with a model that has been trained
on the Wikipedia page about France, it should be more likely to associate Paris as the
capital of France because it is mentioned in the corpus. The Finnish Wikipedia dump∗

from 24.11.2020 was used. I used WikiExtractor.py† to parse the dump into a text file.
This text file was parsed into a parquet file using python and pandas, with again a
"title" and "body" column. The dump contains 463,780 pages.

Yle A corpus of news articles from Yle‡ was parsed into the same "title" and "body"
format as the Sanoma and Wikipedia corpora. This corpus was small and only con-
tributed around 100 000 articles.

Ylilauta The Ylilauta corpus§ contains 335,004 messages from the Ylilauta message
board. These messages are quite different to the rest of the data used, as this is not
structured text. This text is also colloquial and not grammatically robust. Further-
more, this corpus does not contain headlines. It is also unfiltered and contains cursing.
It is however Finnish language and reely available which is why I decided to include
it. Quotes in news articles are occasionally colloquial which means this data may be
marginally useful for the final task as headlines often contain colloquial quotation.

4.2 Pre-processing

4.2.1 Formatting

The Sanoma, Yle, and Wikipedia articles were processed with the purpose of mimicking
the visual structure while reading the text of Helsingin Sanomat articles online. The
various sources contained different format data, and specifically I tried to align them all
into pure text with paragraphs separated by double newlines. Ideally, the text would
be ingress, double newline, paragraph, double newline and so on until the end of the
text.

Most of the formatting work went into the Sanoma news corpus, with articles
raw data format changing over time. Data formats include XML, HTML, and JSON.
These were all parsed into the above mentioned format. Furthermore, regex filtering
was applied to remove remaining snippets of CSS and JavaScript code, as well as image
captions. Characters that are not a part of the Finnish alphabet, numbers or commmon

∗https://dumps.wikimedia.org/fiwiki/latest/
†https://github.com/attardi/wikiextractor
‡http://urn.fi/urn:nbn:fi:lb-2017070501
§http://urn.fi/urn:nbn:fi:lb-2016101210
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punctuation letters were filtered out, for example soft-hyphens which are heavily used
in Helsingin Sanomat data. Consecutive newlines were limited to 2.

The Ylilauta corpus was left as is, as it was mostly free text and did not warrant
formatting nor require filtering.

The corpus contained around a few thousand articles in languages other than
Finnish. These were typically English or Swedish. I included these to see if the resulting
model has a grasp on these languages. More about this in Chapter 5. The corpus
contains plenty of articles with snippets of foreign languages. Examples of this are
quotes and movie titles. This was kept in as well. By using random sampling, I
estimated the remaining “junk” text to be less than 0.01% of the remaining corpora.

4.2.2 Filtering

Early experiments with generating text using models trained on this corpus exposed
some pathological modalities.

One pathological pattern is when the model gets easily stuck in listing modal-
ity. This includes getting stuck listing things such as names, schedules, sports re-
sults and election results. The Sanoma corpus contained several articles which ei-
ther contained, or were completely such listing patterns. The result of this was
when the finished model was unconfident it could default to a listing mode. An-
other example is when an otherwise fluent text mentioned two names of people,
the model would then simply continue listing names infinitely. I sampled the cor-
pus randomly several times to get an understanding of the type of articles are in-
cluded, and for each recurring type of listing pattern article I used regular expres-
sions to filter out this type of listing article. These were simple expressions such
as ([0-9]){1,2}\.([0-9]){1,2}.*\n+([0-9]){1,2}\.([0-9]){1,2}.* to remove a
particular type of TV schedule. This resulted in around 20,000 articles being filtered
out. While this is a small amount, this greatly alleviated the listing pathology.

4.2.3 Tokenization

Following the philosophy of GPT-2 [40], the language model should be able to evalu-
ate the probability of any string, without the tokenization producing so called <unk>
tokens. In other words, the tokenization procedure must be able to tokenize any text
string into tokens that all exist in the vocabulary of the language model. Byte-pair-
encodings (BPE)[43], and variations of it, is a common way to tokenize text for trans-
former language models especially for NMT. It was used in the original Transformer
as is [48]. BPE strikes a balance between word-level and character-level tokenization
by using subword-tokenization. It is able to express almost any string, like character-
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level tokenization, but without needing to treat each character separately which would
result in very long sequences.

BPE tokenizes the most common subwords as individual tokens, which is espe-
cially useful in agglutinative languages such as Finnish. As an example, suffixes become
their own tokens: Hauskalla koiralla => ["Hauska", "@lla", "koira", "@lla"], with spe-
cial symbols added to tokens that are continuing a word. Briefly, this is done by first
pre-tokenizing by whitespace, then merging the most common bigram of base-tokens
into a new token, replacing the bigram with the new token and repeating this process
for a specified number of merges. Like GPT-2, I use Byte-Level BPE [40]. Byte-level
BPE actually operates on bytes and not Unicode code points like the original BPE,
making the base vocabulary of single bytes 256 instead of over 130,000. Additionally,
the tokenization used has a special rule to not allow merging common characters and
punctuation characters. According to the original work, this was to prevent variations
of common tokens that are redundant such as dog, dog?, dog., dog!.

For my model, I specified the number of merges to have a resulting total vocab-
ulary size of 50,000, which is close in size to the GPT-2 vocabulary. The Byte-level
BPE vocabulary was learned on the entire corpus. Additionally, included into this
vocabulary are some special tokens which I added: <sos>, <eos> for start and end
of text tokens, <unk> for unknown tokens just in case there is an error, <special1>,
<special2>, <special3> tokens reserved for possible of later downstream use when
fine-tuning the model for a specific task. The special tokens never appear in the pre-
training corpus, and <special1> is used later on when fine-tuning to generate headlines
in Chapter 6.

4.2.4 Data preparation

Training large Transformer language models is a computationally heavy process. To
optimize the training time, I prepared the data before training the model in such a way
that the cluster GPUs were able to reach 100% utilization continuously. One common
bottleneck in neural network training when utilizing several fast GPUs and have a large
amount of data is the time it takes to fetch the next batch, if there is any processing to
perform on the batch. To minimize batch fetching time, I had two requirements: fit the
entire corpus into memory, and have no processing when fetching training instances.

These two requirements allow for continuous 100% GPU utilization across all
GPUs due to practically zero time to feed the GPU the next batch. The solution to
this was to first pre-tokenize the entire corpus, including adding <sos> and <eos>
special tokens to the beginning and end of each document. After this, I converted the
entire corpus into one PyTorch token to vocabulary-index tensor of shape n_rows ×
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window_size. This means some articles end up being spread across several rows, while
some rows contain more than one document separated by special tokens. The benefit
of this is that no GPU cycles or memory is wasted on padding tokens. The downside
is that the Transformer attention mechanism must additionally learn to disregard text
before the most recent <sos> token. Additionally, some texts will only have the tail
end included in the beginning of the data row. This tensor is accompanied by an
identically shaped tensor but instead of token indices it contains the position indices
of the tokens in the original text. The position tensor is needed for the Transformer
positional embeddings.

The large token and position tensors were split into train, validation and test
corpora and saved to disk in an efficient PyTorch tensor format to avoid tokenizing
the entire corpus each time a training is started. Tokenizing the entire corpus takes
approximately 30 minutes.





5. Generative Finnish Language
Model

My approach to creating a headline generating model is based on fine-tuning a lan-
guage model learned by unsupervised generative pre-training. This chapter details my
language model, and the next chapter details the headline generation fine-tuning pro-
cess. As the corpus is proprietary, I am also not allowed to release the trained model
to the public.

5.1 Model Specifications

The LMs in this thesis are decoder Transformers as described in Section 3.2, with a few
key modifications. The modifications closely follow those made to GPT-2 as compared
to the original Transformer.

Layer Normalization Positioning of the layer normalization has been to follow
GPT-2. Originally layer normalization was applied after the residual connections.
This was modified by moving layer normalization to the input of each sublayer, and
adding an additional layer normalization to the output of the final self-attention layer.

Positional embeddings Positional embeddings are learned instead of sinusoidal.
The reason for this is that BERT and the GPT variants use learned positional embed-
dings as well. This involves adding another embedding matrix to the neural architecture
in addition to the token embedding matrix. The difference is that the position embed-
ding matrix keys are the position integers of a token relative to the text it resides in,
while the token embedding matrix has the vocabulary id of the token as the index.

Weight initialization Again following GPT-2, the network parameters are initial-
ized by sampling from N(0, 0.02√

n
), where n is the number of residual layers. From my

experimentation, this change is crucial for the convergence of larger model sizes. The
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model sized discussed in this thesis which are of size L and larger did not converge at
all without this change. The specifications of different model sizes is found in Table 5.1.

Optimization Like GPT-2, Gaussian Error Linear Unit (GELU) [20] was used as
the activation function in the network instead of ReLU [1]. I used the AdamW [33]
optimizer with a learning rate α following the schedule formula specified in Formula 5.1.
This formula is a variant of the Noam schedule mentioned in Section 3.2, with manual
modifications made for faster convergence with my model. For the final model, dmodel =
1280 and nwarmup = 2000. This was done by doing several restarts and observing when
the gradients overflow and the training breaks down as the learning rate is increased
during warmup. The formula is tuned so that the peak learning rate is lower than the
learning rate was when overflow was observed.

α = 0.2 · d−0.5
model ·min((step+ 1)−0.5, (step+ 1) · n−1.5

warmup) (5.1)

Regularization GPT-2 had additional L2 regularization which is omitted in this
thesis work. Finally, my models do not use dropout regularization. This is due to
seeing better validation set convergence without it when testing hyperparameters on
smaller test training runs. Since training the Transformer model takes time, omitting
dropout regularization allows the model to converge slightly faster in terms of time. I
ran several small-scale experiments with varying degrees of dropout and found that it
did not significantly affect the end validation perplexity.

5.2 Model Development

Developing the code and language models produced was a long process, and this section
describes how I did it and what optimizations I implemented.

5.2.1 Transformer Code

Several years ago, I had implemented the Transformer model from [48] using PyTorch
for English to Finnish translation using the Europarl corpus [28]. During this thesis
work, Transformer library code is now available through both PyTorch and open-source
PyPi packages such as HuggingFace transformers [51]. Despite this, I prefer to use my
own code as I am familiar with it, have more control over it and have spent some time
learning about the Transformer and optimizing GPU usage. It also does not contain
anything that I don’t need.
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Developing the Transformer model and training code required special attention
into the development workflow for faster iteration. The reason for this is that the goal
was training a large Transformer LM such as GPT-2 [40], which is a time-consuming
and error-prone process. It also requires significant computational resources. The
reason it is time-consuming is that it may take some time before you can tell whether a
large Transformer model will even converge. This is especially true when the resources
at my disposal are a fraction of that used to train GPT-2.

The workflow consisted of developing the Transformer PyTorch code on my per-
sonal desktop machine. Locally running smaller test workloads before scaling it up and
running it on the Kale∗ cluster. My desktop contains a NVIDIA RTX 3090 GPU with
24GB of memory. This piece of hardware greatly reduced waiting time, as even small
Transformer LMs can take hours to train long enough to validate that convergence is
achieved and the code is functioning correctly with slower GPUs.

For this thesis work, I rewrote my Transformer code to more closely resemble
nn.Transformer†. I then moved on to emulating GPT-2 [40], making the changes de-
scribed in Section 5.1. This code will eventually be made public, but is mostly really
useful for me.

In order to know if a training run will work with the recent set of changes to the
code, it is not enough to print and log training and validation loss and perplexity. This
is because these may initially look promising, but the actual model is predicting either
nonsense or the most common tokens only.

To solve this, I wrote some custom validation output in order to monitor model
training from a generative perspective. Every 2000 steps at the end of the validation
epoch, nucleus sampling was run for the input prompt “Sauli Niinistö valittiin Tasaval-
lan”, and appended to a file. For the same prompt, the top 50 predicted words and
their probabilities assigned by the model are saved into another file. This way, I can tell
early when a new training run will fail to converge due to code errors or unfortunate
early local minima. The most prevalent sign of this failure to converge is outputting
only the most common tokens (punctuation) after the first 2000 steps even though the
validation perplexity seems to decrease initially. This also provided a convenient way
to track the models generative capabilities improving over the two weeks it takes to
train one.

I wrapped my PyTorch code into PyTorch Lightning [13] code which made the
entire codebase much neater and easier to work with. I used MLFlow‡ to keep track of

∗Thanks to the Finnish Computing Competence Infrastructure (FCCI) for supporting this project
with computational and data storage resources

†https://pytorch.org/docs/stable/generated/torch.nn.Transformer.html
‡https://mlflow.org/
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my models and training runs.

5.2.2 Training Loop & Optimizations

The final model training loop consumed the corpus in completely filled out batches
with no padding, to enable significantly faster model training, as described in the data
processing chapter. The batch size used was the maximum that would fit in the GPU
memory. The result is that there is no padding necessary, and the model is trained on
individual sequences of 512 contiguous token and position indices where each sequence
may consist of one or more texts. The model was trained to predict every token in
the corpus conditioned on the previous tokens in said text. Negative Log-Likelihood
Loss between the true tokens and the models softmax output for each token was used
as the optimization objective function using the the AdamW [33] optimization scheme
and learning rate schedule in Formula 5.1.

The training was run in PyTorch native FP16 mode, which tripled the train-
ing speed when combined with PyTorch Distributed Data Parallel (DDP) with the 4
NVIDIA V100 GPUs on the Kale cluster.

I implemented gradient checkpointing [10] into my Transformer code. Gradient
checkpointing is a way to reduce memory usage at the expense of computational over-
head. The gradient tape for large models take up most of the memory, and this method
alleviates this by storing intermediate outputs and states, and recomputing partial gra-
dients in smaller second partial forward passes. This is useful in Transformers as the
attention mechanisms memory usage scales quadratically as a function of sequence
length. This reduced the memory requirement in the backwards pass by over half,
which allowed me to train with twice the batch size, at only around 20% decrease in
step time. Additionally, I used optimizer state sharding across the GPUs both which
sped up the training and allowed a slightly larger batch size as again. Deepspeed
ZeRO CPU optimizer increased the training speed significantly as well, but there were
convergence problems and for this reason I removed this optimization [41].

The final model training for the Finnish GPT-2 ran for 2 weeks, completing
almost 3 epochs over 4.5 million texts.

5.2.3 Models

I trained several models, but will mention here the 3 most important ones that were run
for two weeks each. Additionally to the ones mentioned here, I trained several partial
smaller models which I interrupted due to convergence problems or improvements to
the training code that I wanted to use immediately.

I trained one medium, and two large GPT models. The specifications of these are
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Size n_layers n_head d_model dim_ff batch_size lr_scale

medium 24 16 1024 4096 172 0.4
large 36 20 1280 5120 128 0.2

Table 5.1: Hyperparameters of the three language models. Number of layers (trans-
former blocks), number of heads per attention layer, dimensionality of the embedded
tokens, dimensionality of the positionwise feedforward layer, batch size and the learn-
ing rate scale used to multiply the learning rate formula. Two of the three models used
the large configuration.

found in Table 5.1. The first two models were trained on half of the entire corpus as
they were still mostly code and convergence testing. The final large model was trained
on all of the data and is the base model used for fine-tuning for headline generation in
Chapter 6.

5.3 Results of Pre-training

Perplexity (Equation 5.2) is a commonly used measure of the performance of a language
model [39, 40, 7]. The perplexity of a model given a text is calculated based on the
probability assigned to each actual token in the text given its context. A convenient
way to calculate it is by exponentiating the negative log likelihood loss:

ppl = e−
∑n

t=1 log(p(x(t)|x(1),...,x(t−1),θ) (5.2)

A language model with a vocabulary of size V will have a perplexity score of exactly V
if it always predicts the uniform distribution for each token. A random language model
will average around V perplexity as well. This is because on average, the correct token
in a text is given 1

V
probability by such a LM. Conversely, a LM that always predicts

the token correctly with 100% assigned probability will have a perplexity score of 1.
This is helpful in the intuition behind perplexity, because it can roughly be thought
of as a measure of "how large is the set of tokens the LM considers to be possible" for
each token. Not only is perplexity LM dependent, but also corpus dependent. Certain
corpora are more predictable than others. For this reason, comparing language models
on different corpora or with differently processed corpora is not an appropriate way to
compare the quality of the models. In other words, model perplexity is more specifically
the perplexity on a given corpus. As we will see in Chapter 6, the headline corpus is
much more predictable than the free text news corpus.

The resulting train and test perplexities achieved for the various models are found
in Table 5.2. The medium and large models were trained for 4 epochs each, while
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Size ppl_train ppl_test

medium 17.9 22.9
large 17.4 21.6
large2 14.0 17.8

Table 5.2: Train and test perplexity scores.

the second large model was trained for less than 3 epochs. The training times were
approximately 2 weeks for all models, and the medium and first large models were
trained on half of the full corpus. This test reveals that in this case, the size of
the training set has more impact on the resulting model perplexity than the size of
the model. The implication is that increasing the size of the model won’t increase
the quality of the model significantly if the amount of training data is insufficient.
Due to this and that it would have taken more than 2 weeks to train the XL sized
model, I elected not to train a full XL sized GPT model. Additionally, the generative
performance from manual testing was good enough.

5.3.1 Validation

As mentioned before, every 2000 training steps a validation epoch runs, during which
I log a nucleus sampling generated snippet for the prompt "Sauli Niinistö valittiin
Tasavallan", as well as the top 50 next token distribution. For all of the working
models, the first validation output was always random, as it was caused by the sanity
check validation run that I run before training begins.

This type of validation is useful for monitoring convergence as the LM should
quickly start generating text resembling language. Additionally, if the model gets
stuck in a local minima due to gradient overflow, it can be seen as a sharp decline in
generative performance. As an example of non-convergence, the prompt continuation
stays random or is mostly punctuation for the first few validation steps. If a model
has produced increasingly promising generation during validation, but suddenly turns
random, then it is a sign that the gradients overflowed and the model will not be able
to converge anymore.

As it turns out however, this is not a good way to observe how good the model
becomes at generating human-like text. I observed this from good language models
getting increasingly good outputs along with validation perplexity, but then the quality
starts deteriorating even though validation perplexity still continues to decrease for a
long time afterward. My hypothesis is that as the language model improves, what
constitutes optimal parameters for the sampling algorithm changes as well. This is due
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to predicted next token output distributions getting sharper as the model improves.

Validation Outputs Looking at a few validation outputs, the sanity check genera-
tion which happens before training begins is gibberish as is expected.

Sauli Niinistö valittiin Tasavallanösen Pettereeseenkirjailija Pien Stylewauytyikrochkul-
lametrin etc.

The first real validation output happens after 2000 steps, and if everything has gone
correctly it should already begin to resemble Finnish structure. If not, then there’s a
good chance the model does not converge at all according to my experiments. I have
not found similar validation set-ups for monitoring language model convergence in the
literature. The structure enforced in the corpus of double newlines is learned, as is
Finnish sentence structure roughly. The semantics of the output is gibberish and it is
not necessarily sticking to the prompt topic.

Sauli Niinistö valittiin Tasavallan presidentti Urho Kekkosen voimin.

Lununsaarallisen aika oli aktiivinen

- Uskon, että oli hänelle ollut mukana ja se oli, että hän oli toiseksi suurin ja että oli
ollut erilainen

After 20000 steps, the generated text has begun to stay on topic most of the time,
and has begun to resemble a news text. The structure is often sentences, but not
paragraphs, separated by the double newlines. The output still contains a significant
amount of repetition and semantic errors. Quotes are used relatively naturally.

Sauli Niinistö valittiin Tasavallan presidentin vaalissa perjantaina.

Eduskuntavaaleissa voittajaksi selviytyi odotetusti Sauli Niinistö.

Päätöksen mukaan Niinistön suosio on ollut jo pitkään historiallisen korkealla.

Presidentti Sauli Niinistö keräsi heti ensimmäisellä kierroksella 6574 ääntä ja Sauli Ni-
inistö 7562 ääntä.

- Olen ylpeä, että olen voittanut, Niinistö sanoi

At around 230000 steps near the end of the final training, the validation outputs are
flowing quite well in terms of Finnish language, but the generation parameters are set
to too random for the output to make much sense most of the time. It has begun to
form paragraphs instead of single sentence paragraphs.

Sauli Niinistö valittiin Tasavallan presidentiksi.

“En usko, että yksikään ehdokas olisi tähän valmis“

Kokoomuksen ehdokkaan valinta presidentin tehtävään herätti huomiota jo viime
vuonna. Sen jälkeen ehdokkaita on riittänyt, mutta enää ei ole tarvinnut miettiä, ketä
heistä tehtävään valitaan.

Yksi syy siihen on se, että Niinistö on vahva ehdokas. Hän on vahva ehdokas. Niinistö
on vahva ehdokas myös ulko- ja turvallisuuspolitiikassa. Niinistö on myös lähellä Nato-
jäsenyyttä.
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5.3.2 Generative performance

Although free text generation is not the focus of this thesis, the generative capabili-
ties of the Finnish GPT are still noteworthy and relevant for the headline generation
task. Evaluating the generative performance of a language model in-depth is a very
time-consuming task, and I will outline the major findings I have with this particular
model here. These findings mostly come from manually giving the model different
prompts and using different parameterizations of top-p and top-k sampling to generate
continuations.

Output Distribution Shape From the logging of validation top-k next tokens and
their assigned probabilities during training, it is clear that the output probability dis-
tribution for the next token becomes sharper as the training run progresses. The shape
of the output distribution has a significant impact on sampling based decoding output,
as sharp distributions produce less varied output. As mentioned before, this makes gen-
erating a snippet during validation by using a fixed set of parameters for the sampling
algorithm a poor way of gauging the progression of the true generative capability of a
language model. Note that the temperature parameter directly affects the sharpness
of the output distribution as well. For both top-k and top-p sampling, I found that a
range of 0.6-1.0 was the usable range for temperature. Values of over 1 result in very
random and nonsensical text, while values of less than 0.6 became very repetitive.

Repetition Repetition is known as the most prevalent pathology in text generation
using deep neural language models [16]. This pathology occurs the worst the greedier
the decoding algorithm. Greedy decoding and vanilla beam-search decoding which
try to find the approximate MLE generation suffer from this the most. Top-k and
top-p sampling partially combat this, by using the random nature of the sampling to
break repetition loops. The true reason for the repetitive behavior of current language
modeling solutions is not understood.

The first form of repetition is in the form of repeating entire or partial sentences
one, several or even infinite times, sometimes with a slight variation. This makes for
text that does not resemble human text, and is not desireable.

The second form of repetition is the repetition of names, places and objects in a
way that does not semantically make sense. An engineered example: "Sauli Niinistö
tapasi keskiviikkona Tasavallan Presidentti Sauli Niinistön". This sentence does not
make sense, as a person cannot meet himself. Table 5.3 shows the top 5 tokens and their
tokens in the output of the model where the repetition occurs in this sentence. In this
case, it seems that the locally highly correlated continuation to "Tasavallan Presidentti",
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which is "Tasavallan Presidentti Sauli Niinistö" in the training data, overrides the fact
that he should never be the prediction in this context conditioned on him being already
mentioned in the sentence.

I hypothesize that the reason for the second type of repetition error is a combi-
nation two things. Firstly, locally highly probable n-gram overpowering the prediction.
Secondly, from the perspective of the optimization during training, which tokens are
erroneously given high probability does not impact the loss. The only thing that im-
pacts the loss is what probability the correct token is assigned. Since in many cases in
the corpus and news in general, when a sentence such as this is stated for the first time
in a given text, there may be very little information to indicate who exactly it may be
the President is meeting. It is only clear that it is a President of Finland in this case,
and indeed that is what the output distribution reflects.

token probability
Sauli 0.36
- 0.20

Tarja 0.067
ja 0.055
ä 0.038

Martti 0.034

Table 5.3: Top 5 token probabilities for the next token after "Sauli Niinistö tapasi
keskiviikkona Tasavallan Presidentti".

Correction and Interpolation The opposite of repetition can occur. It can occur
with greedier decoding as well but is more pronounced with sampling based decoding.
Again, I class these into two main categories.

The first category is the direct opposite of the repetition of names and places.
This is when a text mentions the name of a person, and the generated output suddenly
swaps out the name for another name and continues the text with the new name.
This happens most commonly with highly out-of-distribution names such as my own
surname which happens zero times in the training corpus. A prompt with my name
can change my surname slightly or completely to something else and then stick to it.
The severity of this varies depending on prompt length and context. If the context is
very U.S Presidential heavy and the name supplied is Donald Bump, it will likely be
"corrected" to Donald Trump due to the sheer volume of support for the latter in the
corpus.

Interestingly, the second form of correction may actually have some use. This
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is when a sentence is repeated, but with more probable grammar. As an example,
there may be a grammatical error in a quote, the model can then accidentally correct
the grammatical error when repeating the quote. More of this is seen in the analysis
section of the headline generation in Chapter 6.



6. Headline Generation

This chapter describes how I tackle the task of conditional headline generation by
using transfer learning. The final Finnish LM described in Chapter 5 is used as the
base model. I describe the training procedure and decoding algorithm design first,
followed by the description of a domain-expert evaluation of the headline generative
performance.

6.1 Training

The final Finnish LM is loaded from its latest checkpoint, including both its parameters
and optimizer state. Training is resumed but with changes to the learning rate, input
structure, and validation generation. The loss calculation is altered as well, to focus
the learning purely on the task of headline generation.

6.1.1 Input

The training, validation and testing corpora are filtered, removing texts that do not
have a headline or are not news articles.

The texts are re-formatted, clipping the body of the text to the first 448 tokens.
The special token <special1>, not previously shown to the model, is appended to the
end of the clipped body text. The headline of the text is then appended following
the special token, followed by the <eos> token signifying the end of the output. The
idea is to learn a pattern where text that follows a special token is always a headline
summarizing the preceding text, followed by the end token. Ideally then when the
LM is given any text prompt ending in the special token, the output of applying a
generation algorithm would be a relevant headline. The clipping procedure results in
a portion of the news articles body text not to be completely shown to the model.
This clipping must be done due to the model having a maximum context width of 512
tokens in order to fit the headlines at the end. I chose to keep the beginning of the
texts due to news articles being structured in a way where the most important content
tends to be written in the beginning of the article.

39
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The data is no longer fed to the model in a dense square matrix format as when
pre-training the LM. That method would be separating the headline of an article and
the tokens of the article itself much of the time into separate rows in the input tensors.
Ideally the corpus would be sorted according to length and fed to the model in variable
sized batches of instances with similar length. I omitted this step for convenience, as
I only ran the fine-tuning runs for one epoch each.

6.1.2 Optimization

The optimizer was loaded from the checkpoint and resumed on its learning rate sched-
ule, but with the learning rate doubled from what it had annealed down to at the end
of the training of the base language model.

In the first fine-tuning attempt, I was fine-tuning the pre-trained LM checkpoint
with the above mentioned input. When this checkpoint was fine-tuned with no alter-
ations to the loss calculation, the model continued overfitting due to having already
seen most of the input: the articles themselves. This was expected, but confirmed by
the results, as the model barely learned to generate headlines and would default to
reciting content from the corpus verbatim. The solution to this was to leave out the
tokens in the article text and the special token from the loss calculation. This was
done by passing an additional binary mask tensor along with the batches, signifying
which tokens to calculate loss for: just the headline tokens. This mask is multiplied
to the token-wise loss before the token-wise losses are averaged together, eliminating
the body-text prediction from the final loss by essentially downweighting it to zero.
This results in the already seen content of the text not being a factor in the training,
but still being there to attend to when generating the headline. After this change, the
model was generating headlines almost immediately in the validation output.

6.1.3 Convergence

The validation and training losses are graphed in Figure 6.1, along with the validation
perplexity curve. The training loss appears more volatile than it is, due to the training
loss being the loss of the last 50 steps while the validation loss is the entire validation set
each time. The convergence graphs indicate that the fine-tuning process could benefit
from more steps, possibly another epoch. The perplexity of 17 from the pre-training
quickly drops significantly as the model learns the more specific prediction task.
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Figure 6.1: Training metric graphs for the fine-tuning epoch

6.1.4 Validation Output

The generation algorithm was altered for headline generation. Changes needed to be
made to the nucleus sampling algorithm to allow it to generate and output only the
headline and not the prompt as well. The prompt was changed to be a Helsingin
Sanomat news article from December in the test corpus. The article is about Joe
Biden sharing his thoughts about whether Donald Trump should be receiving classified
intelligence, and was selected at random, with the original title: "Biden: ”Epävakaan”
Trumpin ei tulisi saada käsiinsä salaisia tiedustelutietoja, koska hän saattaisi lipsauttaa
niitä julkisuuteen"

The validation output was marginally useful in the fine-tuning task as well. It
did allow for immediate feedback on whether or not the model is learning the task,
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but as we will see, the algorithm selection turned out to be inappropriate. Sampling
based methods don’t seem to lend themselves well to summarization tasks that need
to be correct. In all cases after the changes to the loss calculation, the first output
after 500 steps of fine-tuning was already a clear headline, albeit a bad one: Trump-
tutkinnan kohteeksi joutuneen Trumpin edustaja antoi ymmärtää: ”Voisi sanoa, että
hän voisi puhua salaista”. Samples from the fine-tuning validation outputs are found
in Table 6.1.

The samples are selected by hand to showcase the random nature of sampling
based generation. The output at step 5499 is a good example of this, where the text
is clearly a headline referencing both relevant entities from the text, but still being
completely arbitrary and quoting a term that was not mentioned in the text as if it
was.

Step Output

1 Helsingissä avattiin sunnuntaina uusi suuri ostoskeskus. <newline> <newline> <newline> SOK:n tavaratalo Helsingin keskus-

tassa on kuitenkin jo perinteikäs. <newline> <newline> Stockmannin tavaratalossa on yksi ja kaksi isoa tavarataloa. Tavaratalot

sijaitsevat kahden korttelin päässä toisistaan. Tavaratalot sijaitsevat kahdessa tasossa. <newline> <newline> Ostoskeskuksessa

on esillä uusi konsepti

499 Trump-tutkinnan kohteeksi joutuneen Trumpin edustaja antoi ymmärtää: ”Voisi sanoa, että hän voisi puhua salaista”

2499 Biden: Trump voi käyttää salaista tietoa hyväkseen, jos presidentti saa salaista tietoa

5499 Biden pelkää Trumpin ”valkoista agenttia”

49999 Biden: Trump saattaa lipsauttaa salaista tietoa julkisuuteen

Table 6.1: Validation Outputs

6.2 Decoding Algorithm Implementation

Sampling based algorithms such as nucleus sampling don’t seem to lend themselves
well for the task of headline generation. This can be seen by simply observing the
random nature of the headline generation when using sampling based methods, both
from the validation output and from manual testing. The requirements for headlines
are stricter than that of creative text continuation, in that the headline must at least
summarize accurately the article, and not invent things not stated in the text.

Beam Search, as described in Algorithm 3, works better for this task. The prob-
lem with Beam Search for practical applications though, is that if you want several
headlines, it produces the same headline with only slight variations. Often, with just
one word differences at the end.
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6.2.1 Diverse Beam Search

Diverse Beam Search (DBS) [49] is an alternative to BS which addresses the diversity
issue by decoding in a doubly greedy manner, optimizing both the sequence probability
under the model as well as the diversity.

At a high level, the B beams are divided into G groups. In addition, a similarity
penalty is introduced. This penalizes subsequent groups sequence probability score by
a similarity penalty term multiplied by λ, a parameter for similarity penalty strength.
In this work, the similarity score is the integer number of times in previous beam groups
the proposed token has been selected during this step.

In this algorithm we have G separate groups of beam-search. For each decoding
step, the groups of beam-search are advanced in consecutive order. For each consecutive
token in the decoding process, the first group has no diversity penalty from previous
groups, and as such is simply beam search. For each consecutive group, regular beam
search is conducted but with the sequences penalized when the proposed token has
been used in previous groups during this step. This adds diversity between the groups
already from the first token if λ is high enough, due to each group beginning the
headline with a different token.

Vanilla DBS does not address the repetitiveness problem mentioned in Chap-
ter 6. While repetitiveness seems to happen less when generating headlines, it still
does happen that a name or sentence is repeated. For this reason, I added a second
penalty which is beam-specific: λrepeat. This is a penalty applied to the probability
score of continuations to a sequence when the proposed token has previously been used
in the sequence in question. This is mainly to prevent outputs such as "Niinistö tapasi
Niinistön". If λrepeat is set too high, then grammar can suffer due to proper suffixes
being penalized too harshly. One could say that if the model was good, this should
be unnecessary. Unfortunately, as previously mentioned, it seems that this repetitive
behaviour is common in this type of MLE language model optimization.

The likelihood under the model for a sequence in Beam Search in general is the
joint probability of the sequence calculated using the Chain Rule of Probabilities by
multiplying each token probability conditioned on the context together. In this case of
generating headlines, this causes shorter headlines to have a higher probability. They
are usually safer but more boring headlines. In order to combat this, I added a decay
parameter β. This parameter is multiplied together with the current log-probability of
the sequence so far before adding the log-probability of the proposed token to it. The
result is equivalent for β = 1 and results in longer headlines when β < 1.

The pseudocode for the modified version of DBS I used in this thesis is found in
Algorithm 4. This pseudocode is approximate just to illustrate the idea. In reality, it’s
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Algorithm 4: Modified Diverse Beam Search
Data: S, B, m, G, λ, λrepeat, β . Input sequence and hyper-parameters
Result: Ŝ . Array of return sequences
Ŝ ← [];
B ← [(S, 0)]; . Beam array of (sequence, score) tuples;
G← [copies(B, G)]; . Groups array of G beam arrays;
i← 0;
while i < m and length(Ŝ) < G do
b← []; . Buffer of new tokens for this position;
Gnew ← []; . G array for next iteration;
for B in G do
Bnew ← [];
for s,score in B do
z, ŝ←M(s); . Logits and respective predicted sequences;
ŷ ← logsoftmax(z);
for (ŝ, ŷ) in ŝ,ŷ do

scorenew ← β ∗ score+ ŷ;
scorenew ← scorenew − λ ∗ (ŝ[−1] n occurrences in b);
scorenew ← scorenew − λrepeat ∗ (ŝ[−1] n occurrences in s);
Bnew ← Bnew ⊕ (ŝ, scorenew); . Add seq, score tuple to array;

end
end
Bnew ← sorted(Bnew)[0:B]; . Sort and keep best B sequences;
B ← []; . Reset beam array;
for (ŝ, score) in Bnew do

if ŝ[−1] = ” < eos > ” then
Ŝ ← Ŝ ⊕ ŝ; . Add completed sequences to result array;
B ← B − 1

else
B ← B ⊕ (ŝ, score); . Add not completed sequences to beam
array;

end
end
Gnew ← Gnew ⊕B;

end
i++;

end
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slightly more complex and in matrix form with less nested loops for better GPU and
tensor arithmetic utilization.

6.2.2 Parameter Search

My implementation of DBS has 6 parameters in total. G and B for the number of
groups and number of beams per group. I selected G = 4 and B = 2 for 2 beams per
group and 4 output headlines, totalling in 8 beams. The maximum length of a headline
is another hyperparameter which I set to 48 tokens. The 3 remaining hyperparameters
λ, λrepeat and β were tuned algorithmically, because it was too much manual work with
unclear results to tune these manually.

I used Gaussian Process optimization [44] to select these 3 parameters. The
objective function I used was the BLEU [36] score of the generated set of headlines
with regards to the true headline for 100 articles. I opted for GP optimization instead of
grid search as grid search would have taken too long, as generating one set of headlines
once already takes several seconds.

The data from the search process is shown in Figure 6.2. For λ we can see
two separate points of interest where the target (BLEU) is at maxima. These are
consequently the points with highest search density for this hyper-parameter. The
final values for the hyper-parameters were λ = 0.71, λrepeat = 3 and β = 0.87. Notably,
3 was the maximum I had set for λrepeat, making higher values possibly better still. As
we will see in the error analysis, this is confirmed there as well.

BLEU BLEU [36] is a score for generated texts with respect to one or several gold
standard texts. In contrast to perplexity, BLEU is only implicitly evaluating the un-
derlying language model. The BLEU score is a function of the output texts versus
target texts, and does not depend on the language model that generated it nor the
probabilities it has assigned.

BLEU is a modified precision score between 0 and 1, comparing n-gram overlap
between a generated and a target text. The parameter n defines the maximum length
n-grams to consider. If all the n-grams in the generated text appear in the target text
the score is 1, and 0 if none do. In this thesis BLEU with n = 2 is used.

BLEU is commonly used for machine translation and sometimes text summariza-
tion, which is why I am using it in this thesis.

There are practical problems with BLEU however with regards to headline gener-
ation. BLEU does not take into account any form of semantics or grammar, and purely
measures n-gram overlap. With n-grams with n > 1 some grammatical and semantic
quality is measured implicitly, but as the order of the n-grams does not matter BLEU
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does not measure these aspects well. With NMT, there are significantly less correct
variations of a translation than there are appropriate headlines describing a text. This
means a good generated headline can often get a BLEU score of 0 simply due to dif-
ferent wording and phrasing. Still, BLEU is better than nothing and an optimization
target was needed [42].

Figure 6.2: Data from hyper-parameter search. Target is average BLEU of generated
headlines to gold standard headline. This matrix of plots shows where in the hyper-
parameter space the searching has occurred as well as where it has resulted in high
BLEU scores. The diagonal entries are the search density of the hyper-parameters.
The upper diagonal is the hyper-parameter search visualized as a scatterplot. The
lower diagonal is a density estimate for the search.
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6.3 Evaluation

As previously mentioned, the evaluation of models should be conducted in a way that
measures the performance of the actual desired task at hand. For this reason, calcu-
lating BLEU or similar on an offline corpus is not an accurate representation of the
performance of the model when it comes to generating real world headlines. The ques-
tion I seek to answer in this thesis is how well can this model perform in real-world use
in the newsroom as a tool to help editors headline articles.

6.3.1 Study Design

To thoroughly answer the research question, I generated a set of headlines for new
articles, and had domain-experts evaluate them by hand according to three key crite-
ria. I picked 100 random news articles from Helsingin Sanomat and Ilta-Sanomat not
contained in the original corpus. For each article, I generated 4 headlines using my
implementation of DBS and the optimized parameter set. I made an Excel worksheet∗

where each article had its text in one column, and in another column its 4 generated
headlines as well as the real original headline in a random position in the headline set.
The worksheet has a column for each of the three criteria which the evaluators fill with
1 for the headline passing the criterion and 0 otherwise. The criteria are in order of
difficulty for the model to achieve, with the first criterion being the easiest and the
third criterion being the most difficult. Additionally, passing a criterion means passing
the preceding criteria as well. The criteria are:

Language If disregarding the article text, is the headline on its own correct Finnish?
Does this headline make sense to a human being? I elected to have this criterion sepa-
rate from the next one to get a better understanding of where and how the performance
breaks down.

Usable Could this headline be used for the given text in the real world? Does it
match the text in the news article without misquoting and without errors? This is the
most important question in terms of how good this model is for real-world use.

Good Is this headline good enough for the editor to be comfortable publishing the
article with it without feeling the need to edit it or come up with variants? This final
criterion is a subjective one but I decided to keep it separate from the usable criterion
as they are fundamentally different.

∗https://zenodo.org/record/5985728.Yf_ydvuxWV4
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Additionally, there’s an optional open feedback column, as well as summary open
feedback at the end of filling in the excel.

Three editors, one from Helsingin Sanomat and two from Ilta-Sanomat volun-
teered to perform this evaluation. Each one has extensive experience in headlining
articles, sometimes coming up with dozens of headlines in a day. The final answers for
each question are selected as the majority vote of the 3. It took 2 weeks for them to
fill in their answers. The real headline was inserted randomly as a control for possible
anti-machine bias and as a baseline reference [9].

6.3.2 Quantitative Measures

This subsection details the quantitative results of the survey, while the next subsection
contains a qualitative analysis based on these results, specifically feedback and error
analysis.

Of the 500 headlines, 467 received an evaluation from all three evaluators. Some
of the headlines were not evaluated due to the source text having been incorrectly
parsed, leaving out names of people and places and was deemed by the evaluator(s) to
be best left unanswered. Some headlines seem to have been simply forgotten. Most of
the following tables have the metrics for the real and the generated headlines separate
for baseline reference.

The acceptance percentages for each of the three evaluation criteria per individual
evaluator are shown in Table 6.2. We can see that evaluator A seems to have been
able to distinguish between the real and generated headlines better than the other two
evaluators, while evaluator B was the most forgiving.

Language
Evaluator A B C

Real 1.0 0.97 0.785
Generated 0.79 0.90 0.775

Usable
A B C

0.91 0.80 0.77
0.22 0.43 0.37

Good
A B C

0.84 0.76 0.47
0.13 0.40 0.20

Table 6.2: The response acceptance ratio for each evaluator separately for Language,
Usable and Good criteria separated by real headlines and generated headlines.

The inter-annotator agreement per criterion measured by Fleiss’ kappa [14] is
shown in Table 6.3. Fleiss’ kappa represents the degree of agreement when accounting
for agreement by chance based on the ratio of passing versus rejecting the criteria. A
positive number between 0 and 1 means there is more agreement than by chance, while
a negative number between 0 and -1 indicates more disagreement than by chance.

For real headlines the degree of agreement is negative and close to chance. This
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is expected, as the majority of real headlines pass all criteria and the criteria are
inherently slightly subjective.

The agreement in the three criteria for the generated headlines was modest but
clearly greater than chance. The merely modest inter-annotator agreement shows nu-
merically how the generated headlines often have errors that are hard to detect, as
clearer errors would yield a high degree of agreement. The goodness criterion has the
lowest inter-annotator agreement despite the model failing this criterion the most, as
it is the most subjective.

Type Language Usable Good

Real -0.09 -0.02 -0.07
Generated 0.35 0.38 0.30

Table 6.3: Inter-annotator agreement measured by Fleiss’ kappa.

The headlines performed equally well per brand, as seen in Table 6.4. The lan-
guage criterion was the only criterion where there was a notable difference between the
brands. The model seems to have a slightly easier time with HS articles.

Brand Language Usable Good

HS 0.91 0.31 0.20
IS 0.82 0.30 0.21

Table 6.4: Acceptance rates by brand. Both brands had approximately the same
amount of headlines, and the brand in question for the individual headlines was not
known for the evaluators.

The final result of the survey where the headlines are scored for each criteria
according to a majority vote is shown in Table 6.5. A headline passes a criterion if at
least 2 out of the 3 evaluators vote to pass. I have the real control headlines separate
from the generated headlines as a baseline reference. Additionally, these tables show
both the total acceptance rates as well as acceptance rates for headlines that have
passed the preceding criteria. We can see that the language criterion is where the
model performs by far the best as expected. The performance breakdown is clearly
between the language and the usable criteria, as only 35% of headlines that pass the
language criterion pass the usable criterion as well. Of those that do however, 68%
pass the difficult final criterion. In the next subsection I look deeper into the types of
errors.
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Type Language Usable Good

Real 1.0 0.89 0.89
Generated 0.87 0.35 0.68

Language Usable Good

1.0 0.89 0.79
0.87 0.31 0.21

Table 6.5: Summary for generated versus real headlines majority vote responses. The
first table shows metrics for headlines that have passed the preceding criteria, while
the second table shows the total for all headlines.

The above mentioned tables combined with the analysis in the next subsection
answers the research question sufficiently. Still, it is straightforward to compute some
additional metrics to illuminate the behavior quantitatively. We can observe correlation
between the DBS final score of the headlines with the criteria. Additionally, we can
compute the entropy and log probability under the model for both the generated and
real headlines, as well as their correlation with the target criteria. The complete
correlation matrix can be found in Table 6.6.

The DBS score is the log probability but penalized by λ, λrepeat and β parameters.
In other words, that’s the score the decoding algorithm gives the generated headline.
Notably, for the Usable criterion both LogProbAvg and Entropy have a stronger cor-
relation than the DBS score. There is no reason why these couldn’t be used as the
scoring function in DBS, and trying it seems to be warranted. Specifically using Log-
ProbAvg or Entropy instead of LogProb as the basis of the DBS score. BLEU has
an even stronger correlation, but cannot be used in a decoding algorithm as the gold
standard headline would not available in actual use.

6.3.3 Qualitative Error Analysis

The results quantitative performance metrics alone do not tell the entire story, as we
will see in this subsection. I will go through the Language, Usable and Good criteria
with specific observations and evaluator feedback for each criteria. This includes both
examples of headlines that meet the criteria, as well as categorized error types for
headlines which meet the preceding criteria but not the criteria at hand.

Language As expected, the language criterion is the one where the model performs
the best. The performance on this criterion is quite good, and in the case of evaluator
C barely distinguishable from the gold standard headlines. Several quite long headlines
can be found which are good Finnish and indistinguishable from a real headline when
taken out of context. Here is one example which passed the Language criterion but
not the other two, due to slight inaccuracies between the headline and the source text:

Liikennekuolemien määrä romahti Nepalissa – ”Kuolemaan johtaneissa onnettomuuk-
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(1) (2) (3) (4) (5) (6) (7) (8)

(1) Language 1.000 0.296 0.241 0.140 −0.003 −0.077 0.018 −0.008
(2) Usable 0.296 1.000 0.804 0.112 −0.016 −0.114 0.126 0.174
(3) Good 0.241 0.804 1.000 0.102 0.010 −0.138 0.082 0.217

(4) Score 0.140 0.112 0.102 1.000 −0.362 −0.108 0.248 0.091
(5) LogProb −0.003 −0.016 0.010 −0.362 1.000 0.372 −0.684 0.021
(6) LogProbAvg −0.077 −0.114 −0.138 −0.108 0.372 1.000 −0.468 0.057
(7) Entropy 0.018 0.126 0.082 0.248 −0.684 −0.468 1.000 −0.057
(8) BLEU −0.008 0.174 0.217 0.091 0.021 0.057 −0.057 1.000

Table 6.6: Correlation matrix for the Language, Usable and Good criteria, along with
the DBS score, log probability under the model, mean log probability of each token,
as well as entropy and BLEU of the generated headlines. BLEU is BLEU2 compared
to actual headline.

sissa taas painottuvat ekstreemit syyt, rattijuopumukset ja hurjastelut”

The most obvious type of error when the language criterion fails is the nonsensical
repetition error:

Disney ja Disney sopivat riitansa – ”Olen ylpeä vuosien varrella tekemästäni työstä”
Putinin ja Putinin vaaliasetelmat
Elokapina-mielenosoituksen mielenosoituksesta rikosepäilyt siirtyvät syyteharkintaan

This is straightforward to combat by increasing the repetition penalty λrepeat which will
directly remove these. The repetition error is the most common of the language errors
by far. It would be more satisfactory however if the model would not give repetitions
high probability.

Another type of error where the language criterion fails is when the output con-
tains ugly coding: Saaka&scaron;vili. This error is not a problem in the model itself
but rather from preprocessing of the training and the input data. With proper output
parsing it would be fixed as well.

The remaining types of language errors are more difficult to detect, and while
going through these rejected headlines I often do not immediately see what is wrong
in the headline. A semantic inaccuracy error such as these:

Kian uusi latauspalvelu on Suomessa koko Euroopan kattava – näin se toimii
Autorengasliitto: Renkaissa vallitsee yhteinen näkemys siitä, että rengas säilyttää käyt-
tämättömänä ja oikein varastoituna

The first sentence does not quite make sense, as it states that Kias new charging service
covers all of Europe in Finland. The second headline is nonsense when you actually
read it.
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Sometimes, the model generates words that do not exist, such as Kudelaamme:
Rangersin suomalaistähti sikaili ja solvasi vastustajaa rasistisesti – ”Kudelaamme täl-
laisia asioita vielä pitkään”

In rare cases theres an actual grammatical error where the surface form of a word
is incorrect:

Yhdysvaltain hallinto sulkumassa – presidentti Biden hyväksyi kiistellyn suunnitelman
IS selvitti: Näin rengas säilyttää käyttämättömänä jopa viisi vuotta

The remainder of the language errors are cases where its simply complete gib-
berish. Still, 87% of the generated headlines passed the language criterion, with most
errors being repetition errors.

Usable Whether the headline is usable for the given text is the most important
criterion in this thesis, as the fundamental question I’m asking is how well would this
model perform in real world use. The final results are that 31% of the generated
headlines are usable, nearly 150 headlines. This is significantly less than according to
the language criterion. The baseline here is 89% of real headlines being evaluated as
usable though, not 100%.

By observing the headlines that were evaluated to pass the usable criterion but
fail the good criterion, one can find that most of them are indistinguishable from a
human written headline:

Poliisi vahvistaa: Helsingin Vuosaaressa käynnissä poliisioperaatio – ”Hälytys tuli
Harustielle Vuosaareen”
Seagullsin toimitusjohtaja: ”Kaikki haluavat voittaa, ja uskomme meillä olevan siihen
myös edellytykset”
Tanssiteos huojuttaa nykyihmisen kehon kaipuuta

The third example is particularly interesting, as it’s an abstract description.
The errors of usability are the most interesting set of errors, as they are the

most task specific. These are the errors when the language criterion is fulfilled but the
usability criterion is not. Usability errors are also less straightforward to try to fix.
Possible solutions will be discussed on a per-error basis. The first type of error is when
the model inserts information which is not found in the text.

Lontoolaismies tuomittiin elinkautiseen murhasta
Kamara loukkaantui – Rangersin suomalaistähti sai buuauksia Euroopan jalkapalloli-
igassa: ”Jalkapalloyhteisön pitää tehdä enemmän rasismin kitkemiseksi”
IS testaa: Kuinka hyvin olet lukenut Hesarisi?

In the first example, the headline seems fine but if you really read the article, although
London is mentioned, it is never stated that the convicted person was from London.
The second headline is otherwise very good, but the first statement is not true and not
found in the text. The third one again inserts erroneous information: IS testaa, when
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it’s a HS test and article. It’s possible that letting the fine-tuning process run longer
could help this problem, as well as the other errors for that matter. Still though, with
some form of adversarial reinforcement learning fine-tuning with a discriminator this
type of error could possibly be detected, as the lack of mention of a headline statement
in the actual text could theoretically be picked up on.

Inaccuracies are the second type of usability error. These are tricky, possibly not
even an adversarial approach could weed these out. It might simply require larger,
more advanced language models in general.

Juhana Vartiainen: Helsingin talous on hyvässä kunnossa
Kansanedustaja Susanna Koski: ”Ei kannata pelätä ottaa puheeksi asioita, jotka eivät
ole valtavirtaa tänään”

These are both very difficult to quickly see why they are wrong, and I would probably
personally have accepted them and not noticed any issues with it. This is why domain-
expertise is required. The first one states that the Helsinki economy is doing well, but
the text says it is doing well considering the coronavirus situation, making it inaccurate.
The second headline is also very difficult to tell why it’s inaccurate, but it should say
ex-kansanedustaja instead of kansanedustaja

Another common type of usability error is when the headline simply does not
summarize what is the actual meat of the story:

Lapsifanit buuasivat kentälle
Suomalaistähti Nygårdin luovutusoikeudenkäynnissä Kanadassa – ”Aivan oikein, kyllä”

The first one, while true, tells almost nothing of the long article it tries to summarize.
The second headline is also technically correct but with a strangely selected quote at
the end. It also does not really specify what’s happening in-depth enough as during
this time several articles per week were published about this and that makes it too
generic.

There are some cases, where the model completely breaks down with hilarious
results. In most of these cases, the source material is an outlier in one way or another:

Urho Kekkosen UKK-loikkakisa on kestänyt jo 40 vuotta: ”Eiks ihmiset muka ole ennen
kalsareita nähneet?”
Ruotsille ruma voitto koronamaaottelussa – loppusaldo näyttää synkältä

The first headline is for a long article with the first paragraphs written as if it was
a story, and is a quirky story already. The headline is hilarious, but pretty close to
being accurate as the only real inaccuracy is the 40 years claim. The second headline
is an example of a completely gibberish output for an article that only contained one
sentence.

But the most common type of error, which we’ve partly already covered is when
the model is unable to form a correct summary and instead takes pieces of different
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parts of an article with an incorrect end result. The 40 year statement is an example
of that already, 40 years was mentioned as the time since Kekkonen was President, not
how long the jumping contest has been running.

As mentioned in Chapter 5, sometimes a language model will correct language.
Here is an example of two headlines for the same article:

Minna Parikka lopettaa kenkäsuunnittelun – ”En ole kokoamassa tiimiä, vaan olen teen
itsekseni yhteistyöprojekteja”
Maailmankuulu kenkäsuunnittelija Minna Parikka lopettaa yritystoiminnan: ”En ole
kokoamassa tiimiä, vaan teen itsekseni yhteistyöprojekteja”

In the first headline, the quote is verbatim and the original text has an error in that
"olen teen" is not proper Finnish. In the second headline however, the language model
has quoted the source text but with the language error corrected. This also happens
when the source quote is written in a colloquial manner or slang, with the model
correcting it to literary language. Both of these headlines have been classified as not
usable, because the source text does not state that Minna Parikka is quitting. It states
that she did quit and is now returning in a limited fashion. This is the most common
type of usability error, where the text is complicated and the model does not correctly
summarize the point of the article.

Good The model generated good headlines around 21% of the time. This is a much
less significant drop from usable headlines 31% than the usable percentage was from the
language 87%. To repeat, these are headlines where 2/3 or more of the evaluators deem
the headline to be good enough to publish with without hesitation. A few examples of
good headlines:

Suomalaisasiantuntija: Näin Venäjän joukot harjoittelivat Zapad-harjoituksessa
Yhdysvaltalainen lääkeyhtiö aikoo hakea lupaa suun kautta käytettävälle koronavirus-
lääkkeelle
”Ei baarien tarvitse välttämättä olla auki koko yötä, mutta jos saa olla vaikka yhteen,
niin onhan se kiva!” – katso kuvakooste Helsingin iltariennoista
Kansanedustaja Anna Kontula sai yllätyslaskun: ”Olen varma, että muistaisin puolen
miljoonan euron diilin”

What ties these good generated headlines together is that they are concise and sum-
marize the central point of the article well. They also use quotes correctly like as if
they were written by humans.

Examining the cases where the headline is usable but not good reveals some of
the directives journalists follow and the headline fails to. As an example: incorrect use
of quotation:

Villiviini voi olla hyväksi julkisivulle – asiantuntija: ”Köynnöskasvit voivat suojata seinää
ultraviolettisäteilyltä”
NBA:n esports-liigapaikan hintalappu paljastui – ”melkein rikollista”, ”kuka järjissään
oleva ostaisi?”
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According to the evaluators, this is otherwise an excellent headline except for the quote.
It should be without quotation marks as its not a quote, simply a statement in the
text. The second headline would be good, but the quotes should be capitalized in order
to be perfect.

Another type of error which separates usable and good headlines is simply the
length and how interestingly it is written:

Biden allekirjoitti liittovaltion hallinnon rahoituksen tilapäisen lakiesityksen
Digitaalisia omistusleimoja myydään kymmenillä miljoonilla päivässä. NFT-kauppojen
piti olla kupla, mutta sen sijaan ne muokkaavat jo käsityksiämme siitä, mistä koostuu
asioiden arvo.

The first of these two is usable but "too boring". The second headline is usable too,
but is too long with two sentences with punctuation.

Open Feedback The evaluators provided two types of open feedback. The first type
was headline specific, and helped me interpret the results and errors better. The second
type of feedback was open feedback provided at the end about the general thoughts
and impressions.

The consensus was that the generated headlines were better than they expected,
and much better than the quantitative results indicate. The reason for this is that
when the evaluators reject a headline for a criterion, most of the time it was quite a
close call. An example of this is the "ex-kansanedustaja" versus "kansanedustaja" error.

The language of the headlines left a good impression, as it was good Finnish and
the words were in the correct case most of the time. Several evaluators expressed that
the headlines were "surprisingly good".

The task of evaluation was described as more difficult than expected due to how
close the headlines were to being good. The errors were often very difficult to notice.
Were it not for some of the headlines for the same article slightly conflicting with each
other, some errors might have gone unnoticed.

A specific feedback was that if the story contains several topics, the model has
a hard time putting them together into a headline and selecting what is most critical.
Similarly with particularly out-of-the-box articles where humans also have difficulty
inventing a good headline, the model had issues.

While this current system can definitely not be trusted in any automation process,
the feedback indicates that it could already be useful as a purely creative aid for
headline ideation.
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The task was to create and evaluate a headline generation algorithm in the context of
helping editors in the newsroom in the creative process. This is what was done in this
thesis. A neural language model was pre-trained on Finnish text, and fine-tuned to
generate headlines. A decoding algorithm for diverse output was implemented. The
resulting generated headlines were evaluated by domain experts to gauge the feasibility
of this model in actual use. This sort of evaluation is the first I’ve seen when it comes
to evaluating a headline generation algorithm.

The final conclusions are that while most of the time the generated headlines
are very close to being usable, this particular implementation is far from ready in
any sort of automated system. This comes as no surprise, as even with 99% usability
performance it would still not be used without a human in the loop. The algorithm in
this work has potential and an expressed interest as a creative aid for the headlining
process.

The most common errors especially for the language and usable criteria are clear
and have potential solutions. Some of the errors can be tackled by pre- and post-
processing such as the unsightly special character code printouts. The repetition errors,
which were the majority of language errors, can be reduced with the repetition penalty.
I hypothesize that several of the errors could be tackled with a adversarial and/or active
reinforcement learning approach. The problem with generative pre-training seems to
be that the model is only trained with what is correct, with everything else being
equally incorrect. In reality when producing headlines, this is not the case.

One limitation in this work is that the fine-tuning validation perplexity was still
improving and could have used more epochs. The process was halted though due to
time constraints, but training until convergence would be an easy method of finding
improvement. Another limitation in this work is that I used only one approach. I could
potentially have used a BERT based approach with different results, for example.
A possible future direction could be to try different approaches such as that one or
BART/PEGASUS type approaches [54]. Another limitation is the tuning of the hyper-
parameters for DBS being optimized with respect to BLEU. This is not ideal, as BLEU
is not a proper indicator of a good headline. Another way to select the parameters

57



58 Chapter 7. Conclusions & Future Work

would be helpful. The correlation between BLEU and the evaluator scores indicate
at least some correlation. The evaluation, while useful also had some limitations. I
found only when going through the results that some articles were duplicated, and
some articles were parsed incorrectly leaving out names of people or places when it was
a hyperlink.

The next steps would be the low-hanging fruit: tackling the error types specifically
with parsing fixes and repetition penalty, as well as letting the fine-tuning process
converge more. After that, trying more strongly correlated metrics as the decoding
algorithm base score, and trying encoder-decoder type approaches as well as active
reinforcement learning or adverserial approaches.
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