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The application of Gaussian processes (GPs) is limited by the rather slow process of optimizing the
hyperparameters of a GP kernel which causes problems especially in applications – such as Bayesian
optimization – that involve repeated optimization of the kernel hyperparameters. Recently, the
issue was addressed by a method that "amortizes" the inference of the hyperparameters using a
hierarchical neural network architecture to predict the GP hyperparameters from data; the model
is trained on a synthetic GP dataset and in general does not require retraining for unseen data.

We asked if we can understand the method well enough to replicate it with a squared exponential
kernel with automatic relevance determination (SE-ARD). We also asked if it is feasible to extend
the system to predict posterior approximations instead of point-estimates to support fully Bayesian
GPs. We introduce the theory behind Bayesian inference; gradient-based optimization; Gaussian
process regression; variational inference; neural networks and the transformer architecture; the
method that predicts point-estimates of the hyperparameters; and finally our proposed architecture
to extend the method to a variational inference framework.

We were able to successfully replicate the method from scratch with an SE-ARD kernel. In our
experiments, we show that our replicated version of the method works and gives good results. We
also implemented the proposed extension of the method to a variational inference framework. In
our experiments, we do not find concrete reasons that would prevent the model from functioning,
but observe that the model is very difficult to train. The final model that we were able to train
predicted good means for (Gaussian) posterior approximations, but the variances that the model
predicted were abnormally large. We analyze possible causes and suggest future work.
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1. Introduction

1.1 Motivation

A Gaussian process is a non-parametric supervised machine learning model that can
be used for regression [Rasmussen and Williams, 2006]. ‘Non-parametric’ refers to the
fact that the number of model parameters is not fixed, but grows as the number of
inputs grows. In the heart of a Gaussian process is a parametric kernel; the parameters
of the kernel are called hyperparameters and they are typically learnt from data.

Gaussian processes work well with little data, provide a measure of uncertainty
for their predictions, and their complexity adapts with the amount of available data
[Rasmussen and Ghahramani, 2003]. Unfortunately, they have a big disadvantage:
learning the hyperparameters is slow. The time complexity of analytical methods
for learning the hyperparameters is O(n3), where n is the number of data points used
for training. The complexity is induced by the need to invert an n × n matrix. The
hyperparameters can be estimated by optimizing the log marginal likelihood, but this
is rather slow. Another option are Monte Carlo methods, but these are even slower
than estimating the hyperparameters using optimization.

The need for fast computation of Gaussian process hyperparameters arises
especially in applications that involve repeated fitting of a Gaussian process re-
gression model. Well-known examples of such applications are Bayesian optimiza-
tion, a method for optimizing black-box functions that might take a long time
to evaluate [Frazier, 2018, Garnett, 2022]; Bayesian quadrature, a method for ap-
proximating intractable integrals [O’Hagan, 1991, Rasmussen and Ghahramani, 2003,
Jagadeeswaran and Hickernell, 2019]; and Variational Bayesian Monte Carlo, a method
for Bayesian inference for models where evaluating the likelihood is expensive
[Acerbi, 2018].

Recently, the issue of learning hyperparameters for Gaussian process regression
was addressed using neural networks in a method called Task-Agnostic Amortized In-
ference of Gaussian Process Hyperparameters (AHGP) [Liu et al., 2020]. In AHGP,
the parameters of the kernel are predicted directly from the target dataset using a
neural network based on a custom hierarchical transformer architecture; the architec-
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2 Chapter 1. Introduction

ture was selected to enable use of the same model for inputs of different lengths and
dimensions, so that a single model can be applied to multiple datasets with different
characteristics. The neural network is trained on a dataset consisting of input/output
pairs of data generated by Gaussian processes with varying hyperparameters. The
learning of the neural network model is still a time-consuming process, but predic-
tion of the Gaussian process hyperparameters is fast as the neural network performs
it with a single forward pass. The ‘amortized’ in the name of the method refers to the
time-consuming precomputation performed when training the neural network, to save
time later when finding the hyperparameters. In the experiments, AHGP proved to
work well, producing hyperparameters about the same quality as the more traditional
methods, but around 100 times faster on average.

Despite the success of predicting covariance function hyperparameters of high
quality much faster, the AHGP method still had a limitation [Liu et al., 2020]: it pre-
dicts only point-estimates of the hyperparameters. The authors suggest that their
method can be extended to a variational inference framework. The goal of varia-
tional inference is to find an approximation of the posterior distribution of the hy-
perparameters [Bishop, 2006]. Using random samples from the posterior distribution
facilitates Gaussian processes to make more accurate and generalizable predictions
[Lalchand and Rasmussen, 2020]. Gaussian processes that utilize samples from the
hyperparameter posterior are called fully Bayesian Gaussian processes.

The goal of this thesis is to replicate the AHGP method and show that it works.
As an additional goal, we investigate the feasibility of extending AHGP to the varia-
tional inference framework in order to approximate the posteriors of Gaussian process
hyperparameters. We follow closely the existing work done on AHGP, using the same
neural network architecture. We deviate from AHGP mainly by switching from the
very flexible kernel used in AHGP [Liu et al., 2020] to a simpler kernel that enables us
to better investigate the fully Bayesian approach to Gaussian processes.

The rest of the thesis is organized as follows. In Chapter 2 we summarize the
necessary background information for understanding later chapters: Section 2.1 recalls
the idea of Bayesian inference to support the sections on Gaussian process regression
and variational inference; Section 2.2 introduces 1st order gradient-based optimization
that is used for finding optimal Gaussian process hyperparameters, optimal weights for
neural networks, and optimal parameterizations for variational distributions; Section
2.3 takes a deep dive into Gaussian processes and their application to regression prob-
lems; Section 2.4 introduces the variational inference framework; Section 2.5 reviews
neural networks and the neural network transformer architecture; and Section 2.6 ends
the summary by studying how AHGP predicts point-estimates for the Gaussian pro-
cess hyperparameters. Then we move forward to the main contents: in Chapter 3 we
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study the feasibility of extending AHGP to perform amortized variational inference of
Gaussian process hyperparameters; in Chapter 4 we describe the experimental setup
and discuss results of the experiments; and in Chapter 5 we discuss our findings: the
feasibility of the proposed method, possibilities for future work, and the lessons learnt
during the process.

1.2 Regression dataset

Throughout the thesis we will consider a regression dataset consisting of N indepen-
dently and identically distributed examples of D-dimensional inputs, or feature vectors.
Each feature vector consists of D individual features x ∈ RD arranged in an X ∈ RD×N

design matrix. The dataset also contains the corresponding outputs, or observations,
y = {yi|yi ∈ R, i = 1, . . . , N} ∈ RN . All the input/output pairs are arranged in a
dataset D = {X,y}. Similarly, we have a test set of N test inputs arranged in a design
matrix Xtest with the corresponding outputs in a vector ytest.





2. Preliminaries

In this chapter we will introduce the required background information for understand-
ing the later chapters. Starting from Section 2.6, which introduces the AHGP method,
we will heavily lean on the information presented in this chapter.

The chapter is organized into six mostly independent parts: Section 2.1 recalls
Bayesian inference; Section 2.2 introduces gradient-based optimization; Section 2.3
introduces Gaussian process regression; Section 2.4 introduces variational inference;
Section 2.5 introduces neural networks and the neural network transformer architecture;
and Section 2.6 combines gradient-based optimization, Gaussian processes, and neural
networks together in the AHGP method.

2.1 Bayesian inference

The goal of Bayesian inference is to gain access to a posterior probability distribution
[McElreath, 2020]. Having access to the posterior has two main advantages: a) the
posterior provides uncertainty estimates for free and b) the posterior in general provides
more knowledge of the latent variables compared to point-estimates. In this section
we will refresh the idea of Bayesian inference while drawing connections to methods
providing point-estimates.

Bayesian inference is a direct application of Bayes theorem [McElreath, 2020].
The goal is to compute the conditional probability distribution of some latent variables.
Latent variables are not directly available but have to be inferred from the data; a well-
known example of latent variables are the cluster assignments that we infer from data in
the k-means clustering algorithm. We will denote a vector of arbitrary latent variables
as z. For the purposes of this thesis, we will consider hyperparameters of a Gaussian
process (Section 2.3) as latent variables. As parameters of a machine learning model are
a common choice for latent variables, we will refer to latent variables and parameters
interchangeably.

Bayes theorem follows directly from the rules of conditional probability

5



6 Chapter 2. Preliminaries

[McElreath, 2020]

p (z|D)︸ ︷︷ ︸
posterior

= p (z,D)
p (D) =

likelihood︷ ︸︸ ︷
p (D|z)

prior︷ ︸︸ ︷
p (z)

p (D)︸ ︷︷ ︸
evidence

. (2.1)

The posterior density encodes the probability of the latent variables given the data;
the likelihood connects the data and the latent variables; the prior encodes our prior
beliefs about the latent variables; and the evidence acts as a normalizing constant,
ensuring the posterior will integrate to one.

Alternative name for the evidence is marginal likelihood which arises from
the fact that the evidence is obtained by marginalizing out the latent variables
[McElreath, 2020]

p (D) =
∫
p (z,D) dz. (2.2)

In many cases the evidence is intractable. In these cases we resort to approximate
inference methods such as Markov chain Monte Carlo or variational inference. In this
thesis we will approximate intractable integrals using variational inference (Section
2.4).

Methods, such as linear regression and support vector machines, perform max-
imum likelihood (ML) estimation [Murphy, 2022]. The goal of maximum likelihood
estimation is to maximize the probability of the data given the parameters p(D|z∗)
(likelihood) in order to find the optimal parameters z∗. That is, the goal is to find
parameters that enable the model to best explain the data

z∗ = arg max
z

p (D|z) . (2.3)

The result of maximum likelihood estimation is a point-estimate (a single real-valued
number) for each of the parameters in z.

To avoid overfitting regularization is often incorporated to models [Murphy, 2022].
This results in a method called maximum a posteriori, which seeks to find the mode
of the posterior distribution

z∗ = arg max
z

p (z|D) = arg max
z

p (D|z) p (z)
p (D) = arg max

z
p (D|z) p (z) , (2.4)

where we can see that assigning a flat prior makes the prior term p(z) vanish and is
equivalent to maximum likelihood estimation. The choice of prior results in different
regularization. Common choices are a Gaussian prior, which leads to L2 regularization,
and a Laplace prior, which leads to L1 regularization.
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In contrast to maximum likelihood and maximum a posteriori that find point-
estimates, Bayesian inference seeks to find the full posterior density of the latent vari-
ables z [McElreath, 2020]. Having access to the posterior benefits by obtaining uncer-
tainty estimates for free, and has no drawbacks in terms of accuracy. However, relying
only on the point-estimate can lead to wrong conclusions. Figure 2.1 depicts a typical
scenario where this might happen.

θ

d
en

si
ty

Maximum a posteriori vs. full posterior.

Figure 2.1: Maximum a posteriori estimate (mode) of the distribution is marked with a a red dot.
The left peak is much wider and in many cases can be more favorable, leading to more robust behavior.

The posterior density can be thought as a multipurpose tool [McElreath, 2020].
There is no downside compared to maximum a posteriori, as the maximum a posteriori
estimate can be obtained from the posterior simply by finding the mode. Other uses
for this multipurpose tool include crafting credible intervals and forming a posterior
predictive distribution for making predictions.

In summary, Bayesian inference is a superior alternative to using plain point-
estimates. In the next section we will get to know gradient-based optimization, which
can be applied to a multitude of optimization tasks, including finding point-estimates
or a variational approximation (Section 2.4) to a posterior.
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2.2 Gradient-based optimization

Nothing takes place in the world
whose meaning is not that of some
maximum or minimum.

Leonhard Euler

Gradient-based optimization is the workhorse of machine learning that is used
ubiquitously for minimizing and maximizing the objectives of machine learning models.
This section will introduce the basics of 1st order (only first derivatives are considered)
gradient-based optimization which is used for minimizing/maximizing arbitrary (well-
behaving) functions. We will also glimpse at the Adam optimization algorithm that
facilitates optimizing variational distributions (Section 2.4) and neural network trans-
formers (Section 2.5).

Gradient-based optimization is easy to understand by using a simple example.
Let us recall linear regression that works by first initializing random parameters - or
weights - w ∈ RD. The training data is then processed in an online fashion by taking
as inputs a single vector x ∈ RD at a time with the corresponding outputs y ∈ R
[Goodfellow et al., 2016]. A prediction ŷ is formed by calculating the dot product
between the weights and the inputs

ŷ = f (x; w) = wT x =
D+1∑
d=1

xdwd, (2.5)

where the extra feature D + 1 results from adding an extra weight and an extra input
(always set to 1) which together correspond to the bias (intercept) term.

Next we need a loss function to optimize [Goodfellow et al., 2016]. For this ex-
ample we will use the mean squared error which is defined as the squared error between
the predicted output ŷ and the observation y

L (f (x; w) , y) = (f (x; w)− y)2 = (ŷ − y)2 . (2.6)

Now we can extend this to the whole training dataset by calculating the average
loss over all the training examples in the training dataset, resulting in a quantity called
training loss, or empirical risk [Goodfellow et al., 2016, Murphy, 2022]

J (D; w) = E(X,y)∼p(D) [L (f (X; w) ,y)] ≈ 1
N

N∑
n=1

L
(
f
(
X(n); w

)
, yn

)
, (2.7)

where the superscript (n) denotes the n’th training example from the design matrix X.
Gradient descent is an algorithm that minimizes arbitrary functions

[Goodfellow et al., 2016, Murphy, 2022]. We use gradient descent for minimizing the
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empirical risk. The algorithm works iteratively, adjusting the weights w of the model
to the opposite direction of the gradient ∇wJ(D; w) with respect to the loss function

wt+1 = wt − α∇wJ (D; w) ,

where t is the current time step of the algorithm and α is learning rate: a hyperpa-
rameter that governs the step size taken to the direction of the negative gradient. The
learning rate has to be especially carefully tuned as too large step sizes can lead to
divergence and too small step sizes can prevent the algorithm from learning at all.

With simple models and convex loss functions the algorithm finds a global min-
imum [Goodfellow et al., 2016]. In non-convex tasks the algorithm might end up at a
local minimum. In these cases we generally settle for a minimum that has an accept-
able low value of loss function. Figure 2.2 illustrates gradient descent searching for a
minimum in a non-convex setting.

Figure 2.2: Illustration of gradient descent in 2-dimensional minimization task. The surface depicts
values of the loss function. The x and y -axis correspond to the weights of the model. The path of
the algorithm is shown as a red line and the values of the weights at each step are marked with blue
dots. "The gradient ascent algorithm in action. (2: surface)" by Joris Gillis (2006), Public Domain.

There is an obvious problem in this procedure: the whole training dataset is used
to calculate the loss [Goodfellow et al., 2016]. This is not feasible for large datasets
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as the time for calculating the gradient increases as the number of training examples
increase. A simple solution to this is not to use the whole training dataset at once,
but instead process it a uniformly sampled mini-batch at a time. Using mini-batches
is feasible, since the gradient can be seen as an expectation for which we can obtain
an unbiased estimate using the gradient of the mini-batch. This leads to an algorithm
called stochastic gradient descent – called stochastic since it using a stochastic estimate
of the true gradient.

Optimization with stochastic gradient descent can in some cases be slow
[Goodfellow et al., 2016]. A very popular solution to this is the Adam optimization
algorithm, which combines ideas from two modifications to stochastic gradient de-
scent, namely Momentum [Sutskever et al., 2013] and RMSprop [Hinton et al., 2012].
Gradient descent can intuitively seen as a ball rolling in a bowl, trying to find the
bottom of the bowl. The algorithm suffers when the loss surface is much steeper in
one dimension than the other causing the ball to roll too far to other side of the
bowl. Momentum seeks to prevent this by taking into account the direction of the
previous gradient when updating the weights. RMSprop, on the other hand, uses a
separate learning rate for each of the weights and adapts them based on the previ-
ous gradients. Even though stochastic gradient descent has shown to generalize better
than Adam [Zhou et al., 2020], Adam facilitates training neural network transformers
(Section 2.5) [Zhang et al., 2020] and optimizing variational distributions (Section 2.4)
[Ranganath et al., 2013].

Gradient ascent is a simple variation of gradient descent that performs maxi-
mization instead of minimization. This is achieved by updating the weights to the
direction of the positive gradient. In the upcoming sections we will apply gradient
ascent/descent to finding optimal Gaussian process hyperparameters (Section 2.3), op-
timal parameters of a variational distribution (Section 2.4), and optimal weights of a
neural network.

Gradient-based optimization requires calculating derivatives, which can get very
tedious even with relatively simple models. Fortunately, we can in general rely on
automatic differentiation [Murphy, 2022], implemented in modern machine learning
libraries [Paszke et al., 2019, Abadi et al., 2015, Frostig et al., 2018], that calculates
the required derivatives for us.

In the next section we will study Gaussian process regression which is a powerful
non-linear regression model that also quantifies uncertainty. We will also see the first
application of gradient-based optimization: optimizing Gaussian process hyperparam-
eters.
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2.3 Gaussian process regression

This section introduces Gaussian processes which are roughly speaking a gener-
alization of the multivariate Gaussian distribution to distributions over functions
[Rasmussen and Williams, 2006]. Gaussian process regression is a machine learning
model that utilizes Gaussian processes for performing non-linear regression. Gaussian
processes require careful tuning of hyperparameters that are typically learnt from data.
Later, we will predict the hyperparameters using a neural network.

2.3.1 Gaussian process definition

A crucial part of a Gaussian process is a covariance function, or a kernel, which takes
as input ordered pairs of feature vectors: x ∈ RD and x′ ∈ RD from a Cartesian
product of the design matrix X with itself [Rasmussen and Williams, 2006]. From
these inputs the covariance function produces real-valued numbers corresponding to
entries in a multivariate Gaussian covariance matrix. That is, the kernel constructs a
covariance matrix for a multivariate Gaussian distribution from pairs of input data:
Σ1,1 = k(x1,x1),Σ1,2 = k(x1,x2), . . . , ΣN,N = k(xN ,xN), where Σ ∈ RN×N is a
covariance matrix and k(·, ·) is a covariance function.

Now we can denote a Gaussian process as follows
[Rasmussen and Williams, 2006]:

f(x) ∼ GP
(
m(x), k(x,x′)

)
, (2.8)

where f(x) (denoted also as f) is a random variable representing the value of the
function at x, k(x,x′) = E[(f(x)−m(x)(f(x′)−m(x′)] is the covariance function, and
m(x) = E[f(x)] is the mean function. The mean and the covariance functions follow
directly from the definitions of expected value and covariance of random variables.

Typically, zero-mean Gaussian processes are used for notational simplicity
[Rasmussen and Williams, 2006], where we use m(x) = 0 ∈ RN . In addition, we
use K(·, ·) to denote a covariance function that takes two feature matrices as inputs
and outputs a covariance matrix.

Covariance functions need to be carefully crafted to produce a valid covariance
matrix [Rasmussen and Williams, 2006]. They are required to be positive semi-definite:
the output covariance matrix K = K(·, ·) ∈ RN×N has to satisfy vT Kv ≥ 0 for all
vectors v 6= 0 ∈ RN [Rasmussen and Williams, 2006]. In practice this means that the
linear mapping defined by the matrix K is convex.

A mean function and a covariance function completely define a Gaussian process.
The formal definition of a Gaussian process is [Rasmussen and Williams, 2006]
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Definition 1 A Gaussian process is a collection of random variables, any finite num-
ber of which have joint Gaussian distribution.

In practice, a Gaussian process is a finite set of random variables sampled from a
multivariate Gaussian distribution that has a mean constructed from input data-points
by a mean function, and a covariance matrix constructed from ordered pairs of input
data-points by a covariance function. In theory, a Gaussian process can be seen as an
infinite dimensional object, but in practice we always consider a finite set of random
variables. We will later come to understand how these finite sets of random variables
can be understood as a function.

2.3.2 Covariance function

There are various covariance functions which have different properties and different hy-
perparameters [Rasmussen and Williams, 2006]. We will mostly focus on the Squared
Exponential (SE) kernel

kSE(x,x′) = σ2
f exp

(
−(x− x′)2

2`2

)
, (2.9)

where σ2
f is called the output-scale and ` is called the length-scale. The output-scale

hyperparameter is denoted with a subscript f to distinguish it from observation noise.
Note that the squared exponential kernel depends only on the distance between x and
x′ indicating that the kernel is stationary.

The hyperparameter ` controls how correlated the data-points x and
x′ are assumed to be when they are near or far away from each other
[Rasmussen and Williams, 2006]. This kind of kernel, which shares a single length-
scale across dimensions is called isotropic. Large length-scales enable long range de-
pendencies between the data-points. This effect is illustrated in Figure 2.3 which
depicts heatmaps of two covariance matrices with different length-scales. The output-
scale hyperparameter captures assumptions about the amount of variance in noise-free
observations. In practice the output-scale scales the covariance matrix and thus the
values sampled from the distribution.

Gaussian processes are non-parametric [Rasmussen and Williams, 2006]. Hence,
the kernel parameters are called hyperparameters to distinguish them from parameters,
such as weights of a linear model. Parametric models have a fixed number of parame-
ters, whereas the amount of parameters in non-parametric models grow by the amount
of data [Murphy, 2022]; for Gaussian processes the covariance matrix grows as more
input data are added. The distinction is analogous to the dual parameterization of
support vector machines, where in the primal parameterization the number of param-
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eters grow as more features are added (D increases), and in the dual parameterization
the number of parameters grow as more input data is added (N increases).

0 5 10 15
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x′

SE-kernel with ` = 1.0, σ2
f = 1.0.
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SE-kernel with ` = 3.0, σ2
f = 1.0.

Figure 2.3: Effect of the length-scale hyperparameter ` of the squared exponential kernel with
N = 20 data-points. Higher values of the kernel are dark red, whereas values near zero are dark blue.
On the left panel ` = 1.0 causing only nearby data-points to be correlated. On the right panel ` = 3.0
allowing data-points that are farther from each other to still be correlated.

The kernels can be combined, for example two kernels can be multiplied, result-
ing in a new positive semi-definite kernel which combines the properties of the kernels
[Rasmussen and Williams, 2006]. This brings us to the definition of Automatic Rele-
vance Determination (ARD) which enables the use of separate characteristic length-
scales {`d|d = 1, . . . , D} for each feature [Rasmussen and Williams, 2006, Neil, 1996].
It is combined as a product of squared exponential kernels, one for each dimension
[Duvenaud, 2014]:

kARD(x,x′) =
D∏

d=1
σ2

fd
exp

(
−(xd − x′d)2

2`2
d

)
(2.10)

=
D∏

d=1
σ2

fd
exp

(
−1

2

D∑
d=1

(xd − x′d)2

`2
d

)
(2.11)

= σ2
f exp

(
−1

2

D∑
d=1

(xd − x′d)2

`2
d

)
, (2.12)

where in Equation (2.11) we use the rules of logarithms to push the multiplication as
a sum inside the exponential, and in Equation (2.12) the output-scales are combined
into a scaled version σ2

f . The idea behind the ARD kernel is that the Gaussian process
is capable of learning large length-scales for dimensions that have little information,
thus disabling the effect of the non-informative dimensions in the model. This also
enables feature selection: the features with large length-scales can be ignored. We will
exclusively refer to the ARD version of the squared exponential kernel unless otherwise
stated.
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2.3.3 Sampling random functions from the prior

A Gaussian process models functions. Now we turn our focus to understanding how
to retrieve function realisations from this construction. The key insight is that the
way the covariance function is defined implicitly defines a distribution over functions
[Rasmussen and Williams, 2006].

To construct a Gaussian process prior, in this example, we will use the whole
training dataset. However, it is possible to utilize any subset of the inputs for the prior
[Rasmussen and Williams, 2006]. We construct a covariance matrix from the inputs
K = K(X,X). For now, we will use an arbitrary choice for the length-scale and
output-scale hyperparameters. To model functions, we simply draw samples from the
multivariate Gaussian distribution defined by the zero mean and the covariance matrix
K

f ∼ N (0,K) , (2.13)

which can be expressed more verbosely as
f
(
X(1)

)
...

f
(
X(N)

)
 ∼ N




0
...
0

 ,

k
(
X(1),X(1)

)
· · · k

(
X(1),X(N)

)
... . . . ...

k
(
X(N),X(1)

)
· · · k

(
X(N),X(N)

)

 , (2.14)

where the superscript (n) indicates the the n’th training example from the design
matrix X.

The unknown functions we are modeling are continuous, and thus would re-
quire an infinite number of samples to model exactly [Rasmussen and Williams, 2006].
Therefore, we approximate the functions by drawing N random samples to represent
them. In the limit of N 7→ ∞ we would recover the true unknown functions. This idea
is illustrated in Figure 2.4. The sampled functions ‘look smooth’, because the squared
exponential kernel is infinitely differentiable. By choosing a different kernel we would
recover functions with different properties.

Now that we know how to sample functions from a Gaussian process, we can fur-
ther understand the effect of the length-scale and the output-scale hyperparameters by
examining how they affect the sampled functions. As discussed earlier, the output-scale
hyperparameter (σ2

f ) scales the function values. This effect is depicted in Figure 2.5.
Furthermore, the length-scale hyperparameter (`) affects how correlated the sampled
function values are. This effect is illustrated in Figure 2.6.

2.3.4 Conditioning on noise-free observations

In the previous section we saw how to sample random functions from a Gaussian
process prior. In this section we will expand our knowledge while studying how we can
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Figure 2.4: Function realisations from the Gaussian process prior with squared exponential kernel
with ` = 1.0, σ2

f = 1.0. As the number of samples increases, the function realisation present more
accurate approximations of the true unknown functions.

condition a multivariate Gaussian with the additional knowledge gained from known
noise-free observations. A Gaussian process conditioned with known observations is
also called a Gaussian process posterior [Rasmussen and Williams, 2006].

Our goal is to update the multivariate Gaussian distribution with additional
information about known observations. To make this more concrete, assume that
training data consists of N = 100 inputs distributed uniformly in the range [0, 2π].
And the testing data consists of N test = 4 inputs with their corresponding known
outputs. Now, using the training inputs we construct a Gaussian process prior f ∼
N (0, K(X,X)). Similarly, we construct another prior corresponding to the testing
inputs: f test ∼ N (0, K(Xtest,Xtest)).

In the case of Gaussian distributions, the joint distribution p(f , f test) is easy to
construct and has the form [Rasmussen and Williams, 2006]

 f
f test

 ∼ N
0,

 K (X,X) K (X,Xtest)
K (Xtest,X) K (Xtest,Xtest)

 . (2.15)

We have now constructed a joint distribution of two Gaussian process priors. Let
us relate this to the more concrete example. We can now sample random ‘training
functions’ that pass through the 100 known data-points in the training dataset. This
is achieved by drawing samples from the distribution p(f). We can also sample random
‘testing functions’ from the distribution p(f test). What we really want, is a capability
to sample testing functions that agree with the training functions: we want to sample
from the conditional distribution p(f test|f).
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Figure 2.5: Effect of the output-scale hyperparameter. Larger output-scales scale the sampled
function values. On the top-left panel σ2

f = 0.1. On the top-right panel σ2
f = 1.0. On the bottom-left

panel σ2
f = 2.0. On the bottom-right panel σ2

f = 5.0. The length-scale has static a value of 1.0 for all
the panels.

Recall the definition of conditional probability [Blitzstein and Hwang, 2019]

p
(
f test|f

)
= p (f test, f)

p (f) . (2.16)

We can now construct the distribution p(f test|f), also known as the predictive distribu-
tion [Rasmussen and Williams, 2006]. In the case of Gaussian distributions there exists
an analytic solution for the conditional distribution. The derivation is complex and
omitted here, but from the literature we can directly look up the resulting distribution

p
(
f test|f ,X,Xtest

)
= N

(
f test;K(Xtest,X)K(X,X)−1f ,

K(Xtest,Xtest)−K(Xtest,X)K(X,X)−1K(X,Xtest)
)
.

(2.17)

From the predictive distribution we can obtain predictive means with credible
intervals and, for example, the maximum a posteriori estimate, which is the mode of
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Figure 2.6: Effect of the length-scale hyperparameter. On the top-left panel, ` = 0.1, allows the
function values vary very quickly. On the top-right panel, ` = 0.5 forces the nearby function values to
be closer to the preceding values. On the bottom panels, left = ` = 1.0 and right = ` = 3.0 illustrating
more correlated values as the length-scale increases. The output-scale has a static value of 1.0 for all
the panels.

the predictive distribution [Rasmussen and Williams, 2006]. Here we also see the main
culprit of Gaussian processes: conditioning requires inverting an N ×N matrix, which
is an expensive operation having time complexity of O(N3).

Having access to the predictive distribution enables us to sample function re-
alisations that agree with the training and the testing inputs. To illustrate this, we
will model a function g(x) = sin x in the domain x ∈ [0, 2π]. We condition on four
testing observations at x = {0.5, 1.0, 5.3, 2.5}, drawing 15 random functions from the
predictive distribution. Figure 2.7 depicts samples from the prior before observing any
samples. Figure 2.8 depicts function samples from the predictive distribution after
observing each of the four observation points.

We have successfully modeled our first function using a Gaussian process. This
also facilitates our understanding of how Gaussian processes obtain a measure of uncer-
tainty: in theory we could sample an infinite number of samples and measure in which
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Figure 2.7: The function we are modeling g(x) = sin x in the domain [0, 2π] is marked with a dotted
black line. The colored dots mark the locations of future observations: x = 0.5 (blue), x = 1.0 (red),
x = 5.3 (yellow), and x = 2.5 (green). The colored lines represent the function samples from the prior
distribution before any observations.

area 95% of them land to construct a 95% credible interval. Credible intervals and
means are guaranteed by the Law of large numbers when we let the number of function
samples approach infinity [Blitzstein and Hwang, 2019, Gelman et al., 2013]. Figure
2.9 displays the credible intervals and analytical means before and after observing all
four values.

Now that we know how to condition on noise-free observation we can finally
achieve our final target: predicting on real-world (noisy) observations. This is achieved
by incorporating a likelihood to the model to handle the noise.

2.3.5 Predicting with noisy observations

Real-world data is noisy. A model that is unable to handle noisy observations is
not optimal. Fortunately, modifying a Gaussian process regression model to handle
noisy observations is relatively straightforward [Rasmussen and Williams, 2006]; it is
achieved by introducing a likelihood to the model.

We assume the observation noise is normally distributed with an unknown vari-
ance σ2

n (subscript n to indicate noise). From this assumption we derive the noise
model [Rasmussen and Williams, 2006]

y = f + ε (2.18)

ε ∼ N
(
0, σ2

nI
)
, (2.19)

where f ∼ GP (0, K(X,X)) and I ∈ RN×N is the identity matrix. As the covari-
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Figure 2.8: Samples from the predictive distribution after observing values. On the top-left panel:
after observing function value at x = 0.5 the function samples are restricted to pass through the point
(x, g(x)). On the top-right panel: after observing another value at x = 1.0 the function samples are
restricted to pass through the two observations. On the bottom row: after observing more outputs
the function samples are restricted even more. The mean of the functions samples (thick blue line) is
getting closer to the true function as we have more observations. A total of 15 function samples are
shown.

ance matrix of the noise distribution has the same value (σ2
n) on all the diagonals the

noise is identically distributed. And since the off-diagonal elements are all zero the
noise is independent. Independent and identically distributed (i.i.d.) noise is called
homoskedastic noise [Rasmussen and Williams, 2006].

We can denote the noise model equivalently as

y|f ∼ N
(
f , σ2

nI
)
, (2.20)

where p(y|f) is the likelihood. We will focus exclusively on the case where the likelihood
follows a Gaussian distribution.

From the properties of Gaussian random variables, we know the sum of two
independent Gaussian random variables f + ε is another Gaussian random variable
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Figure 2.9: Illustration of 95% credible intervals (light blue) for the predictive distribution. On the
left panel: the prior distribution. On the right panel: the predictive distribution after conditioning on
all the four observations. Note how the credible interval resembles the shape of the sampled functions
on the bottom-right panel of Figure 2.8.

with mean µf + µε and variance σ2
f + σ2

ε [Blitzstein and Hwang, 2019]

f + ε ∼ N
(
µf + µε, σ

2
f + σ2

ε

)
(2.21)

=⇒ f + ε ∼ N
(
0, K(X,X) + σ2

nI
)
. (2.22)

Therefore, in order to incorporate observation noise to our model, all we need
to do is add σ2

nI to the covariance matrix of the training inputs K(X,X)
[Rasmussen and Williams, 2006]. Armed with this information, we are now ready the
construct the joint distribution for the noisy observations and the prior distribution y

f test

 ∼ N
0,

K(X,X) + σ2
nI K(X,Xtest)

K(Xtest,X) K(Xtest,Xtest)

 . (2.23)

By combining the ideas presented above, we obtain the predictive distribution
for the noisy observations [Rasmussen and Williams, 2006]

p
(
f test|y,X,Xtest

)
= N

(
f test;K(Xtest,X)

[
K(X,X) + σ2

nI
]−1

y,

K(Xtest,Xtest)−K(Xtest,X)
[
K(X,X) + σ2

nI
]−1

K(X,Xtest)
)
.

(2.24)
Finally, Figure 2.10 illustrates the credible interval after incorporating observation

noise to the previous example. Compared to earlier, the mean has shifted away from the
true function. Also, the credible interval is wider near the locations of the observations,
indicating the model has learnt to take the noise into account: we are allowing a wider
range of outputs at the location of the observations.
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Figure 2.10: Illustration of 95% credible intervals (light blue) of Gaussian process posterior with
noisy observations (σ2

n = 0.1). The noise has caused the observations to shift away from the true
function values. Accordingly, the predicted mean has shifted away from the true function. On the
left panel: after incorporating the noise the latent functions are corrupted. On the right panel: the
credible interval is wider at the location of the observations, indicating that the model has learnt to
take observation noise into account.

We have omitted a very important step: for the function samples to match the
observations we need to carefully tune the hyperparameters. Next we apply gradient-
based optimization for tuning hyperparameters by optimizing a quantity called log
marginal likelihood.

2.3.6 Hyperparameter optimization

Model selection considers the problem of finding optimal hyperparameters for the kernel
[Rasmussen and Williams, 2006]. For example, in the case of the squared exponential
kernel, in D = 1 the hyperparameters are the output-scale and the length-scale. We
will denote the set of the hyperparameters with θ = {σs

f , `} ∈ R2. There are various
methods for finding the hyperparameters. We will exclusively focus on the case of
optimizing the hyperparameters using gradient ascent.

In the previous section, we searched behind the scenes for the optimal hyperpa-
rameters θ∗ (θ∗1 = σ2

f = 0.49 and θ∗2 = ` = 1.31). Figure 2.11 illustrates what might go
wrong with poorly chosen hyperparameters.

Model selection considers the problem of finding optimal hyperparameters θ∗

in the space of all possible hyperparameters, such that the model constructed using
these hyperparameters best fits the data [Rasmussen and Williams, 2006]. Clearly, to
achieve this, we need a method for comparing different models. This is where the
marginal likelihood of a Gaussian process comes in

p (y|X,θ) =
∫
p (y|f ,θ,X) p (f |θ,X) df . (2.25)
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Figure 2.11: Illustration of Gaussian process posterior with poorly chosen length-scales. On the left
panel ` = 0.5 is too small, resulting in an overly wide confidence interval. On the right panel ` = 3.0
is too large, resulting in a too narrow credible interval. The output-scale is kept at its optimal value
for both panels.

In essence, we marginalize (integrate out) the latent functions f . Here we made explicit
the assumption that the model depends on the hyperparameters θ.

As we only consider Gaussian likelihoods, the log marginal likelihood has an an-
alytic form [Rasmussen and Williams, 2006]:

log p (y|X,θ) = −1
2yT

(
Kθ + σ2

nI
)−1

y︸ ︷︷ ︸
data fit

− 1
2 log

∣∣∣Kθ + σ2
nI
∣∣∣︸ ︷︷ ︸

model complexity

− N2 log (2π)︸ ︷︷ ︸
constant

, (2.26)

where |·| denotes the determinant andKθ is the covariance matrixK(X,X) constructed
using a kernel parameterized by θ. The log marginal likelihood consists of three terms:
the data fit measures how well the model fits the training data, the model complexity
penalizes a complex model, and the constant acts as a normalizer.

To find the optimal hyperparameters we apply gradient ascent
[Rasmussen and Williams, 2006, Goodfellow et al., 2016]. We set the log marginal
likelihood as the loss function J(y,X,θ) = log p(y|X,θ). Then we, optimize as usually
with gradient ascent: we iterate until convergence, updating the hyperparameters to
the direction of the gradient according to the learning rate α

θt+1 = θt + α∇θtJ (y,X,θ) . (2.27)

Given that in our case the hyperparameters are θ = {σ2
f , `}, this results in the

following updates in the main loop of gradient ascent
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`t+1 = `t + α
∂

∂`t

J (y,X,θ) , (2.28)

σ2
f t+1 = σ2

f t
+ α

∂

∂σ2
f t

J (y,X,θ) . (2.29)

For calculating the derivatives, we rely on automatic differentiation as usual.
Note that we could have also optimized the hyperparameters governing the ob-

servation noise, giving us a set of hyperparameters to optimize: θ = {σ2
n, σ

2
f , `}. We

omit this, since throughout the thesis, for simplicity, we assume fixed observation noise
(σ2

n = 0.01). Also, we have assumed that D = 1, but everything presented generalizes
to higher dimensions. Assuming we learn the observation noise and D > 1, we obtain
a complete set of hyperparameters to optimize: θ = {σ2

n, σ
2
f , `1, . . . , `D}.

2.3.7 Fully Bayesian approach

In the previous section we learnt how to optimize the hyperparameters. The resulting
hyperparameters are point-estimates. Next we will get to know fully Bayesian Gaussian
process regression where we replace the hyperparameter point-estimates with posterior
distributions, enabling the regression model to take into account the uncertainty in the
hyperparameter estimates.

In fully Bayesian Gaussian processes we assign a prior distribution, a hyperprior,
on the hyperparameters [Rasmussen, 1997]. That is, we specify p(θ). This results in a
hierarchical model [Lalchand and Rasmussen, 2020]

θ ∼ p (θ) (2.30)

f |X,θ ∼ N (0, Kθ) (2.31)

y|f ∼ N
(
f , σ2

nI
)
, (2.32)

where Equation (2.30) is the hyperprior; Equation (2.31) is the Gaussian process prior;
and Equation (2.32) is the likelihood.

The goal is to obtain access to a posterior distribution of the hyperparameters
[Rasmussen, 1997]. Consider the marginal likelihood p(y|X,θ) (Equation 2.25), which
conceptually acts as a likelihood for the hyperparameters. Following the Bayesian
methodology, we multiply the likelihood and the prior

p (θ|X,y)︸ ︷︷ ︸
Posterior

∝ p (y,X|θ)︸ ︷︷ ︸
Likelihood

p (θ)︸ ︷︷ ︸
Prior

=
∫ ∫

p (y|f ,θ,X) p (f |θ,X) p (θ) dfdθ (2.33)

=
∫
p (y|X,θ) p (θ) dθ. (2.34)
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Unfortunately this integral is typically intractable. However, it is possible to approxi-
mate the posterior [Rasmussen, 1997, Garnett, 2022]

p (θ|X,y) ∝ p (y|X,θ) p (θ) =
∫
p (y|X,θ) p (θ) dθ (2.35)

≈ 1
M

M∑
i=1

p
(
y|X,θ(i)

)
, (2.36)

where θ(i) ∼ p(θ|X,y) are M samples from the posterior which are typically ob-
tained using Markov chain Monte Carlo methods [Lalchand and Rasmussen, 2020,
Rasmussen, 1997, Rasmussen and Williams, 2006] or variational inference
[Lalchand and Rasmussen, 2020, Cheng and Boots, 2017]. This process of marginaliz-
ing the hyperparameters is called model averaging.

To further understand why one should consider the fully Bayesian approach, let us
inspect the effect using our earlier example. Figure 2.12 illustrates the credible intervals
resulting from different samples from the posterior p(θ|X,y), obtained using Markov
chain Monte Carlo. Each one results in a reasonable, albeit different, explanation of the
data. Fully Bayesian combines all the possible explanations of the data [Garnett, 2022].
The fully Bayesian approach matches the data better: the farther we are away from the
observations the more uncertainty we have. This effect is depicted in Figure 2.13, which
illustrates the resulting posterior credible intervals obtained using point-estimates and
fully Bayesian approach.

We have now gained enough understanding of Gaussian processes to understand
their relation to the methods presented in later chapters. However, we did not yet
discuss the details of obtaining samples from the hyperparameter posterior p(θ|D).
This will be our topic for the next section where we introduce variational inference.

2.4 Variational inference

Exact marginalization over
continuous parameters is a macho
activity enjoyed by those who are
fluent in definite integration.

David MacKay

Variational inference is a method for approximating densities [Blei et al., 2017].
An obvious use is approximating intractable posteriors. The idea is to choose a
tractable distribution and find parameters for it such that it approximates a posterior.
In essence, to achieve this, variational inference makes the two distributions ‘close’ to
each other.
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Figure 2.12: Illustration of 95% credible intervals (light blue) of Gaussian process posterior, using
different values for the length-scale selected from 200 samples drawn from the posterior approximation
of p(θ|X,y). On the top-left panel the length-scale is the sample minimum, on the top-right panel
the sample maximum, on the bottom-left panel the sample 25% percentile, and on the bottom-right
panel the sample 75% percentile.

2.4.1 Evidence lower bound

Variational inference is related to the familiar expectation-maximization algorithm
[Bishop, 2006, Blei et al., 2017]. Both optimize the same objective: the evidence lower
bound (ELBO). The main difference between the two is that expectation-maximization
outputs point-estimates and variational inference outputs posterior approximations.

Consider some latent variables z and a posterior p(z|D) that we want to find
a variational approximation for. Also consider a generic family of distributions Q
parameterized by Φ. Variational inference seeks to find optimal variational parameters
φ∗ ∈ Φ such that q(z; φ∗) ∈ Q and the posterior p(z|D) are close [Blei et al., 2017].

There are various ways of finding the variational parameters [Bishop, 2006]. We
will focus on the case of finding the parameters using gradient-based optimization.
Before we dive into the details of what the ELBO is and how to optimize it, we need
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Figure 2.13: Illustration of 95% credible intervals (light blue) of Gaussian process posterior. On the
left panel the posterior credible interval obtained using ML estimation for the hyperparameters. On
the right panel the posterior credible interval obtained using fully Bayesian approach. Latter resulting
in wider credible intervals when moving farther away from the observations.

a way to measure how close two distributions are. This is where the Kullback-Leibler
(KL) divergence comes in

DKL

(
q(z; φ)||p(z|D)

)
= DKL

(
q(z; φ)||p(z|D)

)
(2.37)

=
∫
q(z; φ) log

(
q(z; φ)
p(z|D)

)
dz (2.38)

= Eq(z;φ)

[
log q(z; φ)

p(z|D)

]
. (2.39)

The KL divergence has its origins in information theory [MacKay, 2003]. It measures
the difference in expected information between two distributions, but for us it is suffi-
cient to understand that it measures how close the two distributions are. However, the
measure is not symmetric [Bishop, 2006]; in general DKL(q||p) 6= DKL(p||q) and thus
the KL divergence is not (mathematically) a measure of distance. It also has properties
DKL(q||p) = DKL(p||q) if and only if p = q, and DKL ≥ 0.

The KL divergence can not be directly minimized. The reason being that the KL
divergence depends on the intractable probability of the data p(D) which arises from
the conditional distribution in the denominator p(z|D) = p(z,D)

p(D) . This brings us to the
the evidence lower bound, or ELBO

ELBO(q) = Eq(z;φ)

[
log p(D, z)

q(z; φ)

]
. (2.40)

It turns out that maximizing the ELBO is equivalent to minimizing the KL divergence.
For details of why this is true, see Appendix A.

The ELBO is often expressed in terms of the logarithmic joint and the entropy
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[Bishop, 2006]

ELBO(q) = Eq(z;φ)

[
log p(D, z)

q(z; φ)

]
(2.41)

= Eq(z;φ)[log p(D, z)︸ ︷︷ ︸
log joint

] + Eq(z;φ)[− log q(z; φ)]︸ ︷︷ ︸
entropy

, (2.42)

where the entropy measures the amount of surprise in the variational distribution
[MacKay, 2003]. By surprise, we mean how ‘surprising’ samples from the distribution
are: a Uniform distribution has maximum entropy as all the samples are equally prob-
able (very surprising), and a very peaky distribution has small entropy as most of the
samples will come from near the peak (less surprising). When the ELBO is maximized,
also the entropy is maximized. The entropy term forces the algorithm to find a distri-
bution that is as flat as possible. On the other hand the likelihood term seeks to find a
Dirac delta distribution at the maximum a posteriori estimate. The idea is that these
two forces balance each other out when optimizing the ELBO.

Now that we understand that maximizing the ELBO is equivalent to minimizing
the KL divergence, let us first recall what we are trying to achieve. In our case, we
want to approximate the posterior of the hyperparameters p(θ|X,y) introduced in the
previous section, so we have z = θ and D = {X,y}. We want to find a distribution
q(·) that is close to the posterior p(θ|D), which is exactly what variational inference
does.

Let us first discuss how to choose the q(·) distribution. For our purposes, we let
Q be the Gaussian family and thus the parameters φ are the mean and the covari-
ance matrix of the Gaussian. We assume that the hyperparameters are independent
of each other. This assumption is called the mean-field variational approximation
[Blei et al., 2017]. Variance of a Gaussian distribution has a constraint of being non-
negative; this can be achieved by keeping the variances in real coordinate space and
then, when using them, transforming them to constrained non-negative space using the
exponential function. Let us denote the mean of the Gaussian with m and a vector of
unconstrained variances with c. Now we have

q (θ; φ) = q(θ1;φ1)q(θ2;φ2) · · · q(θK ;φK) (2.43)

=
K∏

i=1
q(θi;φi) (2.44)

= N (θ; m,C) , (2.45)

where m = {mi|i = 1, . . . , K}, and C = diag({eci|i = 1, . . . , K}) is a diagonal covari-
ance matrix. That is, for each hyperparameter in θ we have a variational distribution
θi ∼ N (mi, e

ci), where i = 1, . . . , θK and K is the number of hyperparameters.
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This gives us the following optimization problem

φ∗ = arg min
φ∈Φ

DKL

(
q(θ; φ)||p(θ|D; φ)

)
(2.46)

≤ arg max
φ∈Φ

Eq(θ;φ) [log p(θ,D)− log q(θ; φ)] (2.47)

= arg max
φ∈Φ

Eq(θ;φ) [log p(θ,D)] + Eq(θ;φ) [− log q(θ; φ)] . (2.48)

Armed with our selection of the variational distribution q(·) we will next find the
optimal parameters using gradient ascent.

2.4.2 Reparameterization trick

Let us try to optimize the objective using gradient descent. From the previous section
we know the variational parameters φ. Our goal is to find optimal parameters φ∗ ∈ Φ
such that the KL divergence between the mean-field approximation q(θ; φ∗) and the
true posterior p(θ|D) is minimized.

We already have our maximization objective: the ELBO. Let us try to maximize
it using gradient ascent. First, we need the gradient of the ELBO with respect to φ

∇φELBO = ∇φ

[
Eq(θ;φ) [log p(θ,D)] + Eq(θ;φ) [− log q(θ; φ)]

]
. (2.49)

Alas, we are unable to push the gradient inside the expectation as both the gradient
and the expectation depend on φ [Rezende et al., 2014].

Solution to this difficulty is the reparameterization trick [Rezende et al., 2014,
Titsias and Lázaro-Gredilla, 2014, Kingma and Welling, 2013, Kucukelbir et al., 2017]
which circumvents the problem by taking the expectation with respect to another
parameter, allowing us to push the gradient inside the expectation. In the case of
a multivariate Gaussian, we can reparameterize using another multivariate Gaussian.
To estimate the gradient, we draw M samples from the Gaussian η ∼ N (0, I) and
reparameterize as θ̂ = Lη + m, where L is the Cholesky decomposition of the positive
semi-definite covariance matrix C = LLT [Rezende et al., 2014]. Now, we can remove
the dependence on φ from the expectation and push the gradient inside

∇φELBO = ∇φ

[
Eq(θ;φ) [log p(θ,D)] + Eq(θ;φ) [− log q(θ; φ)]

]
(2.50)

≈ ∇φ

[
Ep(η)

[
log p(θ̂,D)

]
+ Ep(η)

[
− log q(θ̂; φ)

]]
(2.51)

= Ep(η)

∇φ log p(θ̂,D))︸ ︷︷ ︸
log joint

+∇φ

Ep(η)
[
− log q(θ̂; φ)

]
︸ ︷︷ ︸

entropy

 . (2.52)

This enables us to optimize the variational parameters φ using stochastic gradient
ascent, which is stochastic because the gradient is estimated using M reparameteri-
zation samples [Kucukelbir et al., 2017]. Even one sample can provide a good enough



2.4. Variational inference 29

estimate of the true gradient, typically 1 ≤ M ≤ 10 samples are used for the Monte
Carlo estimate of the gradient.

Progress of stochastic variational inference, fitting a Gaussian distribution with
positive covariance using a mean-field Gaussian approximation, is illustrated in Figure
2.14. Figure 2.15 displays the mean and variance of the q(·) distribution along with
the ELBO estimate as a function of iteration.
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Figure 2.14: Progress of variational inference algorithm fitting a multivariate Gaussian distribution
with positive covariance. The gradient of the ELBO is estimated using M = 10 reparameterization
samples. The algorithm starts with a randomly initialized mean and variance and at each step updates
the values using stochastic gradient ascent. The bottom-right panel depicts the resulting Gaussian
mean-field approximation.

This ends our study on variational inference. In the next section we will study
neural networks and the neural network transformer architecture, which will be used
for predicting Gaussian process hyperparameters.
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Figure 2.15: Progress of stochastic variational inference algorithm as a function of iteration using
M = 10 reparameterization samples. On the left panel: the true mean (2, 1.5) is found very quickly.
On the middle panel: suitable diagonal of the covariance matrix takes longer to find. On the right
panel: evidence lower-bound approaches its maximum very fast, but stochasticity prevents it from
settling in the end; using a larger number of reparameterization samples would make the algorithm
more stable.

2.5 Neural networks

A single neuron in the brain is an
incredibly complex machine that
even today we don’t understand. A
single ‘neuron’ in a neural network is
an incredibly simple mathematical
function that captures a minuscule
fraction of the complexity of a
biological neuron.

Andrew Ng

Neural networks are function approximators [Goodfellow et al., 2016]. They can
approximate any well-behaving function. A common example is a function that maps
from an RGB image to two classes: cats and dogs. In probabilistic terms, we want to
learn the distribution p(y|x), where y ∈ {cat, dog} and x is a vector of image pixels.
In this thesis, we will apply neural networks to map from a dataset of regression inputs
and outputs to Gaussian process hyperparameters.

2.5.1 Feedforward neural networks

Feedforward neural networks, or multilayer perceptrons, are the simplest of neural net-
work models [Goodfellow et al., 2016]. They are closely related to linear regression.
As a simple example, a feedforward neural network can be seen as a chain of func-
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tions NeuralNet(x) = f3(a2(f2(a1(f1(x))))), depicted in Figure 2.16. The functions f1,
f2, and f3 are called linear layers, and they are connected by weight matrices between
them. The computation performed by the linear layers is analogous to the computation
performed by linear regression. The functions a1 and a2 are called activation functions,
and the purpose of them is to introduce some non-linearity to the chain of functions;
without an activation function a neural network loses its ability to learn non-linear
features and can be compressed into a single matrix multiplication. The function f1

is called an input layer, the function f2 is called a hidden layer, and the function f3

is called an output layer. A neural network with more than one hidden layer is called
deep.

Input Layer ∈ ℝ⁴ Hidden Layer ∈ ℝ⁶ Output Layer ∈ ℝ³

Figure 2.16: An illustration of a simple feedforward neural network with a 4-dimensional input
layer, a 6-dimensional hidden layer, and a 3-dimensional output layer. The activations are calculated
between the layers.

Neural networks are ubiquitously optimized using variations of stochastic gradi-
ent descent [Goodfellow et al., 2016]. For a single step of optimization two steps are
performed: a forward pass and a backward pass. The forward pass first computes the
matrix multiplications with their activations layer by layer, starting from the input
layer and ending up in the output layer. The outputs are then fed into an arbitrary
loss function to measure the prediction error. Then, during the backward pass, the
gradients of the layers with respect to the weight matrices are computed layer by layer,
starting from the gradient of the output layer with respect to the loss function, and
ending up in the input layer. As usual in stochastic gradient descent, the weight matri-
ces are updated to the direction of the negative gradient. The forward and backward
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pass together form an algorithm called backpropagation. In practice, we do not have
to worry about the gradient computations, as automatic differentiation handles those
for us; hence the algorithm is also known as reverse-mode automatic differentiation.

2.5.2 Transformers

Feedforward neural networks have a serious limitation: the size and dimensionality
of their inputs and outputs are fixed [Goodfellow et al., 2016]. Our goal is to feed
the network datasets of different sizes and dimensionalities: we want the predictor to
work with varying N and D. During the recent years, the transformer architecture
[Vaswani et al., 2017] has become a pervasive solution for natural language processing,
a task for which handling sequences of different lengths is a requirement, enabling us
to vary N . The varying dimensionality D can be handled by projecting all the inputs
to the same dimensionality that the transformer architecture can take as input.

The transformer architecture consists of two main parts: an encoder and a de-
coder [Vaswani et al., 2017]. The encoder encodes the inputs to a latent representation,
and the decoder decodes the latent representation to outputs. As a concrete example
consider translating an English sentence to French. We feed word embeddings of the
English words to the encoder to build a latent representation, and the decoder trans-
forms the latent representation to probabilities of French words.

For our purposes, only the encoder is needed to encode the datasets to a latent rep-
resentation for predicting the Gaussian process hyperparameters. The encoder consists
of a stack of identical layers [Vaswani et al., 2017]. Each layer contains a multi-head
attention module, followed by a feedforward module. Both modules include a resid-
ual connection and a normalization layer. The residual connections facilitate deeper
networks [He et al., 2016], and the layer normalization helps to keep the gradients at
scale [Xiong et al., 2020]. The encoder also contains a module for positional encoding,
but this is not needed for our purposes, as the position of the inputs is irrelevant for
Gaussian processes. The transformer encoder architecture is depicted in Figure 2.17.

In the heart of transformer is the multi-head attention module, which consists
of a stack of attention heads [Vaswani et al., 2017]. The attention heads enables the
transformer model to ‘pay attention’ to relevant parts of the inputs when processing
outputs. In the case of an input sentence “A woman was holding a hammer in her
hand.”, and a corresponding French translation, the model would learn to attend more
to the words “woman” and “she” when processing the French word “femme”. As the
multi-head attention module consists of many attention heads, it is capable of attending
to many different things of interest simultaneously. The outputs of the individual
attention heads are concatenated together and fed to a feedforward neural network.
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Figure 2.17: Transformer encoder architecture. The encoder consists of a stack (indicated by ‘Nx’
in the image) of identical layers. Image adapted from: Vaswani et al. [Vaswani et al., 2017].

The multi-head attention module, depicted in Figure 2.18, takes as input as input
m queries arranged to a matrix Q ∈ Rm×dk , where dk indicates the dimensionality of the
keys and queries. Similarly, the keys and queries are arranged into matrices K ∈ Rn×dk

and V ∈ Rn×dv , where dv is the dimensionality of the values [Vaswani et al., 2017]. The
keys and values can be of different dimensionality, but for our purposes we have dv = dk

and similarly m = n. Next the queries, keys, and values are passed to the h attention
heads. The multi-head attention then concatenates the outputs given by attention
heads and feeds them to a feedforward neural network. For the keys, queries, and
values an analogy to database engines can be drawn: a key corresponds to database
identifier, a query corresponds to a database query, and a value corresponds to the
value matching identified by the key.

To understand multi-head attention, we have to look inside an attention head, de-
picted in Figure 2.19. Unlike in databases, the attention head does not match the keys
and queries exactly, but instead calculates a weight vector for each of the queries, indi-
cating how well the keys and queries match [Vaswani et al., 2017]. The weight vectors
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Figure 2.18: Multi-head attention takes as input keys, queries, and values. It consists of a stack of h
attention heads (purple) and feedforward networks. The output of the attention heads is concatenated
and fed to another feedforward network. Image source: Vaswani et al. [Vaswani et al., 2017].

are then mapped through a softmax function to turn it into a vector of probabilities

W = softmax
(

QKT

√
dk

)
∈ Rm×n, (2.53)

where the dimensionality of the keys/queries dk is used to scale the softmax inputs to
avoid extremely small gradients with keys of large dimensionality. The relevant values
are then scaled by taking a dot product between the value vector and the vector of
probabilities

Attention (Q,K,V) = WV ∈ Rm×dv , (2.54)

where dv is the dimensionality of the values.
Optionally, a masking operation is performed. Masking is used when training the

decoder to prevent it from seeing outputs that have not been processed yet. Encoder
does not utilize the masking. However, AHGP (Section 2.6) utilizes masking in order
to perform mini-batch processing with inputs of varying dimensionalities.

In practice, only the decoder part of the transformer considers distinct keys,
queries and values [Vaswani et al., 2017]. For the encoder only self-attention layers are
used. They are equivalent to the attention mechanism described, but the key, query,
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Figure 2.19: An attention head calculates the similarity between key and queries. The results are
then scaled to make the computation more stable. Finally a softmax function is applied to turn the
similarities into probabilities that are multiplied with the values to scale them. The masking operation
is only used by the decoder. Image source: Vaswani et al. [Vaswani et al., 2017].

and value are all the same vector

Attention (X,X,X) = softmax
(

XXT

√
dk

)
X. (2.55)

The stacked attention layers learn to pay attention to the outputs of the of the previous
attention layer in the stack. In essence, the encoder learns a presentation of the inputs
that are attending to themselves – hence the ‘self’ in the name.

An important feature of the multi-head self-attention is that it is permutation
equivariant, defined as [Liu et al., 2020]

Definition 2 Let Sn be the set of all permutations of indices {1, 2, . . . , n}. A function
f : X n 7→ Yn is permutation equivariant if and only if for any permutation π ∈ Sn,
f(πx) = πf(x).

We also know that a stack of permutation equivariant layers is still permutation equiv-
ariant [Zaheer et al., 2017, Liu et al., 2020]. Later we will see that the neural network
inside AHGP (Section 2.6) exploits the permutation equivariance property.

Even tough the transformer architecture was designed to meet the requirements
of natural language processing, during the recent years they have been applied to
achieve state of the art results in for example, image generation [Parmar et al., 2018],
object detection [Carion et al., 2020], depth estimation [Chang et al., 2021], image
captioning [Cornia et al., 2020], and recently in code generation [Austin et al., 2021,
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Chen et al., 2021, Li et al., 2022]. The promise is understandable, for example in im-
age captioning, using a 2-dimensional attention enables the model to attend to a duck
in the image, while processing the word “duck”.

This ends our brief introduction to neural networks and the transformer architec-
ture. In the next section we will study the AHGP method, which enables us to predict
point-estimates of Gaussian process hyperparameters using various datasets as input.

2.6 Task-agnostic amortized inference of Gaussian
process hyperparameters (AHGP)

Task-agnostic amortized inference of Gaussian Process hyperparameters (AHGP) aims
to solve the main problem of Gaussian processes: the O(n3) time-complexity when
optimizing hyperparameters [Liu et al., 2020]. The method amortizes the computation
by pre-training a neural network to predict Gaussian process hyperparameters from
datasets. The training of the network is a time-consuming process, but predicting the
hyperparameters is fast, as it is done using a single forward pass of the network. In
this section we will introduce the AHGP method.

The method is ‘task-agnostic’ since a single neural network can be applied
to different datasets with varying number of data-points of varying dimensionalities
[Liu et al., 2020]. We assume L distinct regression tasks, and use T (l) to denote the
l-th regression task.

The model is trained with synthetic data generated by Gaussian processes with
varying hyperparameters. AHGP uses a Gaussian process with a spectral mix-
ture kernel, a kernel that can approximate any stationary kernel [Liu et al., 2020,
Wilson and Adams, 2013]. The hyperparameters of a spectral mixture kernel are
the number of mixtures, the mixture weights, and a length-scale and an output-
scale for each of the mixtures. AHGP uses a separate mixture for each of the di-
mensions, giving a set of hyperparameters for the d-th dimension of the task T (l):
θ

(l)
d = {{w(l)

d,m|m = 1, . . . ,M}, {µ(l)
d,m|m = 1, . . . ,M}, {σ2(l)

d,m|m = 1, . . . ,M}}, whereM is
the number of mixtures and w, µ, and σ2 are the weigths, means, and output-scales.

For creating the training dataset, the mixture weights are sampled from a Dirich-
let distribution and the length-scales from a log-uniform distribution [Liu et al., 2020].
Due to the properties of the spectral mixture kernel, the output-scale is calculated as
a function of the length-scale such that the resulting kernel is stationary. To facilitate
comparison of the results, the noise variance σ2

n is kept fixed at 0.01. However, the
noise variance could be learnt from the data, and the kernel itself is flexible enough
to learn the noise. To generate a single training example, an integer Nl is sampled
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from a Poisson distribution with rate 30, and then Nl input data-points are randomly
sampled from the hypercube [−1, 1]Dl , where Dl represents the number of dimensions
and is sampled uniformly from {2, . . . , 15}. The corresponding output is sampled from
a Gaussian process initialized with the sampled hyperparameters.

The training data generation results in a ‘dataset of datasets’, which is used to
train the model [Liu et al., 2020]. First, AHGP projects the inputs to a fixed dimen-
sionality of 256. Then each dimension of a training example (with the observation) is in-
put to a ‘local transformer’. The purpose of the local transformer is to encode dimension
specific information such as length-scale, smoothness, and peridiocity. The output of
the local transformer is then aggregated to a local presentation {h(l)

local,d|d = 1, . . . , Dl};
the dimensions are kept separate and the data-points are aggregated. The resulting
representation is fed to a ‘global transformer’.

The global transformer receives the aggregated presentation encoded by the local
transformers [Liu et al., 2020]. The global transformer models the non-linear inter-
actions across dimensions, producing a context-aware per-dimensional representation
{h(l)

global,d|d = 1, . . . , Dl}. Finally, D feedforward neural networks take as input the pre-
sentation encoded by the global transformer – each handling their own dimensions –
and outputs the final kernel hyperparameters {θ(l)

m |m = 1, . . . ,M}, where M is the
number of mixtures.

The resulting architecture consisting of local transformers, aggregate functions,
global transformer, and the feedforward neural networks is called a ‘Hierarchical Atten-
tion Network’ [Liu et al., 2020]. Figure 2.20 gives an overview of the architecture; the
hierarchical attention network takes as input synthetic data generated from Gaussian
processes, outputs hyperparameters, and calculates the log marginal likelihood (using
the predicted hyperparameters) to use as an optimization objective.

As stated, the objective – or loss function – that AHGP uses is the log marginal
likelihood [Liu et al., 2020]. That is, instead of calculating an error measure such
as the mean squared error, the model directly calculates log p(y(l)|X(l),θ(l)) and uses
its gradient to adjust the weights of the network. The difference to hyperparameter
optimization is that instead of directly adjusting the values of the hyperparameters,
the weights of a model predicting the hyperparameters are adjusted.

The hierarchical attention network is permutation invariant with respect to in-
puts, defined as [Liu et al., 2020]

Definition 3 Let Sn be the set of all permutations of indices {1, 2, . . . , n}. A function
f : X n 7→ Y is permutation invariant if and only if for any permutation π ∈ Sn,
f(πx) = f(x).

The network is also permutation equivariant with respect to the dimensions. An impor-
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Figure 2.20: Overview of the AHGP architecture. The hierarchical attention network consists
of local transformers, aggregate functions, a global transformer, and multilayer perceptrons. The
network takes as input synthetic data generated from Gaussian processes and outputs predictions of
hyperparameters. The log marginal likelihood is used as an optimization objective. Image idea from
[Liu et al., 2020].
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tant feature that facilitates the permutation invariance/equivariance is weight sharing
[Liu et al., 2020]. Weights are shared between the local transformers, and between the
feedforward neural networks. Together the weight sharing, permutation invariance of
the aggregation function, and permutation equivariance of the self-attention layers re-
sult in a model that is permutation invariant with respect to inputs and permutation
equivariant with respect the dimensions.

In practice, the invariances/equivariances exploit the properties of Gaussian pro-
cesses: a Gaussian process takes as input a set of data-points and the output does not
depend on the order of the inputs (Section 2.3). Similarly, the model can exploit the
fact that if the dimensions of the input data are permuted, then the predicted per-
dimensional length-scales should be permuted equivalently. By restricting the space of
all possible models, the invariance and equivariance properties can act as a regularizer
and should help the model to learn faster [Liu et al., 2020, Bronstein et al., 2021].

The hyperparameters predicted by AHGP were on par with the results obtained
using hyperparameter optimization, giving slightly worse results with higher dimen-
sional data [Liu et al., 2020]. The highlight is that AHGP produces the hyperparam-
eters around 100 faster on average than hyperparameter optimization. Even if AHGP
is trained on relatively small datasets it generalizes to larger real-world datasets. It
can not be emphasized enough that the model does not require retraining for unseen
datasets.

This ends our review of the AHGP method and our tour on the preliminaries.
In the next chapter we will study how the AHGP method could be extended to a
variational inference framework to facilitate the fully Bayesian approach to Gaussian
processes.





3. Amortized variational inference
of Gaussian process
hyperparameters (AVIGP)

We have seen the benefits of the fully Bayesian approach to Gaussian processes. How-
ever, AHGP is limited and does not support predicting posterior approximations. In
this chapter, we will study how AHGP could be extended to support the fully Bayesian
approach for Gaussian processes.

The AHGP model predicts point-estimates of the hyperparameters (Section 2.6).
That is, we predict a single real valued number for each of the hyperparameters. For
the fully Bayesian approach, we need to sample from the hyperparameter posterior
p(θ(l)|D(l)). As we have seen, variational inference enables us to optimize a posterior
approximation of the hyperparameters q(θ(l); φ(l)∗) ≈ p(θ(l)|D(l)), giving us the needed
ability to obtain samples using the posterior approximation.

For simplicity, we assume that the hyperparameters are independent of each other
in the posterior. This allows us to use the Gaussian mean-field approximation (Section
2.4). That is, we will approximate each of the hyperparameters using a spherical
Gaussian; the model predicts the means and the variances of these Gaussians. The
output of the model will be a vector of means m(l) ∈ RKl and a vector of unconstrained
variances c(l) ∈ RKl , where Kl is the number of hyperparameters for task l. These will
form the variational parameters φ(l) = {c(l),m(l)}. Therefore, the q(·) distribution is
q(θ(l); φ(l)) ∼ N (m(l),C), where C = diag({ec

(l)
i |i = 1, . . . , Kl}).

The kernel we will use is the squared exponential with automatic relevance de-
termination (Section 2.3). This is mainly due to facilitate our study; being simpler
than the spectral mixture kernel used in AHGP makes it easier to work with. That
is, for task T (l) we will have Kl = Dl + 1 hyperparameters: the length-scales for each
dimension and the output-scale.

This brings us to the first change to AHGP. In AHGP – if using an ARD kernel
– the network directly outputs Kl values representing the hyperparameters, whereas
we need Kl× 2 values: a mean and a variance for each of the variational distributions.

41
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Fortunately, this change is easy to implement: we only need to modify the outmost
layers of the multilayer perceptrons inside the hierarchical attention network to output
two values instead of a single value. That is, each of the i = 1, . . . , Kl feedforward
neural networks outputs variational parameters φ

(l)
i ∈ R2 instead of the point-estimate

θ
(l)
i ∈ R.

The second change is also related to the hyperparameters: the model needs to
output a common output-scale for all the dimensions, but a specific length-scale for
each dimension. Adopting the aggregation mechanism from AHGP, we aggregate the
outputs of the global transformer and use the aggregated representation as an input
to another feedforward neural network that outputs the parameters for the variational
distribution corresponding to the output-scale. We choose a permutation invariant
aggregation function in order to preserve the invariances of the AHGP model.

The third change is due to the optimization objective that is changed from the
log marginal likelihood to the ELBO. For optimizing the model with gradient ascent we
need some estimate of the gradient of the ELBO. Recall the reparameterization trick
(Section 2.4). First, we draw M samples from the standard multivariate Gaussian
η ∼ N (0, I). The model outputs m(l) and c(l), the latter of which will be used to form
C (Section 2.4). Now we can reparameterize the samples as θ̂ = Lη + m using the
Cholesky decomposition. We will use the reparameterized samples θ̂ for estimating the
ELBO gradient

∇φELBO(q) = Ep(η)

∇φ log p(D, θ̂)︸ ︷︷ ︸
log joint

+∇φ

Ep(η)
[
− log q(θ̂; φ)

]
︸ ︷︷ ︸

entropy

 . (3.1)

Having access to an estimate of the gradient enables us to optimize the variational
parameters φ(l) using gradient ascent. The expectation of the log joint is approximated
using Monte Carlo samples. In the case of the Gaussian variational family, the entropy
term can be computed analytically. Again, we trust on automatic differentiation to
handle the derivatives for us. Figure 3.1 depicts the changes to the AHGP architecture
required to modify the method to support the fully Bayesian approach.

After (succesfully) optimizing the weights of the model, the model should be
capable of predicting parameters of variational distributions given a regression dataset
as input. Using the predicted parameters, we can sample from the q(·) distribution and
obtain samples from approximation of the hyperparameter posterior p(θ|D). As seen
in Section 2.3, having access to such samples will facilitate the fully Bayesian approach
to Gaussian processes.

In the next chapter we will experiment with the ideas presented above and seek
to build and train the proposed ‘Amortized Variational Inference of Gaussian Process
Hyperparameters’ (AVIGP) method from scratch.
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Figure 3.1: Overview of the proposed architecture. The changes to the AHGP architecture are: the
output of the global transformer is cloned so it can be aggregated and input to a multilayer perceptron
for predicting the output-scale; the multilayer perceptrons output variational parameters instead of
point-estimates of hyperparameters; and the ELBO is used an optimization objective. Image idea
from [Liu et al., 2020].





4. Experiments

In this chapter we describe the experiments performed. First we experiment with our
own version of the AHGP model using the squared exponential with the automatic
relevance determination (SE-ARD) kernel and show that the model works. Then we
experiment along the lines of Chapter 3 and study the model extended to support the
fully Bayesian approach to Gaussian processes.

4.1 Experimental setup

We carefully replicated the AHGP model starting from scratch; the first models only
supported fixed number of data-points and fixed number of dimensions with a standard
feedforward neural network. We increased the complexity step by step until we had
replicated the AHGP model with the SE-ARD kernel. We worked similarly to extend
the model to support fully Bayesian processes, but this time without reference code.
Next we describe the training process and the performance metrics that we devised.

4.1.1 Training

To avoid overfitting, we created a ‘live’ training dataset. That is, we create training
examples in an online fashion and never purposefully reuse training example. We follow
the work done on AHGP and for each training example (dataset) we sample the num-
ber of data-points Nl from a Poisson distribution with a rate of 30. The dimensionality
Dl is sampled uniformly from {2, . . . , 15}. The input data points {x(l)

i |i = 1, . . . , Nl}
are sampled uniformly from the hypercube [−1, 1]Dl . As we are using the ARD kernel,
for each training example we sample the output-scale from a Log-Uniform(0.01, 1.0),
and similarly D length-scales from Log-Uniform(0.02, 4.0). Next we generate the cor-
responding outputs {y(l)

i |i = 1, . . . , Nl} from a Gaussian process using the sampled
hyperparameters. Using the live dataset we can train the models without worrying
about overfitting. As a standard practice we use an identically defined validation
dataset to monitor the training progress.

Transformer models are known to be difficult to train [Popel and Bojar, 2018].
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Following earlier work we trained the model using the Adam (Section 2.5) opti-
mizer. Transformer models seem to train better with a warm-up phase where
in the start of the training the learning rate is gradually increased from a
very low value [Popel and Bojar, 2018, Xiong et al., 2020]. We used the “1cycle”
[Smith and Topin, 2019] learning rate scheduler to manage the learning rate; it includes
a slow start and has empirically shown to work out well. We also experimented with
other recommended schedules, but none of them resulted in any significant improve-
ments. Following the work done on AHGP, we also use Dropout [Srivastava et al., 2014]
(p = 0.1) for regularization, max learning rate of 10−4, a batch size of 64, and perform
gradient clipping to prevent gradients from growing too large. However, we also mon-
itored the size of the gradients and based on our experiments, it seems that gradient
clipping is not necessary.

An interesting fact that is omitted in the AHGP paper [Liu et al., 2020], is that
the model seems to train better when scaling the inputs by a factor of 0.1; no scaling
was done to the outputs. This scaling factor – called ‘base length-scale’ – was found in
the code provided with AHGP. This was such a mystery that eventually we contacted
the authors about it. Unfortunately, they did not have a clear understanding why the
scaling helps; they somehow came up with the idea and noticed that it helps training
the model. In our experiments we observed the same: without the scaling factor the
model converged to a lower log marginal likelihood than with the scaling. Why, remains
an open question.

4.1.2 Performance metrics

To evaluate the effectiveness of the different models, we need performance metrics.
Carefully designed metrics also help us evaluate if the model is really learning. The
implementation is complex, and the performance metrics proved to be a very useful
indicator of mistakes in implementation, in addition to monitoring the convergence.
We use three main metrics to evaluate the models.

We compare against random draws of hyperparameters. That is, we randomly
sample output-scales and length-scales (from the distributions that generate the train-
ing data), and measure how often the predicted hyperparameters result in a higher
log marginal likelihood than with the random hyperparameters. We also compute the
same metric using medians of the generating distributions as hyperparameters, and
lastly the true parameters that generated the testing data. We test with different
dimensionalities, all with N = 30 data-points. We compare the log marginal likeli-
hood obtained using the predicted, median, and generating hyperparameters against
log marginal likelihood obtained using the 1000 random hyperparameters. Each test
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is repeated 100 times to calculate the metric. We call this metric ‘comparison against
random’.

The comparison against random -metric enables us to compare different models;
the hypothesis is that the model that does better against random should also perform
better in practice. The purpose of the comparison against the median hyperparameters
is to indicate if the model learns at all; clearly the predicted hyperparameters should
result in higher log marginal likelihood than the median hyperparameters if the model
is actually learning. The purpose of the comparison against the hyperparameters that
generated the training data is to get a baseline to compare against. Clearly, the model
predicts hyperparameters of good quality if they achieve similar results to the hyper-
parameters that generated the training data. This metric proved to indicate well if
the resulting model works at all, but failed to give clear insight of how well the model
really does.

The second main metric that we use is to compare the trend of the hyperparam-
eters that was used to generate the testing data against those that the model predicts.
For each comparison, on the other axis we plot the output-scales that generated the
testing data and on the other axis the predicted output-scales. Similarly, we perform
the same test for 1st and 2nd dimension of the length-scales. For each trend compari-
son metric, we perform 500 tests with N = 100 data-points of dimensionality D = 2.
We use this metric only in two dimensions to avoid excess computation due to the
need to increase the number of data-points. The most important part here are the
length-scales; we assume that learning the output-scale is a very easy problem. We call
this metric ‘trend comparison’.

The trend comparison -metric enables us to make sure that the model is learning.
If the hyperparameters that generated the testing data and the predicted hyperparam-
eters are correlated on average then the model should work well in practice. It is more
important that the smaller length-scales are correlated as larger length-scales make the
training data-points less correlated in that dimension. This metric proved to indicate
well if the model was learning, and it seemed to also be a good indicator of the model
performance; if the predicted and generating length-scales were correlated on average
then the model was likely to perform well with the regression tests on ‘real-world’ data.

Lastly, we compare the results against the UCI regression dataset, such as is
done with AHGP [Liu et al., 2020]. To avoid computational problems, we selected the
five smallest dataset from the UCI datasets, namely ‘Boston’ (N = 506, D = 14),
‘Concrete’ (N = 1031, D = 9), ‘Energy’ (N = 769, D = 9), ‘Wine’ (N = 1599,
D = 7), and ‘Yacht’ (N = 309, D = 7). We record the achieved root mean squared
error (RMSE). We follow the work done on AHGP and utilize 10-fold cross validation
for obtaining the results.
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As a standard procedure, we also monitor the log marginal likelihood (LML)
and ELBO (where applicable) for training and validation data. Furthermore, we mon-
itor additional statistics such as gradient norms, weight norms, validation LML for
individual dimensions, and the reparameterization values. However, most of these are
not good indicators for model performance, and are used mainly for debugging pur-
poses. As expected, the validation LML turned out to be a decent indicator of model
performance, correlating with the three main metrics.

4.2 Experiments

Here we describe the results of the experiments. We first report the metrics that the
models achieved and in the following section we analyze the results.

4.2.1 Achieved metrics

AHGP with SE-ARD kernel (AHGP-SE-ARD)

Our first experiment is with the AHGP model using the SE-ARD kernel (AHGP-SE-
ARD). These metrics will be our ‘gold standard’ for comparison. Table 4.1 displays the
comparison against random -metrics, indicating good performance – close to the level
of the hyperparameters that were used to generate the data. Figure 4.1 displays the
trend comparison between the predicted and the generating hyperparameters, show-
ing correlation between the predicted and generated hyperparameters: the model is
learning. Finally, in Table 4.2, we report the achieved RMSE against the selected UCI
regression datasets: the model seems to achieve relatively good results, not quite on
par with AHGP, but that is expected because of the less flexible kernel.
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Figure 4.1: Trend comparison of generating vs. predicted hyperparameters in 2-dimensional prob-
lem for the gold standard (AHGP-SE-ARD) model. We see correlation between the predicted and
generating hyperparameters, indicating that the model is learning.
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D AHGP-SE-ARD AVIGP-FV AVIGP Median Generating
2 0.90± 0.03 0.95± 0.01 0.89± 0.02 0.65± 0.03 0.92± 0.02
3 0.96± 0.01 0.95± 0.01 0.93± 0.01 0.65± 0.04 0.95± 0.02
4 0.97± 0.01 0.97± 0.01 0.94± 0.01 0.66± 0.04 0.96± 0.01
5 0.98± 0.01 0.97± 0.01 0.94± 0.01 0.56± 0.05 0.98± 0.01
8 0.98± 0.01 0.96± 0.01 0.90± 0.02 0.54± 0.06 0.97± 0.02
10 0.96± 0.02 0.97± 0.01 0.89± 0.02 0.54± 0.06 0.97± 0.01
15 0.93± 0.02 0.94± 0.02 0.85± 0.03 0.39± 0.06 0.98± 0.01

Table 4.1: The comparison against random -metrics. All the models predict hyperparameters of
much better quality than the median hyperparameters. The hyperparameters predicted by the AHGP-
SE-ARD model are performing close to the level of the hyperparameters that generated the testing
case. The AVIGP-FV model is also performing very well; in some cases even better than the gold
standard model (likely due to the longer training time). The full AVIGP model seems to be performing
noticeably worse than the other models.

Dataset Optimized (SE-ARD) AHGP AHGP-SE-ARD AVIGP-FV AVIGP
Boston 2.84± 0.26 2.72± 0.39 3.13± 0.38 3.44± 0.41 2.91± 0.40
Concrete 5.18± 0.66 3.45± 0.45 4.91± 0.42 5.02± 0.44 5.08± 0.59
Energy 0.46± 0.04 0.52± 0.07 1.37± 0.42 2.11± 0.14 1.18± 0.05
Wine 0.64± 0.02 0.58± 0.04 0.73± 0.03 0.68± 0.03 0.65± 0.04
Yacht 0.92± 0.22 0.46± 0.27 0.80± 0.19 0.83± 0.19 0.73± 0.17

Table 4.2: UCI regression dataset results for all the models along with the results obtained us-
ing log marginal likelihood optimization and the results from the AHGP paper [Liu et al., 2020] for
comparison.
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AVIGP with fixed variance (AVIGP-FV)

Our second experiment is with AVIGP model with fixed variance (AVIGP-FV). The
optimization objective is ELBO, but we fix the variance to a tiny value (10−16). When
the variance is tiny, all the samples from the q(·) distribution will be extremely close to
the mean and the model corresponds to the model trained with LML as objective. This
enables us to perform a sanity check that the training process is working accordingly
and gives us some confidence that the resulting model is reasonable. The model is
converging much slower, so this model is trained for 6000 epochs in contrast to the
AHGP-SE-ARD model which is trained only for 1000 epochs. It is not clear why the
convergence is so much slower; could be an indicator of a bug as in theory the model
should converge at the same rate as the LML model. However, the model learnt to
predict hyperparameters close to the quality of the gold standard model.

The comparison against random -metrics in Table 4.1 indicate good performance.
Figure 4.2 displays the trend comparison between the predicted and the generating
hyperparameters, indicating correlation between them: also this model is learning.

Finally, in Table 4.2, we report the achieved RMSE against the selected UCI
regression datasets: the model seems to achieve relatively good results; not note quite
on par with the AHGP-SE-ARD model, but the results still seem reasonable.
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Figure 4.2: Trend comparison of generating vs. predicted hyperparameters in a 2-dimensional
problem for the AVIGP-FV model. Again, we see a clear correlation between the predicted and
generating hyperparameters.

Based on this sanity check, we can next proceed to the full AVIGP model that
seeks to predict also the variances.

AVIGP (AVIGP)

Our third experiment is with the full AVIGP model that predicts the complete q(·)
distribution, including the variances. It turns out that the model seems to be very
difficult to train; more specifically we failed to train the model without adding a prior
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for regularization – more on this in the following section where we analyze the re-
sults. First, let us take a look at the metrics of the model that we managed to train
successfully.

Figure 4.3 displays the trend comparison between the predicted and the gener-
ating hyperparameters; they still are correlated. The regularization is preventing the
model from predicting larger values, but the small generating and predicted length-
scales are better correlated than with the previous models – possibly a good thing.
However, the comparison against random -metrics, that were obtained using only the
predicted mean, in Table 4.1 indicate worse performance than the model trained with
the fixed variance. Lastly, Table 4.2 shows that the model – surprisingly – performs
better than the model trained with fixed variance (addressed in the next section), and
in some cases even better than the gold standard model, the latter being likely due to
the longer training time.
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Figure 4.3: Trend comparison of generating vs. predicted hyperparameters in a 2-dimensional
problem for the AVIGP model. This time the smaller length-scales are better correlated than with
the AVIGP-FV model, likely due to the regularization of the model. Note that the scale is slightly
different to the previous trend comparisons.

Next we analyze the results and discuss how and why we decided to use a prior
for regularization; without the regularization the training did not succeed.

4.2.2 Analysis of the results

As mentioned, the AVIGP model was very difficult to train. Naturally, we first tried
to train the model just like we trained the AHGP-SE-ARD and AVIGP-FV models.
Alas, the training failed early due to a numerical error.

After analyzing the problem, we determined that the numerical error was caused
by the training trying to search for really large variances. The training failed early due
to a numerical error. The progress of the predicted variance for the length-scale of the
2nd dimension (in a 2-dimensional problem) is depicted in Figure 4.4; the variances for
other dimensions progress similarly.
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Figure 4.4: The progress of the reparameterization variance for the 2nd dimension during training.
The training failed at epoch 52 due to a numerical error; likely because of predicting a very large
variance (7.51) at the time of the failure.

We explored numerous ways to fix this issue. For example, initially the search
started at variance of approximately 1. To solve this, we tried to help the model by
‘nudging’ the start of the search to a smaller value by scaling the predicted variances
by a factor of 0.1, so that the search starts at 0.1. Another hypothesis we tested was to
apply transfer learning. The idea was that possibly the transformer of the gold standard
model has learnt a good presentation for the MLPs to learn. We took the weights of
the local transformers and the global transformer from the AHGP-SE-ARD model,
moved them to the AVIGP model, and trained the model while keeping the weights
of the transformers fixed and only updating the weights of the MLPs. Unfortunately,
none of the ideas seemed to work: the training always failed to a numerical error.

Finally, we got the model to train. We achieved this by regularizing the variances
by putting a “prior” on the hyperparameters. We use the ‘SmoothedBoxPrior’ from
GPyTorch [Gardner et al., 2018] that is a differentiable approximation of a uniform
prior. We put the SmoothedBoxPrior (a = 0.02, b = 4.0, σ = 0.5) on the length-
scales, where a and b define the interval and σ defines how close the approximation
is to the uniform distribution (larger means longer tails). We searched for a suitable
regularization constant (γ = 0.125) that was as small as possible while the model still
managed to train. This enabled us to finally train the model for 6000 epochs.

Unfortunately, the resulting model performed well only in predicting the means,
the predicted variances for the length-scales were mostly very large. For example, for
the ‘Housing’ dataset (D = 14) the model predicted length-scale variances in the range
of 3.08-3.15, with a single one being approximately 0.92. The predicted variances for
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the length-scales were of similarly poor quality for the other datasets also. Thus we did
not perform any experiments with the fully Bayesian approach as they were deemed
to fail.

We can also see this in effect when comparing the training and validation LML
convergence of the AVIGP-FV and the AVIGP models depicted in Figure 4.5 and
zoomed in Figure 4.6. The training LMLs are about on the same level, but the vali-
dation LML is significantly worse for the AVIGP model. When we examine the con-
vergence of the ELBO for the AVIGP model, it reveals that the training ELBO is not
improving and the validation ELBO is deteriorating as depicted in Figure 4.7.
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Figure 4.5: Convergence of the training and validation LML for the AVIGP-FV and AVIGP models.
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Figure 4.6: Convergence of the training and validation LML for the AVIGP-FV and AVIGP models
for the last 100 epochs.

An interesting question is how come the AVIGP model produces better RMSE
results for the UCI regression datasets when the validation LML and the metrics in-
dicate worse performance? One hypothesis is that the regularization improves the
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Figure 4.7: Convergence of the training and validation ELBO for the AVIGP model.

Dataset AVIGP AVIGP-FV AVIGP-FV-REG
Boston 2.91± 0.40 3.44± 0.41 3.24± 0.45
Concrete 5.08± 0.59 5.02± 0.44 4.85± 0.47
Energy 1.18± 0.05 2.11± 0.14 1.79± 0.11
Wine 0.65± 0.04 0.68± 0.03 0.65± 0.03
Yacht 0.73± 0.17 0.83± 0.19 0.77± 0.17

Table 4.3: Regression results on selected UCI regression datasets demonstrating that the fixed
variance model with regularization (AVIGP-FV-REG) improves slightly, but not quite to the level of
the AVIGP model.

results. We tested this hypothesis by training the AVIGP-FV model with regulariza-
tion (AVIGP-FV-REG) and the results improve slightly, but not quite to the level of
the AVIGP model as depicted in Table 4.3. However, we did not search for a regular-
ization constant, but used the same as with the AVIGP model. This remains an open
question.

This ends our chapter on experiments. In the next and last chapter we will
conclude with discussion.



5. Discussion

The purpose of this study was to replicate AHGP with the SE-ARD kernel, and addi-
tionally to evaluate the feasibility of extending the method to support fully Bayesian
Gaussian processes. We successfully replicated the AHGP model with the SE-ARD
kernel and showed in our experiments that it works. We also evaluated the feasibil-
ity of extending the method to a variational inference framework. We found that the
proposed AVIGP method seems to be very difficult to train, and the model that we
managed to train ended up predicting good means, but abnormally large variances for
the posterior approximations. In this chapter we first briefly motivate the reasons for
the study, then we discuss limitations and possibilities for future work, and lastly we
conclude the study.

5.1 Motivation

In order to extend the AHGP method to support fully Bayesian Gaussian processes, we
first need an in-depth knowledge of AHGP. To achieve this, we built the AHGP method
from scratch. AHGP uses a complex kernel. To facilitate the study of extending AHGP
we decided to use a simpler kernel, the squared exponential kernel with automatic
relevance determination.

Extending AHGP to handle fully Bayesian Gaussian processes could tremen-
dously reduce computation. As AHGP showed, it is possible to predict hyperparam-
eters of good quality on average ∼100 times faster compared to the conventional hy-
perparameter optimization methods. This is achieved by amortizing the computation.

The fully Bayesian approach can provide more reasonable uncertainty estimates
by integrating out the latent variables (hyperparameters). In practice, marginalizing
the hyperparameters typically results in an intractable integral and we resort to ap-
proximation methods such as variational inference or Markov chain Monte Carlo. The
authors of AHGP hypothesized that AHGP could be extended to support variational
inference, thus enabling us to benefit from the potential performance improvements
gained from amortization.

A common problem in real-world applications of Gaussian processes is that the
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hyperparameter optimization is slow; this manifests itself especially in applications
that involve repeated fitting of Gaussian processes. Predicting the hyperparameters
could vastly benefit such applications. Furthermore, many applications can benefit
from the fully Bayesian approach. Obviously, being able to fastly predict the posterior
approximation would benefit the applications relying on the fully Bayesian approach,
saving time and money from the users of such applications.

5.2 Limitations & future work

The proposed AVIGP model proved out to be very difficult to train. Eventually,
we managed to train the model by regularizing the model by putting a prior on the
hyperparameters. Here we discuss limitations and give directions for future work.

Model architecture

The proposed method is different to AHGP in that we have the per-dimensional length-
scales but then a shared output-scale across dimensions. The output-scale is aggregated
and input to its own feedforward neural network. It is possible that this architectural
change causes the model to fail. This could be researched further by using a static
output-scale and trying to learn only the length-scales.

The posterior

We do not really know if the resulting posterior is approximable by a Gaussian; for
example, it could be multi-modal. Multi-modal posteriors are difficult to handle and
possibly the algorithm is stuck between modes, unable to converge to one of them.
On the other hand, maybe the hyperparameters are not independent after all and the
mean-field approximation is not suitable for the problem.

The selected transformer architecture is not powerful enough

It is possible that the problem is too difficult for the selected transformer architecture.
Recently a transformer with 1000 layers was introduced and it is claimed to achieve
state-of-the-art results in the field of natural language processing [Wang et al., 2022].
There are likely more recent improvements to the transformer architecture since the
publication of the AHGP method. It is possible that by improving the transformer
architecture the model would be able to learn to predict the variances.
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Better regularization on the hyperparameters

We failed to train the proposed method without regularizing the model by putting
a prior on the variational parameters. We used a differentiable approximation to a
uniform prior. It is possible that the “prior” was poorly selected and a better selection
could enable the model to learn also the variances.

It should be noted that the AHGP method does not put a prior on the hyperpa-
rameters and could possibly achieve better results putting a prior on the hyperparam-
eters, as we observed that the AVIGP-FV model performs slightly better after putting
a prior on the hyperparameters.

Base length-scale

The mysterious scaling of the inputs by a factor of 0.1. This is a big unknown factor
that is an open question. Possibly a better selection for the base length-scale would
enable the model to predict also the variances. It should be noted, that the AVIGP
model failed to completely train without the base length-scale - even after putting a
prior on the hyperparameters for regularization.

Problem in optimization

The neural network transformer model in general is known to be difficult to train. We
used the Adam optimizer. Possibly another optimizer could help to train the model.

A bug

The code is complex. Even if the code is carefully crafted, we can not completely
exclude the possibility that there is a bug lurking somewhere in the code.

Unknown factors

In addition to the base length-scale, we were left with the open question of why does
the AVIGP model often predict hyperparameters that perform better with UCI regres-
sion tasks than the other models, even if the validation log marginal likelihood and
metrics indicate worse performance. We are also uncertain why the AVIGP-FV model
convergences much slower than the AHGP-SE-ARD model. Finding an answer to these
questions might reveal important unknown unknowns about the model.
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5.3 Conclusions

We successfully replicated the AHGP method with an SE-ARD kernel, and empirically
showed that it works. The replication was highly complex: it is not easy to read
existing research code, not to mention replicating it. The task was really difficult. It
took months for me to even understand what we are doing, not to mention the time it
took to actually do it.

We started the implementation by first building the simplest possible model that
used a feedforward neural network and supported only inputs of fixed length and di-
mension. Early on we implemented the metrics so we could evaluate the effectiveness
of different models. Then we increased the complexity step by step: implemented the
hierarchical attention network, allowed the lengths of the inputs vary, allowed the di-
mensions to vary. We continued to increase the complexity until we finally had built
the AHGP model using squared exponential kernel with automatic relevance determi-
nation. Between the increments we always carefully inspected the metrics. This proved
out to be an efficient way of writing research code.

During the implementation phase, we also encountered very persistent bugs. One
example is that the method did not converge properly if the linear layer that projects
the inputs to dimensionality of 256 (Section 2.5) had a bias term (it was literally the
last line of code left to check). Another example is the ‘base length-scale’, the scaling
of the inputs by a factor of 0.1 – again the model did not converge properly without
the base length-scale. This parameter is not mentioned in the AHGP paper and was
finally found from the code provided with AHGP. Both of these cases together took
probably several months to solve. In the end, it was a very joyful feeling when each
of them was solved. These examples also showcases how delicate and difficult writing
research code is. And these are just mentions of the most persistent bugs; there was
much, much more before reaching the goal.

So the implementation was really demanding. Positive side of the persistent bugs
is that after the implementation was done we knew the code thoroughly. There were not
any unknown factors in the code when it was time to start implementing the support
for the fully Bayesian Gaussian processes.

The process of extending the method for fully Bayesian Gaussian processes went
similarly, but this time we did not have reference code as this was a novel method. We
took advantage of the already established metrics by using the predicted mean. The
variances taking a sudden jump and causing a numerical issues causing the code to
fail was a very persistent problem. We ran hundreds of experiments trying to search
for a solution. Finally, we thought of regularizing the model by putting a prior on the
hyperparameters which enabled the model to train fully. In the end, we managed to
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built a model that worked to some degree: it predicted good means. However, the
predicted variances were abnormally large. This problem we did not manage to solve.
However, the theory works out and in our experiments we did not find any concrete
reasons that would be showstoppers. We recorded our hypotheses of possible problems
and provided directions for future work.

In the end, the study was successful: we managed to build a working version of
AHGP with SE-ARD kernel – a daunting task itself. We also managed to fulfill the
additional goal of evaluating the feasibility of extending the method to support fully
Bayesian Gaussian processes and were able to give directions for future work.
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A. Maximizing the ELBO is
equivalent to minimizing the KL
divergence

To show that maximizing the ELBO is equivalent to minimizing the KL divergence we
need Jensen’s inequality. Jensen’s inequality states for any convex function f and any
random variable X [MacKay, 2003]

E
[
f(X)

]
≥ f

(
E[X]

)
. (A.1)

That is, first applying a function to a random variable and then taking expectation
with respect to the result, is greater than equal to performing the same operations in
the opposite order.

The ELBO provides a lower bound for the probability of observing some data
p(D). The lower bound enables us to apply gradient ascent for minimizing the KL
divergence. In fact, the ELBO is closely related to KL divergence [Blei et al., 2017].
Recall Equations (2.37-2.39) that can be written as

DKL

(
q(z; φ)||p(z|D)

)
= Eq(z;φ)

[
log q(z; φ)

p(z|D)

]
(A.2)

= Eq(z;φ) [log q(z; φ)− log p(z|D)] (A.3)

= Eq(z;φ)

[
log q(z; φ)− log p(z,D)

p(D)

]
(A.4)

= Eq(z;φ) [log q(z; φ)− [log p(z,D)− log p(D)]] (A.5)

= Eq(z;φ) [log q(z; φ)]− Eq(z;φ) [log p(z,D)] + Eq(z;φ) [log p(D)]
(A.6)

= Eq(z;φ) [log q(z; φ)]− Eq(z;φ) [log p(z,D)] + log p(D) (A.7)

= Eq(z;φ) [log q(z; φ)− log p(z,D)] + log p(D). (A.8)

Here we immediately see the problem of directly optimizing the KL divergence: the
dependence on the intractable probability of the data, p(D). To overcome this limita-
tion, we apply a few mathematical tricks to the log probability of the data in order to
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Appendix A. Maximizing the ELBO is equivalent to minimizing the KL

divergence

derive the ELBO

log p(D) = log
∫
p(D, z)dz (A.9)

= log
∫ p(D, z)
q(z; φ) q(z; φ)dz (A.10)

= logEq(z;φ)

[
p(D, z)
q(z; φ)

]
(A.11)

≥ Eq(z;φ)

[
log p(D, z)

q(z; φ)

]
︸ ︷︷ ︸

ELBO

, (A.12)

where in Equation (A.10) multiplying by q(z;φ)
q(z;φ) = 1 does not change the equation, in

Equation (A.11) we recognize the integral is an expectation, and in Equation (A.12)
we apply Jensen’s inequality (Equation A.1).

To further understand why maximizing the ELBO is equivalent to minimizing the
KL divergence, let us inspect the KL divergence (Equation A.8) and make it negative
[Blei et al., 2017]

−DKL

(
q(z; φ)||p(z|D)

)
= −

(
Eq(z;φ) [log q(z; φ)− log p(z,D)] + log p(D)

)
(A.13)

= Eq(z;φ) [− log q(z; φ) + log p(z,D)]− log p(D) (A.14)

= Eq(z;φ) [log p(z,D)− log q(z; φ)]︸ ︷︷ ︸
ELBO

− log p(D). (A.15)

We see the ELBO appearing in the equation. This gives us the following opti-
mization problem

arg min
φ∈Φ

DKL

(
q(z; φ)||p(z|D)

)
= arg max

φ∈Φ

[
−DKL (q(z; φ)||p(z|D))

]
(A.16)

= arg max
φ∈Φ

Eq(z;φ) [log p(z,D)− log q(z; φ)]− log p(D)

(A.17)

= arg max
φ∈Φ

Eq(z;φ) [log p(z,D)− log q(z; φ)]︸ ︷︷ ︸
ELBO

, (A.18)

where the log probability of the evidence log p(D) does not depend on the parameters
φ and we can drop it. We have reached our goal: minimizing the KL divergence is
equivalent to maximizing the ELBO.


	Introduction
	Motivation
	Regression dataset

	Preliminaries
	Bayesian inference
	Gradient-based optimization
	Gaussian process regression
	Gaussian process definition
	Covariance function
	Sampling random functions from the prior
	Conditioning on noise-free observations
	Predicting with noisy observations
	Hyperparameter optimization
	Fully Bayesian approach

	Variational inference
	Evidence lower bound
	Reparameterization trick

	Neural networks
	Feedforward neural networks
	Transformers

	Task-agnostic amortized inference of Gaussian process hyperparameters (AHGP)

	Amortized variational inference of Gaussian process hyperparameters (AVIGP)
	Experiments
	Experimental setup
	Training
	Performance metrics

	Experiments
	Achieved metrics
	Analysis of the results


	Discussion
	Motivation
	Limitations & future work
	Conclusions

	Appendix Maximizing the ELBO is equivalent to minimizing the KL divergence

