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1. Introduction
The first computer simulations date back to mid-20th century, just after the first electronic computer, the ENIAC (Electronic Numerical Integrator and Computer), started
operating in 1945 [Enkavi et al., 2019]. These early simulations were largely Monte Carlo
simulations, where random sampling is utilised to calculate quantities. In 1957 the first
Molecular Dynamics (MD) simulation was run by Alder and Wainwright [1957], consisting
of Argon represented by hard spheres. From here it took 20 more years, until in 1977 the
first biomolecule was simulated by McCammon et al. [1977], a small protein in vacuum
for 8.8 ps. After this computers kept getting faster and faster, allowing longer and bigger
simulations. In 1998 the first 1 µs long protein folding simulation was run by Duan and
Kollman [1998], including a 36 residue peptide in water. In present day, more than 20
years later, the simulation systems have grown up to millions of atoms, including large
proteins with thousands of residues and complex lipid bilayers, while timescales have gone
up to milliseconds. With coarse graining (modelling groups of atoms, e.g. CH2 as a single
particle), the timescales can be even longer.
Even with the longer timescales, many biomolecular mechanisms are still out of
reach. Either their timescales are very long, or the mechanisms themselves happen fast,
but only at long intervals. Coarse graining can speed up simulations, at the cost of
resolution and accuracy, and even then the timescales might be out of reach. Another
possible method is to speed up the mechanism itself by using steered-MD. It works by
adding an external force, which pulls the system through the required change. This has
the downside that it is very possible to pull the system through unphysical pathways.
The goal of the project outlined in this thesis was to develop a novel tool to enhance
the sampling of a target function without using any external biases. By choosing a function
that describes the mechanism in question, this tool allows us to explore the conformational
space along the mechanism. As there is no added bias, this better describes the pathways
the system takes naturally. To test this tool, we chose the NMDA receptor (N-methyl-Daspartic acid receptor), and studied its inactivation and desensitisation pathways.
In this thesis, I first go through the theory related to the biology of the test system, the NMDA receptor. Then I will explain any computational methods necessary for
understanding the MD simulations and the machine learning methods. This will also
1
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include a detailed explanation of two established functional sampling methods. Two of
the computational methods, partial least squares and Markov models, I will only discuss
shortly, since they are not important for understanding the current state of the project.
They are, however, important for understanding our future plans. Markov Models are also
essential for understanding one of the established functional sampling methods, Adaptive
Sampling. After these I provide an explanation of the novel method, its algorithm and
the results we have generated so far. Before concluding the thesis, I will also discuss the
future plans for developing and using this tool.
Simulations were run on Mahti, supercomputer of CSC (IT Center for Science,
Finland), and LUMI (Large Unified Modern Infrastructure), a pan-European supercomputer, located in Kajaani, Finland. The LUMI consortium countries are Finland, Belgium,
Czech Republic, Denmark, Estonia, Iceland, Norway, Poland, Sweden, and Switzerland.
To make 3D images of the systems, VMD [Humphrey et al., 1996] was used together
with Tachyon [Stone, 1998] for rendering. Secondary structure identification was done
using STRIDE [Frishman and Argos, 1995]. Plots were made with the Matplotlib Python
package [Hunter, 2007].

2. Biological background
2.1

Cells

All known living beings are made up of cells. Whether we are looking at single-cell
organisms, like bacteria or yeast, or multi-cell organisms like blue whales or humans, the
same general principles govern the life of their cells. The genetic code of each cell is stored
as a chain of deoxyribonucleic acid (DNA), and is copied and passed down to daughter
cells [Pollard et al., 2017, Chapter 1]. Inside the cells, DNA is found in chromosomes,
each being a single large DNA molecule [Pollard et al., 2017, Chapter 7]. Together the
chromosomes contain all the genetic material of the organism.

Figure 2.1: A: A cross section of a eucaryotic cell, with different parts and cell organelles labeled.
B: Comparison of cells of different types of organisms.
Reprinted from Cell Biology, third edition, Jeffrey L. Corden, Ciaran Morrison, Sutherland Maciver and
David Tollervey, Chapter 1 Introduction to Cells, Pages 3-14, Copyright 2017, with permission from
Elsevier.

3

4

Chapter 2. Biological background

The DNA molecule is a long sequence of four different nucleotides: adenine, cytosine,
guanine and thymine. Each nucleotide is made up of three parts: a base, which identifies
the nucleotide, a five carbon sugar named D-2-deoxyribose and a phosphoric acid group
[Blanco and Blanco, 2017, Chapter 6]. DNA is found as a double helix, where two strands
running next to each other are wound together in a helical structure, with the alternating
sugar-phosphates on the outside and base pairs keeping the strands bound with hydrogen
bonds [Pollard et al., 2017, Chapter 3]. The bases always have matching pairs on the other
strand, with adenine and thymine making up a pair, and guanine and cytosine another.
The sugar-phosphate backbones are antiparallel on the two strands, so that they always
start from opposite ends. The nucleotides and base pairs can be seen in figure 2.2.

RNA
-

O

-

O

O

DNA
-

O

O

P

P
O

O

O

O

O

O

Urasil

O

O

O
O

O

Thymine

Guanine

Guanine

N

N

O
P

O

HO

O

HO

-

O
P

N

N

N

O

N

O
N

N
H
H 2N

O

N

Base

O

H 2N

NH2

NH

N

OH

OH

O

O

O

P
O

NH

O
O

O

O

O

O

P

P
O-

O

Cytosine
O

O

NH2

N

N

Adenine

Cytosine
O

N
H

H 2N

N

N

Adenine

O

N

O

N

H 2N

N

N

N
H

N

N
H

O

O-

Deoxyribose

O

O
P

O-

O

O-

Ribose
Phophate

Figure 2.2: DNA and RNA nucleotides. The red dashed lines show how the hydrogen bonds match up
on the pairs. Apart from changing Uracil to Thymine (which is a difference of one CH3 group), the only
difference between DNA and RNA is the extra OH group on RNA’s sugar.

The genetic code is read by enzymes called RNA (ribonucleic acid) polymerases.
Enzymes are biological catalysts: molecules, which allow slow chemical processes to happen much faster (catalysing the reaction) by lowering the activation energy. Most known
enzymes are proteins, but RNA can also work as a catalyst [Blanco and Blanco, 2017,
Chapter 8]. RNA enzymes are often referred to as ribozymes to distinguish from polypeptides.
RNA polymerases transcribe a part of the sequence, called a gene, into an RNA
molecule. RNA is like DNA, but the sugar is a ribose, which has an extra hydroxyl
(-OH) group, and thymine is replaced by uracil [Blanco and Blanco, 2017, Chapter 6].
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Depending on the exact gene, RNA can be the final product, itself having a structural
or regulatory role or working as an enzyme [Pollard et al., 2017, Chapter 1]. The other
possibility is that RNA is a messenger RNA (mRNA), which encodes the sequence of a
polypeptide (see section 2.3 for an explanation on polypeptides).
Cells have an internal system to regulate their growth and division that can trigger the DNA replication to happen, when the environmental conditions both inside and
outside the cell are suitable for division [Pollard et al., 2017, Chapter 1]. After all the
chromosomes have been duplicated, the cell division, also called mitosis, can happen. One
copy of each chromosome is passed to both daughter cells, leaving both with the exact
same genetic code (excluding any mutations that happened while copying DNA).
The largest differences in cells are seen between eukaryotes (plants, algae, amoebas, animals and fungi) and procaryotes (bacteria and archaea). Procaryotes have their
chromosomes free in the cytoplasm (i.e. inside the cell, but not within a nucleus) and
lack membrane-bound organelles. Eukaryotes have multiple membrane-bound organelles,
including the nucleus, which encloses the chromosomes into their own compartment, the
nucleoplasm, where RNA transcription and DNA duplication take place. Having organelles bound by membranes allows specific cellular functions to be performed in their
own enclosed spaces, making it possible for them to have their own ionic and enzymatic environments. Major membrane-bound organelles include the endoplasmic reticulum (ER)
for protein and phospholipid synthesis, the Golgi apparatus for protein glycosylation
(the process of adding a sugar) and mitochondria for breaking down sugars to synthesise
adenosine triphosphate (ATP) [Pollard et al., 2017, Chapter 1].

2.2

Lipid membranes

Much like the membranes that keep the organelles within the cells bound, in order to keep
the extracellular water and the cytoplasm separated, cells have a membrane, called the
plasma membrane [Pollard et al., 2017, Chapter 13]. These membranes are made up of
two layers (also called leaflets) of lipids. The lipids have a polar, hydrophilic, headgroup
that is outward facing. It comes into contact with water on both sides. The lipids also
have long nonpolar, hydrophobic chains, which are turned inwards, coming only in contact
with the other leaflet of lipids. This forms a boundary that water and ions cannot easily
permeate. The main type of membrane lipids are phosphoglycerides that have a glycerol
backbone, with fatty acid chains on their first two carbons [Pollard et al., 2017, Chapter
13]. The third carbon is connected to a compound of a phosphate and an alcohol, like
choline . In figure 2.3 we see the different parts and the final structure of one such lipid,
POPC (1-palmitoyl-2-oleoyl-sn-glycero-3-phosphocoline). It has palmitic and oleic acids
as the two chains and a choline as the alcohol.

6
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Figure 2.3: Example of a phospholipid, 1-palmitoyl-2-oleoyl-sn-glycero-3-phosphocoline (POPC), outlining the different parts of the lipid. The chain connected to the first carbon of the glycerol is a palmitic
acid. Second (middle) carbon is connected to an oleic acid. The headgroup is connected to the third
carbon and is composed of a phosphate and a choline.

The plasma membrane has many different tasks and it functioning correctly is essential for the health of the cell. Any compounds needed by the cellular processes need
to be allowed to pass through the membrane, while others need to be regulated, e.g. to
keep the ion concentration at correct levels. All intercellular signals have to pass across
the membrane [Pollard et al., 2017, Chapter 1]. As a simple bilayer of lipids, it can only
work as a physical barrier. This is why there are many different membrane proteins, as
discussed in section 2.4.

2.3

Protein structure

Proteins consist of long chains of amino acids, called polypeptides. There are 20 standard
amino acids encoded by the genetic code. All of them have a central carbon atom, called
the alpha carbon (Cα ), which is connected to a peptide group (NH+
3 ), a hydrogen atom, a
−
carboxyl group (COO ) and a side chain [Pollard et al., 2017, Chapter 3]. Each different
amino acid has a different side chain, which distinguishes them from each other. The
exception to this is proline, which also differs in its amino group, since its side chain is
cyclic and is bonded back to the nitrogen. When amino acids form a chain, the amino
group of the next amino acid reacts with the carboxyl of the previous one, forming a

7
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peptide bond and releasing a water molecule. The amino acids within the polypeptide
chain are called residues, and are counted from the end of the chain with free amino group,
called the amino terminus or N-terminus. The last residue in the chain has a free carboxyl
group and is called the carboxyl terminus or C-terminus. Polypeptide chain lengths can
range between less than ten to tens of thousands of residues.
H 2N
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Arg
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O

H
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Figure 2.4: An example of a part of a peptide chain. The backbone of the residues has alternating
colours to differentiate the separate amino acids. Residue numbering starts from the N-terminal and ends
at the C-terminal, here left to right.

The simple chain of peptides forms the primary structure of the protein. In their
final functional form, the proteins have some kind of three-dimensional structure. The
simplest three-dimensional motifs are called secondary structures, which are repeating
folding patterns stabilised by hydrogen bonds between the amino- and carboxyl groups
of different residues [Buxbaum, 2015, Chapter 2]. The most common secondary structure is the α-helix, depicted in figure 2.5a. It is formed when a polypeptide is wound
counter-clockwise, making a turn every 3.6 residues. The helical structure is stabilised
by the double-bonded oxygen of the carboxyl group of each residue forming a hydrogen
bond with the hydrogen of the amino group 4 residues before. Another common type of
secondary structures are β-sheets, shown in figure 2.5b. They are formed from straightened polypeptide chains passing side by side, linked by similar hydrogen bonds to alpha
helices.
The secondary structures form larger structures by forming different bonds, like
hydrogen bonds, disulphide bonds or van der Waals interactions, between each other.
The resulting structure is called the tertiary structure of the protein, and in essence is
the final structure of a single polypeptide [Buxbaum, 2015, Chapter 2]. In many cases
a protein can be made up of multiple polypeptide chains, or subunits. This final level
of structure is called the quaternary structure of proteins. The protein forms a dimer,
trimer, tetramer etc., depending on the number of subunits it has. If all the subunits

8
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(a) α-helix

(b) β-sheet

Figure 2.5: Examples of how the backbone is organised in the two most common secondary structures.
The hydrogen bonds that stabilise the structures are shown with dashed lines. Side chains are not shown.

are similar, a ”homo”-prefix can be added, and if they are a mix of different subunits, a
”hetero”-prefix (e.g. homodimer/heterodimer) [Buxbaum, 2015, Chapter 2].

2.4

Membrane proteins

The plasma membrane has a plethora of different types of proteins. They can be embedded into it, passing all the way through (integral membrane proteins), or they can be
connected to the surface on either side (peripheral membrane proteins). The membrane
proteins are responsible for most functions of the membrane, like intercellular signalling
or allowing water, ions and nutrients pass. Since the lipid layer is hydrophobic on the
inside, integral membrane proteins need to have hydrophobic side chains on those residues
that are facing the membrane [Pollard et al., 2017, Chapter 13]. Quite often these transmembrane regions are α-helical, though some proteins do use β-strands. Unlike integral
proteins, for peripheral proteins it is not enough to have hydrophilic parts that would
anchor to the membrane surface, since this can just as well stay in the water phase. Some
proteins do anchor to the surface, but they require charged headgroups. Most peripheral
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membrane proteins have a hydrophobic fatty acid tail that works as an anchor, or are
partially embedded into the membrane with the same mechanism as integral membrane
proteins [Pollard et al., 2017, Chapter 13]. The last method by which they attach to the
membrane is by associating with an integral membrane protein.
Many of the membrane proteins are different types of receptors, meaning they react
to a stimuli to change their function [Pollard et al., 2017, Chapter 24]. In most cases if
the message is external, this stimulus is in the form of a chemical compound (a ligand)
that binds to a specific binding pocket in the extracellular part of the receptor. Other
examples of the stimuli include light or heat, and in a some cases a ligand can cross the
plasma membrane to bind on the cytoplasmic side. The ligand binding or light absorption
affects the receptor by causing it to change its conformation. This change will make it
either perform a specific function, like opening a channel or working as an enzyme, or
influence another molecule to further relay the message.

2.5

Ionotropic glutamate receptors

One family of integral membrane proteins are ionotropic glutamate receptors (iGluRs),
which mediate synaptic transmission in the central nervous system [Traynelis et al.,
2010]. They are composed of four sizeable subunits, each with more than 900 residues,
and form an ion pore in the membrane. There are four receptor types in the family, AMPA (α-amino-3-hydroxy-5-methyl-4-isoxazolepropionic acid), NMDA (N-methylD-aspartic acid), Kainate and δ receptors. All of them have a set of subunits, which
can form different combinations of hetero- or homotetramers. For example, the Kainate
receptors have five different subunits, GluK1 to GluK5, of which GluK1, GluK2 and
GluK3 can form both homo- and heteromers, while GluK4 and GluK5 are only found as
heterotetramers together with GluK1, GluK2 or GluK3 [Traynelis et al., 2010].
There is a large degree of similarity in sequence and structure between the subunits,
and even between the different receptor types. All the subunits (and whole proteins)
are split into four distinct domains: the amino-terminal domain (ATD), ligand binding
domain (LBD), transmembrane domain (TMD) and carboxyl-terminal domain (CTD)
[Traynelis et al., 2010]. The ATD and LBD are on the extracellular side of the membrane
and the CTD on the intracellular. The TMD is formed of vertical α-helices around a
central pore.
In this thesis, we will focus on the NMDA receptor (NMDAR). NMDARs include a
total of seven different subunits from three subfamilies: one GluN1, four GluN2 subunits
(GluN2A-GluN2D) and two GluN3 subunits (GluN3A and GluN3B). The subunit sizes
range from 900 residues to almost 1500, with the size differences mostly coming from
CTD [Paoletti et al., 2013]. NMDARs form heterotetramers with two GluN1 subunits

10
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ATD

LBD

TMD

CTD
Figure 2.6: A diheteromeric GluN1/GluN2A NMDAR, with subunits in different colours (GluN1 subunits in blue and cyan, GluN2A in red and purple). The different domains are also highlighted. In this
case the CTD is too small to be visible, but it can range from small loops to large intracellular structures.

and two of GluN2 or GluN3 for the two leftover subunits. If the two leftover subunits
are the same, it can be called a diheteromer (heteromer with two different subunits)
and if they are different a triheteromer (three different subunits). The biggest fraction of
NMDARs are found as a diheteromer of GluN1/GluN2 (GluN1 with two of either GluN2A
or GluN2B) [Paoletti et al., 2013].
Like all glutamate receptors in mammals, the NMDAR channel is specific to cations
(positive ions), while having little selectivity between different cations when compared to,
for example, potassium channels [Traynelis et al., 2010]. Most of the current through the
NMDAR channel comes from potassium (K+ ), sodium (Na+ ) and calcium (Ca2+ ) ions
[MacDermott et al., 1986]. Unlike other iGluRs, NMDAR cannot be activated by only
glutamates, but also need the presence of glycine. The GluN1 and GluN3 subunits are
glycine activated, while the GluN2 subunits are glutamate activated. This means that
in the GluN1/GluN2 diheteromer glycine needs to bind to GluN1 at the same time as
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glutamate to GluN2. GluN1/GluN3 diheteromers can activate in the presence of only
glycine, however in vivo (i.e. in living mammals), GluN3 has only been found as a
GluN1/GluN2/GluN3 triheteromer [Paoletti et al., 2013].
NMDARs, together with AMPA receptors (AMPARs) are integral for neuronal plasticity [Traynelis et al., 2010]. It is the ability of the brain and neurons to make or break
connection. This is how the brain is able to learn new things and to remember. In almost
all central synapses the NMDARs and AMPARs colocalise, working together as a unit
and being coactivated by the same release of glutamate. The main difference between
NMDAR and AMPAR is the speed at which they react to a stimuli. AMPARs are very
fast acting, and with a long lasting stimuli will desensitise easily, the whole signalling
happening on the millisecond time scale [Mosbacher et al., 1994]. NMDARs on the other
hand activate slower and stay activated longer, desensitising very slowly or not at all,
with signalling timescales going up to hundreds of milliseconds [Monyer et al., 1992; Wyllie et al., 1998]. One mechanism by which they can affect each other to react differently to
the same stimuli, is when a brief high frequency stimuli strengthens synaptic transmission
for a long time [Traynelis et al., 2010]. When NMDARs are activated, they are highly
permeable to Ca2+ , increasing its amount on the intracellular side . This, in turn, can
affect the AMPAR signalling for a relatively long time.

3. Molecular Dynamics simulations
Molecular Dynamics (MD) simulations are a type of computer simulation, where we numerically calculate trajectories of particles moving according to classical mechanics. The
particles can represent individual atoms or groups of atoms, and the parameters can be
tuned to get accurate interactions (though it should be noted that these are always approximations). Due to the classical nature of MD, all quantum physical effects are ignored.
Some, like the correct vibrations of bonds, which would be better modelled by quantum
oscillators, can be taken into account with correction terms in the energy. This fixes the
overall kinetics of the system, but of course does not give correct statistical mechanics on
the small scale [Lindahl et al., 2021].
Another important aspect is the Born-Oppenheimer approximation, by which we
assume that electrons stay in their ground state, and have no effect on the atom movements
[Lindahl et al., 2021]. Essentially the electrons are ignored and only the movement of
the atom nucleus is taken into account. For the movements of atoms this is mostly an
accurate approximation, but does of course mean that electron transfers or excited states
of electrons can not be modelled. Chemical reactions are also outside the scope of MD.

3.1

Initial structure

To run a simulation, we first need to define the initial conditions. These include the
positions of the particles x and their velocities v. The positions can be either taken from
previous simulations, or by using a structure obtained from experiments and deposited
in the Protein Data Bank (PDB) archive [www.rcsb.org, Berman et al., 2000]. These
structures include only the protein and usually at least water and ions need to be added.
This can be done by filling the box with a lattice of water and removing any overlap.
Ions can be added by replacing water molecules. Larger molecules and lipid bilayers are
a bit more complex and are done either manually on a case by case basis, or by using
ready-made software. One example is presented in section 5.1.
If the initial structure is not from a previous simulation, velocities are usually not
known. They can be generated from the Maxwell-Boltzmann distribution, which defines
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the distribution of each velocity component vi as
p(vi ) =

s

!

mi
mi vi2
exp −
,
2πkB T
2kB T

(3.1)

where mi is the mass of the particle, T the temperature of the system and kB the Boltzmann constant [Lindahl et al., 2021]. The magnitudes of the three-dimensional velocity
vectors v follow the distribution
mi
p(v) =
2πkB T


3/2

!

mi v 2
v exp −
,
2kB T
2

(3.2)

Probability

which is shown in figure 3.1.

v
Figure 3.1: The distribution of the atomic velocities, with arbitrary units.

Apart from the initial positions and velocities, we also need to define all necessary
parameters to calculate the interactions of the particles, in order to get the potential V .
This set of parameters is called the topology of the system.

3.2

Force fields

Force fields are an integral part of the systems topology, as they define the equations
for calculating the potential and the parameters to be used in these equations. Different
force fields can define different interaction terms or parametrise them differently, but in
this thesis we will only go through the terms of the CHARMM (Chemistry at HARvard
Molecular Mechanics) force field [Brooks et al., 1983].
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The potential in general has two parts: non-bonded interactions and bonded interactions . In CHARMM, the non-bonded interactions are calculated as the sum of the
Coulombic and Lennard-Jones interactions [Brooks et al., 2009]. The non-bonded energy
En.b. is the sum of all interactions of pairs of particles i, j:
"

En.b. =

X
i,j pairs

qi qj
+ ij
4π0 rij

6
12
Rij
Rij
−
12
6
rij
rij

!#

,

(3.3)

where 0 is the vacuum permittivity, qi is the charge of the particle, rij is the distance
between the particles, and ij and Rij are their pairwise Lennard-Jones parameters.
√
These parameters are combined from individual atoms’ parameters as ij = i j and
j
. Nonbonded interactions are calculated between all pairs of atoms excluding
Rij = Ri +R
2
those that are bonded to each other or separated by exactly two bonds. As discussed in
section 3.7, also atom pairs far enough from each other can be excluded from nonbonded
calculations.
The bonded interactions include the bond stretching and bond angles, both as harmonic potentials around a reference value [Brooks et al., 2009]. The first is dependent
on the length r of a bond, while the latter is dependent on the angle θ between two
consecutive bonds. For the bonded interactions we will in general have two parameters
per variable (e.g. for bond length r), potential strength (Kr ) and a reference value (r0 )
Ebond =

X

Kr (r − r0 )2 ,

(3.4)

Kθ (θ − θ0 )2 .

(3.5)

bonds

Eangle =

X
angles

The next part of the bonded interaction is the dihedral energy. A dihedral is defined for
four consecutively bonded atoms A-B-C-D, as the angle ϕ between the ABC and BCD
planes.
Edih. =

X

Kϕ [1 + cos(nϕi − δ)] ,

(3.6)

dihedrals

where n controls the periodicity of the dihedral angle and δ is the phase angle. Multiple
terms for a single dihedral can be given with different periodicities and phases [Brooks
et al., 2009]. Another part of the bonded interactions are the improper dihedrals, where
three atoms A,B and D are connected to a central atom C, the angle ω is again defined
as the angle between the planes of ABC and BCD
Eimp. =

X
impropers

Kω (ω − ω0 )2 .

(3.7)
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The last bonded interaction is the Urey-Bradley interaction, which is for three consecutively bonded atoms A-B-C the distance s between A and C
EUB =

X

KU R (s − s0 )2 .

(3.8)

Urey-Bradley

Finally, the total potential of the system from the force field can be written as
V = En.b. + Ebond + Eangle + Edih. + Eimp. + EUB .

3.3

(3.9)

Energy minimisation

After the system structure and force field have been defined, there is one more thing
to consider before starting to advance the system in time. Quite often, either due to
the way the system was built, or due to stresses inherent in the initial structure, some
particles within the system could have large initial forces. Starting the simulation from
such a configuration could end up sending a particle flying through the system with great
velocity. This could either crash the simulation, or in the worst case, only change the
dynamics and affect the results, without a clear external difference. To remove such
forces, energy minimisation is done on the system. It is a process, where the particles are
moved iteratively towards lower potential, until no large forces are present in the system.
At this point no dynamics are considered and the velocities are unused and unchanged.
The Steepest Descent algorithm is one way to do this. In this approach, the positions
x are updated in short steps of h towards the steepest descent direction of the potential,
i.e. towards the force vector [Lindahl et al., 2021]. Going from step n to n + 1 the update
step is
Fn
hn ,
(3.10)
xn+1 = xn +
max(|Fn |)
where max(|Fn |) means the largest force acting on any atom. The initial step size h1
has to be defined, e.g. 0.01 nm, after which the following steps sizes are updated at each
iteration. The potential energy is recalculated with the new positions and only if the
potential is smaller than with the old positions, are they accepted, and hn+1 = 1.2hn . If
the potential energy is the same or greater, the new positions are rejected and the new
step is recalculated with hn = 0.2hn . This is continued, either until a maximum number
of steps is taken, or until all forces are below a set criterion.

3.4

Integrators

Integrators are algorithms that, given the positions, velocities and forces on each atom,
take a step in time and update the positions and velocities. One way to do this would
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be to simply calculate the acceleration from the force and assume the acceleration and
velocity are relatively constant over the time step. This gives a very simple formula,
but since the acceleration and velocities are not constant, this would need a very small
step to give correct results. Even then over time the results could drift. For example,
consider a particle moving further from a repulsive source, so that the force becomes
smaller and smaller with time. At each time step this calculation slightly overestimates
the acceleration of the interval. Even if the error per step is small, after many steps this
effect would accumulate and the particles velocity would be too large.
A commonly used algorithm is the Leap-Frog integrator. To get rid of the bias
in the previously explained naive case, this algorithm calculates velocities at each half
step compared to positions. This means the velocity step ”jumps” over the position step,
after which the position step ”jumps” over the velocity step, much like two kids playing
leapfrog. In the internal calculations this can done in a single step. With a time step


of ∆t given the current positions x(t), velocities half a time step ago v t − 12 ∆t and
current forces F(t), for an atom with mass m the update is [Allen and Tildesley, 1987,
Chapter 3]
1
∆tF(t)
1
,
v t + ∆t = v t − ∆t +
2
2 
m
1
x(t + ∆t) = x(t) + ∆tv t + ∆t .
2








(3.11)
(3.12)

This algorithm is clearly missing the information of the current velocities, which are
needed during energy calculations to get the correct kinetic energy. This can be done by
approximating it as the average of the two neighbouring half steps:


v(t) =

3.5







v t + 21 ∆t + v t − 12 ∆t
2

.

(3.13)

MD algorithm

At the heart of the simulations is the MD algorithm. To simplify, it can be represented
as a loop with three main steps, initialisation (done only once), force computation and
update [Frenkel and Smit, 2002, Chapter 4]. It also has an optional output step, which
is usually not done on every frame. The force computation and update steps are iterated
(with occasionally outputting) until one of the stopping criteria is reached. Usually this
would be the number of steps taken, or real time used for the simulation. A flow chart
representation can be seen in figure 3.2.

17

Chapter 3. Molecular Dynamics simulations

Setup initial conditions:
Initial positions r and velocities v, as well as all parameters
and definitions for calculating the potential interaction V.

Force computation:
Using the current positions and the defined interactions, the
force on each particle is calculated.

Update system
The computed forces are used to numerically solve Newton's
equations of motion to update velocities and positions.

Output?

Yes

No

Output:
Write positions and/or any other
system info to file. Optional step that
can be done,for example, every 5000
steps.

No
Exit?

Yes

End of simulation:
One of the stopping criteria, for
example number of steps, is
satisfied, simulation can end.

Figure 3.2: A flow chart representation of the MD algorithm.

3.6

Thermostats and barostats

In most cases it is not enough to simply calculate the trajectories of the particles. The
simulated systems are often only a small piece of a much larger system, meaning that
effectively the systems are in a temperature and pressure bath. To keep the simulations at
a constant temperature, an algorithm called a thermostat is used. It changes the atomic
velocities to match the required temperature and its Maxwell-Boltzmann distribution,
seen in equation 3.1.
One such algorithm is the Nosé-Hoover thermostat [Nosé, 1984; Hoover, 1985]. It
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uses a virtual heat bath by adding a friction parameter ξ that has its own dynamics
including momentum pξ and its own equations of motion. The acceleration for each
particle becomes
pξ dri
d2 ri
Fi
−
,
(3.14)
=
2
dt
mi
Q dt
where ri , Fi and mi are the position, force and mass of the particle and Q is the mass
parameter of the bath, which control the strength of the temperature coupling. The
momentum of the bath behaves according to its equation of motion
dpξ
= T − T0 ,
(3.15)
dt
where T is the current temperature of the system and T0 is the reference temperature. It
can be shown that this produces the correct thermodynamic ensemble, called the canonical
ensemble, also known as the NVT ensemble. NVT ensemble means that the system has
a constant number of atom (N), volume (V) and temperature (T). An example of a
thermostat that does not keep the canonical ensemble, even though it does keep the
average temperature in the desired value, is the Berendsen thermostat [Berendsen et al.,
1984]. This does mean it is not a good choice for production simulations, but it has its
uses in equilibration. If the initial system is very far from equilibrium, the Berendsen
algorithm is very efficient in bringing the system to equilibrium, while the Nosé-Hoover
can in some cases produce large oscillations or even crash the system.
In GROMACS, instead of the mass parameter, a time parameter τT is used to define
the coupling strength [Lindahl et al., 2021]. The time parameter is dependent on Q and
the reference temperature T0 by
τT2 T0
.
(3.16)
Q=
4π 2
To fix the pressure of a simulation system, an analogous algorithm to a thermostat
is used, called a barostat. They work by scaling the coordinates and box vectors, changing
the system volume to make the pressure match. The analogous of barostat for a NoséHoover thermostat is the Parrinello-Rahman barostat [Parrinello and Rahman, 1981; Nosé
and Klein, 1983]. Just like its thermostat analogue, the Parrinello-Rahman barostat gives
the correct NPT ensemble and works by considering a virtual pressure bath. In NPT,
like in NVT, the number of atoms and temperature are constant, but the volume can
vary, while pressure (P) is constant. The analogue of the Berendsen thermostat is the
Berendsen barostat, which also is good at equilibrating a system, but does not produce
the NPT ensemble.
The Parrinello-Rahman barostat defines the equations of motion in terms of scaled
positions. With a 3-by-3 box vector matrix H and three-dimensional real position r, we
have positions relative to box vectors s = H−1 r. The Newton’s equation of motion for
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the scaled particles become
dG ds
d2 s
Fi
− G−1
,
= H−1
2
dt
mi
dt dt

(3.17)

where the first term on the right is the normal Newton’s equation of motion scaled relative
to the box vectors [Nosé and Klein, 1983]. The second term is the correction term to scale
the system, where G = HT H. The box vectors have their own equation of motion,
d2 H
= V W−1 (Π − P)(H−1 )T ,
dt2

(3.18)

where V is the volume V = det H, Π is the systems current pressure (as a 3-by-3 stress
tensor), P is the external, or reference, pressure and W is the mass parameter, which
controls the coupling strength of the bath, analogous to Q in equation 3.14 [Parrinello
and Rahman, 1981].
Just like with the Nosé-Hoover thermostat, GROMACS defines the mass parameter
in the Parrinello-Rahman barostat with a time constant τP [Lindahl et al., 2021]. Additionally the isothermal compressibilities β are needed. The mass parameter is calculated
as
4π 2
(3.19)
W = 2 β,
3τP L
where L is the largest element in H.

3.7

Long-range interactions and boundary conditions

System sizes are limited by finite computational resources. This means that the boundaries must be somewhat close to the part of the system under study, so they need to be
carefully handled to keep the boundary effect to a minimum. Again the systems are often
only a small part of a whole, meaning that the boundaries should simulate a continuous
system. This is usually done by using periodic boundary conditions (PBCs) [Lindahl
et al., 2021]. Effectively the system is ”copied” in all directions, stacking the periodic
images to infinity. In practice this means that as a particle moves out of the box in one
end, it will emerge back in from the opposite side. Additionally nonbonded interactions
are calculated also to the atoms in the periodic images.
There is one major problem we run into with this approach, which is clear when
looking at the number of nonbonded interactions to calculate. Even if the system were
not periodic, the number of pairs to calculate the interactions for grows as O(n2 ) to the
number of atoms. With system sizes ranging up to a million atoms or more, calculating
all interactions like this becomes super slow. With the periodic boxes, there is technically
an infinite number of periodic images to take into account. These can be taken care of
by calculating the pairwise interactions only up to a cutoff that is far enough that the
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Lennard-Jones interaction is negligible. The long-range electrostatics are calculated by
using a technique called Particle Mesh Ewald (PME), which can speed up the calculation
up to O(n log(n)) to the number of particles [Darden et al., 1993].
At its core PME is about calculating Ewald sums, which are a way of calculating
the electrostatic interactions in an infinite lattice so that the sum converges [Allen and
Tildesley, 1987, Chapter 5]. The method works by considering a Gaussian charge distribution on top of all the point charges in the system, with equal but opposite total charge
to the respective point charge. This means that with quite short distances, the opposing
distribution neutralises the point charge and pairwise electrostatics (first term in equation
3.3) need to be only calculated for relatively short distances. The charge distributions are
considered to have an equal but opposite distribution, but these distributions are summed
in reciprocal space. This mean that the Fourier transforms of the cancelling distributions
are summed together, along with the periodic images. For a neutral system this sum
should quickly converge. The result is transformed back to real space and added to the
interactions.
This method allows the calculation of infinite periodic images, but is in general
still at best O(n3/2 ), which is still quite slow for large systems. In PME the long-range
part of the charges are put into a discrete grid, and fast Fourier transform is used to
calculate the transformations numerically, speeding up the calculation [Darden et al.,
1993]. To improve the accuracy of the discrete approximation, the gridding can be done
using cardinal B-spline interpolation, which is also called smooth PME (SPME) [Essmann
et al., 1995].

4. Machine Learning methods:
established approaches
4.1

Principal component analysis

In many cases, either as a means of analysis, or to optimise a further machine learning
approach, we want to reduce the dimensions in our data. For example, if we want to
cluster protein structures, we might have hundreds or thousands of atoms, each with a
three-dimensional coordinate, which could be simply too much for the chosen clustering
method. One common and simple way to reduce the dimensions is by using Principal
Component Analysis (PCA). Essentially, PCA will help us find directions of the largest
variance within the data. Apart from simple dimensionality reduction, this can also be
used directly, by visualising the largest movements to identify the most mobile regions.
The premise of using PCA is to find a new orthonormal basis for our data. This
means a set of orthogonal unit length vectors that span a space, in this case the full
original space. The first vector, called the first principal component (PC), is chosen so
that it points to the direction that maximises variance in the data [Jolliffe, 2002]. In other
words, if we project all the data onto a line pointing in this direction, the resulting points
have the largest variance of any such projection. The second PC is chosen to have zero
covariance (which, as shown below, means it is orthogonal) with the first PC while also
maximising the leftover variance. The third PC is the vector having no covariance with
either of these vectors with maximum variance and so on, until we have as many PCs
as dimensions in the data. Now if we transform our data into this new basis, and only
take a few first dimensions (PCs), we have reduced the description of data from the large
number of original dimensions into much fewer ones, while still encoding the maximum
possible amount of the variance of the data.
We can also show that the PCs are eigenvectors of the covariance matrix of the data.
The following proof is largely based on the first chapter of Principal Component Analysis
by Jolliffe [2002]. Let us first consider an m-dimensional variable x = (x1 , x2 , . . . , xm ),
which has a covariance matrix Σ, i.e. Σij = Cov[xi , xj ]. We will define the k th principal
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components as vectors αk , which maximise the variance of αk x, while having zero covariance with all {αj x | j < k}. For the first PC we take the vector α1 , with the goal to
maximise
Var[xα1 ] = αT1 Σα1 .
(4.1)
We also define a normalisation constraint of
αT1 α1 = 1.

(4.2)

It is clear that without a constraint, the variance grows with the values of α1 , meaning
no finite values maximise it. To maximise the function with the constraint, we can use a
Lagrange multiplier λ1 , and find the maxima of
αT1 Σα1 − λ1 (αT1 α1 − 1).

(4.3)

The derivative of this function with respect to α1 is
Σα1 − λ1 α1 ,

(4.4)

and to find when this is equal to zero, we get
Σα1 = λ1 α1 ,

(4.5)

which means α1 is an eigenvector of Σ, with λ being the corresponding eigenvalue. Going
back to the quantity we were maximising and keeping in mind our constraint
Var[xα1 ] = αT1 Σα1 = αT1 α1 λ1 = λ1 .

(4.6)

Therefore this is maximised (and we have our first PC) when α1 is the eigenvector of Σ
with the highest eigenvalue, λ1 .
For the second PC we again try to do the same, but adding a constraint that this
PC must have no covariance with the first one, or that Cov[αT1 x, αT2 x] = 0. To simplify
the situation
Cov[αT1 x, αT2 x] = αT1 Σα2 = αT2 Σα1 = λ1 αT2 α1 ,
(4.7)
meaning that the constraint becomes
αT1 α2 = 0.

(4.8)

This also means that α1 and α2 are orthogonal. Now we need two Lagrange multipliers,
λ2 and φ and the function to maximise becomes
αT2 Σα2 − λ2 (αT2 α2 − 1) − φαT2 α1 .

(4.9)
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and differentiating with respect to α2 and setting it equal to zero we get
Σα2 − λ2 α2 − φα1 = 0.

(4.10)

To get rid of the rightmost term, we can multiply from the left by α1 , we get
αT1 Σα2 − λ2 αT1 α2 − φαT1 α1 = 0.

(4.11)

Both leftmost terms are zero, as per our second constraint, meaning that the rightmost
term must itself be zero. Because αT1 α1 = 1, this is only true if φ = 0. Therefore, equation
4.10 becomes
Σα2 − λ2 α2 = 0,
(4.12)
so just as before α2 is an eigenvector of Σ with an eigenvalue of λ2 . Therefore the second
PC is the eigenvector of Σ with the second highest eigenvalue.
The same proof works for all subsequent PCs, with equation 4.9 becoming
αTk Σαk − λk (αTk αk − 1) −

k−1
X

φj αTk αj = 0,

(4.13)

j=1

and the differentiated form becomes
Σαk − λk αk −

k−1
X

φj αj = 0.

(4.14)

j=1

Like before, we can multiply from the left with ai , where each of the terms in the sum
will become zero when j 6= i, leaving only φi αTi αT = 0, and proving φi = 0. This can be
repeated to show all the φ are zero, leaving only
Σαk − λk αk = 0,

(4.15)

which again shows that αk is the eigenvector of Σ with the k th highest eigenvalue.

4.2

Partial least squares

The idea of partial least squares (PLS) is similar to PCA. We are again trying to find an
orthonormal basis that maximises a statistical quantity. The difference to PCA is that we
also need to have a function value for each data point in the dataset. The first PLS component is the direction with the largest correlation with this function [Krivobokova et al.,
2012]. Similar to PCA the second component is orthogonal to the first, while maximising
the leftover correlation with the function, and so on for the following components.
Because PLS uses the function values instead of only the variance, the first components better encode movements and information related to the function. While usually
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the largest movement is the most interesting one, often there is also a lot of noise and
uninteresting movement. With PLS we only get directions that encode movement along
the function, so as long as the function is well chosen, the components include the motion
of interest. As an example, this could be a case of choosing a reaction coordinate for a
receptor that represents its activation. If the receptor happens to have regions that move
around a great deal independently of the activation, these movements would be encoded
into the first few PCs. However, for PLS only movements that have maximal covariance
with the function, i.e. that are actually associated with the activation, are being caught.

4.3

Gaussian mixture models

Mixture Models (MM) are a type of probabilistic density based models that try to fit
combinations of probability distributions to explain data. In Gaussian Mixture Models
(GMMs) the distributions are Gaussian
(xi − µi )2
q
exp −
,
N (x|µ, σ ) =
2σi2
2πσi2
i=1
2

m
Y

1

!

(4.16)

where x = (x1 , x2 . . . , xm ) is the random variable of dimension m, and µ = (µ1 , µ2 . . . , µm )
2
) are the means and variances of the distribution. The model
and σ2 = (σ12 , σ22 . . . , σm
needs to be given the amount of distributions K, and will then find the set of means,
variances and coefficients π which maximises the likelihood estimate of the data being
from the distribution
p(x) =

K
X

πk N (x|µk , σ2k ),

(4.17)

k=1

where πk are constrained with 0 ≤ πk ≤ 1, and

K
P
k=1

πk = 1 [Deisenroth et al., 2020] .

The separate distributions can be considered to represent different clusters in the
data. From the distributions we can calculate for each data point which cluster, or
distribution, they most likely belong to. Since this method is unsupervised, meaning there
is no known labels for clusters, it can be used to segment structures from MD-simulation
data.
The algorithm used to find the best fit of parameters is called the Expectation
Maximization algorithm (EM algorithm). It is a general iterative algorithm for finding
maximum likelihood estimates, proposed by Dempster et al. [1977]. It has two steps per
iteration. The first step is the E-step, where responsibilities are estimated. The responsibility can be thought of as the probability that a certain data point xn comes from a
specific component k, assuming that the point does come from this combined distribution. The next step is the M-step, or the maximisation step, where the parameters of the
distribution are re-estimated by calculating them again and using the responsibilities as
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weights for each datapoint. Here is what the algorithm looks like for GMMs [Deisenroth
et al., 2020]:
1. Initialise µk , σ2k and πk for each of the K components.
2. E-step: responsibilities rnk are evaluated for each pair of datapoints xn and components k
πk N (xn |µk , σ2k )
(4.18)
rnk = PK
2
j=1 πj N (xn |µj , σj )
3. M-step: recalculate the parameters for each component k as
Nk =

N
X

rnk ,

n=1

µk =

N
1 X
rnk xn ,
Nk n=1

(4.19)

σ2k =

N
1 X
rnk |xn − µk |2 and
Nk n=1

(4.20)

πk = Nk /N.

(4.21)

4. Repeat 2 and 3 until the results converge.
In order to quantify the goodness of the fit, some kind of criteria need to be defined.
This way the number of components K can be refined, so that there is enough complexity
to explain the data sufficiently, but the model is not yet overfitting. The two criteria
we will define are the Akaike information criterion (AIC) [Akaike, 1974] and Bayesian
information criterion (BIC) [Schwarz, 1978]. For a model with p free parameters, N
number of data points and L̂ the maximum likelihood estimate the criteria are defined as
 

(4.22)

 

(4.23)

AIC = −2 log L̂ + 2p,
BIC = −2 log L̂ + log(N )p.

As we see, they share a similar form, but the difference comes from the scaling of the
penalty term of the number of parameters. For AIC it is constant, but for BIC it scales
logarithmically with the amount of data. The exact form of the criteria may change
depending on the source, e.g. in Schwarz [1978] the right side of equation 4.23 is multiplied
by −1/2. This does not change the core of the criteria as it only scales the values, though
it might change whether the criteria need to be minimised or maximised.

4.4

Markov state models

Markov state models (MSMs) are ways to model a molecular system as number of memoryless states [Pande et al., 2010]. This means that each state has a possibility of transferring
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to another state, which is not dependent on any previous states. Such processes are called
Markovian processes. To build a Markov model, we firstly need to have simulated data,
from which we can find discrete states and enough transitions between them to build a
model. The discrete states can be identified by using a clustering algorithm and giving
each frames a label. Next we build a transition matrix between states. For this a lag
time τlag needs to be defined, so that a transition is defined when a trajectory is in state
i at time t and in state j at time t + τlag . Choosing a correct lag time is important,
since it has to be long enough that the time correlations of the system become negligible
for the transitions to become Markovian. On the other hand a longer lag time means
more and longer simulations need to be run, using more resources. By counting all the
transitions in the trajectories, the probability matrix of transitions can be estimated, e.g.
by maximum likelihood estimation. The probability matrix gives us a lot of information
about the long term kinetics of the system, including the equilibrium probability of each
state [Bowman et al., 2009]. From the probability pS of being in state S, we can calculate
the corresponding free energy E(S) as
E(S) = −kB T ln(pS ),

(4.24)

where kB is the Boltzmann constant and T the temperature.

4.5

Existing enhanced sampling methods

Biomolecular mechanisms are generally relatively slow, taking from milliseconds to seconds. Even if the process itself is faster, on a microsecond scale, the mechanisms are
often probabilistic, only happening randomly. This means that for many processes, the
timescales currently accessible in MD simulations are simply not enough. One way to get
around this is by using steered-MD, where an external force is added to the system to
drive it through its conformations. However, this can always lead to a bias, as the system
might end up taking a higher energy pathway than normally, or it might even physically
break the system. To combat these problems, many non-biased (without external force)
sampling methods have been developed. The base idea is to run batches of short simulations and restart them in such a way that the system is more likely to go through the
desired changes.

4.5.1

Adaptive sampling

In the adaptive sampling scheme by Doerr and De Fabritiis [2014], first a set of separate
structures are chosen as starting points for the first set of simulations, called the first
epoch. After running the first epoch for a short duration, e.g. 10 ns, the simulation data

27

Chapter 4. Machine Learning methods: established approaches

are processed to calculate a function of interest. In the simplest case this might be just the
distance of specific atoms in a part of the system known to open and close in the studied
mechanism. All the structures from each simulated frame are clustered with the k-mean
algorithm into K clusters along the function. Any clusters with less than 5 structures
within them are joined with the closest neighbour. These clusters are used to build a
rough MSM with a very short lag time, e.g. 100 ps. This does mean that the process
is not actually Markovian and as such the model is not guaranteed to give the correct
energetics. At this point this is acceptable, as the model is not yet used to get any results
from, and is only used to give each cluster a probability to act as a starting point for the
next epoch. Using the model, we can calculate the mean residence time τm for each state
(cluster) m. This is the mean time it takes for a structure in cluster m to move to any
other cluster. We define the probability
log(τm )
.
p(m) = P
log(τi )

(4.25)

i

With N simulations per epoch, we choose S(m) structures from cluster m randomly:
S(m) = floor(N p(m)).

(4.26)

The next epoch is run, again for a short period, and the choosing process is repeated until
the MSM becomes accurate enough. Then the model is run with a long enough lag time
to build the final Markov model and to get the required energetics.
As is quite obvious from the method itself, it is only suitable with Markovian processes. If the system would require a very long lag time to be considered Markovian, the
epoch lengths would have to be at least double that to be able to build the final model.
With longer epochs there is less chance to drive the system to explore the configurational
space and ends up requiring much more simulating. This also means that certain knowledge about the system and its inherent timescales is needed before even starting to sample
anything. Another possible issue with this method is that due to the nature of clustering
the structures and only sampling according to the results of the MSM, there is no room
for user input. If the model fails to explore certain values of the function, the user cannot
force the method to enhance sampling of those regions.

4.5.2

Weighted ensemble

Another established method is the weighted ensemble method by Huber and Kim [1996],
originally developed for Brownian dynamics, though later shown by Zhang et al. [2010]
to be exact for a much broader set of processes. It works by splitting the sampling
space (the chosen function) into N bins. As discussed by Zhang et al., these bins can
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have arbitrary intervals, and can be changed during the sampling run if necessary. To
start the sampling, M simulations are started, each with an equal weight of 1/M . After
running for a short period, those simulations that ended up in new bins are split into new
trajectories, so that each newly found bin has M simulations. Each new trajectory is given
a weight as a fraction of the original simulations weight, so that the total weight in each
bins stays the same. The simulations are again run for a short period and the spawning
of new simulations in new bins is repeated. If at some point there are more than M
simulations in any single bin, some of the simulations are stopped. The choices are made
probabilistically, so that the probability of any one trajectory continuing is proportional
to its weight. The weight of the stopped simulations are redistributed evenly among the
continuing trajectories. This way the total weights stays equal to one and the number of
simulations cannot grow larger than N M .
With the WE method, new simulations are only started from the ends of previous
simulations. This restricts quite a lot how much this method can enhance the sampling
of new configurations. Even if a rare configuration is seen at one point in the simulation,
unless it happened to be at the end, no new simulations can be spawned from it. A further
drawback can arise when choosing the number of bins. Since the number of simulations
can vary up to N M , this puts a limit on the number of bins, and as such on the resolution
of this sampling.

5. Simulation methods
5.1

System preparation

The system consisted of human GluN1/GluN2A diheteromeric NMDAR in a POPC bilayer. To make the protein structure, the PDB [Berman et al., 2000] structures 7EOR,
7EOS and 7EOU were considered [Wang et al., 2021]. Each chain was taken separately
and missing residues were modelled using the Rosetta modelling software [Wang et al.,
2007; Mandell et al., 2009]. After this process, the 7EOU structure was chosen, as it
had the largest area between residues 614 in the GluN2A chains and 624 on the GluN1
chains (both threonine residues). The engineered mutations in the structure were mutated
back to the wild type sequences using PyMOL Molecular Graphics System, Version 2.5
Schrödinger, LLC [2021], and glutamates and glycines were fitted back to their binding
pockets. Finally the system was embedded into a POPC membrane, and water (TIP3P)
and ions (0.15 mol l−1 of NaCl plus neutralising ions) were added using the CHARMMGUI web application [Jo et al., 2008, 2009, 2007; Wu et al., 2014; Lee et al., 2019].

5.2

Simulation protocols

After building, the system was equilibrated with the GROMACS input files from
CHARMM-GUI [Brooks et al., 2009; Lee et al., 2016]. In the included scheme the system
is first energy minimised with the steepest descent algorithm, and then goes through six
equilibration simulations with the leap-frog integrator. The first two were in the NVT
ensemble using a Berendsen temperature coupling while the last four were in the NPT
ensemble using both Berendsen temperature and pressure couplings [Berendsen et al.,
1984]. Both NVT simulations and the first NPT simulation had a time step of 1 fs and
were 125 ps long, while the rest of the NPT simulations had a time step of 2 fs and were
500 ps long. The temperature couplings were used separately on the membrane, protein,
and water and ions. A relaxation time of 1.0 ps and a temperature of 310.15 K were used.
For the pressure couplings a semi-isotropic scaling (xy-directions together, z separately)
with a relaxation time of 5.0 ps, compressibility of 4.5 × 10−5 bar−1 and pressure of 1 bar.
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The simulations included restraints that decreased with each new simulation. The protein
backbone and side chain restraint strengths were defined separately, to have a stronger
restraint on the backbone. Also lipid phosphorus atoms, and protein and lipid dihedrals
were restrained. The restraint strengths for each part and each simulation can be found
in table 5.1.
Protein BB
Protein SC
Lipid
Dihedrals

E minim.

1st NVT

2nd NVT

1st NPT

2nd NPT

3rd NPT

4th NPT

4000
2000
1000
1000

4000
2000
1000
1000

2000
1000
400
400

1000
500
400
200

500
200
200
200

200
50
40
100

50
0
0
0

Table 5.1: Restraint strengths over the equilibration scheme, in kilojoules per mole. BB is short for
backbone and SC for side chains.

The production simulations had no restraints and used a time step of 4 fs. In general
this would be too high to properly simulate the fastest atoms, hydrogens, but the protocol
for the simulations used hydrogen mass partitioning. It allows giving hydrogens a small
amount of the mass of the connected heavy atom to make them move slower [Gao et al.,
2021]. The force field parametrisation used was the CHARMM36m [Huang et al., 2017]
for the protein and CHARMM36 [Best et al., 2012] for the rest of the system. Instead
of the Berendsen thermo and pressure coupling algorithms, we used the the Nosé-Hoover
thermostat [Nosé, 1984; Hoover, 1985] and the Parrinello-Rahman barostat [Parrinello and
Rahman, 1981; Nosé and Klein, 1983] that, as discussed in section 3.6, are better suited
for production runs. The temperature and pressure coupling parameters were similar to
equilibrations, only changing the temperature coupling relaxation time to 2.0 ps. Both
the production and equilibration simulations were run using GROMACS version 2020.5
[Bekker et al., 1993; Berendsen et al., 1995; Abraham et al., 2015].

6. Results
6.1

Development of a new functional sampling tool

We developed a novel tool to enhance sampling, called the functional sampling tool (FST).
It is written in Python and works as a command line tool, with the configuration being
also a python file that is imported within the code. Reading and writing gro, pdb and
xtc files is done using the MDAnalysis package [Michaud-Agrawal et al., 2011; Gowers
et al., 2016]. The working principle is based on the same primary idea as the existing
methods, discussed in section 4.5, of running short batches, called epochs, of multiple
parallel simulations, called repetitions. The differences come from how we choose the
starting points of the next epochs.
Compared to the advanced sampling method, FST is much simpler and needs less
computation between each epoch as there is no need to build a Markov chain model. The
boundaries within which the tool samples the function can be freely changed between each
epoch, allowing the user to focus on specific values and drive the system in any direction.
In our approach we consider all the existing data from previous epochs, and choose
frames from less sampled values of the function. This has the advantage over the weighted
ensemble method that we can also continue simulations from the middle of epochs, speeding up the exploration of rarer conformations. Our method also can have arbitrary resolution of the function, since the bin width is not dependent on any other variable.

6.1.1

Finding regions of low sampling

The method for choosing the starting points of a new epoch is relatively simple. We first
calculate the function from each simulated frame and make a histogram of the values. We
calculate the rolling average of the histogram, in order to get a smoothened distribution.
Then we use the find_peaks function of the signal module within the SciPy package
[Virtanen et al., 2020]. This gives us the maxima within the distribution. By multiplying
the distribution with -1 and using the function again we get also the minima. Using
this information, the possible starting points are the minima and the boundaries if the
extremum next to it is a maximum. To restrict the sampling only to lower sampled values,
31
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Figure 6.1: An example of the choice-making process. The middle minimum is one choice, and because
the last extrema before both boundaries is a maximum, they are also chosen. The left boundary is almost
high enough to not be chosen, as is seen from the red dashed horizontal line that denotes the halfway
point between the highest and lowest distribution height within the boundaries. Visually it seems there
is another minima on the right side of the middle maximum, but with the chosen criteria for extrema
make it so that not every small extremum is denoted as such.

a maximum height is defined as the halfway between the highest and lowest heights of the
distribution. If any of the possible starting points are over the maximum height, they are
discarded. After this at least one repetition is started from each possible point, and the
remaining starting points are distributed linearly between the points, depending on their
height. The specific frame that will work as a starting point is taken randomly from the
chosen bin. New velocities are generated for each repetition and they are again run for a
short period.

6.1.2

Clustering and dimensionality reduction

The main shortcoming with this approach so far is that it only considers sampling along
the chosen function. In many cases the mechanism might need to move along a pathway
that is orthogonal to the chosen function, or even move back and forth along the function.
One robust way to fix this would be to try find that movement and choose a better
function. This requires the user to come up with the new function and is not generalisable.
Additionally, in many cases there is no information of the intermediate conformations,
only the two extreme cases. Without knowing the pathway beforehand, coming up with
a better function can be non-viable.
Our tool takes a much more general and less hands-on approach by using clustering.
The functional space is split into bins to make a histogram, but using much larger bins,
10 times compared with previous histogram. Within each bin, the structures it includes
are clustered to find less explored configurations, even if they lie within better sampled
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(a) The cluster identities given to each frame by the program, shown by different colour for each
cluster. The frames are projected to the two first PCs.
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(b) The two criteria used to make a choice between cluster numbers. On the right they are scaled, so that with a single
cluster the values are 1, and the minimum value is zero. The first number of clusters, where this relative criteria is below
tolerance, is chosen.

Figure 6.2: Example of the clustering process of the tool.

region along the function.
The user can define which coordinates will be used for the clustering, so for example
side chain movements or fast moving loops can be ignored. Even when choosing very
carefully and exclusively only interesting regions, this can still result in hundreds of atoms,
and three times as many dimensions. Furthermore it might not be known beforehand
which regions are of interest. Therefore, to efficiently cluster the data, the dimensionality
must be reduced. This is done by training a PCA model and only taking the two first
PCs. While using more PCs allows the reduced dimensions to explain more of the variance
in the data, encoding more of the motions, this also makes the clustering algorithms
slower. We wanted to optimise our tool, so that rerunning it with new parameters is
always fast, which led us to favour more reduced dimensions. Larger number of PCs also
increases the risk of them encoding unwanted noise. As this whole process has to happen
automatically, having a smaller number of dimensions means we are focusing only on the
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large motions. In the example case outlined in section 6.1.4, we ran the clustering only
on the LBD Cα atoms, and the two first PCs in general explained between 70 and 80 %
of the variance. With other systems as long as there was enough data within the bin, the
two PCs explained always more than 60 % of the variance. With these results we saw no
reason to use a higher number of dimensions, though in future this number could easily
be made user defined.
The clustering is performed using GMMs. An example can be seen in figure 6.2a.
As discussed in section 4.3, this method requires the number of clusters k to be defined.
Our approach needs this to be fully automated, as having to ask the user for input for
each bin separately defeats the purpose of an automated tool. To do this, the clustering is
done with each number from 1 to 15 and the AIC and BIC are calculated for each number
of clusters. The absolute values of AIC and BIC can vary between systems, so the criteria
are scaled. The criteria at k = 1 is set with only one cluster they are one, and the smallest
value is set to zero. The lowest number of clusters where both relative criteria are below
0.1 is chosen. This process is seen in 6.2b. If the criteria are not satisfied with any number
of clusters, the cluster with the smallest product of the two criteria is chosen. Both the
PCA and GMM algorithms are run using the scikit-learn package [Pedregosa et al.,
2011].
The clustering will be used for half (or another user defined fraction) of the new
repetitions, while the rest are chosen from the distribution as discussed in section 6.1.1.
To choose which clusters will be sampled, they are ordered in ascending order by their size
(the number of frames in each cluster). If n repetitions are to be started from clustering,
then the n first (smallest) clusters are chosen. One frame from each chosen cluster is
taken by random choice. These n frames are then used to start as starting points for the
new repetitions, with random velocities, just as before.
To be able to build a good model, both to efficiently reduce the dimensions with
PCA, and for the clustering to be able to identify clusters, enough data is needed. To
guarantee better models, the clustering is only started after the first few epochs. After this
it is only done on bins that have more than 1000 (or other user defined number) frames.
Starting the clustering later has the added benefit that the first epochs can better enhance
the exploration of new regions in the functional space.

6.1.3

Trajectory transformations and optimisations

When loading the coordinates from the file, the user has the option of adding on-thefly transformations to the trajectories. Firstly, molecules that move close to the box
boundaries, might have atoms wrapped back into the opposite side of the box over the
PBCs and need to be unwrapped, to make them whole. Secondly, in the process the
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molecule can move outside the box, so the whole molecule can be wrapped, moving the
centre of mass back into the box. Thirdly, the coordinates for clustering can be fitted
with optimal translation and optionally rotated onto the initial structure. This way the
clustering is only done on the internal motions, not overall movement.
For making molecules whole over the PBC and moving their centres of mass back
in, there are built-in transformation tools in MDAnalysis. In our testing, however, these
transformations were very slow, so we wrote our own code to do them. A user defined
selection is used, so that not all molecules in the system need to be unwrapped. To setup
the unwrapping algorithm, a depth first search (DFS) is performed along all connected
atoms. The selection is treated as a graph, with atoms as nodes and bonds as edges.
The user can give a selection of starter atoms, which are used as the starting point of
the search. If no starters are given, by default the atom with the smallest index is used.
While performing the search, a list of indices of bonded atoms is built, adding a new bond
whenever a new atom is visited. The search finds all atoms the current atom is bonded
to, but only continues in a given direction if that atom is new and in the selection. This
means that if a molecule is in two parts in the selection, these two parts are unwrapped
separately.
The transformation is started by taking the box vector matrix H. The positions are
transferred to scaled values s, so that the real position r becomes
s = H−1 r mod 1.

(6.1)

By taking the remainder with one, we put all the atoms back into the box. This removes
any possible inconsistency in the presentation of atoms, in case some would have been
wrapped to the box and others not. Then the list of bonds is iterated, calculating the
scaled distance for bonded atom 1 and 2 as
ds = s2 − s1 .

(6.2)

If ds is longer than 0.5 in any direction (i.e. the atoms are further than half the box
vector), the second atom is translated one box vector in that direction, by adding or
subtracting one from the scaled value depending on the sign of ds . When all bonds have
been iterated, they are moved back to the real space by
rnew = Hsnew .

(6.3)

Because the iteration is done in the order the bonds come up in the DFS, the starting
atom is guaranteed to be in the box. Starting from it the bonds are traversed in order,
so that the bonds leading up to the first atom of the bonds are already made whole, and
it is not possible for the second atom of one bond to be the second atom of any other
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bond. Therefore, we can safely move that second atom to fix this bond and it will not
be moved again. This iteration is the time most consuming part of the transformation,
as the matrix multiplications can be done using NumPy [Harris et al., 2020] to do them
fast. To accelerate the iteration, it is moved into its own function, which is accelerated
using Numba [Lam et al., 2015]. Both functions can be found in appendix A.1.
We tested the built-in method, with MDAnalysis version 2.1.0, by unwrapping NMDAR, excluding all hydrogen atoms. It took about 6 s of setup and 8 full minutes to iterate
72 frames. With the exact same system and frames, our method took about 5 s to setup
and 2.6 s to iterate. This was only 0.6 s longer than without any transformation. These
numbers were consistent over a few runs, and the massive difference in the timescales was
seen also with other systems and selections.
In some cases there is no single atom that the user would want to be in the box,
but rather have the molecule centres of mass back in. In this case the starter atom can
be ignored, and the molecules wrapped back into the box after the unwrapping. This
is done on the same atoms as before. As a setup, the molecules need to be found and
index groups generated. Using the same search method as with the unwrapping, the
atoms are traversed, but instead of bonds, a list of atom indices is built for each molecule.
The transformation is done by calculating the centre of mass rCOM of all the atoms of
a molecule that are in the selection. This coordinate is transferred to scaled space and,
again with the modulo, transferred into the box. It is then transferred back to real space.
Then the difference between the new and old coordinates is calculated to get a translation
vector
rtrans = H(H−1 rCOM mod 1) − rCOM .
(6.4)
The atoms in the molecule are then translated by rtrans .
The optimal superpositioning is only done on the atoms that clustering is done for.
The transformation is done by first translating the atoms so that their centre of mass
is at (0, 0, 0). If the user has opted to only use centring, the positions are returned.
If rotational superpositioning is also done, the atoms are optimally fitted to the initial
structure using masses as weights for the atoms. The rotational fit is done using the
analysis.align.rotation_matrix function of MDAnalysis, which implements the
QCP method [Theobald, 2005; Liu et al., 2010].
The most time consuming parts of running this tool are moving data between the
local computer where the tool is run and the supercomputer or cluster where the simulations are run, and reading the coordinates from file. The first is only done on command
and rsync is used, which only moves the data if it is new or modified. This means when
a new epoch has been run, only the newest simulation files are downloaded and if the tool
has to be rerun with new parameters, no file transfer needs to be done. After making the
choices and setting up the next epoch, only these new files need to be uploaded.
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When the coordinate files are read, the coordinates of the selections, both for the
function and the clustering, along with the function values, are saved into a NumPy
archive (npz-file). On successive runs only the archive needs to be opened, giving a
huge speed-up as it has many orders of magnitude less data. The archive also includes
a hash of the function definition, so if it is changed, the tool automatically recalculates
the function. The atom indices for function and clustering selections are also saved, along
with the setup info of the transformations and the modification time of the coordinate
file, so that if any of them has changed, the coordinates are read again from the file and
transformations reapplied.

6.1.4

Example case compared to no enhanced sampling

As an example case, we used the NMDA receptor, starting from an open configuration.
The system has been prepared and equilibrated as explained in sections 5.1 and 5.2, giving
us a single starting structure. To define the function of interest, we will take the residues
614 on the GluN2A chains (A and C chains) and 624 on the GluN1 chains (B and D
chains), as shown in figure 6.4. Taking the centres of geometry, excluding any hydrogen
atoms, for each of the four residues separately, we can draw vectors between the two
opposing pairs, AC and BC. As the function we took the minimum length between these
two, to best catch the closing motion of the channel. To start the sampling we run our
first epoch, by taking the single starting structure and starting 16 of repetitions, each
with newly generated velocities. The simulations can be run for a set number of steps,
but in our case it was more convenient to run them for 36 hours. With 20 nodes on the
Mahti supercomputer, this resulted in approximately 50 ns of simulation per repetition.
Seen in figure 6.3, we ran the example case for 8 epochs and compared it with running
simulations without any enhanced sampling. 16 of these ”naive” simulation were run, all
starting from the same initial structure as the sampling run. These simulations went
relatively fast from the starting configuration to low function values, and then stayed in
this range of conformations. Almost no data of the open conformations could be gathered
from the naive simulations. The enhanced sampling run produced a very flat distribution,
sampling well from the open starting configuration to the smaller, closed values. More
interestingly, it also managed to open the receptor from the starting structure, increasing
the function by 3 to 4 Å.
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Figure 6.3: The distribution of our example case after 8 epochs in blue. For comparison 16 ”naive”
simulations, without using any enhanced sampling method, were run. The distribution is shown in green
after the same amount of data had been gathered.

6.2

Results of functional sampling

Due to the slow timescales related with NMDAR dynamics, it is a challenging system to
study, making it a good candidate for testing our tool. With conventional simulations,
even with multiple long trajectories it is unlikely to see a full activation or inactivation. In
order to study the differences between NMDA receptors opening and closing, we ran two
sets of sampling. In one set we removed all four ligands to get an inactivation process. In
the other set we left all ligands in to get a desensitisation process. During the previous
simulations we had ligands dissociating from their pockets, which might end up giving
us just another inactivation pathway. To get around this we added artificial bonds to
restrain the ligands and keep them bound throughout the simulations.
For these sampling runs we also defined a new function. Using the same residues as
before (as shown in figure 6.4), we approximate the area of the ion channel at that point
as the area of the parallelogram drawn by these points. The function then becomes the
length of the cross product of the AC and BD vectors. The actual function definition can
be found in appendix A.2.
For all but one epoch we used the same number of repetitions as before (16). For the
sixth epoch we were given the possibility of using much more resources at once, allowing us
to run 140 repetitions for both processes within one epoch. This ended up oversampling
certain regions, which is why in some of the analysis we chose to ignore this epoch.
These data were still included always when starting new epochs. With these settings
we ran a total of 11 epochs, mostly on the LUMI supercomputer with approximately
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Figure 6.4: The TMD of the receptor, from the extracellular side, looking down into the membrane
region. The four residues used for defining the function are shown in the channel, with the arrows showing
the vectors between opposing pairs.

70 ns repetitions, only the fifth epochs were run on Mahti and had approximately 50 ns
repetitions. Starting from the fifth epochs the clustering method was used for half the
repetitions of each epoch. The clustering was done on the LBD, by choosing Cα atoms
of residues 371-507 and 650-765 on the GluN2A chains and 371-520 and 640-775 on the
GluN1 chains.
The tool managed explore the range well, as is seen in figure 6.5. The epoch 6
dominated the distributions on the lower half, and ignoring it, the distributions were
relatively flat. The desensitisation simulations seemed to explore the open values much
better, though as discussed below, this was rather a matter of the choice of function. Most
importantly both simulation sets sampled the range from the open starting configuration,
all the way to the closed structures. Comparing to the ”naive” simulation, in figure 6.6 we
see that our tool makes much flatter distributions, while without any enhanced sampling
the simulations explored a very limited range of values. It should be noted here that the
”naive” simulation had all the ligands at the beginning, but did not have any restraints
on them, leading to them dissociating. The naive simulations in fig. 6.6 and fig. 6.3 are
the same, but have been run for longer in the former.
After these simulations we ran preliminary analysis using PLS and visually inspected
the structures. We noticed that especially with the structures that had a higher function
value than the starting value, there was a clear discrepancy between the function value and
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Figure 6.5: The distributions after the first 11 epochs, run using the area of a parallelogram between
four residues as a function. Dotted lines show the evolution of the distributions after each epoch, older
epochs having lighter colour. (a) and (b) show the distribution including data from all epochs for
the desensitisation and inactivation processes, respectively. The sixth epoch, which had 140 repetitions
instead of 16, is excluded in the distributions of (c) and (d).

whether the channel was actually open. More noticeably in the desensitisation simulations
the largest function values corresponded to structures, where the four ligands were no
longer in plane with the membrane. This ”stretched” the parallelogram in the z-direction,
while the channel was not open in xy-plane.
We decided to define a new function by using the HOLE program [Smart et al.,
1996], which calculates the actual pore radius at different heights. The new function
was defined as the minimum radius of the upper (extracellular) half of the pore. It was
calculated by first aligning the Cα atoms of residues 518-620 and 781-820 on the GluN2A
chains and residues 531-634 and 785-820 on the GluN1 chains to the initial structure.
Then the HOLE program was run on a structure including only the non-hydrogen atoms
of residues 606-620 on GluN2A chains and 616-634 on the GluN1 chains. The minimum
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Figure 6.6: Normalised distributions after 11 epochs in red and purple. 16 ”naive” simulations were
run and their distribution is shown in green. All three distributions include roughly the same amount of
data.
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Figure 6.7: The change in distribution after moving to the new function. The blue lines represent
the distribution after the 11 initial epochs that used the old function. The orange lines represent the
distributions after four additional epochs.

With this new function we ran four more epochs, focusing more on the open values.
This way we sampled those regions that our old function was not suitable for. In figure
6.7, we see that even if some of the new simulations did also add to the data in the
intermediate values, we managed to sample values around the starting value, and even a
bit further towards open. The intermediate values are a by-product of running unbiased
simulations. Since there is no force pulling on them, some of the simulations can always
end up exploring undesired values, especially if the interesting values are energetically
unfavourable, or behind a potential barrier. However, as long as we do get data also in
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new regions, this tool is working as expected.
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Figure 6.8: The function value evolution in a few of the simulations with largest ranges of values.

An additional benefit of running short simulations from varying starting points is
that we increase the chances of seeing large transitions between function values within
single trajectories. With long trajectories the simulations are much more likely to end
up in a minima and stay there. With our method, sampling of rare conformations is
enhanced, multiplying the chances of transitions. Figure 6.8 shows the dynamics of the
function for the simulations with the largest transitions within single repetitions, identified
by taking the difference between the largest and smallest values. The function value was
smoothened first by taking the rolling average over 20 frames (2 ns).

7. Future plans
7.1

Different clustering and dimensionality reduction
techniques

As the next steps in the development of our tool, we plan to use different techniques
for clustering. Firstly, for the dimensionality reduction we plan on using autoencoders
[Kramer, 1991]. Autoencoders are artificial neural networks that have a middle layer with
reduced dimensions, called the bottleneck layer, leading back to an output layer with the
same dimensionality as the input. The network is trained so that its output is as close as
possible to the input. This way, the network leading up to the bottleneck layer will work
as an encoder, reducing the dimensions of the data to the dimension of the bottleneck.
The latter half of the network makes up a decoder, to map the reduced dimensions back
to the original dimensionality. Autoencoders are in a way related to PCA, since they will
naturally end up explaining variance of the input data in as few dimensions as possible.
The main difference, which is also the main advantage of autoencoders, is that PCA
is linear and autoencoders can have a nonlinear activation function between each layer.
PCA can only find a linear direction within the data, while autoencoders can encode much
more complex correlations.
For the clustering algorithms, we plan on adding the option to use density-based
(DB) clustering methods. They work by finding high density clusters separated by lower
density regions. One important difference to most other clustering techniques is that this
allows finding arbitrary shaped clusters [Kaptan and Vattulainen, 2022]. The currently
used GMMs try to find Gaussian distributions, and as such work best when the clusters
are more or less round or oval. As an example an L-shaped cluster would best be explained
by two or three separate Gaussians. With density based methods, as long as the cluster
is bordered by low density regions, it would be correctly classified as a single cluster.
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7.2

Chapter 7. Future plans

Machine learnt vectors for enhancing sampling
with biased forces

Another future plan revolves around pulling simulations. While this method has proven
powerful in sampling regions that long unbiased simulations could not, it still has its
limits. Either the timescales might still be out of reach, or the process requires energy, for
example released from ATP hydrolysing to ADP (adenosine diphosphate). Since chemical
reactions cannot be simulated with standard MD, the only way to study this would be by
adding external driving forces. Usually with steered-MD this would be done by adding a
force on the atoms which make up the function. If the function is the distance between
two Cα atoms, we would add a force on these two atoms to pull them together (or push
apart). Especially with small groups of atoms this runs a large risk of adding artefacts to
the simulation, or even breaking the secondary structure of the protein.
In our approach, we would use PLS to get a machine learnt vector, and use it to
steer the system. This would allow us to pull the whole system at once, while driving
it along the direction of highest correlation with our function. Originally this method,
called Essential Dynamics sampling, was developed to be used with PCA [Amadei et al.,
1996], but has been used with PLS vectors for example by Kaptan et al. [2015].

7.3

Free energy extraction

Unlike the Ensemble Weighted method, our approach does not produce a weighted
dataset, from which we could calculate the free energy landscape. One method to do
this, would be to do what the Advanced Sampling scheme does, and build a Markov state
model. In many cases this could be a viable option, but with large systems the lag times
could be long, needing to simulate the system for an excessive amount of time to get a
good model.
Another method would be to use Umbrella Sampling [Torrie and Valleau, 1977],
but again use the PLS vector to drive the structure. By adding a potential to keep the
system close to a certain value along the PLS vector, we can monitor the forces necessary
to keep the system there. From this we can estimate the biases added to the system.
Taking multiple such windows with overlapping data over the function values allows us
to calculate the unbiased free energy curve along the function.

8. Conclusions
In this project, we managed to develop FST, a tool for enhancing sampling of a function,
without the need for steering the system with external forces. It provides a powerful,
yet simple way to study even rare mechanisms, while trying to strike a balance between
minimal user interaction and maximal generality and customisability. With the clustering
method it also automatically explores undersampled structures that, looking only at the
function values, seem to be within well sampled regions. To analyse the data, PLS can be
used to find the modes correlated with the function, or as a more rigorous (but slower)
approach we can use the data to build a Markov state model. If the model is not good
enough, more data can easily be generated in specific regions.
Using the FST we gathered data for studying two mechanisms of the NMDA receptor: the inactivation and the desensitisation pathways. The final analysis is still on-going,
but at this point it is clear that we managed to get a good sampling between open and
closed structures. Changing the function to the pore radius allowed us to better sample
the more open conformations. The intermediate regions did end up being much more
sampled than the extreme values, due to the open structure being harder to get to. An
easy way to get around this problem is to ”cap” the amount of data in those regions,
choosing only a subset of the data where the distribution is higher. This way the oversampled regions do not bias the analysis models and the extreme values are also given
more weight in the analysis.
The simplicity of our sampling method makes it trivial to change any parameters
between epochs, even going as far as we did with our systems, and changing the function.
The numbers and lengths of simulations can be changed arbitrarily (though repetitions
should be long enough to see some changes in the systems), and even simulations within
the same epoch can have varying lengths. In these examples we only used a single starting
structure, but it would also be possible to take an existing simulation and use it as the
”base” data for starting a sampling run.
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Appendix A. Source code listings

A.1
1
2

Making molecules whole over the PBCs

from numba import njit
import numpy as np

3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25

@njit(["f8[:,:](f8[:,:],i8[:,:])",
"f4[:,:](f4[:,:],i8[:,:])"])
def _iterate_bonds(pos, bonds):
"""
Fixes molecules whole over pbc.
Parameters:
pos:
Positions in reciprocal space float[n,d].
bonds: array of atom indices corresponding to bonds.
The second one will be fixed. int[m,2].
Returns:
Fixed positions in reciprocal space. float[n,d].
"""
# Iterate over bonds
for atoms in bonds:
a1 = atoms[0]
a2 = atoms[1]
# Difference vector
diff_v = pos[a2]-pos[a1]
# If distance is more than half box vector, translate by box vector (1.0)
pos[a2] -= (np.abs(diff_v)>0.5)*np.sign(diff_v)
# Return fixed coordinates
return pos

26
27
28
29
30
31
32
33
34
35
36
37
38
39
40

def make_whole(ts, bonds, sel):
""" Makes molecules in sel whole using bond info from bonds.
Coordinates are first switched to reciprocal space, then passed to
_iterate_bonds to actually make them whole. The fixed positions are
switched back to normal space and set as the current positions for sel.
"""
box = ts.triclinic_dimensions
# Inverse box
invbox = np.linalg.inv(box)
# Transfer coordinates to unit cell and put in box
unitpos = (ts.positions[sel] @ invbox) % 1
# Fix box in reciprocal space
unitpos = _iterate_bonds(unitpos, bonds)

41
42

ts.positions[sel] = unitpos @ box

43
44

return ts

45
46
47
48
49

class Unwrapper:
""" Make molecules in ag whole over the pbc. only considers
continuosly bonded molecules, so if molecules are in many parts,

46

47

Appendix A. Source code listings
the nonbonded parts will be ignored and can be broken.
Starters is a list (or atom group) of atoms to use as starting points.
They will be put into the box if they are outside and each consecutive
bonded atom will be moved by a box vector if it is more than half the
length of the box.
parameters:
ag:
Atom group of molecules to make whole
starters: Atom goup (or list) of atoms that are guaranteed to stay
in box. If multiple atoms are part of same molecule, only
first is guaranteed.
returns:
transformation function (callable object)

50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65

"""
def __init__(self, ag, starters=[]):
self.bonds = traverse_mol(ag, starters)
self.sel = ag.indices

66
67
68

def __call__(self, ts):
return make_whole(ts, self.bonds, self.sel)

A.2
1

Function definition for the NMDA receptor

import numpy as np

2
3
4
5
6
7
8

def function_val(positions):
"""
Write here your analysis function. Positions will be
numpy array of shape (n,m,3) for n frames of m atoms.
Note that m is the number of atoms in the selection,
not the whole trajectory.

9
10
11
12
13
14
15
16
17
18
19
20

The function should return a numpy array of shape (n).
"""
# Area of the rectangle
m = positions.shape[-2]
# 4 residues match, so we separate them
m_res = m//4
# selections for each res
ind1 = np.array(list(range(m_res)))
ind2 = m_res+ind1
ind3 = m_res+ind2
ind4 = m_res+ind3

21
22
23
24

# Vectors from res1 to res3 and res2 to res4
v13 = np.mean(positions[:,ind1,:], axis=-2)-np.mean(positions[:,ind3,:], axis=-2)
v24 = np.mean(positions[:,ind2,:], axis=-2)-np.mean(positions[:,ind4,:], axis=-2)

25
26
27

# Area is the length of the cross product
A = np.linalg.norm(np.cross(v13,v24), axis=-1)

28
29

return A
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