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ISSN 1238-8645 (print)
ISSN 2814-4031 (online)
ISBN 978-951-51-8694-2 (paperback)
ISBN 978-951-51-8695-9 (PDF)
Helsinki 2022
Unigrafia



Probabilistic Methods for High-Resolution Metagenomics

Tommi Mäklin
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Abstract

Metagenomics is the analysis of DNA sequencing data from samples ob-
tained directly from the environment and containing several different or-
ganisms at once. Common tasks in metagenomics are taxonomic profiling,
where the goal is to identify the organisms present in the sample and assign
relative abundances to them, and taxonomic binning, where the sequenc-
ing data from the sample is divided into bins that correspond to some
sensible taxonomic units. This thesis introduces methods for performing
these two tasks at a high-resolution capable of distinguishing between lin-
eages of bacterial species. The first of these methods is mSWEEP, which
solves the profiling task by utilizing a collection of grouped bacterial refer-
ence sequences, pseudoalignment, and a probabilistic model. The second
method, mGEMS, builds upon mSWEEP to solve the binning task us-
ing an assignment rule derived from the fundamentals of the probabilistic
model used by mSWEEP. Both methods are accompanied by efficient im-
plementations that utilize fast variational inference and pseudoalignment
to fit the model in a reasonable time, rendering them applicable to large-
scale datasets.
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Both mSWEEP and mGEMS have been developed for application in either
the traditional whole community metagenomics context, where the direct-
from-environment samples are analysed, or in the plate sweep metage-
nomics context, where the sample has been plated once on a selective
medium. While the latter is not metagenomics in the traditional sense,
this thesis advocates for its use when high depth sequencing data is re-
quired from some species and the other organisms are not of interest.
Regardless of the type of metagenomics data used, the ultimate goal of
both mSWEEP and mGEMS is to enable performing standard genomic
epidemiological analyses directly from data containing several strains of
the same bacteria, skipping the typically used isolation steps required to
separate them. Due to the implied cost-savings from reducing the num-
ber of cultures that need to be performed as well as the better capture of
variation in the samples through using metagenomics data, mSWEEP and
mGEMS enable performing entirely novel types of analyses in the field of
genomic epidemiology.
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Chapter 1

Introduction

Public health research focusing on bacterial pathogens has been trans-
formed by analysis of the contents of bacterial genomes obtained by whole-
genome sequencing (WGS) since 2010 [1]. In this time frame, the price
of sequencing has decreased tremendously [2, 3], enabling adoption of se-
quencing as a standard tool in the infectious disease, evolutionary, and
genomic epidemiology toolkits [4–6]. Many of the standard analyses in
these fields require data from pure bacterial cultures, created by isolating
a bacterium from an initial mixed culture, which often contains several
distinct bacteria and even other micro-organisms. Isolating all of these
presents substantial economical barriers to more widespread adoption of
WGS as a routine tool since the cost and turnaround time of the library
preparation and DNA extraction steps, performed once per each isolated
organism, are approaching the price of sequencing itself [7].

Whole community metagenomics, where DNA is extracted and se-
quenced directly from the original environmental sample, presents a po-
tential cost-effective alternative to the isolate sequencing approach. Con-
trary to isolate sequencing, whole community metagenomics requires only
a single library preparation and DNA extraction step and no cultivation
steps since the sample is sequenced directly. However, direct sequencing
may require significantly higher sequencing depths due to presence of host
DNA [8, 9] and contamination [9, 10]. In addition, low biomass samples
are challenging for metagenomics to use reproducibly. Due to these fac-
tors, whole community metagenomics is difficult to apply when only a

1



2 1 Introduction

subset of the diversity is of interest but the planned analyses require high
sequencing depths, which is typical in genomic epidemiological studies.

Genomic epidemiology is generally speaking the study of the spread of
bacterial pathogens generally speaking based on WGS data. Sequencing
the genomes of bacterial pathogens during an outbreak allows for compar-
ing accumulated mutations in their genomes [4], elucidating their short-
term evolutionary history and enabling case linking when combined with
appropriate metadata [5, 11]. Similarly, long-term routine surveillance
aids in hastening the detection of outbreaks [12, 13], identifying poten-
tial high-risk clones [14], or reservoirs for antimicrobial resistance [15, 16].
Many of these analyses require assembling the genomes of the bacteria
from the sequencing reads which has led to dominance of the isolate se-
quencing approach and a lack of studies attempting to solve the epidemi-
ological problems with metagenomics.

When choosing between whole community metagenomics and isolate
sequencing, a middle-ground can be found plate sweep metagenomics [17]
— sometimes also called limited-diversity metagenomics [18]. In this
approach the initial culture from a sample is swept and DNA extracted
from it is sequenced en masse rather than preparing several isolates from
it. Since selective culture media are available for most clinically relevant
bacteria [19], plate sweep metagenomics simultaneously both reduces the
number of library preparation and DNA extraction steps by using only a
single culture, and solves the host DNA overabundance and sequencing
depth issues in whole community metagenomics through selective media
enrichment. Incorporating an enrichment step has also been found to
increase the sensitivity to low-abundance organisms that might be missed
in direct sequencing [20].

While both plate sweep metagenomics and whole community metage-
nomics have technically been possible for many years with the latter ap-
pearing around 2004 [21, 22], the development of computational methods
has largely focused on analysing sequencing reads from a single organism
at a time. Although many methods for analysis of metagenomic data at
the level of identifying strains (in this thesis a strain is the biological or-
ganism corresponding to a single cell colony) or lineages (a collection of
strains that descend from the same strain and have maintained similar ge-
netic sequences) have been developed [23], these do not typically perform
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well when applied to data containing multiple lineages of the same species
at once [24], which will be referred to as lineage-level variation further in
the thesis. Methods diverging from the traditional relative abundance esti-
mation (taxonomic profiling) [25] or metagenomic sequence read demixing
(taxonomic binning) [26] context do successfully tackle lineage-level varia-
tion but do not easily translate to replacing assembly-based analyses such
as SNP calling or phylogenetic inference.

This thesis presents two computational methods that enable taxonomic
profiling and taxonomic binning from either whole community metage-
nomic or plate sweep metagenomic short-read sequencing data. While
the plate sweep metagenomics approach was the focus of both methods
during their initial publication, further research has shown that they also
perform reliably when applied to whole community metagenomics data.
Using either of the two approaches to reduce the costs associated with
data collection, the methods presented here enable performing routine ge-
nomic epidemiological analyses when significant lineage-level variation is
present in the collected sequencing data.

The first of the two methods, called mSWEEP, consists of a probabilis-
tic model for estimating the relative abundances of lineages of a bacterial
species in a set of sequencing reads [17]. mSWEEP leverages pseudoalign-
ment [27] of the reads against a set of reference sequences that have been
grouped together into lineages and outputs estimates of the lineage-level
abundances. The second method, mGEMS, processes the output from
mSWEEP to construct an assignment rule for assigning each read to one
or more bins corresponding to a reference lineage [28]. Both methods
explicitly account for the fundamental characteristic of sequencing data
containing multiple lineages of the same species where each read can, and
often does belong to several lineages of the same species at the same time.
The combination of mSWEEP and mGEMS enables effective computa-
tional quantification of metagenomic data at a high resolution within the
species, and enables downstream processing of mixed samples with results
often comparable to using isolate data.

Even though both mSWEEP and mGEMS were originally designed
with applications in plate sweep metagenomics in mind, Publication III
[29] demonstrates applicability of both methods to whole community
metagenomics data. The data analysed in Publication III was collected
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from a cohort of UK neonates [30] and the samples were submitted for
whole community metagenomics sequencing. Results from this data show
strong competition between bacterial species and strains during the ini-
tial colonization of the newborn gut microbiome. More importantly from
a methods perspective, this analysis shows that mSWEEP and mGEMS
provide (so-far) completely unprecedented levels of resolution in analysis
of metagenomic sequencing data.

Together Publications I-III represent foundational methodological
steps in both opening up high-resolution exploration of bacterial diversity
as well as making such analyses more accessible to resource-constrained
laboratories.

1.1 Three approaches to sequencing bacterial
DNA

Preparing bacterial DNA for sequencing is often done after a culture step
that enriches the number of bacterial cells from a target group of micro-
organisms. Culturing is performed by plating a sample and inoculating it
for a period of time that allows the bacteria to multiply [31]. After inoc-
ulation, visible colonies may be isolated and further propagated on their
own plates [31], or the entire plate may be prepared for DNA extraction
to produce plate sweep metagenomic data. Alternatively, in whole com-
munity metagenomics, the whole culture procedure is skipped, and DNA
is extracted directly from the sample with the extract procedure depend-
ing on the sample type [32]. When it comes to the end-result — the
sequencing reads — all three approaches have their own characteristics
that affect the available downstream analyses.

Whole community metagenomics, where all or most of the DNA in a
sample is extracted (Figure 1.1a), has emerged as a tool for analysing the
full breadth of variety in various microbiomes [20, 30, 33–35]. Exploring
this diversity comes at a price, however, since the produced sequencing
reads are split across the numerous organisms possibly present, result-
ing in a need to sequence the sample more deeply to capture the less
abundant organisms [20, 36, 37]. Combined with other issues related to
host DNA abundance [20, 38, 39], the shortcomings of whole community
metagenomics have so-far hindered its adoption in genomic epidemiology.
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Plate sweep metagenomics proposes a middle-ground between the di-
rect sequencing of whole community metagenomics and isolate studies by
incorporating a single culture step [17]. In this approach, the sample is
cultured on an appropriate selective medium and the entire complexity of
the plate is subjected to DNA extraction and sequenced after a suitable
inoculation period (Figure 1.1b). The inclusion of a culturing step allows
for generating large numbers of sequencing reads from the bacteria that
thrive in the chosen medium, circumventing both the sequencing depth
and host DNA issues in whole community metagenomics while improving
the sensitivity to bacteria found in low abundance in the original sample
[20, 40, 41]. Furthermore, focusing the sequencing efforts on the relevant
bacteria enables application of bioinformatics tools that require a high se-
quencing depth provided that the reads from different organisms can be
computationally separated. Developing a tool to solve the aforementioned
deconvolution problem is one of the key contributions of this thesis.

In the third approach, whole-genome sequencing of isolates (Figure
1.1c), visible colonies from the initial culture are picked and transferred
to new plates. After letting the transferred colonies grow, the resulting
culture will consist only of the descendants of the original colony, allowing
for massive numbers of sequencing reads to be generated from the isolated
organisms. Since visible colonies on the initial culture are typically as-
sumed to contain clones of the same organism, this approach effectively
gets rid of most of the variation found in both the sample and the initial
culture. While the whole-genome sequencing approach is excellent for gen-
erating high-coverage and high-quality data from a single bacterial strain,
in practice the number of colonies that can be isolated is often constrained
by laboratory resources and nearly always restricted to rapidly growing
colony-forming phenotypes.
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Figure 1.1: Different approaches to sequencing bacterial DNA. Panel a)
depicts the whole community metagenomics approach, where sequence
data is produced directly from the sample. Panel b) depicts the plate
sweep metagenomics approach, where the sample is plated on a selective
medium and DNA extracted and sequenced from the whole plate after
an inoculation period. Panel c) depicts the whole-genome sequencing
approach, where a subset of visible colonies on the inoculated culture is
extracted, and DNA from them prepared for sequencing.

In genomic epidemiological analyses, the whole-genome sequencing ap-
proach has been dominant due to its strengths in producing highly accu-
rate data capable of SNP calling and differentiating between organisms
[44]. Producing the same results using whole community or plate sweep
metagenomics has some obvious benefits in both increasing the number of
samples that can be processed as well as in capturing more of the diversity
in the samples, but the existing metagenome-analysis tools have not been
able to reach the required level of resolution [24, 28, 45]. Here, the issue is
tackled through methodological advances that open up more widespread
use of metagenomic sequencing data in genomic epidemiology.

Figure 1.1 source: Adapted from [42] and [43].
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1.2 Analysing metagenomic sequence data

Metagenomic sequencing data analysis presents several challenges to bioin-
formaticians). Firstly, the increased diversity of species requires much
larger computational resources to analyse [46]. Secondly, the possible
presence of lineage-level variation complicates analyses that attempt to
separate the reads to distinct taxonomic units because the differences be-
tween strains within a species can be minimal [47]. Subsequently, the bulk
of method development has focused on operating with the assumption that
only a single strain from each species is present in the same sample [23].
This section will briefly cover some of the previous approaches and de-
scribe how mSWEEP and mGEMS fit into the metagenomics toolkit.

One of the more commonly used tools for analysing whole community
metagenomics data are metagenome assemblers. Similarly to genome as-
semblers, metagenome assemblers aim to produce a set of contigs (sets
of overlapping sequencing reads) that correspond overlapping sequencing
reads. Since reads from metagenomic sequencing contain several organ-
isms, metagenome assemblers are often paired with metagenome binners
that attempt to assign the metagenome-assembled contigs to bins that
correspond to a taxonomic unit. These units are typically assumed dis-
tinct enough that they are not mistaken for sequencing error or minor
genetic variation. When the assumption is fulfilled, metagenome assem-
blers produce contigs that are adequately accurate for several types of
analyses, and have subsequently been adopted among the standard tools
in a variety of microbiome studies [34, 48, 49].

Metagenome binners are closely related to another type of analysis,
where the aim is to assign (relative) abundances to the taxonomic units
that were identified in the sequencing reads, called taxonomic profiling.
These two approaches sometimes go hand-in-hand since the abundance of
a taxonomic unit can naively be defined as the number of reads that align
to contigs which have been assigned to the unit. When the units are closely
related species or strains, more sophisticated methods are necessary since
both the reads and short contigs may plausibly belong to several taxa,
which has led to the development of dedicated taxonomic profilers that do
not attempt to bin the contigs or the sequencing reads [17, 25, 26, 50].
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Recently, a third category of methods for tracking the pres-
ence/absence of a specific strain across several samples has emerged [25,
26, 51]. These methods aim to infer similarity and shared strains and pro-
vide an attractive tool for transmission analysis when the genomes of the
individual strains are not required or cannot be assembled due to low se-
quencing depth. Ideally, the tools for tracking strains would be combined
with those for extracting the contig or read bins, together enabling both
a wide analysis covering all samples and strains and a focused analysis of
the strains that are abundant enough to assemble their genomes.

All of the above can be further divided into reference-based methods
that leverage reference data in their analysis, and reference-free meth-
ods that perform the analysis solely based on the sequencing reads.
While reference-free methods are able to handle data containing previ-
ously unknown bacteria that do not have any available genome assem-
blies, reference-based methods provide an easily interpretable context for
the results and typically reach a higher resolution [52, 53]. If detailed
quantification is only required for some subset of organisms in the sample,
reference-based methods frequently also provide means to filter out the
reads belonging to the uninteresting organisms.

The lineage-level methods from this thesis take the reference-based
approach and specifically leverage bespoke reference collections. Tailoring
the collections to fit the presumed contents of the samples allows both
mSWEEP and mGEMS to perform at a resolution that is mainly limited
by the quality and variety of the available assemblies. Contrary to many
existing reference-based methods, mSWEEP and mGEMS do not attempt
identification of the individual reference sequences, but rather incorporate
a clustering of the reference assemblies to biologically interpretable and
phylogenetically reflected lineages. Since differences between lineages are
generally more pronounced, the identification task becomes significantly
easier [54] and extends to handling cases where the sequencing reads orig-
inate from a previously unknown sequence which nevertheless belongs to
a known reference lineage. Trading the ability to imprecisely identify the
exact sequence to precisely identifying the lineage is especially useful in
clinical settings, where the diversity of potential pathogenic bacteria has
been thoroughly studied using whole-genome sequencing and the clinically
relevant lineages are often well-known.
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1.3 Metagenomics data in genomic epidemiology

Aside metagenomics tools, the second significant aspect of this thesis has
to do with their application in genomic epidemiology, where an impor-
tant goal is to trace the transmission of pathogenic bacteria using ge-
nomic sequence data. Genome-informed analyses have in recent years
greatly expanded the ability of researchers to investigate outbreaks, iden-
tify epidemiologically relevant genetic elements, and detect emerging pub-
lic health concerns [4–6, 55]. Due to the high level of accuracy required,
such analyses have been performed using isolate WGS data, which has
a relatively high economical cost and slow turnaround time [7], render-
ing the research more reactive in nature. One of the goals of mSWEEP
and mGEMS is to enable partially replacing the use of isolate data with
metagenomics data, decreasing both the cost and turnaround time of the
existing genomic epidemiology pipelines.

In addition to improving both cost- and time-effectiveness, incorporat-
ing some kind of metagenomics data into genomic epidemiology presents
some obvious advantages in increasing the sensitivity to genetic diversity
that might be obscured by the use of isolate data in routine surveillance.
As an example, a recent study into within-host diversity of the common
respiratory pathogen Streptococcus pneumoniae utilized an analogue of
plate sweep metagenomics and found low-frequency co-colonization by lin-
eages corresponding to epidemic serotypes alongside lineages of known car-
riage serotypes [40]. This finding helped explain the previously unknown
source of the epidemic serotypes in outbreaks of disease, which could not
be fully explained by isolate sequencing data. Since naturally occurring
variation is common in many species of clinical interest [40, 56–59] sim-
ilar findings in other fields are likely with more widespread use of whole
community and plate sweep metagenomics data.

Another related aspect in favour of using more metagenomics-oriented
approaches arises from simple practicality: sequencing several organisms
at once is simply easier than performing the several steps required to
isolate an organism for DNA extraction. Direct sequencing of the sam-
ples combined with nearly equally accurate analyses should, in principle,
make implementing routine surveillance significantly more accessible to
locations and laboratories lacking in funding and resources. This in turn
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combined with data sharing practices across borders has the potential
to vastly increase the capabilities of proactive surveillance. Furthermore,
sequencing the whole sample and publicly archiving the reads has the ben-
efit of preserving DNA from the full variety of organisms in the sample
and making it available for future analyses with different goals from the
original studies.

In conclusion, the field of genomic epidemiology that was established
with the emergence of rapid and scalable WGS sequencing in the early
2010’s can be seen as entering a transformative period with both data
generation and more powerful computation tools becoming increasingly
available and accessible. The development of methods such as mSWEEP
and mGEMS will facilitate a further speed up of this transformation and
enable entirely novel types of analyses and discoveries through the inclu-
sion of metagenomic data.

1.4 Contributions

This thesis comprises three publications covering both mSWEEP [17]
(Publication I), mGEMS [28] (Publication II), and a third article (Pub-
lication III) demonstrating their application to whole-genome shotgun
metagenomic sequencing data [29]. Publications I-II are accompanied by
software implementations [60, 61]. Publication III is more applied in na-
ture, exploring in more detail the types of analyses enabled by Publications
I-II.

Publication I — High-resolution sweep metagenomics using
fast probabilistic inference

By Tommi Mäklin, Teemu Kallonen, Sophia David, Christine J Boinett,
Ben Pascoe, Guillaume Méric, David M Aanensen, Edward J Feil, Stephen
Baker, Julian Parkhill, Samuel K Sheppard, Jukka Corander, and Antti
Honkela. Published in Wellcome Open Research (2021), 5:14, doi:
10.12688/wellcomeopenres.15639.2.

Publication I [17], presented and benchmarked the mSWEEP method
for taxonomic profiling of sequencing data containing multiple strains from
the same bacterial species. The author contributed to conceptualization
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of the study, formal analysis and investigation of the data, developing the
methodology and software implementations, validation and visualization
of the results, and writing and editing both the original draft and the
revised manuscript.

Software implementation of the ideas presented in Publication I is
available from GitHub at https://github.com/PROBIC/mSWEEP (lat-
est version). The latest version at the time of writing is archived and
available in Zenodo [60].

Publication II — Bacterial genomic epidemiology with
mixed samples

By Tommi Mäklin, Teemu Kallonen, Jarno Alanko, Ørjan Samuelsen,
Kristin Hegstad, Veli Mäkinen, Jukka Corander, Eva Heinz, and
Antti Honkela. Published in Microbial Genomics (2021) 7:11, doi:
10.1099/mgen.0.000691.

Publication II [28] continued to build upon mSWEEP by developing
an algorithm for binning sequencing reads at the lineage-level of mSWEEP
analyses. This approach, and the accompanying software implementation,
are both called mGEMS. The author contributed to Publication II by
taking part in conceiving the study, developing the mGEMS pipeline, in
designing both the synthetic and the in vitro experiments, developing
the mGEMS assignment algorithm, running the experiments, creating the
visualizations, interpreting the results, and in writing and editing the main
manuscript and the final published version

Software implementation of the ideas presented in Publication II is
available from GitHub at https://github.com/PROBIC/mGEMS (latest
version). The latest version at the time of writing is archived and available
in Zenodo [61].
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Publication III — Strong pathogen competition in neonatal
gut colonization

By Tommi Mäklin, Harry A Thorpe, Anna K Pöntinen, Rebecca
A Gladstone, Yan Shao, Maiju Pesonen, Alan McNally, P̊al J
Johnsen, Ørjan Samuelsen, Trevor D Lawley, Antti Honkela, and Jukka
Corander. Submitted; preprint available from bioRxiv (2022), doi:
10.1101/2022.06.19.496579.

Publication III [29] provides an example of applying mSWEEP and
mGEMS to whole community metagenomics sequencing data and explores
the dynamics of pathogen competition and colonization in the gut micro-
biome of babies in their first three weeks of life. The author contributed
to Publication III in running the mSWEEP/mGEMS pipeline on all data
used in Publication III, updating the reference databases for the investi-
gated species, performing the analysis of the mSWEEP/mGEMS results
for the samples containing E. coli, and aiding the co-authors in analysing
the other species. Additional contributions included creating the visuali-
sations, interpreting the results, and naturally writing the publication.

1.5 Structure

The rest of the thesis is structured into three chapters that describe the
contents of Publications I-III and how they contribute to the topics pre-
sented in the introduction chapter. The first of the three chapters (Chapter
2) describes the basic ideas behind the mSWEEP and mGEMS methods
and provides historical context for the parts of the methods that have
their origins within analysis of RNA sequencing data. The second chapter
(Chapter 3) describes the experimental results from Publications I-III in
more detail, focusing more on the applied part rather than the theoretical
foundations. The third chapter (Chapter 4) is more speculative in nature,
covering both the demonstrated applications from Publications I-III as
well as exploring potential future avenues for use of the developed meth-
ods. The three chapters are followed by a concluding chapter (Chapter 5)
which in the physical copy of the thesis is further followed by reprints of
the three included original publications.



Chapter 2

Mixture modeling of sequence
data

Mixture models are a family of probabilistic models which model sampling
from an overall population as a mixture of sampling from several distinct
subpopulations. Each subpopulation is typically assumed to have its own
distribution, which can be from the same or a different distribution fam-
ily, and mixing parameters that determine the percentages of data each
subpopulation contributes to the overall population.

In sequencing data analysis, a key area of application for mixture mod-
els has been in RNA-Seq, where identifying the expression levels (relative
contributions) of protein isoforms in some set of RNA sequencing reads is
one of the main problems [62, 63]. Specifically, mixture models are useful
in cases where the sequencing reads do not uniquely identify the isoform
but could plausibly be the product of several genes. This is in contrast
to the microarray technology that preceded RNA-Seq, where the tech-
nology itself allows for unique identification of the expressed isoform and
applications of probabilistic models focused more on obtaining uncertainty
estimates [64, 65].

The ability of mixture models to differentiate between expression of
isoforms with similar nucleotide contents makes them ideal for analysis of
short-read sequencing data from bacterial strains. Since the strains within
a species typically share a large percentage of their genome (although the
exact values vary greatly by species [66, 67]), sequencing reads from one
will match with a large number of genomes from the same species. In-

13
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deed, the models from RNA-Seq have been adapted almost directly to
identify bacterial strains from sequencing data [54] with great effect but
not without some caveats related to more general applicability across dif-
ferent bacterial species. The work in this thesis extends the previous work
in the field [54] by introducing a more general formulation of the model
that generalizes well to arbitrary bacterial species and allows for assigning
sequencing reads to the bacterial strains in addition to identifying their
relative contributions in a set of sequencing reads.

2.1 mSWEEP and mGEMS

The mSWEEP method is a tool for estimating the relative abundances of
lineages of bacterial species in a set of sequencing reads. The method con-
sists of two parts: preparing and clustering a reference genome assembly
collection, and estimating the relative abundances using pseudoalignment
[27] and probabilistic modelling. In the preparation part, a reference col-
lection consisting of genome assemblies for some predefined set of bacterial
species is constructed and prepared for analysis by clustering the assem-
blies into biologically sensible lineages. In the analysis part, short-read
sequencing data are pseudoaligned against the reference collection and
the alignments are used alongside the lineage clustering as the input to
the mSWEEP probabilistic model. With results of the pseudoalignment
mSWEEP estimates the relative abundances of each lineage in the ref-
erence collection using a mixture model and variational inference. The
outputs from mSWEEP are the relative abundances of the lineages de-
fined in the reference collection and a probability matrix describing the fit
of each sequencing read to each reference lineage.

Accompanying mSWEEP is the mGEMS pipeline, which is a method
for assigning each read in a sample to some (or none if the read does
not pseudoalign against any reference sequences) of the reference lineages.
mGEMS utilizes the relative abundance estimates and the probability ma-
trix from mSWEEP to assign the lineage membership of each read. Im-
portantly, mGEMS allows for multi-lineage membership, since many reads
can plausibly originate from several strains within the same species.

Although both mSWEEP and mGEMS are novel methods that have
been published in Publications I-II, the roots of mSWEEP especially lie
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in the mixture modelling context from RNA-Seq and the subsequent BIB
method [54] . These roots will be examined in more detail in the next sec-
tion, which explains how they relate to the approach used in mSWEEP for
bacterial data. The differences between reads from bacteria and RNA-Seq
necessitate some changes to the probabilistic models employed in RNA-
Seq, which eventually produces the model used in mSWEEP.

2.1.1 Relationship to RNA-Seq methods

In RNA-Seq, mixture models were proposed as a solution to the isoform
expression level estimation problem around 2010 with several methods
appearing around the same time [68–71]. In these methods, the model is
defined through latent indicator variables that denote the source isoform
for each sequencing read and the parameter of interest (the expression
levels) are the proportions of reads assigned to each indicator variable.
The proportions are inferred using either a likelihood function based on
assessing the fit of the read to the reference isoforms based on sequence
alignment [68, 69], or by assuming a Poisson distribution on the num-
bers of reads that are compatible with each reference [70, 71]. Estimating
the parameters themselves was performed using a variety of algorithms
ranging from Markov chain Monte Carlo (MCMC) sampling [68] and im-
portance sampling [70] to maximum likelihood estimation [71] and the EM
algorithm [69].

From the perspective of this thesis, a significant development of the
methods appeared in 2012 with the introduction of BitSeq [72]. BitSeq ex-
tended the previous models by being the first of the methods to perform
Bayesian inference on the relative isoform expression levels and derived
update equations for a collapsed Gibbs sampler to implement MCMC
sampling over the posterior distribution defined by the model. A further
development of BitSeq appeared in 2015 with the introduction of BitSe-
qVB [73], where the sampling approach was supplemented by a collapsed
variational Bayes approach that is significantly faster in fitting the model
than the collapsed Gibbs sampler in BitSeq.
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2.1.2 Applying RNA-Seq methods to data from bacteria

Solving the RNA-Seq isoform expression estimation problem had some
unforeseen consequences in that the mixture models used can be almost
directly applied to estimating the relative abundances of different strains
of bacteria in a set of DNA sequencing reads. In 2016, the alikeness of the
two problems was noted by the BIB method [54] which solved the analo-
gous bacterial strain relative abundance problem leveraging the work from
BitSeq and BitSeqVB. In BIB, the reference isoforms are simply replaced
by the genomes of reference bacterial strains, turning the expression level
estimates into relative abundances of these strains. However, due to the
fact that the strains within a bacterial species are more alike than the
isoforms BitSeq was developed to handle, BIB incorporated a step where
the reference sequences were made more differentiable by clustering them
into lineages. Each lineage was represented in the reference collection by
a reference sequence randomly sampled from all those belonging to the
lineage, and the representative sequences were further trimmed down to
contain only the core genome of the species. The core genome refers to
genomic sequences that are shared by all, or nearly all, members of a
species. In some cases it may be preferable to define the core genome
for subunits within the species, such as lineages, and particularly if the
species definition is not based on or conforming to the genetic sequences.

The relative abundance estimation method from this thesis, mSWEEP,
builds upon the work in BIB by using both the core genome and the
accessory genome (accessory meaning the genome contents that are not
contained in the core genome) of the reference sequence assemblies, and by
removing the need to select a representative sequence from each lineage.
Instead of selecting a representative sequence, mSWEEP uses all available
assemblies from each lineage as the reference sequences, which gets around
the problem of having to define an adequate sequence to represent the
whole lineage. Furthermore, using all available sequences from each lineage
provides better coverage of the variation in the now-included accessory
genomes and allows applying the method to species that do not have as
stable core genomes as Staphylococcus aureus, which was used as one of
the example organisms in BIB [54].

In order to make the alignment against a much larger reference se-
quence collection feasible, mSWEEP additionally replaces the use of the
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location-based alignment in BIB with pseudoalignment [27] which reports
only a 0 or 1 depending on whether the read aligns somewhere (1) within
a reference sequence or not at all (0), and massively speeds up the align-
ment part. This also allows for simplifying the likelihood function used
in the mixture model by using just the pseudoalignment count within
each lineage as the observations. In this sense, the mixture model used
in mSWEEP can be seen as a descendant of both Poisson RNA-Seq mod-
els [70, 71], which used the alignment counts, and the models leveraging
location-based information about the alignments [68, 69, 72] through the
relation to BitSeq through BIB. Pseudoalignment-based identification of
the relative abundances of some reference sequences is also implemented in
the metakallisto [74] method but the inclusion of the probabilistic model
from mSWEEP is necessary for high-resolution accuracy as demonstrated
in Publication I.

2.1.3 Differences between RNA-Seq and bacterial data

Sequencing data and reference sequences from bacteria have some unique
characteristics that distinguish them from data originating from humans or
other more complex organisms. Mainly, the generation time for bacterial
organisms is much shorter, measured in hours or even minutes depending
on the environmental conditions (for example in the lab or in the wild)
and species [75]. This has implications for analyses that incorporate the
use of reference data from previously sequenced organisms. First, major
changes in the genomic contents happen within human-observable time-
frames and are reflected in sequence data obtained from what is assumed to
be the same strain, although the accumulation rate is highly variable [76].
Secondly, bacterial genomes can undergo major horizontal gene transfer
events even across large evolutionary distances, resulting in major genomic
differences [77]. Together these factors imply that reference sequences for
any set of bacteria are almost certainly at least somewhat different than
what would be obtained from sequencing descendants of the organisms
corresponding to the original reference sequence.

As noticed in the BIB method, the problems introduced by quicker
evolution of the bacterial organisms can be solved by replacing the indi-
vidual reference sequences with lineages within a bacterial species as the
unit for relative abundance estimation [54]. When estimation is performed
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for suitably clustered sequences, the problem becomes significantly easier
since the short-term genetic variation, at least presumably, is more con-
tained within the lineages, provided that they are biologically sensible.
Since mSWEEP allows representing the lineages through several refer-
ence sequences, they become easier to distinguish because the differences
between lineages are larger than the differences between strains within
the same lineage which could potentially coexist in a sample. However,
selecting the clustering algorithm for identifying the lineages needs to be
performed carefully, since the estimation will be reliant on the signals that
are contained within the lineages.

2.2 Significance of reference databases

In addition to the lineage definitions, the reference collection of some avail-
able genome assemblies for bacterial species of interest, or several, lies at
the very core of mSWEEP. Since the method estimates the relative abun-
dances of the lineages based on information provided by pseudoalignment
of the reads against the reference sequences, the accuracy of the results is
naturally constrained by the quality of the reference collection. The in-
cluded sequences can be tailored to the problem at hand since mSWEEP
does not place constraints on the kind of assemblies that are used. This
bespoke approach to reference building is particularly useful when isolate
sequencing data is available from the same or closely related organisms
assumed to be present in the analysed sequencing reads.

Due to the disadvantages of requiring significant user effort in con-
structing the reference collection, many metagenomics methods rely on
prebuilt references covering multiple species that have a high availability
of sequences assemblies. For mSWEEP, supplying similar prebuilt ref-
erences for a wide variety of species is not currently feasible due to the
computational requirements of the pseudoalignment step, hence opting to
use study or species-specific collections instead. Nevertheless, Publica-
tions I-III do include the databases that were used as parts of them, and
allow for their reuse in future analyses. However, extending them with
further isolate data is highly encouraged.

Another significant step in building the reference collection is deciding
on the desired level of detail in the lineage definitions. While the fit of
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the reference sequences to the sequencing reads ultimately determines the
relative abundance estimates, tweaking the depth of the lineage definitions
can enable identification in cases where the reference sequences are not
exactly from a comparable source to the sample reads. Publications I-
III employ several different approaches to the lineage definitions, making
use of multilocus sequence typing (MLST) [78], and several clustering
algorithms [79–81].

2.2.1 Clustering bacterial sequences

Various methods for clustering bacterial genomes have been developed.
One of the most commonly used of these is MLST, where sequence clusters
are defined based on variation observed at housekeeping loci [78], the
combinations of which correspond to a unique sequence type. For many
biological applications, the sequence types defined by MLST correspond
to taxonomic units that have observable differences in phenotypes such as
antimicrobial resistance [82, 83]. This has subsequently led to widespread
adoption of the method among microbiologists. The downside of MLST
is that it only offers a limited resolution by considering a small fraction of
the variation present in a genome.

The PopPUNK method [79] provides an alternative to MLST that uses
nucleotide distances and a Gaiussian mixture model or DBSCAN [84] to
define the lineages. In practice, the lineages that PopPUNK identifies typ-
ically correspond to clonal complexes [79] which are sequence clusters con-
taining the sequences assigned to a central multilocus sequence type (ST)
and closely related single or double locus variants of the central ST. Main
advantage of using the clonal complex analogues provided by PopPUNK is
the ability to assign arbitrary reference sequences to lineages while mostly
conforming to the MLST complexes. Additionally, using PopPUNK al-
lows for including the accessory genome in defining the lineages if desired,
making PopPUNK an ideal choice for defining the reference lineages for
mSWEEP.

2.2.2 Sequence alignment

The reference collection is used in mSWEEP as the target for pseudoalign-
ment. Contrary to the location-based alignment method employed in BIB
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[54], pseudoalignment only reports a 0 when the read being pseudoaligned
does not align anywhere within a reference sequence, and 1 in the when
the read does align somewhere. In the original mSWEEP publication,
the kallisto method [27], which introduced the pseudoalignment concept,
was used to pseudoalign the reads, but Publication II introduced a more
scalable method, called Themisto, that replaces kallisto in the pipeline. In
addition to its scalability, Themisto also provides an exact version of the
kallisto pseudoalignment algorithm [28].

Pseudoaligning the reads has the advantage of being much quicker to
compute, enabling more extensive reference collections to be employed by
mSWEEP. Although the disadvantage in information loss from binarizing
the alignments does require some adjustments of the likelihood function in
mSWEEP when compared to BIB, the added reference coverage more than
makes up for any potential losses in accuracy. The next section will cover
this mixture model formulation and the changes introduced by mSWEEP
in more detail, as well as the theory behind the mGEMS algorithm for
assigning the sequencing reads themselves to bins corresponding to the
reference lineages.

2.3 A probabilistic model for sequences from
mixed sources

The probabilistic model used by mSWEEP is an extension of the mix-
ture model for grouped reference sequences used by BIB. Compared to
BIB, which requires selecting a representative sequence for each reference
lineage, the mSWEEP model allows including an arbitrary number of se-
quences to represent the variation in each lineage. In addition, to improve
scalability aligning sequencing reads against the expanded reference collec-
tion, mSWEEP replaces the location-based alignment from BIB with the
use of pseudoalignments. In practice, using pseudoalignments translates
to observing only the number of reference sequences a read pseudoaligns
against in each reference lineage. Combined, pseudoalignment and the use
of many representative sequences for a lineage lead to a significantly im-
proved accuracy when dealing with species that exhibit variability within
the reference lineages, while also enabling the use of much larger reference
sequence collections.
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2.3.1 Mixture model formulation

Assume some set of sequencing reads R = {r1, . . . , rN} , N ∈ N+ that are
conditionally independent given the mixing proportions θ and identically
distributed. While the assumption about conditional independence is use-
ful in formulating the model, it does assume a certain structure in the
reads that may not always hold depending on the sequencing technology
used. However, the model in practice performs well with the assump-
tion, justifying its use to speed up the analyses and simplify the model
formulation.

The joint distribution for a generative mixture model that produced
these reads can be written down by defining latent indicator variables I =
{I1, . . . , IN} that follow some mixing proportions θ = (θ1, . . . , θS) , S ∈
N+,

∑S
s=1 θs = 1. Because conditional independence between the reads

R, rj ⊥⊥ ri|θ for all i �= j, 1 ≤ i ≤ N, 1 ≤ j ≤ N was assumed, the joint
distribution for this generative model is

p (R, I,θ) =
N∏

n=1

p (rn|In) p (In|θ) p (θ) . (2.1)

Now, assume that for each read rn, 1 ≤ n ≤ N , only alignments rn,s
against the reference sequences s = 1, . . . , S are observed. The information
contained in rn,s may be anything about the alignment such as its length,
quality, or location. Furthermore, assume conditional independence be-
tween the alignments against different reference sequences rn,i ⊥⊥ rn,j |θ for
all i �= j, 1 ≤ i ≤ S, 1 ≤ j ≤ S. This leads to the joint distribution from
Equation 2.1 factorizing into

p (R, I,θ) = p (θ)
N∏

n=1

S∏
s=1

p (rn,s|In = s) p (In = s|θ) . (2.2)

The model in Equation 2.2 corresponds to the mixture model that
has been historically used in the RNA-Seq context and the predecessor of
mSWEEP. The difference between the various methods utilizing the model
of Equation 2.2 is in the formulation of the likelihood term p (rn,s|In = s)
and consideration of either reference sequences or reference lineages as the
target of the latent indicator variables. Note that indexing with s in this
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particular model denotes that the targets are reference sequences which
represent a single taxonomic unit, and the inferred the inferred relative
abundances θ are the proportions of these reference sequences in the full
set of reads R.

2.3.2 Incorporating grouped reference sequences

The model in Equation 2.2 performs admirably when the reference se-
quences s are sufficiently different from each other such as in the RNA-Seq
context, however attempts to estimate the relative abundances of individ-
ual reference sequences s fail when the degree of relatedness is increased.
Especially when applying the model to reference data containing sequences
from strains of the same bacterial species, the abundances θ tend to be-
come scattered among the most closely related sequences — even if the
correct sequence is contained in the reference.

The model used by BIB incorporates a clustering of the reference se-
quences into lineages to solve the problem presented by bacterial data.
Including a clustering means that instead of estimating the relative abun-
dances θ for the individual reference sequences s, the abundance is esti-
mated for some cluster of sequences k, k = 1, . . . ,K,K � S. Although
this approach introduces an obvious loss of resolution when compared to
the sequence-based approach, incorporating the use of a clustering pro-
vides advantages in accommodating for naturally occurring variation as
well as improving the scalability of the inference part by reducing the
number of reference units.

In terms of the model, the clustering is included in Equation 2.2 by
replacing alignments against the reference sequences rn,s with alignments
against the clusters rn,k, k = 1, . . . ,K. With this replacement, the changes
to the model are minimal: the s:s are simply replaced by k:s

p (R, I,θ) = p (θ)

N∏
n=1

K∏
k=1

p (rn,k|In = k) p (In = k|θ) . (2.3)

With an appropriate definition of the likelihood term p (rn,k|In = k) and
consideration of the alignments rn,k as alignments against representative
sequences from the cluster k, this model is the model used by BIB. The
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BIB approach adequately solves the inference problem for several species
of bacteria with well-defined clusterings within the species [54].

The model of Equation 2.3 has, however, several issues that render it
difficult to apply in some scenarios. First, the model requires selecting a
representative sequence for each cluster k. This selection is by no means an
easy task and, secondly, using a representative sequence implies assump-
tions about the clustering: namely that there must be minimal variation
within the clusters in terms of genomic content and that each cluster is
clearly separated from the others; otherwise selecting a representative se-
quence is not feasible. In BIB, these requirements are somewhat alleviated
by defining the core genome of the species and using only the parts of the
representative sequence that belong to the core. Unfortunately, this intro-
duces a third problem: increasing the number of sequences for any species
of bacteria tends to shrink the core genome estimate, depending on the
method used [85].

2.3.3 Modelling alignments against sequence groups

mSWEEP solves the issues present in the BIB model by replacing align-
ments against representative sequences with pseudoalignments (see Sec-
tion 2.2.2 for more details) against all available reference sequences from
each cluster. Although pseudoalignment reports less information about
the relationship between the reads and the reference sequences than tra-
ditional alignment, including more reference sequences leads to excellent
performance in cases where the BIB model fails and provides similar res-
olution in cases where the BIB model performs well [17].

With the changes in the mSWEEP model, the observations rn,k be-
come the numbers of observed pseudoalignments rn,k, 0 ≤ rn,k ≤ Mk

against the Mk sequences belonging to a cluster k. If assumptions about
conditional independence between the clusters are kept, the formulation
for the model remains the same as the one presented in Equation 2.3 with
the only changes being to the likelihood term p (rn,k|In = k).

2.3.4 Likelihood for a clustered reference

When dealing with pseudoalignments against clustered reference se-
quences, the likelihood term p (rn,k|In = k) in Equation 2.3 needs to be
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carefully defined to account for several factors arising from the biology
affecting the reference sequences. One, the clusters may vary greatly in
size, with some of them having just one reference sequence and some hun-
dreds or even thousands. Two, due to sequencing errors, reference errors
(assembly errors or lack of closely related reference sequences from a clus-
ter), and mutations, the read may not necessarily pseudoalign against any
sequences in a cluster even though it belongs to the cluster. Three, since
the sequences in a cluster share a significant degree of genetic material, a
cluster with a higher fraction of sequences that the read aligned against
should always be a better candidate for having produced the read. Four,
the read can plausibly pseudoalign against several or even all of the clus-
ters.

These four factors lead to considering a likelihood with the following
properties: 1) within each cluster, and ignoring the case where no pseu-
doalignments are observed, the likelihood function must be increasing in
the number of pseudoalignments (more alignments always means a better
fit to the cluster); 2) the likelihoods from different clusters should be on
the same scale regardless of the number of sequences in the cluster; and 3)
the model should include zero inflation to account for nonalignment due
to errors in the reads or the reference. This leads to defining the likelihood
p (rn,k|In = k) in three parts

p (rn,k|In = k) =

⎧⎪⎨
⎪⎩
0.01 if rn,k = 0,

0.99 if rn,k = 1 and Mk = 1,

0.99f (rn,k,Mk) if rn,k ≥ 1 and Mk > 1,

(2.4)

where f (rn,k,Mk) is the main term defining the likelihood for clusters
with more than one sequence, and is the term that should fulfill the re-
quirements for the likelihood function.

In Equation 2.4, the first part provides a slight zero-inflation for the
model, corresponding (roughly) to the error rate in Illumina sequencing
data with a Phred quality score of Q20 [86, 87]. The second part handles
the special case where the cluster k contains only one sequence (Mk =
1). For the final case, which represents the majority of the reference
sequences in a setting where they can be plausibly assigned to clusters,
the likelihood is defined by the term f (rn,k,Mk) which is a function of
the pseudoalignment counts rn,k and the cluster size Mk.
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Had the assumption about the comparability of fractions of alignments
between clusters of different sizes not been made, a reasonable choice for
f (rn,k,Mk) would be the beta-binomial distribution. This distribution is
an extension of the binomial distribution that allows for modelling count
data with over/under-dispersion through a 2-parameter formulation. With
parameters (n, α, β) , n ∈ N, α > 0, β > 0, the beta-binomial distribution
has the following probability mass function p (k|n, α, β) on the support
k ∈ {0, . . . , n}

p (k|n, α, β) =
(
n

k

)
B (k + α, n− k + β)

B (α, β)
. (2.5)

In Equation 2.5, B (α, β) is the beta function

B (α, β) =

∫ 1

0
tα−1 (1− t)β−1 dt, (2.6)

and
(
n
k

)
is the binomial coefficient.

However, since the assumptions made for the likelihood function re-
quire that a cluster with 100% of sequences compatible with the read is
a better fit than another with only 99% regardless of their sizes Mk, the
beta-binomial distribution of Equation 2.5 cannot be directly used. Nev-
ertheless, a version of the likelihood function that is inspired by the beta-
binomial distribution but fulfills the assumptions can be found. Namely,
the function p (k|n, α, β) is modified by dividing each p (k|n, α, β) with
their respective maximum values p (n|n, α, β), changing their range to
[0, 1] regardless of the parameter values (n, α, β). Note that achieving
the maximum value at k = n requires restricting the parameter values of
the original beta-binomial distribution so that its probability mass func-
tion is increasing. This assumption is fulfilled when α (α+ β)−1 ∈ (0.5, 1)
[88].

Performing the scaling of Equation 2.5 by the maximum value
p (n|n, α, β) results in the following scaled likelihood function p� (k|n, α, β)
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p� (k|n, α, β) = p (k|n, α, β)
p (n|n, α, β)

=

(
n

k

)
B (k + α, n− k + β)

B (α, β)

(
n

n

)−1 B (α, β)

B (n+ α, β)

=

(
n

k

)
B (k + α, n− k + β)

B (n+ α, β)
.

(2.7)

Since the scaling in Equation 2.7 is by a constant, p (n|n, α, β), the result-
ing function p� (k|n, α, β) remains an increasing function of k when the
original function p (k|n, α, β) is increasing.

With the probability mass function of the distribution p� (k|n, α, β),
the full definition for the third part of the likelihood in Equation 2.4 is

p (rn,k|In = k) = 0.99
p� (rn,k|Mk, α, β)

Z (rn,k)
if rn,k ≥ 1 and Mk > 1, (2.8)

where Z (rn,k) is a normalizing constant. The scaling in Equation 2.7
fulfills the requirement that the likelihood of each cluster must be on the
same scale despite different size. The next section will derive a closed form
for the normalizing constant Z (rn,k).

2.3.5 Normalizing the likelihood

While the function p� (k|n, α, β) in Equation 2.7 closely resembles the
probability mass function of a beta-binomial distribution (Equation 2.5),
the function p� (k|n, α, β) by itself does not sum to 1 over its support k ∈
{1, . . . ,K}, which means that the function is not a proper probability mass
function. To remedy this, the normalizing constant Z (rn,k) is needed.

In principle any distribution on a finite support can be normalized
but in many cases the normalizing constant does not have a closed form.
Fortunately, it turns out that — thanks to the properties of the beta
function (see Equation 2.6 for the definition) — Z (rn,k) does have a closed
form. Deriving this closed form requires using the following identity for
the beta function which is derived in Theorem 2.1.

Theorem 2.1
B (a+ 1, b) =

a

a+ b
B (a, b) .
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Proof. Follows from B (a, b) = Γ(a)Γ(b)
Γ(a+b) [89] and Γ (z + 1) =

zΓ (z) , for all z > 0 [90], where Γ (z) is the gamma function Γ (z) =∫∞
0 xz−1e−xdx, z > 0. Using these two identities, B (a+ 1, b) can be writ-
ten as

B (a+ 1, b) =
Γ (a+ 1)Γ (b)

Γ (a+ b+ 1)

=
aΓ (a) Γ (b)

(a+ b) Γ (a+ b)

=
a

a+ b
B (a, b) .

�

Applying Theorem 2.1 leads to the closed form of the normalizing
constant Z (rn,k).

Theorem 2.2 Let

f (k, n) =

(
n

k

)
B (α+ k, n− k + β)

B (α+ n, β)
, 0 ≤ k ≤ n, α > 0, β > 0,

and

Z (n) =
n∏

j=1

α+ n+ k − j

α+ β + 2n− j
,

then
n∑

k=0

f (k, n)

Z (n)
= 1.

Proof. Consider a beta-binomial distribution with the parameters
(n, α+ n, β) , n ∈ N+, α > 0, β > 0. This distribution has the probability
mass function g : 0, . . . , n → (0, 1), where

g (k | n, α+ n, β) =

(
n

k

)
B (α+ n+ k, n− k + β)

B (α+ n, β)
, 0 ≤ k ≤ n.

Using the identity B (a+ 1, b) = B (a, b) a
a+b , a > 0, b > 0 (Theorem 2.1)

results in an alternative form for g:
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g (k) =

(
n

k

)
B (α+ n+ k, n− k + β)

B (α+ n, β)

=

(
n

k

)
B (α+ n+ k − 1, n− k + β)

B (α+ n, β)

α+ n+ k − 1

α+ n+ k − 1 + n− k + β

=

(
n

k

)
B (α+ n+ k − 1, n− k + β)

B (α+ n, β)

α+ n+ k − 1

α+ β + 2n− 1

=

(
n

k

)
B (α+ n+ k − 2, n− k + β)

B (α+ n, β)

α+ n+ k − 1

α+ β + 2n− 1

α+ n+ k − 2

α+ β + 2n− 2

=

(
n

k

)
B (α+ n+ k − 2, n− k + β)

B (α+ n, β)

2∏
j=1

α+ n+ k − j

α+ β + 2n− j
.

Above, Theorem 2.1 was applied twice. Repeatedly applying Theorem 2.1
n times yields the alternative form

g (k) =

(
n

k

)
B (α+ n+ k − n, n− k + β)

B (α+ n, β)

n∏
j=1

α+ n+ k − j

α+ β + 2n− j

=

(
n

k

)
B (α+ k, n− k + β)

B (α+ n, β)

n∏
j=1

α+ n+ k − j

α+ β + 2n− j

= f (k, n)

n∏
j=1

α+ n+ k − j

α+ β + 2n− j
.

Since g (k) is a probability mass function, this implies that

f (k, n)

⎛
⎝ n∏

j=1

α+ n+ k − j

α+ β + 2n− j

⎞
⎠

−1

is also a probability mass function. Thus, setting

Z (n) =
n∏

j=1

α+ n+ k − j

α+ β + 2n− j

is sufficient to normalize f (k, n) and prove Theorem 2.2. �
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2.3.6 Likelihood hyperparameters

Instead of the traditional parametrization for the beta binomial dis-
tribution through α > 0, β > 0, in Publication I the distribution is
reparametrized to slightly change the interpretation of the parameters.
The reparametrised forms for α and β are

π =
α

α+ β
, φ =

1

α+ β
, (2.9)

where the first parameter π has the range π ∈ (0, 1) unless constraints
are placed on α and β and represents the mean success rate in repeated
draws from the beta binomial distribution. The second parameter φ > 0
measures the variation in the success rate for each draw [91]. In the
formulation for the likelihood in Equation 2.8, each cluster k has its own
parameters πk, φk.

Although methods such as Bayesian optimization [92] could be em-
ployed to find optimal values for the parameters πk, φk in Equation 2.9,
their values are set based on a reasonable compromise that performed well
in Publication I. The values of πk, φk are set to

πk = 0.65, for all k = 1, . . . ,K,

φk = 1− πk + 0.01M−1
k .

(2.10)

2.3.7 Fitting the model using variational inference

With the likelihood defined in Equations 2.4 and 2.8, the remaining
task is to come up with a suitable method to infer the relative abun-
dances θ. Since the model is principally the same as the one used in
BIB (Equation 2.3), just with a different formula for the likelihood term
p (rn,k = k|In = k), the variational inference algorithm from BIB can be
adjusted by simply changing the likelihood term to that of Equation 2.4
and the rest of the algorithm remains the same.

Variational inference by itself is an extremely broad topic that lies
somewhat outside the scope of this dissertation. Thus, this section only
covers the parts that are directly relevant to the contributions from this
thesis — namely, how the probability matrix that mSWEEP generates
and mGEMS leverages is obtained. For a more thorough coverage of vari-
ational inference in this context, the BitSeqVB publication [73] provides
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an explanation for the case where the algorithm is derived for the same
model, only with a different likelihood function.

In brief, variational inference for the mSWEEP model [93] consists of
finding a distribution q (θ, I) that minimizes the Kullback-Leibler diver-
gence to the true posterior p (θ, I|R) ≈ q (θ, I). For simplicity, assume
that the approximation q (θ, I) factorizes into q (θ, I) = q (θ) q (I). Be-
cause each In has a categorical distribution Cat (θ) and they are further-
more assumed independent of each other given the mixing proportions,
In ⊥⊥ Im, n �= m|θ, the second term q (I) simplifies to

q (I) =
N∏

n=1

K∏
k=1

γ
In,k

n,k . (2.11)

In practice, the best approximation q (θ, I) is found when optimal
values for the parameters γn,k in Equation 2.11 are found [73]. The
Riemannian conjugate gradient method and variational Bayesian expec-
tation maximization steps are used to find the optimal values for γn,k
[73, 93, 94]. A generic, parallel and distributable implementation for
arbitrary likelihood with this mixture model structure is available from
https://github.com/tmaklin/rcgpar.

2.3.8 Alternative fit using MCMC sampling

Alternatively, the model could be fitted using Markov chain Monte Carlo
(MCMC) sampling methods [72]. Instead of the variational inference ap-
proach of finding an approximating distribution q (θ, I), MCMC sampling
attempts to produce a set of samples from the true posterior p (θ, I|R).
Averaging over the values produced via MCMC sampling θ̂ (asymptoti-
cally) produces the true parameters θ as the number of samples increases.

Even though producing the true values is tempting, MCMC has sev-
eral problems when applied in practice [95]. First, the true values are only
found asymptotically, meaning that it is difficult to determine when the
MCMC sampler has converged to the true posterior. Secondly, due to the
first point, the number of samples that need to be drawn may be exces-
sively high, resulting in long run times when compared to the significantly
faster variational inference [95].
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Compared to variational inference, MCMC does have the advantage
that, provided sufficient runtime, the samples will be from the true poste-
rior. In practice, this leads to better estimates of the covariance between
the sampled parameters when the model is of the form in Equation 2.1 [73].
However, replacing the variational inference algorithm in the mSWEEP
model with the Gibbs sampler from the original BitSeq [72] does not seem
to produce any significant differences between the parameter estimates
(Figures 2.1 and 2.2).
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Figure 2.1: Parameter estimates for the mSWEEP model inferred using
the variational inference implemented in BitSeqVB [73] on the in vitro
samples from Publication II [28]. The true value for each subplot is 1.0 at
the column corresponding to the highest estimate. Each boxplot contains
parameter estimates from bootstrapping the pseudoalignments that are
used as input to the variational inference algorithm.
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Figure 2.2: Parameter estimates for the mSWEEP model inferred using
the collapsed Gibbs sampler implemented in BitSeq [72] on the in vitro
samples from Publication II [28]. The true value for each subplot is 1.0 at
the column corresponding to the highest estimate. Each boxplot contains
the samples from the posterior obtained using the collapsed Gibbs sampler.
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2.4 From profiling to binning

This section covers using the model from mSWEEP to derive an algo-
rithm for assigning the sequencing reads rn,k to the reference lineages k,
also known as binning. Binning differs from relative abundance estima-
tion in that the goal is to produce some assignment of the reads to refer-
ence units. Typically the reference units and the created bins correspond
to some species or even genera. In this thesis, the bins will be created
on the level of the reference lineages/clusters that mSWEEP reports the
relative abundances for. Compared to estimating only the abundances,
the addition of binning provides much extra detail about the contents of
a sample, since the creation of lineage-level sequencing read bins allows
performing many downstream analyses that require sequencing reads or
even assemblies. The binning algorithm presented in this section is called
the mGEMS binning algorithm, which in itself is a part of the mGEMS
pipeline for binning sequencing reads. The work in this section is based
on the results from Publication II.

2.4.1 The mGEMS binning algorithm

A crucial feature for the binning algorithm to handle lineage-level differ-
ences between bacteria is that the algorithm must allow for assignment of
a single read to multiple bins at the same time. Because of the relatively
small differences between different lineages of a bacterial species, the read
could easily have been generated from several of them. This differs from
most work on binning, where the reads are typically only allowed an assign-
ment in a single bin at a time because the variation between the organisms
belonging to different bins is assumed large enough that multi-bin assign-
ment may not be necessary. For lineage-level binning, this assumption
obviously does not hold because of the shared genomic contents when the
species are defined in a manner that reflects their phylogenetic character-
istics. This means that the mGEMS binning algorithm must be explicitly
defined in a way that allows for assignment to multiple bins.

The mGEMS binning algorithm consists of a rule for assigning the
reads to the bins. This rule is derived by leveraging the assignment
probabilities for each read γn,k ∈ (0, 1), n = 1, . . . , N , k = 1, . . . ,K,∑K

k=1 γn,k = 1 produced by the variational approximation used in fitting
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the mSWEEP model (Equation 2.11). To derive the assignment rule, some
further assumptions regarding the reads and the reference sequences are
required. Firstly, the sequencing reads are assumed to be generated from
only one strain belonging to the same lineage — similarly to the typical
metagenomic binners assuming only variation at the level they operate on.
Secondly, should the true reference sequence that generated the reads be
missing from the reference, the set of reference sequences in the lineage
that generated the reads is assumed to adequately cover the variation in
the missing sequence. The second assumption is necessary since reads
that do not pseudoalign to any reference sequence in the collection are
discarded by mSWEEP.

To fulfill our requirement that a read can be assigned to several bins
at the same time, the bins Gk for each cluster k are defined as a subset of
sequencing reads rn such that

Gk = {rn : γn,k ≥ qk} (2.12)

holds for some threshold qk ∈ [0, 1]. Note that the threshold may be
different for each cluster k. Because of the way the bins Gk are defined
in Equation 2.12, this definition obviously allows for a read to belong to
several bins (for a trivial example, consider the case where qk = 0 for all
k).

2.4.2 Assignment rule for multi-cluster membership

Next, the thresholds qk should be assigned some sensible value that max-
imizes the probability An,k of assigning the read rn to the bin Gk if the
cluster k (could have) generated the read rn. Ideally, the probabilities An,k

could be defined through other probabilities Bn,k with the meaning: the
cluster k contains a sequence that contains the true (error-free) nucleotide
sequence of the read rn. However, the probabilities Bn,k are quite difficult
to estimate directly since 1) the reads cannot be error-corrected with full
accuracy, and 2) the reference collection is nearly always incomplete.

These two problems can be remedied by assuming that the sample is
mostly composed of closely related organisms, which implies that when
P [An,k = 1] ≥ θk, then P [Bn,k = 1] must be “large” because the cluster
must contain a sequence to generate it. A more detailed derivation for this
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statement about the magnitude of Bn,k and is provided in the methods
section of Publication II, supplied in the appendix for this thesis and
omitted from here.

The implied statement about the magnitude of Bn,k when
P [An,k = 1] ≥ θk means that there is a high chance that Bn,k → 1 when
the former holds. Because of this relationship, an assignment rule can be
derived by using the estimates γn,k (Equation 2.11) for the probability
P [An,k = 1]

if γn,k ≥ θk, assign the read rn to Gk. (2.13)

Equation 2.13 provides an inequality whose validity can be checked to
assess the probability of the event Bn,k = 1 which could not be estimated
directly.

2.4.3 Practical considerations

While the assignment rule in Equation 2.13 provides a theoretically sound
tool to assign reads rn to the bins Gk, applying it in practice requires a
slight adjustment due to computational accuracy. Namely, when estimat-
ing the relative abundances θk of N reads, any estimate that falls below
1
N means that zero reads originated from the cluster k. Because of this,
values θk < 1

N are in some sense meaningless, and all represent the same
case of 0 reads from the clusters where the inequality is true. Due to the
constraint that θk must sum up to 1 over k, these essentially-zero values
do, however, contribute a small amount of noise to the other estimates
that exceed 1

N . Since there are K clusters, the fraction of noise d is (in
the worst-case scenario) at most

d = (K − 1)
1

N
. (2.14)

The noise-level in the worst-case scenario of Equation 2.14 means that
when evaluating the validity of the inequality in Equation 2.13, the thresh-
olds θk should be adjusted with 1−d. This adjustment in turn means that
(in the worst-case scenario) only the fraction of relative abundance that
is assigned to nonzero estimates is considered. Adjusting Equation 2.13
with d produces the final assignment rule that is used in mGEMS:

if γn,k ≥ (1− d)θk, assign the read rn to Gk. (2.15)
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Because the variational approximation used to fit the mSWEEP model
already provides both the estimates γn,k and the relative abundances θk,
the assignment rule in Equation 2.15 is in practice inexpensive to evaluate
after the model has been fitted.

2.4.4 General applicability of the assignment rule

Since the relative abundances θk are derived from the values γn,k by av-
eraging over n = 1, . . . , N , the assignment rule in Equation 2.15 can be
seen as a way to cluster the rows (or columns) of a generic probability
matrix, whose rows (or columns) sum up to 1. This rule in particular al-
lows assigning each row (or column) to several clusters at the same time.
However, more general applicability of the rule to probability matrices is
not explored further in this thesis beyond this acknowledgement that the
rule could be applied to more general scenarios where a probability matrix
needs to be clustered.

The next chapter will cover the application of mSWEEP and mGEMS
to different kinds of sequencing data and explore how the methods enable
new directions in analysis of sequencing data. The chapter also includes
a coverage of the benchmarks and experiments presented in Publication I
and Publication II.
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Chapter 3

High-resolution metagenomics

High-resolution metagenomics (in the context of this thesis) refers to ap-
plying some method capable of recovering variation at the lineage-level to
some kind of metagenomics data as defined in Section 1.1. In this chap-
ter, the methods of interest are mSWEEP and mGEMS. The chapter will
deal with the benchmarking and experimental results from Publication I
and Publication II, which focus on analysing plate sweep metagenomics
data. At the end of the chapter some technicalities arising from the model
formulation presented in Chapter 2 will also be covered. These mostly
cover questions about reliability of the results when applied to realistic
use-cases.

3.1 Plate sweep and whole community metage-
nomics

The primary methods for obtaining metagenomics sequencing data consid-
ered are plate sweep metagenomics and whole community metagenomics
(see Section 1.1 for more details). Of these two, plate sweep metagenomics
has the advantage of being able to focus sequencing efforts to species
that are known to grow on specific culture media, while whole community
metagenomics provides data of all organisms on some sample (including
for example host DNA, fungi, commensal species, and so on). When the
goal is to investigate lineage-level variation, both approaches have their
uses in either producing more data from the species of interest or provid-

39
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ing a less biased view of the sample contents at the expense of sequencing
depth. Publications I-II were written with only plate sweep metagenomics
in mind but Publication III demonstrated that mSWEEP and mGEMS
are applicable in the whole community metagenomics context. Thus, this
chapter will not discriminate between the two.

3.1.1 Benefits of metagenomics over culturing

When comparing metagenomics approaches to culturing isolates, the ma-
jor difference between the approaches is that metagenomics will provide
a better overview of the microbiome in the sample. Although isolate
data has mostly been used in the past in epidemiological studies, some
demonstrations of the benefits of applying a metagenomics approach have
emerged. In particular, a recent study utilizing mSWEEP demonstrated
that using isolate data alone does not allow identifying the presence of
non-dominant variants of Streptococcus pneumoniae [40]. Currently it is
a somewhat of an open question whether similar naturally occurring vari-
ation is found ubiquituously across different microbiomes

mSWEEP and mGEMS enable answering the question regarding
lineage-level variation by providing methods that can be targeted to cap-
ture the variation present in samples containing members of some bacte-
rial species. Since many bacteria of clinical importance have been studied
for several decades with significant sequencing efforts aimed at them to
obtain high-quality genome assemblies, the reference-based approach em-
ployed by mSWEEP and mGEMS is ideal for disentangling variation in
the same clinical setting. When combined with tools that take different
approaches to analysing metagenomic data, such as the StrainPhlAn [25]
and StrainGE [26] methods that track bacterial strains across samples, the
combination has the potential for providing unprecedented level of detail
in future epidemiological analyses and routine surveillance.

While the previous chapter covered the theoretical foundations of
mSWEEP and mGEMS, this chapter will focus on practical considerations
regarding the two methods. Namely, the chapter briefly overviews their
performance in various settings, and covers questions related to reliability
of the approaches and sensitivity to the reference sequence collection. The
last part of the chapter covers additional results from Publications I-III,
exploring what kind of information metagenomics-derived results provide.
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3.1.2 The mSWEEP/mGEMS pipeline

Combining the results from Sections 2.3 and 2.4 produces the complete
mSWEEP/mGEMS workflow for analysing sequencing data from mixed
sources. This workflow is originally presented in Publication II, where it
is referred to as the mGEMS pipeline. Figure 3.1 provides an overarching
diagram representing the steps described in this section.

Figure 3.1: Flowchart describing a genomic epidemiology workflow with
the mGEMS pipeline. The figure shows the various steps of the pipeline.
Steps with programme names in brackets constitute the parts of the
mGEMS pipeline. Presented values from mSWEEP and mGEMS bin-
ner are the actual results of running the pipeline with the described input.
The steps that are perfomed by the methods described in this thesis are
bolded (mSWEEP and mGEMS).

Figure 3.1 and legend source: adapted from Publication II, Figure 1 [28].
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Constructing the reference database

The pipeline begins with constructing a set of reference sequences that
represent the variation in the target species of interest. In an ideal sce-
nario, the reference should consist of high-quality assemblies from each
lineage that is expected to be found in the sequencing reads. Since this
is a rather strong assumption, typical use cases exploit published datasets
and possibly combine them with bespoke isolate sequencing data. Either
previously published assemblies, or even curated genomes from databases
such as RefSeq [96], may be used. The reference may also include newly
assembled sequences or otherwise be tailored to the problem at hand. In
both cases, a cautious approach regarding the inclusion of potentially low-
quality assemblies in the reference is recommended, as the quality of the
reference sequence collection is the most important factor in obtaining
trustworthy results from the pipeline.

After the appropriate reference sequences have been collected, they
should be clustered in some meaningful way to obtain the lineage group-
ing. For some species, multilocus sequence typing is sufficient, but for
others with more variable genome contents, algorithms that attempt to
identify clonal complex analogues (central multilocus sequence type and
its 1 or 2 locus variants) may be useful. One such algorithm is PopPUNK
[79], which is demonstrated to perform well in Publication III. PopPUNK
clusters the reference sequences based on accessory and core genome dis-
tances with an option to perform the clustering only based on the core-
genome. The resulting clustering from PoPPUNK often corresponds to
clonal complexes. Using a computational approach like PopPUNK in-
stead of a curated database approach like the sequence types and clonal
complexes has the advantage of providing means to assign sequences that
have not yet been included in the curated databases, or work with species
for which such databases do not exist.

After clustering the reference sequences, the next step is to build an
index for pseudoalignment, and pseudoalign the reads from the samples
against the index. In the mGEMS pipeline, the Themisto method is used
[28] to perform both the index construction and the pseudoalignment.
The pseudoalignment step produces binary pseudoalignment vectors for
each read against every reference sequence, which are used as the input to
mSWEEP.
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Estimating relative abundances and binning the reads

The next step in the pipeline is to use mSWEEP to estimate the relative
abundances of the reference groups based on the pseudoalignments. This
is performed directly on the output from Themisto, with no intermediate
steps required. After the relative abundances have been estimated, the
results are fed to mGEMS which produces the read bins and optionally
also extracts the reads corresponding to each bin from the original set.

Assembling the read bins

In Publication II, the mGEMS pipeline also contains an optional step
to assemble the reads placed in each bin. The suggested assembler is
shovill1, which is an assembly pipeline built around the SPAdes assembler
[97] but incorporates some pre- and post-processing steps. Naturally, other
assemblers may also be used, or the assembly step skipped entirely and
the analysis instead focused on the reads. In Publication II, the analyses
mostly focused on using the assemblies, as including an assembly step is
equivalent to adding a post-processing step that aids in filtering out reads
that may mistakenly have been assigned to the wrong bin.

Since mGEMS allows for assigning a sequencing read to several
bins/lineages at once, the produced bins may result in very high coverages
for genomic sequences that are shared by multiple organisms belonging to
different bins. Consequently, Publication II investigated the effect of re-
placing the isolate-data optimised shovill with metagenomic assemblers
[98–100], which presumably implement better handling of variable cover-
age in the produced genomes. Although this resulted in some differences
in the resulting assemblies (Figure 3.2), particularly when mGEMS was
paired with IDBA-UD which resulted in highly fragmented assemblies or
metaSPAdes which completely failed to assemble some sequences, there
was no conclusive evidence in favour of using either of the best perform-
ing approaches (mGEMS/shovill or mGEMS/MEGAHIT). Regardless of
the assembler choice, using the assemblies from the mGEMS pipeline in
downstream analyses performed similarly to using those created from cor-
responding isolate sequencing data.

1 https://github.com/tseemann/shovill
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Figure 3.2: Comparing mGEMS-derived assemblies with different assem-
bler choices (shovill, MEGAHIT [99], metaSPAdes [100], and IDBA-UD
[98]). The boxes are colored according to the assembler used. Presented
statistics are the summed lengths of all contigs (total length), the num-
ber of contigs, the sequence length of the shortest contig at 50% genome
length (N50), and the smallest number of contigs whose sum of lengths is
at least 50% of the genome length (L50).

Quality control

The mGEMS pipeline as described above is the method that has been ap-
plied in Publication III with the additional inclusion of a quality control
(QC) step attempting to identify whether the reference sequences suit-
ably cover the variation in the sequencing reads. This QC step, called
demix check2, performs several checks on the results from mSWEEP and
mGEM, to determine whether the created read bins correspond to some
reference cluster. Although the demix check step was not used in Pub-
lications I-II that introduced mSWEEP and mGEMS, its inclusion ad-
dresses an important question regarding the applicability of the results
from mSWEEP/mGEMS. Therefore, including demix check — or other

Figure 3.2 and legend source: adapted from Publication II, Figure 3 [28].
2 https://github.com/harry-thorpe/demix check
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similar approach — as part of the mGEMS pipeline between the mGEMS
and the assembly steps is recommended for a rigorous approach. This and
other questions related to quality control and reliability of the results are
explored further down in this chapter.

3.1.3 Other approaches for metagenomic analyses

While this thesis deals with the development and usage of mSWEEP and
mGEMS, one has to acknowledge that the use of metagenomic sequencing
data is by no means an understudied field. In fact, many methods exist
that aim to perform similar tasks ranging from genome assembly from
metagenomic sequencing data (metagenome assemblers) [98–100] to tax-
onomic binning (metagenomic binners) [101–103] and profiling [26, 50],
and strain tracking (StrainGE and Strainphlan) [25, 26]. Compared to
mSWEEP and mGEMS, these methods typically assume that the sam-
ples only contain a single strain from each species, with the exception of
StrainGE, which explicitly addresses the presence of several strains, which
enables them to solve the task when the assumption holds, but does not
allow for extraction of the reads like mGEMS.

3.2 Benchmarking mSWEEP and mGEMS

This section will briefly cover the results related to benchmarking the per-
formance of mSWEEP and mGEMS in Publication I and Publication II.
A majority of these benchmarks were performed on synthetic mixtures
of real sequencing reads that were obtained from isolate cultures. Publi-
cation II additionally provides a benchmark that used in vitro mixtures
of DNA from isolate cultures. Figures from Publications I-II have been
reproduced when necessary and are marked appropriately.

3.2.1 mSWEEP

Publication I presented a comparison of mSWEEP with the Bayesian
Identification of Bacteria (BIB) [54] and the pseudoalignment-based
metakallisto methods [74]. The vast majority of other metagenomics
tools published at the time either did not attempt lineage-level profil-
ing or had been developed for cases with only one strain present from
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each species. Because of these limitations, Publication I only makes
the comparisons with BIB and metakallisto, which have been developed
for settings with several strains present. Additionally, since the pre-
ceding metagenomics tools have typically not been developed with the
strain-complexity in mind, a performance comparison between them and
mSWEEP (or mGEMS) is not meaningful nor fair.

True positives Highest true negatives

0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0

Staphylococcus epidermidis
3−group clustering

Staphylococcus epidermidis
11−group clustering

Klebsiella pneumoniae
out−of−reference

Klebsiella pneumoniae

Escherichia coli

Campylobacter jejuni and coli

Absolute error

mSWEEP BIB modified metakallisto

Figure 3.3: Comparison between mSWEEP, BIB, and modified
metakallisto. This figure shows the differences in accuracy for the
abundance estimates from mSWEEP, BIB, and a modified version of
metakallisto. Modified metakallisto sums up the abundances within the
lineages rather than simply reporting the abundances for the individual
reference sequences. True positives refer to the relative abundance es-
timates in the true lineage. Highest true negatives refer to the highest
estimate in the incorrect lineages. The absolute error is the difference
from an abundance of one (True positives) or from zero (Highest true neg-
atives).

Figure 3.3 and legend source: adapted from Publication I, Figure 2 and Extended
Data figure S1 [17].
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The approach used by BIB is similar to the one in mSWEEP in that
the reference sequences are grouped together into lineages and estimation
is performed on the level of these lineages. Metakallisto attempts the
much more ambitious task of estimating the relative abundances for the
individual sequences. Hence, a direct comparison between the three is
not possible because metakallisto reports the abundance estimates for the
sequences. This was addressed in Publication I by modifying the output
from metakallisto to include a step where the abundance estimates within
the same lineage are summed up. Even though this step was not included
in the original metakallisto publication, its addition helps to compare the
estimates from mSWEEP, BIB, and metakallisto.

One of the main results of Publication I is that mSWEEP outperforms
both BIB and metakallisto (Figure 3.3), and that incorporating the prob-
abilistic model from mSWEEP proves to be a necessary step in obtaining
accurate information. Although these performance benchmarks were only
performed on data containing a single strain in each sample, Publication I
demonstrated through stochastic dominance [104, 105] that the methods
which do not succeed with single-strain estimates are unlikely to provide
accurate results from multi-strain samples.

Another result from Publication I concerns benchamrking the per-
formance in presence of several strains from the same species. In this
benchmark, sequence data from three strains, obtained via isolate sequenc-
ing, were mixed together in single sample at known proportions. Then,
mSWEEP was applied to estimate the proportions when the real refer-
ence sequences were removed from the reference collection but at least one
close representative from the same lineage was still available. In this set-
ting, mSWEEP demonstrated very accurate performance when measured
on both true positive and true negative estimates (Figure 3.4). The K.
pneumoniae benchmark proved somewhat more challenging than the oth-
ers, possibly due to the excessive genomic variation present in the species
[106], but the errors in the results were nevertheless within acceptable
limits when measured by the relative abundances for the correct lineage
and the incorrect lineages.

Figure 3.4 and legend source: adapted from Publication I, Figure 4 [17].
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Figure 3.4: Abundance estimates from synthetic mixtures of three lineages
do not result in higher number of false positive estimates when compared
to estimates from the single-colony samples, as measured by the largest
estimate for a lineage that does not contribute any sequencing reads. The
only exception is the S. epidermidis 11-cluster case which is not accurately
identified in neither the synthetic mixtures nor the single-colony samples.

3.2.2 mGEMS

The taxonomic binner mGEMS was, in turn, benchmarked in Publication
II using again both synthetic mixtures of reads from isolate sequencing,
and on an in vitro that contained measured amounts of DNA from known
sources. For mGEMS, the chief measures of accuracy used were related
to those that are the main objects of interest in genomic epidemiological
analyses: SNPs and phylogenies estimated from the SNP data. In the syn-
thetic mixtures, the performance of mGEMS was evaluated at the level of
distinguishing between different clades within a specific sequence type us-
ing data from E. coli [107], at the level of distinguishing between different
sequence types using data from E. faecalis [108], and at an extreme level
with only dozens of SNPs separating the different reference clusters using
data from S. aureus [56].
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Figure 3.5: SNP calling from mGEMS-derived assemblies versus isolate
assemblies for E. coli ST131. SNPs were called from contigs after assem-
bling the reads. Points are colored according to ST131 sublineages. The
dashed gray line represents a perfect match. The blue line is the posterior
mean and the shaded area the 95% posterior credible region calculated
from 10000 posterior samples using a Bayesian linear regression model.

Synthetic mixture benchmarks

The E. coli benchmark investigated how mGEMS-derived assemblies per-
formed for maximum likelihood phylogeny estimation (using RAxML-NG,
Gamma+GTR4M model) [109] when compared to using isolate sequenc-
ing data in the same pipeline. The core genome alignment required by
RAxML-NG was estimated using snippy3 with the same reference genome
for both mGEMS-derived and isolate data assemblies. Calling SNPs from
the reuslting assemblies shows that mGEMS tends to slightly overestimate
the number of SNPs in these assemblies (Figure 3.5) but the phylogenetic
relationships (Figure 3.6) are recovered well. This benchmark was per-
formed at the level of variation within a sequence type (E. coli ST131)
using sublineages defined in a previous study [82].

3 https://github.com/tseemann/snippy

Figure 3.5 and legend source: adapted from Publication II, Figure 3 [28].
Figure 3.6 and legend source: adapted from Publication II, Figure 4 [28].
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Figure 3.6: Midpoint-rooted maximum likelihood trees from core SNP
alignment of E. coli ST131 strains. The phylogeny in panel a) was con-
structed from isolate sequencing data from 30 E. coli ST131 strains, and
the phylogeny in panel b) with the mGEMS pipeline from ten synthetic
plate sweep samples, each mixing three isolate samples from the ST131
sublineages (A, B, B0, C1, or C2). Boxed numbers below the edges in-
dicate bootstrap support values from RAxML-NG for the next branch
towards the leaves of the tree.
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In the E. faecalis benchmark, the assessment was performed similarly
to E. coli but with the change to investigating performance with between-
ST variation. Additionally, E. faecalis is known to have a relatively high
rate of recombination within the species across sequence types, particu-
larly in nosocomially adapted lineages [110], which adds additional diffi-
culty to the problem. Nevertheless, the mGEMS-derived assemblies do
recover the overall structure of the phylogeny well and place sequences
from the same ST to the same clade (Figure 3.7). Although the global
structure is somewhat different from the isolate assembly phylogeny, even
in phylogenies estimated from isolate sequencing data global differences
are often explained by uncertainty arising from recombination affecting
the placement of the STs within the overall phylogeny. This phenomenon
is also apparent in the bootstrap support values for both the isolate and
mGEMS-derived phylogenies, partially explaining the differences between
the two.

The final synthetic benchmark in Publication II investigated phylogeny
recovery within S. aureus ST22 with sublineages that are separated by a
few dozen of SNPs [56], source study). The performance in this bench-
mark was not quite as good as in the E. coli and E. faecalis benchmarks
but the mGEMS-derived results do still manage to replicate the impor-
tant parts of the results transmission analysis wise. Namely, the samples
that were determined as the likely source of the pathogenic strain in the
sequenced patients (Figure 3.8) were placed at the root of the phylogeny
when using both mGEMS and isolate data. Further down in the tree
there is some lack of detail which is likely a result of the small degree
of separation between the sublineages, or possibly of the filtering of the
assemblies performed in the original study that was not replicated for the
mGEMS-derived assemblies.

Figure 3.7 and legend source: adapted from Publication II, Figure 5 [28].
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Figure 3.7: Tanglegram of two midpoint-rooted maximum likelihood trees
from core SNP alignment of E. faecalis strains. The phylogenies were
inferred with RAxML-NG. Numbers below the edges indicate bootstrap
support values from RAxML-NG for the next branch towards the leaves of
the tree. Only values under 90 are shown. Branches are coloured according
to the E. faecalis STs.
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Figure 3.8: Midpoint-rooted maximum likelihood tree from core SNP
alignment of S. aureus ST22 sublineage (clade 1). The phylogeny was
inferred from a combined set of assemblies from 60 isolate sequencing
samples (leaves labelled Staff A-G 1 A-T, corresponding to the temporally
first samples from each staff member) and 312 mGEMS-derived assemblies
from synthetic mixed samples containing sequencing data from each of the
three different S. aureus ST22 sublineages (clades 1, 2, and 3).

Figure 3.8 and legend source: adapted from Publication II, Figure 6 [28].
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In vitro benchmark

Publication II also included an in vitro benchmark data already mentioned
earlier, where known amounts of DNA from three different strains were
mixed together using Qbit [28], and both the mixed sample and the cor-
responding isolate cultures were sequenced. This data was used to re-test
the performance of both mSWEEP and mGEMS.

The mGEMS part of the test examined the recovery of SNPs from
either the isolate sequencing data or the Qbit-mixed sequencing data. In
both the E. coli and E. faecalis benchmark samples the SNPs recovered
from the mGEMS data reflect the values from the isolate data quite closely
(Figure 3.9). There is some difficulty in separating the ST131-C2 sublin-
eages 4 and 6, however. Similar results are obtained when mSWEEP
is applied, with the E. coli benchmark being more challenging than the
E. faecalis benchmark and the main difficulty being in distinguishing be-
tween the E. coli ST131-C2-4 and ST131-C2-6 sublineages. Nevertheless,
mSWEEP manages to identify the presence of both clades quite well.

The accuracy hit in separating the ST131 sublineages is likely ex-
plained by their construction. While the primary sublineages (A, B, B0,
C1, or C2, established in [82]) are defined using the core genome, the fur-
ther sublineages within sublineages (ST131-C2-2, ST131-C2-6 and so on)
incorporate information from the accessory genome, which is by definition
much more variable than the stable core genome. This leads to a situation
where, while incorporating the accessory information does further separate
the established ST131-C2 sublineage, the resulting split is possibly only
valid for a certain collection of sequences with the same accessory con-
tents, and does not necessarily extend to other sequences collected from a
different environment or at a different time. However, since the sequence
types, or sometimes their well-established sublineages such as in the case
of E. coli ST131, are typically the taxonomic unit of interest in practi-
cal analyses, the observed difficulties in separating between the accessory
genome based specific sublineages are likely not relevant in applications
of the method.
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Figure 3.9: Evaluating mGEMS and mSWEEP on the in vitro benchmark
data. Panels a) E. coli and b) E. faecalis compare the results of SNP call-
ing from the isolate sequencing data (horizontal axis) against the results of
SNP calling from the mixed samples with the mGEMS pipeline (vertical
axis). The subplot in panel b) contains a zoomed-in view of the points
around the origin. Panels c) and d) compare the abundance estimates
from mSWEEP to the ground truth relative abundances. Panel c) shows
the absolute difference between the estimates from mSWEEP and the true
abundance. The values shown are split into E. coli and E. faecalis lineages
truly present in the samples, and lineages truly absent. Panel d) shows
the relative error in the truly present lineages.

Figure 3.9 and legend source: adapted from Publication II, Figure 2 [28].
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Together, these benchmarks show that mSWEEP and mGEMS
method can be reliably used to disentangle metagenomic sequencing data
and create lineage-specific read bins. These bins can in turn be directly
used in standard epidemiological analyses in place of isolate sequencing
data and produce similar results. While mGEMS does not completely
replace the use of isolate sequencing data in epidemiology — as the avail-
ability and continued production of high-quality reference sequences from
isolate sequencing remains a critical part of the pipeline — the method
shows promise in reducing the number of isolate cultures that need to
be created when the isolates circulating in the samples are known. Addi-
tionally, applying mGEMS to whole community metagenomics sequencing
data can yield results that previously available tools have not been able
to produce as will be shown in more detail in Chapter 4.

3.2.3 Sequencing depth requirements

In addition to the benchmarks that assessed performance of mSWEEP
and mGEMS in presence of complex strain variation, Publication I also
investigated the impact of varying the sequencing depth (number of base
pairs from a lineage in a sample divided by the average length of a genome
from the same lineage) in the reads. In this benchmark, reads from 10 E.
coli lineages were mixed synthetically at depths varying from 0.10x to 50x,
and mSWEEP was applied to retrieve the relative abundances.

The results show that mSWEEP recovers the real values with ad-
mirable accuracy when the lineage in question was sequenced at high
depths between 50x and 12.50x (Figure 3.10). Lineages mixed at interme-
diate depths between 6.25x and 1.56x were also recovered, but reducing
the depths below 1x to values ranging between 0.78x and 0.10x ultimately
overcame the detection accuracy of the method with none to very few of
the lineages mixed at these depths identified at all. This limitation is,
however, expected since the differences between the lineages are not large
enough to accurately distinguish between them without sequencing reads
from across the whole genome. These results imply that mSWEEP per-
forms well up to low coverages between 1x and 2x, which translates to
accurately recovering lineages with a relative abundance between 0.01 to
0.02 if the whole sample is sequenced at a depth that would correspond
to 100x coverage in reads originating from a single source.
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Figure 3.10: Relative error in 87 complex synthetic mixtures comprising
10 E. coli lineages at varying sequencing depths. The boxplot displays the
relative error in the relative abundance estimates from mSWEEP com-
pared against the true values. Error greater than 0% (horizontal axis)
denotes estimates from mSWEEP exceeding the true value, while error
less than 0% denotes estimates lower than the true value. The dashed
gray line corresponds to 0% error. The rows (vertical axis) separate the
estimates by their approximate sequencing depth, with each sample con-
tributing one value (estimate for one lineage) to each row.

Figure 3.10 and legend source: adapted from Publication I, Figure 5 [17].
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3.3 Assessing the detection accuracy

An important question when applying mSWEEP/mGEMS in practice is
when the results from the pipeline are accurate enough. Inaccuracies may
arise from for example a lack of reference sequences for a lineage that is
present in the samples, which results in false positive estimates. Addition-
ally, since the methods use a Bayesian approach to estimating the relative
abundances of the reference lineages, none of the abundances will ever be
exactly zero even though they contributed no sequencing reads in reality.
These false positives (relative abundance estimates that differ from zero
in some way that is deemed significant) may arise when the sequencing
data contains DNA from a lineage that is not covered by the reference
sequences. In this case, reads from the missing lineage are assigned to
closely related covered lineages instead because the close relatives are the
best plausible explanation for the presence of the reads in the sample.
Although assignments produced in this scenario may still be useful for
further analyses, this would require manual inspection of the results in or-
der to determine which of the several lineages the reads were split between
should be merged to obtain a set of reads corresponding to the missing
lineage. In the scope of this thesis the falsely assigned reads are not con-
sidered for further analysis but their better handling is a potential avenue
for future research on this topic.

These considerations naturally beg the question: “When is a lineage
truly present in the sample?” when mSWEEP is applied in practice.
Furthermore since the abundance estimates are the basis for the mGEMS
pipeline, it is important to know whether the results for some lineage(s)
with a high, nonzero relative abundance are truly correct or not. not.
Some answers and means to investigate these questions will be provided
in this section.

3.3.1 Detection thresholds for lineages

Answering the question about the presence/absence of a lineage in a sam-
ple requires defining some sort of threshold on the abundance estimates.
Any estimate that falls below the threshold is then considered unreliable,
and those that exceed it can be used in downstream analyses. One answer,
called detection thresholds, is provided in Publication I. The approach pro-
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vides a minimum abundance that the estimates must exceed and gives
accompanying p-value-analogues that measure the degree of trust in val-
ues exceeding the threshold. Including detection thresholds in an analysis
provides means for more theoretically sound consideration of the relative
abundance results than using simple heuristics such as filtering by a min-
imum abundance.

The detection thresholds are created by taking a collection of refer-
ence sequences with corresponding short-read sequencing data available,
and using a bootstrapping approach to determine the thresholds for each
lineage. Within each lineage, a single reference sequence is removed from
the reference, and a new set of sequencing reads is bootstrapped from
the reads that were used to assemble the reference sequence. The boot-
strapped reads are then put through mSWEEP to obtain a bootstrapped
abundance estimate. Repeating the bootstrapping for several reference
sequences, each removed in turn, within the same lineage yields an empir-
ical distribution for estimates from the lineage when the true sequence is
missing. The process should then be repeated for all lineages which have
more than one reference sequence, and the values combined to obtain the
empirical distributions for all of them.

The empirical distribution can be used to define the thresholds by
taking an upper quantile of the distribution as a cutoff point. The cut-
off defines the threshold, and any estimates that exceed it are considered
reliable. These estimates come with an accompanying p-value, which de-
pends on the number of estimates that exceed the chosen cutoff point.
For lineages which have only one reference sequence, and naturally cannot
be bootstrapped from in this manner, the cutoff point is defined as the
maximum over all cutoffs that could be bootstrapped. The approach is
described in more detail in Publication I.

Using bootstrapping to estimate the magnitude of the estimates in the
absent lineages provides theoretically sound means to define the thresh-
olds, and the accompanying p-values allow for some calibration in how
trustworthy the results should be. The approach does, however have some
computational issues, which limit the scaling of the method when deal-
ing with large reference collections. Namely, the need to remove a single
reference sequence at a time implies a need to reconstruct the pseudoalign-
ment index every time the removal is performed. Dynamic indexing, which



60 3 High-resolution metagenomics

refers to removing/adding sequences to the index without reconstructing
the whole index, would solve this issue but remains an open question at the
time of writing. However, the computational demands can be somewhat
alleviated by employing a block-design based strategy to remove several
sequences at the same time, which would lead to roughly similar results.

Unfortunately, the detection threshold approach has not found much
use in the so-far published studies that use mSWEEP. The issue of defin-
ing trustworthy estimates has mostly been tackled by utilizing minimum
abundance based thresholds, or by other means such as pseudocoverage,
which will be defined in the next section. However, the detection thresh-
olds could still be adopted more widely by including the thresholds as
parts of prebuilt reference collections, or by providing more computa-
tionally scalable means to construct the thresholds, which earns them a
mention here.

3.3.2 Pseudocoverage as a threshold

An alternative to constructing the detection thresholds can be found in
using the number of aligned reads and the abundance estimates together
to estimate the pseudocoverage of the reference lineage in the analysed
reads. The pseudocoverage c�k for reference lineage k is defined as the
product of the abundance estimate θk for lineage k and the total number
of bases b in the reads that pseudoaligned against any reference sequence,
divided by the average genome length lk in lineage k

c�k =
θkb

lk
. (3.1)

Although the definition in Equation 3.1 is similar to the basic definition
of average coverage (number of bases in aligned reads divided by genome
length), these two definitions are not necessarily the same.

The difference between coverage and pseudocoverage can be elucidated
by considering a set of sequencing reads originating from two bacterial
strains, both with 100 base pair long genomes. Now, assume that these
strains differ by a single base pair and are present in equal proportions in
the sample providing the sequencing reads. Assuming 100 one base pair
long reads from each position in both genomes are available, the average
coverage of both strains would be 199 since 9900 · 2 reads will align to
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both genomes and only 100 · 2 reads will align to just one. However, when
considering the relative abundance estimates for these two strains, their
true values are 0.50 and 0.50 — contrary to the fractions of reads that
fit with each strain, 0.99 and 0.99 — since both strains were assumed
present in equal proportions. In this setup, both strains would have a
pseudocoverage of 99.5 which is a conservative value compared to the
traditional definition of coverage.

Pseudocoverage can be used to define a threshold on the relative abun-
dance estimates by finding the value of θk that provides a pseudocoverage
of at least 1x, or another higher/lower value. Since the pseudocoverage
is a conservative estimate of the true coverage (the exact, typically more
complex than in the thought experiment above, relationship depending on
the relatedness of the lineages k), this minimum value can be taken as a
threshold on the relative abundances. If combined with means to investi-
gate whether the lineages that remain after filtering by this approach are
a good fit to the reference lineages, pseudocoverage provides an adjustable
rule that is more easy to construct than the detection thresholds earlier.

3.3.3 Compatibility of the clustering and the reads

The remaining question regarding the reliability of the relative abundance
estimates concerns the fit of the reference lineages with the estimated
contents of the bins produced by mGEMS. This issue was not covered in
neither Publication I nor Publication II but since the publication of the
two, an external method has been developed to address the question. This
method, demix check4, uses mash [111] to calculate distances between the
read bins from mGEMS and the corresponding reference sequences in each
lineage. These distances are used to evaluate the fit between the read bin
and the lineage by comparing their distributions. In practice, demix check
has proved an integral part of the mSWEEP/mGEMS pipeline in evalu-
ating the reliability of the results from mGEMS, and is also an integral
part of the processing pipeline that was used in Publication III. Since this
method was not developed by the author of this thesis, it won’t be cov-
ered in more detail although its inclusion in mSWEEP/mGEMS analyses
is strongly recommended.

4 https://github.com/harry-thorpe/demix check
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Chapter 4

Metagenomic epidemiology

Genomic epidemiology refers to the use of sequencing data to identify
pathogen transmissions chains and analyse the spread and diversity of
the pathogen population [4–6]. These analyses are typically performed
using isolate sequencing data, which is obtained by cultivating bacteria
of interest on some selective media and isolating them for sequencing.
The main reason for using isolate sequencing data is to produce reads
with sufficiently deep sequencing depth for SNP calling, assembly, and
other genomic analyses. Conversely in the spirit of genomic epidemiology,
metagenomic epidemiology refers to performing the genomic epidemiology
tasks but forgoing the culture step and using metagenomics data (whole
community, plate sweep or other metagenomics approaches) to identify
and analyse the pathogens with similar methods with particular atten-
tion paid to interactions within the microbiome [112, 113]. In the pre-
vious literature that could be called metagenomic epidemiology has typi-
cally been performed using genus- or species-level resolution tools like 16S
rRNA sequencing. In this chapter, the term also encompasses the use of
mSWEEP/mGEMS to perform the analyses at the lineage-level.

4.1 From genomic to metagenomic epidemiology

The previous chapter described the enabling effect of mSWEEP and
mGEMS on high-resolution analysis of metagenomic sequencing data by
extending the application of methods designed for isolate data to metage-
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nomic sequencing reads. Especially when it comes to epidemiologically
relevant analyses, such as SNP calling, assembly, and phylogenetic infer-
ence, the mGEMS-derived read bins perform nearly identically to isolate
sequencing data. This means that most standard epidemiological anal-
yses can be performed with metagenomic sequencing data by applying
the mGEMS pipeline — provided that a sufficiently accurate reference
database exists for the species of interest. Using metagenomic sequenc-
ing data in place of isolate sequencing data comes with the previously
covered benefits related to cost-efficiency, vast expansion of throughput,
and a more thorough coverage of the variation in a sample. Metagenomic
epidemiology also enables performing various novel analyses by allowing
lineage-level analysis of either the less biased data produced by whole
community metagenomics, or detailed exploration of the diversity within
some restricted set of taxons that can be enriched via the plate sweep
metagenomics approach.

This chapter will briefly cover some of the metagenomic epidemiology
results from Publications I-III as well as the advantages and disadvantages
of incorporating metagenomic sequencing data into the analyses. Out of
the three included, Publication I presented an experiment with real-world
plate sweep metagenomics data, and Publication III provides an example
of applying the mGEMS pipeline to whole community metagenomics data.
While Publication II did not include a real-world application, the in vitro
mixture samples analysed in Publication II do highlight some challenges
for the methods that are relevant to this chapter. The chapter concludes
with some speculation about the future applicability of the methods and
the types of analyses that are possible with the introduction of mSWEEP
and mGEMS.

4.1.1 Metagenomics-derived results

Epidemiological analyses performed on metagenomic sequencing data have
the major advantage of covering the full spectrum of bacteria in a sam-
ple without the bias introduced by using cultivation steps. Because of
this, results derived from metagenomic data should, in theory and with
sufficiently deep sequencing, be capable of providing roughly the same
results as non-metagenomics based approaches, although sequencing a
pool of strains cannot resolve the lineage of the particular variants unless
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long reads are used. Additionally, metagenomic approaches vastly extend
the possibilities with regards to interactions between non-pathogenic and
pathogenic species, and in tracking non-dominant strains of pathogenic
species. When it comes to applying these methods in practice and in-
terpreting the results, there are some obstacles standing in the way of
rendering isolate sequencing studies completely redundant.

One of the immediate questions in analysing metagenomics-derived
results in practice is what to do with the diversity that can be found
in most samples. For practical use, most of the species (in clinical set-
tings especially the commensal ones) are, firstly, not of any interest from
the epidemiological point of view. Secondly, when dealing with micro-
biomes that are less extensively studied than the clinically relevant ones,
many of the sequenced bacteria will not correspond to any previously se-
quenced lineages, species, or even genus. For reference-based approaches
like mSWEEP and mGEMS this presents significant problems as the
reads may only be analysed at the level where related reference sequences
are available. Even for reference-free approaches, it can be difficult to
place the results in a meaningful context if the samples contain signifi-
cant amounts of unknown diversity. These factors imply that when talk-
ing about metagenomic epidemiology, the interpretation and analyses in
practice might only focus on species that have already been studied using
isolate sequencing.

4.1.2 Challenges

The major challenges in using metagenomic sequencing data again relate
to the diversity found in the samples. Sometimes the (pathogenically)
interesting species is encountered at very low abundances, resulting in a
need to sequence the sample at much higher depth than what would be
enough in an isolate study. This low abundance can also cause problems
in identifying the presence of the species in the first place, as the number
of reads that are unique to the species is even lower. Many of the other
sequencing reads will be generated from commensal or even contaminant
species which usually have no use in the downstream analyses. Addition-
ally, whole community metagenomics sometimes results in an overabun-
dance of host DNA in the sample [8, 9], which then dominates the contents
of the reads from a sequencing run without host DNA depletion methods.
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A second problem with metagenomics analyses relates to the lack of
reference data from many domains of life that might be found in direct
sequencing a sample. Even disregarding the presence of non-bacterial
domains such as fungi, yeasts, and bacteriophages that are commonly
found alongside the interesting bacteria, restricting the analyses to the
bacterial domain still leaves a massive number of bacteria that have not
been sequenced or studied before. Although the amount of “microbial
dark matter” [114] is difficult to estimate, the discovery of completely new
species [115] or even genera is not completely unheard of [116, 117]. This
presents significant challenges for reference-based methods if the goal is to
analyse the full diversity of the sample. Focusing on the more well-known
bacteria does help in resolving the issue but when going further down to
the lineage-level, it is almost a certainty to find new lineages of the species
when the sequencing effort is sufficiently large simply due to the short
timescale that bacterial evolution happens on.

The third issue is related to the lack of maturity in methods for
analysing metagenomic data at the lineage-level, perhaps connected to
the difficulties in solving the previous issues. Although mSWEEP and
mGEMS provide tools for solving the problem, they are by no means
alone capable of performing all analyses that might be of interest. In prac-
tice, this sometimes means that a human intervention in analysis pipelines
might be required to identify cases that are problematic and to remove
them from further consideration. This can be a surprisingly daunting,
difficult, and especially time-consuming task.

4.1.3 Advantages

Although using whole community or plate sweep metagenomics in practice
has its disadvantages, some major advantages in favour of the approaches
do exist. The foremost of these is the ability to analyse the complete diver-
sity with a single sequencing run since metagenomic sequencing produces
vastly more data about the contents and composition of the sample than
what would be obtained even with several different culture media and sub-
sequent isolate sequencing runs. This information in turn enables making
inferences about the coexistence and competition dynamics between dif-
ferent taxonomic units or possibly even co-transmission when considering
epidemiological applications.
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Another advantage of metagenomics-based analyses is their capability
to increase the number of samples that can be processed since the plat-
ing steps may be entirely skipped. If obtaining high sequencing depths
is not a priority, then the samples may simply be processed through the
standard whole community metagenomics pipeline and disentangled com-
putationally. For a higher depth, the plate sweep approach may be used to
generate more reads from some interesting species. Regardless, both ap-
proaches significantly reduce the amount of laboratory work that is needed
and allow processing of samples even in less-well resourced facilities.

4.2 Metagenomic epidemiology in practice

While the previous section covered the factors related to using
metagenomics-derived results in practice in a more theoretical context,
this section will focus on briefly summarizing the practical application
of mSWEEP and mGEMS to both plate sweep and whole community
metagenomics data in Publications I-III. The first subsection will cover
results from the plate sweep approach that was initially employed, and
required, by both mSWEEP and mGEMS. The second subsection shows
results from applying the two methods to whole community metagenomics
data, showing that the methods are not restricted to the plate sweep ap-
proach. The results are presented in more detail in their respective pub-
lications but a summary is provided here to elaborate on the potential
applications of mSWEEP and mGEMS.

4.2.1 Plate sweep metagenomics

In Publication I, the method was applied to a set of in vitro plate sweep
samples from children sequenced at a Vietnamese hospital. These samples
were paired, with the first being taken before and the second after exposure
to antibiotic treatment for diarrhea. The samples were plated on a media
selecting for E. coli growth, and the whole plate was sweeped and the
DNA sequenced in accordance to the plate sweep protocol presented in
Publication I. The samples were analysed with mSWEEP, and the results
used to investigate differences in E. coli sequence type contents and their
relative abundances pre and post-treatment.
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The results indicated a significant difference in the lineage composi-
tion between the paired samples, with more commensal lineages such as
ST10 [29] being much more common in the pre-treatment samples. In
the post-treatment samples the more invasive ST131 [29] had taken over
and became the dominant lineages. No significant difference was detected
in the composition of the samples (magnitudes of the relative abundance
estimates), meaning that there was no significant difference in the number
of samples that contained coexisting lineages pre- or post-treatment.

This analysis demonstrates simple means to analyse the lineage-
contents of some sets of samples using only the relative abundance es-
timates. While it would be optimal to include the mGEMS pipeline steps
(unavailable at the time Publication I was written), the results obtained
using only abundance estimates are in line with the hypothesis/knowledge
that commensal lineages may be replaced by antibiotic-resistance harbour-
ing lineages when they are exposed to treatment. With more thorough
follow-up sampling, the abundance estimates alone would be enough to
identify when, or if ever, the lineage composition shifts back to the previ-
ous presumably stable composition in the pre-treatment cohort.

Focusing the analysis on the E. coli diversity only using the plate sweep
approach provided high enough detail in the sequencing reads that explo-
ration could even be performed at the level of identifying lineages within
a sequence type. Contrary to performing whole community metagenomics
on the same samples, the plate sweeps added to the sequencing depth
in the reads and allowed for accurate identification. With the develop-
ment of mGEMS, the analysis would become even more powerful with the
possibility to separate the different strains (in cases that exhibited coexis-
tence) and allow subsequent use of the strain-specific bins in downstream
antibiotic resistance gene finders or phylogenetic analyses.

4.2.2 Whole community metagenomics

Publication III shows a set of results from applying mSWEEP and
mGEMS to whole community metagenomics sequencing data. This data
was obtained from another study [30] that investigated the differences in
colonization of the newborn human gut using whole community metage-
nomics data from the first 21 days of life. In the original study, the analyses
were performed only on the species-level. Using the same dataset demon-
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strated that mSWEEP and mGEMS can be used to provide additional
insights into the lineage-level dynamics present in the samples by focus-
ing on the species that are known to be pathogenic and have extensive
available reference collections.

The results from Publication III demonstrate one of the first insights
into colonisation dynamics at the lineage-level in a virgin microbiome.
The time-series data from the first 21 days showed a strong competition
in the gut, with the first strain to colonize the gut often becoming the
dominant strain and preventing others from displacing it. Additionally, in
very few cases the samples contained several strains of the same species at
the same time, providing more evidence in favour of the previous finding.
Based on the results from mSWEEP/mGEMS, newborn babies are ini-
tially colonized by a single strain that typically persists or disappears in
the gut for at least the first 21 days. Switches to another strain occurred
very rarely within this time period but were more commonly observed in
a single follow-up sampling somewhere between 4-12 months of age.

Coexistence at the lineage-level was rarely observed across all species
analysed in the study (Klebsiella genus, E. coli, E. faecalis). Within the
Klebsiella genus, which is composed of several related species, the re-
sults showed some synergistic relationships between the various Klebsiella
species that were identified by mSWEEP and mGEMS. As a final anal-
ysis, the mGEMS-derived assemblies for the Klebsiella species were put
through the Kleborate [118] pipeline to perform analyses of the resistance
and virulence factors in them. Similar analysis was performed for the E.
faecalis lineages using AMRFinderPlus [119]. These analyses and the dis-
tribution of the E. coli lineages somewhat surprisingly show no significant
differences between the vaginally delivered and caesarean section delivered
babies when it comes to the AMR gene contents.

All of these analyses required the use of mSWEEP and mGEMS, as
no other methods exist for assembly-based high-resolution analyses of
the strain content exist. The results together with the plate sweep re-
sults demonstrate the usefulness of having a method capable of targeted,
high-resolution analysis of some parts of the microbiome. Additionally,
since the results from the third study were derived from whole community
metagenomics data, the study demosntrated the removal of a significant
barrier in requiring performing plate sweep metagenomics, which has pre-
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vented more widespread application of mSWEEP and mGEMS in the past.
These results show that mSWEEP and mGEMS can be used alongside es-
tablished tools for metagenome analyses when more information is desired
about some particular subset of organisms within the samples.



Chapter 5

Conclusions and future directions

This thesis summarized the development and introduction of the
mSWEEP and mGEMS methods for untangling lineage-level variation
in metagenomic sequencing reads. Incorporating metagenomics data in
genomic epidemiological studies was shown to enable novel insights into
colonization dynamics and co-carriage of various species of bacteria that
are capable of causing disease under the right conditions. These types
of results that rely on sampling the full breadth of the bacterial species
present in a host would not be possible with isolate sequencing data alone,
demonstrating the need for methods like mSWEEP and mGEMS. To-
gether, these two tools have the potential to enable entirely new types
of analyses and broader exploration of the bacterial diversity by using
metagenomic sequencing.

All experiments presented were performed using high-throughput
short-read sequencing data, ignoring the more recent Oxford Nanopore
and PacBio long-read sequencing technologies. Long-read sequencing can
provide unprecedented detail into analysis of mobile genetic elements and
difficult-to assemble regions of the genome, which cannot be accurately
quantified using short reads. Long-read sequencing has been succesfully
applied in metagenomics studies [48, 49], and the extension of mSWEEP
and mGEMS to work on these technologies would be an important direc-
tion for future research.

Another promising area for future development is the use of either short
or long-read sequencing data in combination with mSWEEP/mGEMS to
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investigate plasmids. Plasmids are mobile genetic elements carried by
bacteria, and they sometimes carry virulence factors or resistance genes
[106, 120, 121], or otherwise help opportunistic pathogen species adapt to
hospital environments [122]. Especially in short-read sequencing, current
methods are often not able to differentiate between plasmid and chro-
mosome derived reads. By constructing adequate reference databases for
plasmids, mSWEEP and mGEMS could be applied to extract plasmid-
derived reads from a set of reads by treating it as a metagenomic sample
composed of the chromosomal and plasmid-derived parts.

The third point relates to combining plate sweeps and whole com-
munity metagenomics. Using whole community metagenomics alone has
some issues in detecting low abundance organisms of clinical importance,
such as K. pneumoniae [123, 124], but its inclusion can provide useful
information about other species present in the samples. When analysing
whole community metagenomics data, plate sweeps could be incorporated
into the pipelines to enrich for species of clinical interest that cannot be
adequately identified without extremely deep direct sequencing of the sam-
ple. Since mSWEEP and mGEMS can analyse both types of data, they
could be used to screen metagenomics datasets for samples that should be
enriched for interesting species.

The introduction of mSWEEP and mGEMS facilitates these types of
analyses and other research directions. Consideration of lineage-level vari-
ation in epidemiological studies is likely to advance the field of genomic
epidemiology beyond the isolate era. With the rapid production of high
quality reference genomes from long-read sequencing studies, the appli-
cations of the methods can likely be extended beyond the species that
were analysed in this thesis, and insights into the already possible species
expanded through the inclusion of high-resolution metagenomics.
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