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Digitization has changed history research. The materials are available, and online archives make
it easier to find the correct information and speed up the search for information. The remaining
challenge is how to use modern digital methods to analyze the text of historical documents in more
detail. This is an active research topic in digital humanities and computer science areas.

Document layout analysis is where computer vision object detection methods can be applied to
historical documents to identify the document pages’ present objects (i.e., page elements). The
recent development in deep learning based computer vision provides excellent tools for this purpose.
However, most reviewed systems focus on coarse-grained methods, where only the high-level page
elements are detected (e.g., text, figures, tables). Fine-grained detection methods are required
to be able to analyze texts on a more detailed level; for example, footnotes and marginalia are
distinguished from the body text to enable proper analysis.

The thesis studies how image segmentation techniques can be used for fine-grained OCR docu-
ment layout analysis. How to implement fine-grained page segmentation and region classification
systems in practice, and what are the accuracy and the main challenges of such a system? The
thesis includes implementing a layout analysis model that uses the instance segmentation method
(Mask R-CNN). This implementation is compared against another existing layout analysis using
the semantic segmentation method (U-net based P2PaLA implementation).
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1. Introduction

Digitization has revolutionized history research. At the turn of the millennium, study-
ing historical materials always required visiting an archive or a library. With the latest
development in digitization, online archives make it easier to find the correct infor-
mation and speed up the search for information. Furthermore, everyone who wants
can access this digitized data from their computer, regardless of time and place. For
example, the National Archives of Finland has more than 150 million pages publicly
available through its digital archive. The National Library of Finland has more than
24 million pages available [27] [28].

Although the materials are more readily available, using traditional methods for
digital collections ( e.g., close reading) is difficult and time-consuming. Instead, one
should use modern digital methods to analyze the text of historical documents in
more detail, i.e., transform digital images of documents into text format and utilize
text mining and other analysis tools for the research. Several techniques have been
developed for this purpose and are still actively researched in the computer science
and digital humanities domains.

Working on historical documents requires close cooperation between computer
scientists and humanities researchers. Computer scientists are working on algorithms,
methods, and tools to access the information while humanists are interested in collect-
ing, organizing, and preserving data to discover information and knowledge [30].

This thesis focuses on printed materials, especially on different editions of David
Hume's History of England written in the mid-1700, and contributes to the Critical
Edition of David Hume's History of England project by providing tools and methods
for the task. The project is currently working on providing full text of Hume's books,
also showing all textual changes between editions. This work requires the ability to
identify, detect and present different page elements separately, e.g., marginalia and
body text, page headers and headings, and footnotes and catchwords should not be
mixed.

One of the supporting techniques is optical character recognition (OCR), a tech-
nology that automatically converts printed text images into machine-encoded text.
The image is a scanned document or a photo. The first computer-based OCR systems
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2 Chapter 1. Introduction

were introduced during the 1970s [7]; however, this area of research has taken signifi-
cant steps forward due to the latest development in computer vision and deep learning
specifically.

Figure 1.1 describes the typical phases of the workflow, which utilize OCR meth-
ods [7], and hand-written text recognition (HTR) uses similar techniques. Raw material
covers the materials in archives or libraries; materials can be historical hand-written
documents or printed books. Therefore, the processing always starts with digitization:
materials are scanned or photographed and stored in digital format. During the pre-
processing phase, the system transforms image files to a uniform format and improves
the quality of images for the remaining steps. Pre-processing includes image deskewing,
resizing, normalization, noise reduction, and binarization methods [26] [29].

Figure 1.1: Typical phases of OCR or HTR process.

Text recognition covers two main steps: document layout analysis and recogni-
tion. The idea of layout analysis is to break the whole image into subparts (e.g., text
regions and lines) that can be processed further. Actual character and word recognition
happen in the recognition phase. First, the system identifies the characters during this
phase. Then, an XML (extensible markup language) file or similar is created, including
a reference to object location in the original image file and recognized text.

The researcher prepares the text material for the actual research during the post-
processing phase. Depending on the research questions, a researcher can use different
techniques. For example, the phase can include steps to improve OCR accuracy by
comparing detected words against a given dictionary to find interpretation errors. The
data analysis & research phase uses data mining and other techniques to extrapolate
patterns and new knowledge from the existing data.

Several open-source OCR implementations are available, e.g., Tesseract, OCRo-
pus, Kraken, and Calamari [51] [32] [18] [2]. The functionality of these implementations
covers the entire OCR pipeline, i.e., document layout analysis and character recogni-
tion. Most implementations use recurrent neural networks with the Long Short Term
Memory (LSTM) method for character recognition. Text recognition models are avail-
able for many languages [51], and users can train a new model if needed [51] [32] [18]
[2]. The document layout analysis components of open-source implementation are sim-
ple and, in many cases, include only text region and text line detection [51] [32] [18].
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OCRopus material indicates the development team is working on deep learning-based
layout analysis; however, no further details are available [33].

Although several OCR systems are available, using them for a specific project is
still challenging. Implementors of most systems have designed these for some particular
purpose, and usage in a different environment is complicated. Systems are also poorly
documented. Integration and adaptation to other environments would be a difficult
task. Solutions working in one domain might need fine-tuning if applied to another;
this can cover layout analysis and character recognition.

Modular OCR platforms have been introduced to overcome this challenge, e.g.,
OCR-D, LayoutParser, and Transkribus [29] [26] [47]. These platforms offer a full OCR
pipeline that is modular and extendable. These platforms integrate several open-source
OCR tools under one information architecture. The objective is to create workflows
for mass-digitization of printed or hand-written historical material to produce texts of
good quality for different purposes [29] [47].

As mentioned earlier, one of the main functions of OCR platforms is document
layout analysis which consists of three tasks: line segmentation, page segmentation,
and region classification. A document image is an input for all these three tasks. In
line segmentation, the process tries identifying all individual text lines on a page. In
page segmentation, the system segments image into various regions depending on the
content of each region. Region classification labels each region. Page segmentation
can be coarse-grained or fine-grained. Coarse-grained page segmentation detects and
labels higher-level elements (e.g., text, image, table). In contrast, fine-grained page
segmentation detects and labels regions on a detailed level, i.e., if the text region is
body text, marginalia, footnote, or heading. OCR platforms can utilize pre-trained
deep learning models for layout analysis tasks [29] [26] [47]. Figure 3.12 shows how
the line and page segmentations differ. Region classification is an extension of page
segmentation, which is not visible in the figure. Regions are polygons (red), and text
lines are underlined (dark lilac).

The accuracy of OCR output is critical, and low accuracy can prevent future use
of the data. OCR accuracy is measured using the character error rate (CER). CER
calculates the edit distance between two strings (i.e., how many add-, delete- or change
operations are required to transform one string into another).

CER = [(a+ d+ c)/n] ∗ 100,

where n is the number of characters including spaces, a, d, and c are the number of
add-, delete-, and change-operations, respectively.

Character recognition processes text lines one at a time, the document layout
analysis does not impact the results, and as an outcome, CER of 1% is easy to reach
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Figure 1.2: Main tasks of document layout analysis.

[52]. The primary sources for character interpretation errors are skewed text lines
and noise on images. The proper pre-processing of images enables the elimination of
this kind of error. However, line-level accuracy is not meaningful in practice as the
researchers are more interested in the content of the whole page (i.e., words, sentences,
and paragraphs) rather than characters on an individual line.

Practical tests for page-level accuracy show much worse performance for CER
as it drops significantly, even as low as to 19% [52]. The analysis indicated poor
page segmentation was the most significant factor for low performance. When CER
was applied to each correctly segmented text region separately, the average CER was
about 3%. These results highlight the importance of proper page segmentation as part
of the end-to-end OCR pipeline.

As OCR processes digitized materials, it is natural to use computer vision meth-
ods and tools. Computer vision is a field of computer science that uses computers to
understand digital images and videos automatically. Object detection and especially
image segmentation are research areas of computer vision that aim to identify objects
and their locations in digital images and videos. Computer vision and object detection
have significantly progressed during the last decade due to machine learning and deep
learning development. As a result, object detection methods have been successfully
applied also to OCR.
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Although the OCR process covers several phases, the primary purpose of this
thesis is to focus on the document layout analysis phase. Specifically, how page seg-
mentation and region classification tasks can provide fine-grained layout analysis of
printed pages to detect different document elements. In the literature, document seg-
mentation sometimes refers to the same function; however, this thesis systematically
uses the document layout analysis term.

Hand-printing was the printing method during the 18th century. Gutenberg de-
veloped this technique in the mid-1400, based on mechanical movable types. Before
the year 1500, it was established and remained somewhat similar until the invention of
machine printing around 1800 [10]. In this technique, a large sheet of paper covering
several pages on each side (e.g., 2, 4, 8, 12, 16, 18, 24 pages) is printed at a time
[10]. After printing, sheets were folded and cut to make a group of leaves, and one or
several such groups were combined to form a book. Printed sheets include some unique
markings (e.g., catchwords (first word of the next page), signature marks (location of
the page in printed sheet)) to identify the correct place for each page in the book [10].
Additionally, each page can include irrelevant text, and the OCR recognition process
should detect these (e.g., page headers or decorations). For detailed text analysis, it
would be essential that all different text elements (e.g., body texts, paragraphs, head-
ings, footnotes, marginalia) on a page are identified and can be processed separately.

Table 1.1 lists the page elements that are relevant for 18th-century books. The
body text (e.g., paragraphs and headings) is the most critical text element from the
content point of view. However, some elements are used for printing purposes only
and do not include content relevance (e.g., signature-mark, catchword). Also, the
significance of each element depends on the research question. For example, scholars
focusing on linguistics might only be interested in body text, while scholars focusing
on old printing techniques could be interested in all elements.

Figure 1.3 gives an example of a typical opening of a book printed in the 18th

century. It shows two pages. Each page has body text, footnotes, and headings (1).
At the top of each page is a headline (2). In addition, it includes a running title on the
left-hand page and a title of the chapter on the right-hand page. The page number is
at the outer ends of the headline on each page. The direction line (3) at the bottom
of each page includes a catchword and signature marks. The margins around the text
are called head (4), tail (5), outer (6), and inner (7) margins.

Some elements are on every page (e.g., page number, body text, header, catch-
word). The appearance of footnotes and marginalia varies based on the book in ques-
tion.

As mentioned above, this thesis focuses on printed materials printed in England
during the 18th century, especially on the works of David Hume. This thesis tries to
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Table 1.1: Page element types in 18th century books.

Page element Description
Body text main content of the page
Paragraph paragraphs of text inside the body text. In

this thesis, paragraphs are not segmented
separately, and these are part of the body
text due to the annotation effort required

Heading title located at the beginning of chapter
or section

Header text line printed at the top of each page
of a book

Footer text line printed at the bottom of each
page of a book

Page number number of the specific page
Drop capital the first character of the chapter is usually

printed much larger than the rest of the
characters. In this thesis, drop capitals
are not segmented separately

Decoration text separator
Figure picture or other illustrations
Marginalia-top note(s) on margin, typically very close to

the first line of body text and can include
horizontal arch brackets

Marginalia note(s) on margin
Footnote note(s) at the bottom of the page
Endnote note(s) collected and located at the end of

the chapter
TOC-entry Table of Content entry
Credit list of credits
Signature mark special printing marks to identify page or

leaf location in a book
Catchword a word of the first word of the following

page helps to find the right order of the
printed pages

Index a list of words or phrases and associated
locations in the book
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Figure 1.3: Typical opening of the 18th century book.

answer the following questions:

• How to implement fine-grained page segmentation and region classification sys-
tem using image segmentation methods?

• What is the accuracy and the main challenges of such a system?

• Is the proposed approach adequate for large-scale digitization projects?

This thesis is organized as follows. First, chapter 2 discussed the related work
on text document segmentation. Then, chapter 3 describes computer vision's different
object recognition tasks and how deep learning and convolutional neural networks
(CNN) can resolve the problem. Next, chapter 4 describes the implementation of the
Mask R-CNN layout analysis module and benchmarks it against another existing layout
analysis module (P2PaLA). Finally, chapter 5 concludes the thesis.





2. Related works

Document segmentation or document layout analysis is a process of dividing the
scanned image of a text document into different regions and identifying these regions
[8]. Regions can be text lines, headers, paragraphs, graphics, illustrations, math sym-
bols, and tables. Detection and labeling of the different regions are called geometric
layout analysis [8]. The text regions inside the document (e.g., headers, footnotes,
marginalia) can have a different semantic meaning, and therefore it is called logical
layout analysis [8].

Document segmentation for text documents is an active research topic. Accord-
ing to the textual document segmentation algorithm survey between 2008 and 2016,
researchers published more than 110 scientific articles [8]. Eskenazi et al. split the
solutions into three groups: layout constrained by the algorithm (group 1), layout con-
strained by the parameters (group 2), and layout potentially unconstrained (group 3)
[8].

Group 1 covers solutions that segment a specific, predefined layout. Grammar
or a set of rules (e.g., Manhattan) defines the layout as mainly vertical and horizontal
segments. Other types in this group are algorithms that use filters to make regions
appear or classic computer vision algorithms that detect straight lines or square borders
(e.g., Hough transform) [8].

Group 2 algorithms can adapt to local variations, enabling the segmentation of a
broader range of layouts. The main types are clustering algorithms trying to identify
regions based on geometry or texture, functional-analysis methods trying to identify
region boundaries, and classification algorithms trying to identify regions based on a
given set of features [8].

Group 3 is the latest addition, and it covers two main sub-groups: hybrid al-
gorithms and neural network-based algorithms. Hybrid algorithms combine different
solutions and try to overcome the limitations of other methods. On the other hand,
neural network based algorithms use deep learning to identify correct segments [8].

The survey covers research articles from 2008 to 2016, and the dominance of deep
learning-based solutions is already visible [8]. This trend continues, and deep learning
is currently the primary document layout analysis technique [22]; therefore, this thesis

9



10 Chapter 2. Related works

focuses on deep learning based techniques.
As described in the introduction, document layout analysis can be divided into

three tasks: line segmentation, page segmentation, and region classification. In line
segmentation, text lines are extracted from the input image containing only a single
text line. Page segmentation aims to identify single text regions, an essential pre-
processing step for text line detection. Finally, although the region classification focuses
on separating different regions from each other, in its simplest form, it only separates
text from non-text regions (e.g., figures). Most current OCR systems focus only on
detecting text regions and extracting text lines. They are not capable of separating
different element types [51] [32] [18].

This thesis focuses on page segmentation and region classification as part of the
layout analysis of historical documents, it assumes that the document is a set of images,
and each image represents a page or double page of the book. Although the focus is on
printed materials, the same methods can be used for other historical documents, e.g.,
hand-written documents.

Document layout analysis can be coarse-grained or fine-grained. Coarse-grained
detects different elements (e.g., text, separator, image, table), and fine-grained can
also detect the semantic meaning of the page element (e.g., paragraph, marginalia,
footnote). Most of the approaches presented in scientific papers are coarse-grained, and
only few articles claim that these can be used for fine-grained detection. Unfortunately,
no such systems were available for the evaluation.

In the OCR-D, the document layout analysis is called Optical Layout Recogni-
tion, and it includes all three tasks: line segmentation, page segmentation, and region
classification. Page segmentation and region classification can be coarse-grained, or
fine-grained [29].

OCR-D processing is based on OCR processors and each OCR processor is run-
ning a sub-task of full OCR pipeline. Several OCR processors are available based on
open-source OCR packages. OCR-D project has built a framework to ensure these
sub-tasks can be combined to run a full pipeline. OCR-D can utilize pre-trained deep
learning models for character recognition and layout analysis. These models are called
resources in OCR-D, and OCR-D has a uniform way of managing these resources [29].

Figure 2.1 shows three examples of layout analysis of OCR-D. The example on
the left is based on the Tesseract layout analysis [51]. The page segmentation is mini-
mal, and only two regions (i.e., paragraphs) are detected. The first paragraph includes
the first text line and the header of the page, page number, and part of the marginalia.
The second paragraph includes the rest of the text lines and part of the marginalia,
catchword, and signature marks. The example in the middle represents an OCRopus
layout analysis [32] and is even more limited; only one region (e.g., paragraph) is de-
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tected. The paragraph includes the main body of the page; however, the page's header,
catchword, and signature mark are also included. For some reason, the marginalia and
page number are ignored. The example on the right is based on Eynollah segmenta-
tion engine [31]. The page segmentation detects separate page elements; however, text
elements close to each other are combined and not separately presented as expected.

Figure 2.1: Example of OCR-D layout analysis results.

The Transkribus document layout analysis uses the CITlab model by default
[15]. CITlab model can detect complex layouts like tables and text spanning multiple
columns. However, it does not support region classification.

Figure 2.2 shows two examples of Transkribus' default page and line segmentation.
Both pages are very similar; however, page segmentation detects one region including
all different page elements (on the right) whereas the page on the left detects two
regions, one region for marginalia's and one region for the rest of the page elements.

ParserLayout has a more advanced layout analysis than OCR-D or Transkribus,
and it has several pre-trained deep learning models [47] for this. However, these models
support coarse-grained detection only or can detect only specific items on images (e.g.,
table or equation).

ParserLayout capabilities were tested using different models for a page from a
scientific article. The results are presented in figure 2.3. Figure a) shows an extract
from table detection where orange bounding boxes are drawn for detected tables. As
it can be seen, results are almost perfect; all tables are detected. The bounding boxes
are accurately predicted with only one exception; the bounding box for the bottom left
table is a little too small for the table. This seems to be fully in alignment with the
accuracy metrics provided [20]. Figure b) is an example of coarse-grained detection
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Figure 2.2: Example of Transkribus default layout analysis results.

(orange bounding boxes for text regions and ping bounding boxes for tables). It shows
that the model has difficulties detecting tables from the image, and only two out of
five tables are correctly detected. However, all text regions are detected although the
bounding box for some regions seems slightly too small (e.g., text region on top-center).

dhSegment is a standalone layout analysis solution designed for historical docu-
ments, and it includes page extraction, baseline extraction, and layout analysis[34]. All
these tasks can be done simultaneously using a semantic segmentation-based approach.
dhSegment was trained for three different manuscript types. Each training experiment
included 20 images for training, ten for evaluation, and ten for testing. DhSegment
implements coarse-grained layout analysis as it can detect the following classes: text
region, decoration, comments, and background. However, the solution is generic, and
the fine-grained model can be trained if suitable training data is available. According
to the authors, the achieved performance is good, and when compared to other similar
solutions (e.g., P2PaLA), it was among the best performers [34].

Abuelwafa et al. present a method to detect footnotes from the printed books
from the 18th century [1]. They are using the Eighteenth-Century Collections On-
line (ECCO) database. ECCO database consists of page images and texts of material
printed between 1700 and 1800 [14]. ECCO database covers approximately 32 million
pages representing almost 185 thousand different book titles. Focusing only on foot-
notes provides a method to detect page elements at the detailed level. The solution uses
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Figure 2.3: Example of LayoutParser layout analysis results: table detection (a) and region detection
(b).

four different methods, where two are traditional computer vision methods (rule-based
and layout-based), and two are CNN-based methods. The final method is an ensemble
method where the final prediction is based on voting. Authors state that the precision
is 96.2% and recall 67.9%, i.e., two out of three footnotes are correctly detected with
very high confidence.

The examples above demonstrates the shortcomings of the current layout analysis
systems. OCR systems focus on detecting text lines and can only detect a limited
number of different types of elements from an image of a document. This kind of
coarse-grained detection works for simple layouts, but for more complex layouts fine-
grained method is required. Some references to fine-grained capabilities were mentioned
in articles; however, no results or further details were presented.

If document layout analysis is not capable of separating different page elements
correctly, these can be mixed during the process and result may include undesired
results, e.g., paragraph can include fractions of marginalia in the middle of the text
and output is not understandable. Another problem is that layout analysis should
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provide consistent output otherwise the results can not be reliably processed later
during the process.



3. Object recognition and CNNs

As described earlier, document layout analysis focuses on detecting different page el-
ements (i.e., objects) from digital images representing the book's pages. This task
is a typical object recognition problem seen in computer vision, and the same tools,
methods, and algorithms can be used here as well. This chapter briefly introduces
object recognition. As the deep learning based methods are the most commonly used
algorithm for object recognition [22], this chapter introduces how convolutional neural
networks are used for this purpose.

3.1 Object recognition

Object recognition is essential to computer vision, describing the tasks that identify
different objects in digital images. Object recognition can be divided into image clas-
sification, object localization, object detection, and image segmentation [49]. First,
image classification assigns a class label to an image. Object localization detects the
physical coordinates of an object and indicates these by drawing a bounding box around
the object. Object detection combines two previous tasks and provides locations and
labels for objects in an image. Finally, object or image segmentation classifies every
pixel according to its semantic label [49].

Image segmentation covers three types: semantic, instance, and panoptic [49].
Semantic segmentation classifies every pixel in the image into a class according to its
context, i.e., these classes could be person, cat, dog, text, graphics, or page number in
the case of OCR. Instance segmentation classifies every pixel in the image into a class,
and each pixel is assigned to an instance of an object. The difference between semantic
segmentation and instance segmentation is that if semantic segmentation identifies
a group of people in the image, then instance segmentation identifies each person
separately. Finally, panoptic segmentation combines two other segmentation methods:
classifying all pixels in the image as belonging to a class (semantic segmentation) and
identifying what instance of this class these pixels belong to (instance segmentation).
It also labels so-called stuff (e.g., grass, sky).

Figure 3.1 illustrates the differences between different object recognition tasks.

15



16 Chapter 3. Object recognition and CNNs

The image classification process provides labels for the object in the image (i.e., bottle,
cup, and cube). Object localization provides bounding boxes for each identified object
(coordinates of top left and bottom right corners). Semantic segmentation provides
four binary masks, one for each class (lilac for cubes, light green for cup, and blue for
a bottle) and one for background (yellow). Instance segmentation provides five binary
masks for each object instance (e.g., one for the bottle (blue), one for the cup (light
green), and three for cube instances (red, dark green, and light blue)). Background
mask is typically ignored in instance segmentation.

Figure 3.1: Examples of differences between object recognition types [9]

3.2 CNN key concepts

Deep learning is a machine learning method based on neural networks and has been
applied to computer vision. The convolutional neural network (CNN) is a particular
neural network model designed for working with two-dimensional data, e.g., images. A
digital image represents visual data in a grid-like format containing a series of pixels
that define the color and brightness of each point in an image. This thesis assumes
that the reader is familiar with the neural network's functionality and concepts; if not,
please, study this from [13].
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3.2.1 CNN building blocks

A CNN typically has three layers: convolutional, pooling and fully connected layers
[13]. The core part of the CNN is the convolutional layer as it performs an operation
called a 'convolution'. Convolution is a dot product between two matrices, input data,
and a two-dimensional array of weights called a filter or a kernel. As the kernel is
spatially smaller than the input image, the element-wise multiplication between the
filter and filter-sized patch of the input is applied systematically from left to right and
from top to bottom. The two-dimensional output array is called a feature map. It can
be passed through a nonlinear activation function (e.g., Rectified Linear Unit (ReLU))
to be used for the following layers.

Figure 3.2 shows an example of the convolution operation applied for 3×3 matrix
with 2 × 2 filter. Figure 3.3 shows a practical example of how convolution can help
to detect features. Example shows how a 3 × 3 edge detection filter is applied to a
gray-scale image, and the output image shows the detected edges, i.e., points where
the original image’s color changes.

Figure 3.2: Example of convolution operation for 3× 3 input data and 2× 2 filter.

Figure 3.3: Example of applying edge detection filter for an image.

The role of the convolutional layer is to reduce the size of the image without
losing critical features for a good prediction. The standard neural network assumes
that every output unit interacts with every input unit. However, this is not a valid
assumption for images as the interaction between closely located pixels is much more
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probable than for pixels further away in the image. Furthermore, as the same filter is
applied systematically across the whole image, it can detect features anywhere in the
image.

Three parameters control the convolution operation, the filter size, the stride,
and the padding. The filter is usually a tiny odd-sized (e.g., 3 × 3), and it has a
nice feature where pixels from the input layer would move symmetrically around the
output pixel on the output layer. The stride defines the movement over the image
when the filter slides over all locations, starting from the top left corner and going to
the bottom right corner. If stride is one, the movement is one pixel at a time. Finally,
the padding controls the number of pixels added to an image when the convolution
operation is done. The reason for padding is that the spatial dimensions of input
decrease in the convolution operation, and adding extra pixels for the border enables
keeping the image's dimensions the same. It enables a more accurate analysis of the
image.

In CNN, convolutional layer filters are used to create feature maps to summarize
the presence of those features. Several convolutional layers can be connected. This
approach enables layers close to the input to learn low-level features (e.g., lines or edges)
and layers deeper in the model to learn more abstract features (e.g., shapes or specific
objects). However, one problem remains as the feature maps are sensitive to where the
features are in the image. This problem can be addressed using down-sampling, where
the presence of a feature in a particular area (i.e., patch) is summarized and used for
the down-sampled feature map. Max pooling is a commonly used operation where the
maximum value of the patch is for the down-sampled feature map. The patch size is
often 2× 2; in this case, the input size is reduced by 75%.

The spatial dimensions are reduced when the input images are passed through
convolutional layers. This size reduction is not a problem for classification tasks, where
the idea is to predict if a particular object is in the image or not. However, this
is a problem for object detection as the spatial dimensions are required for correctly
predicting the object’s location. The problem can be addressed using the transposed
convolution. It is a backward version of convolution where Transposed Convolution
layers are used for upsampling the input feature map to create an output feature map
where the spatial dimensions are greater. This operation is done by broadcasting via
the filter.

3.2.2 Transfer Learning

Transfer Learning is a machine learning method where knowledge gained from one
problem is applied to resolve a different but related problem. The technique is used
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primarily in cases where there is insufficient training data. Tan et al. describe this es-
pecially from deep leaning's point of view [50]. They classify deep transfer learning into
four categories: instance-based, mapping-based, network-based, and adversarial-based
deep transfer learning. Instance-based deep transfer learning assumes that although
the source and target domains are different, similar instances from the source domains
can be used with appropriate weights, and other instances are excluded. In this way, a
dataset of equal distribution is created, enabling more efficient model training for the
target domain [50].

Mapping-based deep transfer learning maps instances from source and target
domains into new data space, which is then used for training a new model. Transfer
component analysis (TCA) has been widely used for machine learning and can also be
extended for deep learning networks [50].

Network-based deep learning is a method where the model is trained in the source
domain, and part of the network structure and parameters are transferred to the target
domain [50]. Figure 3.4 shows an example of this method. First, the network is trained
with a large dataset (e.g., Resnet) [13]. Then, these trained parameters are used for
initializing the parameters for the new network. In most cases, only the parameters
for feature extraction are used, and parameters for fully connected layers are ignored.
In other words, the new model reuses the initial and middle layers of the pre-trained
model, and only the final layers are trained for the new task. The effectiveness of
transfer learning is based on the intuition that low-level spatial features are learned
better if the image dataset is large enough.

Figure 3.4: Principle of transfer learning.

Adversarial-based deep transfer learning uses technology developed for generative
adversarial networks (GAN) [50]. The features are extracted from source and target
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domains during training and fed to another adversarial layer. The adversarial layer
tries to discriminate the origin of the features. If it performs poorly, features of these
two different domains are very similar, and transferability is good. On the other hand,
if it performs well, features are different, and transferability is poor.

3.2.3 Large datasets

Deep Learning networks require a lot of data to be trained, and creating a training
data set is challenging. To address this, several research groups have created large
publicly available datasets that could be used to resolve computer vision problems.

ImageNet [5] is an extensive database designed for object recognition research,
and initially, it was used for image classification. It consists of more than 14 million
images, and each image has been annotated to describe what objects are in the images,
and there are more than 20 thousand image categories. Additionally, bounding boxes
for objects are provided for more than one million images.

Common Objects in Context (COCO) dataset [21] is designed for object detection
and segmentation. The dataset includes more than 330 thousand images, and about
200 thousand are labeled, covering 80 object categories and 1.5 million object instances.

PubLayNet dataset [55] is designed for document layout analysis. The dataset
contains over 360 thousand images, including journal articles and preprints. The lay-
outs are annotated with bounding boxes and polygonal segmentations. In addition,
several CNN models trained for PubLayNet are publicly available for researchers.

3.2.4 Data augmentation

Data augmentation is a method where the number of images in the training dataset is
artificially extended using the existing images [4]. The primary purpose of the operation
is to decrease the overfitting and improve the generalization of the trained model.

Data augmentation for images can be split between two main categories: image
manipulation and deep learning methods [4]. Image manipulation includes classic com-
puter vision methods and operations like kernel filters to blur or sharpen the image,
flipping or rotating images, adding random noise, and transforming images' color space.
Most image manipulation methods are straightforward and do not require many com-
puting resources. On the other hand, deep learning methods have become widespread
recently when new deep learning techniques have developed. This category includes the
generative adversarial network (GAN) method, where GAN creates artificial instances
and retains similar characteristics to the original dataset's images.
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3.3 Object recognition using CNNs

Usage of CNN for object recognition has become a standard as deep learning methods
and algorithms are developed further [22]. As all object recognition methods are tightly
related, the same techniques are used, and more advanced methods are built on top of
the other methods.

3.3.1 Image Classification

The breakthrough for deep learning happened in 2012 when Krizhevsky et al. intro-
duced Alexnet CNN [19]. Alexnet was originally built for the image classification task.
Alexnet architecture is shown in figure 3.5. The architecture consists of five convo-
lutional layers (e.g., 3 × 3 convolution and related activation functions) followed by
pooling (e.g., max pooling). This part of the CNN is called feature extraction. Then,
two fully connected layers follow feature extraction, and the final layer is a softmax
layer to predict the class label for the image.

Figure 3.5: Alexnet architecture [19].

Alexnet was a very successful CNN, and it worked well on image classification
tasks. Further development of deep learning methods led to a belief that really deep
models would resolve complex computer vision problems. As a result, more than 100
layer models were tested to provide better accuracy. In theory, this is true, and deeper
networks should be more accurate. However, experiments were not supporting this be-
havior; on the contrary, training accuracy dropped after a certain point. The difference
between theory and results obtained from experiments was due to vanishing/exploding
gradients and made the model unstable and unable to learn accurately [16].

He et al. introduced a deep residual learning framework (ResNet) to address this
problem [16], and this was further extended (ResNeXt) [54]. Figure 3.6 shows how
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ResNet implements this using skip (a.k.a. shortcut) connections. In skip connection,
data bypasses one or more layers and is fed deeper into the network, enabling training
in very deep networks. The author hypothesized that optimizing the residual mapping
would be easier than optimizing the original stacked mapping. The hypothesis was
proven by testing in reality, and results showed that accuracy improved, and it was
possible to train deeper networks.

Figure 3.6: Residual connection[16].

For ResNet network architecture, the critical building block is called a residual
block. Two different residual blocks are defined: a pair of 3 × 3 convolution layers,
a skip connection, three convolutions layers (1 × 1, 3 × 3, and 1 × 1 convolutions),
and a skip connection. In the case of three-layer variant 1× 1 convolutional layers are
responsible for reducing/increasing dimensions.

ResNeXt architecture is very similar compared to Resnet [54] using shortcuts. In-
stead of sequential layers like in Resnet, ResNeXt uses parallel stacking layers. Figure
3.7 shows the man difference between ResNet and ResNeXt. The number of parallel
blocks defines (i.e., cardinality) the size of the set of transformations. The architecture
in the picture includes 32 blocks, and therefore the cardinality is 32. The tests demon-
strated that the approach improves accuracy while reducing network complexity and
the number of parameters.

Figure 3.7: ResNet and ResNeXt building blocks [54].

Figure 3.8 shows architectures for Resnet-50 and ResNeXt-101 networks. As
ResNet and ResNeXt are designed for classification tasks, these can be used as feature
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extractor backbone networks for other object detection networks, e.g., image segmen-
tation tasks.

Figure 3.8: ResNet-50 and ResNeXt-101 architecture [54].

3.3.2 Semantic Segmentation

Long et al. introduced fully convolutional networks (FCN) for semantic segmentation
[23]. FCN has only convolutional layers and pooling operations. FCN is a modification
of existing classification networks where fully connected layers are removed, and the
final layer is replaced with upsampling.

U-net is another semantic segmentation method [46], and it enables handling ar-
bitrary large images. It was originally designed for biomedical segmentation problems.
However, it can be applied to other domains also. The CNN model is called U-net
as its U-shape consists of two paths: contracting and expanding. The contracting
path includes traditional CNN to capture different high-resolution features from the
image, and the symmetrical expanding path supplements the model enabling precise
localization.

The contracting path starts with two 3× 3 convolutions and continues with four
groups, where each group consists of a max pool (2 × 2) operation and two 3 × 3
convolutions. The symmetrically expanding path is very similar; however, the max pool
operations are replaced by 2×2 transpose convolutions, and each transpose convolution
increases the resolution of the output.

High-level features from the contracting path are combined with the counterparts
on expanding side . Therefore, the output includes more precise data from the original
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image. Additionally, because of many feature channels, it is possible to propagate
detailed information to a higher layer. Figure 3.9 describes the U-net architecture.

During the training, U-net uses a loss function that computes a pixel-wise softmax
for the final feature map followed by the cross-entropy loss function, i.e., if the pixel
deviates from the valid label in a specific position, then it is penalized.

Figure 3.9: U-net architecture [46].

3.3.3 Object Detection

Region-based CNN (R-CNN) was developed for object detection in 2014 [11]. The basic
functionality of R-CNN has three stages. During the first stage selected search is used
to create a set of region proposals (ROI, region of interest) (about 2000 regions). Next,
each ROI is warped to a fixed size (224× 224 pixels) and forwarded through CNN to
create a feature vector. Finally, two outputs are based on the feature vector: support
machine vector (SVM) classifier to predict object class or regressor for bounding box
for the region. R-CNN can detect 80 classes.

The R-CNN model has several independent stages and cannot be trained end-to-
end. It also uses selective search to detect region proposal candidates; it is inefficient
as the search happens outside the model.
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Due to these limitations, a revised version, Fast R-CNN, was developed [12].
Figure 3.10 describes how the Fast R-CNN works. Similarly, as for R-CNN, Fast R-
CNN uses the same selected search algorithm to create a set of region proposals. The
original image is forwarded through CNN to create a feature map of the image. The
ROIs are mapped to the feature map, cropped, resized, and fed to the ROI Pooling
layer. ROI Pooling layer splits each ROI into a grid of cells (7× 7), and max pooling
is applied to create a feature vector where each grid cell is represented by one value.
The size of region features is always the same even if input regions’ size varies. Finally,
the output of the ROI Pooling layer is forwarded to some fully connected (FC) layers.
Two predictions are provided, one for the class label and one for the bounding box of
the detected object.

Figure 3.10: Fast R-CNN architecture [12].

Fast R-CNN is 25 times faster than R-CNN; it has only one stage and can share
computation across region proposals. Also, accuracy is significantly improved. Al-
though Fast R-CNN is much faster than R-CNN, its accuracy and speed depend on
the selective search method and cannot be customized.

Limitations of Fast R-CNN implementation led to enhancing and creating a Faster
R-CNN model where CNN is also used to create the region proposals [45]. Faster R-
CNN introduces a new component, Region Proposal Network (RPN), used to generate
region proposals. Otherwise, the Faster R-CNN follows the same logic as Fast R-CNN.

RPN implementation uses anchors. Anchor is a sliding window overall points of
a feature map and predicts if it contains an object or not. In parallel, it also predicts
bounding box corrections. The method uses K (K=9) different anchor boxes for each
point where the size and scale vary (three scales and three sizes). The size of the
feature map is Weight×Height. Therefore, there are W ×H ×K anchors. However,
all anchors are not used; instead, the anchors are sorted based on the 'objectness '
score and only the top 300 anchors are selected. Non-max suppression (NMS) method
is used to ignore overlapping proposals.

The Faster R-CNN model can be trained as one entity based on four losses (clas-
sification loss for RPN, bounding box regression loss for RPN, classification loss of the



26 Chapter 3. Object recognition and CNNs

whole model, and bounding box regression loss of the entire model).

3.3.4 Instance Segmentation

Mask R-CNN is an object recognition method capable of handling several recognition
tasks in parallel [17]. It is an extension of Faster R-CNN, and its output includes
labels (classifications), bounding boxes (object detection), and binary masks (instance
segmentation).

Mask R-CNN consists of two stages; it uses Faster R-CNN for the first stage,
including a backbone network to extract features and RPN to create a set of region
proposals for each image. Instead of using ROI Pooling, it provides a more advanced
ROI Align method with better accuracy [17].

The comparison between ROI Pooling and ROI Align is described in Figure 3.11.
ROI Pooling method uses quantized coordinates for feature maps, and some informa-
tion is lost as ROI Pooling uses integers as coordinates. In the example, the size of the
original region in the image is 655× 655 pixels, and in the feature map, the size of the
region is 20 × 20(b(655/32)c = 20). The same kind of loss of information is repeated
when another convolution operation is done for the pooling phase. ROI Align uses
a Non-quantized method, which can preserve the information in the process. In the
example, ROI Align uses floating points instead of integers as feature map coordinates.
The pooling phase uses a bilinear interpolation technique to prevent information loss.

Figure 3.11: ROI Pooling vs. ROI Align.
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The second stage is a slightly modified fully convolutional network (FCN), where
the network predicts a binary mask for each ROI. The whole Mask R-CNN can be
trained as one end-to-end model. The equation below defines the combined loss func-
tion for the end-to-end training:

L = Lcls + Lbbox + Lmask

The Lcls defines the classification loss, i.e., how close the predictions are to the
ground truth class, and Lbbox defines the bounding box loss, i.e., how well the model
predicts the localization of the bounding boxes. Lmask is the loss for mask prediction
and is calculated as a binary cross-entropy between the predicted mask and the ground
truth mask.

Mask R-CNN provides a binary mask per class for each of the ROIs. As the class
and mask predictions are made independently, the mask loss calculation for specific
ROI is based only on the true class mask.

3.4 Metrics for object detection

As described earlier, object detection covers the classification and localization of the
object. These two folded tasks affect how to measure the method’s performance in
question. For traditional classification tasks, the metrics evaluate the probability of
the class object appearing in the image. It is straightforward to calculate the accuracy
based on correct and incorrect predictions. However, a different metric is required for
the localization tasks where associated bounding boxes are presented. Three commonly
used methods are used for measuring the performance of object detection:

• Accuracy, Precision, and Recall,

• Intersection over Union (IoU), and

• Average Precision (AP) and mean Average Precision (mAP).

Average, Precision and Recall are often used to measure the accuracy of machine
learning algorithms. The components of these measurements are:

• True Positive (TP): the number of correct detections

• False Positive (FP): the number of incorrect detections

• False Negative (FN): the number of missed ground-truth objects, i.e., not detected

• True Negative (TN): the number of correctly predicted negative classes. Not
used for object detection as TN would be all possible bounding boxes that were
correctly not detected.
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Accuracy is calculated as the ratio between the number of correct predictions to
the total number of predictions. Precision measures the fraction of correctly detected
instances among all detected instances and can be seen as a measure of quality. The
recall is the fraction of correctly detected instances among retrieved relevant instances
and is seen as a measure of quantity. Both precision and recall are therefore based on
relevance.

As the True Negatives are not used for object detection, the definitions are slightly
changed and can be presented as:

accuracy = TP

TP + FP + FN
= TP

all predictions

precision = TP

TP + FP
= TP

all detections

recall = TP

TP + FN
= TP

all ground truths

In layout analysis, precision and recall are not meaningful as standalone metrics
and should be used together. For example, the recall value of one can be achieved by
selecting every item. Also, good precision can be reached by picking only a few highly
likely items. One approach is to use the F1-score, which combines precision and recall
by calculating the harmonic mean of the values. As both are weighed equal, F1 gives
a good indication of the accuracy.

F1 = 2 ∗ precision ∗ recall
precision+ recall

Additional measures are required because the precision and recall of detected ob-
jects do not tell anything about the localization's accuracy. For this purpose, Intersec-
tion over Union (IoU) can be used, and it is a standard metric for image segmentation
tasks. IoU measures overlap between two bounding boxes or masks.

IoU = A ∩B
A ∪B

,

where A is the predicted bounding box and B is the ground truth bounding box.
If the prediction is completely correct, IoU = 1, and low IoU means poor prediction.
Typically IoU value of 0.9 is considered almost perfect.

IoU metric is sensitive to the object’s size, which is illustrated in figure 3.12. It
shows how the IoU value changes when the size of the object increases and the margin
for the predicted bounding box remains the same. In the example, the size of the first
object is 100×100 pixels, and the predicted object is 10 pixels larger to every direction
(i.e., the size of the predicted box is 120 × 120 pixels). In this case, the IoU value is
69.4%, and increases to 92.5% when object size increases to 500× 500. In other words,
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the IoU is better for larger objects as the relative error decreases. This is clearly visible
in layout analysis, where it is easier to achieve good IoU for larger objects (e.g., body
text) than for smaller objects (e.g., page numbers).

Figure 3.12: Impact of margin size for IoU metric.

IoU is a good measure for calculating the accuracy between different bounding
boxes. Therefore it works well for layout analysis, where bounding boxes are a natural
way to represent text regions that are often rectangles and show an approximation of
the area used for the text regions. All image segmentation also provides binary mask
predictions; however, these were seen as too detailed, and, in many cases, some critical
information would be easily lost.

As described earlier, object detection model prediction includes objects and
bounding boxes. Additionally, prediction includes a confidence score indicating the
prediction's confidence. Finally, a threshold is a parameter that could be used to con-
trol the predictions. On the one hand, if the threshold is high more objects are missed
leading to low recall and high precision, and on the other hand, if the threshold is low,
more false positives are detected, leading to low precision and high recall. Therefore,
precision and recall should stay high for a good model even if the confidence score
varies.

Average Precision (AP) and Average Recall (AR) are defined as weighted means of
precision and recall at each threshold. AP and AR are calculated for individual objects.
Mean Average Precision (mAP) is the average AP of each class. Table 3.1 gives an
example of how the AP is used for COCO detection evaluation metrics [3]. The most
important metric is the Average Precision as it is calculated over all IoU thresholds.
The COCO metric distinguishes different size categories (e.g., small, medium, large),
and AP and AR are calculated separately for all three categories.

Although Average Precision and Average Recall are commonly used metrics for
image segmentation, the experiments with layout analysis indicate these are too com-
plex metrics and are not practical. One reason is that the number of different classes
and calculating a mean over different objects is not meaningful. Another reason is the
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Table 3.1: COCO metric.

Average Precision (AP):
AP % AP at IoU=.50:.05:.95 Average precision over IoU tresholds
APIoU=.50 % AP at IoU=.50 (PASCAL VOC metric)
APIoU=.75 % AP at IoU=.75 (strict metric)
AP Across Scales:
APsmall % AP for small objects: area < 322

APmedium % AP for medium objects: 322 < area < 962

APlarge % AP for large objects: area > 962

Average Recall (AR):
ARmax=1 % AR given 1 detection per image
ARmax=10 % AR given 10 detections per image
ARmax=100 % AR given 100 detections per image
AR Across Scales:
ARsmall % AR for small objects: area < 322

ARmedium % AR for medium objects: 322 < area < 962

ARlarge % AR for large objects: area > 962

fixed size of objects: COCO metric defines three size categories (i.e., small, medium,
and large) where the sizes are fixed. However, experiments indicate that almost all
objects were in the large size category, and the size categorization did not reveal any
additional insight.

Based on the observations above, the comparison between different approaches
is using a combined metric: precision, recall, and F1 metrics for classification and per
class IoU for overall accuracy.



4. Experiments

As mentioned earlier, document layout analysis uses image segmentation techniques.
Semantic segmentation classifies every pixel into a class according to its context (i.e.,
page element). On the other hand, instance segmentation classifies every pixel into a
class, and each pixel is assigned to an instance of a page element. For example, different
instances of marginalia are separated in this way. All research articles identified during
the thesis have been using coarse-grained layout analysis; however, this thesis uses a
fine-grained layout analysis. It would provide valuable information if this approach is
feasible in reality.

Most research articles focus on semantic segmentation, although instance segmen-
tation provides more detailed information than semantic segmentation as it enables a
separation between different instances of similar objects. A semantic segmentation
method, P2PaLA, is presented in more detail [44]. An instance segmentation method
is based on the Mask R-CNN technique and implemented as part of the thesis work
using PyTorch and Torchvision libraries. Both methods use the same training data,
and the results are directly comparable.

4.1 Data and Data pre-processing

As described in the introduction, this thesis focuses on hand-printed materials from
the 18th century and specifically on David Hume's The History of England editions. It
consists of six volumes (Table 4.1) and was published in 1754, 1756, 1759, and 1762.
There are several editions of the History of England as Hume continued to change the
text. The final version was published after his death in 1778. Detailed layout analysis
is required to detect textual changes between different editions.

Digitized versions of books printed in 1754, 1759, 1762, and 1778 are available
through cooperation in Critical Edition of David Hume's History of England project,
and selected pages are used for this work.

Currently, the digitized dataset for Hume's books covers roughly 5000 color im-
ages. Most of the images are from McGill University Library's collection [24]. The
rest are photographed during winter 2022 in the National Library of Scotland using an

31
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Table 4.1: Volumes of David Hume's History of England.

Volume(s) Title Publishing year
1-2 The history of England from the invasion of

Julius Caesar to the accession of Henry VII.
1762

3-4 The history of England under the House of
Tudor

1759

5 The history of Great Britain, containing the
reigns of James I and Charles I.

1754

6 The history of Great Britain, containing the
Commonwealth, and the reigns of Charles II
and James II

1757

Table 4.2: Training dataset distribution for different editions.

Edition Pages
1754 162
1759 170
1762 175
1778 155

iPhone. The images cover 1754, 1759, 1762, and 1778 editions. For training purposes,
702 images were annotated manually using Transkribus tools. Annotated images were
split between training, evaluation, and testing datasets of 602, 60, and 40 images. Ta-
ble 4.2 describes the split between different editions for the training and evaluation
dataset (90/10 split between training and evaluation datasets). The testing dataset
was constructed separately, and for each edition, ten images were selected representing
typical content pages.

Pages follow the basic layout structure of the hand-press era. Pages for all editions
have headlines where left-hand pages have the running title of the book, and right-hand
pages have the running title of the chapter. All editions have a smaller font size for
footnote and marginalia than for the rest of the text. Drop-capital is used for all
editions. The first word of each paragraph is written in capital. Also, the direction
line is always used.

Differences between editions are minor; however, some differences may complicate
the implementation of deep learning models for layout detection. Volume number is
included as part of the direction lines for 1754, 1762, and 1778 editions, but for the 1759
edition, it is not used. The location of the direction line varies; its location for 1754,
1762, and 1778 is always the lowest line. However, for the 1759 edition, its location is
between text and footnote. For the 1778 edition, the page number for the chapter title
page is in the center of the headline. In other cases, it is at the headline’s beginning
(left-hand page) or the end (right-hand side). The spacing between different elements
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Table 4.3: Occurrence of page elements in the training dataset.

Page element 1754 1759 1762 1778
text body 159 170 182 168
header 159 160 143 137
heading 44 129 327 137
footnote 44 113 120 97
marginalia 133 183 140 105
marginalia-top 129 120 150 135
page number 161 157 142 139
catchword 167 174 175 155
signature mark 58 90 112 76
toc-entry 22 38 82 17
separator 0 0 29 17

also varies. For example, the spacing between paragraphs is remarkably constant for
the 1778 edition when there is more variation with earlier editions. The space between
marginalia and the rest of the text is very narrow for 1778 editions, and there is more
space for other editions.

Data was also explored to analyze how balanced the training set is. Table 4.3
shows the instances of different elements in the training set. As it can be seen, the
balance is good for some elements (e.g., text body, headers, marginalia, marginalia-
tops, page numbers, and catchwords). In some cases, the balance is not perfect (e.g.,
footnotes, headings); here, the reason is that those earlier editions had fewer instances
of these elements. The overall number of instances is small for some elements, and
detection of these elements is expected to be challenging. However, these are irrelevant
from the OCR process point of view (e.g., separators, decorations, and figures). In
addition, the dataset includes some unknown elements due to the elements identified
later during the annotation phase and was not included in labeling.

Figure 4.1 shows a distribution of image size, which confirms that the 1778 edition
uses a smaller page size, although the number of lines per page is approximately the
same. The width of the pages is smaller than in earlier editions, which is why there is
less space between the text and margins.

4.2 P2PaLA - Semantic Segmentation method

Page to PAGE Layout Analysis (P2PaLA) is an implementation of Document Layout
Analysis software [44]. P2PaLA covers text line segmentation, page segmentation, and
region classification functionality.

P2PaLA architecture follows generative adversarial networks (GAN) architecture
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Figure 4.1: Training dataset image size distribution.

with two components, A-net and M-net. However, the architecture performs discrim-
inative rather than generative processing, as commonly in GAN. A-net is a simple
six-layer CNN, and it is trained to distinguish between ground truth labels and pre-
dicted labels. On the other hand, M-net follows the typical U-net architecture as
presented in Chapter 3.

Loss of A-net is a classical cross entropy loss and is defined as

LA(X, Y ) = 1
2{L

1
A(X, Y ) + L0

A(X, Y )}

where L1
A(X, Y ) is calculated for labels generated by M-net and L0

A(X, Y ) for ground
truth labels. Loss of M-net is a combination of two lost functions:

LM(X, Y ) = −1
N

N∑
n=1
L(xn, yn) + λL0

A(xn, yn)

where L(xn, yn) is cross entropy loss to learn from the training data and L0
A() tries to

mislead A-net.
P2PaLA is available in Transkribus as an optional module, and all tests were

done using the same training and test data for other experiments. Figure 4.2 shows
two examples of P2PaLa predictions. In the figure, all page elements are shown; for
binary masks, randomly selected colors are used to show the area of the mask. The
same illustration principle is used throughout the whole document.

The prediction accuracy for the page on the left is almost perfect: IoU for the
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text region is almost 100% (98.35%) and for other elements also very good: header
92.63%, marginalia-top 88.47%, and page number 93.03%. All elements are correctly
detected. Although all elements on the right-hand page are correctly detected, the
overall accuracy is worse. Text body 95.45%, header 91.02%, marginalia-top 87.65%,
and page number 86.15% are correctly classified. However, a footnote is detected only
partially, and part of it has been combined with the catchword.

Figure 4.2: Examples of P2PaLA predictions.

Overall, P2PaLA detects objects accurately, and only very few objects are mis-
labeled. Typical errors seen with testing dataset are:

• Marginalia-top is sometimes only partially detected or combined with text body
(Figure 4.3).

• Phantom object (labeled as decoration) is sometimes detected close to header
(Figure 4.3).

• Footnote is sometimes broken, and part of it is labeled as a catchword or border
between footnote and text body is misplaced.

4.3 Mask R-CNN Implementation

The hypothesis is that instance segmentation would provide more accurate predic-
tions than semantic segmentation. This hypothesis was tested by implementing
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Figure 4.3: Examples of P2PaLA issues with marginalia-top.

Figure 4.4: Examples of P2PaLA issues with a footnote.
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training and prediction modules using the Mask R-CNN approach. The exper-
imentation setup is described in figure 4.5. It consists of two separate phases:
training and prediction. During the training phase, a Mask R-CNN model is
created to detect different page elements on an image. During the prediction
phase, the instance segmentation is applied for new unseen images, and PAGE
XML files are created that could be used in the later phases of the OCR pipeline.
Approach uses Torchvision-library [42]. The output of PAGE XML is uploaded
to the Transkribus system and tested to see if it can be used for further OCR pro-
cessing and if it complies with PAGE XML definitions. All programming is done

Figure 4.5: Test setup.

using Python and PyTorch. PyTorch is an open-source Deep Learning framework
developed by Meta AI and commonly used in Deep Learning projects [40]. Py-
Torch uses tensors (multidimensional rectangular arrays of numbers ) for storing
and manipulating data. PyTorch includes several modules supporting different
deep learning tasks, e.g., optim implementing different optimization algorithms,
utils.data including different functions for data loading and nn building different
neural networks. PyTorch supports using graphical processing units (GPU) to
accelerate computing.

Torchvision is an additional library built on top of PyTorch to support Deep
Learning tasks for Computer Vision [42]. It consists of datasets, model architec-
tures, and typical image transformation functions. Additionally, it includes an
implementation of the Mask R-CNN algorithm.

Additionally, another test was done using Detectron2 -library to examine the
impact of different feature extraction backbone networks for the accuracy of the
approach. Detectron2 is a library specially built for object detection tasks and
developed by Meta AI [6]. It is also built on top of PyTorch. The abstraction level
of Detectron2 is higher than Torchvision, and it is easy to implement complex
object detection models. Detectron2 includes implementations of state-of-the-
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art object detection algorithms, including Mask R-CNN. Detectron2 is highly
configurable, and usage of transfer learning is easy, i.e., changing the feature
extraction backbone network takes only a few lines of code.

The annotated images and PAGE XML were downloaded from Transkribus, and
special conversion programs were created to transform them to a format required
by Torchvision [42]. The code snippet below describes the simplified example of
the input format for the solution. Torchvision-based Mask R-CNN implementa-
tion expects to receive images, bounding boxes, masks, and labels.

<Image in PIL format>,
{’boxes’: list of box coordinates

[x1, y1, x2, y2] for each label,
’labels’: list of labels,
’masks’: list of binary masks for each label,
’image_id’: unique id for image,
’area’: list of size of areas for each masks,
’iscrowd’: list of 0 # not used,

For the output, the data is very similar; the model provides predictions and
includes binary masks and bounding boxes for each predicted label. The output
also includes a confidence score for predictions. Again, a threshold should be
set, and only those predictions where the confidence score threshold is exceeded
should be selected for further processing.

[{’boxes’: list of bounding boxes,
’labels’: list of predicted labels,
’scores’: list of confidence scores

for each predicted label,
’masks’: list of binary masks for each

predicted label]

4.3.1 Model architectures

The high-level architecture of Torchvision Mask R-CNN implementation is de-
scribed in figure 4.6. Backbone network act as the feature extractor of Mask
R-CNN. The selected backbone for Torchvision is ResNet-50. Region Proposal
Network (RPN) scans the feature map created by the backbone and creates a pro-
posal of regions of interest (ROI), i.e., regions that may have objects. ROIAlign
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splits each ROI into a grid of cells and creates a feature map for each ROI. These
ROIs are then processed by two parallel heads, the object detection head and the
mask generation head.

Figure 4.6: Architecture building blocks of model implementation

4.3.2 Training of models

Implementation of Torchvision is done according to the standard PyTorch train-
ing approach, and the simplified steps are described in Algorithm 1. Training of
model was done in CSC - IT Center for Science 's Puhti system using Graphical
Processing Units (GPU).

As described earlier, Mask R-CNN provides the prediction for objects and scores
indicating how confident the model is and how realistic the prediction is. An F1
score was calculated to identify an optimal threshold for different object score
values. Figure 4.7 shows that the optimal object score value is close to 0.5, i.e.,
predictions where the score is less than 0.5 are automatically rejected.
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Figure 4.7: Training loss of a final model.

Mask R-CNN uses three different losses (e.g., Lcls,Lbbox, Lmask) and additionally
it reports RPN losses. The loss development during training can be seen in
figure 4.7. The figure demonstrates that the loss plateau was reached relatively
quickly, training can be stopped, and the model can be saved. Therefore, it
was concluded that the optimal training time was ten epochs for the Torchvision
implementation. The training time for the Torchvision model was roughly 84
minutes in CSC 's Puhti GPU environment.

The standard rule of thumb for Deep Learning training is that more data is better;
the impact of training dataset size was also analyzed. The test was conducted by
running training for randomly selected images where the number of images varies
from 100 to 600 images. Figure 4.8 shows the impact on mAP and mAR, and as
can be seen, the graphs show there is still potential to improve the accuracy by



4.3. Mask R-CNN Implementation 41

Figure 4.8: Training loss of a final model.

increasing the training size. However, this was left for further study due to the
required work. In addition, to make the model more generic, it might be a good
idea to extend the training dataset size and consider how to ensure the different
types of pages are included.

Data augmentation was considered at the beginning to extend the existing train-
ing dataset. However, the idea was dropped quite soon as it was not seen as an
appropriate method for page layout problems. For example, horizontal or vertical
flipping does not work as the page structure is not symmetrical, color changes
are not applicable, as in many cases, pages are binarized, and color information
is lost.

Figure 4.9: mAP and mAR by training dataset size
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No hyper-parameter tuning was done for the models, and mainly the default pa-
rameters were used. For all implementations, stochastic gradient descent (SGD)
optimizer with a learning rate value of 0.005 and momentum of 0.9 was used.

4.4 Predictions and test results

Analysis of models is based on visual inspections and accuracy metrics. In visual
inspection for each tested page image, a particular image was created, showing
the predicted bounding boxes and binary masks on top of the original image.
Visual inspection helps to detect typical detection problems.

Accuracy metrics cover two different measurements: accuracy, precision, recall &
F1 - and IoU metrics. IoU measurements were calculated for each class and for
the whole test dataset. The mean Average Precision/Recall was calculated only
for the Torchvision model.

P2PaLA results were used for the analysis to understand how well the models
are performing against an existing approach. As described earlier, P2PaLA is a
semantic segmentation method, and to make results comparable, both semantic
and instance segmentation results were calculated for the Torchvision model.

4.4.1 Visual inspection

Figure 4.10 gives an example of prediction results with Ground Truth for Torchvi-
sion and P2PaLA. As can be seen, both results are good and very close to each
other. All elements are detected correctly, and masks and bounding boxes are
approximately the correct sizes.

The visual inspection was done for all images in the test dataset, and the following
observations were made:

– The most frequent problem with the Torchvision Mask R-CNN model is
that the mask for the text region is too small, i.e., part of the bottom or
top part of the text region is not included in the mask (figure 4.10).

– the Torchvision model sometimes detects two overlapping text regions, al-
though, in reality, these are only one region. In some cases, the other text
region is labeled as a footnote. This seems to happen quite often if there is
much space between paragraphs on the page (figure 8.4). Another example
of difficulties separating text regions and footnotes is presented in figure 8.4,
where the different regions overlap.
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Figure 4.10: Model prediction results compared to the ground truth. From left to right: GT,
Torchvision Mask R-CNN, and P2PaLA.

– Small elements are detected quite well. However, in some cases, these are
detected more than once (figure 4.11) and labeled as different elements
(marginalia vs. marginalia-top) or as the same element (e.g., signature
mark) and should be removed as part of the post-processing phase.

– Footnote is a challenging element as, in some cases, the space between differ-
ent parts of the footnote can be detected as separate or overlapping elements
(figure 4.11).

Figure 4.11: Mask does not cover the text region fully.

The case when mask does not cover the text region entirely is a severe prob-
lem. This can lead to a situation where some critical information is lost and
unavailable for further steps in the process. Partially this can be avoided using
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Figure 4.12: Large overlapping regions.

Figure 4.13: Overlapping footnote and text regions.

bounding boxes rather than exact masks. As the data is text, these regions are
typically rectangles and, with bounding boxes, can better estimate the actual
region than the predicted masks. However, this does not work in all cases, so
another approach is required to resolve this issue.

Handling overlapping regions is much easier and can be recovered using the Non-
Max Suppression (NMS) method. In this method, the highest-scoring bounding
box is first selected, and then lower-scoring boxes with IoU > threshold (e.g.,
0.7). The steps are repeated if any boxes remain. This method can be applied
as a post-processing task, and overlapping regions can be removed. The same
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Figure 4.14: Same region is detected twice.

Figure 4.15: Split or overlapping footnote.

mechanism can be applied for regions detected twice.

4.4.2 Prediction accuracy

As mentioned earlier, the accuracy is measured using two metrics: accuracy,
precision, recall & F1 - and IoU metrics. The first set of metrics measures how
well the model can predict the label of objects on a page. However, it evaluates
only the classification part of the model as it does not indicate how accurately
the masks or bounding boxes are attached to the label. For this purpose, the IoU
is a better metric.

Table 4.4 shows the accuracy, precision, recall & F1 -values for semantic seg-
mentation, and table 4.5 for instance segmentation. P2PaLA results are only
available for semantic segmentation. The results show that P2PaLA performs
slightly better than Torchvision on the test dataset in the case of semantic seg-
mentation and predicts the correct labels more accurately. The results with
instance segmentation are lower, and the differences between models are minor.
Lower results are expected as in instance segmentation, each instance of an object
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Table 4.4: Precision and Recall results (Semantic Segmentation).

Metric P2PaLA Torchvision
Accuracy 94.33 92.09
Precision 0.989 0.952
Recall 0.953 0.966
F1 0.971 0.959

Table 4.5: Precision and Recall results (Instance Segmentation).

Metric Torchvision DetX101 DetR50
Accuracy 83.10 81.17 82.95
Precision 0.858 0.880 0.888
Recall 0.964 0.912 0. 927
F1 0.908 0.896 0.907

is labeled separately, which increases the possibility of mislabeling. Further anal-
ysis shows that the most significant cause for mislabeling for Torchvision Mask
R-CNN was mixing marginalia and marginalia-top, causing incorrect detection.
For the P2PaLA, some small elements were not detected (e.g., page number,
catchword, and signature mark); however, this can be controlled by a parameter.

The IoU metric's prediction bounding boxes were compared against ground truth
bounding boxes. The total IoU is calculated for all objects detected and element-
specific IoU for each class separately, and no weighting is used. Due to the
nature of IoU, the accuracy is easily better for larger objects, as the margin of
error is smaller than for smaller objects. However, for some objects, the number
of instances is small, and the impact of an individual object's accuracy is more
significant.

Table 4.6 show the IoU results for semantic segmentation, and table 4.7 for in-
stance segmentation. The results show that P2PaLA performs slightly better
than the Torchvision model. However, IoU accuracy is almost perfect for large
objects (e.g., text body) where the error caused by rounding margins is minor.
As the difference between models is relatively small, the reason might be that
Ground Truth's annotation is based on P2PaLA predictions that are manually
corrected.

Similar results are measured for instance segmentation. When the two
Detectron2-based models are compared together, it can be noticed that DetX101
(i.e., ResneXt-101) performs almost equally to DetR50 (i.e., ResNet-50). This
indicates that using a more complex feature extractor is not improving the results.

Average Precision and Average Recall metrics were calculated for the Torchvision
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Table 4.6: Intersection over union results (Semantic segmentation) .

Element P2PaLA Torchvision
text body 96.45 93.55
header 89.72 87.73
heading 89.71 68.15
footnote 83.73 73.82
marginalia 41.87 50.10
marginalia-top 69.47 79.96
page number 80.49 62.74
catchword 62.45 63.94
signature mark 56.19 66.82
Overall 76.41 74.26

Table 4.7: Intersection over union results (Instance Segmentation).

Torchvision DetX101 DetR50
text body 93.42 97.03 97.16
header 87.73 84.88 81.37
heading 91.09 83.38 87.52
footnote 85.03 87.35 83.03
marginalia 69.66 64.54 63.89
marginalia-top 79.96 72.76 72.06
page number 62.74 63.83 52.02
catchword 68.20 60.12 66.81
signature mark 65.09 62.09 67.41
Overall 77.36 75.10 73.79
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Table 4.8: COCO metric: segm.

Average Precision (AP) @[ IoU=0.50:0.95 | area= all | maxDets=100 ] = 0.594
Average Precision (AP) @[ IoU=0.50 | area= all | maxDets=100 ] = 0.877
Average Precision (AP) @[ IoU=0.75 | area= all | maxDets=100 ] = 0.627
Average Precision (AP) @[ IoU=0.50:0.95 | area=medium | maxDets=100 ] = 0.465
Average Precision (AP) @[ IoU=0.50:0.95 | area= large | maxDets=100 ] = 0.601
Average Recall (AR) @[ IoU=0.50:0.95 | area= all | maxDets= 1 ] = 0.608
Average Recall (AR) @[ IoU=0.50:0.95 | area= all | maxDets= 10 ] = 0.645
Average Recall (AR) @[ IoU=0.50:0.95 | area= all | maxDets=100 ] = 0.645
Average Recall (AR) @[ IoU=0.50:0.95 | area=medium | maxDets=100 ] = 0.512
Average Recall (AR) @[ IoU=0.50:0.95 | area= large | maxDets=100 ] = 0.654

model. Unfortunately, as there is no reference point, it is impossible to say how
well the model performs.

4.4.3 End-to-end pipeline

Although the focus of this thesis is on page layout analysis, it was necessary to
test the solution also as part of the full OCR pipeline, and the following sequence
of tasks was performed:

1. Store images of David Hume's 1754 edition of History of England in a folder

2. Run Page layout detection program. This produces as an output a PAGE
XML file for each image under the subfolder page

3. Upload images and XML files to Transkribus

4. Execute 'Find Lines in Text Regions' task for all images

5. Execute 'Text recognition'task for all images

6. Download results from Transkribus

The end-to-end test demonstrates that Mask R-CNN-based Page Layout method
can be used as a step in the OCR pipeline. The method is compatible with other
steps in the process, and the output is acceptable. Few problems are detected,
e.g., if the predicted mask or bounding box does not fully cover the text region,
some characters may be missed, and further process steps will not be able to use
these.
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Figure 4.16: Outcome of full OCR pipeline where Mask R-CNN segmentation model is used for
Page Layout

4.4.4 Summary of experiments

The tests prove that image segmentation can be used for fine-grained document
layout analysis. The accuracy is suitable especially for large objects; however, it is
not necessarily enough for all objects. In some cases, the problem is insignificant;
for example, if marginalia is labeled as marginalia-top, it does not cause any
significant problems. Furthermore, some of the issues can be resolved in the
post-processing phase. As described earlier, it is possible to use the Non-Max
Suppression (NMS) method for overlapping regions.

The solutions are not ready for production use in their current form as all docu-
ment layout predictions need to be checked manually. For the accuracy improve-
ment and suitability for production use, two alternatives could be considered:

1. Develop a two-stage approach. First, the number of different elements could
be reduced instead of using fine-grained detection, i.e., only one content
region type covering text body, footnotes, and headings. The rest of the
element types would remain the same. The modified list of elements will be
used for the layout analysis phase. Then, fine-grained detection could be
done as a rule-based task during the post-processing phase.

2. Building a more sophisticated detection model. P2PaLA successfully utilizes
the GAN approach with U-net architecture. However, mask R-CNN solu-
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tions use transfer learning. Therefore, a more sophisticated solution would
be combining these two aspects and building a more advanced model to
improve accuracy. In parallel, the training dataset size would be increased.



5. Conclusions

Digitization has changed history research. The materials are available, and online
archives make it easier to find the correct information and speed up the search
for information. The remaining challenge is how to use modern digital methods
to analyze the text of historical documents in more detail. The area is an active
research topic for computer scientists and digital humanities scholars, and deep
learning-based computer vision solutions have taken significant steps forward
during the past decade. As the methods, algorithms, software platforms, and
computing environments have developed, more and more challenging tasks can
be completed more efficiently.

Document layout analysis is where object detection methods can be applied di-
rectly to historical documents. In addition, new tools, e.g., LayoutParser, OCR-
D, and Transkribus, are introduced that can benefit from the recent development.
However, most systems reviewed focus on coarse-grained methods, where only the
high-level page elements are detected (e.g., text, figures, tables), and fine-grained
methods are not available.

This thesis focuses on fine-grained OCR document layout analysis using image
segmentation techniques. The same image segmentation techniques developed
for biomedical and other domains easily apply to historical document contexts.
Furthermore, open-source programming libraries and software packages based on
these techniques can be adapted for the fine-grained detection task.

One of the main challenges of using deep learning methods is the lack of anno-
tated data. Annotating historical documents is time-consuming; many training
datasets are relatively small. These can consist of only tens or a few hundred
pages of data. This problem can be minimized by using transfer learning and
data augmentation. Transfer learning enables the utilization of larger datasets
with similar characteristics, especially the usage of PubLayNet is an important
addition. Data augmentation is another approach to avoiding problems caused
by small datasets as it provides an easy mechanism to increase the training set
size. However, the user must know that all augmentation methods are not nec-

51
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essarily suitable for historical documents due to specific needs (e.g., binarization
of images and asymmetric page structure).

This thesis presents two methods, semantic segmentation with U-net and instance
segmenting with Mask R-CNN. They represent today's state-of-the-art image
segmentation techniques. The most often used page layout approach is based
on semantic segmentation, which might be adequate for simple OCR tasks pro-
viding accurate granularity. However, for more detailed page analysis, instance
segmentation provides much more detailed information by separating instances
from each other and providing object boundaries at the pixel level. Detailed
analysis is crucial for more complex layouts (e.g., newspapers) and cases with
higher element granularity needs.

As part of the thesis work, an experimental system for Mask R-CNN was built
using PyTorch libraries. This implementation provides a setup to provide a
detailed analysis to understand the accuracy and limitations of using a real-
life dataset. The dataset consists of more than 700 annotated pages from four
different editions of David Hume's The History of England from the 18th century.

The dataset was prepared manually as no fine-grained layout analysis datasets
were available elsewhere. Unfortunately, there are no standards for defining old,
printed document page elements, and every use case has its requirements. For
example, PubLayNet uses only five different page elements (e.g., text, title, list,
table, figure). This granularity is not enough to handle the variety of elements de-
scribed in chapter 1. When the solution for more complex structures is required,
Mask R-CNN offers a promising approach.

The experiments indicate that Mask R-CNN, instance segmentation implementa-
tion, and P2PaLA, semantic segmentation solution, perform well. Both systems
can detect page elements accurately, which indicates high precision and recall
values. However, the accuracy of predicted regions (e.g., size and borders) leaves
some questions, especially for small regions. Due to these issues (e.g., overlapping
regions and too small regions), further work for the post-processing phase would
be required. Overall, both systems are performing equally well, but both meth-
ods have challenges, and it is impossible to declare the winner based on these
tests.

One of the thesis research questions was whether the solutions were ready for
the large project with thousands of pages. For this question, the answer would
be 'no' now as too many manual corrections would be required in its current
form, and therefore, a more accurate solution would be required. One idea would
be to implement fine-grained detection using a two-stage approach. The first
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phase would focus on detecting large elements on the pages using deep learning
methods, and the second phase would use a rule-based traditional object detection
approach to identify the more fine-grained elements.
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