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Despite development in many areas of machine learning in recent decades, still, changing data
sources between the domain in a model is trained and the domain in the same model is used for
predictions is a fundamental and common problem. In the area of domain adaptation, these circum-
stances have been studied by incorporating causal knowledge about the information flow between
features to be utilized in the feature selection for the model. That work has shown promising re-
sults to accomplish so-called invariant causal prediction, which means a prediction performance is
immune to the change levels between domains. Within these approaches, recognizing the Markov
blanket to the target variable has served as a principal workhorse to find the optimal starting point.

In this thesis, we continue to investigate closely the property of invariant prediction performance
within Markov blankets to target variable. Also, some scenarios with latent parents involved in
the Markov blanket are included to understand the role of the related covariates around the latent
parent effect to the invariant prediction properties. Before the experiments, we cover the concepts
of Makov blankets, structural causal models, causal feature selection, covariate shift, and target
shift. We also look into ways to measure bias between changing domains by introducing transfer
bias and incomplete information bias, as these biases play an important role in the feature selection,
often being a trade-off situation between these biases.

In the experiments, simulated data sets are generated from structural causal models to conduct the
testing scenarios with the changing conditions of interest. With different scenarios, we investigate
changes in the features of Markov blankets between training and prediction domains. Some scenarios
involve changes in latent covariates as well. As result, we show that parent features are generally
steady predictors enabling invariant prediction. An exception is a changing target, which basically
requires more information about the changes in other earlier domains to enable invariant prediction.
Also, emerging with latent parents, it is important to have some real direct causes in the feature
sets to achieve invariant prediction performance.
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1. Introduction

During recent decades, we have seen the rise of machine learning, in many ways, as a
solution in the search for more accurate predictions. For example, sophisticated algo-
rithms run over neural networks with feasible computational power and with extremely
large data sets have suddenly become available for many researchers [37]. This new
emerging power of machine learning enables us to reduce the uncertainty in more com-
plex modeling challenges. This might lead many researchers, or other types of users,
to rely on this new power as is [44]. By just inputting as much data as possible and
then enabling an artificial intelligence machine (A.I.) to do the actual model fitting,
one might expect it to output the best-performing predictive models. This approach
might lead to situations, in which the predictive models might be extremely complex.
Meanwhile, the role of the predictive features in the outcome model may remain un-
clear, thus leaving the outcome models as black boxes for the user, and thus leaving
them to lose control over the outputs. Albeit operating purely with these black boxes
can often yield accurate predictions and hence be well beneficial.

However, machine learning used in this way is found to be efficient, when the
training data and the data used for predictions are coming from the same source do-
main [38]. There is no guarantee that any modern machine learning application, even
with extremely large data sets and computational power available, is capable to deal
with changing conditions between the training and the prediction domains. Thus, in
order to trust such an A.I. solution as a robust predictor machine, one must be sure
that the assumption about the same source domain holds with the data.

In reality, many domains are vulnerable to changes, and sooner or later, a shift
happens within a source, leading to a situation where the data used for prediction with
a model is altered from that data used to train the model [52, 46]. The change in a
domain can happen in multiple ways, leading to different types of alterations in the new
data used in predictions. There are many ways to show that the alteration can lead to
a situation that the modeling technique used in the training phase can not cope with
the change anymore with the new data [38]. And when this happens, the uncertainty
can not be removed and fixed with some brute force, for example, by increasing the
data units used in the training phase or using a more flexible modeling technique. The
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2 Chapter 1. Introduction

question is then, how an A.I. can be designed to be prepared for changes in domains?
Also, a change can happen intentionally, but still it can ruin the models trained

before the change. Consider a marketer trying to improve the sales of a product
Sales. They think that the price of the product Price is a factor that affects the sales
figures, and also that good earlier customer experiences CX affect to the sales figures.
They have the sales data and corresponding price data observed. They do not have
the customer experience exactly measured, but they have some indicating information
about how often the product is mentioned positively in some online discussion forums,
denoted as Discussion. They have modeled out that so far the Price and Discussion

can predict Sales fairly well. The marketer thinks if they boost somehow the discussion
in the forum, might we get more sales in upcoming weeks? In this example, the attempt
to boost the discussion would be an intervention to a system of features that would
change something in the data formation. The question then is that does the original
model hold after this change in a feature in the model. The answer here would depend
on what is the real causal structure between these features. For example, if we consider
Price and CX actually affect the Y , and CX affecting also Discussion. Then boosting
Discussion could cause the predictive model Pr(Sales|Price, Discussion) might be
no more valid in the new boosted domain since the predictions are higher due to the
boost to Discussion, but in this example scenario, Sales is not actually affected by
the boost to Discussion.

The domain changing between training and prediction phases is known to be
potentially hazardous to predictive models, and it is well studied in many branches of
the science, therefore, suggestions vary in the approaches to cope with changes [38, 6,
46]. For example, a type of change detection tries to hang on with changing conditions
by investigating the patterns in the new incoming data and then to react it by re-
modeling or updating the current models with the input from the new data [6]. In this
way, the models can improve a few steps after the changes with the help of the new data
points. The research area called domain adaptation focuses on finding properties from
the data that can be used beforehand to better estimate circumstances after changes
in a domain, without involving any data points observed from the new domain [38,
34, 35, 24, 56]. These recognized properties in training data may help to make feature
selections optimized to deal with the data in the new domain. In this way, the models
are designed to be operable already beforehand, without the help of any new data
points.

To enable the optimized feature selection, some recent work has incorporated
concepts from the area of causal inference, for example, using information from an-
ticipated causal graphs [4, 21, 29] and focusing on the Markov blankets around the
outcome variable [29, 30]. The latter one is a central workhorse to find optimal feature
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sets for a prediction in the area of causal feature selection [22, 14, 1, 2]. A real Markov
blanket for a target is a set of features that encapsulates all relevant information about
the target variable and hence makes the prediction immune to all changes outside of
the blanket. An anticipated causal graph is then crucial to enable the found models to
work well in cases a change hits the features in the Markov blanket itself.

On occasions, an optimal feature selection can enable invariant prediction perfor-
mance in the new domain despite the size of the change [38, 34, 35, 24, 56]. In general,
this kind of property can be seen as desirable property. Having such conditions en-
abling an invariant prediction, a data modeler can trust the model being sound in
changing settings between domains, and thus, for example, relax the need for detecting
and monitoring possible changes and re-modeling or updating the models. Motivated
by explained reason, in this thesis, we focus on investigating changes in the features
belonging to the Markov blanket to the outcome variable, and in each case, finding
out which one of the feature sets performs best across different levels of changes in the
domains, and point out the possible property for an invariant prediction performance.

The approach in this thesis is to use simple causal scenarios and data sets to drive
the baseline conclusions about invariant prediction properties. Throughout this thesis,
we use simulated causal data sets to run experiments. We start with simple experiments
without any changing conditions in the data to create the ground for the experiments
with different types of changes in the next phases. The simulated data is mainly
holding linear relationships between the features. Then in the actual experiments,
we use minimized set of features involved with the simplest causal structures. The
experiments are extended to investigate some latent feature cases to widen the scope
around invariant prediction.

In Chapter 2, we introduce the baseline theory and elements for the causal model-
ing used in this thesis, whereas the Markov blankets, without and with latent variables,
are a central workhorse for this thesis. Chapter 3 is basically about defining what we
mean by a change we are interested. We take a look at recent work around the change
between domains to align, what is already known. We also run some experiments to
show how the known phenomena look in practice, and reason and show also show how
the bias should be measured in order to catch if the bias is due to the change, or
due to the feature selection used. In Chapter 4, we introduce formally how the main
experiments for this thesis were conducted. Then by walking through the results from
several experiment scenarios the found characteristics are summarized. In Chapter 5,
we conclude with some suggestions, point out some characteristics of some findings,
reflect the findings to other recent works, and discuss the limitations of this work and
the possible further topics.





2. Causal modelling

This chapter introduces the baseline theory and elements for the causal modeling used
in this thesis. We look into structural causal models that hold the causal information
between features and are also used to create the causal data sets used in the experi-
ments, as well as, causal graphs to present causal structures. We look into the concept
of the d-separation to enable reasoning with conditional independencies between the
features and continue to the concept of Markov blankets to understand the predictive
power of features in causal data sets. We show with some examples, how these elements
emerge in practice. We also discuss causal assumptions, causal discovery and causal
feature selection.

2.1 Structural causal models

Structural causal model (SCM) for a data set can be seen as a description of the
mathematical mechanisms that define, how the information flows between variables in
the world, and hence, how the data set in hand has formed [30]. Thus, SCM can be
seen as a way to tell a causal story behind a data set. Structural causal models can
be used to generate a data set in which the variables are causally connected. SCM can
also be used as a theoretical ground-truth to define how the constitution of a data set
happens in the real world. The idea for the structural causal model is based on the
structural equation models by Wright el al. [53] used in path analyses in their work for
genetics. This concept of using paths to describe causal structures relates as well to
the concept of Bayesian networks [29] we will discuss in the next section 2.3.

Formally, Pearl et al. [30] define that a structural causal model (SCM) consists
of s.c. endogenous random variables V and exogenous random variables U [30]. The
exogenous variables U are the input variables affecting the endogenous variables, but
they are not the measured ones in a data set, and not used in modeling. In a definition
of an SCM, the value for an exogenous variable is commonly drawn randomly from a
probabilistic distribution. The exogenous variables V are then the variables that are
getting values based on other variables U or V as an input and a variable V specific
function FV . The function FV defines the value for the variable V based on the input.

5



6 Chapter 2. Causal modelling

A function defines the outcome value deterministically from the input variables. A
common way to compose an SCM is to assign at least one exogenous variable as an
input for each endogenous variable, and hence, if the exogenous variable is drawn from
a probabilistic distribution then V is defined non-deterministically. This practice can
be seen as adding an additional error term for each variable V . We write an exogenous
variable Uv for each endogenous variable v ∈ V . For example, here is a definition of an
SCM including all required components U , V , and F :

U = {UP , UY , UC},

V = {P, Y, C},

F = {fP , fY , fC},

fP : P = fP (UP ),
fY : Y = fY (P, UY ),
fC : C = fC(Y, UC).

(2.1)

In Equation 2.1 the function fP for the variable P gets only UP as an input
variables meaning that no other variables than UP affect the value of P . The function
fY gets two variables as an input, P and UY , meaning that the value of Y is affected
by the P (in addition to UY ), as well as C is affected by Y as FC gets Y as an input
variable. From the definition of this SCM can be seen that endogenous variables in V

are linked to each other so that P affects Y and Y affects C.
In addition to relations between the variables, a perfectly defined SCM has the

content of all the functions F defined precisely allowing to define each value perfectly
from other variables (only the unknown value of each U results in remaining uncer-
tainty). In practice, this can be a challenging task to commit to perfectly. However,
defining an SCM even partly allows us to test assumptions about the real world against
the data sets and serves as a starting point to model out the function contents. The in-
formation about the SCM in Equation 2.1 contains only the relations in which variables
are affected by other variables. However, this is not the most readable and intuitive
format to read this information. For that reason, SCMs are often described with help
of causal graphs which we’ll look into in more detail in the next section. In this work,
SCMs are used to generate s.c. ground-truth data for causally defined data sets used
with examples.

2.2 Causal graphs

To describe directional connections between variables in a readable format, for example
in an SCM, a causal graph is used to express how the information flows from a variable
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YP C

(a) A DAG for the SCM in Equation 2.1 without ex-
ogenous variables.

YP C

UY UP UC

(b) A DAG for the SCM in Equation 2.1 with all
exogenous variables included.

Figure 2.1: Two representations of a causal graph for the SCM in Equation 2.1.

to other variables [4, 21, 29]. In this work, we define causal graphs for SCMs basically
with so-called directed acyclic graphs (DAG) [29] (if not otherwise stated). In a DAG,
variables V are shown as nodes and causal connections between them are pointed with
directed arrows. In the context of SCMs, an arrow from a variable X to a variable V

represents an input variable (the variable X in the origin of the arrow) for the function
FV . Thus X has a causal effect on the V . DAGs do not allow cycles in a graph,
meaning that, in a DAG by following directed arrows node by node, one can not end
up back to the same node again. Sometimes for clarity purposes, we also can present
an exogenous variable involved in a DAG written as UX where X ∈ V (with a node
and an arrow). Figure 2.1 shows the DAG for the SCM in Equation 2.1 represented in
the both ways.

Here we describe some of the terminologies we use along with the DAGs. In
Figure 2.2, as node P has an arrow pointing to node Y , we say that P is a parent
to Y , and likewise, Y is a child to P , and similarly, in the graph, Y is a parent to C

and C is a child to Y . All around this work, we use the following terminology from "a
common family tree" to assess the roles of nodes in Figure 2.2 to each other. A PP is
a parent’s parent to Y if it has an arrow pointing to a parent node of Y . S is a sibling
to Y if S has a common parent with Y . SP is a spouse to Y if it has a common child
with Y . STP is a step-parent to Y if it has a common child with a parent of Y and
STP is not a parent of Y . CC is a child’s child to Y if a child to Y has an arrow
pointing to CC. CCP is a child’s child another parent if CCP has an arrow pointing
to a child’s child to Y . For each case, we introduce those nodes involved with a causal
graph presentation.

A causal graph holds alone less information (it does not describe the functions F

anyhow) about the actual causal model than a fully defined corresponding SCM. Nev-
ertheless, it is widely used as a tool to describe and communicate the causal directions
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Y

P

PP

S

STP

C

SP

CC

CCP

Figure 2.2: Family members to Y presented in a DAG.

between the variables. Thus alone this structural knowledge allows making further
causal inferences about which nodes are affected and how big is the effect in cases of
interventions to nodes. In this work, we are primarily interested how the understanding
of the underlying causal structure (in form of a causal graph) can help with prediction
tasks under changed settings between a model training time and model usage time.
The nature of the change is discussed closely in Chapter 3. The nature of the causal
graph for the underlying SCM can be enlightened from the data in hand by exam-
ining conditional independencies between the variables [30]. Many studies in causal
discovery have defined algorithmic approaches for this challenge [29]. As humans are
able to intuitively infer the causal directions in some cases, then by incorporating some
domain knowledge about causal directions between variables can be benefited to use
of the causal graph in analyses [31]. For example, we can infer the size of an ice cube
from the puddle of water on the table and vice versa. But as we know the melting ice
cube is the one to cause the puddle, by intervening with the size of the ice cube we
know the size of the puddle is affected, but it does not work vice versa if the puddle is
affected by some other cause. Either way, a causal structure is found, and the causal
graph can be then benefited to estimate the true nature of underlying SCM for the
data in hand.

2.3 Bayesian networks

The concept of Bayesian network (BN) is an alternative model to SCMs to describe
causal relationships in a data set. The concept enables us to map causal graphs with
data sets in hand by defining conditional independence between variables [27, 8]. By
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Y

P1

PP1

S

P2

C

Figure 2.3: An example of a directed acyclic graph, DAG.

definition:

Definition 1 ( [28]). A Bayesian network for a set of random variables V is a pair
(G, Θ) where

• G is a DAG over V , called the structure,

• Θ is a set of conditional probability distributions, one for each V ∈ V conditional
on its parents Pa(V ) in G representing the parameters for the BN.

Consider a data set with variables V = V1, ..., Vn. In an attempt to calculate
a joint probability distribution Pr over all states in V , a Bayesian network helps to
reduce the number of parameters needed by ruling out some parameter combinations
based on known conditional independencies. A DAG can be seen as a way to describe
these conditions. Based on Def. 1, as DAGs are always acyclic, a Bayesian network
represents a distribution that factorizes according to a given DAG with s.c.chain rule
for BNs [27]:

Pr(V) =
n∏

i=1
Pr(Vi|Pa(Vi)), (2.2)

where Pa(Vi) is all the parents for variable Vi in a causal graph. For example, the
causal graph in Figure 2.3 can be factorized as

Pr(Y, PP1, P1, P2, C) = Pr(PP1)× Pr(P1|PP1)×
Pr(P2|P1)× Pr(Y |P1, P2)× Pr(S|P1)× Pr(C|Y ).

(2.3)

Local Markov condition is used to define precisely the link between statistical
independencies in data to an anticipated graph structure:

Definition 2 ( [29, 47]). Distribution Pr over variables V satisfies the local Markov
condition with regard to DAG G if and only if every node Vi is conditionally independent
of its non-descendants given the set of its parents Pa(Vi).
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If Pr is modeled by a Bayesian network with the structure G then it re-
quires these independence assumptions holds given by local Markov, then denoted as
Markov(G) [29]. In the other words, in order to make a valid inference about causation
then the definition of the anticipated SCM must have a causal graph structure that
holds Markov(G). If a data set is generated with a SCM as defined in Equation 2.1
then it holds local Markov condition [30].

However, Markov(G) does not include all of the conditional independence rela-
tions within the graph. These relations are looked at closely in the next section.

Two other assumptions are crucial to note if they hold in both the graph and the
data in hand to understand what they are capable to explain about the world they
represent. S.c. faithfulness condition demands:

Definition 3 ( [29, 47]). Given a Bayesian network V ,GandPr(V), DAG G is faithful
to Pr(V) if and only if every conditional independence present in P is entailed by G
and the Markov condition. Pr(V) is faithful if and only if G is faithful to Pr(V).

This is basically important as with finite data points it is possible that some set
of parameters (for example, correlation coefficients for a linearly defined SCM) in an
SCM can cause by a chance that relations between variables do not hold as assumed
in the resulting data set, making it unfaithful for the model. For this work, we use
randomized parameter values in the data simulations and several trials to avoid such
misleading conclusions.

S.c. causal sufficiency assumption of the data states the following:

Definition 4 ( [29, 47]). Every direct common cause for two variables in V is also in
V.

Causal sufficiency often appears as a strong assumption, as it is generally consid-
ered impossible to ensure that all possible common causes are measured [33]. In this
work, we occasionally relax this assumption by allowing s.c.a latent variable (unob-
served in the data set) to be a parent to two observed variables, and hence not forced
to make such a strong assumption about knowing all common causes.

2.4 Conditional independence and d-separation

Typically causal models represented with DAGs involve multiple paths between vari-
ables connecting them and paths traverse through other variables. A direct arrow
between two variables (X → Y ) means variables X and Y are likely dependent. For
example, in the definition of SCM that generates the model data set, a value from X is
included as a parameter in the function fY that defines the value for Y [29]. However,
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X Z Y

Figure 2.4: A chain structure represented as a causal graph.

if the nodes X and Y are connected indirectly, without any direct path, but with some
other nodes Z in between them in a path, then X and Y might be as well conditionally
independent or conditionally dependent given Z based on directions in the graph. In
a DAG, a path can consist of a sequence of any number of three types of structures
between two variables having a variable in between them [29]. Next, we introduce these
three types of structures between variables and show in which cases the conditional
independence between X and Y given Z occurs or not.

2.4.1 Chain, fork and collider structures

Definition 5 (Rule with chains [29, 30]). Variables X and Y are conditionally
independent of given Z, if there is only one directed path from X to Y , and Z is any
set of variables that intercepts that path.

In the case of a chain structure, an example in Figure 2.4, when making predic-
tions about Y , then Pr(Y |X, Z) = Pr(Y |Z). If Z is observed then X is not relevant
in prediction. If Z is unobserved then Pr(Y |X) is supposedly better predictor than
Pr(Y |∅). An example is shown in Figure 2.7.

Definition 6 (Rule with forks [29, 30]). If a variable Z is a common cause of
variables X and Y , and there is only one path between X and Y , then X and Y are
independent conditional on Z.

In the case of a fork structure, an example in Figure 2.5, when making predictions
about Y , then Pr(Y |X, Z) = Pr(Y |Z). If Z is observed then X is not relevant as a
predictor. If Z is unobserved then Pr(Y |X) is valid and is supposedly better predictor
than Pr(Y |∅). An example is shown in Figure 2.8.

Z

X Y

Figure 2.5: A fork structure (a common cause) represented as a causal graph.

Definition 7 (Rule with colliders [29, 30]). If a variable Z is a collision node
between X and Y , then X and Y are unconditionally independent but are dependent
conditionally on Z and on any descendants D of Z.
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Z

D

X Y

Figure 2.6: A collider structure (a common effect) represented as a causal graph. D is the descendant
node for the collider node Z.

In the case of a collider structure, an example in Figure 2.4, when making predic-
tions about Y , then Pr(Y |X) = Pr(Y |∅). If Z is unobserved then X alone does not
transmit any information about Y . If both Z and X are observed then Pr(Y |Z, X) is
supposed to yield the best prediction since both X and Z together transmit informa-
tion about Y . If X is unobserved then Pr(Y |Z) is supposed to give better predictions
than Pr(Y |∅) since X alone can transmit information about Y . An example is shown
in Figure 2.9.

2.4.2 d-separation

A pair of nodes {X, Y } in the graph are d-separated if all the paths in the graph
between them are blocked [29]. Even if one path is not blocked then the pair {X, Y } is
said to be d-connected. How a path can be blocked links to conditional independence
rules with the three types of connecting nodes: chain, fork, and collider. In the case
of chains and forks, a set of nodes Z in between makes X and Y independent given Z

thus blocking information to flow from X to Y or vice versa. In these cases, we can
think that information from X to Y (and vice versa) becomes irrelevant in presence of
Z in between. In the case of colliders, Z makes X and Y dependent, and such unblocks
the path between them. We can think that X becomes relevant to infer about Y in
presence of Z (and vice versa).

Formally the blocking that causes the d-separation is defined as follows:

Definition 8 ([28]). A path p is blocked by a set of nodes Z if and only if

1. p contains a chain of nodes A → B → C or a fork A ← B → C such that the
middle node B is in Z (i.e., B is conditioned on), or

2. p contains a collider A→ B ← C such that the collision node B is not in Z, and
no descendant of B is in Z.
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When a pair of nodes are d-separated, then the variables they represent are def-
initely independent, when a pair of nodes are d-connected, then they are possibly,
or most likely, dependent [29]. (The d-connected variables will be dependent for al-
most all sets of functions assigned to arrows in the graph, one exception being certain
intransitive cases [30].)

A judgment for d-separation between variables comes only from interpretations
from a causal graph, based on the conditional independence rules defined earlier. The
link to conditional independence can be seen as a fact to check that must be held in
order the make a justification valid. Given just a data set and finding some conditional
independence between variables given some other variable does not allow one to make
any judgment about the d-separation without any interpretation from a graph.

Given a data set and a graph, examining whether some nodes are d-separated or
d-connected helps to clarify how these nodes relate with other nodes involved. As for
this work, we are mainly interested in causal structures in prediction tasks, thus for
this purpose, a note of d-separation over an anticipated causal graph helps to define if
some variable has some predictive power or not to a target variable.

2.4.3 Conditional independence check with linear regression
models

In the case of continuous variables, one approach to test the conditional independence
between variables is to fit a linear regression model to the data and infer the conditional
independencies from the coefficients of the outcome model [51, 30]. For example, to
estimate Pr(Y |X, Z) consider a linear model for the outcome in the following form:

Ŷ = r̂XX + r̂ZZ + β̂, (2.4)

where Ŷ is the prediction to Y . r̂X and r̂Z are the estimated coefficients for X and Z,
and β̂ is the estimated intersection value for the best fitting model. Estimation is done
by minimizing the sum of squared error SE:

SE = [Y − Ŷ ]2. (2.5)

If some of the estimated coefficients for the variables approach zero value then the con-
clusion is that this variable is conditionally independent given the rest of the variables
whose coefficient estimates are not approaching zero value. In other words, only those
estimated coefficients that affect the value Ŷ somehow are relevant in the model.

Next, we show examples of how conditional independencies and therefore d-
separations in DAGS can be revealed in chain, fork, and collider structures. Consider
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a situation with a chain structure defined by the following SCM:

Z = N (µZ , σ2
Z),

X = rZZ +N (µX , σ2
X),

Y = rXX +N (µY , σ2
Y ),

(2.6)

that generates a data set {Z, X, Y } and the corresponding DAG is then Z → X →
Y . The parameters µZ,X,Y and σ2

{Z,X,Y } are the means and the variances for random
variables drawn from normal distributions N . The parameters r{Z,X} are the real
coefficients in the model. Consider these parameter values are fixed with following
values: µZ = 1, µX = 1, µY = 1, σ2

{X,Y,Z,W } = 1, rZ = 2, rX = 3.
First, we fit with linear regression for Ŷ by using X and Z as the predictors:

Ŷ{Z,X} = r̂ZZ + r̂XX + β̂. (2.7)

The resulting model with estimated parameters r̂Z , r̂X , β̂ is the one that minimizes
the mean squared error (MSE) in the training set. In comparison we fit also a model
by using only Z as a predictor:

Ŷ{Z} = ŝZZ + β̂. (2.8)

From the results in Figure 2.7a we can see that, as the number of data points in
the training phase increases, then r̂X approaches rX , but r̂Z approaches the zero while
in the original SCM the value of Z is 2. This is exactly due to Z becoming independent
from Y as X is available in the middle of the chain. As an opposite, in Figure 2.7b Z

is the only predictor and the coefficient ŝZ for Z gets values close to 6 meaning now Z

and Y are dependent as X is unavailable. The resulting value which is approximately
6 actually comes by multiplying original coefficients: rZrZ = 2 · 3 = 6 [47]∗. However,
the error level with Z alone is ten times higher (MSE around 10) than with X. The
value Mean Y MSE shows the error levels (around value 47) if the mean of Y would be
the predicted value all over. Therefore we conclude Z alone is a weaker predictor than
X but better than relying purely on the mean value of Y . If X is available Z becomes
useless in the model and therefore the best predictor set is {X}.

Consider now a fork structure created with the following SCM:

X = N (µX , σ2
X),

Z = rXX +N (µZ , σ2
Z),

Y = rXX +N (µY , σ2
Y ),

(2.9)

that generates again a data set {Z, X, Y } and now the DAG is Y ← Y → Z. All
parameters are as in the example with a chain. We make again two linear regressions

∗This is based on the concept of the trek rules by Sprites et al. [47]



2.4. Conditional independence and d-separation 15

(a) Estimates for the coefficients r̂X , r̂Z and the
resulting MSE in the function of the training data
points.

(b) Estimates for the coefficients r̂Z as Z being the
only predictor.

Figure 2.7: Linear model parameter estimates in the case of a chain.

(a) Estimates for the coefficients ˆrX , r̂Z and the
resulting MSE in the function of the training data
points.

(b) Estimates for the coefficients r̂Z as Z being the
only predictor.

Figure 2.8: Linear model parameter estimates in the case of a fork.

to estimate parameters for ˆY{Z,X} and ˆY{Z}. The results from Figure 2.8a shows that
when predicting ˆY{Z,X} then r̂Z approaches zero and r̂X approaches rX meaning Z is
independent to Y given X in the model. Figure 2.8b shows that when predicting ˆY{Z}

then in absence of X in the model ŝZ gets value close to 6 meaning Z and Y are
dependent. However, the prediction performance in MSE is weaker with Z than with
X, but still better than Mean Y MSE.

Then consider a collider structure created with the following SCM:

X = N (µX , σ2
X),

Z = rXX +N (µZ , σ2
Z),

Y = rXX +N (µY , σ2
Y ),

(2.10)

that generates again a data set {Z, X, Y }, but now the DAG is Z → X ← Y . The
results from Figure 2.9a shows that when predicting Ŷ{Z,X} then both coefficients rZ

and rX approach non-zero values, hence affecting the prediction of Ŷ , meaning that in
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(a) Estimates for the coefficients r̂X , r̂Z and the
resulting MSE in the function of the training data
points.

(b) Estimates for the coefficients r̂Z as Z being the
only predictor

Figure 2.9: Linear model parameter estimates in the case of a collider

such a collider structure Z and Y are dependent given X. Figure 2.9b shows that when
trying to predict Ŷ{Z} then the coefficient ŝZ for Z is approaching zero. this means
that if X is not available in the prediction then actually Z becomes independent of Y

and now Z is not giving any predictive power to the model. The MSE value (in this
case 1)is then the same as Mean Y MSE.

2.5 Markov blankets

A Minimal Markov blanket for a variable in a Bayesian network is a minimal set of
variables that provides all necessary information available to make inferences about the
variable in case. This is the main concept for this work to set which relations we are
interested in causally in an attempt to predict a target variable in changing settings.
We show in this section how the Minimal Markov blanket is defined within Bayesian
networks and how it can be observed from a data set. For this work we state Minimal
Markov blanket just Markov blanket and as such we define the Markov blanket to
Y ∈ V :

Definition 9. [29, 30] The Markov blanket (MB) for a variable Y is a minimal set
of variables MB such that Y /∈MB: Y ⊥⊥ (V \MB) \ {Y }|MB.

Alone this definition does not bring any information about causal relations be-
tween the variables within the Markov blanket. However, in the context of a Bayesian
network assuming a given graph for a data set holds the Markov condition, MB d-
separate a variable Y from all of the other variables (X \ B) \ {X}. Then in the
graph, all the parents, children, and spouses are the variables belonging to MB. The
realization of a Markov blanket is that if all variables in the Markov blanket for Y are
observed then all other variables do not offer any better information about Y (i.e. in an



2.5. Markov blankets 17

Y

P1 P2

PP1

S1

SP1

C1 C2

CC1

CCP1

PC2

Figure 2.10: A causal graph with the Markov blanket for Y represented in green nodes. All other
variables (red nodes) are irrelevant.

attempt to predict Y ) and must be considered as redundant ones to those observed in
the blanket. The purpose of the Markov blanket is to distinguish all relevant variables
for Y . As all the relevant variables are observed, then other variables are irrelevant
and should not be used in attempts to predict Y .

2.5.1 Example of a Markov blanket

We look at an example of a Markov blanket in a graph and reason with rules of d-
separation how the elements (parents, children, and spouses) of the Markov blanket
can be detected from this graph.

The Markov blanket to Y is shown in green nodes in Figure 2.10. We reason next
with the rules of d-separation, why each variable is either relevant or not to be used to
predict Y . We assume that all variables are observed:

Y is d-connected to variables P1 (a parent), P2, C1 (a child) and C2 straight due
to chain rule. Variable PP1 (a parent’s parent) is d-separated from Y due to chain rule
(PP1→ P1→ Y ) since the middle node P1 is observed. S1 (a sibling) is d-separated
from Y due to fork rule (S1 ← P1 → Y ) since a middle node P1 is observed. CC1
(a child’s child) is d-separated on Y due to chain rule (Y → C1 → CC1) since the
middle node C1 is observed. PC2 (a spouse to Y ) is d-connected to Y due to the rule
of collider (Y → C2← PC2) since the colliding node C2 is observed.

As the result, all observed d-connected variables to Y are included in the Markov
blanket to Y as being the potential to omit information about Y . All d-separated
variables are not relevant to be included due to not offering anything more about Y

than the variables already in the blanket).
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Y

P1

PP1

S1

SP1

Figure 2.11: If the data from parent P1 is not observed then parents, children, and children’s other
parents of P1 become relevant and part of the Markov blanket to Y .

2.5.2 Markov blankets with latent variables

In a casual structure, also other variables than in MBentire = {parents, children,
spouses} to Y can be part of the Markov blanket to Y , if some of the variables in
MBentire are not observed a.k.a. latent variables [33]. This kind of setting may relax
the causal sufficiency assumption (Def. 4) as now an unobserved variable can be a com-
mon cause for two observed variables, for example, a latent parent P to Y is a common
cause to Y and to another observed child of P called S (a sibling to Y ). Now consider
the structure shown in Fig 2.11 in which the parent P1 is not observed in the data set
in hand, then reasoning with d-separation gives us different results than the case in
Figure 2.10. Now since P1 is not observed the rule of forks does not hold anymore and
the sibling S1 and Y become d-connected since the middle node is not present. Now
because S1 is an observed collider for unobserved P1 and the step-parent SP1, this
makes SP1 and S1 d-connected to P1. Meanwhile, due to the chain rule, the parent’s
parent PP1 and Y become d-connected in the absence of the parent P1. As a result,
in absence of P1 the Markov blanket to Y is extended with observed variables PP1,
S1 and SP1.

Similarly, shown in Figure 2.12, we have a case in the left child branch of Y , in
which child node C1 is a latent variable. This unblocks the path between the child’s
child CC1 and Y due to the chain rule making them d-connected. Again since CC1
is now an observed collider for the child’s spouse CCP1 and the latent child C1 this
makes them d-connected. As a result, in absence of C1 the Markov blanket to Y is
extended with the child’s child CC1 and the child’s spouse CCP1.

2.5.3 Examples of Markov blanket discovery

Next, we set up an experiment to see how Markov blanket can be revealed from a data
set of variables using linear regression model, similarly as in Figures 2.7, 2.8 and 2.9.
The assumption by the rules of d-separation and conditional independence in Bayesian
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Y

C1

CC1

CCP1

Figure 2.12: If the data from child C1 is not observed then children and children’s other parents of
P1 become relevant and part of the Markov blanket to Y

.

Y

P1 P2

PP

S

STP

C

SP

Figure 2.13: Markov blanket to Y , without any latent variables, shown green.

networks (Definition 8) is that the variables not belonging to MB will be weighted
close to zero value coefficient in the outcome linear model, and only those belonging to
MB will get some meaningful coefficient values in the model [33, 9]. We also test how
the size of the training data affects distinguishing those variables belonging and not to
the actual MB in question. We examine two scenarios: the first one is without latent
variables and the second one is with one variable being a latent parent.

We use simulated data for the experiment by creating an SCM with the following
setting: Consider the set of variables in the causal graph in Figure 2.13. Each variable
V has an exogenous variable UV drawn from normal distribution N (1, 1) and the value
of each variable UV is then summarized with it’s parents multiplied with coefficients
drawn from U([−2,−0.5]) ∪ U([0.5, 2]). The idea is to avoid coefficients too close to
zero value to make them distinguishable from variables getting actually weighted close
to zero in results. The data set is then re-created with an increasing number of training
data points. For each data set, we fit a linear regression to find coefficient estimates for
the variables to predict the node Y . The resulting coefficient values for each variable
are plotted in Figure 2.13 against the number of training data points used.

From the results for the first scenario in Figure 2.15 we see the variables not
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Y

P1 P2

PP

S

STP
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SP

Figure 2.14: Markov blanket to Y with the latent parent P1 shown in green.

belonging to the Markov blanket in the graph in Figure 2.13 (Parent’s parent (PP ),
Sibling (S) and Step-parent (STP )) get the values for their parameter estimates P̂P ,
Ŝ and ˆSTP from the linear regression models soon close to zero as the number of
training data point increases (the value converges to zero). Meanwhile the estimates
for the variables belonging to MB (P̂1, P̂2, Ĉ, and ŜP ) are getting estimates clearly
off from the zero value. In Figure 2.14, we have the results for the second scenario
with a latent parent. Now we see that actually estimates P̂P , Ŝ and ˆSTP are getting
values off from the zero, meaning they become meaningful for the fitted linear models.
This is exactly due to that in absence of parent P1, it’s parent PP , sibling S, and
step-parent STP nodes that become part of the Markov blanket to the target Y .

Through these experiments we have shown that in the case we have a linear
ground-truth between variables and linear regression models are used to estimate the
parameters for the variables, then actually the Markov blanket to the target variable
(whether a full blanket or with some latent variables) can be revealed from the data.
This can be seen as a simple way of finding causal structures from data sets.

2.5.4 Causal discovery

The examples in Figure 2.15 revealed the variables belonging to the Markov blanket
among all available variables. However, the end results did not provide any information
about in which roles the variables are in the causal graph, for example, which one is
a parent, a child, a spouse, etc. Also if the ground-truth was beyond linear and the
amount of variables increases the task is not anymore as straightforward. The field of
causal discovery focus on finding causal structures from data sets algorithmically [28].
In these techniques, conditional independence tests between variables are at the core of
the mechanism. The purpose can be either to find just the variables belonging to the
Markov blanket or to aim to reveal the structure more precisely. The end result from
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(a) The results from the experiment of Markov blanket without any latent variables.

(b) The results from the experiment of Markov blanket with P1 as a latent parent variable to Y . In this
case, P1 has no data points observed.

Figure 2.15: The coefficients from the linear modeling against two linearly defined causal data sets.
Those variables whose coefficient values are estimated as seemingly non-zero values are considered to
belong to the Markov blanket.

such a discovery algorithm to reveal the structure is not necessarily a complete DAG,
but a type of acyclic graph holding some uncertainty i.e. about the directions of the
arrows and possible hidden common causes. Especially possible hidden common causes
can lead to situations that the learned structure that can consist of several possible
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choices for proposed structures. For example, algorithms like Inductive Causation*
(IC*) [32, 29] and Fast Causal Inference (FCI) [47] return s.c. partial ancestral graph
(PAG), which indicates for each link whether it (potentially) is the manifestation of
a hidden common cause for the two linked variables [33]. Silva et al. presents [9]
with linear continuous variables that hidden variables that are the cause for more than
two observed variables can be recovered to infer the relationships between the hidden
variables themselves.

2.5.5 Causal feature selection

Feature selection in machine learning is about to identify a subset of features from
the original features for optimal usage in building predictive models or understanding
feature importance [15, 23]. In the era of huge data sets the number of features in
data sets has expanded, for example, in cancer genomics, a gene expression data set
can contain tens of thousands of features (genes) [55]. That is why effective ways to
select optimal features for prediction purposes have become an emerging interest [54].
Yu et al. [54] discuss feature selection within s.c. filter-based feature selection, and
from recent literature, they distinguish two kinds of approaches to achieve the goal
algorithmically. The first one is so-called classical feature selection based on creating
a ranking for the features by their relevance to the target variable [15]. The second
one is s.c. causal feature selection based on detecting the Markov blanket to the target
variable. The latter one has been an emerging approach in the field [22, 14, 1, 2].

Some analysis of the algorithm mechanism in both approaches reveals that both
actually share the common goal [54] to focus on the highly relevant features. With a
higher number of features involved in the actual Markov blanket (in the ground-truth)
it makes the discovering task of the Markov blanket harder and the classical approach
can yield better performance in speed to achieve a comparable feature set to the actual
ground-truth set.

In that sense, for a setting where a change is not supposed, we can conclude
that both feature selection strategies are valid. But as a domain change rolls in, then
acknowledging the Markov blanket has more benefits to cope with change [19, 33]. For
that reason, in this work, we focus on the feature selection done in a causal way by
detecting the Markov blanket and doing the selection within the blankets.



3. Prediction across changes
between the domains

As described in the previous chapter, in an attempt to predict a target variable Y with
several features V in the data set, then Markov blanket MB(V) to Y is generally the
most optimal subset of features, meaning any other subset V usually does not yield
better predictive performance. However, what if something changes in the formation
of the data sets after the model is trained? Can we suppose that a model trained with
MB(V) to Y remains a good predictor in the new data or could a model trained with
some subset of features MB(V) perform actually better under a change in a domain?

In this chapter, we look into how a change may happen in the system under a
study. Then we review from recent literature, what we know about certain types of
changes, and how they can affect to a prediction task. We conduct some experiments to
show how these phenomena can be seen in practice. Finally, to conduct an experiment
later in the next chapter, we define the change we are focusing on in this thesis. We pay
attention during this chapter to seek feature sets to possibly yield models which are
capable to give stable predictive performance across a change in the domains, despite
the magnitude of the change [34, 35, 24].

As a side note, because the focus area is in the mechanism to predict under
changing conditions beforehand, we exclude the approaches that use any new data
from the new domain to deal with changes, for example, the area of change detection
investigates methods to detect a change from data and then re-model or update the
predictive models to keep on with changing conditions [6]. In our cases, we consider
that we do not have any new data points observed.

3.1 Hard and soft intervention

Interventions to a system under study are at the core of the research on causal infer-
ence [30, 18]. For example, a common task in causal inference is to measure the effect
of an intervention on the target variable. This can be done by using assumptions about
the causal graph to calculate the effect from observed data in a way that it mimics the

23
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conditions achieved with randomized controlled trials (RCT). The RCT is seen as a
gold standard to measure causal effects from empirical studies. In this work, instead of
measuring the causal effect, we are rather interested how well predictive power holds
after changes in the source of data generation in feature selection wise. However, these
changes can be seen as interventions as well. Next, we look at how these interventions
look technically if presented in a structural causal model definition.

Eberhardt et al. [10] consider two types of interventions to causal graphs: struc-
tural and parametric. Structural intervention a.k.a. hard intervention is like forcing
the variable under intervention to be a fixed value. This kind of assignment mechanism
enables us to measure the causal effect [18]. Using a causal graph, a representation of a
hard intervention in Figure 3.1b is done by cutting off all arrows pointing to the variable
under intervention including also exogenous variables, hence leaving the intervention
itself fully determine the value for this variable [29]. Parametric intervention a.k.a soft
intervention is done by adding an additional factor to affect the variable under inter-
vention. All other connections stay the same. With a causal graph, a representation
(Figure 3.1c) is done by adding to the graph an extra variable with an arrow pointing
to the variable under intervention.

A hard intervention corresponds to a similar type of setting as we looked at a
data set after randomly controlled trials [13]. For example, the basic idea in a drug
test setting first the test group and focus group have divided randomly thus ensuring
that groups are constituted without bias in the selection. The real drugs are given to
the test group members, while placebo drugs to the focus group members. The effect
is calculated from the difference in the outcome (for example, a defined positive effect)
between the groups. In this way, it is ensured that drugs are taken or not taken in
full control, without any other factors in real life affecting the intake of the drug. The
basic idea is that the balance between the groups is ensured by randomness a.k.a the
assignment process to treatment and focus groups is done completely at random [18].
In this scenario, a researcher would be actually testing if the feature (i.e. a drug) under
intervention is on the causal path to the target outcome (i.e. positive effect on health).

On the other hand, in the case of purely observational data, a data set is com-
ing from a field without any controlled experiment or intended interventions behind
it. For example, a drug is taken by own choice. Then the assignment process to
the treatment and focus groups is not guaranteed to be done completely at random
since other factors (possibly observed in the same data set) may affect this assignment
process [18]. In these circumstances, a researcher needs to find ways to balance the
groups with other covariates in the data set in order to make a comparison between
treated and untreated to drive causal claims about the treatment. Many approaches
have been studied to achieve this goal. Rubin et al. [18] propose to use the so-called
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Y

P1

P2

UP2

(a) No intervention. UP2 is an exogenous variable
affecting P2.

Y

P1

P2IP2

UP2

(b) Hard intervention to P2. All arrows pointing to
P2 removed . The intervention IP2 sets fixed values
to P 2.

Y

P1

P2IP2

UP2

(c) Soft intervention to P2. All arrows pointing to P2

holds. The intervention IP2 is an additional exogenous
variable pointing to P2.

Figure 3.1: No interventions, a hard intervention, and a soft intervention presented in DAGs.

propensity score Pr(T |X), the probability of being treated T based on observed co-
variates X (defined prior to the treatment), to match the units in a data set between
treated and untreated. Pearl et al. [29] suggest figuring out causal relationships using
causal graphs and based on this structure, adjusting the calculations for the effect with
certain weighting rules. All of these approaches involve some domain knowledge about
covariates and their potential relations with the treatment and the outcome. For the
purposes of this work, the closest approach is the Pearlian way to use causal graphs to
capture causal awareness for the purpose of inference.

By contrast, a soft intervention corresponds situation, in which the behavior
of a system can not be fully controlled, but some of the behavior can be affected
from outside of the system. For example, rolling out a marketing campaign to raise
attention to some product in the hope it will turn out positively in the sales outcomes.
The campaign does not cut any connections between factors but might give an extra
boost to some of the factors i.e. arose attention levels to a product, although in the
meanwhile also other factors still normally affect the attention levels i.e. common talk



26 Chapter 3. Prediction across changes between the domains

about the product experiences. In this setting, someone might be interested to ask
what is the predicted outcome if the planned campaign can help to arise attention to
certain levels. This scenario could be modeled from observed data to show how the
measured attention levels and other factors may help to predict the outcome in sales.

The latter mechanism with soft intervention enables us to describe some real-
world cases where a change can happen surprisingly, unintended, or just by making an
attempt to change something without any other control over the subject. This fits the
motivation of this work, which is to see how the causal qualities of a model enable the
model to hold in prediction after a real-world scenario of a change has happened. In
the campaign example, by boosting attention levels the campaign causes a change (a
soft intervention) in the underlying real data model. The interest here is to see how
well the predictive model holds after the change. Also, the knowledge (whether purely
intuitive or otherwise shown) about the causal direction from peopleâs attention to
their intentions to purchase the product suggests boosting a change in attention with
a campaign. However, in some scenarios, the attention could be achieved from positive
comments but being rather a sister to the target outcome in sales, or it could be a side
effect from the usage of the product then being rather a child feature to the target.
In these scenarios, if and when the sibling and the child have no arrow pointing to
the target, choosing to run a campaign for attention would not contribute to the sales
at all, although the child and the sibling (in case of the parent is latent) may have
a significant predictive role in the model trained before the campaign. This example
illustrates the importance of understanding the causal graph to maintain the predictive
performance over soft interventions.

3.2 Data set shift

This section looks at some of the well-known types of changes in data sets that corre-
spond with the situation of a soft intervention. A data set shift by Quinero et al. [38] is
a situation when the training and test data distributions are different. Here the train-
ing distribution means the data used to obtain a model, and here the test distribution
means the data to be used against the obtained model to cast predictions for some
real-life purposes. We take a look here at a few types of such data set shifts.

3.2.1 Covariate shift

A covariate shift is a case when something changes in distributions of the input data
X to predict Y [38]. We assume the input data here is in a causal pathway X → Y .
Training and test data are generated by a model Pr(Y |X)Pr(X). Then a covariate
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shift in the test data occurs if Pr(Xtrain) ̸= Pr(Xtest).
If the underlying generative model Pr(Y |X)Pr(X) is estimated perfectly with

the data in a training phase, then we can assume that the outcome model gives as
good predictions Ytest in the testing phase than predictions Ytrain, even if the data in
test phase comes from a different distribution. For example, assume a linear ground-
truth as generative model is Y = αX + β, where β ∼ N (µ, σ2). Now if the linear
estimation is done with enough training data having Xtrain from a range [a, b], and
then obtained estimates α̂ converges to α and β̂ converges to µ (the mean of β values),
which would be the best possible estimates corresponding the underlying generative
model. The resulting predictive model gives as accurate results to predict Ŷ regardless
if the distribution for Xtest comes from the same range [a, b], or from some other range
[a + ca, b + cb], because perfect parameter estimates would be exactly same if trained
in the other range (Figure 3.2).

In practice, it might be unrealistic to perfectly estimate model parameters that
enable one to catch the true nature of the underlying generative model. The more
inaccurate estimates are, the more error is expected and the error is multiplied by
the level of the change in X. For example, even in this same scenario, with a linear
ground-truth modeled out with the linear regression technique, the more inaccurate
the coefficient parameter α̂ estimated, the error in predictions will be multiplied by the
distance between the training range for Xtrain and new data points Xtest (Figure 3.3). In
this scenario, the more data points are available in training data the more accurately
the parameters can be estimated and hence the resulting error canceled out in this
way [12].

If we consider a scenario where the ground-truth is non-linear between X and
Y , but is modeled with a linear assumption, then the prediction error can increase
exponentially as the change grows Consider again a causal graph now P → Y → C

and consider the relationship between the parent P and the target Y is non-linear, but
the relationship between Y and the child C is a linear. Y is modeled out with linear
terms. Now if there is not any covariate shift in P between training and testing data,
then we can assume (by the properties of the Markov blanket) that the feature set
{P, C} gives better predictions than the {C}. However, if some covariate shift occurs
in P , the resulting scenario can be so that {P, C} is not any more functional as a
feature set since the error can grow uncontrolled with non-linear ground truth between
P and Y . The growing error here can not be canceled out by increasing data points in
the training phase since the nature of the non-linear ground-truth can not be caught
up with a linear model globally. In this case, the feature set {C} can be a better
predictor if for some reason such changes in Pr(Xtest) are expected in the new data.
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(a) Parameter estimation for α̂.

(b) Parameter estimation for β̂.

Figure 3.2: Parameter estimations in the function of training data size with and without the covariate
shift of 50 units. Despite of the shift, the parameter estimates converges close to the real values α = 3
and the mean of β = 1.

We illustrate these phenomena with a data set generated from the following SCM:
P = UP + δ,

Y = P 2 + UY ,

C = Y + UC ,

(3.1)
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Figure 3.3: Linear regressions with different ranges in the training data (the size of the training data
is now the same for every three regressions). The estimation error gets multiplied by the size of the
change in ranges.

where UP ∼ U(3, 4), UY ∼ N (2, 1) and UC ∼ N (3, 1). The following two linear
regression models are applied here:

Ŷ{P,C} = ĉP P + ĉCC + β̂,

Ŷ{C} = ĉCC + β̂,
(3.2)

and they are trained with the change δ = 0. Figure 3.4 shows the results as the
function of δ. Even though with a mild change, the set {P, C}, which is the MB to Y ,
performs better, but as the change δ grows, it starts performing poorer in predictions
than the set {C}. This is exactly due to the fact that the parent is actually square
powered by the ground-truth, but modeled out with power one. By contrast, the causal
relationship between Y and C is linear, thus using only the child as a predictor enables
it to hold on better with the change. However, in this example, it is still quite a poor
predictor as the change grows. This is due to another source of potential bias called
target shift which we take a closer look at in the next section.

As a summary, in order to cope with the covariate shift, it is important to find
a model that extrapolates beyond the covariate data range in the training phase [5].
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Figure 3.4: The error (MSE) in function of the covariate shift between two feature sets: {Parent,
Child} and {Child}. As the change grows, the set {Child} starts to perform better. This is because
the true nature between P and Y (Equation 3.1) is powered to 2, but the linear model applied here
seeks only from powered to 1.

Many regression-based methods in machine learning (including linear regression meth-
ods) have the capability to extrapolate [5, 7]. Meanwhile, many other methods, albeit
widely used, modern, and proven efficient in many cases, do not function well if trying
to extrapolate to different ranges. For example, modeling techniques like random for-
est regressor (RFR) [16] and k-nearest neighbors (kNN) [3] do not have an ability to
perform well outside of the training range. In this work, we focus on investigating the
performance of linear regression methods on linear ground-truth data.

3.2.2 Target shift

Quinero et al. [38] discuss that the prior probability shift (a.k.a. a target shift) is a
situation where the distribution of the target variable changes between the training
and test phase, and hence, affects causally the descendants while everything else stays
the same. The causal path here is from the target Y to a child X (Y → X). The
causal model Pr(X|Y )Pr(Y ) is valid after the change but Prtest(Y ) ̸= Prtrain(Y ),
meaning that distribution of Pr(Y ) is changing (for example, in a case of an outer soft
intervention to Y .) Predicting Y from X is done by applying the Bayes rule [4] as
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follows:

Pr(Ytest|Xtest) = Pr(Xtrain|Ytrain)Pr(Ytest)
Pr(Xtest)

. (3.3)

Now as Prtest(Y ) ̸= Prtrain(Y ), there will be bias in prediction. As a prior probability
shift occurs the incurring error in prediction is a systematic error. If there is available
data points about Ytest the systematic error can be corrected by adjusting with the ratio
Prtest(Y )/Prtrain(Y ) [17] and other applied methods, for example, the prior probability
adjuster (PPA) [45]. If Prtest(Y ) is not available, it is not possible to predict Pr(Y |X)
anymore as accurately as before the change in Y . However, by following the logic of
Storkey et al. [48], given the model Prtrain(X|Y ) and some data about Xtest then certain
distributions Ytest can be thought as more or less likely, Zhang et al. [56] propose a
method to reconstruct Pr(X|Y ) by choosing a sample from training data to correspond
the situation Prtrain(X) = Prtest(X). A restrictive assumption here is that data points
in Xtest are in the range of data points in Xtrain. Also, this approach requires many
data points about Xtest to get the idea of the new distribution of Ytest.

Therefore, in a situation with only one data point from Xtest, and only having
P (X|Y ) from one training domain, it is hard to give any predictions about Ytest, if a
target shift has occurred. It is even harder if the new distribution of Ytest is not in the
range of Ptrain). The error in a prediction that a target shift causes is systematic. In
Figure 3.5a we see three different visualizations about target shift in Y . We can see
that predictions made locally in one domain are no longer valid in other domains. The
error is the bigger the change in Y has been, and it stays the same level (the distance
between the prediction lines stays about the same).

However, as the error is systematic it raises the thought that could the error be
corrected by having some knowledge about now how much the error rises as a function
of the change level. Using only one domain for the training there is no way to infer the
rate of how fast the error grows [38]. But in case there is some evidence in the training
data about changes, for example, the training data consisting of two domains, then
this information can be used to reveal the error rate by the change level and apply it
to make predictions in new domains with different change levels. This is illustrated in
Figure 3.5b with the same data as in Figure 3.5a, but now the prediction Ŷ ∼ X is
made with two domains instead of one (additional domain). We can see that prediction
hits much closer to domains that have encountered way higher change levels in Y . By
operating in this way, it enables us to give meaningful predictions in other domains.
However, it is important to note that now the prediction error in the local domain can
be bigger than in the case it was modeled only with the local data points. For example,
Figure 3.5a shows three different linear relationships from target Y to child X with
four levels of changes to the Y . As the prediction with linear regression is done in one
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domain (a change level in this case), it follows the data points well only locally, but
does not scale to other domains. Figure 3.5b show the same relationships between Y

and X but now the prediction is done using an extra training domain (a change level).
Now the prediction scales to other test domains as well, but the accuracy is affected
locally in the source domains, especially in the right-hand side example. Even though
the accuracy is affected locally it is an important property that the error level is more
or less invariant despite of the domains, making this kind of modeling strategy valuable
if operating under a suspicion for a target shift.

(a) Model trained using only one domain.

(b) Model trained using two domains.

Figure 3.5: The tests with target shift levels. Three different linear ground-truths for the child X to
Y . Predictions P (Y |X) (dotted lines) with four levels of change (data point clouds). If two domains
(b) are used in the training phase instead of one domain (a), then the prediction scales to all the
levels of change. If trained with only one domain (a) the predictions hit systematically wrong with
the other level of changes
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3.2.3 Concept drift

Concept drift refers to non-stationarity in relations between X and Y [20] so that the
conditional distribution Pr(Y |X) changes between domains resulting:

Pr(Ytrain|Xtrain) ̸= Pr(Ytest|Xtest),
P r(Xtrain) = Pr(Xtest).

(3.4)

Even though X gets similarly distributed values between domains but the relationship
between Y and X changes so that models estimated with the training data do not hold
anymore in the new data. Thinking in a causal way, this corresponds to a situation
where the structural causal model changes. For example, in the source domain SCMS

is defined as

P1 = N (µP1 , σ2
P1),

P2 = N (µP2 , σ2
P2),

Y = r1P1 + r2P2 +N (µY , σ2
Y ).

(3.5)

But SCMN in the new domain is different by the function that defines Y , for example:

Y = r1NP1 + rP2P2 +N (µY , σ2
Y ). (3.6)

Now if r1 ̸= r1N then Y is affected in a different way by the parents P1 and P2
in the new data and estimated coefficients in the model do not work well anymore.
Other examples are the cases when something changes in the constitution of a variable
V that is not an ancestor for the Y . For example, in structures

I → S ← P → Y,

P → Y → C ← I,
(3.7)

an unknown factor I that is present only in the new domain affects the sibling S (the
first row) and the child C (the second row).

A concept drift can be seen as a fundamental change in the data formation pro-
cess [20]. When dealing with models based on the physical laws of nature, then concept
drift is not expected to happen as the laws remain the same. However, when operating
with data and models in areas where the underlying real system and phenomena are
unknown, or only harshly known, then the expectation for a changing concept arises.
For example, in econometrics or social behavior studies the mechanism can be seen in
a constant change.

In general, the concept drift is seen to ruin existing models, and the main strategy
against it is to detect the change from new data as soon as possible and then update
the models. In that sense, in the search for invariant prediction, the concept drift is
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challenged and raises the question of can an invariant prediction be achieved at all.
For this work, in the experiments in the Chapter 4, we include the concept drift cases
discussed in Equation 3.7 to observe the behavior.

3.3 Invariant prediction in domain adaptation

Some research areas in domain adaptation focus on finding ways to adapt models
trained in one or multiple source domains to make the functional in other different
but related domains [40]. In domain adaptation, the change between the source and
the target domains is expected to happen in distributions of features rather than in
structural relationships between features or structural changes (for example, directional
changes in a causal graph or changes in the real coefficients between variables). For
example, a covariate shift 3.2.1 or target shift 3.2.2 can be seen as domain adaptation
problems, whereas concept drift can be seen as a structural change and hence a different
challenge. In some approaches in domain adaptation, the interest is to find out feature
sets that would yield similar levels of prediction performance despite such a change
between domains [39, 26, 41]. Peters et al. [34, 35] call this property invariant causal
prediction, we call it shortly invariant prediction.

In an attempt to map out a feature sets between domains that allows invariant
prediction performance it has shown promising results by taking into account the un-
derlying causal structure [24, 43, 49, 50]. Peters et al. [34] showed only the direct
causes remain as a set giving invariant prediction in liner ground truth setting over
different types of interventions to variables and showed their outstanding performance
over non-causally selected feature sets. Javidian et al. [19] focus on finding the Markov
blanket for the target variables and then testing best-performing subsets of features
with the blanket between domains over distributional changes. Pfister et al. [36] ap-
proach the invariant properties by defining so-called stable blanket within the Markov
blanket that points out a stable set of features depending on which feature has been
under affection between the domains.

3.4 Discussion and aligning the scope for the ex-
periments

Direct causes as the predictor set [34] can be seen as a stable predictor set in any
situation where we can assume a distributional change in model variables, except the
target shift. Hence it can be seen as an overall working solution if (in one way or
another) the direct causes (i.e. the parents to Y ) are known and observed. However,
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as a predictor set, it is not optimal in all cases. It is limited in performance due to not
necessarily covering all available information about Y since it contain information only
from the parental paths to Y in the causal graph. As we have seen from the Markov
blanket, also children and spouses (with children) reveal information about Y . Hence,
in the search for an invariant prediction, for example, using only parents, can lead to
a trade-off situation about how much recognized bias is accepted due to incomplete
information about Y [24].

Secondly, under a covariate shift, the challenge is to catch the true nature of the
relationship between the direct causes and the target accurately enough to be capable
to extrapolate to different ranges. In the case of a non-linear relationship, a poorly
caught nature between predictors and the target can lead to exponentially growing
error levels (Figure 3.4). Under a target shift, in which we assume some unknown
outer factors starting to affect Y , then all sets of model predictors become more or
less biased, and in this case, the parents alone may not be the least biased option for
the predictor set. These consequences with such uncertainty about the true nature
of relationships between make it tempting to involve other predictors from Markov
blanket to the predictor set.

In the recent work around invariant prediction in domain adaptation, many meth-
ods have been proposed in a setting with multiple source domains. This setting allows
averaged and regression-based solutions across multiple sources to yield optimal fea-
ture sets for better performance in the new test domain with changed data set [36].
However, if source domains are only one (or there is not any data available to indicate
which source domain all source data points belong), we cannot rely on these averaged
solutions.

For this reason, in the experiments of this work, we focus purely on situations
in which we have only one source domain to train the model, and we have a new test
domain that is changed by one feature (in the MB to Y ) at a time. We walk through
these changes case by case and test which feature set yields the best performance in
the new data and in which cases we have a feature set giving also invariant prediction
despite of the change levels.

3.5 Defining the change

In this section, we define the settings and the assumptions to base the experiments.
We also make a formal definition for the change and the measurements to compare the
results.
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3.5.1 Settings for the experiments

The purpose of the experiments is to predict the target Y in a new domain with a
model trained in the source domain. Here are listed the settings and assumptions
for the experiments:

1. The causal graph is known and it stays invariant after the change in the
domains.

2. We test a change basically for the features belonging Markov blanket to the
target or the target.

3. The change to a feature is technically conducted as a soft intervention as
explained in Section 3.1.

4. Only one change to one feature at a time is examined.

5. The change is tested on different levels, from a minor to a huge change. Our
primary focus is that change is a constant. However, we also include testing
the change in variance with zero mean.

6. A change is seen a sudden or unexpected. No data points are available from
the new domain to infer anything about the change or to detect it anyhow.
Only one data point is available about features to predict the target.

7. The focus is to investigate how different feature sets perform after the
change. The search for the best suitable modeling algorithms are not cov-
ered here. The experiments use always the same modeling technique (which
is linear regression if not otherwise stated).

8. In order to correctly measure the bias across the changes in the domains, we
consider that theoretically lowest possible bias after a change can be different
than before the change since the constitution of the data set has changed so
nothing guarantees that MSE levels are the same. This involves calculating
the theoretical bias in changed data set with data points available.

3.5.2 Formal definition

Consider a data set DS from the source domain S generated by causal model SCMS.
By the definition of the Markov blanket, to predict Ŷ in a case where the new data
is coming from the same domain S the model giving the smallest prediction error is
generally achieved by training the model with the feature set MB to Y with data in
DS. We calculate and write the prediction error then as

eS
S,MB = [Y S − Ŷ S

MB]2. (3.8)
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Here the subscript in eS,MB means the model is trained with data in the domain
S with all features in the MB involved in the modeling. The superscript in eS says
the model is applied in the domain S to calculate the prediction error e. The subscript
in ŶMB says that all features in MB were involved in the model to predict Ŷ and the
superscript Ŷ S says the model is applied in the domain S to predict Ŷ .

Now consider new data DN is coming now from a new domain N generated by
model SCMN , where SCMN and SCMS share the same causal graph G, but something
might have changed in the formation of features i.e. in the functions between variables.
Then again, the model giving the smallest prediction error from data DN is generally
achieved by training with MB to Y with data in DN and we calculate and write the
prediction error then as:

eN
N,MB = [Y N − Ŷ N

MB]2. (3.9)

By this we assume, if trained with sufficiently many data points, the smallest
error in prediction in DN can be achieved with eN

N,MB[24]. In the other words, training
with MB to Y with the new data is best possible for getting the smallest prediction
error in the new data. This serves as a theoretical ground-truth for the smallest possible
error with the new data, and generally, it holds [24, 19]:

eN
N,MB ≤ eN

S,MB, (3.10)

which states that model trained in the new domain yields generally smaller prediction
errors in the new domain than had trained in any other domain. This theoretical
ground-truth eN

N,MB is not available with a real-world data, but it is available with a
simulated data set in the experiments. This allows us to compare achieved prediction
errors to this ground truth to retrieve the real result for each testable predictor set in
the experiments. Next, we look at how the analysis of prediction error is done with
help of this ground-truth available.

3.5.3 Transfer bias and incomplete information bias

Magliance et al.[24] use the ground-truth eN
N,MB (available with simulated data) to

define two kinds of bias that can be used to analyze the prediction performance of
different sets of predictors in case of a domain change. The biases are calculated for a
set of features A. In our experiments, we have always A ⊆MB. The first type of bias
is called transfer bias (TB), which occurs when a model’s parameter values obtained
by training in DS are no longer as valid to give the best prediction for Ŷ N . Transfer
bias TB for a set of features A is defined as:

TBA = eN
S,A − eN

N,A. (3.11)
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The second type of bias is called incomplete information bias (IIB), which
occurs when a selection of features is not holding all features that can provide informa-
tion about Y . In the context of domain change from S to N the incomplete information
bias IIB for a set of features A is defined as:

IIBA = eN
N,A − eN

N,MB. (3.12)

If A ⊂MB, and thus not holding all relevant features to predict Y in one domain,
then some IIB is expected to occur even if the domain was not changed. If A = MB

to Y , then IIB is not expected to exist at all.
The total bias for a feature selection A is then BA = TBA +IIBA. The selection

of A for predictions then affects the size of total bias in a case of domain change. In
practice, the selection of A is often a trade-off between TB and IIB. For example, by
choosing to use all observed features that belong to the MB for Y we ensure zero IIB,
but in the meanwhile, TB can be huge. If only a selection of the parent variables is
chosen, as suggested by Peters et al.[34] for A then we can minimize the TB but more
uncertainty remains in Y , i.e. due to a latent parent, the larger will be the IIB. In
other words, available parents may not be enough powerful to define Y properly.

The nature of IIB is that if they occur between domains, the bias is systematic,
meaning that the bias cannot be canceled out by increasing the sample size in the
training phase, but as a turn, the size of the change does not generally affect IIB,
making it often the invariant part of the total bias. However, the size of a change can
affect the proportions of TB and IIB in the total bias. In the next chapter, TB and
IIB are used in action to analyze the predictive performance of each subset A ⊆MB

to Y under different types of changes between the domains. To be better suitable for
comparisons in the experiment, we calculate IIB and TB by using mean squared error
MSE instead of the squared error SE (used in Equations 3.8 and 3.8).
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In this chapter, we describe how the simulations are conducted, and what is included
in the experiments. After that results are presented and discussed for each case tested.
At the end of this chapter, we summarize the individual results and discuss about the
common points found.

4.1 Experiment setup

In the experiments, we create a causally defined randomized data set with a help of
the structural causal model definitions with corresponding DAGs 2.1. The change in a
data set is then simulated by doing a soft intervention to the structural causal model
and then generating the new test data set. Basically, the test cases are different change
levels in the nodes in the Markov blanket, and in each case, we test how different feature
sets, which are subsets of the Markov blanket to Y , perform to predict target Y when
trained in before any change. The results then include the comparisons of the subsets
of features measured in the biases introduced in Section 3.5.3. The results in these
measures are represented with some box plot data visualizations. In the next sections,
we explain these procedures in detail.

4.1.1 Data simulation procedures

We use causally formed simulated data to represent the data both in a source domain
and in a new domain after a change has occurred. In the formation of a causal data
set D we apply a structural causal model [30] to generate data sets having real causal
relationships between variables. D consists of two subsets: DS is the data in the source
domain, DN is the data set in the new domain.

We first look at how a source domain data set DS is constructed. Consider SCMS

as a structural causal model that constructs data set DS. Each SCMS has a causal
graph G (which remains the same throughout an experiment) and a set of functions
Fi to define each feature Vi, where i indexes the feature in question. If not otherwise
stated, a linear continuous value for each feature is applied, and hence the function Fi

39
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for the value of each feature in G is defined as:

Fi : Vi =
∑

Vj∈P a(Vi)
[cijVj] + ϵi, (4.1)

where Vi states the feature in question, Vj ∈ Pa(Vi) are parent nodes for Vi, term cij

is a coefficient for each parent of Vi and ϵi is an additional random variable to add
noise to each feature. Term ϵi represents an exogenous parent variable for Vi and it is
unobserved (not available for training and prediction purposes).

In data formation for each i and j, the value for cij is drawn from an uniform
distribution U :

cij ∼ U(a, b), (4.2)

where a and b define a continuous range for the value. By default the range is from
a = −2 to b = 2. ϵi is drawn from a normal distribution N :

ϵi ∼ N (µei
, σ2

ei
), (4.3)

where the mean parameter is drawn from µei
∼ U(−1, 1) and the variance σ2

ei
∼

U(0.1, 2).
A data set DN is created to represent corresponding data in DS after a change

to a feature has occurred. In the formation of DN the SCMN is otherwise the same as
SCMS (including the same parameter values for σ2, µei

and σ2
ei

) in the formation of
DS, but with additional term added into the function definition to the feature that is
affected by the change. So in the new domain, the feature that is affected Vd has the
following function F N

d :

F N
d : Vd =

∑
Vj∈P a(Vd)

[cdjVj] + ϵd + δ, (4.4)

where δ represents the additional change in variable Vd. δ takes it value from normal
distribution δ ∼ N (µδ, σ2

δ ), where µδ and σ2
δ are fixed constants for each experiment.

Thus a constant change δCh is done with σ2
δ = 0 and µδ = Ch and a change δCh in

variance is done with σ2
δ = Ch and µδ = 0.

The functions of other features in DN remain the same as in DS. However, the
values of other features are affected if the feature V N

d is their ancestor in the causal
graph. In this way, a change in some features is causally inherited throughout the data
set. This corresponds exactly to the setting with a soft intervention as explained in
Section 3.1.

4.1.2 Modelling and feature selection

In the experimental part, linear regression methods are applied (if not otherwise
stated). The objective is to find the best-performing set of features to predict Y N
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with a linear model trained in DS. As reasoned in Section 2.5, as each feature be-
longing to the Markov blanket to Y is observed (available for modeling and prediction
in a data set) then only subsets A ⊆ MB to Y are relevant in purpose to find best
performing predictor set [36, 19]. The performance of each model trained in DS with a
feature selection A is then measured by mean squared error (MSE) in the new domain
as well as with transfer bias (Section 3.11), incomplete information bias (Section 3.12)
and total bias, which is the sum of TB and IIB. Where the total bias can be seen as
the ultimate measurement that defines the best performance, there MSE, TB, and IIB
can be seen as the measurements to characterize and explain the observed total bias.

In the changing setting we encounter, on some occasions, some feature selection
A can actually yield so badly performing predictions of Ŷ N that the error is higher
than the predictions made with bald guesses. For that reason, a bottom line, a naive
prediction is added to cut off all the feature sets performing worse than the naive one,
and thus find the focus to those sets performing better than that. The naive prediction
model is the mean of the Y S to predict Ŷ N . This is also called the prediction with an
empty set of A.

4.1.3 Conduction of experiments

As explained in 4.1.1, each data set D in the experiments is generated with SCM
with drawn values from probabilistic distributions, we can expect each data set to be
unique and hence the best fitting model for each selection of A is a unique as well.
These circumstances involve that the chance may have a role that can affect results so
that not every time the results are not the same and then comparison between different
set of features can yield varying suggestions for best performing selection of A.

For the above reason, the conduction of the experiments applies a statistical
approach. This means repeating an experiment in hand multiple times with randomly
varying parameter values (4.1.1 for SCM in each trial (one repeat of an experiment)
and then examining results about the performance of predictor sets statistically. This
approach allows to cancel out the effect of chance (i.e. resulting data set is a special
case) and may reveal also how wide variance different sets of A may have, which
might be notable when evaluating different feature selection strategies. Varying over
parameters allows seeing which feature sets give steadier results despite parameter
combinations differing over trials. Trials are repeated 100 times for each experiment.

4.1.4 Testable scenarios

We will run experiments in two types of scenarios just like we had once introduced the
Markov blanket: we have an entire Markov blanket and then we have latent cases. The
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(a) Entire Markov blanket. Changes in all nodes (in green)
tested.
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(b) Markov blanket with a latent parent. Changes in nodes
P , S and P P tested.
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(c) Markov blanket with a latent child. Changes in the
latent child tested.

Figure 4.1: Three scenarios of Markov blanket with changes tested (nodes in green).

testable scenarios are as follows and presented in Fig 4.1:

1. The first scenario is an entire Markov blanket that has a parent, child, and spouse
to the target. We test the change separately in each of these nodes (including
the target) Figure 4.1a.

2. In the second scenario we have a latent unobserved parent, a sibling (a child of
the latent parent), a step-parent (another parent of the sibling), and the latent



4.2. Walking through the results 43

parent’s parent. We test the change separately in the latent parent, the sibling,
and the parent’s parent Figure 4.1b.

3. In the third scenario we have a latent child to the target, a spouse, a child’s child,
and a child’s child’s other parent. We test the change in a latent child Figure
4.1c.

4.2 Walking through the results

In the following sections, we walk through each case of a change to variables in the
three scenarios of the Markov blanket by running experiments described in the previous
chapter. We review results to point out the best set A to predict Y as well as make
a notice about invariant prediction. We discuss the results by inferring with the rules
of d-separation and make some additional tests about how much bias can be canceled
out by increasing data points in the training phase. We show that in some cases bigger
training data can help to reduce bias, but in some cases, the bias stays, no matter
how many data points are used in the training phase. As a result, we will see which
sets give invariant prediction performance despite the magnitudes of the changes. As
described in Section 3.5.3, in the experiments, the comparison between sets is done
by looking at the total bias. Total bias being the sum of transfer bias and incomplete
information bias is then characterized by these two measurements. The base result
set (for example 4.3) is a box plot visualization comparing the feature sets against
different change levels (for both constant changes and changes in variance). The units
for the bias are presented in log10 -scale in order to allow results from different change
magnitudes to fit the plot.

4.3 Results from an entire Markov blanket

We first look at changes in each node of the Markov blanket to the target Y and a
change in Y itself as shown in Figure 4.1a. The Markov blanket (MB) in these cases
consists of a parent P , a child C, and a spouse SP to Y . The compared feature
sets are the entire MB, an empty reference set (target mean) and subsets of MB:
{P, C, {P, C}, {C, SP}}. For representational purposes the sets with a spouse but
without a child are not included, since a spouse without a child to the target is actually
d-separated from the target, and hence, it can not transmit any information about the
target to improve the prediction performance.

For each node in Markov blanket to Y the results are gathered in a visualization,
for example, the case Change in a Parent in Figure 4.3. It presents box plots across
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the compared feature sets the total bias in the top row, the transfer bias in the center
row, and the incomplete information bias in the bottom row. The measurement of a
bias in the y-axis is MSE represented in log10-scale. The compared feature sets are on
the x-axis. For each feature set are shown results in four levels of changes (the four box
plots for each feature. Left-hand side graphs present the results at constant change
levels. The right-hand side graphs present the results of changes in variance levels.

The estimated linear model for each testable set ŶA is

ŶA = ĉP P + ĉCC + ĉSP SP + β̂, (4.5)

where ĉP , ĉC and ĉSP are estimated coefficient parameters and β̂ is the estimated
intersection parameter for the model. If some feature is not included in the feature set
A then the coefficient parameter for the feature is fixed to zero.

4.3.1 Change in a parent to the target

Y

P

C

SP

ChP

Figure 4.2: Change in the parent node P

The results of changes in the parent node, in Figure 4.3 top-line graphs, show
that MB gives the lowest total biases as a predictor set in all levels of changes, and in
both constant and variant types of changes. When using MB in the new domain then
the IIB is zero (Figure 4.3 bottom-line graphs), but also TB (Figure 4.3 center-line
graphs) is in lowest level in all instances of results. Despite that, clearly the bigger the
level of change is in the parent, the bigger is TB. This result suggests that there is not
any invariant set as a predictor available.

However, as the training is done with a mostly different range of values of predic-
tors than the trained model used for predictions, then the training phase is prone not
to capture the full nature of the underlying generative model and hence estimates the
parameters inaccurately. This can be due to a limited amount of training data from
a too-limited range of data points. In Figure 4.4, with simulated data is shown that
by the increasing amount of data points in the training phase the predictions in the
new domain are actually getting more accurate. We can see that the more data points
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Figure 4.3: The results of a change in the parent node. MB as a predictor set gives the least amount
of total bias (top-line graphs). Incomplete information bias (bottom line) is zero since MB holds all
possible information about the target. With the Markov blanket, the transfer bias (center-line) seems
to grow as the size of the change increases.

in the training phase, although in different ranges, the bias in a higher level of change
can be reduced to as low levels as with a low-level change. As a conclusion, by the
increasing amount of data points in the training phase, MB is actually an invariant
predictor set in the case of the change in the parent.

Inferring with the rules d-separation, consider the change in the parent as an ad-
ditional cause ChP to the parent P in Figure 4.2. Then we can think of this additional
cause as a node with an arrow to the parent. Then the causal graph from ChP to the
target Y would be a chain ChP → P → Y . By the chain rule, as P are available then
Y is independent of ChP . Even though due to ChP the new domain might have values
of P that are not seen in the training phase, still the function from P to Y remains the
same. In the case of linear ground truth, the function is cP P , where cP is a coefficient
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Figure 4.4: Predictor set here is the Markov blanket to target Y and data in the new domain is
encountering constant 500 unit change in a parent node. As the amount of data points is increased
in the training phase this will result in transfer bias dropping drastically.

Y

P

C

SP

ChC

Figure 4.5: Change in a child node.

parameter. The more accurately the estimation of cP is done in the training phase, the
better predictions extrapolate to different data ranges in the new domain.

4.3.2 Change in a child

Results in Figure 4.6 show that all sets with the child node included get high transfer
bias (center left and right) and it gets substantially bigger as the size of the change
grows. This can be explained by the fact that as in the new domain the child will get
values from different ranges then the estimation of the coefficient for the child node
will make predictions about Y biased since C does not affect the Y anyhow. The other
sets without C involved have invariant total bias and the best performing set is then
P . In fact with set P, SP the results are almost exactly similar, but this is due to the
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Figure 4.6: The results of a change in the child node.

fact that the spouse SP is d-separated from Y since C is not available in this set, and
hence the estimated coefficient for SP tends to zero.

With the smallest level of change (0.5) we can see that Full-MB gives yet lower
total bias (top-left) than set P . This is due to the fact that Full-MB is a biased
model. With the child included it has zero IIB (bottom-left), and with mild change,
the transfer bias is not that high yet. However, as the change crows the bias with
set P stays invariant and is the best set to predict Y . With set P the TB is actually
extremely low, so that amount of the total bias is almost purely due to IIB. IIB stays
invariant as the change grows. In case of a constant change, IIB can not be canceled out
by increasing the data points in the training phase. This is because Y is also affected
by an exogenous variable UY and in absence of C from the predictor set, from this
part, the role of UY to Y remains uncovered. With this case of linear ground-truth by
increasing data points in the training phase with set P we can achieve an estimation of
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coefficient for P in Y arbitrarily accurate. Then for the estimation of the intersection
value of the linear model, we would get the value arbitrarily close to the mean of UY .
This is the incompleteness that is captured by IIB.

4.3.3 Change in a spouse

Y

P

C

SP ChSP

Figure 4.7: Change in a spouse node.

Results in Figure 4.8 show that only the predictor set P stays invariant as the
change to a spouse grows (top-left). The set P has the same properties here as in case
of change in a child, extremely low TB, encountering some IIB (bottom-left) since no
information about UY in absence of C and SP . However, in this case, Full-MB is still
the best performing set when the amount of change is at least until 5 units, with 50 units
even with set P , but with 500 units of change not performing well anymore. Compared
to the case of change in a child the effect of change in a spouse is drastically lower.
This is due to the role of the spouse in the Markov blanket is actually to enlighten the
effect of the exogenous variable UC while the role of a child is to enlighten the effect of
UY which is otherwise the unseen part of Y .

4.3.4 Change in the target

Results in Figure 4.10 top-left show that with a small constant change (0.5 units) the
MB is yet the best predictor set. But in higher change levels of changes, the bias with
MB grows fast and then the set {Child, Spouse} becomes the best predictor set. This
can be reasoned so that as the direct effect of the change to Y comes into the picture,
then the effect of the coefficient for the parent P̂ is not anymore sufficient to define Y

alone. The coefficient takes too much role in prediction and makes P a biased predictor
in the model. However, the transfer bias (Figure 4.10 center-row) with the set {Child,
Spouse} seems to grow as the change level grows and hence it can not be considered an
invariant predictor set. Further examination in Figure 4.11 shows that increasing data
points in the training phase does not help to reduce the bias. These results suggest it
does not exist sets to yield invariant predictions in the case of a change in the target.
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Figure 4.8: The results of a change in the spouse node.

By examining the linear model parameters estimated after different levels of
changes, it was found that the coefficient values remain the same as in the source
domain, but the interception value grows along with the change level. This seems to
be exactly the case of the target shift discussed in Section 3.2.2 causing a systemat-
ically growing lag between the predictions and the real values in the function of the
change level. As discussed in Section 3.2.2, if there were more source domains available
containing information about different change levels in the target, then this lag can
be fixed by modeling across all source domains, and hence a resulting capable to yield
invariant predictions in the new domain with other change levels.
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Y

P

C

SPChY

Figure 4.9: Change in the target.

Figure 4.10: The results of a change in the target node.

4.4 Results with latent variables in Markov blan-
kets

Next, we look at some changes in the nodes of the Markov blanket (MB) having a
latent parent or a latent child as shown in Figures 4.1b and 4.1c.
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Figure 4.11: A change in the target. An extreme change level of 500 units. An attempt to reduce the
transfer bias for the feature set {Child, Spouse} by increasing the size of the training data. Seemingly
the bias is not coming down.

In the case of a latent parent, the estimated linear model for each testable set ŶA

is
ŶA = ĉP P PP + ĉSS + ĉST P STP + ĉCC + ĉSP SP + β̂, (4.6)

where PP is the parent’s parent, S is the sibling and STP is the step-parent, C is the
child and SP is the spouse. In the case of a latent child, the estimated linear model
for each testable set ŶA is

ŶA = ĉP P + ĉCCCC + ĉCCP CCP + ĉSP SP + β̂, (4.7)

where P is the parent, CC is the child’s child, CCP is the other parent of the child’s
child and SP is the spouse. Again as some feature is not included in the feature set A

then its representative coefficient parameter is zero (for example, ĉSP = 0 if the spouse
is not part of a set A)

4.4.1 Change in a latent parent

Results in Figure 4.18 top-left shows that the best performing set is {Step-P, Sibling,
Child, Spouse} in every levels of change ChP . The set MB is the second best, however,
sometimes the difference is not very clear, there are many trials when MB has given
better estimates (see the overlapping boxes in the plot). A slightly poorer performance
can be explained because the role of PP in the latent P (and then causally in Y )
becomes smaller as the direct change ChP to P grows, and hence estimates for latent
P comes biased.
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Figure 4.12: Change in a latent parent.

Figure 4.13: Results of a change in the latent parent.

We can see that neither the set {Step-P, Sibling, Child, Spouse} nor MB stay
invariant as the change ChP grows, and the increasing bias can not be canceled out by
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(a) An attempt with feature set: {Step-P, Sibling, Child,
Spouse}.

(b) An attempt with feature set being the full Markov
blanket in the scenario.

Figure 4.14: Change in a latent parent. The plots show the attempts to reduce the transfer bias by
increasing data points in the training phase. The attempt fails with both feature sets (a and b).
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Figure 4.15: Change in a sibling with a latent parent.

using more data points in the training phases (Figure 4.14.)

4.4.2 Change in sibling with latent parent

Results in Figure 4.19 (top-left) show that the set {P-Parent, Child, Spouse} is the
best performing set in from the second smallest level of changes on (5 units) and it
stays also invariant over all change levels. This can be explained due to change in
sibling does not affect Y and any of the predictors in the set anyhow. The only cost in
bias comes with the IIB (bottom-left) since S can emit information about P but it is
not involved in the set. Also sets {P-Parent} and {Child, Spouse} stay invariant, but
their IIB levels are higher due to they are less complete.

The set MB can get the better result yet with the smallest level of change (0.5
units) due to zero IIB but gets biased fast as levels of changes grows due to increasing
transfer bias. All sets with S included have these same phenomena since as S gets
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Figure 4.16: The results from the change in a sibling with a latent parent.

higher values due to ChS then estimated Ŝ increases the value of Ŷ but it has not any
real causal effect to Y .

4.4.3 Change in a parent’s parent as the parent is latent

Results in Figure 4.19 (top-left) show that the best performing set is {P-Parent, Sibling,
Step-Parent, Child, Spouse (the full MB in this case)} in all levels of change. However,
it does not seems to be an invariant predictor with a constant number of training data
points set as the level of transfer biases arises clearly by the change level. The results
from experiments with bigger training data in Figure 4.19 show that the transfer bias is
reduced to minimal, and thus, the predictor set can be considered as being capable to
yield invariant predictions. The phenomena here is obviously due to the covariate shift,
the same as with the change in the parent case in Section 4.3.1. Too small training
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Figure 4.17: Change in a parent’s parent as the parent is latent.

Figure 4.18: The results from the change in a parent’s parent, as the parent is latent.

data can not estimate the coefficients accurately enough to predict any more accurately
with test data far out of the training range.
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Figure 4.19: Change in a parent’s parent as the parent is latent. An attempt to reduce the transfer
bias success by increasing the data points in the training phase. This result shows the feature set MB

capable of invariant predictions in this case.

4.4.4 Change in a latent child

Y

P

C

SP

CC

CCP ChC

Figure 4.20: Change in a latent child.

Results in Figure 4.21 (top-left) shows that the set {Parent} is the best performing
and invariant set. As the child is affected by the change, all coefficients downstream
do not hold anymore and will cause the transfer bias to grow as the change grows.
However, with a small change full Markov blanket can still yield better performance.
As if the Child’s child is not included in the set, then the spouse becomes d-separated
from Y , and hence not helping with predictions. These observations correspond to the
situation with a change in an observed child in Section 4.3.2.
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Figure 4.21: The results of the change in a latent child.

4.5 Discussion of the results

In this section, we first recap the results in summary tables. Then we discuss the
overall findings.

As a summary, in Table 4.1 we see, if the subject for the change is either a
Child node or Spouse node, then both of these nodes need to be stripped off from the
predictor set to enable invariant prediction as a change hits these nodes. In the case
of a change in a parent, the MB is the best invariant predictor set, however, it is still
prone to increasing bias if the obtained model is not estimated accurately enough as
the error is multiplied by the level of change. In the case of a change in the target,
there is not any invariant predictor set available. The set {Child, Spouse} can yield the
best possible performance. The systematic error causing the transfer bias in a target
shift can be corrected if there is information available on some previous target changes
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in the training data.

Change
subject

Best set
Invariant
prediction

Exceptions

Parent
{Parent,
Child,
Spouse}

Yes

Risk of bias arises as
the range change due
to restrictions in model
accuracy

Child {Parent} Yes
With small changes
MB still the best set

Spouse {Parent} Yes
With small changes
MB still the best set

Target
{Child,
Spouse}

No

If the training data
contains additional
domains about target
change, then invariant
prediction can be
adjusted.

Table 4.1: Summary of changes without latent cases.

From Table 4.2 we see the comparison of the results from the undergone cases
having a latent parent or a latent child (the first row). The case having a latent
parent and that parent is subject to a change can not yield invariant prediction and
even all ancestral paths (for, example Parent’s parent) must be excluded for the best
performance in bigger change levels. However, if the subject of a change is a parent of
this latent parent (the third row) then an invariant prediction is achievable by including
the parent’s parent with the rest of the MB to Y . The sibling being the subject for a
change (the second row) holds an invariant prediction if the sibling itself is dropped from
the set. As well as the child being the subject of a change then an invariant prediction
can be achieved by dropping the child and the whole branch descendant to Y . With
the smallest levels, the full Markov blanket can still yield the best performance.

Each of the undergone cases of a change is somehow problematic in an attempt
to predict with a model trained in a single source domain. However, results show huge
differences in characteristics between the cases. In a way, it is the least problematic
if the change happens to be in an observed parent to the target. Then the Markov
blanket is the best set, and an invariant prediction can be achieved at least by having
enough data points in the training phase to estimate the coefficients accurately enough.
Having MB as a predictor set a researcher can be sure that information is not missed,
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Change
subject

Best set
Invariant
prediction

Exceptions

Latent par-
ent

{Step-
parent,
Sibling,
Child,
Spouse}

No

Parent’s parent in-
cluded (full MB) can
yield better perfor-
mance occasionally

Sibling of a
latent par-
ent

{P-Parent,
Child,
Spouse}

Yes
With small changes
full-MB still the best
set

A parent
of a latent
parent

{P-Parent,
Sibling,
Step-
Parent,
Child,
Spouse
(Full MB)}

Yes

Risk of bias arises as
the range change due
to restrictions in model
accuracy

A latent
child

{Parent} Yes
With small changes
full-MB still the best
set

Table 4.2: Summary of changes with latent cases.

for example, if not sure if a change is going to happen. MB stays a safe choice for both
cases.

Using only observed parents is the most reliable and stand-alone choice for the
predictor set. It is clearly capable of an invariant prediction as the change occurs in an
observed child, an unobserved child with an observed child’s child, an observed spouse,
or an observed parent itself. Of course, this comes with a cost of higher baseline error
due to incomplete information bias. Among the cases undergone, the case of a target
shift is the worst scenario as there is simply no way to find a good predictor set as
the systematic bias runs in by the change in the target. However, predicting with
the covariates related to the descendants helps to stay on track for a while. If the
setting is extended to have information about the target change in other domains, it
helps drastically to cope with the systematic bias by adjusting the regression across all
domains.

Having an unobserved parent sets also trickier circumstances in feature selection
wise. The Markov blanket, in this case including a sibling, a step-parent, and a parent
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of the latent parent, is an invariant choice only if a change hits the parent’s parent.
Meanwhile, if a change hits the parent itself or the sibling, then MB is no more a good
choice at all. A change hitting to a sibling sets a dangerous scenario if the sibling is
included in the set. A sibling can have a higher correlation with the target than with
the parent’s parent making the sibling a tempting choice to be included. However,
choosing only the parent of the latent parent from the upstream to the set is kind of a
safer choice. It handles invariant predictions in cases a change hits the sibling or the
parent’s parent itself.

As a change hits the latent parent itself then there is no way to achieve an invari-
ant prediction with any possible set. This kind of change ruins the help of replacing
with the family member variables like a sibling, step-parent, and parent’s parent to
cover for the missing parent.



5. Conclusions

In this thesis work, with the experiments, we have investigated changes to different
nodes around the Markov blanket to the target variable and measured the prediction
performance with models trained before the change with different subsets of the Markov
blanket variables. The change tested here is technically a soft intervention type of
intervention as discussed in Section 3.1. The change corresponds to a situation where
a feature is affected by an intended or unintended outer factor and the resulting data set
is thus an observational data set. The performance was measured with the transfer bias
and incomplete information bias to be suitable for after-change settings as discussed
in Section 3.5.3.

In the results, we paid special attention to pointing out, for each type of change in
question, if the property of invariant prediction performance was achievable. In order
to make such a notice properly, throughout Chapter 4, we made some additional tests
with different sizes of training data points. The results showed us in some occasions
(for example, the covariate shift) the transfer bias could be canceled out by increasing
the training data, while in some occasions it did not help to reduce the transfer bias
(for example, the target shift and the change in a latent parent). All the results, in the
details and together, were discussed and outlined in Section 4.5.

In this chapter, we highlight a few points from the results to discuss the meaning
from a wider perspective. We also conclude the limitations of this work and some
topics for further studies in this subject.

5.1 Baseline instructions for the feature selection

If the level of a change is expected to be tiny, then the Markov blanket is a good choice
as a feature set, if some sort of extra bias is accepted. As with MB we can guarantee
zero incomplete information bias despite the change levels to come. This advantage
can keep the total bias minimal compared to other feature sets as a tiny change runs
in. Using MB also relaxes the need for different strategies depending on the affected
node.

If the expected change level is higher then causal understanding can be leveraged.

61
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We might either choose only the parents as predictors as suggested by Peters et al.
[34] to enable an invariant prediction feasible or with the help of special expectations
about which node is prone to a change, we can choose the stable blanket for each case
as suggested by [36]. In the former choice, we accept a certain level of incomplete
information bias, but in the turn, we release from thinking which node is affected
(except the change in the target node). For the latter one, we seek less incomplete
information bias. The challenge then is to avoid using nodes around affected children
and spouses by cutting the affected branch off from the feature set. The same applies
to using siblings in the case of latent parents. This is important because, in a way,
siblings can be actually very common features to be used. We will discuss this yet in
Section 5.3.

If the affected node is the target itself, then the systematic transfer bias in predic-
tions is inevitable. The only way to cope with this situation is to have some information
in training data about the changes in the target before. This would allow to make re-
gression across past domains and thus correct the systematic lag (3.2.2). It is notable
that just some information about earlier changes in the target can help to correct the
lag substantially.

5.2 Dangerous latent parents

A notable finding is that as the change hits an unobserved parent, then the invariant
prediction can be achieved only if there is another observed direct cause to the target.
So any other variables around the latent parent can not support anymore after the
change in the latent one. We suppose further that if another latent parent without
any observed near covariates (parents or children of this node) is hit by a change, then
the emerging situation corresponds to what is target shift, and thus, any invariant
prediction is not possible either.

In a conclusion, if a researcher has a clue that an unobserved parent is under
threat of changing, then using the covariates like the parent’s parent or the parent’s
other children (siblings to the target) is not a good choice. However, if other parents are
observed, then a better strategy would be to discard the covariates of the unobserved
and rely purely on the observed parents. This is in line with what Peters et al. [34]
suggested.

5.3 Real parents are essential, but theoretical

In general, reflecting on a fundamental problem occur whenever measuring out the
values of interest. A measured value is merely an image of the subject in the interest
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[11, 25]). On occasions, the measured value can be really close to the subject. For
example, going to the example we had in Section 3.1, the price of a product can be
seen to be a direct cause of some sales figures. The real price of a product is probably
close to the values we would have in a data set gathering product prizes from a market.
Maybe some failed records, but otherwise, everything is in line. Meanwhile, other types
of features can be way more biased. For example, consider customer satisfaction is been
thought to be a direct cause of new sales figures. The satisfaction is then obtained by
rolling out a customer survey. The survey method itself could make the outcome value
biased already, but also the satisfaction is a vague value to answer correctly for the
respondents, and there might as well be outer factors affecting how the respondents
give their answers. So having results from such a survey, we would rather have some
variable giving us some guidance about real customer satisfaction than something in
concrete.

From the point of view explained, anyone could rise a question like: Can we ever
assume a direct causal, and thus, a parental relationship to a target? Aren’t there
always other factors affecting the measured value? In other words, the speculation
is based on the thought that all observed measurements about variables in interest
are more or less noisy, for one reason or another. In this case, the actually measured
variable can be seen as merely a child for the subject variable (i.e. the results from
the survey) it represents, and the subject variable here is actually a latent parent (the
actual customer satisfaction) for that measurement. In other words, any measured
parent to a target is actually not a real parent, but another child to the anticipated
parent, and hence a sibling to the target. Thus the same analog goes on. A measured
parent’s parent to a target is not the real parent’s parent, but rather a sibling to the
parent. This thought is illustrated in Figure 5.1.
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(a) An anticipated causal graph expecting observed P to be
a parent to Y and observed P P a parent to P .
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(b) In the real graph, P is actually a latent variable while
the corresponding observed value is actually S, and P P is
actually a latent variable while the corresponding observed
value is actually P P C.

Figure 5.1: An illustration of the idea about the real parents is unobserved.

This states that we might be thinking of having the real parents observed, but
what we actually have are siblings or aunts. These features can be good predictors still
when used within one domain, as we discussed Markov blankets with latent parents.
But in changing setting these covariates can no anymore give us invariant predictions.

In a conclusion, the parents to the target are essential for invariant prediction,
but once they are measured, it is a hard assumption that these values really present
the real parents. And thus, one should be critical if they are really capable to give
invariant predictions anymore.

5.4 Limitations

In this work, we have basically encountered theoretical settings with simulated data. In
that sense, the suggestions from this work do not correspond to any real-life situations
as is. For example, in order to understand the roles of the nodes around the target
variable in changing conditions, we have used a very limited set of variables included.
In real-life cases, there can be observed plenty of parents and other members of the
Markov blanket to the target.

Also within the cases covered, we did not include any additional complexity to the
relations between features in the DAGs. For example, having extra arrows from ances-
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tors to descendants, or having confounding situations between the parents. However,
having such complexity may not necessarily change the conditions for invariant pre-
dictions observed in this work, but these occasions might work differently in predictive
performance, and hence be relevant in feature selection wise.

5.5 Further topics

In this work, we intentionally studied simple circumstances to get a baseline under-
standing of the invariant prediction conditions. As the experiments were done with
basically linear ground-truth data and modeled out with linear regressions, then the
results about invariant prediction are supposed to hold at least in a simple layer. This
serves as a starting point to widen the scope to cover cases generally. The next direc-
tion could be to investigate the non-linear ground-truth with such a modeling technique
that enables catching the non-linear nature. The hypothesis is that invariant prediction
conditions found in this study still hold when going beyond the linear, but achieving
the invariant prediction might get trickier in a more complex setting, as we already
saw with cases with covariate shift in Section 3.2.1.

Another field for further investigation is the target shift. As explained in Section
3.2.2, the bias in case of the target shift can not be fixed with data from only on
training domain, but even some hints about earlier changes in the target may help to
fix the bias by regressing throughout training domains. Thinking further, about several
domains in a timeline, raises the thought that, the close domains are in the timeline,
the more likely they must be dependent. Thus the levels of changes can be dependent
between the domains, and thus allowing us to predict the change in a new domain by
involving, for example, time series modeling with Gaussian processes [42].

The third area of interest is to investigate more closely the phenomena that with
latent parent other covariates can not help to achieve invariant prediction conditions.
This combined with the problem of having no real parents in feature sets (instead of
other closely related covariates) raises questions like, how closely related covariates
need to be for the real parent in order to still perform feasibly.
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