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Abstract

Recent advancements in the field of compressed data structures create inter-
esting opportunities for interdisciplinary research and applications. Com-
pressed data structures provide essentially a time–space tradeoff for solving
a problem; while traditional data structures use extra space in addition to
the input, compressed data structures replace the input and require space
proportional to the compressed size of the input. The amount of available
memory is often fixed, thus, the user might be willing to spend more time
if it allows the use of larger inputs. However, despite the potential behind
compressed data structures, they have not quite reached the audience of
other disciplines. We study how to take advantage of compressed data
structures in the fields of bioinformatics, data analysis and information
retrieval.

We present several novel applications for compressed data structures and
include an experimental evaluation of the time–space tradeoffs achieved.
More precisely, we propose (i) a space-efficient string mining algorithm to
recognise substrings that admit the given frequency constraints, (ii) both
theoretical and practical methods for computing approximate overlaps be-
tween all string pairs, (iii) a practical path-based graph kernel for predicting
the function of unknown enzymatic reactions, and (iv) a compressed XML
index that supports efficient XPath queries on both the tree-structure and
textual content of XML documents. Problem (i) is motivated by knowledge
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discovery in databases, where the goal is to extract emerging substrings
that discriminate two (or more) databases. Problem (ii) is one of the first
phases in a sequence assembly pipeline and requires efficient algorithms due
to the new high-throughput sequencing systems. Problem (iii) is motivated
by machine learning, where kernels are used to measure the similarity of
complex objects. Problem (iv) has its background in information retrieval.

The proposed methods achieve theoretical and practical improvements over
the earlier state of the art. To raise the overall awareness of compressed
data structures, our results have been published in interdisciplinary forums,
including conferences and journals from the fields of bioinformatics, data
engineering and data mining.
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F.2.2 Analysis of Algorithms and Problem Complexity:
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Chapter 1

Introduction

Managing rapidly increasing volumes of information has always been a cen-
tral problem in information retrieval [135] and bioinformatics [48]. It is not
enough to just store the data, but to make it more accessible by supporting
various queries on the data. Let us give a motivating example using the
pattern matching problem: we are given two strings as an input, a text of
length n and a pattern of length m, and the goal is to output all positions
where the pattern occurs as a substring of the text. The most direct way to
solve the problem is to store the text in plain-text manner, which requires
just ndlog σe bits for an alphabet of size σ, and search the pattern using
one sequential scan over the text [69]. However, every subsequent pattern
matching query would then require roughly Ω(n/ logn) time in the worst-
case [9], which is far from optimal if the patterns are much shorter than the
text. Subsequent searches become more efficient if we first preprocess the
text by building an index structure for it. A full-text index allows the user
to search for any substring of the indexed text. For example, suffix trees
[131] support pattern matching queries in the optimal O(m+ toutput) time,
where toutput is the number of occurrences. The downside of suffix trees
is, however, that the index requires Θ(n logn) bits of memory which, in
practice, is significantly more than the text itself requires. This prohibits
the use of suffix trees on e.g. genome-scale inputs.

The breakthrough of the new millennium was the introduction of com-
pressed full-text indexes [36, 37]. This type of indexes are often called
self-indexes: unlike the earlier proposals [64, 65], a self-index replaces the
input text with an implicit (compressed) representation. The general idea
is to represent the data structure in the smallest possible space while still
being able to support operations without uncompressing the whole struc-
ture [59]. A modern compressed full-text index requires space that is close
to the information theoretic lower-bound, say nHk+o(n) ≤ ndlog σe+o(n)
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2 1 Introduction

bits, and supports pattern matching queries in a near-optimal time, say
in O(m + toutput · log1+ε n) time for any constant ε > 0 [37]. In practice,
this allows a typical desktop computer to handle genome-scale inputs while,
for example, a classical suffix tree would require tens of gigabytes of main
memory to achieve comparable running times.

The aim of this thesis is to propose new research areas and applications
where compressed data structures would give an advantage. So far there
has been only one application that has really found its way to the end
users. The introduction of the next-generation sequencing systems [91] cre-
ated a need for new techniques to analyse huge amounts of sequence data
in different biological contexts. For example, the goal of an RNA-seq [128]
experiment is to measure the expression of genes, which is one of the first
steps in understanding the functional elements of a genome. The experi-
ment pipeline consists of (i) RNA sequencing, which produces millions of
short fragments that represent the transcripts in a cell sample, (ii) fragment
mapping, where the fragments are aligned against a reference genome and,
finally, (iii) determining the expressed transcripts and their expression lev-
els based on the fragment mapping results. The fragment mapping phase
(ii) is also known as the approximate pattern matching problem, where we
are required to allow some number of differences between the pattern and
the substring of the text. These differences are mainly due to sequenc-
ing errors and SNPs (single-nucleotide polymorphism), with the additional
problem of RNA fragments that span across one or more introns. It turned
out that this type of fragment mapping queries can be efficiently supported
with compressed full-text indexes [80, 74, 81, 86]. Since then, the fragment
mapping problem has become saturated with different tools and techniques.
In fact, the tools built on compressed full-text indexes provide one of the
most competitive query time and space and allow, for the first time, to run
various data analysis tasks on commodity hardware [118].

One of our main motivations to achieve new time–space tradeoffs emerges
from the tsunami of biological data [133]. The next-generation sequencing
systems, which were introduced around 2008 [91], have decreased the cost
of DNA sequencing dramatically over the last few years. We cannot afford
to use extra space on top of the data, instead, the algorithms need to be de-
signed in a memory-conscious manner. The task is not as straightforward as
one might think: while we can take the compressed full-text indexes almost
as a black box, auxiliary data structures can easily end up dominating the
space over the text index. Our main challenge has been to design algorithms
and auxiliary data structures that give good enough time–space tradeoffs.
Cloud computing, such as Amazon EC2 [57], provides flexible computing
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resources, however, it does not make the time–space tradeoffs obsolete. On
the contrary, High-CPU Instances ($0.17–0.68 per hour) can be notably
cheaper than High-Memory Instances ($0.50–2.00 per hour) [57, 76].

The new applications that we propose deal with sequences and struc-
tured data. The problems represent a mixed bag of bioinformatics, data
analysis and information retrieval; the corresponding chapters give more
detailed background on each problem. We study the theoretical and prac-
tical side of our proposals and compare them to the state of the art of each
area. The scope of this study was limited to algorithms that run in main
memory, simply because time–space tradeoffs are much more critical for
algorithms in main memory than in secondary memory.

1.1 Summary of the main results

Here is a summary of the main results presented in this thesis, in the same
order as the original publications.

I We gave the first implementation of compressed suffix trees. The im-
plementation was shown to be able to handle genome-scale data and
set a benchmark for later implementations.

II We gave the first algorithm to achieve o(n logn) bits of working space
for frequency-based string mining. Our algorithm achieves a signifi-
cant space reduction with a (logn)-factor slowdown compared to the
optimal-time algorithm. We also propose an algorithm to find maximal
repeats in o(n logn) time and O(n log σ) bits of space.

III We proposed a space-efficient algorithm to find approximate suffix/prefix
matches. Our algorithm is based on suffix filters, which have been
shown to be superior against the popular seed-and-extend strategy. In
practice, our method achieves comparable times while using less space
than a q-gram filter.

IV We gave the first output-sensitive algorithms to find the least random
suffix/prefix matches. All the earlier solutions to the problem have a
quadratic time complexity regardless of the output size.

V We proposed the first practical algorithm to compute a path-based
graph kernel for all paths up to a fixed length. Our kernel was shown
to be superior against the state-of-the-art graph kernels when learning
to predict the hierarchical classification of enzymatic reactions.
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VI We designed a novel, compressed XML index that supports efficient
XPath queries. Our system was shown to perform faster than the
state-of-the-art of native XML databases while using about the same
working-space.

1.2 Contributions of the author
The author of this thesis has done the following contributions to Papers
I–VI.

In Papers I–II, I had the main responsibility for the implementation
and testing. The writing and the design and analysis of the algorithms was
joint work.

In Paper III, I designed and implemented the algorithm and wrote the
majority of the paper. The testing was joint work with S. Ladra.

In Paper IV, I am the sole author.
In Paper V, I designed the algorithm to enumerate path frequencies,

implemented the path index and wrote the corresponding section.
In Paper VI, I implemented the text index, integrated it to the rest of

the system and wrote the corresponding section. The design of the system
was a joint effort, split up over three continents and research groups.

This thesis is structured as follows. Chapter 2 gives the necessary back-
ground on compressed full-text indexes for the reader to understand the
latter chapters and Papers I-VI. Chapter 3 reviews two applications on se-
quence data, and Chapter 4 reviews two more applications on structured
data. The last chapter gives concluding remarks.



Chapter 2

Compressed data structures

This chapter gives some background on full-text indexes and compressed
data structures. First, we introduce some notation, the model of compu-
tation and, most importantly, the classical full-text indexes called suffix
arrays and suffix trees. Latter sections introduce the compressed suffix ar-
rays and compressed suffix trees, respectively. These data structures lay
down the basis for the applications discussed in later chapters.

2.1 Preliminaries

A string S = S[1 . . n] = S[1]S[2] · · ·S[n] is a sequence of symbols (a.k.a.
characters or letters). Each symbol is an element of an ordered alphabet
Σ = {1, 2, . . . , σ}. A substring of S is written S[i . . j] = S[i]S[i+ 1] · · ·S[j].
A prefix of S is a substring of the form S[1 . . j] = S[. . j], and a suffix is
a substring of the form S[i . . n] = S[i . .]. If i > j then S[i . . j] = ε, the
empty string of length |ε| = 0. The lexicographical order “<” among strings
is defined in the obvious way. A text string T [1 . . n] is a string terminated
by the special symbol T [n] = $ 6∈ Σ, smaller than any other symbol in
Σ. Two strings X and Y are said to match if and only if |X| = |Y | and
X[i] = Y [i] for all 1 ≤ i ≤ |X|.

Edit distance ed(T, T ′) is defined as the minimum number of insertions,
deletions and replacements of symbols to transform string T into T ′ [78].
Hamming distance h(T, T ′) is the number of mismatching symbols between
strings T and T ′. Hamming distance requires that |T | = |T ′| while edit
distance can be computed for any two strings.
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6 2 Compressed data structures

Entropy. The empirical entropy of a string T [1 . . n] is defined as

H0(T ) = −
∑
c∈Σ

nc
n

log nc
n
,

where nc denotes the number of times the symbol c ∈ Σ appears in T [113].
As the above definition suggests, the 0-th order entropy H0(T ) depends
on just the frequency of individual symbols. If we take into account the
context the symbols appear in, we can compute so called k-th order entropy,
Hk(T ). Let Σk denote the set of all strings of length k. Also, let ŵ denote
the concatenated string of all the symbols that precede every occurrence of
w ∈ Σk in T . We have the definition

Hk(T ) = 1
n

∑
w∈Σk

|ŵ| ·H0(ŵ).

It follows that 0 ≤ Hk+1(T ) ≤ Hk(T ) ≤ log σ for all k ≥ 0.

Model of computation. We assume the RAM model of computation,
where all simple operations, such as arithmetics and comparisons, on values
of size Θ(logn) bits have constant time costs.

2.2 Full-text indexes

Let T [1 . . n] and P [1 . .m] denote the text and pattern, respectively. The
pattern is said to have an occurrence at position j if P matches the substring
T [j . . j + m − 1]. A full-text index of string T is a data structure that
supports at least these two pattern matching queries:

• locate(P, T ) to retrieve all occurrence positions of P in T ; and

• count(P, T ) to count the number of occurrences P has in T .

We introduce two full-text indexes that are both built on the suffixes of the
input text.

2.2.1 Suffix arrays

The suffix array of text T [1 . . n] contains all suffixes of T in sorted order
[87]. The array can be represented as pointers to the text so that the
lexicographically i-th suffix is given by T [SA[i] . . n]. For any 1 ≤ i < j ≤ n,
the suffix T [SA[i] . . n] must be lexicographically smaller than T [SA[j] . . n].
Figure 2.1 gives an example of the values SA[i] for the string ababac$.
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i SA[i] LCP[i] T [SA[i] . . n]
1 7 0 $
2 1 3 ababac$
3 3 1 abac$
4 5 0 ac$
5 2 2 babac$
6 4 0 bac$
7 6 0 c$

Figure 2.1: Suffix array and LCP array
for string ababac$.

F L

$ a b a b a c
a b a b a c $
a b a c $ a b
a c $ a b a b
b a b a c $ a
b a c $ a b a
c $ a b a b a

Figure 2.2: Burrows–Wheeler
transform for string ababac$.

The suffix array is a permutation of values [1, n], that is, SA[i] 6= SA[j]
for all i 6= j. That said, the inverse suffix array can be defined simply as
SA−1[j] = i if and only if SA[i] = j.

Suffix arrays can be constructed in linear time assuming that the input
is from an integer alphabet; see e.g. [63] for a taxonomy of construction
algorithms. For general alphabets, the construction is as difficult as sorting
the alphabet [32], which leads to Ω(n logn) construction time [87]. The
suffix array, or its inverse, can be stored in ndlogne bits of space.

Longest common prefixes. The suffix array is often coupled with a
so called longest common prefix (LCP) array. The LCP array records the
longest common prefix between two consecutive suffixes in the suffix array.
More specifically,

LCP[i] = lcp(T [SA[i] . . n], T [SA[i+ 1] . . n]),

where the function lcp(X,Y ) returns the maximum ` such that the prefixes
X[1 . . `] and Y [1 . . `] match. Figure 2.1 gives an example of the resulting
LCP array values. The LCP array can be computed in linear time using
the suffix array [66].

Pattern matching. The suffix array supports count(P, T ) queries in
O(m logn) time via a binary search, and in O(m + logn) time when the
binary search is accelerated using the LCP array [87]. The occurrence
positions can be enumerated in additional O(toutput) time. Later improve-
ments have sped up counting and locating queries to the optimal O(m) and
O(m+ occ) time, respectively, but require an additional data structure on
top of the suffix and LCP arrays [2].
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Burrows–Wheeler transform. The suffix array gives a direct definition
for the Burrows–Wheeler transform (BWT) of T [17]. The transform T bwt

is a permutation of the symbols in T such that T bwt[i] = T [SA[i] − 1] if
SA[i] > 1, and T bwt[i] = T [n] = $ otherwise. That is, the preceding symbol
of each suffix SA[i]. Figure 2.2 gives the conceptual matrix of all cyclic
rotations of string T = ababac$ in lexicographical order, that is, in the
same order as in the suffix array. The BWT of T can be read from the
last column L = T bwt = c$bbaaa of the matrix. The Burrows–Wheeler
transform is an essential part of many compressed full-text indexes; more
details follow in later sections.

2.2.2 Suffix trees

A trie is a rooted, directed tree where each edge is labeled by one symbol
c ∈ Σ, and, for each node v in the trie, there is at most one outgoing edge
for each symbol c [25]. Let label(v) denote the concatenated sequence of
symbols on the path from the root down to the node v. The suffix trie of
text T [1 . . n] represents all suffixes of the string. Recall that text strings
are terminated with a special symbol T [n] = $ /∈ Σ. Now, for each suffix
T [i . . n], 1 ≤ i ≤ n, there is exactly one leaf node l such that label(l) =
T [i . . n]. Figure 2.3 gives an example of the suffix trie for string ababac$.
Notice that if the nodes are sorted by edge labels, the i-th leaf li corresponds
to the lexicographically i-th suffix, thus, we have the connection label(li) =
T [SA[i] . . n]. Suffix tries can have Θ(n2) nodes in the worst-case.

The suffix tree of text T [1 . . n] is a path-contracted suffix trie, where
each non-branching path of the trie is replaced by one edge and labeled by
concatenating the removed labels. The resulting edge labels are substrings
of T and can be represented e.g. as a pair of starting and ending text
positions. Figure 2.4 gives an example of a suffix tree, where label [i, j]
denotes the substring T [i . . j]. Suffix trees have O(n) nodes and, more
specifically, exactly n leaf nodes and at most n− 1 internal nodes.

Suffix trees can be constructed in linear time for constant alphabets
[131, 89, 119] and integer alphabets [31]. For general alphabets, the con-
struction time grows to Ω(n logn) [31, 32]. The suffix tree can be stored in
O(n logn) bits of space.

Suffix links. The suffix tree includes a suffix link for each node v. The
suffix link acts as a pointer to the next suffix in T . More specifically, node
v has a suffix link to w if label(w) = label(v)[2 . .]. Suffix links are required
in many applications of suffix trees and, for example, during the on-line
construction [119].



2.2 Full-text indexes 9

$ a b c

b c a $

a

b c

a

c

$

7

1

5

3

cb

a $

c

$

4

2

6

$

$

Figure 2.3: Suffix trie for string
ababac$.

[7,7] [1,1] [2,3] [6,7]

7 6

5 2 4

[6,7] [4,7][2,3] [6,7]

1 3

[4,7] [6,7]

Figure 2.4: Suffix tree and suffix
links for string ababac$.

Pattern matching. Suffix trees support optimal time count(P, T ) and
locate(P, T ) queries. Both queries are solved by traversing the tree, starting
from the root node, and matching P iteratively against the edge labels. The
tree is traversed down to the first node v such that P is a prefix of label(v).
If P does not occur in T , we end up with a mismatching edge before finding
such a node. The total number of occurrences is the number of leaf nodes
in the subtree of v. Each leaf li in the subtree corresponds to an occurrence
at position SA[i]. Assuming that the edge starting with a given symbol can
be found in constant time, we achieve the optimal O(m) and O(m+ toutput)
time for the count(P, T ) and locate(P, T ) queries, respectively. The latter
time complexity follows from the fact that the size of the subtree of v is
bounded by O(toutput).

Generalised suffix trees. Suffix trees can be generalised for a set of
strings T1, T2, . . . , Tr. A generalised suffix tree (GST) is defined as the suf-
fix tree built for the concatenated string T = T1$1T2$2 · · ·Tr$r, where each
$i acts as an unique separator symbol. Now each suffix Tj [i . .] corresponds
to exactly one leaf of the GST. The GST can be constructed in linear time
using either an implicit on-line construction [119], or an explicit construc-
tion with an expanded integer alphabet [31].

Suffix trees have plenty of non-trivial applications [5, 56, 48, 93]. How-
ever, it is also worth noticing that the functionality of suffix trees can be
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simulated with enhanced suffix arrays [1].

2.3 Rank and select queries
The core functionality of compressed data structures is built on two queries
called the rank and select query. Let T [1 . . n] denote a string from an
alphabet of size σ. The following queries are required.

• T [i] returns the i-th symbol,

• rankc(T, i) returns the number of times the symbol c occurs in T [1 . . i],

• selectc(T, j) returns the position of the j-th symbol c in T .

The first query is non-trivial if T gets replaced with an compressed repre-
sentation. If σ = 2, the sequence is called binary. Supporting the above
queries efficiently, and in small space, requires intricate data structures. We
describe the data structures for binary and general sequences separately.

2.3.1 Binary sequences

We review some of the results on rank and select on binary sequences,
including those that are most relevant for understanding the rest of this
thesis.

Constant time rank. Jacobson [59] presented seminal data structures
for rank and select on binary sequences. Let B[1 . . u] denote a binary
sequence. The query rankc(B, i) can be solved in constant time and in
n+o(n) bits of space for any c ∈ {0, 1} and 1 ≤ i ≤ u. The idea is to divide
the input into blocks of log2 u bits and precompute the rank-value for each
block. Storing these precomputed values requires O((u/ log2 u) log u) =
o(u) bits of space. Then, each block is divided further into smaller blocks of
length log u. Now it is enough to precompute and store a rank-value relative
to the start of the larger block, thus, the precomputed values for smaller
blocks also require O((u/ log u) log log u) = o(u) bits. These precomputed
values allow us to compute, in constant time, the rankc(B, i) value up to
the starting position of the small block bi/ log uc. It remains to show that
the rank-value inside this small block can be computed in constant time; so
called Four–Russians technique [6] can be used to tabulate the rank-value
for every subsequence of length (log u)/2. Since there are at most 2(log u)/2 =√
u different binary sequences of length (log u)/2, we can precompute a

two-dimensional table storing the relative rank-value for each combination
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of the
√
u binary sequences and 1 ≤ i ≤ (log u)/2. The table requires

O(
√
u log u log log u) = o(u) bits. The total space for constant-time rank

queries is then u+ o(u) bits, where u bits is required to store the input.

Constant time select. The selectc(B, j) query can be solved with a bi-
nary search over the precomputed rank values (see above). The binary
search requires suboptimal O(logn) time. Jacobson [59] was able to im-
prove this to O(log log u) using o(u) bits of additional space. Later improve-
ments achieved a constant time support for select in an asymptotically same
space [92, 20].

Succinct data structures. The space complexity of the above data
structures can be reduced from u + o(u) to uH0(B) + o(u) bits [98, 103].
It requires us to replace the original input of u bits with an compressed
representation: the input sequence is divided into blocks of t = (log u)/2
bits and each block i is replaced by a pair of pointers, 〈ci, di〉. The first
pointer, 0 ≤ ci ≤ t, gives the number of 1-bits in the block i. Notice
that there are at most

(t
c

)
different blocks of length t that have exactly c

bits set. The second pointer, 1 ≤ di ≤
(t
c

)
, is used to identify the correct

representative block that matches block i. It can be shown that the com-
pressed representation of B, that is, the concatenated sequence of pairs
〈c1, d1〉, 〈c2, d2〉, . . . , 〈cdu/te, ddu/te〉, requires in total uH0(B) + o(u) bits of
space [98]. Finally, to support constant time rank and select, we need the
same auxiliary data structures as above, requiring o(u) bits of additional
space.

2.3.2 General sequences

The wavelet tree of T [1 . . n] reduces the general rankc(T, i) and selectc(T, j)
queries, for any c ∈ Σ, to subsequent rank and select queries on binary
sequences [46]. The wavelet tree is a binary tree having exactly one leaf for
each symbol c ∈ Σ. It can be defined in recursive manner: we start from
the root node and divide the alphabet Σ in half to form two (conceptual)
strings T≤ and T> by concatenating the symbols T [i] ≤ σ

2 and T [i] > σ
2 ,

respectively, over 1 ≤ i ≤ n. The strings T≤ and T> can be represented
as a bit-vector B[1 . . n] that marks with 1-bit the symbols T [i] > σ

2 , and 0
otherwise. The left and right child of the root are then, in recursive manner,
the wavelet trees of T≤ and T>, respectively. The bit-vector is attached to
the root node so that later queries can determine how the original string
T was partitioned. Finally, the original T can be discarded since it is
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    mississippi
    00110110110

miiii
10000

sssspp
111100

i mi sp

rank
1
(00110110110, 10) = 6

rank
0
(111100, 6) = 2

Figure 2.5: The wavelet tree of T = mississippi, including an example
query rankp(T, 10) = 2. The dashed line highlights the path that we take
to resolve the query. The required rank operations are shown on the right.

represented implicitly by the bit-vectors stored in the internal nodes of the
wavelet tree.

The rankc(T, i) query is solved as follows. We start from the root
and check whether c ≤ σ

2 or c > σ
2 . In the former case, we compute

i′ = rank0(B, i) and continue recursively to compute rankc(T≤, i′) in the
left subtree. In the latter case, we compute instead i′ = rank1(B, i) and
continue recursively with rank(T>, i′) into the right subtree. In a balanced
binary tree, we always find the final answer after O(log σ) rank queries.

Example 2.1. Figure 2.5 gives an example wavelet tree for string T =
mississippi. The root node corresponds to alphabet {i, m, p, s}, which is
split in half among the left and right child. Then the left and right child
correspond to strings miiii and sssspp, respectively. The figure gives also
an example query rankp(T, 10), which is resolved by binary rank queries
that are shown on the right.

We can retrieve the symbol T [i] in similar manner to rank queries. The
selectc(T, j) query is solved using a bottom-up traversal that starts from
the leaf corresponding to symbol c.

All the queries can be supported in O(log σ) time by preprocessing
the bit-vectors for constant time rank and select queries (see the above
subsection). Without any compression, the balanced binary wavelet tree
requires n log σ + o(n log σ) bits. By replacing the bit-vectors with their
compressed representation, we immediately achieve nH0(T ) + o(n log σ)
bits of space [46].

Generalised wavelet trees. The O(log σ) query time can be improved
to O(1 + log σ/ log logn) with so called generalised wavelet trees [37]. The
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idea is to increase the branching factor of the tree to r = logn/(log logn)2.
Then the height of the tree decreases from log σ to 1 + logr σ, but the bit-
vectors need to be replaced with a more advanced representation. Even so,
it is possible to retain the constant-time traversal in wavelet tree nodes in
just nH0(T )+O(σ logn)+o(n log σ) bits of space [37]. Then all queries can
be solved in O(1 + logr σ) = O(1 + log σ/ log logn) time. The query time
simplifies to a constant for σ = polylog(n). The space complexity simplifies
to nH0(T ) + o(n log σ) bits for any σ = o(n), and further to nH0(T ) + o(n)
for any σ = O(polylog(n)).

2.4 Compressed full-text indexes

Compressed full-text indexes support the same pattern matching queries,
count(P, T ) and locate(P, T ), as the full-text indexes (see Section 2.2). Be-
cause self-indexes replace the original input T with a compressed represen-
tation, they have to support an additional query extract(i, `) to retrieve the
substring T [i . . i+ `− 1].

2.4.1 Compressed suffix arrays

We will describe here the concepts of FM-indexes and backward search-
ing [36]. For a more comprehensive view of different compressed full-text
indexes, see e.g. the survey by Navarro and Mäkinen [95].

The FM-index is built on top of the Burrows–Wheeler transform (see
Section 2.2.1). Let L = T bwt denote the BWT of T [1 . . n]. Now, stable
sorting the symbols in L gives a new string F and, more importantly, a
mapping from L to F . This mapping is called the LF-mapping, LF[1 . . n]
[17]. Figure 2.6 gives a visual example for string L = c$bbaaa.

The first important observation is that, if LF [j] = i then SA[i] =
SA[j]−1, that is, the text position that precedes the suffix T [SA[j] . .]. The
LF-mapping is the key element for all the functionality in the FM-index.
Moreover, the LF-mapping can be computed with a simple rank query on
L [36]. We require an auxiliary table C[1 . . σ] that is used to represent
the string F in σdlogne bits: since the symbols in F are in lexicographical
order, we can encode the string as pointers to the first occurrence of each
symbol. More specifically, let C[c] be the number of times each symbol
c′ < c occurs in L. Then, C[c] + 1 gives the first occurrence of c in F , as
visualised in Figure 2.7.

Since the stable sorting retains the ranking of each symbol between L
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Figure 2.6: The LF-mapping for
L = c$bbaaa.

c C[c] C[c] + 1 F

$ 0 1 // $
2 // a
5

))SSSSSSSSSSSSS a
7
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b
b
c

a 1
b 4
c 6

Figure 2.7: The table C[1 . . σ] for
L = c$bbaaa.

and F , the LF-mapping of the symbol L[j] is

LF[j] = C[L[j]] + rankL[j](L, j),

where the first term of the sum is the pointer to the first occurrence of
symbol L[j] in F , and the last term gives the rank of symbol L[j] in L.
The sum of these terms gives the correct position of symbol L[j] in F .

Example 2.2. Assume that we have L and C as given in Figures 2.6 and
2.7, respectively. Let us describe how to compute LF [6]. First, the symbol
is L[6] = a, thus, we compute C[a] = 1 and ranka(L, 6) = 2. That is to say,
L[6] = a is the second a in L. Now the second a in F must reside at the
position 1 + 2 = 3, which is simply the sum of above values.

The FM-index of string T [1 . . n] consists of the array C[1 . . σ] and of the
Burrows–Wheeler transform L = T bwt that is preprocessed for rank queries.
The array C requires σ logn bits, which is negligible for alphabet sizes
σ = o(n). If we use the generalised wavelet tree (Section 2.3.2) to represent
L, the total space is nH0(L) + o(n log σ). The space can be improved
to |CSA| = nHk(T ) + o(n log σ) with either an explicit [34, 37], implicit
[84], or fixed block [62] compression boosting for any k ≤ α logσ n and any
constant 0 < α < 1. The space complexity simplifies to nHk(T ) + o(n) bits
for σ = polylog(n). The FM-index supports the LF-mapping operation in
tLF = O(1) time for σ = polylog(n), or in tLF = O(log σ/ log logn) time for
larger alphabets, that is, σ = O(nβ) for any constant 0 < β < 1.

Space-efficient access to value SA[i] for any 1 ≤ i ≤ n is obtained by
sampling: we can afford to store every log1+ε n value of the suffix array and
use the LF-mapping to retrieve a sampled position in tSA = O(tLF · log1+ε n)
time. The sampled values require Θ(n/ logε n) = o(n) bits of space.
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The second observation is that the LF-mapping can be used to reverse
the Burrows–Wheeler transform: since LF [i] gives the suffix that precedes
the suffix T [SA[i] . .], we can simply iterate the LF-mapping to traverse the
text in backwards manner. Let i$ denote the position such that L[i$] = $,
then the original T is retrieved in reversed order by

L[i$], L[LF[i$]], . . . , L[LFn−1[i$]],

where LFj [i] denotes the recursion LFj [i$] = LF[LFj−1[i$]]. In general, any
substring of length ` can be extracted in O(` · tLF + tSA) time [36].

The final important observation is that the FM-index supports efficient
pattern matching queries via backward searching.

Backward search

To do backward search, we need the LF-mapping and the auxiliary table
C[1 . . σ], which were described above [36]. The backward search of P [1 . .m]
is done over the pattern in reverse order. At each step i = m,m− 1, . . . , 1,
we maintain a range [si . . ei], from the (conceptual) suffix array of T , that
corresponds to all suffixes of T whose prefix matches the suffix P [i . .]. The
search is initiated using the last symbol P [m] and the array C: the first
range is given by sm = C[P [m]] + 1 and em = C[P [m] + 1] if P [m] < σ and
em = n otherwise. The rest of the steps i = m−1,m−2, . . . , 1 require also
the LF-mapping.

Assume that we have already computed the range [si+1 . . ei+1]. Now
the goal is to extend the search with symbol P [i]. Let j and j′ denote the
first and the last occurrence of symbol P [i] within the range [si+1 . . ei+1] in
string L. The next range we wish to obtain is then [si . . ei] = [LF [j] . . LF [j′]].
Due to the definition of the LF-mapping, we have the following connec-
tion between si+1 and LF [j], where j is the first occurrence of P [i] in
L[si+1 . . ei+1]:

LF [j] = C[P [i]] + rankP [i](L, j)
= C[P [i]] + rankP [i](L, j − 1) + 1
= C[P [i]] + rankP [i](L, si+1 − 1) + 1.

Similarly, the following connection between ei+1 and LF[j′] holds when j′
denotes the last occurrence of P [i] in L[si+1 . . ei+1]:

LF [j′] = C[P [i]] + rankP [i](L, j′) = C[P [i]] + rankP [i](L, ei+1).
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i F L
1 $ a b a b a c

s→ 2 a b a b a c $
3 a b a c $ a b

e→ 4 a c $ a b a b
5 b a b a c $ a
6 b a c $ a b a
7 c $ a b a b a

Figure 2.8: First step of the back-
ward search for ba.

i F L
1 $ a b a b a c
2 a b a b a c $
3 a b a c $ a b
4 a c $ a b a b

s′ → 5 b a b a c $ a
e′ → 6 b a c $ a b a

7 c $ a b a b a

Figure 2.9: Second step of the
backward search for ba.

Thus, the step i of the backward search can be solved with two rank queries
[36]:

si = C[P [i]] + rankP [i](L, si+1 − 1) + 1,
ei = C[P [i]] + rankP [i](L, ei+1).

Example 2.3. Let us simulate the backward search of P = ba from string
T = ababac$. The C array is given in Figure 2.7. We start from the
last symbol a and obtain the initial SA range from s = C[a] + 1 = 2 to
e = C[b] = 4. Figure 2.8 visualizes the interval [s . . e] = [2 . . 4]. Then,
in the second step, we take the symbol b and compute one step of the
backward search:

s′ = C[b] + rankb(L, 2− 1) + 1 = 4 + 0 + 1 = 5,
e′ = C[b] + rankb(L, 4) = 4 + 2 = 6.

This gives the range [s′ . . e′] = [5 . . 6] which is visualised in Figure 2.9.

The final range [s1, e1] corresponds to those suffixes of T that match the
whole pattern P . The number of occurrences P has in T is then e1−s1 +1.
Locating the occurrences requires additional tSA = O(log1+ε n) time per
occurrence [36, 37].

2.4.2 Compressed suffix trees

Paper I gives a list of operations supported by compressed suffix trees: in
addition to the basic tree navigation and to the counting, locating and ex-
tracting queries, they typically support e.g. suffix links and lowest common
ancestor queries [112]. The current state-of-the-art are the entropy-bound
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structures proposed by Fischer et al. [39] and Russo et al. [107]. If we as-
sume σ = O(polylog(n)), the former requires (1 + 1

ε )nHk(T ) + o(n) bits
and supports most suffix tree operations in O(logε n) time for any con-
stant ε > 0, and the latter requires nHk(T ) + o(n) bits and supports most
operations in O(logn log logn) time.

Paper I describes the first implementation of compressed suffix trees. It
is based on the suffix tree by Sadakane [108], which requires nHk(T )+Θ(n)
bits but supports most operations in constant time. The implementation
was shown to scale up to genome-scale data. See also a recent dissertation
by Gog [45], which includes a study on the practicality of various imple-
mentations.



18 2 Compressed data structures



Chapter 3

Applications on sequence data

This chapter gives two applications for compressed data structures on se-
quential data. Both applications deal with sets of strings as their input.
The first one is more commonly known as the problem of finding emerg-
ing substrings, where the goal is to extract substrings from the input sets
based on the on their frequencies. The latter application occurs typically
as one of the first steps in sequence assembly, where we are required to find
overlaps between the strings in the input set. These topics are covered in
more detail in Papers II–IV.

3.1 String mining

Given two (multi-)sets of strings, called the positive T + and negative T −
set, the task is to find substrings that discriminate the two sets. Let us
give a simple example with these sets:

T + = { I am positive,
I am also positive,
I am also positive}

T − = { I am negative,
I am also negative,
I am not negative}

The substring I am is highly frequent but does not make a difference be-
tween the two sets. At the other extreme, the substrings positive and
negative clearly differentiate the positive from the negative set. The sub-
strings that discriminate the two sets are often called emerging substrings
and are used e.g. for sequence classification [12] and knowledge discovery
in databases [19]. Paper II gives more specific details. To ease the presen-
tation here, we consider only one input set T from now on.

We define the frequency of a given pattern P in set T as the number of

19
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strings having at least one occurrence of P , that is,

freq(P, T ) =
∣∣{T ∈ T : P occurs in T}

∣∣.
Given a set of strings, T , and frequency constraints fmin and fmax, the
frequency based string mining problem is to output all substrings P having
fmin ≤ freq(P, T ) ≤ fmax. The problem is generalised in Paper II to mul-
tiple sets by introducing a pair of frequency constraints for each set, and
outputting only those substrings that obey the constraints over all input
sets.

Fischer et al. [38] gave the first optimal-time algorithm for frequency
based string mining. The problem is solved in O(n + toutput) time, where
n and toutput are the size of the input and output, respectively. However,
their solution requires Θ(n logn) bits of working space. Later improvements
decreased the working-space by half in practice but did not change the
asymptotics [72, 130]

We propose the first algorithm that achieves o(n logn) bits of working-
space: more precisely, our method requires O(n log σ+r logn) bits of space
and runs within logn factor from the optimal time. We also introduce the
following extension to the problem. We can find all the maximal repeats
in a string T in O(n log log σ + n logε n) time and O(n log σ) space for any
constant ε > 0. All the previous methods for maximal repeats require either
Θ(n logn) bits of space [48, 7], or Ω(n logn) time [73].

The next subsection describes shortly the original optimal-time algo-
rithm for frequency constrained string mining. The latter subsections de-
scribe our space-efficient solutions for string mining and maximal repeats,
respectively. Finally, the last subsection discusses the recent advancements
in string mining.

3.1.1 Optimal-time algorithm

The frequency based string mining problem can be solved in optimal time
[38]. The algorithm integrates the algorithm from Kasai et al. [66] to visit
all branching substrings, with Hui’s algorithm [56] for the color set size
problem. The required data structures include the suffix array, LCP array
and range minimum queries (RMQ).

Branching substrings

The substring α of T is called branching if there exists two symbols a, b ∈ Σ
such that a 6= b and both αa and αb are substrings of T . There are at most
O(n) branching substrings and, more precisely, the branching substrings of
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1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23
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Figure 3.1: Two steps of the simulated suffix tree traversal using the suffix
and LCP array of the set T = {aaba, abaaab, bbabb, abba}. At step i = 10
(on left), we pop nodes up to string depth LCP[10] = 1 and push a new
node for SA[10]. At the next step, i = 11 (on right), there is no node at
string depth LCP[11] = 2, thus, a new internal node is pushed to the stack.

T have an one to one correspondence to the internal nodes of the suffix tree
of T [66].

All the branching substrings of T [1 . . n] can be visited in linear time by
simulating the suffix tree traversal. The traversal can be simulated using the
suffix and LCP arrays in left to right manner [66]. At each step i ∈ [1, n], we
maintain a stack of nodes corresponding to right-most path to the (virtual)
suffix tree leaf SA[i]. To proceed to the next column i + 1, we first pop
nodes from the stack that have string-depth greater than LCP[i+1]. Then,
if a node with string-depth LCP[i + 1] does not yet exist, we push a new
internal node with string-depth LCP[i+ 1]. Finally, we push the leaf node
corresponding to SA[i+ 1] with string-depth n− SA[i+ 1] + 1.

Example 3.1. Given the set T = {aaba, abaaab, bbabb, abba}, Figure 3.1
shows an example of two subsequent steps, i = 10 and i = 11, and their
required push/pop operations. The figure also includes the suffix and LCP
arrays of T .

One left-to-right pass over the suffix and LCP arrays ensures that all in-
ternal nodes of the (virtual) suffix tree get pushed to (and popped from) the
stack. It also ensures that we cover all branching substrings; for example,
substrings a and ab are branching in the above example.



22 3 Applications on sequence data

Color set size problem

To compute the frequency of branching substrings, we solve the color set
size problem [56]. We store two values for every node v in the stack:

• S[v] recording the total number of leaves in v’s subtree, and

• C[v] recording the number of duplicate occurrences in v’s subtree.

The values are computed on the fly so that S[v] is initialised to 1 for leaf
nodes, and 0 otherwise. When node v is popped from stack, the value S[v]
is added to S[w], where w denotes v’s direct parent, i.e. the next node
in the stack. Updating the C[v] values is more involved: initially, when
pushing a new node, we set C[v] = 0. At each step i, we choose a specific
ancestor w from the stack using a range minimum query over the LCP
array (see Paper II for technical details), and increase its value C[w] by
one. Additionally, for each popped node v, we add the value C[v] to its
direct parent, in similar manner as with S-values.

When node v is popped from the stack, we retrieve the final values S[v]
and C[v]. Let label(v) denote the concatenated path labels from root down
to node v. Now, if v is an internal node, label(v) must be a branching
substring. In fact, it holds that freq(label(v), T ) = S[v] − C[v], which we
can directly use to check whether or not the branching substring label(v)
obeys the frequency constraints given.

Example 3.2. Given the set T = {aaba, abaaab, bbabb, abba}, let v de-
note the internal node corresponding to the substring ab. The substring has
in total S[v] = 5 occurrences in T , and C[v] = 1 duplicate occurrence since
ab occurs twice in the second string. Now S[v] − C[v] = 4 = freq(ab, T )
gives the number of different strings where the substring occurs.

3.1.2 Space-efficient algorithm

The optimal-time algorithm requires Θ(n logn) bits of working space, which
can be a serious bottleneck in practice; experiments are given in a later
subsection. We give a time–space tradeoff that achieves O(n log σ+r logn)
bits of working space with a logn slowdown, where n is the total length of
the input and r the number of strings.

The suffix array is replaced with a compressed suffix array (CSA) re-
quiring O(n log log σ) time construction in O(n log σ) bits [53]. Accessing
the SA[i] values requires tSA = O(logε n) time for ε > 0. The LCP array
can be constructed in O(n · tSA) time and in 4n+ o(n) bits of space on top
of the CSA [52]. The resulting LCP array admits access to values LCP[i]
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in O(tSA) time. With these data structures, we can simulate the suffix tree
traversal over all branching substrings in O(n · tSA) = O(n logε n) time.

The main challenge is then to support the S and C counters in O(n)
bits. Fortunately, we can show that both the S and C values stored in the
stack sum up to at most n, at any point of the algorithm. Thus, S values
can be stored simply as Elias-encoded [30] stack in O(n) bits. The stack
supports constant time pop and push. The C values need to be updated for
arbitrary node in the stack. We can use a so called dynamic partial sums
[85], which allows us to increase the correct C value in O(logn) time. It
also supports push and pop operations in O(logn) time. There are in total
O(n) push, pop and increment operations during the suffix tree traversal,
thus, the total time complexity becomes O(n logn).

3.1.3 Maximal repeats

The above technique can also be used to find all maximal repeats of a string
[48, Section 7.12]. In fact, here the algorithm is much simpler because we
can omit the color set size problem, including updates to the C counters
(dynamic partial sums) and the range minimum queries. Since this topic is
not covered in Papers I–VI, we give a more detailed explanation here. Let
us start by introducing the basic definitions.

In this problem, we are given only one string T [1 . . n]. A substring X
is called a maximal repeat if X occurs at least twice in T and all extensions
of X, say αX and Xβ for any symbols α, β ∈ Σ, occur fewer times in
T . The task is to output all maximal repeats of T . This problem can be
solved in the optimal O(n) time with suffix trees [48, Section 7.12], or in
O(n logn) time with suffix arrays [7]. However, both require Θ(n logn)
bits of space. A recent result by Külekci et al. [73] achieves O(n logn +
1
εn log σ) time in O(n log σ+(σ+εn) logn) bits of space — see the following
discussion for more information. We propose an algorithm that achieves
O(n log log σ + n logε n) time while using O(n log σ) bits of working-space,
assuming a constant ε > 0 and alphabet size σ = O(polylog(n)). Next, we
will shortly review the optimal-time suffix tree algorithm, and build our
result on a similar approach.

Optimal-time method. The basic properties of maximal repeats are
as follows [48]. If X is a maximal repeat in T , then there must exist an
internal node v having path-label label(v) = X in the suffix tree of T . Thus,
there can be at most a linear number of maximal repeats in any string. To
determine which internal nodes correspond to maximal repeats, we require
an additional definition for the suffix tree leaves: the left character of a leaf
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node li is the symbol that precedes the suffix of leaf li, that is, T [SA[i]− 1]
where i denotes the lexicographical rank of the leaf, or T [n] if SA[i] = 1.
Now, a node v is called left diverse if there are at least two leaves in v’s
subtree that have different left characters. Note that leaf nodes are never
left diverse, and that the left diversity propagates upward: if the node v
is left diverse, all v’s ancestors are also left diverse. Moreover, it follows
that, if node v is left diverse in the suffix tree of T , the substring label(v)
represents a maximal repeat in T . The left diversity of all (internal) suffix
tree nodes can be determined in O(n) time with a bottom-up traversal
that records, for each node, either that the node is left diverse or the left
character in the node’s subtree [48]. One traversal is enough to reveal all
the maximal repeats in T .

Space-efficient method. We require the same CSA and compressed
LCP array that were used in Section 3.1.2. Their construction requires
O(n log log σ + n · tSA) time and O(n log σ) bits of space, where tSA =
O(logε n) is the time to access one value of SA[i] or LCP[i]. Then, we simu-
late the suffix tree traversal to visit all branching substrings, which requires
in total O(n · tSA) = O(n logε n) time. During the traversal, we update the
S counters as described in Section 3.1.2. Recall that the S counters can be
pushed and popped in constant time, and in O(n) bits, thus, the total time
and space are not affected. The remaining problem is how to recognise the
left diverse nodes during the traversal? Note that each internal node v we
pop from the stack during the traversal corresponds to some suffix array
range [sv . . ev]. We can deduce this range by looking at the S counters:
recall that S[v] gives the number of leaves in v’s subtree. Now it follows
that, when we pop the internal node v at the i-th step of our traversal, the
node v corresponds to the suffix array range [sv . . ev] = [i− S[v] . . i− 1].

Example 3.3. Given the set T = {aaba, abaaab, bbabb, abba}, let v de-
note the internal node corresponding to the substring ab. The substring
has in total S[v] = 5 occurrences in T . The internal node gets popped at
step i = 15, which gives us the SA range [i− S[v] . . i− 1] = [10 . . 14]. This
range corresponds to exactly those suffixes SA[10 . . 14] that have ab as a
prefix (see Figure 3.1).

Notice that, due to the definition of the BWT, the left characters of the
leaves in v’s subtree are the symbols in L[i− S[v] . . i− 1], where L = T bwt

denotes the BWT of T . Now we can easily test whether v is left diverse
or not by taking the range [i − S[v] . . i − 1] and the symbol L[i − 1], and
simulating one step of the backward search. This gives us a new range
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[s′ . . e′]. If the size of the new range is equal to the size of v’s range, that is,
e′− s′+ 1 = S[v], all the leaves in v’s subtree have the same left character.
Otherwise, v must be left diverse and the substring label(v) is a maximal
repeat. The above test requires tLF = O(logn) time if we use the CSA
from Hon et al. [53]1. We can do the test, including the backward search
step, in tLF = O(1) time if we use additional |CSA| bits and construct
an FM-index for T (see Section 2.4.1). The construction can be done in
O(n log log σ) time and in |CSA| bits of space [85]. Then the total traversal
time is dominated by O(n log log σ + n logε n), and the working-space is
O(n log σ) bits.

Representing the result set. The total number of maximal repeats
outputted is at most n, however, the total length of the maximal repeat
substrings can be Θ(n2) [48]. Both the optimal-time and the space-efficient
algorithm provide a linear size representation for the result set. In the
optimal-time algorithm, we can remove all but the left diverse nodes from
the suffix tree, which gives a tree representation of the result set having at
most n nodes. In the space-efficient algorithm, we can output the suffix
array range [sv . . ev] for each left diverse node v. Then, the starting position
of each maximal repeat can be reported in O(tSA · (ev−sv+1)) = O(logε n ·
(ev − sv + 1)) time per range, and the maximal repeat substring of length
` can be extracted in O(`) time per range [53]. Finally, note that our
output size is, in fact, 2n logn bits which dominates our working-space. If
needed, we can represent the output in just O(n) bits by (i) constructing
a balanced parentheses representation of the suffix tree, and (ii) using an
auxiliary bit-vector to mark the left diverse nodes. The construction (i) can
be done in O(n ·tSA) time and in O(n) bits of space (Paper I, Section 5.2.2).
The marking (ii) requires a mapping between suffix array ranges [sv . . ev]
and the balanced parenthesis representation. There are several ways to
implement the mapping, see e.g. a constant time solution of Sadakane
[108] which requires O(n) bits. Thus, the total working-space of O(n log σ)
bits is retained.

3.1.4 Experimental results

Paper II gives several string mining experiments, comparing the original
optimal-time algorithm (Section 3.1.1) against our space-efficient imple-
mentation (Section 3.1.2). The tests were run on both protein and DNA

1Hon et al. [53] improved the backward search to O(log log σ) time per step, however,
this speed-up only works when the pattern is preprocessed. An arbitrary LF-mapping
step still requires tLF = O(logn) time.
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sequences. For 54 MB of protein data, our algorithm (with dense sampling)
is about one order of magnitude slower while reducing the space by a factor
of 6–7.

The second string mining test was ran on genome-scale DNA sequences,
consisting of 22 human chromosomes having total length of about 2.9 GB.
We were not able to run the optimal-time algorithm on this dataset, but
estimate from a smaller experiment that it would require about an hour
to run using 50 GB of memory. Our algorithm achieved the time–space
tradeoff of 22.6 hours with 14.9 GB of memory.

3.1.5 Discussion

String mining. A recent result by Dhaliwal et al. [27] makes a significant,
practical improvement over our string mining algorithm (cf. Section 3.1.2).
They propose an algorithm that achieves the same space complexity as we
but with a slightly worse time complexity2, say O(n log2 n) time versus
our O(n logn) time. Even so, the practical performance of their block-wise
traversal is comparable to the fastest optimal-time algorithm, while using
about the same space as our algorithm. It is worth noticing that they did
not discuss the problem of finding maximal repeats, and solving it with
their approach seems to require more space and Ω(n logn) time.

We are currently experimenting with a distributed string mining algo-
rithm that allows us to scale up to much larger inputs [120]. So far, we
have successfully ran the distributed algorithm on a metagenomic dataset
consisting of 2.8 billion Illumina reads sequenced from 120 patients [101].
Since the total amount of data was about 0.4 TB, we could not resort to
the existing string mining techniques, which require that the input fits the
main memory. However, the new distributed algorithm appears to be prac-
tical up to terabyte-scale data: it requires only a couple of hours to process
the whole 0.4 TB of short-read data using 43 nodes from our department’s
high-performance cluster, where each node has 32 GB of main memory and
two quad-core processors.

Maximal repeats. Külekci et al. [73] proposed a practical method for
finding maximal repeats (cf. Section 3.1.3). They achieve a space complex-
ity that is equal to ours with a slightly worse running-time, say Θ(n logn)
time versus our O(n log log σ + n logε n) time. The technique they propose
is completely different to ours although they use similar data structures. In
practice, their method can find the maximal repeats in the human genome

2A more careful analysis might directly improve their time to O(n logn) [100].
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using 6 GB memory and 17 hours. Additional tests are required to see
whether our method for maximal repeats, with the speed-ups given in Sec-
tion 3.1.3, is competitive against this time–space tradeoff in practice.
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3.2 Suffix/prefix overlaps

This section studies the problem of finding suffix/prefix matches, for all
string-pairs, when given a set of strings, T , having r strings of total length
n. The string A[1, a] is said to have a suffix/prefix match (overlap) of length
` with string B[1, b] if the suffix A[a− `+1 . . a] matches the prefix B[1 . . `].
For example, the strings aaagtgt and gtgtccc have overlaps of length 2
and 4:

aaagtgt aaagtgt
|| ||||
gtgtbbb gtgtbbb

We say that the best overlap for two strings is their longest overlap. Gusfield
et al. [49] gave an algorithm to find the longest exact overlaps between all
string-pairs in the optimal O(n+toutput) time, where toutput is the number of
outputted overlaps. The size of the output is at most r2 since the algorithm
outputs at most one overlap for each string pair. Also, the output size can
be much less than r2 since only overlaps that have non-zero lengths, or
lengths greater than a given threshold, are outputted. The algorithm is
described in more detail in the next subsection.

The motivation to compute overlaps emerges from the sequence assem-
bly problem in bioinformatics [94, 51, 105, 117]. Given a large set of short
fragments that have been sampled from a long DNA sequence, the goal is to
determine the original sequence just by looking at the set of fragments. The
problem is also known as the shortest common superstring problem when
only exact overlaps are allowed. The first phase in a sequence assembly
pipeline is to compute overlaps between all fragment-pairs. The overlaps
are then represented as an overlap-layout-consensus graph [94, 51, 105, 117],
and the graph is used to assemble (an approximation of) the original se-
quence. When working in the biological context, we must allow some num-
ber of mismatches or errors in the overlap alignment because the input
fragments can contain e.g. sequencing errors and SNPs (single-nucleotide
polymorphism).

Approximate overlaps allow a Hamming distance (resp. edit distance) of
k mismatches (resp. errors) between the suffix and the prefix. It becomes
more difficult to say what is the best overlap in the edit distance model
because of two problems. First, notice that the suffix and prefix can have
different lengths in the edit distance model; in the following, we always
regard the length of the suffix as the overlap length. Second, insertions and
deletions can make the overlap appear longer: for example, by allowing
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k = 2 errors in the previous example, we get artificially long overlaps of
length 5 and 6:

aaagtgt aaagtgt
||||| ||||||
-gtgtbbb --gtgtbbb

These are, of course, valid approximate overlaps for k = 2 but still, choosing
the exact overlap of length 4 makes more sense, for example, in sequence
assembly. For simplicity, assume for now that the longest approximate
overlap, which maximises primarily the suffix length, is the desired one.
We will describe a more elaborate method of choosing the least random
overlap [68] later.

We study both the theoretical and practical side of finding approximate
overlaps. There are several algorithms [68, 75, 104] for the problem but they
all have Ω(r2) worst-case time even when toutput � r2. Furthermore, the
recent trend in next-generation sequencing has been to produce relatively
short sequences but in large volumes, which makes earlier algorithms in-
feasible to use if r2 gets too high. We propose the first output-sensitive
algorithms to find approximate overlaps. Notice that, for a set of long
strings, say small r, the output sensitivity diminishes because r2 becomes
O(n). Even so, we improve the previous best worst-case time from O(knr)
to O( ckk!nr) for moderate k. We also propose a practical solution to the
problem based on the FM-index and suffix filters.

The next two subsections introduce related work on exact and approx-
imate overlaps, respectively. Later subsections describe our contributions
to the problem of finding approximate overlaps.

3.2.1 Finding exact overlaps

The exact all-pairs suffix/prefix matching problem is to find, for each or-
dered pair Ti, Tj ∈ T , their longest non-zero length overlap. The exact case
is interesting since there exists an elegant output-sensitive solution. Notice
that for all inputs, the output size is bounded to toutput ≤ r2, that is, at
most one overlap per string-pair is outputted. The problem can be solved
in optimal time by building a generalised suffix tree for the input strings:

Theorem 3.1 ([49, 48]). Given a set of r strings of total length n, the
longest exact overlaps can be found in linear space and in O(n + toutput)
time, where toutput is the number of non-zero length overlaps found.

The algorithm computes the longest suffix/prefix matches as follows.
First, the input set is concatenated into one string T = T1$1T2$2 · · ·Tr$r,
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Figure 3.2: An example of two
terminating edges branching from
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Figure 3.3: An example of two
markers of Ti on a path to the
whole-suffix j.

separating each string by a unique terminator symbol $i. The generalised
suffix tree of T contains in total n leaves and at most n− 1 internal nodes.
We require two special definitions: an internal node v is said to have a
terminating edge i if there exists a leaf node branching from v with the
symbol $i; and a leaf node l is called a whole-suffix j if the labels from the
root node to leaf l spell out the whole string Tj . Notice that there is at
most n terminating edges and exactly r whole-suffixes.

The intuition behind using the terminating edges and whole-suffixes to
find exact overlaps is straightforward. Whenever there exists a terminating
edge i branching from a path from the root to any whole-suffix j, a prefix of
string Tj matches a suffix of Ti. Furthermore, the length of the overlap, i.e.
the length of the prefix and the suffix that match, must equal the string-
depth of the node where the terminating edge i belongs to.

Example 3.4. Assume that string Ti has two terminating edges branching
from the path from the root to the whole-suffix of string Tj . The termi-
nating edges belong to nodes at string-depths ` and `′. It follows that two
suffixes of Ti match a prefix of Tj , and the matching suffixes are of length
` and `′. This connection is visualised in Figure 3.2.

To output the longest overlaps, we traverse the suffix tree once in the
depth-first order and keep track of terminating edges using r stacks. For
each internal node v encountered during the traversal, we check if it has
one or more terminating edges, and for each terminating edge i of v, we
push the string depth of v into the i-th stack. Now, whenever we encounter
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a leaf that corresponds to some whole-suffix j, we can output the longest
overlaps by outputting the topmost values in non-empty stacks: if the
topmost value of i-th stack is `, then the prefix of Tj [1 . . `] matches the
suffix Ti[|Ti| − ` + 1 . . |Ti|], and it must be the longest prefix of Tj that
matches a suffix of Ti. When we visit v the second time (postorder), we
pop the stack values inserted at v. Finally, after traversing the whole suffix
tree, we have covered all different combinations of overlapping string-pairs.
To avoid using O(r2) time to check all r stacks for all r whole-suffixes, we
can keep track of non-empty stacks with a doubly-linked list [49].

A space-efficient variant of the above algorithm was given later by Ohle-
busch and Gog [97].

3.2.2 Related work

There are several results for finding overlaps in the approximate case. We
start by revisiting the problem of defining the best overlap to choose when
there are multiple overlap alignments having different number of errors.

Least random overlaps

There are several ways to decide which approximate overlap represents the
best approximate overlap. For example, the longest overlap would be the
one that maximises the suffix length |A| first and the prefix length |B|
second, where A and B are the suffix and prefix in the alignment. This is,
however, somewhat a greedy method and not the most desired one under
the edit distance model — see Section 3.2 for a concrete example.

Kececioglu and Myers [68] studied the probability that two strings A
and B match with d errors and l matching symbols. They proposed a
precomputed table Prσ(l, d) that gives an upper-bound for the probability
when A and B are random strings from the Bernoulli trial over symbols in
Σ. The goal is then to find the overlap that minimizes Prσ(l, d). If table
is precomputed for 0 ≤ l ≤ max{|Ti| : Ti ∈ T } and 0 ≤ d ≤ k, the least
random overlaps can be found in O(ε n2) time, where ε is an error rate
parameter [68]. Also note that, simply choosing the overlap that minimises
d/l [99], or maximises l − d [55] can be used to approximate the above
method to some extent [68].

Landau et al. [75] improved the above worst-case bound to O(k |Tj |) for
a string-pair Ti and Tj . Then the total time over all string-pairs is O(knr).
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Approximate overlaps with seed-and-extend

Every sequence assembly pipeline based on the overlap-layout-consensus
principle includes some tool to find approximate overlaps ([94, 51, 105, 117]
to name a few). The tools rely on the use of heuristics and the popular
seed-and-extend strategy; the pattern is split into k + 1 seeds so that if the
pattern has an occurrence with ≤ k errors, at least one seed occurs without
errors. Later work by Kärkkäinen and Na [61] introduced more selective
suffix filters that produce less false positives.

Remark 3.1. Simpson and Durbin [117] presented the SGA pipeline for
sequence assembly. The authors claimed that the pruning strategies used in
short-read mapping (e.g. BWA [79], Bowtie [77] and SOAP2 [81]) directly
translate to finding approximate overlaps. It is, however, still an open prob-
lem whether or not these highly-efficient strategies can be applied to find
approximate overlaps. For example, the current version of SGA pipeline
resorts to the seed-and-extend strategy [116].

Approximate overlaps with q-grams

Rasmussen et al. [104] proposed an efficient q-gram filter for finding ap-
proximate overlaps within ε error rate. The worst case time complexity
for all-pairs matching is O(n2) while the expected time is O(n2/|Σ|q) [104].
See Section 4.2 in Paper III for more detailed description of the q-gram
algorithm. Later subsections give an experimental comparison against the
q-gram filter.

3.2.3 Finding approximate overlaps

The first method we propose for finding approximate overlaps is of practical
nature. It is based on suffix filters [61] and the FM-index of the concate-
nated string T = T1#T2# . . . , Tr#$, where # is a special separator symbol.
The separator is used during the search to detect an overlap, in similar to
the concept of "terminating edges" in Gusfield et al.’s algorithm (Section
3.2.2). The main challenge was that the original suffix filter concept (see
Paper III for details) assumes that the pattern is fixed, while here the goal
is to search over all suffixes of the pattern. Since we cannot afford to search-
ing each suffix as a separate pattern, we modified the search to cover all
suffixes of the pattern in one pass.

Our algorithm takes as an input an error rate ε and a threshold t and
outputs all approximate overlaps of length ` ≥ t that are within edit dis-
tance k ≤ dε`e. We take the following steps to find all approximate overlaps:
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1. Preprocess the strings T1, T2, . . . , Tr by building an FM-index.

2. Search each string i ∈ [1, r] by using suffix filters [61] and backward
search on the FM-index.

3. At each step of the backward search, we can check for overlaps by
checking whether there are any separator symbols in the current SA
range [s . . e].

The rest of the technical details are given in Paper III. It is difficult to
give a meaningful time complexity for the algorithm since, in practice, it
should perform much better than a worst-case time complexity would imply.
Experimental results in Section 3.2.5 suggest that the observed times are
proportional to O(nr) for constant ε.

3.2.4 Improving worst-case time complexities

Paper IV proposes output-sensitive algorithms for finding the longest ap-
proximate overlaps, including two extensions to the basic scheme: a time–
space tradeoff that achieves |CSA|+O(n) bits of space, and a variant that
retrieves the least random overlaps (see Section 3.2.2) instead of just the
longest ones. Again, we are given a set T of r strings, T = T1, T2, . . . , Tr,
of total length n. We use a separate algorithm for short and long strings,
respectively. Later, we discuss how to combine the algorithms to compute
longest overlaps for sets of variable sized strings.

In all cases, we can easily report only those overlaps that are longer
than a given minimum length threshold t. In typical, t would be greater
than the number of allowed errors k since suffixes of length ` ≤ k always
match any prefix of length `. In other words, the threshold t has to be
greater than k to achieve output sizes < r2.

Method for short strings. If all strings in the set T are shorter than
β, the longest approximate overlaps can be found in O(nβkσkk + toutput)
time and linear space, where toutput is the number of overlaps found. Our
algorithm is somewhat similar to the algorithm for finding exact overlaps
(Section 3.2.1), except that now, instead of terminating edges, we use the
following marking technique. First, we do approximate search for each
string Ti ∈ T and mark those suffix tree nodes that match some suffix of
Ti. The marks are represented as 3-tuples 〈i, h, d〉 that store the string
identifier of Ti, the length of the matching suffix h, and the edit distance
d ≤ k used in the approximate match. Marks are attached to the suffix tree
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nodes e.g. as linked lists. These marks act analogous to the terminating
edges that were used to detect exact overlaps.

Example 3.5. Assume that string Ti has two marks, 〈i, h, d〉 and 〈i, h′, d′〉,
on the path from the suffix tree root to the whole-suffix of string Tj . The
marks belong to nodes at string-depths ` and `′. It follows that two suffixes
of Ti have an approximate match with a prefix of Tj : the suffix of length
h matches the prefix Tj [1 . . `] with d errors, and the suffix of length h′

matches the prefix Tj [1 . . `′] with d′ errors. This connection is visualised in
Figure 3.3.

The approximate search to insert all the marks can be done in total
O(nβkσkk) time (see Paper IV). Then, the suffix tree can be traversed to
collect the marks into the r stacks similar to the original algorithm. The
traversal requires O(nβkσk + toutput) time because we need to push/pop
O(nβk σk) marks and output the overlap results at whole-suffixes. Storing
all the markers requires, however, more than linear space. To achieve a
linear space for marks, we need to repeat the suffix tree traversal multiple
times over disjoint subsets of marks. Even so, the total time complexity is
retained (see Paper IV for details). If we choose β = logn/(k

1
kσ), the total

time simplifies to O(n logk n+ toutput) for any k < logn/ log logn.

Method for long strings. If all strings in the set T are longer than β,
the longest approximate overlaps can be found in

O

(
n

(c2 log r)k

k! log log r + toutput
(c1 log r)k

k!

)
time and

O

(
n+ r

(c1 log r)k

k!

)
space,

where r ≤ bn/βc is the number of strings, toutput ≤ r2 = O(rn/β) is
the total number of overlaps outputted and c1, c2 > 1 are constants. The
underlying idea is to use a so called k-error tree that supports efficient ap-
proximate dictionary matching [22]. It enables us to search over all suffixes
of any Ti ∈ T in just O(|Ti|(log log r)((c2 log r)k/k!) time (see Paper IV for
details). The downside is that, in the worst case, the time to construct
the output is O(toutput(c1 log r)k/k!). This follows from the redundancy in
the k-error tree: every whole-suffix j occurs O((c1 log r)k/k!) times in the
k-error tree [22]. Even so, we can still ensure that the actual output is
toutput ≤ r2. Since all strings are longer than β, it holds that r ≤ bn/βc
and, furthermore, toutput ≤ r2 = O(rn/β). If we choose β = ε logk r, the
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space complexity becomes linear and the total time simplifies to O( ckk!nr)
for k < log r/ log log r.

Mixed length strings. If the maximum number of errors k is a constant,
the longest approximate overlap for each string-pair can be found in O((n+
toutput) polylog(n)) time and linear space. We choose β = (c1 logn)k/k!
and call strings of length ≤ β and > β short and long, respectively. Note
that long strings can overlap short strings, and vice-versa. We do the
above “long string” method for all strings of length ≥ β − k. This requires
O((n + t′output) polylog(n)) time and O(n + r′(c1 log r)k/k!) = O(n) space,
where r′ ≤ bn/(β − k)c = O(n/β) is the number of strings to preprocess
for constant k. As a result, we get t′output longest approximate overlaps for
all string pairs that have length ≥ β − k. Then, we use the above “short
string” method to search all short strings, including suffixes of length β
from long strings. This gives the time complexity O(nβkσkk + toutput) =
O(npolylog(n) + toutput) to output the longest approximate overlaps up to
length β for all pairs of short strings and long strings. Notice that we might
output two overlaps for some pairs of strings that have length ≥ β − k.

Least random overlaps. We can modify all the results in Paper IV to
output the least random overlaps in the asymptotically same space and
time as the longest overlaps. Technical details are found in Paper IV.

Space-efficient output-sensitivity. It is possible to achieve the working-
space of |CSA| + O(n) bits with a negligible slowdown. We can use a
compressed suffix tree to simulate the algorithm for short strings; take for
example, the suffix tree of Sadakane [108], which allows constant time nav-
igation in |CSA| + O(n) bits of space. The space required by the markers
can be reduced to O(n) bits by increasing the number of suffix tree traver-
sals by a factor of logn. For long strings, the internal suffix tree inside the
k-error tree can be replaced with a compressed suffix tree (similar to what
Chan et al. [18] did). Then, the k-error tree requires

|CSA|+O

(
n+ r

ck1 logk r
k! logn

)
bits,

where r ≤ bn/βc. The time complexities of the k-error tree grow with a
factor of logε n [18]. The last term is O(n) bits if we choose a minimum
string length β ≥ ε(logn) logk r for any ε > 0. Thus, the overall running
time of O((n+ toutput) polylog(n)) can be retained when using |CSA|+O(n)
bits of space and a constant k.
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3.2.5 Experimental results

Paper III gives an experimental analysis of our suffix filter based algorithm.
The algorithm was tested on data produced by the 454 Sequencing System
[23], which is known to be prone to sequencing errors (insertions and dele-
tions) especially on long homopolymers [134].

The first experiment was ran on a set of one million DNA reads of total
length 315 MB. The resulting index was of size 445 MB, which includes the
sequences also in plain-text to be able to validate candidate matches more
efficiently. Approximate overlaps within ε = 5% mismatches were found in
about 25 ms per sequence. Using edit distance slows down the computation
with a factor of 4–6 but the resulting overlaps are significantly longer; this
is as we expected due to the nature of the sequencing errors in the input.
The measured times are on par with the q-gram filter from Rasmussen et
al. [104], however, the q-gram index requires more than five times more
memory. With large enough q, the q-gram filter becomes faster but the
index size grows to 4–11 GB.

If we increase the dataset size from one to five million DNA reads, i.e.
from 315 MB to 1.7 GB, our average times increase by a factor of 2–3.
Furthermore, we noticed that the average time per read grows in linear
manner to n. It suggests that the total time complexity, in practice, is
proportional to Θ(nr) for constant ε. Our index size grows from 445 MB to
2.8 GB. Again, our times are on par with the q-gram filter, but the q-gram
index size grows to 14.5 GB.

3.2.6 Discussion

The earlier algorithms for approximate overlaps have Ω(r2) worst-case time
complexity regardless of the output size. Furthermore, the number of se-
quences can easily be r = Θ(n) since, for example, the current short-read
sequencing machines produce large volumes of DNA sequences that have
constant lengths. This leads to Ω(n2) time using the earlier algorithms,
even when the output is o(r2). Our new output-sensitive algorithms (Sec-
tion 3.2.4) combine an approximate variant of the original algorithm (Sec-
tion 3.2.1) with k-error trees by Cole et al. [22]. Output sensitivity becomes
crucial when the number of sequences, r, is relatively high but toutput � r2.

We tested our suffix filter based algorithm on data produced with the
454 sequencing system [23]. The experimental results suggest that a mod-
ern quad-core processor can process up to half a million sequences per hour
when searching with ε = 5% mismatches. This might fall short of the
expectations, however, we want to point out that the read length has a no-
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table effect on the performance: our test data had an average read length of
355 bases, while the Solexa [58] and Solid [11] sequencing systems currently
produce reads of length 75–150 bases. When the experiment was repeated
with synthetic reads of length 150 and 350 bp, which were generated by
sampling a 100 MB reference sequence3 and inducing point mutations with
a 5% error rate, the shorter reads were processed about five times faster.

3http://pizzachili.dcc.uchile.cl/texts/dna/dna.100MB.gz

http://pizzachili.dcc.uchile.cl/texts/dna/dna.100MB.gz
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Chapter 4

Applications on structured data

This chapter introduces two applications of compressed data structures on
structured data. First, we discuss the problem of finding a practical path-
based kernel to learn structured data to do, for instance, classification of
biochemical reactions based on their function. Second, we introduce a novel
framework that represents XML data in compressed form and supports fast
XPath queries. These topics are covered in more detail in Papers V–VI.

4.1 Graph kernels

The following machine learning problem has been introduced by several au-
thors, for example [70, 111]. We are given a database [60] of enzymatic re-
actions that are known to catalyze a certain function in a biological system.
Each reaction is annotated by so called Enzyme Commission (EC) num-
ber [129]. The EC number a.b.c.d follows a hierarchical numbering scheme
that describes (i) the general classification of the enzyme, a ∈ [1, 6], (ii) the
reaction mechanism, b ∈ [1, 63], c ∈ [1, 201], and (iii) the exact substrate,
d. So far the annotation has been done manually by the IUBMB/IUPAC
Biochemical Nomenclature Committee [129]. However, this manual process
is not agile enough to keep up with e.g. organism-specific classification of
enzymatic reactions in metabolic pathways [70, 111].

The problem is to learn to predict the EC number of unknown reactions.
Due to the EC numbering scheme, this is essentially a hierarchical multi-
label classification problem. Since the reaction database [60] represents each
reaction as a labeled graph, annotated with their correct EC numbers, we
need a supervised learning algorithm that can learn structured data. Using
a kernel-based learning algorithm [24] gives us a modular approach for the
problem, consisting of a kernel function and a kernel method. The former

39
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can be seen as a similarity function for the input data, and the latter is
any kernel-based supervised learning algorithm. We can design the kernel
function and the kernel method independently from each other. In this
case, the main challenge is to design a practical kernel function since the
underlying problem is shown to be NP-hard [16]. If we can design a good
enough kernel function for our input, we can then pick any kernel method
that solves our hierarchical multi-label classification problem, for example a
method based on a margin maximization framework [106]. We omit further
details on kernel methods and regard them as a black-box here on.

The next subsections give a short introduction to kernel functions, and
in particular, review some of the previous work on graph kernels. The latter
subsections describe our results on a path-based kernel.

4.1.1 Kernel-based machine learning

The relationship between a kernel function and kernel method is twofold
[24]. Let X denote the set of input values. The actual input values can
be e.g. strings, graphs or even more complex objects, as long as we can
provide: (i) an implicit mapping in to a feature space F , denoted by φ :
X → F , and (ii) an explicit comparison function, called the kernel function
K : X × X → F . The feature mapping φ(x) gives the feature vector
representation of each input object x ∈ X ; the mapping is implicit in the
sense that it is usually infeasible to enumerate feature vectors due to the size
of the feature space. However, the kernel function must be computable, for
all pairs of input values, in feasible time and space — there are also several
formal requirements for a valid kernel function [24]. To keep things simple,
we can think of the feature space1 as an n-dimensional Euclidean space,
Rn, and the kernel function as a dot product of two feature vector values

K(x, x′) =
〈
φ(x), φ(x′)

〉
. (4.1)

Intuitively, the kernel function can be seen as a similarity measure; higher
value implies that x and x′ are more similar. However, similarity functions
in general are not directly usable as valid kernel functions due to the formal
requirements [24].

A good kernel function is (i) lightweight to compute, (ii) expressive
and (iii) formally valid. Case (i) is problematic for structured data since,
for example, path-based kernel functions have been shown to be NP-hard
[16]. Additionally, the kernel function should measure some non-trivial
similarity in the input data (ii). The formal requirements (iii) are technical

1The feature space F is typically defined as a Hilbert space [24].
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and omitted here; in short, any K(x, x′) that is defined as the dot product
(4.1) is a valid kernel function [24].

The input for the kernel method is a matrix of kernel function values
K(xi, xj) for all pairs xi, xj ∈ X , and the training data containing the
correct output label yi ∈ Y for each xi.

In the following, we focus on different kernel functions (kernels for
short). We start by giving a concrete example of φ(x) and K(x, x′) for
string data.

Simple string kernel

The following example tries to show the intuition behind φ(x) and K(x, x′).
We define the feature mapping using q-grams: let Σq denote the set of all
strings of length q from the alphabet Σ. Furthermore, let #(s ∈ x) denote
the number of times the string s occurs in the string x. The feature mapping
we use is

φq(x) :=
[
#(s ∈ x)

]
s∈Σq ,

that is, a feature space where the number of dimensions is exponential to
q. When q grows, this mapping becomes infeasible to compute, and on the
other hand, the feature vector gets populated with values that are mostly
zeros — unless |x| grows with |Σq|.
Example 4.1. Using q = 2 and Σ = {A, B, N} gives the following feature
vector for the string BANANA:

Σ2 = {AA, AB, AN, BA, BB, BN, NA, NB, NN}
φ(BANANA) = [ 0, 0, 2, 1, 0, 0, 2, 0, 0].

Now, let us define the q-gram kernel for strings as:

Kq(x, x′) =
〈
φq(x), φq(x′)

〉
=

∑
s∈Σq

#(s ∈ x) ·#(s ∈ x′)

This is a valid kernel since it is based on the dot product (4.1) [24]. As seen
above, the dot product can be written as a sum over all the q-grams, taking
the product of the number of times a particular q-gram occurs in the two
strings x and x′. That is to say, a q-gram affects the sum only when that
particular q-gram occurs in both of the strings at least once. In fact, there
exists a rather straightforward algorithm to enumerate all non-zero values
of the sum: while the feature space is of size |Σ|q, non-zero values can be
computed in O(|x|+ |x′|) time [123]. The method is based on a suffix tree
built for the concatenated string of x and x′ — a technique that is similar
to those described in Section 3.
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Figure 4.1: An example of (a) a walk A-C-B-A-C, and (b) a path A-C-B-B.
The difference is that paths do not allow repetition of vertices. (c) An
example of the tottering behavior: a small structural similarity between G
and G′ can cause artificially high similarity score for a walk-based kernel.

4.1.2 Related work

Next we review some of the earlier work on graph kernels, making it easier
to understand the motivation behind Paper V.

A graph G consists of a finite, ordered set of vertices V and a set
of directed edges E ⊂ V × V such that (v, v′) ∈ E if and only if there
exists an edge from v to v′ in G. The graph is called undirected when
(v, v′) ∈ E ⇐⇒ (v′, v) ∈ E. Both the vertices and edges can have labels
which are denoted by label(v) and label(v, v′), respectively.

A walk in a graph is any sequence of edge-connected vertices. A walk
in a cyclic graph can have infinite length since it can visit the same vertex
multiple times. A path is a walk that does not have any repeating vertices.
A path cannot be longer than |V | in any graph. Figure 4.1 gives an exam-
ple of a walk and path. In what follows, we mainly consider two types of
kernels, that is, kernels based on either walks or paths. There exists also
kernels based on subgraphs [115] (for unlabeled graphs) and other topolog-
ical features [54] but, in general, they have notably higher computational
costs.

Random walk kernel

The similarity of two graphs can be estimated by computing the number of
matching walks, that is, walks having exactly the same sequence of labels in
the two given graphs. Kernels based on walks are interesting since they are
one of the few graph kernels that can be solved in polynomial worst-case
time.
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The direct product graph G× = (V×, E×) of graphs G = (V,E) and
G′ = (V ′, E′) is defined here as [43, Definition 5]:

V×(G,G′) =
{

(v, v′) ∈ V × V ′ : label(v) = label(v′)
}
, and

E×(G,G′) =
{ (

(v, v′), (u, u′)
)
∈ V× × V× :

(v, u) ∈ E ∧ (v′, u′) ∈ E′,
label(v, u) = label(v′, u′)

}
.

Let A× be the adjacency matrix of the direct product graph G×. The
matrix value

[
A×

]
ij

is set to 1 if there is an edge from the i’th vertex to
j’th vertex in G×, and 0 otherwise. In the k’th power of this matrix [43],
the value

[
Ak×

]
ij

denotes the number of walks of length k from vertex i to
j.

Gärtner et al. [43] introduced a walk kernel that utilizes the direct
product graph and the k’th power adjacency matrix:

Kwalk(G,G′) =
|V×|∑
i,j=1

∞∑
k=0

λk
[
Ak×

]
ij
,

where the downscaling factors λ0, λ1, . . . ≥ 0 are chosen small enough for
the sum to converge. The intuition behind this equation is to calculate the
number of walks in G and G′ that have the same labels. Notice that any
walk in the direct product graph of G and G′ corresponds to two specific
walks: one walk in G and one in G′. Due to the definition of the direct
product graph, these two walks have exactly the same labels.

Interestingly, the above equation can be solved in O(n3) time [122],
where n is the size of the larger graph. Although the kernel is computed
for walks up to infinite length, the impact of longer walks diminishes quickly
since the downscaling factors need to decrease in exponential manner, that
is, as a geometric series that converges. The downscaling factors can be
omitted if we only consider walks up to some fixed length k: a kernel for
walks up to length k can be computed in O(kn2) time [26].

The most notable downside of walk kernels is the tottering behavior. A
small structural similarity, say a short equally-labeled cycle in both graphs,
can cause an artificially high impact on the kernel value. Figure 4.1(c) gives
an example, where tottering between two nodes can create arbitrary length
walks that match. The problem can be circumvented to some extent, e.g. to
exclude totters between two nodes, by modifying the input graph [82, 83].
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Shortest path kernel

Path-based kernels do not suffer from the tottering problem since paths do
not allow repetition of vertices. However, the computational complexity is
greater than for walks, in fact, all-paths kernels are shown to be NP-hard
[16]. Next we will describe a kernel based on shortest paths which can be
computed in polynomial time.

The shortest paths can be discovered with the Floyd–Warshall trans-
form [40] in O(n3) time. The number of shortest paths between two vertices
can be exponential. Borgwardt et al. [16] proposed a kernel either on the
distance of the shortest paths, which is unique for a vertex pair, or on the
k shortest paths for some fixed k. The former is defined as

Kk(G,G′) =
∑

p∈SPk(G)
p′∈SPk(G′)

Kl(p, p′),

where SPk(G) is the set of k shortest paths between all node pairs of graph
G, and Kl is, for example, a simple path matching kernel that returns 1
when the lengths of paths p and p′ match and 0 otherwise. The kernel
on equal length shortest-paths can be computed in O(n4) time while the
kernel for k shortest paths requires O(kn4) time [16].

4.1.3 Computing path-based kernels

Despite the recent advancements in graph kernel research, there is still a
need for graph kernels that are more efficient to compute than those based
on topology and more expressive than simple random-walk kernels. We will
next give a summary of our approach for computing path kernels. More
technical details can be found from Paper V.

Let Pk denote all the possible paths up to some fixed length k. We
define the feature mapping φk(G) as the path frequency vector of graph G,
that is, a vector that stores the number of times each path p ∈ Pk occurs
in G. The path kernel that we solve is

Kk(G,G′) =
〈
φk(G), φk(G′)

〉
=

∑
p∈Pk

[
φk(G)

]
p
·
[
φk(G′)

]
p
,

which is analogous to the string kernel example given in Section 4.1.1.
Again, the problem is to efficiently enumerate non-zero values in the feature
vectors φk(G) and φk(G′). In the general case, when we have unrestricted
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k, the problem is NP-hard [16]. We next describe our method that can
compute the kernel in polynomial time for any constant k.

Our approach has four steps:

1. First we enumerate all paths up to length k for each v ∈ V and for
each graph. The enumerated paths are represented as one tree per
vertex.

2. We utilize a so called XBW-transform [35] to represent the enumerated
path trees in compressed form.

3. We give a recursive algorithm to enumerate the non-zero feature vec-
tor values from the XBW-transform.

4. Finally, we compute the actual kernel value based on the non-zero
feature vector values.

Note that the path enumeration step can generate, in worst-case, up to
O(nαk) tree nodes, where α denotes the branching factor of the graph
[102]. The rest of the steps are polynomial time in the size of the path
trees generated.

Remark 4.1. A similar kernel was proposed earlier by Ralaivola et al. [102]
using a suffix tree over the enumerated paths. The difference to our method
is that they compute the similarity scores for each graph-pair separately,
while with our method, a single traversal over the whole index is enough
to compute all pairwise similarities.

4.1.4 Experimental results

In Paper V, we ran an experiment similar to [70, 111]. The input was a set
of 17,430 reaction graphs. We compared our path-based kernel against a
simple walk kernel [26], a shortest path kernel [16] and a Reaction Graph
Kernel (RGK kernel) [111]. We achieved the best prediction results when
predicting the first three EC levels — the fourth level is considered as a
serial number, and thus, left out of the prediction [70]. When predicting
only the first EC level, we achieved comparable results with the RGK kernel
which was the best out of the three competitors. See Table 2 and Figure 4
within Paper V for more details.

Constructing the path index, for the reaction graph dataset of 746,438
trees, required about 1.1 hours and 4.4 GB of memory. Both of these num-
bers can still be improved by switching the temporary tree representation
to a compressed one [110] and using faster sorting methods suggested in
[35]. Size of the final path index was 1.1 GB.
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Traversing all unique paths and outputting their frequencies required
about two minutes. The reaction graphs had in total 21 million unique
paths. Construction of kernels by extracting the frequencies and computing
a dot product took about 10 minutes. The total computation time was
dominated by the MMCRF run which took approximately 10 hours — this
running time was independent from the kernel used.

Paper V describes our test dataset, setup and results in more detail.

4.1.5 Discussion

We showed that our path-based kernel can outperform state-of-the-art
graph kernels when learning enzymatic reactions. More notably, our method
is general — in the sense that it is applicable to any graph input — and still
outperforms a kernel that is specifically designed for reaction data. Further-
more, we showed that we could choose high enough k without deteriorating
the computation costs. We need more experiments, especially with graphs
with higher branching factor, to determine how general our proposed ker-
nel really is. We also need to run a comparison against a recent result on
efficient subtree kernels [114] that are able handle large labeled graphs, but
on the other hand, suffer from the tottering problem.

Finally, we want to point out that our path index might be useful inside
a kernel method: it could be used to store e.g. the weights generated by
the learning algorithm [24]. The topics on kernel methods, such as support
vector machines, are however, far off from the scope of this thesis.
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4.2 XML data and XPath queries

Extensible Markup Language (XML) is a document markup language for
structured data [127]. It consists of elements, attributes and textual con-
tent. Elements define the tree-like structure of the data: each element can
contain textual data and other elements in nested manner. Elements can
also have attributes that act as meta-data. Figure 4.2(a) gives an example
of a well-formed XML document. The syntax is designed to be human- and
computer-legible at the expense of terseness [127]. XML data is abundant
in many fields, for example in the Internet [125], electronic documents [132]
and bioinformatics [90].

XML Path language (XPath) was designed for accessing and extract-
ing information from XML data [124]. It provides a powerful and concise
syntax for selecting elements from tree-structured data. There are several
native XML databases that support XPath queries — Saxon [67], Galax [33]
and Qizx/Open [136] to name a few. They use main memory and machine
pointers to represent the XML document which, in practice, means that
they require about 5–10 times more memory than the original XML doc-
ument. Our goal was to design an XML self-index that utilizes the recent
advancements in compressed data structures. Additionally, we had sev-
eral secondary goals that are covered later in the discussion. We propose
an XML self-index that uses around 2 times more space than the original
document and supports fast XPath query evaluation.

The next subsections will introduce the XPath language and related
work on native XML databases, namely MonetDB and Qizx. The later
subsections describe our succinct XML self-index and summarize the ex-
perimental results from Paper VI.

4.2.1 XPath query language

XML Path language (XPath) is a language for selecting elements from
XML data [124]. It allows queries on the structure or textual content of
XML, or both. XPath 2.0 appears as a subset of XQuery language [126].
Let us highlight a few specific features of the XPath language that are
used later as examples for query evaluation. To keep things simple, we
only consider queries on a single XML document consisting of n elements
(no attributes or textual content). The document can be seen as a rooted
tree of n+ 1 nodes, having exactly one labeled node for each element plus
a document root, which is a conceptual parent of the root element. The
following examples use the XML document given in Figure 4.2(a).

XPath expressions consist of one or more steps separated by the symbol
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<a>
  <b>
    <c />
    <d>
      <e />
      <f />
    </d>
  </b>
  <g>
    <h />
    <i />
  </g>
</a>
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c d

e f
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h i

(b)
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e f

g

h i

(e)

Figure 4.2: (a) Example of an XML document having nine distinct ele-
ments. On the right side, a tree visualization of XPath axes ancestor (b),
following (c), preceding (d), and descendant (e) for context node d.

/. The expression is evaluated from left to right: each step i gets evaluated
in some set of context nodes Ci. The context Ci is determined by the
previous step i− 1, and the context of the very first step is the document
root. The most simple XPath expression is an absolute path, which is
somewhat similar to URI paths [10]. For example, the expression /a/b
represents an absolute path. There are two steps, a and b, where the
context nodes are the document root and the a element, respectively. This
expression would select the b element in Figure 4.2(a).

Each step has an axis that determines the subset of nodes the step is
evaluated against. The subset is determined in relative to the context nodes
Ci. The axis can be seen as a direction for the step. There are 13 different
axes, the default being the child axis which evaluates the step against all
direct children of nodes in Ci. Notice that the above example, /a/b, is equal
to the expression /child::a/child::b. Let v ∈ Ci denote a context node.
We consider four disjoint axes which are defined as follows:

ancestor Contains all ancestors of v, that is, v’s parent, parent’s parent,
and so on, up to the root element.
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pre size level post
a 0 8 0 8
b 1 4 1 4
c 2 0 2 0
d 3 2 2 3
e 4 0 3 1
f 5 0 3 2
g 6 2 1 7
h 7 0 2 5
i 8 0 2 6

(a)

a

b

c

d

e
f

g

h
i

5

5
pre

post

(b)

Figure 4.3: (a) Tabular representation of the XML data in Figure 4.2(a).
(b) The same elements visualised in a pre/post plane. The plane can
be partitioned, for any context node, in to quadrants corresponding to
the axes following (North-East), ancestor (NW), preceding (SW) and
descendant (SE).

descendant Contains all nodes in the subtree of v, excluding v itself.

following Contains all nodes that appear after v in the document but not
in the subtree of v.

preceding Contains all nodes that appear before v in the document but
not ancestors of v.

Figure 4.2 gives an example of each of these four axes for the context node
v = d. In case there are several context nodes, we take an union of the
results over all context nodes v ∈ Ci. Then, the union is used as the
context of the next step Ci+1 or, if i is the last step, as the final result of
the expression.

Here are some example expressions that use the axes described above.
The expression /descendant::d selects the element d from the descendants
of the document root. The expression /a/b/d/f/ancestor::* selects ele-
ments a, b and d but not f since it is the context node at the last step.

In addition to element names, XPath allows the use of predicates to
narrow down the selection elements. Predicates can restrict the search, for



50 4 Applications on structured data

example, to specific attribute values or textual content. We omit further
details here.

4.2.2 Related work

We review two systems, namely MonetDB and Qizx/DB, that have been
shown to be among the fastest systems for indexed XPath queries [14, 4, 3].

MonetDB

MonetDB [14] is an open source database management system that sup-
ports, among other things, efficient XPath/XQuery queries. It represents
data as a column-store database, in memory mapped files, while queries are
implemented in cache-conscious manner [15].

The representation within MonetDB/XQuery is based on a relational
database [47, 14]. The tree structure is encoded in to tabular form by pre-
and post-numbering [28] the elements. The pre-order number pre(v) is sim-
ply the order in which the element v appears in the document. Let size(v)
and level(v) denote the number of descendant and ancestor elements of v,
respectively. Now we can define the post-order number as

post(v) = pre(v) + size(v)− level(v).

Figure 4.3(a) gives an example of the pre- and post-numbering on the ele-
ments of the XML data in Figure 4.2(a). Pre- and post-numbering can be
used to efficiently enumerate the four XPath axes due to simple partition-
ing of the pre–post plane. Let v denote the context node, and we have the
following connection between the four XPath-axis and the pre–post plane:

ancestor all nodes v′ such that pre(v) > pre(v′) and post(v) < post(v′),

descendant all nodes v′ s.t. pre(v) < pre(v′) and post(v) > post(v′),

following all nodes v′ s.t. pre(v) < pre(v′) and post(v) < post(v′), and

preceding all nodes v′ s.t. pre(v) > pre(v′) and post(v) > post(v′).

For example, the descendant axis of the context node v = d corresponds
to the South-East quadrant of the plane in Figure 4.3.

The resulting pre–post plane can be seen as multidimensional data.
R-trees and R-tree-like structures excel at supporting multidimensional
queries [50, 13, 47]. However, the data structures are heuristic in nature
and do not admit any worst-case guarantees for, for example, search queries
[50]. Even so, they work well in practice, and in secondary memory, and
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have found their way into modern relational databases [47]. MonetDB has
been shown to support fast and scalable XQuery queries [14, 4, 3].

Qizx/DB

The second XML system included in our tests was Qizx/DB [136]. It uses
its own proprietary native XML database, which is not yet published in
the literature, and includes an open-source XQuery engine. It is optimised
for efficient queries at the cost of using a static index; the index requires a
(partial) rebuild when updating data. Qizx has one of the fastest XQuery
engines [4, 3].

4.2.3 Succinct XML Self-Index

Our data model has a separate representation for the structure and textual
content of the XML data: the structure is stored as a labeled tree and the
textual content as a compressed suffix array. We use a special encoding
for the label tree to be able to link between element’s textual content and
its representative tree node. Let us first describe the text index and the
special queries it supports. Later subsections cover the tree index and
XPath processor. Technical details are given in Paper VI.

Text index

Textual content includes everything but the markup from the XML data.
It is stored as an FM-index that allows us to support efficient pattern
matching operations, which can be easily extended to support the different
XPath predicates. More specifically, we take each text Ti as a $-terminated
string, where $ is considered as a separator symbol, and build the FM-
index over the concatenated sequence of all texts in the input XML. Let
T [1 . . u] denote the concatenated sequence of the r texts. Since there are
several $’s in T , we fix a special ordering for the BWT: we require that
the separator of text Ti appears at F [i]. This makes it easy to extract
the text Ti starting from its $-terminator. The total space required for
the text index is uHk(T ) + o(u log σ) bits (see Section 2) plus additional
r log r + o(r log r) bits to store the mapping between the $-terminators in
T bwt and each text Ti.

The basic pattern matching feature of the FM-index can be extended
to support XPath functions such as (see Paper VI for technical details)

starts-with(P ) Which of the strings T1, T2, . . . , Tr have P as a prefix?

ends-with(P ) Which of the strings have P as a suffix?
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contains(P ) Which of the strings contain P as a substring?

operators <,≤, >,≥,= Which of the strings are lexicographically <,≤, >
or ≥ than P , or equal to P?

Given a pattern P these functions return all text identifiers that match the
query. The exact time complexities are given in Paper VI — all queries,
except the contains query, can be supported in output-sensitive time, in
about O(|P | tLF + toutput log k) time for each query. The time complexity
of the contains query depends on the total number of occurrences P has,
which is subpar to an output-sensitive solution; see the discussion section
for insights on speeding up the contains query.

Tree index

The structure of the input XML is stored as a labeled tree where the node
labels follow a special encoding. We do a depth-first-traversal over the
XML elements, and for each element tag, we add a new node with label
tag. If the element has attributes, we add a child node labeled @ under the
corresponding element node. Furthermore, we add placeholder nodes with
labels % and # for text in attributes and elements, respectively.

We use a compressed labeled tree representation [110], which supports
most navigation operations in constant time and requires 2n + o(n) bits,
where n is the number of nodes. The labels of the tree can be represented
in 4n log t + O(n) bits, where t is the number of different element names.
This includes rank and select for labels which can be used to support the
following operations:

TaggedDesc(x, tag) returns the first descendant of x with label tag.

TaggedFoll(x, tag) returns next tree node after x with label tag, and not in
subtree of x.

Both operations can be calculated in O(logn) time via rank and select
queries.

The text index and the tree are linked together with an rank and select
data structure marking the leaves of the tree in 2t+o(t) bits. Paper VI gives
the technical details and rest of the queries these data structures support.

XPath query engine

We will try to give some intuition of how the above data model supports
efficient XPath queries. More information is given in Paper VI and by
Maneth and Nguyen [88].
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Algorithm EnumDescendants(v, x, tag)
(1) if x is not in the subtree of v then
(2) return
(3) Insert x to the result set.
(4) EnumDescendants(v,TaggedDesc(x, tag), tag)
(5) EnumDescendants(v,TaggedFoll(x, tag), tag)

Figure 4.4: A recursive algorithm to enumerate all the descendants of v
having label tag. We assume that, if TaggedDesc and TaggedFoll cannot
find a valid node, they return a dummy node outside the document.

Assume that we are resolving a step over the descendant axis for an
arbitrary XPath query. Let v denote the current context node. The goal is
to find the descendants of v that are labeled with given tag. We can avoid
traversing the whole subtree of v by recursively calling the tree operations
TaggedDesc and TaggedFoll. Figure 4.4 gives the exact algorithm. The
first call to the recursion is EnumDescendants(v,TaggedDesc(v, tag), tag),
which selects the first tag element under v. Subsequent TaggedDesc and
TaggedFoll calls are then used to enumerate the rest of the tag elements
in output sensitive O(toutput logn) time, where toutput denotes the result set
size for context node v. Thus, we are able to provide worst-case bounds for
the descendant axis, and other XPath axes, contrary to the R-tree based
XPath-parsing (see Section 4.2.2). Solving one step of the XPath query
in output-sensitive time does not, however, guarantee an output-sensitive
time over all steps of the query because the result nodes found so far can
turn out to be invalid in latter steps.

In effort to minimize the number of “false positives”, we can choose
to parse the query in either top-down or bottom-up manner. If the given
query has a text predicate, say P , we can use the text index to count
efficiently, in O(|P |tLF) time, the number times P occurs in the document.
If the predicate P is found to be highly selective, we use a bottom-up run to
determine the matching nodes. This speeds up the query since (i) the text
index is very efficient in retrieving the text nodes that match a (selective)
predicate, and (ii) the automaton part needs to only traverse a fraction
of the tree, starting bottom-up from the text nodes returned by the text
index.

If the predicate is not selective (it has a high number of occurrences), we
start traversing the tree in top-down manner, and resort to sequential search
in resulting text nodes. This is possible assuming that we use additional
n log σ bits to store the textual contents in plain-text form.
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4.2.4 Experimental results

We compared our Succinct XML Self-Index (SXSI) system against Mon-
etDB/XQuery [14] and Qizx/DB [136]. In general, our index requires about
1–2 times the space of the input XML. The peak memory-usage during
queries was less than MonetDB used (for most of the test queries) and
notably less than what Qizx used (for all test queries).

The first experiment was ran on tree queries (i.e. no text predicates)
using an 1 GB XMark document. The 16 queries we tested were taken
from the XPathMark benchmark [41], including five crash-test queries. For
counting the result set size, Qizx was the fastest system overall but with a
rather small margin to our system. MonetDB was the slowest system for
counting, being one order of magnitude slower on over half of the queries.
When materializing (i.e. constructing the result set in memory) and seri-
alizing (i.e. outputting the result set), our system was the fastest on all
queries. MonetDB was about 1–2 orders of magnitude slower if we include
the time to serialize the output. Qizx was notably slower than our system
but still in the same order of magnitude for most queries.

The second experiment was ran using XPath text predicates and a 122
MB Medline document. We chose both selective and non-selective text
predicates to form in total nine different queries, five of them being contains
queries. Our system was the fastest system for all the text queries. Qizx
was competitive for half of the queries, being only marginally slower than
our system. MonetDB was 1–2 orders of magnitude slower than our system
for all but one query.

4.2.5 Discussion

MonetDB and Qizx have a “greedy” policy regarding the amount of memory
they allocate, making it rather unfair to just compare the raw memory-
consumptions. Despite our XML data model using slightly less working-
space space than MonetDB, and significantly less space than Qizx, we were
still able to outperform the other systems in majority of the test cases.

Our biggest weakness is the text query “contains”, which uses time
proportional to the total number of occurrences, instead of the number
of texts that contain the pattern. Non-selective queries become inefficient
because each text can have several occurrences of the pattern. The contains
query is more commonly known as the document listing problem [93]. For
long, the best solutions to the problem required considerable amount of
extra space: either n log d+ o(n) or O(n+ d log n

d ) bits of extra space was
needed to achieve output-sensitive query times [42, 109]. In practice, this
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extra space easily dominates the total space complexity by about a factor
of three [96]. However, a recent result by Belazzougui and Navarro [8]
achieves output-sensitive document listing with only O(n log log log d) bits
of extra space. This result is directly applicable to speed-up our contains
query but not yet implemented.

The XBW-transform (see Section 4.1.3, and [35]) supports efficient nav-
igational operations on labeled trees. It can also be used to represent XML
data in compressed form [35] while supporting simple XPath queries con-
sisting of absolute paths. It is more space-efficient than our index, however,
there is no obvious way to support more complex XPath queries, for exam-
ple, efficient descendant queries or other XPath axes.

Our current prototype supports only “Core XPath”, that is, 12 naviga-
tional axes, all node tests and boolean filters. We are currently preparing
a journal paper and an open source release of the implementation. Due
to the full-text indexing capabilities, our XML index can be used as an
efficient biological database. We have already extended the text index to
support approximate pattern matching and matching with position specific
scoring matrices [48]. However, there is plenty of work left, for example,
(i) to support data joins, (ii) to make our index dynamic (allow insertion
and deletion of documents), or (iii) to support the full XPath or XQuery
language. Unfortunately, we do not currently have the resources to pursue
these goals and produce a product as finished as the existing commercial
systems.
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Chapter 5

Conclusions

We introduced a handful of applications for compressed data structures.
The applications originate from a wide variety of domains, including data
analysis, bioinformatics and information retrieval. Most of the applications
we presented also cross between these domain boundaries.

In Chapter 3, we presented algorithms having both theoretical and prac-
tical improvements for two applications that deal with sequences. More
precisely, we presented novel algorithms for (i) frequency-based string min-
ing and (ii) finding approximate overlaps between pairs of strings. In ap-
plication (i), our algorithm was the first one to achieve o(n logn) bits of
working-space with only a (logn)-factor slowdown to the optimal time com-
plexity. We also proposed the first o(n logn) time algorithm for finding
maximal repeats in just O(n log σ) bits of space. In application (ii), our
algorithm was shown to be more space-efficient than the previous best al-
gorithm while achieving comparable running times. We also proposed the
first output-sensitive algorithms for the problems given in (ii). These ap-
plications and algorithms belong in the fields of sequence analysis and, in
particular, bioinformatics.

The applications in Chapter 4 highlight the flexibility of compressed
data structures. We presented practical methods for (iii) learning struc-
tured data via a path-based kernel and (iv) indexing XML data for sub-
sequent XPath queries. In application (iii), we gave a practical method
to compute a path-based kernel for graphs. Our kernel was shown to be
more accurate than the state-of-the-art graph kernels for predicting reaction
graphs. In application (iv), we gave a compressed XML index that sup-
ports more efficient XPath queries than the fastest native XML databases.
These results belong in the fields of data analysis and information retrieval.

The above applications (i–iv) give a few non-trivial ways to utilise the
recent advancements in compressed data structures. The contributions
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have both a theoretical and practical nature. Furthermore, the methods
given in (iii-iv) are general enough to have more applications than we pre-
sented. For instance, the method in (iii) might work for general graphs or
inside a kernel method for storing auxiliary weight data. The method in
(iv) could be applied to any tree-structured data. Also, due to the full-text
indexing capability, our XML index can be used to represent e.g. biological
databases and sequences.

We look forward to find more application fields that would benefit from
compressed data structures. After a decade of research, we are still witness-
ing seminal improvements for e.g. highly repetitive data [71], information
retrieval [8] and even to the basic concept of FM-indexes [62]. It seems that
the full potential behind compressed data structures is not yet exhausted.
On the other hand, the technology is mature enough: for example, most of
the basic data structures are available as efficient plug-and-play software
libraries [21, 44]. Bioinformatics and, in particular, the next-generation
sequencing technologies give one of the most prominent fields for future
applications — there is still a large gap between genomics and phenomics,
between genetic data and clinical applications [121, 29].
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Symbols and abbreviations

Symbol Semantics
n Input size, e.g. text length.
m Query size, e.g. pattern length.
Σ Alphabet, i.e. an ordered set of symbols.
σ Size of the alphabet, σ = |Σ|.
$ Terminator symbol s.t. $ < c for all c ∈ Σ.
T String, i.e. a sequence of symbols from Σ.
T bwt Burrows–Wheeler transform of T .
T [i . . j] Substring from i-th symbol to j-th symbol in T .
T Multiset of r strings T1, T2, . . . Tr.
SA[1 . . n] Suffix array.
LCP[1 . . n] Array representing the longest common prefixes.
abc...z Example string values.
logn Base 2 logarithm of n.
logi n Shorthand for (logn)i.
log logn Shorthand for log(logn).
polylog(n) Polylogarithmic time, i.e. (logn)O(1).
toutput Size of the output.
Hk(T ) k-th order entropy, log σ ≥ Hk(T ) ≥ Hk+1(T ) for k ≥ 0.
|CSA| nHk(T ) + o(n log σ) bits unless otherwise stated.
tSA Time to access one SA[i] value.
tLF Time to compute the LF-mapping.
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