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ABSTRACT Covering location problems aim to find optimal site locations for the placement of systems
of facilities, e.g. cellular transmitters, surveillance sensors, military equipment, and weather radar. The aim
is to maximise system coverage over demand regions that are modelled as demand points (targets), which
are discretised representations of the terrain surface contained within specified geographical boundaries.
Covering problems are computationally difficult to solve and determining globally optimal solutions is
typically not possible within realistic computation times. Reducing the number of targets is one strategy
that can be considered to reduce computational complexity, but preceding research into this approach has
been limited to modestly sized study areas, outdated facility specifications, and simplified and impractical
modelling approaches without consideration of topography – the practical and computational challenges
associated with solving modern facility location problems have been overlooked. A reduced target-resolution
strategy is investigated in this paper to solve large, real-world facility location problems with requirements
beyond those typically encountered in the literature. Drastic reductions in optimisation computation times are
achieved, while improving on the solution quality of previous best efforts. The strategy offers a simple and
easy-to-replicate process and does not require any elaborate site/demand abstraction processes or heuristics,
and may be beneficial to various modern site-selection problems – particularly in environments in which
rapid decision-making is required, and when the problem instance is outside the bounds of tractability for
global optimisation.
INDEX TERMS Complexity, facility location, maximal cover, optimisation, viewshed.

I. INTRODUCTION

Covering location problems form a fundamental branch in the
field of facility location science [1]–[3]. In these problems,
the aim is to locate systems of facilities or equipment in such
a manner that they service multiple demand points optimally
[3]. In many traditional problems, the demand may take the
form of irregularly-spaced points – such as population centres
or transportation links – and the facilities to be placed are
nodes in transport/distribution networks that are required to
‘‘service’’ the demand points [4]. Alternatively, the demand
points are often presented as uniformly-spaced points contained within discretised representations of the terrain surface – e.g. points within critical geographical regions that
demand visibility surveillance. By determining the number
of demand points in these regions which are ‘‘serviceable’’
The associate editor coordinating the review of this manuscript and
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(i.e. visible or detectable) from a specific assignment of
facility locations, an estimation of coverage of these regions
achieved by the system may be calculated. Examples of
typical facilities which are considered in this context include
cellular transmitters [5]–[7], weather radar [8]–[10], military
equipment such as radars and weapons [1], [11], and surveillance sensors [12]–[15]. The work presented in this paper is
focussed towards application with such equipment using a
uniformly-spaced demand representation, and the possibility
of service depends on factors such as terrain obstruction of
visibility between an observer location and a demand point,
and facility visibility/detection ranges.
Covering location problems are known to be computationally difficult to solve and have been shown to be NP-hard
[4], [14], [16]. Determining the globally optimal solutions
(facility site location configurations) for these problems is
therefore typically not possible to solve within realistic computation times for large problems and the alternative is to
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approximate optimal solutions with heuristic approaches.
These have been employed extensively in the literature for
solving covering location problems [14], [15], [17], [18]. The
main factors which influence the complexity and associated
solution times of these problems can be categorised as a)
the number of facilities to place, b) the number of candidate
sites from which to choose the final site locations, and c)
the number of demand points with respect to which service
coverage is estimated.
Reducing the computational complexity of covering problems may primarily be achieved by reducing the number of
candidate sites or demand points – or both. Techniques for
reducing large numbers of candidate sites include limiting
these to practical constraints such as terrain characteristics
or spatial requirements, e.g. terrain degree of slope, distance
from roads or power sources, and specific terrain landforms
such as peaks or ridges [19]–[22] – this is determined preoptimisation. It is also possible for heuristic approaches
to focus the search towards candidate sites which lie in
promising regions identified during the optimisation process
– thereby avoiding the consideration of weaker candidate
sites [23]. The reduction of candidate sites is not the focus
in this paper.
The alternative approach – and the focus in this paper
– is to reduce the number of demand points. Rana investigated the reduced target strategy [24], in which the demand
points were reduced to those classified as specific landforms
(e.g. peaks and ridges) and visibility to only these points
were calculated to estimate candidate site visibility cover
– avoiding the costly consideration of all points across the
entire demand region’s surface. The approach is, however,
suitable for determining superior individual sites, but not
for use with system-site problems. In system-site problems,
an approach that finds optimal site combinations with consideration given to the overall system coverage achieved by
a number of observers is sought, and a more sophisticated
approach than the straightforward selection of a number of
individually superior sites is required [12], [25]. Furthermore, this estimation approach does not reflect the visibility
achieved with respect to terrain areas other than the specified
landform types. Decision-makers deciding on final facility
layouts typically require coverage maps to visually assess
estimated coverage over the entire demand region [12], [25] –
limiting the coverage estimation to certain landforms would
lead to such maps not portraying a comprehensive visual
representation of the cover achieved.
Other research into demand abstraction techniques which
are compatible with system-optimisation methodologies do
exist, but their approaches do not address the practical and
computational challenges associated with solving large, modern real-world facility location problems. The first limitation
is that leading literature related to such demand abstraction techniques repeatedly investigate an outdated emergency siren site location problem instance from 1992 [26].
The study area is significantly smaller than the real-world
problems investigated in this paper, and the facilities have
VOLUME 8, 2020

outdated coverage capabilities – e.g. less than 1km range,
which is significantly less than the standard capabilities of
modern devices such as those investigated here. Literature
employing this study area either consider point-based demand
abstraction approaches (similar to the approach followed in
this paper) [27], [28], while a plethora of others simplify the
representation of demand as flat polygons (i.e. the terrain
is considered flat) [17], [28]–[34]. The example problem’s
outdated requirements limit the real-world applicability of the
otherwise theoretically outstanding endeavours of the aforementioned works. However, their most significant limitation
is the avoidance of terrain interference considerations in facility coverage computations. The terrain surface is assumed to
be flat, and a demand point (or polygon) is simply modelled
as covered if it lies within a specified range from a site
where a facility is placed. This is surprising, given that the
coverage of sound is investigated in their specific problem
instance from 1992, yet the influence of terrain blocking the
propagation of sound is mysteriously omitted – the influence
of which has been demonstrated in the literature [35]. In a
recent demand abstraction study, Yin and Mu [36] also ignore
terrain obstruction considerations in the search for optimal
cellular base station locations. While the size of the area and
the service range used in their study is more modern, the lack
of consideration of terrain interference in signal propagation
renders their results impractical for real-world consideration.
Terrain interference is important in signal coverage modelling
[5], [7], and in similar research that depend on line-of-sight
(LOS) (e.g. the placement of cameras and radars [10], [12]).
An investigation into the application and effectiveness of
a reduced target-resolution strategy for the purpose of optimising system-visibility (more than one observer) in large,
real-world problems with consideration of terrain interference remains lacking – and is the purpose of this paper.
While the factors discussed above form the main motivation
for this paper, additional practical differences between the
real-world approaches followed here and those in the literature are discussed later. Note that the terms ‘‘target’’ and
‘‘demand point’’ are used interchangeably throughout. Likewise, the focus on equipment that provide LOS-dependent
coverage leads to the terms ‘‘facility’’ and ‘‘observer’’
being used interchangeably. The main contributions are summarised below.
• The reduced target-resolution strategy is employed to
solve facility location problems on three smaller test
study areas that exhibit various levels of terrain roughness. Each area measures 10 km ×10 km in size and the
optimal site locations for observers ranging in number
from 1 to 10 were sought for each area. The results of
these test cases show that near-optimal system-site location combinations may be determined within a matter
of seconds using reduced target resolutions, compared to
minutes or hours required to determine optimal solutions
using full-resolution target datasets.
• The strategy is then employed to solve two real-world
facility location problems in imposingly large study
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FIGURE 1. An example of a viewshed of visible targets (the blue dots) determined for a system of three observers placed on a
section of terrain. Visibility with respect to the targets (all points on the surface) depend on the effective range of the facilities that
are placed, terrain obstructions in the line-of-sight between observers and targets, and the observer height.

areas measuring 435 km2 and 1 505 km2 in surface, with
the requirement of placing four and twenty observers,
respectively. Drastic reductions in optimisation computation times are observed when using reduced target resolutions, while improvements in solution quality
are possible when compared to previously determined
best efforts [19], [25]. Most notably, the reduced
target-resolution strategy allows for these problems to be
solved with a simple and easy-to-replicate process, while
previous best efforts required heuristics and multiple
optimisation stages and approaches – and computation
times measured in days.
• In the large study areas, cover is maximised with respect
to two cover demand regions, which has not been
attempted in related terrain abstraction literature and in
which the complexity of the problems are small compared to those investigated here. The problems investigated here are already larger than any others in the
literature when considering one demand region alone,
and the consideration of two regions magnifies the computational complexity.
• It is demonstrated that the process can be effectively
used to enhance location optimisation, particularly in
environments which require rapid decision-making and
when the problem instance is outside the bounds of
tractability for global optimisation. The strategy developed here is easily replicable and does not require any
elaborate site/demand abstraction processes investigated
in the literature, or heuristics, and may be beneficial
to various modern site-selection problems, e.g. the siting of wildfire detection towers [12], cellular transmitters [5]–[7], weather radar [8]–[10], and military
equipment such as signal jammers [37], and radars and
weapons [1], [11].
The remainder of the paper is organised as follows.
In Section II, background information on relevant previous
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work is provided, including the processes and structures
related to terrain and visibility analyses, coverage maximisation and optimisation, and methods for reducing covering problem complexity. Section III describes the data and
methods applied in this paper, including the study areas and
the reduced target-resolution strategy employed. Section IV
demonstrates the results of the reduced target-resolution strategy, while in Section V these results are analysed and opportunities for future work are discussed. The paper closes with
a brief conclusion in Section VI.
II. BACKGROUND
A. REPRESENTATION OF TERRAIN, SITES AND DEMAND

Raster data is a popular structure used for terrain modelling in
location-based applications [12], [13], [22], [38], and represent the earth’s surface as uniformly spaced satellite-sampled
points across the terrain. Figure 1 illustrates a hilly section of
terrain, while the actual raster points from which the digital
elevation model is created and visualised are shown on the
surface as blue and black dots (the nature of the colours are
discussed in more detail later) – each point corresponds to
an elevation value measured at uniformly-spaced intervals
across longitude and latitude. The distance between neighbouring points is approximately 30 m at the highest resolution of raster data that is freely available to the public, and
this resolution was used as the maximum for all analyses
throughout this paper (from SRTM elevation data, obtained
from https://dwtkns.com/srtm30m/). It is also possible to
derive and implement custom rasterised versions of surfaces
in similar applications [39].
The raster points provide an initial set of candidate sites for
facility placement and are typically reduced to those which
satisfy certain placement requirements, such as lying within
allowable geographical and administrative/municipal boundaries, or exhibiting terrain characteristics that are suitable for
placement [19]–[22]. The final set of candidate sites is called
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the Placement Zone (PZ) [1]. Similarly, the raster points also
provide an initial set from which the final set of demand
points are identified – e.g. those lying within regions that
require service from the facilities, such as strategic areas
that require radar/camera detection. The final set of demand
points is called the Cover Zone (CZ) [1].
B. COMPUTING COVERAGE

In the context of this paper, the coverage that may be achieved
by a system of facilities with respect to a CZ is determined by
a collection of LOS queries between each observer and each
point in the CZ [23]. A LOS query between an observer and
demand point returns either 1 if the LOS is not obstructed by
terrain and the demand point is within the observer’s effective
range (in other words the point is visible), or 0 otherwise.
In some applications, such as telecommunications, the service can be modelled as a signal strength level and normalised
to values between 0 and 1 [10]. However, because of the
generic intention of this paper, the simplified binary version is
used – i.e. subject to equipment range limitations and terrain
interference, and modelled as either 0 or 1.
An observer’s viewshed is determined as the portion of a
CZ that is visible from the observer [16], [22], [40], while a
system viewshed is the merged viewsheds of all observers in
the system with respect to the CZ. An example of a system
viewshed is provided in Figure 1, obtained by combining the
viewsheds of three observers placed on the terrain surface –
the blue points are targets which are visible from at least one
observer. Wile the effective range of the observer plays a role,
its height above the terrain is also important (higher observation heights lets the observer see over more obstacles).
The curvature of the earth is an important factor to consider
when determining viewsheds. Its effect on LOS computations
becomes more significant as the distance from the observer
increases (as the earth’s surface curves downward from the
observer). When necessary, the height at each point between
the observer and demand point may be adjusted to simulate
this downward curvature, using a method such as Yoeli’s
correction [41] (which is also used in ESRI software). However, none of the computations in this paper extend beyond a
distance of 8 km from observers, at which this correction is
minor (approximately -4 metres) – the correction has therefore not been considered in this paper.
C. THE MAXIMAL COVERING LOCATION PROBLEM

The aim in this paper is to locate systems of facilities in
a manner that maximises the cover achieved with respect
to demand points enveloped within a CZ. The number of
facilities available for placement will be fixed and specified
prior to optimisation. This approach is formally named the
Maximal Covering Location Problem (MCLP) in the location
science literature, first proposed by Church and Revelle [42].
The MCLP is often included in applications concerned with
the placement of transmission devices [6], [7], [37], [43], [44]
and surveillance/detection devices [12], [14], [22].
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The mathematical formulation of the MCLP is presented
here – albeit an extended version. The traditional formulation
considers a single set of demand points only. However, some
of the problems investigated in this paper maximise visibility
with respect to more than one CZ (separate regions with individual demand requirements). For such problem instances,
a multi-CZ formulation of the MCLP was introduced by
Heyns et al. [19]. The parameters used are listed below.
No
Nc
s
dc
Ndc
Ndc
xs
ydc

denotes the number of observers to place.
denotes the number of CZs.
denotes the index of feasible sites in the PZ.
denotes the index of demand points in CZ c,
where c ∈ {1, . . . , Nc }.
denotes the number of demand points in CZ c.
denotes the subset of sites in the PZ from which
demand point dc in CZ c is visible.
is 1 if an observer is placed at site s,
and 0 otherwise.
is 1 if demand point dc in CZ c is covered,
and 0 otherwise.

The objective can then be written as
X
maximise Vc =
ydc ∀ c ∈ {1, . . . , Nc }

(1)

dc

where Vc is the cover achieved with respect to CZ c, subject
to the constraints
X
ydc ≤
xs ∀ c ∈ {1, . . . , Nc } , ∀ dc
(2)
s∈Ndc

X

xs = No

(3)

s

xs ∈ {0, 1}
ydc ∈ {0, 1}.

(4)
(5)

Objective (1) maximises cover with respect to each CZ c ∈
{1, . . . , Nc }. The constraint in (2) allows a demand point dc to
be covered (ydc = 1) only if one or more observers are placed
at sites in the set Ndc . Constraint (3) ensures that exactly No
observers are sited, while constraints (4) to (5) specify binary
requirements on the auxiliary variables.
D. COVERING LOCATION PROBLEM SOLUTION
APPROACHES

More than one covering objective – with respect to more than
one CZ – is considered in some of the problems presented
in this paper. A multi-objective (MO) optimisation approach
is therefore employed. When solving MO optimisation problems, a set of solutions that is commonly known in the literature as the Pareto front is desired [45], as displayed by the
black markers in Figure 2. Each solution in the figure represents a unique system site assignment (in other words,
a candidate observer layout), and its location on the graph
reflects the coverage that each candidate layout achieves with
respect to the CZs.
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FIGURE 2. A Pareto front of non-dominated solutions (facility site
location combinations), which is sought for decision-making purposes.

When comparing the solutions on the Pareto front with all
the other possible solutions which may exist (such as a few
presented in grey in the figure), the Pareto optimal solutions
outperform the others in terms of their trade-offs in cover
achieved with respect to the CZs [12], [45]. Decision-makers
will typically analyse the Pareto optimal solutions and choose
a final layout according to the subjective importance they
associate with each CZ (in addition to the actual observer
site locations and their symmetry). For example, if CZ1 is
considered significantly more important than CZ2, then the
solution named ‘‘CZ1 optimal’’ in the figure could be chosen,
and similarly ‘‘CZ2 optimal’’ may be selected of CZ2 takes
absolute preference. However, as may be seen in the figure,
Pareto optimal solutions that lie between these two solutions
also exist, which provide additional trade-off alternatives to
those at the end-points on the front – e.g. solutions that
perform well with respect to both CZs. While the solutions
at the end-points on the front may be determined by equation
(1) with respect to each CZ respectively, a different objective
function is required to obtain the solutions between the endpoints. The popular weighted-sum approach is generally used
in such instances [46], [47], in which weights are assigned
to each CZ to reflect their relative importance with respect
to each other. To arrive at the weighted objective function,
the multiple covering objectives are weighted together into a
single objective function and by varying weights assigned to
each CZ in multiple runs, the solutions along the front may
be ‘‘traced out’’.
Let wc denote the weight assigned to each CZ, then the
weighted objective is to
X 100 X
maximise V =
wc
ydc .
(6)
Ndc
c
dc

Each execution of the objective in (6) returns a single solution along the Pareto front approximation, and the solution’s
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location along the front is ‘‘directed’’ by the weights that
were assigned to the CZs. The equation in (6) is also subject
to the constraints (2) to (5), enforced with respect to all
CZs. The fraction is included as a scaling measure to reflect
the maximisation of the percentage of cover achieved with
respect to each CZ, so that the objective function is not biased
towards larger CZs with more demand points.
Popular optimisation approaches that have been used in the
literature to obtain Pareto front approximations for location
problems with LOS-based coverage include integer-linear
programming (ILP) [14], [39], [48], and heuristics [12], [14],
[15], [22]. ILP solvers (such as CPLEX and Gurobi) are
simple to implement when compared to heuristics, and take
as input the mathematical formulations of the objective functions and constraints in (1)–(6), as well as the datasets associated with the parameters listed above equation (1) (typically
in the form of text files). These ILP solvers are, however,
limited by the complexity of the problems which they can
solve and the result is either a) a solution, or b) premature termination with no solution because of intractable complexity.
Heuristics, on the other hand, can attempt to find solutions to
enormous problems which are well beyond the ILP-solvers’
complexity range, yet may nevertheless require significant
computation times to arrive at a Pareto front approximation,
while there is no guarantee that the obtained solutions are on
or even near to the true Pareto front. Furthermore, heuristics
require sophisticated code and multiple parameters to be set –
which require iterative tuning and an intimate understanding
of their effects.
In two recent, large real-world wildfire detection tower site
placement problems (each problem with two CZs), a twostage optimisation approach was followed by Heyns et al. in
the pursuit of high-quality Pareto front approximations [19],
[25]. First, they employed a heuristic approach to determine
numerous layouts which were considered to be high-quality
because they outperformed the cover achieved by layouts
previously proposed by foresters and technical experts in the
field. This was considered to be an indication that the returned
layouts included multiple strong sites, and these sites were
then pooled together to form a new PZ – a smaller sub-set
of candidate sites from the original PZ. In the second stage
it was possible to implement an ILP solver because of the
significantly smaller PZ. The solution quality using this second ILP stage resulted in improved solution quality; small
yet noteworthy improvements were obtained for a large-area
four-tower location problem [25], while significant improvements were obtained for a significantly larger twenty-tower
location problem [19]. These approaches, however, focussed
on minimising the number of candidate sites and the implementation of a reduced target strategy was not considered.
E. REDUCING COVERING COMPLEXITY

The work presented in this paper is intended for application
in large, practical problems, such as those investigated by
Heyns et al. [19], [25], in which the PZs and CZs are
significantly larger than what is generally encountered in
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practical applications in the literature [11], [14], [15], [49].
The ultimate challenge that was identified prior to this
research was to find a way to reduce the complexity of
such large problems so that laborious site simplification and
heuristic processes may be avoided in a manner that allows
for immediate ILP integration, with the aim of maintaining
acceptable solution quality.
Straightforward approaches to reducing the size of the PZ
include those which identify candidate sites according to
practical constraints, such as being contained within allowable property boundaries, and being within acceptable distances from features such as roads or power supplies [12],
[20]. Once such practical constraints have been enforced,
approaches that aim to further reduce the size of the PZ are
based upon the identification of sites that are most likely to
exhibit superior coverage potential and therefore are more
likely to be included in final site layouts. This approach
was formally termed the reduced observer strategy by Rana
[24] (in the same study in which the reduced target strategy
was introduced) and has been implemented in numerous
publications since [19], [20], [22], [25], [49]. The approach
primarily aims to limit candidate sites to specific ‘‘superior’’
terrain features, which have consistently been considered to
be ridges and peaks [22], [24], [50], [51].
Strategies for reducing the number of demand points in
real-world problems have not received significant attention
in the literature compared to numerous theory-focussed studies. As previously discussed in the introduction, Rana [24]
investigated the reduced target strategy, in which targets were
reduced to specific landforms only (similar to the reduced
observer strategy), and visibility from an observer was determined with respect to only these targets. The percentage of
targets visible from an observer located at a specific site
is the site’s visibility index, and the approach resulted in a
substantial reduction in computation times to estimate these
visibility indexes for large numbers of candidate sites. However, the approach is not considered suitable for the intended
purpose of the work presented here because decision-makers
require coverage maps over the entire demand regions and
not just specified landforms, and because system-site optimisation does not simply require the identification of multiple individually superior sites according to such visibility
indexes. An approach that reduces the number of targets in
a more spatially homogeneous manner is investigated in this
paper.
Some of the limitations of other theoretically similar
research, which attempt to simplify the PZs and CZs using
overly laborious and theoretical geometric-based methods,
were briefly discussed in the introduction. A more detailed
summary of the differences between previous work and that
presented in this paper follows below.
• The problem complexity of previous studies do not
reflect modern challenges, because simplified models of an outdated problem instance from 1992 [26]
are repeatedly investigated [17], [27], [28], [30]–[34].
The theoretical outcomes are nevertheless interesting
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and noteworthy (albeit limited to the same problem
instance from 1992), yet with impracticality lingering
over their results. The consideration of two CZs in the
problems investigated in this paper further adds to the
computational complexity, while in the related literature
only one CZ is considered.
In previous research, problems are investigated without LOS consideration and therefore do not address
terrain-interference in their processes and results – even
though problems in which terrain interference is important are considered [27]–[30], [36]. A demand point (or
polygon) is simply modelled as covered if it lies within
the specified range of the facility to be placed, which
is impractical – especially for the types of facilities
considered in their studies and in this paper. This further
illustrates the void in practicality of the related literature
for application in real-world problems.
Geospatial analyses to limit the candidate sites to practical constraints (distance from roads, within allowable
boundaries, etc.) are not employed, and the resulting
candidate site locations are spread across the same
region that demands cover [27]–[29], [36]. The reported
methods and results are therefore questionable in the
context of this paper (and other practical problems),
in which the spatial distribution of candidate sites vary
significantly compared to the spatial distribution of
demand points. This is evident in the large, practical
problems presented here.

The focus in this paper is on practicality and simplicity
– the aim is to solve real-world problems using a simple
reduced target-resolution strategy for implementation with
LOS-based facility location problems, using a much simpler
and faster overall solution approach than used in previous best
efforts. The fact that improved results were obtained compared to previous best efforts is a substantial added advantage.
III. DATA AND METHODS
A. SMALL TEST AREAS

For initial investigation, three square 10 km×10 km sections
of terrain of various roughness were chosen, all three lying
within a region of South Africa’s Western Cape Province –
the areas are shown in Figure 3. Roughness was determined
as the standard deviation in elevation from the mean within
each section of terrain, which is a simple and commonly
used method to calculate terrain roughness [52]. The values
returned with respect to each area were 40 m for smooth,
201 m for medium, and 374 m for rough, respectively.
The raster structure of each of these areas contained
325 rows along latitude and 385 columns along longitude,
at an interval of 1 arc second between raster points along
latitude and longitude (roughly 31 m along latitude and 26 m
along longitude, respectively). At this resolution each surface
area envelops a total of 325 × 385 = 125 125 raster points.
Since the aim in this paper is to investigate the effects of
reducing the number of demand points in the CZ, it was
203257

A. M. Heyns: Reduced Target-Resolution Strategy for Rapid Multi-Observer Site Location Optimisation

FIGURE 3. Three 10 km×10 km study areas used for initial testing of the reduced target-resolution strategy, varying in
terrain roughness measured as smooth, medium and rough.

decided that the high-resolution CZ in each area would be
the entire surface comprising 125 125 points. It was decided
to maximise cover with respect to this CZ by placing systems
of observers ranging in number from 1 to 10, at a height
of 12 m above the terrain surface (a standard observer height
in real-world detection problems [12], [25]), with a detection
range of 2 km (increased ranges are used in the larger problems later).
With a CZ of this size at its original resolution and with
the number of observers set to 10 (maximum observer-CZ
complexity), ILP optimisation was not possible using the
entire surface as a PZ (i.e. 125 125 candidate sites). Instead,
the number of candidate sites was repeatedly reduced until
ILP execution was successful for all three areas, and this
was possible with PZs containing 50 000 candidate sites
for each area. Each area’s set of 50 000 candidate sites
were randomly selected from the entire surface, with different random distributions in each area. This dataset – a
PZ of 50 000 randomly located candidate sites and a CZ
of 125 125 demand points – provided the maximum complexity for benchmark problems and solutions. Each area’s
PZ and original-resolution CZ were then used to determine
optimal site locations for observers ranging in number from
1 to 10. In subsequent reduced-target runs for each area,
the candidate sites remained the same and the number of
demand points in the CZs were reduced multiple times using
the reduced-target strategy employed in this paper, for the
placement of observers numbering 1 to 10. The results were
then compared to the corresponding benchmark solutions.
The manner in which the number of demand points in the
CZ were reduced – the reduced target-resolution strategy
employed in this paper – is revealed later.
B. LARGE STUDY AREAS

To evaluate the effectiveness of the methods investigated in
this paper in larger study areas, two sections of terrain in
South Africa’s Southern Cape and Nelspruit regions were
used, totalling 435 km2 and 1 505 km2 , respectively, and are
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displayed in Figure 4. The terrain surface areas stated here
are those of the terrain contained within the client boundaries
visible in the figures (the black lines). These areas belong to
forestry organisations with plantations that require wildfire
monitoring and detection, and the study areas were chosen because they were previously investigated in real-world
coverage maximisation problems [19], [25] – with coverage
maximised with respect to two CZs. Benchmark bi-objective
Pareto front approximations were therefore available from
previous research, for the appraisal of the solutions obtained
in this paper.
In each of these problems, the PZs were previously determined according to a combination of client boundary limitations, distance from roads, and limited to peaks and ridges.
The boundary constraint on candidate site selection in the
terrain section of Figure 4a was not entirely fixed and some
exceptions were possible, as may be observed by certain
candidate sites lying outside the boundaries in some areas
(most notably between the two large client areas). The number of candidate sites indicated in Figures 4a and 4b totalled
46 483 and 146 874, respectively. Previous best solutions for
these problems were only possible to obtain using a heuristic candidate site ‘‘thinning’’ process on these PZs, prior
to ILP optimisation [19], [25]. Thus the opportunity was
presented to solve these problems anew using the reduced
target-resolution strategy – without the PZ thinning process
and performing ILP optimisation directly using the original
PZs.
In these problems, coverage is determined with respect
to smoke layers at different heights above the client areas
[19], [25] – a unique approach compared to standard coverage
maximisation applications in which cover is determined with
respect to the terrain surface only [14], [22], [49], [53], [54].
Furthermore, buffer zones are added to the smoke layers,
for the purpose of detecting fires which may start outside
the client areas and which may spread onto client property
[12]. Low smoke layers are used for near-immediate smoke
detection and have a smaller buffer zone for detecting fires
VOLUME 8, 2020
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FIGURE 4. (a) Southern Cape study area, and (b) Nelspruit study area. Both areas are from previously studied large,
real-world problems [19], [25] – these provided benchmark solutions to evaluate the effectiveness of the reduced
target-resolution strategy when employed in problems of significant complexity.

near the client boundaries (immediate threat). Higher smoke
layers serve the purpose of detecting smoke not detected at
the lower layer due to visibility obstructions, and which have
risen further to be (potentially) visible. Higher smoke layers
are associated with extended buffer zones which allow for
the monitoring of fires further outside client areas – fires
which need to be monitored, but do not necessarily require
immediate response.
The low smoke-layer-CZ concept is illustrated in the top
half of Figure 5, first illustrating a small buffer around a
hypothetical client area, after which the low smoke layer with
this added buffer is simulated at a low height above the terrain
surface – showing how it follows the contours of the terrain
as a layer of smoke would. In the bottom half of the figure,
the same concept is illustrated for a larger buffer and higher
smoke layer. Each of these layers form a CZ, and the raster
points within the layers form the targets with respect to which
cover is maximised. In each of the problems associated with
the study areas in Figure 4, the lower smoke layer was specified at a height of 30 m above the client terrain, with a 500 m
buffer, while the higher smoke layer was specified at a height
of 100 m above the client terrain and with a 4 km buffer.
VOLUME 8, 2020

The number of demand points in the two CZs of the Southern Cape area in Figure 4a totalled 615 319 for CZ1 (low
layer, small buffer) and 1 008 840 for CZ2 (high layer, large
buffer) [25], while these numbers for the Nelspruit area in
Figure 4b totalled 1 666 131 and 3 081 603 for CZ1 and CZ2,
respectively [19]. In the Southern Cape problem the requirement was to place four detection towers with an observation
height at 12 m and a detection range of 8 km, with the objectives of maximising cover with respect to its two CZs. In the
Nelspruit problem, twenty towers with the same specifications were to be placed with the objectives of maximising
cover with respect to its two CZs.
C. REDUCED TARGET-RESOLUTION STRATEGY

A simple, uniformly spaced CZ-resampling strategy was
employed. Targets that were to be included in each resampled
version of a CZ were selected at equal ‘‘skip’’ distances along
latitude and longitude. This strategy is illustrated in Figure 6,
for an example grid at original resolution and for the same
grid resampled to skip-1 and skip-2 resolutions (black points
are selected and grey ones are skipped). A skip-1 resolution selects every other target along latitude and longitude,
203259
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FIGURE 5. The CZs for the larger study areas are simulated smoke layers above the terrain surface within forestry
client boundaries – buffers are added around these boundaries to monitor threatening external fires, and the
combined areas are raised to different heights. A small buffer with a low height is used to evaluate near-immediate
smoke detection potential (top in the figure), and a larger buffer with a higher height is used to evaluate secondary
detection potential (bottom in the figure).

FIGURE 6. An illustration of the reduced target-resolution strategy applied to a small grid of CZ-targets at their original
spacings (generally 1 arc second, or ≈30m) and at resolutions of skip-1 and skip-2. The skip-number indicates the number of
rows and columns that are skipped between selected target points. LOS values between observers and only the selected
target points are considered in separate optimisation processes using the different skip-resolutions.

skipping one row and column at a time, while a skip-2 resolution would skip two rows and two columns at a time, and
the same concept applies to skips larger than two.
It is important to note that the reduced target-resolution is
only relevant to the selection of points in the CZs with respect
to which cover is maximised during the optimisation process.
Viewsheds for the candidate sites in each problem are still
computed with respect to the original-resolution CZs, preoptimisation, after which the LOS-results (0 or 1) to only
those targets which are included in a lower skip-resolution
representation of the CZ are extracted for consideration in the
optimisation model. The reduction in complexity that may
be achieved by the skip-resolution reduced-target strategy
is most apparent when viewing the equations in (1) and
(6) – each objective function includes a summation over all
demand points dc , which is reduced in number with each
203260

skip-resolution extraction. This also reduces the computational burden associated with constraint (2).
To illustrate some results of the reduced target-resolution
strategy on the selection of targets to consider in the optimisation process, the points on the rough terrain surface from
Figure 3 are shown in perspective in Figure 7a at the original
resolution (125 125 targets), while its corresponding skip-5
target set (3 575 targets) is shown in Figure 7b. To illustrate
the resampling effect on a larger study area, the points on
the Nelspruit study area’s CZ1 are displayed in Figure 7c
at skip-10 resolution (13 783 targets), while the same CZ is
shown in Figure 7d at skip-20 resolution (3 788 targets).
Also visible in Figures 7c and 7d are areas in the central
region of the CZ where a large number of targets are missing.
This is because in the problems investigated by Heyns et al.
[12], [19], six towers were already located in this region – so
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TABLE 1. Parameters used in the optimisation problem instances of the small study areas in Figure 3.

TABLE 2. Parameters used in the optimisation problem instances of the Southern Cape study area in Figure 4a.

TABLE 3. Parameters used in the optimisation problem instances of the Nelspruit study area in Figure 4b.

the placement of twenty additional towers therefore did not
require coverage of points in the CZs which were already
visible from the six towers. These covered points were subsequently removed from each CZ.
D. OPTIMISATION SETUP

The results of the skip-resolution strategy on the number
of targets in the CZs are summarised in Tables 1–3 for the
small areas, Southern Cape and Nelspruit problems, respectively. In the small area problems, skips-1 to 5 were used.
In the larger study areas, ILP optimisation was only possible
starting from skip-3 in the Southern Cape problem and from
skip-5 in the Nelspruit problem – therefore only these values
are shown. Due to the much larger scale of these problems,
larger denominations of skip-values were used. The remainder of the tables indicate the number of observers to place and
the size of the PZs in each problem.
Since only one CZ is considered in the smaller problems,
no weighted-sum was required and the problem was solved
using objective function (1). In the larger study problems
which include two CZs, the problems were solved using
the weighted objective function in (6), using the following
weight combinations presented in the format (CZ1,CZ2): (1,
0), (0.75, 0.25), (0.5, 0.5), (0.25, 0.75), (0, 1). For simplicity,
these weight sets are referred to as WS1, WS2, . . . , WS5 in
the remainder of this paper, in the same order as listed.
The CZ-focus (trade-offs) reflected by the weight sets shift
from maximum importance with respect to CZ1 with WS1,
to maximum importance with respect to CZ2 with WS5.
The first and last weight combinations examine the optimal
solution with respect to CZ1 and CZ2 only (the Pareto front
end-points). All problems in this paper and the previous best
solutions were solved using CPLEX on a Dell 7820 Precision
desktop PC, running Windows 10 Pro with an Intel Xeon
Silver 4110 processor and 64 GB memory.
An overview of the processes followed in this paper and
previous problems is now discussed. ArcGIS was used for
VOLUME 8, 2020

data extraction and processing to determine the PZs and CZs
in each problem. Matlab 2019a was used for previous solution
approaches (including heuristics) and for the skip-resolution
approach to process data which were then prepared for ILP
optimisation in CPLEX – called from within Matlab. Regarding the viewshed computations, after a viewshed for a specific
site was determined with respect to a CZ, the results were
saved to file to avoid repeating the computation process for
each site with respect to each CZ, and reducing computation
time as a result.
After optimal site-combinations were determined with
CPLEX for each problem instance using different skipresolution CZs, the cover percentages for these sitecombinations were re-determined with respect to the CZs
at the original, highest resolution. This was done so that
the results (the different site-location combinations) could
be compared to each other with respect to the same CZs,
to effectively examine the difference in cover resulting from
differences in site locations only. An additional measure was
used in the larger bi-objective problems to compare the quality of the Pareto front approximations, namely the hypervolume measure [55]. A hypervolume is a unary indicator which
provides a measure to quantify a Pareto front’s quality, so that
different fronts can be compared to each other [56]. The
hypervolume for a Pareto front approximation is determined
as the objective function space that is dominated by the front
relative to some reference point – illustrated in Figure 8 for an
example bi-objective problem instance. Larger hypervolumes
dominate more space, and indicate better solution quality and
spread.
IV. RESULTS
A. SMALLER STUDY AREAS

A summary of the computational results are presented for the
smooth, medium and rough surfaces in Figures 9, 10 and 11,
respectively. In (a) in each of the figures, the percentage of
cover achieved for the placement of one to ten observers
203261
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FIGURE 7. Examples of the reduced target-resolution strategy applied to the rough terrain surface from Figure 3 and CZ1 (low smoke layer with a small
buffer) for the Nelspruit area from Figure 4b, viewed in perspective from the south-east. (a) Rough terrain raster points at original resolution, (b) targets
extracted at skip-5 resolution. (c)-(d) Nelspruit study area’s CZ1 at skip-10 and skip-20 resolutions, respectively (targets already covered by existing
towers were removed and the result is mostly visible in the central regions).

is shown for the different solution site-combinations that
were determined using the target sets for original and skipresolutions, all re-calculated with respect to the original
CZ-resolution for fair comparison. In all three graphs, it is
clear that the results in cover percentage are strikingly similar
for all site combinations regardless of which target-resolution
was used to obtain the site-combinations. However, when
inspecting the ILP computation times required to arrive at
these solutions in (b) in each of Figures 9, 10 and 11,
a conspicuous reduction is observed as the CZ skip-distances
increase – consistent across all three terrain sections. In fact,
the reductions are so significant that a logarithmic scale is
required along the time-axes in these graphs.
Particularly noteworthy are the small values of the differences in cover percentages achieved across all the problem
instances. The largest difference in cover is observed for the
203262

skip-5 resolution when 8 observers are placed on the smooth
surface, in Figure 9a, from 56.16% down to 55.41% – a
reduction of only 0.75%. The significance of this observation
is further revealed when the computation times are compared
for this specific instance – the full-resolution, 8-observer
placement problem on the smooth surface required a computation time of 7 h 56 m to complete, while optimisation using
the skip-5 resolution targets terminated after only 19 seconds.
B. LARGE REAL-WORLD PROBLEMS

The results of the four-observer Southern Cape problem
instance are presented first. In Figure 12a, the objective function values of the previous best solutions [25] are displayed,
along with those achieved by solution site-combinations
obtained with skip-resolutions – again re-calculated with
respect to the original-resolution CZs (the same weight sets
VOLUME 8, 2020
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FIGURE 8. A hypervolume is a performance measure used to evaluate
and compare the quality of different Pareto front approximations [55].

were also used in the previous best efforts). The ILP computation times for the skip-resolution solutions are provided
in Figure 12b (the time-axis is presented in logarithmic scale).
In terms of the objective function values, there are no drastic
variations in solution quality between the skip-resolution
datasets and the previous best results (a reminder that previous best results required a heuristic PZ-thinning process
first, before ILP optimisation was possible). Some solutions
to the right on the graph are clustered very closely and are
magnified in the two additional frames in the figure. Solutions
at skip-3 were only possible to determine with respect to the
two separate CZs only – i.e. WS1 and WS5 – while skip-4
solutions were possible for all weight sets except WS4. The
same solution was determined twice at skip-20 resolution for
WS1 and WS2, indicated by the single marker associated with
this resolution to the bottom right in Figure 12a.
Regarding the computation times summarised in Figure 12b,
a steady decrease in times is observed as the skip-distances
increase. A comparison of the skip-resolution computation
times to those of the previous best solutions was done by
considering the ILP computations times as well as the total
computation times that were required before ILP optimisation
was possible, presented in Table 4. For the previous best
case, this required twenty runs of the heuristic PZ-thinning
process previously discussed, which arrived at 363 final
candidate sites used to site four towers with cover maximised
with respect to the CZs at their original resolutions. The
thinning process totalled 26 h 25 m (no viewsheds were precomputed, so this is included in the heuristic computation
time as well), after which the five solutions were obtained by
ILP optimisation in a combined time of 16 m 34 s, resulting in
a total time of 26 h 42 m for the entire computational process
of determining the previous best solutions. Compared to this,
to perform ILP optimisation for the skip-resolution datasets,
all viewsheds of all candidate sites with respect to both CZs
are required so that the relevant datasets can be extracted.
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For a fair comparison to the previous best results (starting
with no pre-determined coverage data), all viewsheds were
determined anew, which totalled 6 h 15 m to determine for
all 46 483 candidate sites with respect to both CZs (including
data formatting and file writes in the viewshed computation
times). ILP optimisation was possible after this, and these
computation times for the skip-resolutions are summarised
in Table 4, along with all other computation times to arrive at
the previous best and the skip-resolution solutions.
The values of the hypervolumes of the Pareto front approximations in Figure 12a are also listed in Table 4, normalised to
a value of 1 by the hypervolume achieved by the previous best
solution set. The hypervolumes were calculated with respect
to a reference point at 63% for objective 1 and 54% for objective 2. Skip-5 and skip-10 hypervolume results outperform
those obtained in previous best efforts, while skip-15 and
skip-20 results are smaller, albeit only slightly.
The results of the Nelspruit problem are now presented
in the same manner to those of the Southern Cape, in the
form of Figure 13 and Table 5 – (again, the same weight
sets were used to obtain the previous best results as those
used here). In terms of the objective function values, there
is conspicuous improvement in solution quality achieved by
the skip-resolution datasets compared to the previous best
results. Solutions at skip-5 were only possible with respect
to WS1 and WS5, after which skip-6 was attempted and
solutions for all weight sets were obtained. As was observed
in the Southern Cape results, the ILP computation times
summarised in Figure 13b exhibit a steady decrease with an
increase in skip-distances.
In terms of overall computation times, presented in Table 5,
the previous best case solutions required fifteen heuristic site
thinning runs that arrived at 476 final candidate sites used to
site twenty towers [19]. The thinning process totalled 149 h
34 m (including viewshed computation times), after which
the previous best solutions were obtained by ILP optimisation
in a combined time of 1 h 59 m, – this resulted in a total
computation time of 151 h 33 m. Compared to this, in the
approach followed here, all viewsheds for this problem were
determined in 16 h 45 m for all 146 874 candidate sites with
respect to both CZs. The subsequent ILP computation times
for the skip-resolutions are summarised in Table 5. Hypervolumes in Table 5 were calculated with respect to a reference
point at 61% for objective 1 and 63% for objective 2, and were
again normalised to a value of 1 by the hypervolume achieved
by the previous best solutions. All skip-resolution results
outperform previous best efforts in terms of hypervolumes.

V. DISCUSSION
A. RESULTS ANALYSIS

The results presented in the previous section indicate clear
advantages to solving real-world multi-observer site location problems using the reduced target-resolution strategy.
This was first observed for the small problem instances,
in which the cover percentages achieved by the reduced
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FIGURE 9. Summary of the optimisation results obtained for the smooth roughness study area from Figure 3, in which observer
site-combinations ranging in number from one to ten were to be selected from 50 000 randomly selected candidate sites, and
coverage maximised with respect to the entire terrain surface at resolutions ranging from the original, and skip-1 to skip-5.
(a) Cover achieved by different numbers of observers sited, obtained using different skip-resolutions, and (b) corresponding ILP
solution times (time-axis presented in logarithmic scale).

FIGURE 10. Summary of the optimisation results obtained for the medium roughness study area from Figure 3, presented in the
same format as in Figure 9.

target-resolution solutions were compared with respect to the
cover achieved by the optimal solutions obtained for each
terrain section with respect to the original-resolution CZ. The
largest difference in cover value obtained was from 56.16%
203264

down to 55.41% – a reduction of only 0.75% – observed
for the skip-5 resolution when 8 observers are placed on
the smooth surface, yet with an ILP computation of 19 seconds compared to 7 h 56 m. Similar significant reductions
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FIGURE 11. Summary of the optimisation results obtained for the rough roughness study area from Figure 3, presented in the
same format as in Figures 9 and 10.

TABLE 4. Summary of computation times to obtain the Pareto front approximations in Figure 12a for the Southern Cape problem instance, and the
resulting hypervolume values normalised to that obtained by the previous best solutions [25].

TABLE 5. Summary of computation times to obtain the Pareto front approximations in Figure 13a for the Nelspruit problem instance, and the resulting
hypervolume values normalised to that obtained by the previous best solutions [19].

in computation times were observed for the other problem
instances, yet with even smaller deterioration in cover percentage values.
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With respect to the large problems, improved Pareto front
approximations (when comparing hypervolumes) could be
obtained in both the Southern Cape and Nelspruit problems,
203265
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FIGURE 12. Optimisation results obtained for the Southern Cape study area in Figure 4a. (a) Objective function values obtained by
skip-resolution datasets compared to previous best results [25] (clustered solutions are magnified and displayed in the two additional
frames), and (b) ILP computations times of the skip-resolution datasets (time-axis presented in logarithmic scale).

within significantly reduced computation times. In the Southern Cape problem instance, when comparing hypervolume
values in Table 4, improved Pareto fronts are observed for
the skip-5 and skip-10 resolution CZs, while those obtained
for skip-15 and skip-20 are only marginally weaker. The
improved fronts were obtained in a total computation time
of 8 h 6 m and 6 h 30 m for skip-5 and skip-10, respectively, compared to 26 h 42 m required in the previous best
effort. These total computation times take into account the
preparation required before ILP computation, which was
203266

heuristic thinning and viewshed computations in the previous
best effort, while the skip-results required viewshed computations only. In brief, the results therefore indicate better
solution quality obtained, within reduced computation times
and – perhaps most important – using a much simpler process
without any heuristic stages required.
With respect to the Nelspruit problem instance, improved
Pareto front approximations were observed for all the
skip-resolutions investigated (as indicated by the hypervolume values in Table 5), within drastically reduced
VOLUME 8, 2020
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FIGURE 13. Optimisation results obtained for the Nelspruit study area in Figure 4b. (a) Objective function values obtained by
skip-resolution datasets compared to previous best results [19], and (b) ILP computations times of the skip-resolution datasets
(time-axis presented in logarithmic scale).

computation times. Similar to the Southern Cape problem,
the reported total computation times reported in Table 5
include heuristic thinning and viewsheds for the previous
best efforts, while the skip-resolution results required the
determination of viewsheds only. The best skip-resolution
result was obtained for skip-6, within a total time of 23 h 23 m,
compared to the 151 h 33 m that was required to arrive at the
previous best effort’s front. Further reductions in computation
times are possible with larger skips, without any significant
reduction in the quality of the Pareto front, and maintaining
superiority over the previous best effort.
B. PRACTICAL IMPLICATIONS

The implications of the results presented here for
real-world placement problems are significant. The reduced
VOLUME 8, 2020

target-resolution strategy is a simple process to implement
and the only pre-optimisation requirement is the computation
of the viewsheds of all the candidate sites. In reality, determining viewsheds is a simple process and the computation
times can be reduced by distributing the workloads between
different machines. For example, the total viewshed computation times of 16 h 45 m reported for the Nelspruit problem
instance was, in fact, much less, as multiple instances of
Matlab were run simultaneously on two separate machines,
resulting in total viewshed computation times of less than two
hours.
The heuristic processes followed in previous best efforts
are sophisticated and require intimate knowledge of their
solution processes and parameters in order to be able
to implement them in pre-ILP optimisation processes.
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Simply determining viewsheds and extracting CZ-data at
specified skip-resolutions is a straightforward process, and
the preparation of data files requires generic code that can
be easily used to generate appropriate ILP-software files for
different problem instances.
In practice, implementing the reduced-target resolution
strategy hold numerous advantages for real-world problems. Take a high-stress military environment, for example,
in which decisions are often required within short timeframes.
In these environments, the area under consideration is often
known beforehand, and viewsheds can be determined well
in advance, before any decision-making is required or even
before an idea of system requirements is available. Once an
event occurs and system specifications and requirements are
clear, rapid multi-observer site locations can be determined
for facilities such as weapon sytems, radars, or combinations
of these, using the reduced target-resolution strategy directly
with ILP optimisation. This is a much simpler process than
the alternative: the heuristic process can only be followed
once system requirements are known, since the number of
facilities to place affect the best site locations returned for a
specific system. So, heuristic runs can only be performed at
the time of the event, followed by ILP optimisation, while
with the reduced target-resolution strategy viewshed computations can be determined long beforehand and only ILP
optimisation required at the onset of the event.
VI. CONCLUSION

A simple and easily replicable reduced target-resolution strategy was presented, with the main aim of reducing the complexity of large, real-world multi-observer covering location problems. The strategy not only reduced computation
times required for the location of multiple observers in large
real-world problems, it was also shown that improved solution quality may be obtained compared to previous best
efforts.
Despite a reduction in computation times and an improvement in solution quality, the strategy is significantly simpler compared to previous efforts – which first required
heuristic stages to prepare data for ILP optimisation [19],
[25]. The reduced target-resolution strategy merely requires
viewshed computations to be determined prior to ILP
optimisation.
The problems investigated here exhibited placement
requirements beyond those typically encountered in the
literature – most notably in terrain area size, observer
visibility/detection range, and the inclusion of LOS considerations. The strategy may be particularly useful in
high-stress environments in which the rapid determination of
multi-observer site locations is required, and when the problem instances are outside the bounds of tractability for global
optimisation.
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