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Abstract: As suggested by previous literature, the implied volatility surface can be 

modelled and forecasted using a parametric or non-parametric model. In this study, we 

examine whether the multi-layer perceptron neural network is able to model the shape 

and evolution of the implied volatility surface. In addition, we also evaluate the model’s 

predictability of future implied volatility and its economic significance. We provide 

empirical evidence on the Swedish OMXS 30 index option market, during a period 

between June 2016 and March 2018. As benchmarks, we compare the performance 

against a dynamic factor autoregressive model and a random walk model. The results 

show that our model performs better at modelling and forecasting implied volatility. 

Furthermore, neural network is able to capture the more nuanced non-linear 

relationships and provide a better implied volatility surface fit. In the economic analysis, 

we find that the delta-hedge portfolio can generate abnormal profits, but only before 

introducing transaction fees. 
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1 INTRODUCTION 

Since the publication of the ground-breaking Black and Scholes (1973) paper, option 

pricing has been an active area of financial research. Until this day, the Black-Scholes 

option pricing model (BSOPM) is still regarded as one of the most widely used models 

by market participants. Nevertheless, the BSOPM was based on heavily criticized 

theoretical premises, one of which is the constant volatility assumption. Consequently, 

there have been numerous attempts at relaxing and generalizing the assumptions, 

leading to an explosion of new option pricing models that rival the performance of the 

BSOPM (Bakshi et al., 1997).  

Aside from the traditional approach of modelling the option price directly, some 

researches aim at studying the implied volatility, which is the key component in 

derivative pricing models. Despite the limitations in the BSOPM, the implied volatility 

derived from its formula is still considered an important indicator to option traders, and 

in many cases has been shown to encompass information contained in historical 

volatility (Jiang and Tian, 2005). Hence, implied volatility can be used to generate 

opinion on future movement of volatility. By forecasting one step ahead implied 

volatility, one can even use this information to set up a hedge position and gain 

advantage over the market. 

Harvey and Whaley (1992) develop a linear model that can model predict implied 

volatility. Other studies have investigated different aspects of the implied volatility 

surface with a variety of parametric and non-parametric models. Recently, the 

development in machine learning and neural network has sparked more interest in 

financial applications. The multi-layer perceptron neural network model is non-

parametric and capable of modelling extremely complex functions, which could provide 

a better and more efficient solution to previous volatility models. One commonly cited 

weakness of neural network is that it is data-hungry and takes more time to train. 

However, given the growing amount of available data and rapid improvement in 

computer power, it is worth considering neural network as a potential candidate for 

modern financial modelling. 

In this paper, we ask two main research questions. First, we are interested in the ability 

of neural network to model the implied volatility surface. Previously, the majority of 

researches on this topic focused on models with roots in financial mathematics and 

econometrics. These models require several assumptions to hold which might hinder the 
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model’s applicability. On the other hand, most data-driven approaches, including neural 

network, focused on pricing option without tackling the key underlying factor which is 

volatility. Therefore, our research is among the first ones to study the performance of 

neural network in modelling implied volatility. Additionally, our research will focus on 

the Swedish market with the OMXS 30 options as proxy and use recently collected data 

between the period 06/2016 – 03/2018.  

Secondly, we would like to evaluate the performance of neural network in forecasting 

future implied volatility and delta-hedging. For this research question, we follow the 

approach in Goncalves and Guidolin’s (2006) and Bernales and Guidolin (2014) in 

measuring the economic significance through the trading of a delta-neutral portfolio. 

Our focus is to investigate whether a strategy can be devised to make abnormal profits 

using the model’s forecast. For both research questions, we benchmark the neural 

network’s results against a vector-autoregressive model and a random walk model. 

Our paper is structured as followed. In the next section, we will provide a theoretical 

discussion on implied volatility as well as previous approaches and implementations at 

modelling the implied volatility surface. In section 3, we will familiarize readers with the 

definition and functions of the artificial neural network, concluded with a literature 

review on neural network application in derivative pricing. In section 4, we present our 

data collection procedure and the descriptive statistics of data. In section 5, we will 

discuss our research methodology, including the steps in preparing the data for analysis, 

the design of our neural network architecture and the performance evaluation methods 

from both statistical and economic perspective. In section 6, we will present our analysis 

of the empirical results in order to answer the two research questions. Finally, we provide 

a conclusion of the results and discussion of key issues and future research. 
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2 IMPLIED VOLATILITY MODELLING 

2.1 Implied Volatility 

In financial market, volatility is usually associated with random movements of asset price 

and the uncertainty of the returns of the asset. While there is no exact definition of 

volatility, a common measure is the variance (σ2) or standard deviation (σ) of the asset 

returns over a specified period of time, as defined in the formula 

 𝜎𝜎�2 =  
1

𝑁𝑁 − 1
�(𝑅𝑅𝑡𝑡 − 𝑅𝑅�)
𝑁𝑁

𝑡𝑡=1

 (1) 

 

Where N is the number of observations in the sample period, Rt is the log return of the 

asset at time t, and 𝑅𝑅� is the mean log return over the period. 

The volatility measure in Eq. (1) is also referred to as realized volatility, or historical 

volatility, since it relies on past observations and does not neccessarily reflect current 

market sentiment (Bouzoubaa and Osseiran, 2010). To describe present market’s 

expectation on future volatility, an implied volatility is often derived from an option 

pricing model. In this paper, implied volatility is defined as the volatility parameter that 

can be plugged into the Black-Scholes model to get the current market price for the 

option. The BSOPM for a Call option Ct at time t is described through the formula 

 

𝐶𝐶𝑡𝑡 =  𝑆𝑆𝑡𝑡𝑁𝑁(𝑑𝑑1) − 𝐾𝐾𝑒𝑒−𝑟𝑟(𝑇𝑇−𝑡𝑡)𝑁𝑁(𝑑𝑑2) 
 

                                     𝑑𝑑1 =  
−𝑙𝑙𝑙𝑙 𝐾𝐾𝑆𝑆𝑡𝑡

+ �𝑟𝑟 + 𝜎𝜎2
2 � (𝑇𝑇 − 𝑡𝑡)

𝜎𝜎√𝑇𝑇 − 𝑡𝑡
 

 
                                     𝑑𝑑2 =  𝑑𝑑1 −  𝜎𝜎√𝑇𝑇 − 𝑡𝑡 

 

(2) 

Where St is the spot price of the underlying asset at time t, K the strike price, r the risk-

free interest rate, T-t the time to maturity, N(d) the cumulative distribution function of 

the normal distribution, and 𝜎𝜎 the volatility of the asset.  

The implied volatility has a forward-looking characteristic and reflects the market 

consensus of future price volatility of the underlying asset. Since there exists a unique 

implied volatility for each option at any given time, it is often also used for quoting option 

instead of the market price. Implied volatility, however, is not dependent on the unit of 
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option premium nor the option’s intrinsic value, which carries no information value 

(Carr and Wu, 2010). The relationship between option price and volatility in the Black-

Scholes framework is described by the option’s vega, which is the sensitivity of the 

option’s value to a change in volatility. For call and put European options, vega will 

always be positive, implying that an increase in implied volatility will cause option price 

to go up and vice versa. Such intimate connection has given rise to the importance of 

modelling implied volatility for option pricing purpose. Another motivation for 

developing an implied volatility model, instead of directly forecasting option price, is the 

possibility to exploit the dynamics of the implied volatility surface and improve the 

option pricing and hedging process, as noted in Heston and Nandi (2000) and Cont and 

Fonseca (2002). 

2.2 The Implied Volatility Surface 

One of the assumptions made by the BSOPM is that volatility (𝜎𝜎) is constant over the 

entire asset life. This assumption has been proven wrong empirically on many occasions, 

as implied volatility is observed to vary according to the option’s strike price and 

maturity. Rubinstein (1994) challenges the reliability of Black-Scholes model by using a 

minimax statistic to calculate the model’s pricing errors on the S&P 500 index options. 

The author finds that the model’s performance has deteriorated significantly after the 

1986 market crash, and attributes it to the increasing implied volatility among low 

striking price options. An explanation was offered regarding trader’s psychology of 

fearing another crash, thus putting a higher premium on options carrying lower strike 

price than the current index level. When the market expectation of a downward move is 

higher than an upward move, put options are more valued since they provide protection 

against stock price drop, causing out-of-the-money (OTM) puts to have higher implied 

volatility than OTM calls (Bouzoubaa and Osseiran, 2010). Another possible explanation 

is related to the leverage of a company, since a drop in equity value would cause leverage 

and risk to increase, which is usually followed by a surge in volatility (Hull, 2014). This 

non-constant volatility across different strike prices characteristic is often called 

“volatility skew” in the particular equity and index options market. In other markets such 

as currency or commodity, the skew can exhibit a different curve shape instead of a 

decreasing function. 

Implied volatility has also been shown to be a varying function of time to maturity. 

Shastri and Tandon (1986) develop a model for options on S&P 500 futures contracts 

and find that implied volatility is stable across option types but vary significantly across 
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different maturities. Xu and Taylor (1994) show that there is often a large percent 

difference between short-term and long-term expectation of volatility, which explains 

the term structure effect on implied volatility. The authors also observe that the volatility 

slope against maturity does not have a stable direction and that reversion occurs 

frequently. A possible explanation is that the term structure will have an upward slope 

when near-term volatility is low, since there is the expectation that volatility will rise and 

converge to long-term level. Conversely, when near-term volatility is deemed to be high 

compared to historical observation, the market expects a decline in volatility to happen 

(Hull, 2014). 

 

Figure 1 Implied Volatility skew 

When implied volatility is plotted against both strike price and maturity, we can 

construct a three-dimensional implied volatility surface (IVS). The implied volatility for 

different strikes and maturities do not evolve independently and they are highly 

correlated multivariate system (Cont and Fonseca, 2002). It is, however, always 

observable and can be derived from market data. The IVS reflects current expectation 

and can be extracted from a cross-sectional of option prices at a specific point of time. 

Thus, it is important for market traders to continuously monitor and calibrate option 

pricing models to the current IVS (Haerdle et al., 2005). 

2.3 Modelling the Dynamics of Implied Volatility Surface 

Several researches have attempted to model and forecast implied volatility. While the 

BSOPM is praised for its parsimony and relatively good performance, it is considered not 

optimized as the volatility assumption must be constantly changed to match the market 

price. Given the non-flat characteristics of the IVS, a few option pricing models have tried 

to capture the dynamics of the surface and provide more accurate volatility prediction 
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for pricing option. Traditionally, these models attempt to incorporate more degrees of 

freedom to acknowledge the empirical dynamics of the volatility that can not be 

expressed in the BSOPM. The instantaneous variance can be specified either as a 

stochastic factor or as a mapping function of strike and time-to-maturity. 

 

Figure 2 Implied Volatility surface of S&P 500 options, March 1999 (Cont and 
Fonseca, 2002) 

The first approach is a proposed stochastic volatility model. While the Black-Scholes 

model only contains one stochastic component in the stock price, the stochastic option 

pricing model, first developed by Hull and White (1987), also specifies a random process 

for volatility and use numerical methods to solve the two partial differential equations 

simultaneously. Heston (1993) suggests a closed-form solution to the price of a European 

call option. The model shows ability to explain the dynamics between the spot asset price 

and volatility, and to correct misspecification in Black-Scholes model when asset price 

level does not follow a log-normal diffusion process, i.e. presence of jumps. However, the 

weakness of the stochastic model is the instability of parameters with regards to the term 

structure of implied volatility (Bates, 1993). This is due to the model being more 

complicated to compute and calibrate to the current option price, usually resulting in 

non-optimal parameters (Gatheral, 2011). Moreover, the stochastic volatility model also 

requires an unrealistically high number of parameters in order to match all the observed 

option prices (Hafner and Schmid, 2005). 

A different approach is to construct a local volatility model, which relies on the theory 

that risk-neutral density could be extracted from the market option prices (Gatheral, 
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2011). As noted by Derman and Kani (1994), a function 𝜎𝜎(𝑡𝑡, 𝑆𝑆) can be specified under the 

risk-neural assumption, such that when an asset evolves according to a Brownian motion 

process, the model with local volatility function can produce an option price that matches 

exactly the market price. The squared local volatility can be viewed as a conditional 

expectation of instantaneous variance in the stochastic volatility model and can be 

computed using the Dupire (1994) formula (Gatheral et al., 2012). The main challenge 

to modelling implied volatility is that, according to Cont et al. (2002), while the model is 

capable of generating a perfect fit of the static IVS, future estimation of the volatility 

smile becomes highly unreliable, which results in bias estimation of forward option price. 

In short, although the IVS can be derived indirectly from the stochastic and local 

volatility model through numerical methods, the results are most of the time non-

optimal. The stochastic volatility model cannot store enough parameters to produce the 

empirically observed IVS, and the local volatility model cannot capture changes in the 

shape of IVS beyond today’s market. Consequently, several studies aimed at finding a 

more efficient approach to modelling the IVS. In this area of research, the IVS is directly 

fitted to the market data either by a parametric or non-parametric model. Cont and 

Fonseca (2002) construct a smooth IVS using a non-parametric estimator and apply 

principal component analysis on the time series of random volatility surfaces to 

determine the important factors to the variation of IVS. The empirical results on the S&P 

500 and FTSE 100 index options indicate that the shift in volatility level, volatility skew 

and the convexity of the surface can explain most of the variance. Fengler (2005) use 

polynomial regression spline to estimate an arbitrage-free smoothing function of the 

IVS, which is applied empirically by Orosi (2012) to show superior results of the option 

pricing function in replicating the observed IVS. However, the arbitrage condition does 

not extrapolate well outside the interpolating region. 

The parametric approach to modelling the IVS also attracted many researchers. Dumas 

et al. (1998) discusses the economic viability to fit a deterministic volatility model 

inspired by implied volatility tree to the cross-section of quoted option prices. The 

volatility function takes a quadratic form that resembles the parabolic shape of the S&P 

500 options IVS. The authors find that while the model can capture the volatility skew in 

in-sample test, it underperforms the BSOPM in out-of-sample forecast. Goncalves and 

Guidolin (2006) propose that the variation in IVS over time should also be considered 

and develop a two-step modelling procedure, combining a cross-sectional regression 

model for fitting the IVS for each day and a time-series model of a vector autoregression 
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(VAR) type to capture the time effect in the vector of estimated coefficients in the cross-

sectional model. In the first step, implied volatility is specified as a function of 

moneyness and time to expiration. The joint model shows improvement both statistically 

and economically over the static model, suggesting that time variation is an important 

component in modelling the IVS. Bedendo and Hodges (2009) and Chen et al. (2016) 

use a nonlinear Kalman filter as a combined approach to the two-steps model, which 

results in more robust estimation of model parameters. The Kalman approach is also 

employed in Wang et al. (2017)’s dynamic factor model, which empirically showed 

comparable fitting and prediction performance compared to the VAR approach. Van der 

Wel et al. (2016) attempt three different setups of dynamic factor model, including a 

general, a restricted factor and a splined-based model for modelling the IVS. Overall, the 

dynamic factor model family has shown promising results in modelling the direct static 

IVS and capturing the dynamics of the surface’s evolution.  
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3 ARTIFICIAL NEURAL NETWORK 

3.1 Multi-layer Perceptron Neural Network 

The neural network is a system of multiple processing elements that seeks to recognize 

relationships hidden in the dataset. In finance, neural network is used to assist the 

development of predictive model, whose applications have been observed in time series 

forecasting, risk modelling and derivative pricing (McNelis, 2005). There are different 

types of neural network, including feedforward, radial basis function, recurrent and 

convolutional network, among other derivative members. The multi-layer perceptron 

(MLP) is a class of feedforward neural network and is the most commonly used network 

model in option pricing. The success of an MLP network lies in the design of its 

architecture, the utilization of the activation function and the backpropagation 

algorithm. 

3.1.1 The Network Architecture 

The idea of a neural network is inspired by how neurons in the human brain function. A 

neural net contains one input layer, one output layer and one or multiple hidden layers 

in between. The layers are densely connected by processing neurons, also called nodes, 

which allow information to flow through the network in a feed-forward fashion, starting 

from the input nodes and ends at the output nodes. The network is designed to receive 

input data and interpret them from a machine learning perception, with the aim of 

recognizing and extracting patterns. A trained neural network can be fed with new 

unseen data and make accurate prediction. 

 

Figure 3 Neural Network architecture 
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The MLP neural network was developed and popularized by Rumelhart et al. (1986). An 

example network architecture is shown in Figure 3. According to Bishop (1995), a 

network with one hidden layer is sufficient to model most non-linear patterns. Adding 

more hidden layers would increase the network complexity, but is occasionally required 

for extremely sophisticated problems. 

3.1.2 Activation Function 

Earlier, McCulloch and Pitts (1943) propose the algorithm for a simple network, called 

perceptron, in a feed-forward network. The perceptron is assigned different weights for 

each input and relies on a threshold activation function to determine the output value. 

In a classification problem, the output either takes the value of 1 if the weighted sum 

exceeds the threshold, and 0 otherwise. 

 

Figure 4 Simple Perceptron function 

Given a weight vector w = (w1, w2, w3, …, wn) and the input vector x = (x1, x2, x3, …, xn), 

the weighted sum for the unit perceptron is 

 𝑧𝑧(𝑤𝑤, 𝑥𝑥, 𝑏𝑏) = 𝑤𝑤𝑇𝑇𝑥𝑥 + 𝑏𝑏 (3) 
 

Where b is the bias term usually included in approximating a linear function. 

The threshold rule for perceptron output can then be stated in algebraic form as 

 𝑦𝑦(𝑧𝑧) =  �0 𝑖𝑖𝑖𝑖 𝑧𝑧 ≤ 𝑡𝑡ℎ𝑟𝑟𝑒𝑒𝑟𝑟ℎ𝑜𝑜𝑙𝑙𝑑𝑑
1 𝑖𝑖𝑖𝑖 𝑧𝑧 > 𝑡𝑡ℎ𝑟𝑟𝑒𝑒𝑟𝑟ℎ𝑜𝑜𝑙𝑙𝑑𝑑  (4) 

 

By adjusting the value of the weight vector, including the bias, it is possible to guide the 

network to learn and minimize the error between the output of the neurons on the output 
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layer and the actual output. However, a few problems arise with the perceptron that use 

the threshold function when the network contain hidden layer (an MLP network). When 

the final output does not match the actual value and the weights needs adjustment, a 

small change in one input weight can trigger the threshold level and cause one neuron 

on the hidden layer value to flip, leading to a drastic change in the entire network 

behaviour. To overcome this issue, the network could use another activation function 

such as the sigmoid function, which maps the weighted sum to a monotonically 

increasing domain in the range of [0, 1], instead of a binary 0 or 1 output value. The 

sigmoid function is described as 

 𝑦𝑦(𝑤𝑤, 𝑥𝑥, 𝑏𝑏) =  
1

1 + 𝑒𝑒−(𝑤𝑤𝑇𝑇𝑥𝑥+𝑏𝑏)
 (5) 

 

The sigmoid function is useful because it doesn’t cause discrete jump in the neuron 

output value after each weight update, allowing the network to gradually learn towards 

a satisfying outcome. Another advantage lies in the differentiability of the function, 

which is important for backward weight update using backpropagation. 

3.1.3 Gradient Descent and Backpropagation 

The squared error function is commonly used for calculating the network output error. 

When there are more than one neuron in the output layer, the sum of squared error (SSE) 

can be used to get the total error. The SSE is formulated as 

 𝐸𝐸𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 =  �
1
2
�𝑦𝑦𝑖𝑖,𝑡𝑡𝑎𝑎𝑡𝑡𝑎𝑎𝑡𝑡𝑡𝑡 −  𝑦𝑦𝑖𝑖,𝑛𝑛𝑛𝑛𝑡𝑡𝑤𝑤𝑡𝑡𝑟𝑟𝑛𝑛�

2
𝑛𝑛

𝑖𝑖=1

 (6) 

 

Where 𝑦𝑦𝑡𝑡𝑎𝑎𝑡𝑡𝑎𝑎𝑡𝑡𝑡𝑡 is the actual target output, 𝑦𝑦𝑛𝑛𝑛𝑛𝑡𝑡𝑤𝑤𝑡𝑡𝑟𝑟𝑛𝑛 is the network output and k is the 

number of output neurons. 

The SSE function is used with the training set and measures the network performance. 

The goal is to find the weight vector w such that 

 𝑤𝑤 = arg min
𝑤𝑤

𝐸𝐸𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 (7) 
 

In order to minimize the error, the network needs to be trained through a process called 

optimization. An effective method is gradient descent, where the global minimum of the 
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error function is gradually reached after each iteration by calculating the gradients and 

updating the weights according to a learning rate. A gradient is simply the partial 

derivative of 𝐸𝐸𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 with respect to each weight, and the learning rate is defined to speed 

up or slow down the process of finding global minimum. 

In practice, the gradient can be calculated using backpropagation technique. In a MLP 

network, the gradient to the ith weight that contributes to weighted sum of kth node on 

the jth layer is calculated as 

 
𝜕𝜕𝐸𝐸𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡
𝜕𝜕𝑤𝑤𝑗𝑗𝑛𝑛𝑖𝑖

=
𝜕𝜕𝐸𝐸𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡
𝜕𝜕𝑦𝑦𝑗𝑗𝑛𝑛

∗
𝜕𝜕𝑦𝑦𝑗𝑗𝑛𝑛
𝜕𝜕𝑧𝑧𝑗𝑗𝑛𝑛

∗
𝜕𝜕𝑧𝑧𝑗𝑗𝑛𝑛
𝜕𝜕𝑤𝑤𝑗𝑗𝑛𝑛𝑖𝑖

 (8) 

 

The gradient in Eq. (8) can be achieved by taking derivatives of (3), (5) and (6). The 

weight value is then adjusted with the learning rate 𝛼𝛼, such as 

 𝑤𝑤+ = 𝑤𝑤 −  𝛼𝛼 ∗
𝜕𝜕𝐸𝐸𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡
𝜕𝜕𝑤𝑤

 (9) 

 

3.2 Neural Network in Option Pricing and Implied Volatility Forecast 

Given that the shape and behaviour of the IVS are highly sophisticated and require a 

complex understanding of the option and underlying price process characteristics, a non-

linear, non-parametric neural network model could yield more success than traditional 

approaches. Hornik (1991) shows that the multilayer feedforward architecture gives 

neural network the ability to approximate any continuous function, given that an 

adequate number of hidden neurons are specified. Another advantage is that the network 

is purely data-driven and does not make assumption regarding the underlying variable, 

therefore is not subjected to a specific configuration (Mostafa et al., 2017). 

One of the earlier well-known attempts at using neural network in option pricing is in 

Hutchinson et al. (1994), who compare three different types of non-parametric network: 

radial basis function, MLP and projection pursuit regression. The main task is to learn 

and produce the option price from the Black-Scholes formula with sufficient accuracy to 

be used in practical position hedging. Given the stock price, the strike price and time to 

maturity as inputs, the network models are found to have the ability to estimate option 

price that is difficult to distinguish from Black-Scholes calculation. A delta hedge 

position based on the predicted price value is then performed and hedging error is 

collected for performance comparison. While the learning networks show higher error in 
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simulated experiments, the out-of-sample tests on the S&P 500 futures show that the 

BSOPM underperforms, due to many of its assumptions being violated in practice. With 

this result, the authors point out that the neural network approach is promising when 

there is uncertainty about the specification of the asset price process. 

Amilon (2003) use daily closing price of the Swedish OMX index and the index European 

call option to train an MLP network, with the inputs being the index value, the strike 

price, time to maturity in trading days, time to maturity in calendar days, risk-free rate 

and additional inputs depending on the model specification. The MLP networks have one 

hidden layer with varying number of neuron units. The learning procedure involves 

training the models on the first four months training set, followed by validation on the 

next two months and evaluating the model with lowest validation error on the fifth 

month. The target is the option bid and ask price instead of an average price. The MLP 

networks were compared to two BSOPM benchmarks: one with historically estimated 

volatility and one with implied volatility calibrated daily to match with the market at-

the-money (ATM) option for a maturity. The results show that the MLP network models 

generally perform better than the BSOPM in terms of both pricing accuracy and hedging 

error. It is also found that MLP networks that use additional inputs solely from the 

underlying asset time series give better hedge than those with incorporated information 

from option prices.  

Many other papers support the view that neural network is capable of outperforming the 

Black-Scholes and other parametric models, with empirical evidence from different 

markets. Geigle and Aronson (1999) train ten neural networks on the S&P 500 options 

data, classified by term structure and intrinsic value, and report significantly better 

performance on in-the-money (ITM) and OTM options, the areas where BSOPM is most 

inconsistent. Yao et al. (2000) report similar results for the Nikkei 225 index, suggesting 

that the neural network model is preferred to the BSOPM when the market is more 

volatile. Liang et al. (2009) develop a framework where neural network is used to 

improve the non-linear errors of refined parametric models. Investigated parametric 

models include the binomial tree, the finite difference and Monte Carlo method. The 

study is conducted on the Hong Kong option market, with results indicating that the 

neural network approach is able to reduce forecast errors made by parametric models, 

and the MLP network performs better than the linear network. 

Anders et al. (1998) show that statistical inference techniques can be used to build a 

parsimonious network with only a few significant inputs and three hidden neurons, while 
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also report superior out-of-sample performance with little overfitting. Garcia and 

Gençay (2000), who study the S&P 500 European call options, point out that the network 

ability to generalize can be further improved by following the homogeneity hint approach 

in constructing the inputs, i.e. using asset price divided by strike price (S/K or 

moneyness) instead of S and K separately and break down the network price function 

into two parts, one controlled by S/K and the other one by time to maturity. Bennell and 

Sutcliffe (2004) conduct a similar research on the FTSE 100 index and also report 

superiority of models with homogeneity hint, while noting that the size of the training 

set should also be kept moderate as to avoid overfitting. The homogeneity hint network 

is revisited by Gradojevic et al. (2007), albeit with a different focus on building a modular 

neural network. The idea is that the data surface can have highly volatile region followed 

by a stable sequence, therefore it would be more efficient to partition the network into 

different modules based on a combination of moneyness and maturity values, each 

handles the feed-forward function on the respective data region. In the paper, nine total 

network modules train independently and interact with each other to produce the out-

of-sample prediction. The results show that neural net model with modularity 

consistently outperforms not only Black-Scholes model but also neural network models 

with hint. 

A hybrid option pricing approach is adopted in Meissner and Kawano (2001), utilizing 

the GARCH model to estimate historical volatility, which is then incorporated into the 

neural network model as input. The study also compares four different types of network: 

radial basis function, probabilistic generalized regression, linear and MLP. The study is 

done on a number of high-tech stock options, and the network structure varies 

depending on the stock. The results show that all network models outperform BSOPM, 

while MLP network performs the best, followed by radial basis function network. A 

similar study by Wang (2009) experiments also the GJR–GARCH and Grey-GJR–

GARCH approach in estimating volatility to capture the asymmetric characteristic. 

While most researches using neural network try to directly model option price with 

relative success, there are also a few attempts at putting a more focused attention on 

volatility and the IVS. Malliaris and Salchenberger (1996) develop a neural network with 

one hidden layer containing 7 nodes to forecast implied volatility for the S&P 100 index 

options. The selection of input variables is done by testing the reduction in network error 

after variable inclusion. A total of 13 variables are used to feed the final learning network, 

all of which are derived solely from call and put options data. The output predicts implied 
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volatility derived from the Black-Scholes formula for ATM call option. The performance 

is measured by mean squared error (MSE), mean absolute deviation (MAD) and the 

number of times the volatility direction is correctly predicted. The results show that the 

neural network model can produce highly accurate daily forecast of volatility preferred 

by traders. Days to expiration, change in closing price and sum of call strike price and 

market price are also found to be the most influential predicting variables. 

Gonzalez Miranda and Burgess (1997) develop a neural network model to model the time 

variation of implied volatility using data from the Ibex35 index options and compare its 

performance to a moving average (MA) and linear regression model. The selection of 

input variables is done by including all suspected variables in a linear regression on the 

change in implied volatility, followed by eliminating insignificant variables one by one 

using backward stepwise variable selection procedure. The surviving variables to be used 

as inputs for the neural network are moneyness, lagged index return, lagged implied 

volatility to capture the persistence in volatility level, and dummy variables that describe 

the weekend and overnight effect. The final network has 6 inputs, one hidden layer with 

4 nodes and one output node. The results indicate that neural network produce lower 

error for out-of-sample forecast compared to the MA(1) and linear regression model. On 

variable analysis, it is found that lagged implied volatility has strong negative influence 

up to third degree, suggesting a presence of mean reversion. On the other hand, the 

magnitude of index price movement is positively correlated to change in implied 

volatility, while the influence of moneyness is minimal when it is close to zero. 
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4 THE DATA 

The Swedish OMX Stockholm 30 index (OMXS30) is selected as the underlying security 

for the empirical analysis. The index is a market weighted price index which consists of 

30 most actively traded stocks on the Stockholm Stock Exchange. The index composition 

is reshuffled semi-annually on January 1 and July 1. The daily closing price of the index 

is used in our analysis. 

Data for European call and put options on the OMXS30 are obtained from Thompson 

Reuters Datastream between the periods June 2016–March 2017 and June 2017–March 

2018, following the suggestion by Amilon (2003) to avoid periodic dividend payments in 

April and May and adjustments of the index. As a result, the dividend yield is zero for the 

research period. The daily time series of market price and implied volatility, calculated 

according to the Black-Scholes model, are retrieved from Datastream for each option. On 

any trading day, there are option contracts with 5 different maturity dates. An option 

contract has a size of the index points multiplied by 100 SEK and a tick size of 0.01 SEK, 

such that each tick movement in the option price will generate a 1 SEK profit/loss on the 

contract. The majority of option contracts have a lifetime of 3 months, except for options 

expiring in March, June, September and December which can be traded up to one year 

before expiration. 

For risk-free rates, the Stockholm Interbank offered rates (STIBOR) provided by the 

Stockholm Chamber of Commerce are used for the analysis. Since the 12-months 

STIBOR was discontinued since 2013, the 2-year Swedish Government Bonds rate is 

used instead for more distant expirations. The rates are linearly interpolated to match 

with each observation’s time to maturity. 

A few criteria were applied in preparing the dataset, based on the approaches in Heston 

and Nandi (2000) and Bakshi et al. (1997). First, deep in-the-money (DITM) options 

with an absolute moneyness higher than 0.05 are excluded, since these options usually 

have low liquidity and contain little information on implied volatility movement. We 

define moneyness as the natural log of strike price divided by forward index price, such 

that moneyness equals zero for at-the-money (ATM) options. Second, we also eliminate 

other options that are infrequently traded for liquidity issue. To identify ill-liquid 

options, we dropped all observations that experience zero daily change in option price. 

Third, options with price less than 0.1 SEK are excluded, since prices that are close to 

tick size are unreliable and might not reflect correct valuation of the option. Fourth and 
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finally, preliminary examination shows that options close to maturity are extremely 

volatile, thus all observations that have a time to maturity of 14 days or less are dropped 

from the dataset. The final dataset is reduced to 2277 option contracts and 83270 daily 

observations. In total, there are 360 trading days recorded and 231 call and put options 

are traded each day on average. 

  Training 
 

Testing 
 

  Short Medium Long Short Medium Long 

ITM Obs. 3705 7632 2585 1335 2367 533 

 Avg. .153 .156 .164 .12 .123 .13 

 Std. .05 .039 .034 .032 .023 .024 

OTM Obs. 4262 7830 3357 1367 2348 566 

 Avg. .155 .157 .168 .122 .124 .132 

 Std. .05 .041 .039 .026 .023 .024 

DOTM Obs. 5566 17007 14721 1529 4538 2022 

 Avg. .257 .212 .219 .22 .181 .194 

 Std. .13 .088 .076 .091 .073 .068 

Total Obs. 66665 16605 

 Avg. .193 .157 

 Std. .081 .066 

 Min .027 .027 

 Max .945 .839 

Table 1 Descriptive Statistics 

The whole dataset is then split into a training set and a testing set. The training set is 

used for neural network learning and validation of the model’s performance is carried 

out on the testing set.  The training period is from June 2016 to September 2017 and the 

testing period is from October 2017 to March 2018. The descriptive statistics of implied 

volatility for both data sets are summarized in Table 1, partitioned by moneyness (m) 

and time to maturity (TTM). An option is in-the-money (ITM) if m < 0 for call and m > 

0 for put; out-of-the-money (OTM) if 0 ≤ m ≤ 0.05 (call) and -0.05 ≤ m ≤ 0 (put); and 

deep out-of-the-money (DOTM) if m > 0.05 (call) and m < -0.05 (put). An option is 

classified as short-term if TTM < 30 days; medium-term if 30 ≤ TTM ≤ 90 days; and 
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long-term if TTM > 90 days. The reported statistics are number of observations, the 

average value and standard deviation of implied volatility. For the whole training and 

testing sets, the maximum and minimum value are also reported. 

Table 1 shows that the majority of observations is comprised of DOTM options, while the 

number of ITM and OTM options are relatively balanced in both training and testing set. 

Most observations are options with TTM between 30 and 90 days. While standard 

deviation of implied volatility is usually at a similar level for medium-term and long-term 

options, we notice that short-term options’ implied volatility is visibly more volatile. This 

observation is only less pronounced in OTM testing set. It however signals that short-

term options could be a special region with different characteristics than options with 

longer TTM. 

 

Figure 5 Daily average observed implied volatility between 06/2016 and 03/2018 

Note: The period 04/2017 to 06/2017 is not included in the dataset 

When comparing the statistics between training set and testing set, we notice that the 

train/test observation ratio is consistent in most partitions, except for long-term DOTM 

options which are highly underrepresented in the testing set. Implied volatility is higher 

on average in the training data and is also noisier. To investigate the difference, we 

plotted the mean implied volatility of all options for each day throughout the whole 

research period in Figure 5. A downward trend can indeed be observed and there is less 

noise in the testing period. This can potentially create a challenge for static prediction 

model, since a model that use training data may not be able to learn the temporal 



 19 

evolution of implied volatility to make accurate prediction on the testing set. On the other 

hand, a more volatile training set could be beneficial to the performance of the neural 

network, since more information with different characteristics can be introduced during 

learning phase. The minimum and maximum values of the testing set are also within the 

range of the training set, which is another advantage since the trained network could 

avoid encountering unfamiliar situations when predicting new data. 

To visualize the IVS, we plotted implied volatility against moneyness and time to 

maturity in Figure 6. Even though the surface was not fitted to create a smooth 

representation, we can still observe a distinctive skew pattern along the moneyness axis. 

Implied volatility appears to be highest when moneyness is extremely negative (ITM call 

and OTM put options) and lowest when moneyness is around zero and the option is near 

the money. On the time to maturity axis, its relationship with implied volatility appears 

to be negatively correlated, suggesting that participants perceive future market to be 

calm and less volatile. Overall, the IVS of the OMXS30 index options is similar in shape 

to previously studied markets; and there are potentially meaningful relationships that 

can explain the dynamics of implied volatility.  

 

Figure 6 Implied Volatility Surface of the dataset 
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5 METHODOLOGY 

5.1 Data Preprocessing 

In order for a neural network to maximize its performance, the input features need to 

contain deep knowledge about the approximated function. In addition, the features 

should have desirable characteristics that are helpful to the network learning algorithm. 

Therefore, in this section we will describe our procedure in selecting and preparing the 

input features presented to the neural network model. 

The two fundamental characteristics of an option are moneyness and time to maturity. 

To make the moneyness measure meaningful across options with different expiration 

dates, we consider the log forward moneyness which takes into account the terminal 

asset price at delivery to be more appropriate. Using forward moneyness would also 

reduce the number of inputs by factoring in interest rate in the forward price. 

Accordingly, we denote moneyness m and annualized time to maturity τ respectively as 

 𝑚𝑚 = 𝑙𝑙𝑜𝑜𝑙𝑙 �
𝐾𝐾

𝑆𝑆𝑡𝑡𝑒𝑒𝑟𝑟(𝑇𝑇−𝑡𝑡)� (10) 

 

and 

 𝜏𝜏 =
𝑇𝑇 − 𝑡𝑡
365

 (11) 

 

Where K is option strike price, St is spot asset price, r is the risk-free rate, T is contract 

expiration date and t is current date. 

For a fixed (K, T), implied volatility is a stochastic process and for a fixed t, it is 

characterized by maturity T and strike price K (Cont and Fonseca, 2002). Assuming a no 

arbitrage and frictionless market in which the asset price process follows a geometric 

Brownian motion 

 𝑑𝑑𝑆𝑆𝑡𝑡 =  𝜇𝜇𝑆𝑆𝑡𝑡𝑑𝑑𝑡𝑡 +  𝜎𝜎𝑆𝑆𝑡𝑡𝑑𝑑𝑊𝑊𝑡𝑡 (12) 
 

The Black-Scholes implied volatility σtBS then satisfies 

 ∃!  𝜎𝜎𝑡𝑡𝐵𝐵𝐵𝐵(𝐾𝐾,𝑇𝑇) > 0, 
 

𝐶𝐶𝐵𝐵𝐵𝐵�𝑆𝑆𝑡𝑡 ,𝐾𝐾, 𝜏𝜏,𝜎𝜎𝑡𝑡𝐵𝐵𝐵𝐵(𝐾𝐾,𝑇𝑇)� =  𝐶𝐶𝑡𝑡∗(𝐾𝐾,𝑇𝑇) 
(13) 
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Where CBS is the theoretical option price and 𝐶𝐶𝑡𝑡∗ is the market price. 

The monotonicity of the Black-Scholes option price as an increasing function of 

𝜎𝜎𝑡𝑡𝐵𝐵𝐵𝐵(𝐾𝐾,𝑇𝑇) means that a positive unique solution for implied volatility exists (Cont and 

Fonseca, 2002). After normalization by the spot price 𝑆𝑆𝑡𝑡, implied volatility can also be 

written as a function I of moneyness m and time to maturity τ 

 𝐼𝐼: (𝑡𝑡,𝑚𝑚, 𝜏𝜏) → 𝜎𝜎𝑡𝑡𝐵𝐵𝐵𝐵(𝑚𝑚, 𝜏𝜏) (14) 
 

Cont and Fonseca (2002) found that the IVS 𝐼𝐼𝑡𝑡(𝑚𝑚, 𝜏𝜏) tends to fluctuate and implied 

volatility display high autocorrelation and mean reverting behaviour. To capture the 

dynamic changes in the shape and level of the IVS, we incorporate additional engineered 

features that represent the explanatory power of past IVS states into our model. More 

specifically, at each time t we estimate by ordinary least square (OLS) three simple linear 

regressions for implied volatility from cross-sectional lagged market data up to three 

days prior. 

 𝜎𝜎𝑖𝑖,𝑡𝑡𝐵𝐵𝐵𝐵 =  𝛽𝛽0 + 𝛽𝛽1𝑚𝑚𝑖𝑖 + 𝛽𝛽2 𝜏𝜏𝑖𝑖 + 𝜖𝜖𝑖𝑖,𝑡𝑡 (15) 
 

Where 𝜖𝜖𝑖𝑖,𝑡𝑡 is the error term; i = 1, …, N options available at time t and 𝑡𝑡 =

{𝑡𝑡 − 1, 𝑡𝑡 − 2, 𝑡𝑡 − 3}. 

The coefficients set for each regression is then used to predict the value of implied 

volatility at time t, and the predicted values are included as features in the ensembled 

neural network model. 

The final step in the pre-processing procedure is standardization of the dataset.  The 

purpose is to normalize the data into a range familiar to the activation function and to 

mitigate the effect of outliers. The input features are transformed by removing the mean 

and scaled to unit variance. After the transformation, all inputs fed to the neural network 

have a mean of zero and are normally distributed with a standard deviation of one. 
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5.2 Designing the Neural Network 

5.2.1 Network Architecture 

Given the observed disparities between different regions on the IVS, in particular the 

highly volatile areas at the far ends of the moneyness axis and short-term maturity, it 

could be less efficient for a single network to approximate a complicated function 

describing the whole IVS and its generalization accuracy might be impaired as a result. 

In order to create a model that is optimal for heterogeneous data, we follow the modular 

approach in Gradojevic et al. (2007) by partitioning the network into several modules. 

The architecture and workflow of the network is illustrated in Figure 7. The complete 

network will contain 6 individual MLP networks, each is activated for a separate 

combination of (m, τ) inputs. The categories for m are ITM, OTM and DOTM, while the 

categories for τ are short-term and medium/long-term. Combining both criteria yields 6 

(m, τ) input partitions. The partition rule for call options is summarized in Table 2 and 

can also be a reference for put options by replacing (m) with (-m). This partition scheme 

takes advantage of the knowledge about the structure of input data sets and should allow 

the networks to specialize on different data regions, thus making better generalization 

on the testing data.  

At initialization, each individual network module under the master model is assigned the 

same structure and parameters. The modules are trained in parallel with different 

subsets of data and the estimated parameters are saved for each module. During out-of-

sample prediction, only one corresponding network will become active based on the (m, 

τ) inputs of the testing example. 

 m < 0 0 ≤ m ≤ 0.05 m > 0.05 

τ < 30 Module 1 Module 2 Module 3 

τ ≥ 30 Module 4 Module 5 Module 6 

Table 2 Partition rules for dividing the network into different modules 

Note: The partition rules are applied to call options. The rules can be used for put options by 

replacing (m) with (-m). The options are categorized by moneyness and time-to-maturity. 



 23 

 

Figure 7 The modular network architecture (Gradojevic et al., 2007) 

On an individual level, each module will be constructed as an MLP network. However, 

instead of feeding the network the whole set of inputs all at once, we divide the network 

into two separate branches with each branch handling training data on a different subset 

of inputs. The individual network structure is illustrated in Figure 8. The first group of 

inputs contains moneyness, maturity and a dummy variable to distinguish between call 

and put option; and the second input group contains the predictions from the OLS 

regression on lagged IVS, as described in (15). The strategy is similar to the previously 

discussed modular structure, except that the partition is now applied on the input feature 

space rather than the input data, and the branches are able to exchange information 

during the backpropagation step. The idea is that each branch will be able to 

independently form generalizations about the patterns in the training data, while 

cooperating with each other to make a collective decision on the target output value. The 

branch structure is desirable since it divides the network into manageable components 

and maintains an organized structured when more input features are added. In principle, 

this approach could achieve the same effect of an ensemble model in which the first 

branch is tasked with modelling the IVS and the second branch is responsible for 

learning the behaviour of the autoregressive (AR) model on predicting implied volatility. 

The success of ensemble learning is well documented and such approach combining 
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neural network and AR modelling process has been applied on financial forecasting, with 

examples to be found in Zhang (2003), Khashei and Bijari (2010). 

For each branch of the network, a hidden layer is inserted after the input layer. To merge 

the vector of inputs extracted by two branches, we concatenate the hidden layer output 

values after an activation function is applied, thereby creating a merged layer containing 

a number of neurons equal to the sum of two previous hidden layers’ neurons. Another 

activation function is then applied on the merged layer to produce the final output value 

which is the prediction of implied volatility. 

 

Figure 8 The multi-layer structure of an individual network 

5.2.2 Training Procedure and Hyperparameter Search 

The neural network is trained using keras with a TensorFlow backend. At the beginning, 

randomly generated weights are given to initialize the network. The network is trained 

on an epoch basis. An epoch is a presentation of all training examples to the network, 

during which the weights are updated according to the back-propagation algorithm. The 

network continues to operate epoch-by-epoch until the weights stabilize (Bennell and 

Sutcliffe, 2004). To give the network sufficient optimization experience, we set the epoch 

parameter to be 100. The batch size, which is the number of training examples accessed 

to initialize a forward/backward pass, is set at 10. A low batch size value increases the 

length of training time, however a batch size that is too high requires more memory and 

has been observed to degrade model quality (Keskar et al., 2016). 
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For activation function, we choose the Rectified Linear Unit (reLu) function, where the 

output is determined as the maximum of zero and the weighted sum presented to the 

neuron. The reLu activation function has the advantage of better convergence 

performance and being more computationally efficient than other functions such as 

sigmoid or tanh (Krizhevsky et al., 2012). On the other hand, the output layer contains 

one single neuron and is equipped with the sigmoid function. Since the sigmoid function 

maps the output to a [0, 1] range, it is convenient to impose certain no-arbitrage 

conditions in our problem. A positive predicted implied volatility ensures that no 

arbitrage can be exploited between the options of a fixed strike and maturity and the 

underlying asset, however, arbitrage may still exist between options of different strikes 

and maturities (Carr and Wu, 2016). Since there is no observation in our dataset with an 

implied volatility exceeding 1, it is reasonable to use the sigmoid function to generate the 

real value of implied volatility. 

The other important parameters that need to be specified are the optimizer, the learning 

rate and the number of neurons in the hidden layers. The optimal choice to these 

parameters is experimental and dependent on the specific dataset in most cases. 

Consequently, we perform hyperparameter tuning using GridSearchCV upon a randomly 

selected dataset containing 5000 examples drawn from the training data. The proposed 

sets of parameter values to be experimented are: 

• optimizer = (SGD, Adam, Adagrad) 

• learning rate = (0.001, 0.01, 0.1) 

• nodes = (3, 4) 

The hyperparameter optimization uses mean squared errors to evaluate the 

performance, while the default 3-fold cross validation is chosen as splitting strategy. 

After running the tuner and comparing results, we found the most optimal set of 

parameters for our dataset is (optimizer = Adagrad, learning rate = 0.01, nodes = 4). 

5.3 Statistical Evaluation 

To assess the statistical performance of our neural network model, we train the model 

using training data and predict implied volatility on testing observations. Out-of-sample 

prediction is important in evaluating the ability of the model to generalize on future 

unknown data. The criteria used for error assessment is root mean squared error (RMSE) 

and mean absolute percentage error (MAPE) 
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Where N is the number of observations in the test set. 

The RMSE measure expresses model’s prediction errors in the same units of implied 

volatility, while the MAPE measure is independent of scale and prediction errors are 

expressed as a percentage of the true or actual value of implied volatility. Consequently, 

the MAPE value can also be compared to prediction results of other variables with 

different scale such as option price. 

To benchmark the performance of neural network model, we specify another structural 

model based on Goncalves and Guidolin’s (2006) vector autoregressive (VAR) model for 

the IVS. The VAR model is a parametric model which operates in two separate stages. In 

the first stage, a cross-sectional OLS regression is fitted to daily observations for every 

day in the dataset, where the dependent variable is implied volatility and the 

independent variables are moneyness, time-to-maturity and additional polynomial and 

interaction terms. The regression equation is described as 

 𝜎𝜎𝑖𝑖𝐵𝐵𝐵𝐵 =  𝛽𝛽0 + 𝛽𝛽1𝑚𝑚𝑖𝑖 + 𝛽𝛽2 𝑚𝑚2
𝑖𝑖 + 𝛽𝛽3 𝜏𝜏𝑖𝑖 + 𝛽𝛽4 (𝑚𝑚𝑖𝑖 ∗ 𝜏𝜏𝑖𝑖) + 𝜖𝜖𝑖𝑖 (18) 

 

Where 𝜖𝜖𝑖𝑖 is the error term and i = 1, …, N options available in each day. 

In the second stage, the coefficients are obtained from the OLS estimates and a VAR 

model is fitted to the time series of the coefficients vector. 

 �̂�𝛽𝑡𝑡 =  𝜇𝜇 +  �𝜑𝜑�̂�𝛽𝑡𝑡−𝑗𝑗 +  𝑢𝑢𝑡𝑡

𝑝𝑝

𝑗𝑗=1

 (19) 

 

Where �̂�𝛽 = (𝛽𝛽0,𝛽𝛽1,𝛽𝛽2,𝛽𝛽3,𝛽𝛽4)′ and p = 3 to be comparable to the neural network 

autoregressive inputs. 
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In addition, we also include results from a random walk model, in which each prediction 

of the value of implied volatility at time t is calculated using the estimated coefficients 

from (18) at time t-1. The random walk model is the simplest approach, but nevertheless 

still provide a good benchmark as suggested by Goncalves and Guidolin’s (2006). 

5.4 Economic Evaluation 

While prediction error measures are good indication of the superiority of a model, it is 

also important to assess the model’s ability to generate an implied volatility value that is 

useful for portfolio construction. In the previous section, the specified neural network 

considers only inputs that are available even when the option has not been traded on the 

market. The purpose is to model the IVS and predict current implied volatility. 

Additionally, given a time series of implied volatility, it is also our intention to test the 

network’s predictability of future volatility value and verify its economic significance. 

Hence, in this section, we will develop a modified version of the neural network that is 

more efficient at forecasting future implied volatility. Furthermore, we will discuss the 

strategies that utilize the model’s prediction in realistic portfolio trading. 

The new neural network is designed for predicting one-step-ahead implied volatility. 

Given the access to an option’s historical time series, we include new inputs to the model 

in hopes of achieving better predictability. Malliaris and Salchenberger (1996) suggests 

that variables related to option price and historical volatility are highly influential to the 

performance of the neural network. Hence, our strategy is to include three additional 

inputs, namely current market price, change in closing price and current implied 

volatility. These variables should be available at prediction time, provided that the option 

has been traded for at least two days. The new inputs are grouped together and a third 

branch is created within the network architecture, carrying the same specifications as the 

original branches. The output for the new model is the next day’s implied volatility. 

The obtained implied volatility prediction can be used in constructing investment 

portfolio. Goncalves and Guidolin’s (2006), Chalamandaris and Tsekrekos (2010) and 

Bernales and Guidolin (2014) introduce several approaches to construct a 

straddle/delta-hedge portfolio with different trading rules. The hedged portfolio 

includes relative positions of option and underlying asset, such that the overall portfolio 

has a delta of zero and is insensitive to changes in the underlying. One approach that has 

been shown to generate significant profits is a delta-hedge portfolio containing one 

option contract which has the highest predicted probability to make profits. In our study, 
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we also develop a delta neutral trading strategy to assess the economic implication of the 

model’s prediction. During the out-of-sample forecast period, we invest each day 10 000 

SEK in the delta hedge portfolio, which is rebalanced on a daily basis. The investment 

decision depends on which direction implied volatility is predicted to change in relation 

to current observed implied volatility. If implied volatility is predicted to increase 

(decrease) on the next day, we buy (sell) the option (call and put). If a call (put) option is 

bought, we short (long) the underlying asset to create a hedge position. Similarly, when 

a call (put) option is signalled to be sold, we long (short) the underlying asset. For each 

unit of call (put) option bought, an amount of underlying asset is sold (bought) 

equivalent to the delta ratio computed from the forecasted implied volatility. The delta 

ratio of call and put option are calculated using the Black-Scholes formula 

 
∆𝑎𝑎  =  

𝜕𝜕𝐶𝐶𝑡𝑡
𝜕𝜕𝑆𝑆𝑡𝑡

= 𝑁𝑁(𝑑𝑑1) 

 
∆𝑝𝑝 =  𝑁𝑁(𝑑𝑑1) − 1 

(20) 

 

From (20) and (2), it is implied that delta is a function of (S, σ, t). Since St+1 is not 

available at time t, we assume that the underlying asset level for today will be the best 

forecast for tomorrow.  

On any trading day, we denote Q as the subset of option contracts to be traded. We 

consider two separate trading portfolios. In the first portfolio (Portfolio A), all option 

contracts with a predicted implied volatility are included, therefore Q contains a varying 

number of contracts. In the second portfolio (Portfolio B), we limit the number of 

contract to only one option (Q = 1), where the predicted magnitude of change in implied 

volatility is largest. In the event where no option contracts are traded (Q = 0), we invest 

10 000 SEK into a riskless asset. 

The distribution of investment fund is explained as followed. Let Vt be the total costs of 

Q hedging positions on day t. We have 

 

𝑉𝑉𝑡𝑡 =  � (𝐶𝐶𝑖𝑖,𝑡𝑡 − 𝑆𝑆𝑡𝑡∆𝑖𝑖,𝑡𝑡𝑎𝑎

𝑖𝑖 ∈ 𝑄𝑄𝑡𝑡
𝑐𝑐+

) + � (𝑀𝑀𝑖𝑖,𝑡𝑡 + 𝑆𝑆𝑡𝑡∆𝑖𝑖,𝑡𝑡
𝑝𝑝

𝑖𝑖 ∈ 𝑄𝑄𝑡𝑡
𝑝𝑝+

) − � (𝐶𝐶𝑖𝑖,𝑡𝑡 − 𝑆𝑆𝑡𝑡∆𝑖𝑖,𝑡𝑡𝑎𝑎

𝑖𝑖 ∈ 𝑄𝑄𝑡𝑡
𝑐𝑐−

) 

 

                 − � (𝑀𝑀𝑖𝑖,𝑡𝑡 + 𝑆𝑆𝑡𝑡∆𝑖𝑖,𝑡𝑡
𝑝𝑝

𝑖𝑖 ∈ 𝑄𝑄𝑡𝑡
𝑝𝑝−

) 

(21) 
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Where 𝑄𝑄𝑡𝑡𝑎𝑎+ �𝑄𝑄𝑡𝑡
𝑝𝑝+� is the subset of call (put) option contracts to be bought, 𝑄𝑄𝑡𝑡𝑎𝑎− �𝑄𝑄𝑡𝑡

𝑝𝑝−� is 

subset of call (put) option contracts to be sold, 𝐶𝐶𝑖𝑖,𝑡𝑡  (𝑀𝑀𝑖𝑖,𝑡𝑡) is the price of call (put) option i 

in the respective subset, and 𝑆𝑆𝑡𝑡 is the price of underlying index. 

If the value of all hedging positions is positive (𝑉𝑉𝑡𝑡 > 0), we purchase 𝑋𝑋𝑡𝑡 = 10 000/𝑉𝑉𝑡𝑡 units 

of 𝑉𝑉𝑡𝑡 in order to keep our portfolio at 10 000 SEK. The gain from trading the portfolio is 

calculated as 

 

𝐺𝐺𝑡𝑡+1+ =  𝑋𝑋𝑡𝑡 � � ��𝐶𝐶𝑖𝑖,𝑡𝑡+1 − 𝑆𝑆𝑡𝑡+1∆𝑖𝑖,𝑡𝑡𝑎𝑎 � − �𝐶𝐶𝑖𝑖,𝑡𝑡 − 𝑆𝑆𝑡𝑡∆𝑖𝑖,𝑡𝑡𝑎𝑎 ��
𝑖𝑖 ∈ 𝑄𝑄𝑡𝑡

𝑐𝑐+

+ � ��𝑀𝑀𝑖𝑖,𝑡𝑡+1 + 𝑆𝑆𝑡𝑡+1∆𝑖𝑖,𝑡𝑡
𝑝𝑝 � − �𝑀𝑀𝑖𝑖,𝑡𝑡 + 𝑆𝑆𝑡𝑡∆𝑖𝑖,𝑡𝑡

𝑝𝑝 ��
𝑖𝑖 ∈ 𝑄𝑄𝑡𝑡

𝑝𝑝+

− � ��𝐶𝐶𝑖𝑖,𝑡𝑡+1 − 𝑆𝑆𝑡𝑡+1∆𝑖𝑖,𝑡𝑡𝑎𝑎 � −  �𝐶𝐶𝑖𝑖,𝑡𝑡 − 𝑆𝑆𝑡𝑡∆𝑖𝑖,𝑡𝑡𝑎𝑎 ��
𝑖𝑖 ∈ 𝑄𝑄𝑡𝑡

𝑐𝑐−

 

− � ��𝑀𝑀𝑖𝑖,𝑡𝑡+1 + 𝑆𝑆𝑡𝑡+1∆𝑖𝑖,𝑡𝑡
𝑝𝑝 � −  �𝑀𝑀𝑖𝑖,𝑡𝑡 + 𝑆𝑆𝑡𝑡∆𝑖𝑖,𝑡𝑡

𝑝𝑝 ��
𝑖𝑖 ∈ 𝑄𝑄𝑡𝑡

𝑝𝑝−

� 

(22) 

 

If 𝑉𝑉𝑡𝑡 < 0, we sell 𝑋𝑋𝑡𝑡 units of 𝑉𝑉𝑡𝑡 and gain an income of 10 000 SEK immediately. This 

income is then invested into a riskless account together with the initial daily investment 

allocation of 10 000 SEK. The gain under this scenario is calculated as 

 𝐺𝐺𝑡𝑡+1− = 𝐺𝐺𝑡𝑡+1+ + 20 000 (𝑒𝑒𝑟𝑟𝑡𝑡/252) − 1)   (23) 
 

Where rt is the annual risk-free rate at time t. 
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6 EMPIRICAL RESULTS 

6.1 Modelling the Implied Volatility Surface 

In this section, we will present our findings on the performance of neural network in 

modelling the implied volatility surface. By providing information on moneyness and 

time-to-maturity, our model is capable of predicting the corresponding current implied 

volatility that matches the market option price within the Black-Scholes framework. 

6.1.1 Neural network estimation output 

The estimated neural network is visualized in Figure 9. On the input layer, a bias is added 

to each input branch. The weights from each input node to the next layer are displayed 

in respective order on the hidden layer. The hidden nodes are then concatenated and a 

single bias is added, which together produce the output value. The weights from each 

nodes to the output layer are summarized on the output node. The sign and magnitude 

of each weight are also depicted in the visual.  

The trained neural network has an immediate structure that doesn’t support creation of 

classification rules, which makes it difficult to interpret the interrelations between the 

components. While the model can approximate highly complex functions, studying its 

parameter outputs usually doesn’t provide insights into the overall contribution of inputs 

or the purpose of each neuron in the hidden layer. Nevertheless, for an individual 

connection between two nodes, the associated weight can reveal the influence the input 

has on the hidden node’s output value. The larger the magnitude of the weight is, the 

more important that input is in activating the neuron for the next forward propagation 

step. The hidden layer in our network is activated by a reLu function, which “fires” if the 

weighted sum is positive and equals zero otherwise. Thus, we can use the sign and 

magnitude of the weight to analyze the input characteristics that are more relevant to a 

hidden neuron. For instance, the weights associated with the first neuron of the upper 

branch indicate that this particular neuron is interested in inputs with lower moneyness 

and higher maturity (the transformed inputs have a zero mean, thus lower value 

multiplied by negative weight results in positive component and contributes to the 

neuron’s activation, and vice versa). 

It can be observed that the inputs in the upper branch are highly influential within the 

network structure due to the magnitude of their weights. In the lower branch, the most 

important feature appears to be the prediction made by OLS regression on the previous 

day’s IVS. Between the hidden layer and the output layer, a positive connection weight 
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indicates the promoting effect the hidden neuron has on the output value, which is 

predicted implied volatility. Likewise, a negative weight indicates that the neuron’s 

assigned task is to reduce implied volatility. 

 

Figure 9 Estimation Output of the Neural Network for modelling the Implied 
Volatility Surface 

To diagnose the training behaviour of the network, we plotted the in-sample loss history 

after each epoch in Figure 10a. The training loss decreases quickly after the first few 

epochs, after which the reduction rate is minimal for the majority of the training time 

and the model seems to reach a stable convergence. In figure 10b, the loss curve is better 

visualized by dropping the first 10 epochs. It is apparent that the training loss is still 

decreasing at 100th epoch, albeit at an increasingly flatter slope. As the gradient reaches 

a plateau and is stuck between local minima, reducing training loss becomes significantly 

more difficult. It is possible to achieve better error minimalization by increasing the 

number of epochs in training, however, each additional iteration extends the training 
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time and the gain may not be economically significant. Another approach that can be 

used to improve the training performance is to adjust the learning rate per epoch to 

escape local minima and continue to convergence (Jacobs, 1988). 

 

(a) Training loss between 1 and 100 epochs            (b) Training loss between 10 and 100 epochs 

Figure 10 Historical progress of mean-squared-errors during training 

6.1.2 Statistical Evaluation 

After analyzing the network presented outputs, we examine its predictive performance 

of the IVS. The overall performance of the neural network (NN) and its competition 

models is summarized in Table 3. The prediction’s average value for implied volatility is 

reported, as well as the RMSE and MAPE performance measure. The in-sample and out-

of-sample results are reported for NN and VAR model, however in-sample prediction is 

not available for random walk (RW) model, since it does not learn from the training data 

and a new model is estimated for each day at prediction time.  

 In-sample Out-of-sample 

 Mean RMSE MAPE Mean RMSE MAPE 

NN .193 .01839 7.595 .166 .02075 11.755 

VAR .193 .02395 8.757 .158 .02510 11.227 

RW     .157 .02739 12.995 

Table 3 Out-of-sample statistical performance on implied volatility modelling 

The results indicate that both NN and VAR model outperform RW model in out-of-

sample forecast. NN appears to fit the training data better than VAR by having lower in-
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sample errors. Meanwhile, the results in out-of-sample forecast are less conclusive 

between NN and VAR. NN’s predictions produce lower RMSE while VAR model shows 

superior MAPE value. There is however a concern regarding the credibility of the MAPE 

measure in this instance. Since predicted implied volatility will always be positive, 

underforecasts error is bounded at 100% while overforecasts error is unbounded, which 

could result in the MAPE measure being more punishing towards overforecasts. The 

reported average value of predicted implied volatility, which is equal in in-sample 

forecast but visibly higher for NN in out-of-sample forecast, suggests that such 

biasedness likely exists. 

When comparing between in-sample and out-of-sample results, we notice that NN 

experiences a bigger drop in performance compared to VAR when being introduced to 

new unseen data. The error measures show that RMSE increases by 0.003 between in-

sample and out-of-sample for NN and 0.001 for VAR, while MAPE increases by 4.2% for 

NN and 2.4% for VAR. This is an indication that the network is memorizing too many 

training details and fails to generalize as expected. The overfitting problem could 

probably be mitigated further by applying regularization techniques such as dropout and 

batch normalization (Ioffe and Szegedy, 2015). 

To visualize the models’ prediction, we plotted the daily average predicted implied 

volatility against true implied volatility during the testing period for all competing 

models in Figure 11, 12 and 13. The RW model shows highly accurate predictions at the 

beginning of the period, however its performance deteriorates significantly in later 

observations, especially towards the end of 2017 where big errors appear more regularly. 

Furthermore, RW is also prone to underforecasting implied volatility on many occasions. 

The predictions made by VAR are highly similar in trend compared to RW. Both models 

show good performance in the first part of the testing period but substandard accuracy 

in the second part. In addition, the VAR model also suffers some big errors that occur in 

the last days, thus causing larger quadratic errors and exagerating the RMSE metric. 

There is however not enough indication that VAR systematically underforecast or 

overforecast implied volatility. On the other hand, it is observed that the NN model is 

challenged by a persistent overforecast problem throughout the entire period. This is 

likely an effect caused by high implied volatility level in the training set compared to the 

testing set and helps explain the poor MAPE value. Nevertheless, NN’s predictions are 

highly synchronous with the daily movements of the actual implied volatility, indicating 
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that neural network has better knowledge about the structure and dynamics of the IVS, 

and its performance is also more consistent than RW and VAR model.  

 

Figure 11 Daily average predicted implied volatility for random walk model 

 

Figure 12 Daily average predicted implied volatility for VAR model 
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Figure 13 Daily average predicted implied volatility for neural network model 

 

To investigate the performance measures in greater details, we also summarize the 

results partitioned by different moneyness and maturity categories, which are shown in 

Table 4. When the results are grouped by moneyness, the best performance for ITM 

options is observed for VAR. Meanwhile, incorrect predictions are far more commonly 

made by both NN and RW, with NN scoring slightly worse MAPE than RW. For OTM 

options, VAR continues to outperform NN and RW in both metrics, while NN shows only 

slightly better performance than RW. However, a noticeable difference in performance 

ranking is observed when DOTM options are considered. In this category, NN makes the 

least prediction error and scores a surprisingly low MAPE, suggesting that the model 

makes less overforecasting mistakes. In contrast, there is a huge dip in VAR and RW’s 

performance, with VAR scoring a marginally lower RMSE while RW shows the better 

MAPE result.  

In general, the models’ performance displays a U-shape going from ITM to DOTM, with 

OTM options usually showing the lowest prediction error. For NN, there is clearly a large 

reduction in error when predicting DOTM options compared to the other models, which 

makes the error pattern more of a decreasing function along the moneyness axis. The 

superior performance of NN in OTM and DOTM options was also remarked in several 

papers on option pricing, such as Garcia and Gençay (2000), Lin and Yeh (2005). 

However, its outstanding performance is partially offset by the disappointing result 
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regarding ITM options, which is a critical issue that is also noted by Bennell and Sutcliffe 

(2004), and that our model fails to overcome. On the other hand, the strength of VAR 

over the competing models lies in its ability to predict ITM more accurately. Finally, the 

RW model fails to produce a convincing result in any moneyness category and thus is 

considered inferior to both NN and VAR. 

  Short Medium Long Total 

  RMSE MAPE RMSE MAPE RMSE MAPE RMSE MAPE 

 

NN 

ITM .033 25.90 .024 17.40 .026 19,82 .027 20,38 

OTM .018 12.35 .016 10.53 .017 10,31 .017 11,08 

DOTM .024 8.99 .015 7.17 .019 7,50 .018 7,59 

Total .026 15.40 .018 10.64 .020 10,11 .021 11.76 

 

VAR 

ITM .026 19.82 .017 11.49 .014 8,97 .020 13,80 

OTM .018 12.19 .013 8.00 .012 7,81 .014 9,31 

DOTM .042 14.42 .024 9.48 .035 11,41 .031 10,89 

Total .031 15.40 .020 9.62 .029 10,34 .025 11.23 

 

RW 

ITM .035 27.34 .023 16.18 .018 11,13 .027 19,06 

OTM .022 14.38 .015 9.86 .014 8,28 .018 11,09 

DOTM .045 15.62 .023 9.44 .036 10,30 .032 10,82 

Total .036 18.92 .021 11.27 .030 10,07 .027 13.00 

Table 4 Out-of-sample statistical performance on implied volatility modelling, partitioned 
my moneyness and maturity 

Note: ITM indicates moneyness (m) < 0 for call and m > 0 for put, OTM if 0 ≤ m ≤ 0.05 (call) 

and -0.05 ≤ m ≤ 0 (put), and DOTM if m > 0.05 (call) and m < -0.05 (put). Short-term indicates 

time-to-maturity (TTM) < 30 days, medium-term if 30 ≤ TTM ≤ 90 days, and long-term if TTM 

> 90 days. 

The results grouped by maturity are then considered and the findings are as followed. 

For short-term options, the best performance is achieved by NN, followed by VAR and 

RW respectively. For medium-term options, NN yields the best RMSE while VAR 

performs better on the MAPE metric. For long-term options, NN again yields the lowest 

RMSE while there is no significant difference in MAPE score between the competing 

models. Overall, NN regularly outperforms other models in all maturity ranges. Its 

performance is also the most consistent since there is not a large distance in prediction 
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error between options with different maturities. VAR’s performance can be ranked at 

second place, followed closely by RW’s. In general, predicting short-term options 

remains a challenge for all three models, especially when the options are ITM and 

DOTM. Medium-term is generally the easiest option domain to predict, while it is slightly 

more difficult to predict long-term options. However, the performances of VAR and RW 

for long-term are better than medium-term if DOTM options are not considered. 

 

(a) Fitted observed IVS                                                (b) Fitted IVS produced by random walk 

 

(c) Fitted IVS produced by VAR                               (d) Fitted IVS produced by neural network 

Figure 14 Comparison of neural network and benchmark models’ fitted implied 
volatility surface against the observed volatility surface 

In Figure 14, we fitted the models’ prediction on a 3D surface using Lowess smoothing 

method and compared to the fitted IVS of actual data, which is shown in Figure 14a. The 

fitted surface for RW, which can be observed in Figure 14b, does not seem to resemble 

the shape of the actual IVS very well. More specifically, the model fails to capture the 

volatility smirk when moneyness is higher than zero, instead implied volatility is merely 

a decreasing function of moneyness. The term structure of the observed IVS is however 
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preserved by the model prediction, where longer term options generally have lower 

implied volatility. It is also noticed that the shape of IVS generated from RW is stretched 

higher on the left side of the moneyness axis, which is represented by OTM put and ITM 

call options. 

Next, we examine the fitted IVS created from VAR prediction shown in Figure 14c. In 

general, the pattern is highly similar to that of RW. Nevertheless, there appears to be an 

upward curve to the right end of the moneyness axis, albeit rather flat and negligible. On 

the left side, the surface made by VAR is also less steep and tighter fitted to the observed 

data, except for the low-moneyness-high-TTM region where the same issue of high 

implied volatility persists. Despite the improvements over RW, both models exhibit 

major shortcomings when attempting to replicate the finer details of the actual IVS, 

possibly due to the limitation of a model powered by simple OLS regression. 

Finally, the IVS associated with NN is demonstrated in Figure 14d. Unlike the previous 

fitted surfaces, we can now observe the volatility skew along the moneyness axis, which 

is more prominent in the shorter TTM region. Compared to the actual IVS, the NN’s IVS 

is stretched higher to the left corner associated with low-moneyness-low-TTM. However, 

the low-moneyness-high-TTM corner is fitted better than both VAR and RW’s. Overall, 

the shape of NN’s IVS highly resembles the actual data and the fitting accuracy is also 

more satisfactory. It is likely that the network’s sophisticated structure allows it to 

capture more complicated non-linear relationships better, thus giving it the ability to 

generate an IVS that is tightly fitted to observed data. 

6.2 Forecasting Future Implied Volatility 

The statistical analysis in the previous section showed promising ability of the neural 

network in modelling the IVS and giving accurate prediction of implied volatility, 

providing the option’s characteristics. This prompted us to investigate the economic 

significance of the model in forecasting future volatility. In this section, we will test the 

ability of neural network in making one-step-ahead forecast of implied volatility. By 

incorporating historical features from the option time series, we expect that the 

predictability of subsequent movement in implied volatility would be improved 

considerably. The new model includes additional inputs, i.e. current implied volatility, 

current option price and change in option price, and predicts the next day’s implied 

volatility. 
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6.2.1 Statistical Evaluation 

Table 5 summarizes the out-of-sample statistical results from forecast on the test period. 

The error metrics RMSE and MAPE are used for evaluation, and we also recorded the 

percentage of correct direction forecast, which is important since it can be used as the 

basis for an investment decision under certain trading rules. The performance evaluation 

benchmarks are the VAR and RW model, in which the output is also adjusted to predict 

one-step-ahead implied volatility. The lower RMSE and MAPE results show that NN 

outperforms both benchmark models by a large margin. Moreover, 62.44% of forecasts 

suggesting a change in implied volatility (increase or decrease) turn out to be correct, 

which can be considered satisfactory compared to 49.94% by VAR and 55.14% by RW. 

The positive results suggest that the additional inputs give the network more explanatory 

power. When compared to the NN model which predicts current implied volatility 

without extra historical information, the future implied volatility model saw a huge 

reduction in errors. More specifically, the total RMSE reduced from 0.021 to 0.016, while 

the total MAPE reduced from 11.76% to 8.0%.  

 

 RMSE MAPE % Correct direction forecast 

NN .016 8.0 62.44 

VAR .028 13.52 49.94 

RW .029 13.14 55.14 

Table 5 Out-of-sample statistical performance on future implied volatility forecast 

The results for NN are also partitioned by moneyness and maturity to give a more 

detailed view and are summarized in Table 6. When maturity is considered, the 

performance behaviour is comparable to the previously discussed NN model. The model 

still has difficulty handling ITM options, while OTM and DOTM options are relatively 

easier to predict. The most improvement in error reduction is found in DOTM category, 

which yields the same RMSE as OTM but has considerably lower MAPE. On the other 

hand, the highest direction forecast accuracy is achieved in ITM, followed by DOTM and 

OTM respectively. However, an exception is found in long-term ITM, which shows an 

unexpectedly low direction forecast accuracy compared to long-term OTM and DOTM 

category. 
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When the results are explored by maturity, the observed patterns going from short-term 

to long-term options are highly consistent. Both error metrics RMSE and MAPE decrease 

as time to maturity increases. The sharpest decline occurs between short-term and 

medium-term, indicating that predicting short-term options is still a complicated task. 

The long-term category saw a large improvement and is the region with the lowest 

prediction error, compared to NN’s current implied volatility prediction where the best 

performance is achieved in medium-term. Finally, the percentage of correct direction 

forecast is highest in short-term options, followed by medium-term and long-term. It is 

interesting to note that the data regions which are harder to predict, i.e. ITM and short-

term options, also show higher direction forecast accuracy.  

 

  Short Medium Long Total 

 

ITM 

RMSE .028 .021 .016 .023 

MAPE 21.29 14.25 10.26 15.97 

% Correct direction forecast 69.06 63.58 57.79 64.58 

 

OTM 

RMSE .015 .011 .010 .012 

MAPE 9.23 6.34 5.82 7.19 

% Correct direction forecast 63.5 59.88 58.48 60.85 

 

DOTM 

RMSE .015 .011 .011 .012 

MAPE 5.35 4.05 3.9 4.26 

% Correct direction forecast 65.21 62.05 60.14 62.17 

 

Total 

RMSE .02 .014 .012 .016 

MAPE 11.63 7.24 5.34 8.0 

% Correct direction forecast 65.87 61.89 59.44 62.44 

Table 6 Out-of-sample statistical performance on future implied volatility forecast, 
partitioned my moneyness and maturity 

Note: ITM indicates moneyness (m) < 0 for call and m > 0 for put, OTM if 0 ≤ m ≤ 0.05 (call) 

and -0.05 ≤ m ≤ 0 (put), and DOTM if m > 0.05 (call) and m < -0.05 (put). Short-term indicates 

time-to-maturity (TTM) < 30 days, medium-term if 30 ≤ TTM ≤ 90 days, and long-term if TTM 

> 90 days. 
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According to Goncalves and Guidolin’s (2006), there exists a small theta bias when the 

predicted future implied volatility is too close to current observed implied volatility, 

which can be mitigated by applying a filter to the prediction. To explore the effect of the 

magnitude of predicted change in implied volatility on direction forecast accuracy, we 

plotted the percentage accuracy value on different threshold levels in Figure 15 for all 

three models. It can be observed that by filtering out predictions with small changes, the 

accuracy level improves significantly for NN. For instance, when considering only 

observations where the difference between predicted implied volatility and current 

implied volatility is larger than 0.01, the accuracy increases to 70%. The improvement 

also approximates a linear growth and peaks at around 0.035 threshold level, where the 

model can produce a prediction with 90% accuracy. This implies that NN can predict the 

direction of change between today and tomorrow’s implied volatility with high accuracy 

by filtering out more noisy predictions. The level of accuracy, however, declines slightly 

after the peak as more predictions are removed. On the other hand, a similar gain effect 

cannot be observed in both VAR and RW model. For VAR, the accuracy level increases 

minimally and peaks at 0.028 threshold, after which a declining trend begins to form. 

For RW, the accuracy level is mostly flat across the magnitude threshold axis. 

 

Figure 15 Changes in percentage of correct direction forecast by adjusting the 
predicted change in volatility threshold 

 



 42 

6.2.2 Delta hedge analysis 

The statistical results indicate that neural network can make highly accurate prediction 

of future implied volatility on an option currently traded on the market, by incorporating 

historical inputs extracted from the same option. Such predictability could prove to be 

an advantage for market participants who utilize implied volatility in constructing 

portfolio. Thus, it is interesting to conduct an economic analysis in which the model’s 

prediction output is tested with a delta-hedging portfolio. The economic significance of 

neural network can be revealed from analysing the trading results under different 

scenarios. 

Firstly, to get an overview of the portfolio’s activities, we plotted the daily returns are in 

Figure 16 and 17. In Figure 16, all option contracts are considered (Portfolio A) and in 

Figure 17, the portfolio only contains one option contract with the highest expected 

profits (Portfolio B). In Portfolio A, extreme positive returns occur regularly and at a 

higher magnitude compared to negative returns. NN and VAR are more affected by 

extreme returns compared to RW. The highest returns is recorded for NN at the 

beginning of the testing period, while the lowest returns is recorded for RW at the end of 

the period. The returns of three models are highly arbitrary and do not appear to be 

correlated to each other. 

 

Figure 16 Daily returns of the delta-neutral portfolio containing all option contracts 

In Portfolio B, extreme returns occur less frequently, albeit at a higher magnitude. The 

most volatile returns series is observed for RW, while VAR’s returns are highly 
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consistent. NN’s returns contain a few volatile moments, however, most extreme returns 

are positive. The highest and lowest returns are both achieved by RW. It is also observed 

that RW makes extreme losses on many occasions. 

 

Figure 17 Daily returns of the delta-neutral portfolio containing one option contract 

Table 7 summarizes the statistics of the average profit made by each model on two 

different delta-neutral portfolios. In addition, we also included a buy and hold 

benchmark portfolio where the OMXS30 index is bought at the beginning of each day 

during the testing period. The mean returns and standard deviation are reported. The t-

statistics is used to test the significance of the returns. To evaluate the portfolio on a risk-

adjusted basis, we use the Sharpe ratio as the comparison measure. The average 

overnight STIBOR interest rate is used as the risk-free rate in calculating the Sharpe 

ratio. 

The results are discussed as followed. In Portfolio A, the average returns is highest for 

NN, followed by RW and VAR. However, from observing the t-statistics, the returns for 

all three models are not significantly different from zero. Despite the lower returns, the 

RW model shows higher risk-adjusted performance indicated by the Sharpe ratio. Due 

to excessive standard deviation, the Sharpe ratio of NN and VAR are lower compared to 

RW. The results indicate that all three models are not able to generate abnormal profits 

when the delta-neutral portfolio are traded without a selective strategy. However, from 

a risk-management perspective, it is implied that the predicted implied volatility can be 

used as a tool to protect an option position from small movements in the underlying 

asset. 
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In the second portfolio (Portfolio B), we intend to find a trading strategy that is more 

efficient in making abnormal profits. The results show that by taking a position in only 

one option contract on each day, the mean returns increase remarkably for all models. 

The most improvement is for NN as the profits increase by more than three times 

compared to that under Portfolio A. The profits made by VAR increase by a lesser degree, 

however, the returns’ standard deviation decreases significantly. The least impressive 

gain in profits is for RW, which is impaired further by the spike in standard deviation. 

The reason is that the RW’s portfolio suffers from multiple big losses which make it 

riskier. Under the new trading rule, the portfolio of NN and VAR show significant mean 

return at 1% level, which means that these portfolios are able to generate abnormal 

profits. 

During the same period, a portfolio that invests in the OMXS 30 index on a daily 

rebalance basis generates negative mean profit. The returns of this portfolio are also not 

significantly different from zero. However, except for the VAR portfolio under the second 

trading rule, none of the other portfolios has a Sharpe ratio higher than the buy and hold 

strategy. This indicates that the returns of these portfolios, while being positive, are 

highly volatile and carry more risk.  

 Mean Return 

(%) 

Std. Dev. 

(%) 

t-Test Sharpe 

Ratio 

Portfolio A: all option contracts     

NN .157 1.608 .911 .413 

VAR .11 1.781 .577 .347 

RW .012 .895 .122 .58 

Portfolio B: one option contract      

NN .541 1.514 3.332** .693 

VAR .259 .808 2.991** .95 

RW .027 3.05 .083 .175 

     

OMXS30 buy & hold (.032) .602 (.497) .79 

Table 7 Economic performance of delta-neutral portfolios before transaction fees 
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The results in Table 7 show that there exists a profitable strategy that utilizes the 

prediction of future implied volatility. However, there is one important factor missing 

from the analysis, which is transaction fees. As discussed in Goncalves and Guidolin’s 

(2006) and Bernales and Guidolin (2014), the portfolio’s performance is greatly 

diminished by introducing costs per transaction into the trading. Therefore, it is essential 

to evaluate the profitability of a model after taking the fees into account. 

Table 8 shows the results for Portfolio B considering the effect of transaction costs. Since 

Portfolio A consists of all the available option contracts, it would require several hedge 

positions and transactions to be taken, which means the implementation of the portfolio 

is impractical. For Portfolio B, each contract (option or index future) costs 3.50 SEK 

(NASDAQ OMX, 2018). Hence, a delta hedge position has a fee of 7.00 SEK. After 

introducing transaction costs, none of the models are able to generate positive profits. 

Furthermore, the t-statistics show that the returns are no longer significant. This result 

is not consistent with Goncalves and Guidolin’s (2006)’s finding where the VAR model 

can be shown to generate abnormal profit under a similar portfolio selection strategy, 

even after introducing transaction fees. Bernales and Guidolin (2014) on the other hand 

found that portfolio’s returns become negative after transaction, however, the returns 

are also significant. It is possible that the difference in market characteristics has a strong 

influence and caused the discrepancy in results. From another perspective, it can be 

implied that the market efficiency theory can not be rejected for the Swedish market, 

since we haven’t found a strategy that produce abnormal profits under realistic trading 

conditions. 

 

 Mean Return 

(%) 

Std. Dev. 

(%) 

t-Test Sharpe 

Ratio 

NN (.018) 1.514 (.109) .323 

VAR (.041) .808 (.474) .578 

RW (.373) 3.05 (1.14) .044 

Table 8 Economic performance of delta-neutral portfolio after transaction fees 
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7 CONCLUSION 

In this paper we analyzed the application of neural network in modelling and forecasting 

Black-Scholes option implied volatility. In particular, we developed a feedforward 

multilayer perceptron neural network framework that can be used for modelling the 

implied volatility surface and extended to forecasting future implied volatility. The 

research used daily market data of the OMXS 30 index European call and put option, 

during a period between 06/2016 – 03/2018. The performance was evaluated by 

different statistical measures e.g. root mean squared error and mean absolute percentage 

error, and the economic implications was evaluated by a delta-hedge analysis. The 

statistical and economic performance of neural network was benchmarked against the 

VAR model from Goncalves and Guidolin (2006) and a random walk model. 

Our first research question regards the ability of neural network to model the market 

implied volatility surface. Our neural network model is supported by information from 

option’s characteristics e.g. moneyness and time-to-maturity, and we acknowledge the 

shifts in implied volatility surface by incorporating past information of the surface up to 

3 lags. The out-of-sample results indicate that neural network is capable of providing a 

good fit of the implied volatility surface. The strength of neural network came from its 

ability to learn and understand complex functions and non-linear relationships, which 

results in superior statistical performance compared to the benchmark models e.g. VAR 

and random walk. 

In particular, we found that neural network is extremely efficient at predicting out-of-

the-money and deep-out-of-the-money option’s implied volatility. On the contrary, we 

acknowledge the model’s weakness in handling in-the-money options. The other area 

where neural network’s performance is not optimal is predicting short-term options, 

however, in this instance underperformance is experienced by all models and appear to 

be a universal challenge. Overall, our finding is consistent with previous literature 

regarding the strength and weakness of neural network. 

In our second research question, we aimed to study the possibility of extending our 

neural network model to forecasting future implied volatility. We modified the model by 

providing additional input variables that contain historical information of the specific 

option, whose one-step-ahead implied volatility becomes the model’s prediction target. 

We found that the adjusted neural network model is able to produce considerably better 

statistical performance and also outperform its benchmarks. The results imply that 
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neural network’s performance can be improved by providing it with more useful input 

features. 

Furthermore, we also conducted a delta-hedge analysis to study the economic 

significance of predicted future implied volatility. We found that when the delta-neutral 

portfolio is not selective, no significant abnormal profits can be gained by from trading 

the portfolio. When the portfolio contains only one option position with the highest 

probability to be profitable, the neural network model is shown to make abnormal profit. 

However, when transaction fees are introduced, we found that all abnormal profits 

disappear and the portfolio’s returns are again insignificant. Overall, our findings led to 

two implications: the neural network model can be used as a tool for delta-hedging 

purposes without significant tracking errors, and the market efficiency theory holds for 

the Swedish market. 

Our study offers a few contributions to the current research on implied volatility. First, 

we developed a neural network model that can generate an implied volatility surface with 

high accuracy. Thus, our model can be used for quoting new option where a comparable 

listing is difficult to be found, in such case as pricing over-the-counter option contracts. 

Second, our model can be used for forecasting future implied volatility, which can be 

useful for portfolio managers and other market participants who wish to utilize implied 

volatility movements in their trading. Furthermore, we considered the effect of time-

varying evolution of the implied volatility surface and suggested a hybrid model 

approach in which the neural network can be enhanced by incorporating prediction from 

an ARIMA model, thereby is able to capture the more recent information of past implied 

volatility surface. This approach allows the network access to more useful knowledge, 

while retaining the possibility to train on a large enough dataset, which is an important 

requirement for the success of a neural network. 

Nevertheless, there are a few areas where discussion is welcomed for the improvement 

of the model. First, one prominent issue that affects the neural network’s performance is 

the persistent overforecasting of implied volatility. The issue stems from the striking 

difference in implied volatility level between the training period and testing period. Since 

the model fails to absorb enough information of recent states of implied volatility surface, 

the retained memory of the training period with higher implied volatility has a strong 

influence on new predictions. In future research, we suggest new solutions to be 

developed that can better acknowledge this time-varying effect. One possible approach 

would be an ensemble model where neural network can be supported by other models 
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that handle time-varying effect effectively, such as VAR and Kalman filter. Second, even 

though the neural network model does not operate on an arbitrage-free principle, it 

would be interesting to study whether the performance of the network can be improved 

by introducing non-arbitrage conditions. The current model is immune against 

arbitrages between options with the same strike and maturity, however, other types of 

arbitrage can be eliminated by specifying additional constraints that can be expressed in 

implied volatility (Hodges, 1996).  
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