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1 Introduction

Two of the main software architectures adopted by enterprise application development
nowadays are monolith and microservice (Blinowski et al., 2022). In a software applica-
tion developed in a monolithic architecture, all components, modules, and functionalities
are packaged and deployed as a single, indivisible unit, including user interface, data ac-
cess, and business logic. A monolithic application normally functions as an independent
system and does not rely on other applications (Gos and Zabierowski, 2020). Microser-
vice architecture is a service-oriented architecture in which an application is broken down
into multiple smaller, independent services. Typically each service is responsible for a
specific business function that can be developed and deployed independently (Namiot and

sneps-sneppe, 2014).

Traditionally software systems are developed in a monolithic architecture which offers var-
ious advantages in many aspects, such as resource efficiency, cost-effectiveness, and faster
response time (De Lauretis, 2019). Nonetheless, components in an application developed
with a monolithic architecture cannot be scaled independently; therefore, resource usage
may not be optimized. Monolithic architecture is also known to have a single point of
failure, which affects application reliability and fault tolerance (Poonam et al., 2023). Mi-
croservice architecture is known to have advantages in scalability, reliability, and fault
tolerance (Blinowski et al., 2022). In recent years, the software industry has been expe-
riencing a trend of moving towards the microservice architecture (De Lauretis, 2019), as
shown in Figure 1.1 (Stack Overflow Trends) and Figure 1.2 (Google Trends). More appli-
cations have been built in microservice architecture and a growing number of companies
seek to migrate monolithic applications to microservices (Velepucha and Flores, 2021).
That being said, microservice architecture is not flawless. All the subsystems in an ap-
plication of microservice architecture need to be separately deployed, requiring additional
infrastructure resources such as memory, CPU, and network bandwidth. In addition, mi-
croservices usually communicate with each other over a network, which introduces delays

and possible points of failure.
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The two architectures may show drawbacks and advantages in many different aspects.
This thesis aims to study the difference between the two software architectures from the
perspectives of application performance and resource consumption. As the research meth-
ods, a systematic literature review was performed to review existing literature and research
results in this regard. In addition, a benchmarking process was carried out by performing
load testing on two applications in cloud environments on the Google Kubernetes Engine.

The research efforts focused on the following research questions(RQs):
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1. What are the differences in resource consumption between applications in monolithic

and microservice architectures?

2. What are the differences in application performance between applications in mono-

lithic and microservice architectures?

The rest of this paper is organized as follows: Section 2 provides background knowledge
about the two software architectures studied in this paper, namely monolithic architecture
and microservice architecture, and compares the differences between the two architectures.
An introduction to cloud computing is also included in this part, as it is an important
sector in the shift from monoliths to microservices. An overview of load testing, the
applications under test, the test platform, and the test framework are also presented in
this section. Section 3 describes the methods that were used in this thesis: 3.1 a systematic
literature review and 3.2 a benchmarking process with load testing. The subsections under
3.1 describe the literature review data sources, and research procedures. The subsections
under 3.2 introduce the test environments, and test cases for the benchmarking. Section
4 presents the results obtained from the literature review and benchmarking experiments
with detailed statistics, tables, and graphs. Section 5 discusses the results of Section 4.

Finally, Section 6 summarizes the findings obtained in this research efforts of the thesis.



2 Background

2.1 Software Architecture

Software architecture is defined as the "fundamental concepts or properties of a system
in its environment embodied in its elements, relationships, and in the principles of its
design and evolution" in the ISO/TEC/IEEE 42010 Systems and Software Engineering Ar-
chitecture Description. It can be interpreted as the guidelines and principles that define
how the components of a system are organized and structured as well as the relationships
among the components (Kazman et al., 1994). The software architecture of a system
includes all its components, attributes, properties, and structures, as well as the relation-
ships among them (Bengtsson and Bosch, 1999). It should take into account both the
external context and the internal logic of the system (Dobrica and Niemela, 2002). The
software architecture is responsible for defining the technical and operational requirements
of the system. It plays an important part in the application’s performance metrics, includ-
ing efficiency, scalability, reliability, and cost-effectiveness (Gos and Zabierowski, 2020).
Nowadays, monolith and microservice are two of the primary software architectures used

in enterprise application development (Blinowski et al., 2022).

2.1.1 Monolithic Architecture

Monolithic software architecture is a traditional approach to building software applica-
tions. In this architecture, an entire application, including all its functionalities and fea-
tures, is developed in one code base and typically uses the same technology stack. For a
software system developed in a monolithic architecture, all its components and modules
are tightly coupled and integrated into a whole package. Everything needed to run the
application is packaged as one unit and deployed as a single executable (Ponce et al.,
2019). A typical monolithic application is designed with the well-established three-tier
model, which consists of distinct layers for user interface (UI), business logic, and data
access, as illustrated in Figure 2.1. All the data related to the application is kept in a
single database (Microsoft, 2024).
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Figure 2.1: monolith architecture

Monolithic architecture provides many benefits over microservice architecture especially
for smaller projects and prototyping efforts, despite being more traditional. To some
extent, one code base in this architecture simplifies development, maintenance, testing,
and debugging processes, especially during the early stages of application development (De
Lauretis, 2019). Since there is only one database, data consistency is better guaranteed.
All communications between subsystems are internal, which makes them more efficient and
free from issues with inter-process communication (IPC). Less overhead also means higher
efficiency in user request handling. The feature of being a single service makes it easier
to build and deploy (Blinowski et al., 2022), as it eliminates the complexity of managing
various services and coordinating their deployment schedules, and reduces errors during
deployment. In addition, projects of smaller size, lower traffic, and modest scalability

requirements can be more cost-effective as they usually consume fewer resources.

Monolithic architecture has many disadvantages as well. Since there is only one code
base, it means that the entire application has to be rebuilt and redeployed for every code
change. Furthermore, as the system grows in size and complexity, application development
and maintenance may become more challenging and less efficient (Ponce et al., 2019). All
components are tightly coupled and have hidden dependencies on each other, increasing the
chance of vulnerabilities. If even one component’s source code contains errors, the entire
application may become unavailable. A larger application needs a longer time to start up,

build, and deploy, which inevitably slows down deployment and delivery efforts and leads
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to lower productivity. Another issue with many monolithic applications is the difficulty
of scaling individual components based on market or business demands (Velepucha and
Flores, 2021). The need to scale the entire application during high user traffic can cause

higher resource consumption compared to distributed systems.

2.1.2 Microservice Architecture

In recent years, cloud technologies have become more advanced and cloud platforms are
widely available. In addition, modern applications are becoming more sophisticated and
the number of features continues to increase, making it difficult to achieve with a mono-
lithic architecture (Microsoft, 2024). As a result, microservice architecture has gained

prominence in the software industry (Zhang et al., 2019).

Microservices Architecture (MSA) divides an application into an ecosystem of loosely
coupled and independently functional subsystems that communicate with each other over
the network using lightweight protocols. Each business functionality forms a microservice
with a single responsibility. In most cases, each microservice contains its own structure
layers for user interaction, application logic, the back-end, and even the database (Zhang
et al., 2019).

As shown in Figure 2.2, each microservice functions as an independent unit, therefore
it can be developed, tested, and deployed separately. Loose coupling brings higher fault
tolerance. Failure of one component does not necessarily affect the functionalities of other
parts, which in turn increases application availability (Almeida and Silva, 2020). Microser-
vices are small and lightweight, making them easier for development, building, and de-
ployment compared to large and complex monolithic applications. Some other advantages
include higher efficiency in development and delivery, shorter time to market, improved
reliability and scalability, less complex maintenance, and easier updating procedures (Bli-
nowski et al., 2022). Due to its benefits in various areas, a significant number of top-tier
Internet services, including Netflix, Amazon, and eBay have adopted this technology (Gos
and Zabierowski, 2020).

That being said, the microservice architecture is not flawless, and several drawbacks have
been identified in recent research and industrial experiences. Given the distributed nature
of microservices, a functionality may need to interact with multiple subsystems while
each has its own separate data handling logic, which may result in difficulties managing

transactions, maintaining data consistency, and communicating amongst services inside
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networks (Zhang et al., 2019). Applications developed with microservice architecture
consist of numerous independent units that need to be deployed and managed separately.
As more features are added to the application, the quantity of microservices increases,
which may cause the network’s response times and latency to increase (Velepucha and

Flores, 2021). A larger number of interfaces also makes it more complex to maintain

the decoupling. New components must be carefully designed to avoid disturbing existing

APl GATEWAY
SERVICE SERVICE SERVICE SERVICE

functionalities.

DATABASE DATABASE DATABASE DATABASE

Figure 2.2: microservice architecture

2.2 Cloud Computing

Microservice software architecture has become increasingly popular in recent years and
cloud technologies have significantly contributed to the popularity of microservice archi-
tecture. The fundamental infrastructure and tools required for creating, implementing,
and orchestrating microservices at scale are provided by cloud technologies. Businesses
can adopt microservices architecture in the cloud-native era to increase agility, scalabil-
ity, resilience, and efficiency (OpenAl, 2024). The benefits of using the cloud to improve
application performance, such as scalability, availability, and reliability, and reduce costs
on maintenance and infrastructure have contributed to the popularity of microservice
architecture and the trend of migrating legacy monolithic applications to microservices
(Esposito et al., 2016).

How is "cloud" defined in this context? The word "cloud" refers to a worldwide network

of servers with various distinct purposes. Instead of being a physical object, the cloud
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is a massive global network of isolated servers that are interconnected over the internet
and designed to function as a unified ecosystem (A. Microsoft, 2024). A wide variety of
resources, physical and virtual, are gathered in large pools and offered as services with
easy accessibility (Gong et al., 2010) through mainly three kinds of cloud platforms, i.e.,
public cloud, private cloud, and hybrid cloud (Jadeja and Modi, 2012). The term "cloud
computing" refers to the on-demand provision of computer system resources, particularly
processing power and data storage, without the need for direct user supervision (Montaze-
rolghaem et al., 2020). Based on Microsoft cloud service Azure, in cloud computing, the
internet, or "the cloud', is used to provide resources and services such as servers, storage,

networking, databases, software, and analytics.

Functions in large clouds are frequently dispersed among several sites, each serving as a
data center. Optimizing the usage of distributed resources, combining them to produce
faster throughput, and addressing large-scale computing challenges are the primary objec-
tives of cloud computing (Jadeja and Modi, 2012). Without having to invest in expensive
hardware upgrades, cloud computing allows businesses to swiftly and effectively scale their
IT resources up or down. This can facilitate an organization’s ability to react swiftly to
shifting market conditions and business requirements. Organizations can lower their I'T
infrastructure expenses and boost operational effectiveness by shifting I'T resources to the
cloud. Additionally, the pay-per-user policy of cloud computing enables businesses to just
pay for the resources they utilize as opposed to purchasing costly hardware and software
licenses (Islam et al., 2023).

The industry of cloud computing has experienced enormous expansion throughout the
world in the past few decades. The way to store, process, and access data has already
evolved as a result of cloud computing, and this trend is predicted to have a big impact
on information technology going forward (Islam et al., 2023). Amazon cloud platform
Amazon Web Services (AWS) claims that cloud computing is being used by enterprises
of all shapes and sizes for a wide range of use cases, including email, virtual desktops,
disaster recovery, software development and testing, big data analytics, and online apps
that interact with customers. A wide variety of applications have been made available
through the cloud, including data storage, document processing, service hosting, and
video streaming (Ray, 2018). The majority of businesses anticipate that the cloud will
replace on-premises infrastructure as the venue where applications are hosted. When it
comes to application deployment in the cloud, microservices are a better choice compared

to monolithic applications Linthicum, 2016). However, based on the literature research
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performed in this thesis, very limited research results have been established on which
software architecture is a better choice for running applications in the cloud and the exact

advantages of each architecture depend on various factors.

2.3 Load Testing

Load testing was used as the main method for the benchmarking process of this thesis.
The technique of simulating numerous users accessing a software program concurrently
to predict the expected usage of the application is known as load testing. It is a testing
strategy used by the professional software testing community in a variety of ways (Wescott,
2013). The purpose of load testing is to ascertain how a system behaves both at peak and
average loads. It is essential for finding performance limitations, comprehending system
capacity, and ensuring the system can manage anticipated loads without experiencing
unnecessarily high latency. In the software industry, load testing is a standard method
of assessing how a software project behaves under load. It is an essential component of
assessing large-scale software systems because it can reveal various potential load-related
problems when the system receives large-scale requests synchronously (Chen et al., 2017).
The process of load testing provides thresholds to evaluate the system’s performance under
both high and low loads (Abbas et al., 2017). Load testing verifies the behaviors of the
system under test (SUT), reveals bottlenecks, and detects functional and performance

issues under various user workload scenarios (Mohamed et al., 2021).

In order to simulate real-world usage scenarios, load testing aims to apply different levels
of traffic loads to the system. Usually, to accomplish this, specific software tools that
produce virtual users, transactions, or requests are used. The system is then subjected to
the behaviors of these virtual users in the same way as actual users. Load testing can be
carried out manually by testers. However, with the help of test automation tools, testing
processes can be more efficient and reliable. In addition, testing tools typically generate
test reports with detailed statistics, graphs, and tables for further analysis (Ali et al.,
2021). Popular load-testing frameworks include Azure Load Testing, JMeter, Artillery,
Gatling, Locust, K6, NBomber, and WebValidate.

A collection of suitable test cases is typically used in load testing, which is executed
to examine the responsiveness, throughput, reliability, and resource consumption of the
target application under different user loads. Load testing can be carried out at various

levels, including smoke test, average-load test, stress test, spike test, breakpoint test, and



10 CHAPTER 2. BACKGROUND

soak test. Smoke tests are used to evaluate the system’s performance under minimal load.
Average-load tests aim to simulate the typical traffic of an average day. Stress tests are
designed to assess the system’s behavior under peak traffic. Spike tests simulate sudden
spikes in traffic loads. The purpose of breakpoint tests is to test the upper limits and
maximum capacity of an application. Soak tests are average-load tests that have longer

test duration, which can last for hours or even days (Grafana, 2024).



3 Methods

3.1 Literature Review

3.1.1 Data Source and Search Terms

An extensive search was carried out in the abstract and citation database Scopus which
provides research results from some of the most well-known scientific databases, including
IEEE Xplore, ACM Digital Library, Springer Link, and Wiley Online Library. The strat-
egy to form the search term was that the two words "monolith" and "microservice" both
needed to be present in the Keywords. Phrases and expressions indicating research and
comparison of resources and performance were added as a second item to search in the
Title, Abstract, or Keywords of articles. The Subject area was limited to Computer Sci-
ence and the Language was limited to English. The search terms were improved through a
few iterations to find research literature concentrating on the comparison of resource con-
sumption and application performance between monolithic and microservice architectures.

The final search term:

KEY ( ( monolith OR monoliths OR monolithic ) AND ( microservice OR microservices

OR micro-service OR micro-services ) ) AND

TITLE-ABS-KEY ( ( cost OR resource OR infrastructure OR compute OR performance
OR efficiency OR responsiveness OR reliability ) AND ( analyze OR analysis OR study
OR assessment OR review OR evaluation OR evaluate OR evaluating OR survey OR

comparison OR compare OR comparative OR difference ) ) )

AND ( LIMIT-TO ( SUBJAREA, "COMP' ) ) AND ( LIMIT-TO ( LANGUAGE, "En-
glish’ ) )

3.1.2 Research Procedures

The search with the final search terms in Scopus produced 106 papers across all the
databases. Five papers were found through ad-hoc efforts. A list of 17 papers was selected

after applying inclusion criteria and exclusion criteria: Inclusion criteria 1 (I1): must
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contain comparisons of performance or related results between monolith and microservice
architectures; Inclusion criteria 2 (I12): must contain comparisons of cost or related results
between monolith and microservice architectures; Exclusion criteria 1 (E1): does not meet
any inclusion criteria. The list of papers was used as seed papers for one-step forward
snowballing, which produced 9 papers, out of which 2 papers were included after the same
inclusion and exclusion criteria were applied. So in total 19 papers were selected for full-
text reading. The research procedures and results are presented in Figure 3.1. The papers
selected for full-text reading and final review are listed in Table 3.1. In this table, the

articles are given unique identifiers from A1l to A19, which are used to identify the source

o included 17
final set of papers: included 2
17+2=19

Figure 3.1: Literature Research Process
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3.2 Benchmarking

3.2.1 Applications Under Test

Two software systems with identical functionalities were selected from the GitHub public
repositories for load testing to compare the performance and resource consumption differ-
ences between monolithic and microservice software architectures. The two systems were
among a series of research projects developed by a Chinese software researcher. The two
selected projects were developed with the same programming language and framework:
Java and SpringBoot. The application is called Fenix’s BookStore with the most basic
functionalities of an online bookstore where customers can register an account, browse
through the products, select products to add to the shopping cart, and finally checkout

with a simulated payment process.

The project in a monolithic architecture is named monolithic arch springboot *. As
shown in Figure 3.2, the monolithic application follows the principles of the domain-driven
design (DDD) approach and is divided into four layers: infrastructure, domain, applica-
tion, and user interface). In this design, the application layer contains application-specific
business logic and orchestrates interactions between the presentation layer, domain layer,
and infrastructure layer. The domain layer represents the core business logic and domain
model of the application. The Infrastructure layer encompasses components responsible
for interacting with external systems, databases, and infrastructure services. Despite not
being a typical 3-layer monolithic design, all components of the application are included
in the same code repository and the application is designed to be deployed as a single ser-
vice. Every component in this application needs to be properly configured for the entire

application to be functional.

The application in microservice architecture is named microservice arch kubernetest.
As shown in Figure 3.3, the whole application is divided into 5 subsystems: account,
payment, security, warehouse, and gateway. The application is exposed via the gateway
service which can be accessed through its public IP address. The subsystems are loosely
coupled. Each one is separately configured and deployed as an independent microservice.

The subsystems communicate with each other through HTTP protocol.

*https://github.com/fenixsoft /monolithic_ arch_ springboot
Thttps: //github.com/fenixsoft /microservice__arch_ kubernetes


https://github.com/fenixsoft/monolithic_arch_springboot
https://github.com/fenixsoft/microservice_arch_kubernetes
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3.2.2 Test Platform and Test Framework

For the benchmarking process, a series of load tests were performed against two applica-
tions using the load testing tool Locust*. Locust is an open-source tool for load testing.
It can be deployed as an independent service that provides a web interface where testers
can specify the total number of users for peak concurrency and the Ramp Up/Spawn Rate
(users to be added per second). The test tasks can be created in Python programming
language where different test scenarios and endpoints can be specified. Locust produces
test reports with detailed statistics of tested endpoints, total requests, failures, and re-
sponse time. The reports are presented in different formats, including text, graphs, and
Comma-Separated Values(CSV). There are also logs with timestamps of the executed

tests.

The applications under test and the test tool Locust were deployed in cloud environments
provided by the Google Kubernetes Engine (GIKE)T. Kubernetes is an open-source sys-
tem to manage containerized applications. It helps automate the procedures of software
deployment, scaling, and management. GKE is an implementation of the Kubernetes
platform by Google. GKE provides easy steps to create and manage clusters, nodes, pods,
and workloads through a web interface. Users can also deploy and manage applications
in a cloud shell provided by the platform. In addition, GKE produces real-time statistics
of resource consumption, including memory, CPU, and disk. It is also worth mentioning
that for new users, the platform provides $300 worth of credits for a free trial period of
90 days.

3.2.3 Cloud Deployment

In Kubernetes, a node is a single machine. A "cluster" refers to a set of machines, which
are used to run containerized applications managed by Kubernetes. A Kubernetes cluster
normally consists of master nodes (or the control plane) and worker nodes (also known
as "minions" or "slaves"). The master nodes are typically responsible for managing the
Kubernetes cluster and coordinating the activities of the worker nodes. While the worker
nodes are the machines to run containerized applications. In GKE, nodes are usually
virtual machines, and customers can access only the worker nodes as the master nodes are

managed by the cloud provider Google.

*https://docs.locust.io/en/stable/
Thttps://cloud.google.com/kubernetes-engine/docs/concepts/kubernetes-engine-overview


https://docs.locust.io/en/stable/
https://cloud.google.com/kubernetes-engine/docs/concepts/kubernetes-engine-overview
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In the context of Kubernetes, a container is a standalone executable package that can run
consistently across different computing environments. Container instances are created
based on images using technologies such as Docker and contained. A pod is the smallest
deployable unit in Kubernetes. In one pod, there can be one or more containers. A
service is a resource in Kubernetes providing an access endpoint to one or more pods.
Components and subsystems of an application communicate with each other via the IP
addresses provided by their services. Typical types of services include ClusterIP, NodePort,
and LoadBalancer. ClusterIP provides an internal IP address within the cluster for internal
communication inside the cluster. Both NodePort and LoadBalancer can expose services
for external access. NodePort exposes the service on a static port on each node’s IP
address. LoadBalancer uses a cloud provider’s load balancer to distribute incoming traffic

across the nodes.

For the cloud deployment of the load tests, a Kubernetes cluster was created in each
test case with three worker nodes, which were of different machine types for different test
scenarios. Each node was labeled for pod scheduling, and resource isolation was configured
to ensure the application under test (AUT) was allocated with the amount of resources as
planned. The test tool Locust and the database server MySQL were scheduled on different
nodes than the application under test. In the test scenarios with no scaling and vertical
scaling, Locust, MySQL, and the AUT were all deployed on different nodes, as shown in
Figure 3.4, and Figure 3.5. For the test cases with horizontal scaling, Locust and MySQL
were deployed on the same node so that the AUT could have two nodes for scaling capacity.
The monolithic application was deployed as a single service on one worker node, so there
was one pod with one container running inside. The five subsystems of the microservice-
based application were deployed independently as five pods, with one container inside each
pod. Since all pods, including Locust, MySQL, and the application AUT were deployed
inside the same cluster, the communication between them was cluster internal, and the
service type was set to be ClusterIP for both the AUT and MySQL. The Locust pod
was exposed via a LoadBalancer so that it could be accessed on a local computer for test
configuration, monitoring, and result data collection. The two applications were deployed
and tested independently from each other and in each test case, the two applications were

allocated with the same amount of resources.
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worker node worker node

Figure 3.4: Cloud Deployment with Monolithic Bookstore

worker node
worker node

[ account

security ]

[
[

[ payment warehuuse]

Figure 3.5: Cloud Deployment with Microservice Bookstore
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3.2.4 Testing

Locust Tasks

In Locust, "tasks' refer to the actions or behaviors that virtual users (also known as
"swarms') perform during a load test to simulate the actions of real users when interacting
with an application under load. Tasks are defined using Python functions and are executed

by each virtual user during the load test.

As listed in Table 3.2, two locust tasks (LT) were created with different API endpoints
and tested using Locust against each application separately with different test environment
setups. The first task LT1 was a simple HT'TP GET request for a book specified by a
randomly generated ID to simulate the action of a user clicking on a book image to
view its detailed information. The request sequences for the monolithic and microservice
applications are shown in Figure 3.6 and Figure 3.7. The second task LT2 was a more
complex one that required communication among different components in the application
to simulate the flow of requests a customer would send when buying a book from the online
bookstore, including registering an account, selecting a book, adding it to the shopping
cart, and then checking out. This task included multiple HTTP POST and GET requests.
All the requests were chained and tested as one task with the Locust testing tool. The

request sequences for the two applications are shown in Figure 3.8 and Figure 3.9.

Table 3.2: Locust Tasks

ID HTTP Requests
LT1 GET /restful /products/id
LT2 POST /restful/accounts

GET /oauth/token?username=username& password=password&grant__type=password&client__id=

bookstore_ frontend&client__secret=bookstore__secret
GET /restful /products/id

GET /restful/accounts/username

POST /restful/settlements
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Figure 3.6: LT1 Request Sequence: Monolithic Bookstore
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Figure 3.7: LT1 Request Sequence: Microservice Bookstore
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4.1.2 save payment

3.1.1 get product
4.1.x get/update product

1.1.1 save user

|

2.1.1 get user

Figure 3.8: LT2 Request Sequence: Monolithic Bookstore
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4. buy product

I
a\/
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]
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]
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£]

«microservice»
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Figure 3.9: LT2 Request Sequence: Microservice Bookstore

Resources

As listed in Table 3.3, two machine types with different resource offerings were used in the
tests. The first type was GKE e2-standard-4 with 4 vCPU and 16 GB memory. This type
was used in test cases with a smaller number of users and no scaling policy. The second
type was GKE e2-standard-8 with 8 vCPU and 32 GB memory. It was selected for test

cases with a bigger number of users and auto-scaling policies.
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Table 3.3: Resources

Machine Type Total Resources Estimated Monthly Cost
e2-standard-4 4 vCPU(2 core), 16 GB memory, 100 GB Disk $396.51
e2-standard-8 8 vCPU(4 core), 32 GB memory, 100 GB Disk $690.02

User Groups

Table 3.4 lists the different user groups planned for the load testing. "Peak Concurrency"
represents the total number of users created for the test case for peak concurrency. "Spawn
Rate" specifies the number of users to be started per second when the test case starts until

it reaches the number of users defined in "Peak Concurrency".

Table 3.4: User Groups

ID Peak Concurrency Spawn Rate (users/s)
UG1 100 10
UG2 500 10
UG3 1,000 5
Scaling

Two auto-scaling policies were used in the load testing as defined in 3.5.

Horizontal Pod Autoscaler (HPA) automatically increases or decreases the number of pod
replicas in a deployment based on defined metrics of resource consumption, such as CPU
and memory. Horizontal Pod Autoscaler helps make sure that the application has the
resources it needs to manage workloads and traffic fluctuations without going overboard
as it monitors how much each pod in a deployment is using its resources to adjust the

number of replicas to match the intended level of resource use.

Vertical Pod Autoscaler (VPA) adjusts the requests for CPU and memory resources of
individual pods vertically. The Vertical Pod Autoscaler keeps track of how much memory
and CPU each pod is using, and it dynamically modifies these requests in response to
consumption trends. This optimizes resource allocation and utilization inside the cluster
by enabling pods to request more resources when needed and release resources when not

needed.
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Table 3.5: Scaling Policy

Name Description

Horizontal Pod Autoscaler(HPA) HPA automatically adjusts the number of pod replicas in a deployment or replica

set based on observed resource utilization and values defined in scaling metrics.

Vertical Pod Autoscaler(VPA) VPA automatically adjusts the CPU and memory resource requests of individual

pods vertically based on observed usage patterns.

Test Cases

All test cases are listed in Table 3.6. In the table, "User Group" refers to the user groups
defined in Table 3.4; "Locust Task" refers to the locust tasks in Table 3.2; "Duration” is the
total duration of the test in minutes. The column "Resources" refers to the machine type
listed in Table 3.3 and "Nodes" is the number of nodes used for the application under test.
The column "Scaling" shows the scaling policy configured for the test case. The scaling

policies are described in Table 3.5.

Three scaling scenarios were planned, and two locust tasks with two groups of concurrency

users were tested under each scenario. This formed a set of 12 test cases in total.

In the first scenario, no scaling policy was configured, and one node of machine type e2-
standard-4 was allocated. One instance of the application under test was created and
the two groups of concurrency users were set to 100 and 500, smaller than the numbers
for the other two scenarios as the machine type in this scenario had a smaller amount of

resources. The ramp-up was set to 10 and the duration to 5 minutes.

The second scenario had two nodes of machine type e2-standard-8 and the Horizontal Pod
autoscaling (HPA) was configured to automatically increase or decrease the number of pod
replicas based on predefined metrics, which was set to 80% usage of the requested CPU or
memory. The memory request for each subsystem in the microservice-based application
was set to 2.75 GB and the CPU request to 750 mCPU. The maximum number of replicas
for each subsystem was set to 4. The memory request for the monolithic application was
set to 5.5 GB and the CPU to 1500 mCPU. The maximum number of replicas was set to
10. With these settings, the two applications were ensured to have the same resources of
15 CPU and 55 GB memory. The two groups of concurrence users were set to 500 and
1000 and the test duration was set to 10 minutes. The ramp-up for the 1000-user group

was set to 5 users per second to allow the application time for scaling.

In the third scaling scenario, the Vertical Pod Autoscaling (VPA) was enabled to allow

automatic adjustments in resource allocation to the pod based on actual usage. The
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machine type and the number of users were the same as in the second scenario except that
only one node was allocated for the target application since the monolithic application

could not expand to a second node under the VPA policy.

Table 3.6: Test Cases

ID User Group Locust Task  Duration(m) Resources Nodes Scaling
TC1 UG1 LT1 5 e2-standard-4 1 None
TC2 UG2 LT1 5 e2-standard-4 1 None
TC3 UG1 LT2 5 e2-standard-4 1 None
TC4 UG2 LT2 5 e2-standard-4 1 None
TC5 UG2 LT1 10 e2-standard-8 2 HPA
TC6 UG3 LT1 10 e2-standard-8 2 HPA
TCT7 UG2 LT2 10 e2-standard-8 2 HPA
TC8 UG3 LT2 10 e2-standard-8 2 HPA
TC9 UG2 LT1 10 e2-standard-8 1 VPA
TC10 UG3 LT1 10 e2-standard-8 1 VPA
TC11 UG2 LT2 10 e2-standard-8 1 VPA
TC12 UG3 LT2 10 e2-standard-8 1 VPA




4 Results

4.1 Literature Review Results

As shown in Table 4.1, among the selected 19 articles, 18 contributed empirically with
case studies and tests to demonstrate the process of their research results. In terms
of research focus, 10 articles focused on application performance, 2 focused on resource
consumption and cost-effectiveness, and the rest articles included research results from
both perspectives. However, not all papers were from professional sources. Among the 18
papers in the systematic literature review, only 10 were published in IEEE, and 5 were
from some not well-known publishers. All the papers that included empirical experiences
were included in this literature review because the total number of research papers on
this topic was minimal. The quality of the research papers varies. Many papers were just
a few pages long, lacking detailed documentation on the test procedures. In four of the
articles, the test environment and resource allocation were not mentioned. The test cases

or scenarios were not clear in two of the papers.

The test results and research findings of the reviewed papers are categorized by application
performance and resource consumption and summarized in the following two subsections.
The detailed research results of all the reviewed articles are listed in Table 4.2, which
includes the test scenarios, test environments, and resource allocation, as well as overall
test results from all the reviewed articles. The article IDs in this table are from Table 3.1
Selected Articles.

Table 4.1: High-level Findings

Contribution type No. of papers
empirical 18

theoretical 1

Research focus No. of papers

application performance || 10

resource consumption

performance & resource | 7
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4.1.1 Application Performance

According to the overall test results in the reviewed articles, the monolithic architecture
was found to have better performance in response time and throughput when handling
smaller numbers of user requests, and the microservice demonstrated advantages in pro-
cessing heavier traffic, reliability, fault tolerance, and scalability. In more detail, in article
A1l (Jatkiewicz and Okréj, 2023), the monolithic architecture performed better in both
local and cloud environments with the same resource allocation. However, the horizontal
scaling of the microservice architecture was found more efficient than the monolithic ar-
chitecture. The monolithic architecture in article A2 (Adrio et al., 2023) was reported to
have higher throughput and smaller response time, while the microservices were proven
to be more reliable and scalable. The microservice-based system in article A4 (Raharjo
et al., 2022) was found to be slower than the monolithic system, but it returned fewer er-
rors and had better fault tolerance. The test results in articles A3 (Poonam et al., 2023),
A11 (Iris et al., 2019), A12 (Lauwren, 2022), A15 (Gos and Zabierowski, 2020), and A18
(Flygare, 2017) showed that the monolithic application had better performance results
when handling lower traffic loads, while the microservice-based application outperformed
when processing heavy traffic loads. The article A5 (Blinowski et al., 2022) reported that
the monolithic application performed better in both local and cloud environments without
scaling, while the microservice system achieved better performance when scaling was en-
abled. A6 (Benavente et al., 2022) found that the microservice architecture was a better
option for handling a large number of requests and it showed better fault tolerance. The
tests also found that vertical scaling of the monolithic application could no longer improve
performance after it reached a certain upper limit. In article A7 (Mangwani and Tokekar,
2022) the test results showed that the application in a microservice architecture had better
performance under heavy load in terms of response time, throughput, and scalability. The
monolith architecture in A9 (Napawit and Waraporn, 2021) performed better than the
microservice architecture in terms of both average response time and throughput under a
test of 300 transactions per second load for 10 minutes. A13 (Al-Debagy and Martinek,
2018) concluded that the monolithic application performed better in terms of throughput
and response time under low loads, and microservices and monolithic applications can
have similar performance under normal loads. In A16 (Villamizar et al., 2015), the mono-
lith application has slightly better performance in terms of average response time, but the

cost was also higher compared to the microservice approach.
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4.1.2 Resource Consumption

In terms of resource consumption and cost-effectiveness, based on the overall research
findings, applications in microservice architectures were more cost-efficient despite some
research papers reporting that microservice systems needed more infrastructure resources
for cloud deployment. To be more specific, in article A2 (Adrio et al., 2023), it was found
that scaling of independent microservices resulted in more effective resource consumption.
It was reported that resource utilization was more effective for microservices and the need
to scale the entire monolithic application resulted in underutilization of resources in article
A3 (Poonam et al., 2023). In article A4 (Raharjo et al., 2022) it was found that during peak
traffic, the monolithic system used more memory than the microservice application. The
article A5 (Blinowski et al., 2022) found that the most cost-efficient was the microservice
system with both horizontal and vertical scaling enabled. The microservice-based system
in A7 (Mangwani and Tokekar, 2022) achieved better utilization of resources, such as
CPU, under heavy traffic loads, while no big difference was found between the two archi-
tectures during low traffic. In A8 (Plessis and Correia, 2021), it was concluded that for
small-scale applications, the monolithic architecture returned better results across most
metrics, including maximum instantaneous power consumption, total power consumption,
overall runtime, maximum RSS, and CPU. In A10 (Tapia et al., 2020), the microservice
architecture was found more efficient in hardware resource consumption, cost reduction,
and productivity. The microservice architecture in A14 (Mario et al., 2017) provided bet-
ter performance and the infrastructure cost was lower than the monolithic architecture.
in A17 (Nayim et al., 2023), the microservice system performed better during high-load
testing but it needed more infrastructure resources and the cost was much higher than
the monolithic application. A18 (Flygare, 2017) reported that the monolithic architecture
was more resource-friendly with higher hardware efficiency compared to the microservice
architecture. In A19 (Saransig and Tapia Leon, 2019), the microservice application used
more infrastructure resources, including CPU, RAM, and networking than the monolithic

application and delivered better performance results.
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Table 4.2: Literature Review Results

Article

Test Environments

Test Scenarios

Overall Results

Al

local computer:
i5-3350P 3.1GHz pro-
cessor, 8GB RAM
Azure cloud:

B1 - single-core proces-
sor, 1.75 GB RAM;
B2 - dual-core proces-
sor, 3.5 GB RAM

-1000 queries for simple request

-100 queries for complex request

-100 queries for simple request 10
queries for complex request

-100 queries for simple request and 50

queries for complex request

- local computer: for time-consuming re-
quests, the performance differences are
negligible, otherwise the monolithic ar-
chitecture performs much better

- cloud: based on vertical scaling to a
maximum of a B2 machine and hori-
zontal scaling to a maximum of three
B1 machines, the monolithic architec-
ture performs better with the same cost
on vertical and horizontal scaling.

- scaling: vertical scaling incrases the
monolithic architecture performance ap-
proximately 2 times, for the microser-

vice architecture, it can be 2 - 5.5 times.

A2

4 CPU (core),
RAM (MB)

512

Load Testing specifications:

- Number of threads (users): 500-2000
threads

- Ramp-up period: 60 seconds

- Number of iterations: 5 iterations for
each thread.

Stress testing specifications:

- Number of threads (users): 100-2000
threads

- Ramp-up period: 1 second

- Number of Iteration: 1 iteration for
each thread

the monolith architecture-based appli-
cation achieves the best result both in
terms of speed and throughput to han-
dle a high number of requests from var-
The mi-

croservice architecture achieves better

ious users at the same time.

results in terms of scalability.

A3

GKE (resource alloca-
tion/limit not defined)

100 user requests for 2 min, then in-

creased to 500 users

independent scaling of micro-services
leads to effective utilization of resources
compared to the monolithic approach.
the monolithic approach performs bet-
ter at low loads and microservices work
better at higher loads.

A4

Heroku cloud: 512 MB
of RAM with 1x CP

endpoints used are login, retrieve posts

and papers, and create posts

both systems show the same degree
availability and maturity. the mono-
lithic system was on average faster than
the microservices system when han-
dling the same requests. microservices
showed better reliability, recoverability

and fault tolerance.




30 CHAPTER 4. RESULTS
Table 4.2 — continued from previous page

A5 local: Intel(R) endpoints: - on a single machine, the monolith per-
Core(TM)  i7-9850H - a simple single-object query invoked forms better than the microservice ap-
CPU 2.60GHz, six 1000 times proach;
physical, 12 logical - a computationally intensive query in- - in cloud environments, the monolith
cores, and 32 GB voked 100 times outperforms the microservices
RAM (Dell Precision - the number of threads was set to 10 for - a monolithic architecture seems to be a
7540) both scenarios better choice for simple, small-sized sys-
Azure Spring Cloud: - each of the test runs was repeated 20 tems that do not have to support a large
16 cores and 32 GB times number of concurrent users.

RAM
Azure App Service:
unclear

A7 GKE: 4 nodes, 7 started with 50 users, then increased to  microservices outperforms monolithic
vCPU, 14GB memory  500; test duration 2 min applications by minimizing the response

time under high load whereas mono-
lithic is better choice at low load. More-
over, higher throughput and better uti-
lization of CPU is achieved with a
greater number of user requests handled
as compared to monolithic.

A8 Raspberry Pi 4 with unclear the monolithic architecture had better
4GB RAM, 16GB Mi- performance in most metrics, includ-
croSD ing power consumption, overall runtime,
MacBook Pro with a maximum RSS and CPU. when deploy-
2,3 GHz Dual-Core In- ing small-scale applications on IoT de-
tel Core i5 processor, vices, the monolithic architecture may
8GB RAM offer more benefits

A9 Amazon EC2 300 transactions per second for 10 min- the monolith architecture performed
T3.small: 2vCPUs, utes better than the microservice architec-
2.5 GHz, Intel Skylake ture in terms of both average response
P-8175, 2 GiB memory time and throughput
horizontal autoscaling
if CPU utilization
more than 50 percent

A10 unclear - GET requests to generate the the architecture of microservices with

databases and data: 273 requests,
10,000 generated data, 30 repetitions,
three threads,

- GET requests to select the information
from DB: 1053 requests, 20,000 data

generated, 70 repetitions, five threads

containers proved to be more efficient;
the study demonstrates more efficiency
concerning hardware resources, cost re-
duction, and high productivity when us-

ing microservices.
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Table 4.2 — continued from previous page

All

service scenarios: Login with registra-
tion; Login without registration; Enroll
into one course; Get lectures

user load: 1) 100 users try to execute
the given test in parallel; 2) 100 users
get ramped up from 0 within 10 s and
execute the given scenario; 3) 10 users
per second over 60 s start executing a
test

for small user loads of up to 10 users
per second, the monolith was the better
choice because it had a higher success
rate and shorter response times; the mi-
croservice architecture performs better

for higher user loads

A12

The testing scenarios conducted are ba-
sic create, update, delete on merchant
service, login service from the user ser-
vice, and bulk transfer from transaction
service with user loads of 100, 1000, and

5000 separately

the overall testing data shows the aver-
age latency from the monolith is better
than the microservice, while microser-
vices average success rate is higher.
Overall, if the service is more loaded,
and needs high success rates, microser-
vice is a better choice. If the service
is lightweight and needs faster response

time, the monolith is a better option.

Al3

- load Testing: starts with 100 threads
with a ramp-up of 2 minutes and holds
time of another 2 minutes, then in-
creases the number of threads until 7000
threads each time with 2 minutes for
rampup and holds time. - concurrency
Testing: started with 100 requests for
each service with no specific ramp-up
time and increasing the number of re-

quests gradually until 1000 requests

load testing results: microservices and
monolithic application can have similar
performance under normal load on the
application. For a small load with less
than 100 users, the monolithic applica-
tion can perform a little bit better

The

monolithic application showed higher

concurrency testing results:

throughput on average.

Al4

unclear
unclear
unclear
AWS:
monolith: 4 instances
of cdlarge type(2
vCPUs, 8 ECUs,
and 3,75GB RAM)
microservice Sl: 3

instances of c4.large

type (2 vCPUs, 8
ECUs, and 3,75GB
RAM)  microservice

S2: one EC2 instance
of t2.small type (1 vC-
PUs, Variable ECUs,
and 2,0GB RAM)

unclear

based on the calculation of cost per mil-
lion requests, the results of the per-
formance tests show that microservices
can provide a better performance than
the monolithic architecture at a lower
cost and supported more requests per
minute; however the average response
time of the microservice approach is
higher than the monolith counterpart
because each request must pass between

the gateway and each microservice.
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Table 4.2 — continued from previous page

Al5

local PC: Processor -
Intel 19-9900K 3.6 GHz
— 8 cores, 16 threads
RAM - G.SKILL 32
GB DDR4 3200 MHz
CL14

HDD - Samsung SSD
840 EVO 120 GB

-1 000 requests made at once by 30 users
(1 000 * 30 = 30 000 requests)

- 10 000 requests made at once by 30
users (10 000 * 30 = 300 000 requests)

- for the tests with 30,000 requests, in
terms of requests per second and re-
sponse time, the most powerful is the
monolithic application.

- for the test with 300,000 requests, the
microservice performed better in terms
of both requests per second and re-
sponse time.

- microservice architecture is more effi-
cient if an application has to handle a
bigger number of requests. the mono-
lithic architecture is more efficient dur-

ing lower loads

Al6

AWS:

monolith:  c4.2xlarge
(8 vCPUs, 31 ECUs
15GB  RAM)
microservice Sl1: 4
vCPUs,16 ECUs and
7,5GB RAM microser-

and

30 requests per minute to the service S1
and 1,100 requests per minute to the ser-

vice S2 during 10 minutes

the monolith application has slightly
better performance in terms of aver-
age response time, but the cost is also
higher for the monolith compared to the
microservice approach; the microservice
architecture may reduce infrastructure

costs by 17% compared to the monolith

Al7

vice S2: 1,vCPUs,3
ECUs and 3,75GB
RAM

AWS:

monolith: (EC2)
instance  cb5d.2xlarge
(8vcpus, 16gb ram,
1*200 nvme  ssd),
db.t3.  medium mi-
croservices: (EC2)
instance chd.xlarge
(4vepus, 8gb ram,
1*200 nvme  ssd),
db.t3. medium,

cache.r7g.large(vepu
2, memory 13.07gb)

load testing(1000 users), stress test-
ing(50000 users)

the cost of the microservice deployment
is much higher than the monolithic ar-
chitecture deployment. monolithic ar-
chitecture can reduce cost by up to
60.64% compared to microservice archi-
tecture.

Load testing: microservice has a higher
http-req than monolithic architecture.
Stress testing: monolithic architecture

is better than microservice architecture.
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A18 2x Intel NUCHIi7TRYH  Test cases: the monolithic architecture is more
with the following TC1 Create a Person and fetch a Per- resource-friendly with higher hardware
specifications: 16GB  son (2 properties); TC2 Create an Ad- efficiency; the monolithic architecture
RAM, Intel Core i7- dress and fetch an Address (5 proper- has lower latency in all test cases except
5557U Processor ties); TC3 Create a Profile and fetch a  when the number of users is increased to
Profile (10 properties); TC4 All of the 1000; the monolithic architecture has a
above test cases concurrently higher throughput rate in all test cases
User loads: compared to the microservices architec-
(a) 1 simultaneous user; (b) 10 simulta-  ture.
neous users; (¢) 100 simultaneous users;
(d) 1000 simultaneous users
A19 Intel Core i7 2.7 GHz Two cases of study are generated. The the performance of the microservice ap-

CPU, 16 GB memory,
HD disk and Virtual
Network

first with a reduced number of requests
(273) and the second case with a larger

number of requests (1053).

plication shows an advantage over the
monolithic application in terms of re-
quest handling efficiency and the total
number of requests, but its resource con-
sumption is also higher, on average it
consumes 12.38% more CPU, and 8.87%
more memory. The monolithic architec-
ture consumes fewer resources, includ-
ing CPU, RAM, and network but the
response time is longer. The two archi-
tectures are reasonably equal when time

is a relevant factor.
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4.2 Benchmarking Results

4.2.1 Load Test Results

A set of twelve load test cases was performed on both the monolithic and the microservice
applications. Each test case was performed on one application at a time. After each
test case, the resource consumption data, namely CPU and memory usage, was collected
from GKE, and the application performance data, such as total requests, failures, and
response time, was collected from the test tool Locust. The test results are presented in
two tables, Table 4.3 and Table 4.4, and a PDF document titled "Resource Consumption
and Application Performance" in Appendix A "Load Test Report".

The values in Table 4.3 are organized by test case numbers, which are defined in Table 3.6.
Each test case has two rows, the upper row for the microservice application and the lower
row for the monolithic application so that the values can be easily compared between the
two applications. The column "Avg. RPS" represents the average requests per second.
"Avg. RT(ms)" is the average response time in milliseconds. The column "Failure Rate" is
the value of (total failures)/(total requests). If the failure rate is < 0.001, it is rounded to
0 and marked as ~0. The columns "Avg. RPS", "Avg. RT" and "Failure Rate" are based on
the statistics from Locust test reports. The column "Avg. CPU" is the average CPU usage
per 10,000 requests in mCPU, and the column "Avg. Memory" is the average memory
usage for every 10,000 requests in MiB. The average CPU and memory usage values were

calculated using the Comma-Separated Values(CSV) downloaded from GKE metrics.
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Table 4.3: Load Test Results: Microservice vs Monolith

Test Application Avg. Avg. RT  Requests Failure Avg. CPU Avg.
Case RPS (ms) In Total Rate (mCPU) Memory
(MiB)
TC1 Microservice 760.5 99 229514 0 31.806 150.987
TC1 Monolith 185 531 56842 0 265.649 90.060
TC2 Microservice 701.1 453 220575 0 32.642 165.237
TC2 Monolith 179.9 2545 55733 ~0 249.403 105.934
TC3 Microservice 300.3 327 96383 0.056 284.282 266.909
TC3 Monolith 39.4 2483 11972 0.078 1445.038 394.587
TC4 Microservice 221.2 1339 68165 0.006 394.631 337.059
TC4 Monolith 32.8 7255 9976 0.123 2425.822 540.186
TC5 Microservice 713.9 463 433735 0 29.281 118.851
TC5 Monolith 415.8 1130 249527 ~0 254.081 88.261
TC6 Microservice 676.5 839 411192 0 27.238 119.131
TC6 Monolith 468.1 1588 281191 0.003 251.075 116.815
TC7 Microservice 389.1 1215 235144 0.059 278.127 293.609
TCT7 Monolith 110.5 4296 66304 0.123 1491.614 668.881
TC8 Microservice 434.4 1845 263390 0.159 256.273 247.801
TC8 Monolith 108.0 7566 64827 0.229 1488.577 686.366
TC9 Microservice 942.9 350 573817 0 15.858 38.421
TC9 Monolith 289.5 1653 175565 0 193.660 39.011
TC10 Microservice 897.1 634 539409 0 14.646 41.191
TC10 Monolith 292.9 2849 180799 0 174.226 48.936
TC11 Microservice 527.9 878 239286 0.199 152.119 142.176
TC11 Monolith 66.6 7155 41276 0.309 1238.007 242.431
TC12 Microservice 611.0 1295 366689 0.287 119,992 178.927
TC12 Monolith 59.6 12736 36173 0.109 1119.619 237.373
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The data in Table 4.4 are the results of divisions using the data from Table 4.3. The

values were calculated by dividing the data from the microservice application by the

corresponding data from the monolithic application to show the differences in the ratio in

the compared columns between the two applications.
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Table 4.4: Load Test Results: Microservice +~ Monolith

Test Case Avg. RPS Avg. RT Total Requests  Avg. CPU Avg. Memory
TC1 4.111 0.186 4.038 0.120 1.677
TC2 3.897 0.178 3.958 0.131 1.560
TC3 7.622 0.132 8.051 0.197 0.676
TC4 9.793 0.185 6.832 0.163 0.625
TC5 1.717 0.410 1.738 0.115 1.347
TC6 1.392 0.528 1.462 0.109 1.020
TC7 3.521 0.283 3.546 0.186 0.439
TC8 4.022 0.244 4.063 0.172 0.361
TC9 3.257 0.212 3.268 0.082 0.985
TC10 3.063 0.223 2.983 0.084 0.842
TC11 7.926 0.123 5.797 0.123 0.586
TC12 10.252 0.102 10.137 0.107 0.754

The PDF document titled "Resource Consumption and Application Performance" in Ap-
pendix A is a collection of charts of CPU and memory usage, and load test request and
response statistics. The CPU and memory usage charts were created using the CSV down-
loaded from GKE metrics, for which filters were applied to ensure resource consumption
by the AUT only. The CSV data in GKE were the average resource utilization per minute
throughout each test duration. The request and response statistics charts were down-

loaded from Locust. The charts are organized by test case numbers.

Based on the data in the above-mentioned PDF document and Table 4.3 and Table 4.4,

the test results are summarized as follows:

TC1

In TC1, both applications successfully handled all the requests with no sudden spikes or
drops during the whole test run. The microservice application handled 229,514 requests
with a remarkably low average response time of 99ms per request. It consumed 31.806
mCPU and 150.987 MiB memory on average for every 10,000 requests. The monolithic
application processed 55,733 requests in total and the average response time was 185
ms. The average CPU and memory consumption was 265.649 mCPU and 90.06 MiB

respectively.

TC2

In TC2, no failure was reported for the microservice system. An unnoticeable tiny per-
centage of requests failed for the monolithic application. The charts of the Total Requests
and Response Time indicated little deviation for both applications. The total number

of requests reached 220,575 and the average response time stood at 701 ms for the mi-
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croservice application. The monolithic application responded to 55,733 user requests at
an average response time of 2,545 ms. The microservice system used 32.642 mCPU and
165.237 MiB memory while the monolithic application used 249.403 mCPU and 105.934
MiB memory for every 10,000 requests.

TC3

In TC3, the Total Requests charts were relatively stable for both applications. The mi-
croservice application handled 96,383 requests in total. The number of requests by the
monolithic application was 11,972. The Response Times chart of the microservice appli-
cation was stable and the values were quite low with an average value of 327 ms. The
response time chart of the monolithic application showed many ups and downs in the 50th
percentile line while the 90th percentile line remained stable. For both applications, nearly
half of the requests failed during the last minute of the test run. Based on error messages
in the application logs, the failures might have been caused by concurrency issues due to
high traffic. For every 10,000 requests, the average CPU and memory usage was 284.282
mCPU and 266.909 MiB for the microservice system, and 1445.038 mCPU and 394.587

for the monolithic application.

TC4

In TC4, for the monolithic application, some requests started failing at the beginning
of the test case when more users were created to reach the peak concurrency, and the
application crashed two times at around the time when the number of users was almost
at the peak level. After that, the total number of users dropped to about 200. Due to
the crashes, request failures were recorded and the Response Times chart showed irregular
and unpredictable patterns during this period. The microservice application faced similar
issues but showed better results than the monolithic application as it was able to maintain
the number of users at around 300 and the number of failed requests was only around
4% of the monolith’s failures. In total 68,165 requests were processed by the microservice
application and 9,976 by the monolithic application. The average CPU and memory used
for every 10,000 requests by the microservice system was 394.631 mCPU and 337.059 MiB,
and 2425.822 mCPU and 540.186 MiB by the monolith.

TC5

In TC5, the microservice application did not fail any request from all 500 users during
the whole test run. The charts of Total Requests and Response Times showed persistent
stability. In total, it handled 433,735 requests by using 29.281 mCPU and 118.851 MiB

memory for every 10,000 requests. The charts of the monolithic software indicated that
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at the beginning of the test, the total number of requests was as low as 80, and the 95th
percentile response time reached 9600 ms. After 5 minutes into the test, the application
was able to scale out and the total requests per second increased to around 700. Overall,
it managed to process 249,527 requests with 103 failures with average CPU and memory
consumption at 254.081 mCPU and 88.261 MiB for every 10,000 requests.

TC6

In TC6, both applications showed similar patterns to those in TC5 in the Total Requests
and Response Times chats. The total number of requests responded to by the two appli-
cations was 411,192 and 281,191 respectively. The microservice system consumed 27.238
mCPU and 119.131 MiB memory on average for every 10,000 requests. The monolithic
application used 251.075 mCPU, while its memory consumption was 116.815 MiB, slightly

lower than the microservice application’s consumption.

TC7

In TC7, the monolithic application was slow at scaling in the first half of the test run,
causing the response time to reach over 11,000 ms and the total requests per second to be
at a low level of 70. After it managed to scale out, the total requests increased to 150 and
the response time dropped to 8,000 ms. The piled-up requests caused concurrency issues,
which led to half of the requests failing at the end of the test case. For the microservice
system, the total number of requests per second was around 400 and the response time
was over 5,000 at the beginning of the test. Half of the requests failed for one minute
in the middle of the test due to concurrency issues. The application was able to recover
itself through restarts and scaling efforts and increased the total requests to around 500
halfway through the test. Overall, the total number of requests and the average response
time were 235,114 and 1,215 ms for the microservice system and 66,304 and 4,296 ms for
the monolithic software. The average CPU and memory usage for every 10,000 requests
were 278.127 mCPU and 293.609 MiB for the microservices, and 1491.614 mCPU and
668.881 MiB for the monolith.

TCS8

In TCS8, the charts of the microservice application showed that half of the requests failed
in the middle of the test for about 3 minutes due to concurrency issues. The issues were
resolved one minute before the end of the test. On average, the response time was 1,845 ms
and the number of requests per second was 434.4. In total, 263,390 requests were processed
at a failure rate of ~16%. The average CPU and memory usage for every 10,000 requests
by the microservice was 256.273 mCPU and 247.801 MiB. For the monolithic application,
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the Total Requests and Response Times charts showed higher fluctuations during the
whole test run. Half of the requests started failing 6 minutes into the test and the failures
continued until the end of the test, causing the failure rate to reach ~23%. Overall, the
monolithic application handled 64,827 requests with an average response time of 7,566 ms.
On average, it used 1488.577 mCPU and 686.366 MiB memory for every 10,000 requests.

TC9

In TC9, for both applications, all requests were successfully handled. The Total Requests
and Response Times charts of the microservice system showed persistent stability with
the total requests per second maintained at around 1,000 and the response time under 500
ms. The monolithic application had relatively stable charts as well except for two small
downward curves in the Total Requests chat for unknown reasons. The total number
of requests was 573,817 by the microservices and 175,565 by the monolith. The average
CPU and memory consumption for every 10,000 requests were 15.858 mCPU and 38.421
MiB for the microservice system, and 193.66 mCPU and 39.011 MiB for the monolithic

application.

TC10

In TC10, the application performance charts for both applications indicated similar con-
sistency as in TC9. The microservice application used 14.646 mCPU and 41.191 MiB
memory for every 10,000 requests. The monolithic application processed 180,799 user

requests in total with an average consumption of 174.226 mCPU and 48.936 MiB memory.

TC11

In TC11, both applications experienced fairly high failure rates, nearly 20% for the mi-
croservice system and 30% for the monolithic application. One likely reason to the high
failure rates could be the applications were not able to scale up fast enough to handle
the increasing number of requests and the accumulated requests caused concurrency is-
sues to the applications. Overall, the microservice application recorded a total number of
239,286 requests, and the average CPU and memory usage for every 10,000 requests was
152.119 mCPU and 142.176 MiB. The monolithic application processed 41,276 requests
with an average CPU and memory usage of 1238 mCPU and 242.431 MiB for every 10,000

requests.

TC12
In TC12, the microservice application reported similar patterns in the charts as in TC11.
The failures started to appear only 4 minutes into the test run, and continued until the

end of the test case, causing the failure rate to increase to 29%. The application processed



40 CHAPTER 4. RESULTS

in total 366,689 user requests and the CPU and memory used by the microservice system
were 119.992 mCPU and 178.927 MiB respectively. The Total Requests and Response
Times charts of the monolithic application showed irregular and unpredictable patterns in
the data. The application restarted 4 times during the test run, causing dramatic peaks
and valleys in the charts. The downtime after each restart lasted for around 1 minute.
The failures caused by concurrency issues did not appear in this test run, possibly due
to the frequent restarts, so the failure rate was at only 10%, lower than the microservice
system’s. The average response time reached the highest record in all tests at 12,736 ms.
The number of users for peak concurrency dropped to 879 in the middle of the test. In
the end, with an average CPU and memory usage of 1119.619 mCPU and 237.373 MiB,

the monolithic application processed a total number of 36,173 requests.

4.2.2 Application Performance and Resource Consumption

The tests were divided into three categories based on their scaling policy and under each
category two Lucust Tasks (LT1 and LT2) were tested with two user groups (UG1 and UG2
or UG2 and UG3). The first two test cases under each scaling category tested LT1 of a
simple HTTP GET request with two different user groups. The other two test cases tested
LT2 of multiple HTTP GET and POST requests. The following summary of application

performance and resource consumption is based on this structure:

No Scaling

In test cases TC1 - TC4, no scaling policy was configured, and no resource limit was set for
the applications, so the applications could use as much of the available resources as needed.
The applications were allocated with enough resources based on prior experimental tests.
The test results showed that the available resources were much higher than what was used

in the tests.

- LT1: Simple Task

In TC1 and TC2, both applications successfully handled nearly all the requests. The
microservice delivered better performance results in terms of average requests per second,
average response time, and total number of requests. The total number of requests handled

by the microservice application was 4 times of what the monolithic application processed.
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The average CPU usage for every 10,000 requests by the microservers was only 12% of
what was used by the monolithic system. However, the average memory usage of the

microservice application was higher, over 150% of the monolithic system’s consumption.

- LT2: Complex Task

In TC3 and TC4, both applications reported failures in handling the requests. In TC4,
the monolithic application restarted two times which caused spikes in the performance
charts; the microservice system restarted once and was slower at the beginning to respond
to the requests; the total number of users for peak concurrency dropped from 500 to
200 for the monolith and 300 for the microservices. Overall, the microservice application
outperformed its monolith counterpart in average requests per second, average response
time, total number of requests, and success rate. In TC3, the microservice system handled
7 times more requests, and in TC4, it handled 6 times more requests. However, the
resource consumption of both CPU and memory by the microservice system was lower.
The microservice system’s CPU and memory usage was ~20% and ~67% respectively of
the monolith’s consumption in TC3. In TC4, the microservice system’s CPU and memory

usage was ~16% and ~63% respectively of the monolith’s consumption.

Horizontal Scaling

In test case TCH - TCS8, the Horizontal Pod Autoscaler was enabled, and the resource
requests and the maximum number of pod replicas were carefully calculated to ensure the

same amount of resources in total for the two applications.

- LT1: Simple Task

In TC5 and TC6, the microservice application returned a 100% success rate while the
monolithic system reported insignificant failure rates, < 0.001 in TC5 and ~0.003 in TC6.
Based on the requests and response times chats, the microservice system was able to scale
out fast to respond to increasing traffic without showing noticeable fluctuations in the
total number of requests per second and average response time throughout the whole test
duration. It performed better in terms of scalability, stability, consistency, responsiveness,
and total number of requests. The microservice system’s average CPU consumption was
12% in TC5 and 10% in TC6 of the monolith’s usage. However the microservice system’s

memory usage was higher, 135% in TC5 and 102% in TC6 of the monolith’s usage.
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- LT2: Complex Task

In TC7 and TCS8, both applications experienced failures caused by concurrency issues.
However the microservice system was able to repair itself during the test period to resolve
the concurrency issue, thus it reported lower failure rates, around 50% lower in TC7 and
30% lower in TC8 compared to the monolith. In addition, the microservice application
was faster in its scaling efforts and its performance graphs were less volatile. The total
number of requests handled by the microservice system was 3.5 times and 4.1 times of
what the monolithic application processed in TC7 and TCS8. The microservice system’s
average CPU and memory consumption was 18% and 43% in TC7, and 17% and 36% in

TC8 of the monolithic application’s usage.

Vertical Scaling

In test cases TC9 - TC12, the Vertical Pod Autoscaler was enabled. The total amount of

resources was the same for the two applications.

- LT1: Simple Task

In TC9 and TC10, both applications reported a 100% success rate. the performance charts
of the microservice application indicated consistent stability while the monolithic software
displayed two small erratic valleys in the Total Requests charts for unknown reasons.
Despite both applications reporting satisfactory results, the microservice system returned
better statistics in total number of requests, average response time, and average requests
per second; it responded to ~2 times more user requests in both test cases. For resource
expenditures, the average CPU consumption by the microservice system was only ~8% of

the monolith’s, and its memory usage was 9% of the monolithic application’s usage.

- LT2: Complex Task

In TC11, both software systems encountered concurrency issues, which led to high failure
rates, 20% for the microservice application and 30% for the monolithic application. On the
whole, the microservice system handled 5 times more user requests with an average CPU
and memory consumption of 12% and 59% of the monolith’s usage. In TC12, the mono-
lithic application experienced 3-4 restarts during the 10-minute test run and presented

volatile performance charts, its average response time reached 12,736 ms, the highest in
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all the test cases; while the microservice application faced the same concurrency issues as
reported in previous test cases just 4 minutes into the test run, which resulted in a nearly
30% high failure rate. All in all, the performance results of the microservice system were
still better as it handled over 100,000 more requests successfully despite its high failure
rate with an average usage of 10% CPU and 75% memory of the monolithic application’s

consumption.



5 Discussion

5.1 Interpretation of Findings

The results of the load tests performed in the benchmarking process showed that for
the simple task, both applications were able to deliver satisfactory results with nearly
100% success rate, but the microservice system returned much higher numbers in average
requests per second and total number of requests. For the complex task, both applications
experienced failures in test cases with all three different scaling scenarios. The failures
were caused by concurrency issues in the applications which happened possibly due to
the complex task requiring longer response time and increasing traffic causing a high
accumulation of request pileup. All in all, the application in a microservice architecture
delivered better performance results in metrics of the total number of requests, response
times, and success rates. The total number of requests processed by the microservice
application was numerous times over the monolithic application handled in nearly all the
test cases. The charts of total requests and average response times of the microservice
application in most test cases showed higher consistency and stability. In some test cases,
the microservice system was able to resolve the concurrency issues by quickly restarting
the problematic subsystem and lowering its failure rates. As for resource consumption,
the microservice system consumed less CPU resources in all 12 test cases. The memory
usage of the microservice application was slightly higher than the monolith’s consumption

in 4 out of 12 test cases, otherwise lower in the rest of the test cases.

5.2 Comparison with Previous Research

Based on the literature review results, monolithic applications required fewer resources and
delivered better results in terms of throughput, latency, and response times for handling
lower concurrent users. The monolithic architecture was proven to be a better choice
for small and simple applications that do not have demanding requirements on high-
traffic load handling. The microservice systems on the other hand were found to have
advantages in handling high traffic loads; when deployed in cloud environments, they

showed benefits in scalability, responsiveness, reliability, and stability. Some research
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articles stated that microservice-based systems generated higher resource efficiency. The
microservice architecture was reported to be more suitable for large-scale applications with

complex business logic or software systems that target high numbers of concurrent users.

The load test results from the benchmarking process indicated similar conclusions as in
some of the reviewed literature that applications in microservice architectures outper-
formed in handling heavy traffic loads, especially when deployed in cloud environments
where they benefit from advantages such as scalability, efficiency, and resource utilization
effectiveness. However, the load test statistics also revealed that the microservice-based
system performed far better when handling both simple and complex tasks with various
concurrent, user loads and had much lower CPU consumption in all test cases and lower
memory usage in most of the test cases, conflicting with the findings from some of the
existing research results that monolithic applications showed advantages in simple task
handling and resource requirements, especially for applications of small scale and low
complexity, which are considered the characteristics of the applications used in the load

testing.

5.3 Limitations

It is worth mentioning that during the search process for articles, it was found that the
number of research papers on this topic was very limited. All the papers that included
empirical research on this topic were selected for the literature review in this thesis. Some
of the papers were just a few pages long without detailed documentation on the research
tools and processes, and lacked descriptions of test environments, resource allocation, or
test scenarios. Most of the tests were performed in environments with limited amounts
of resources. A big portion of the applications used in the research papers were small
demo projects developed solely for research purposes. In addition, the applications used
for the load tests in the benchmarking experiment of this thesis are relatively small with a
limited number of components and the most basic functionalities. The microservice-based
program contains as few as five subsystems. The applications were developed for research
on software architectures instead of load testing. Therefore the application designers and
developers may not have taken into account concurrency issues that may appear during
high traffic loads. The environment setup and resource allocation were limited by the
free trial plan offered by GKE. All those factors can to some extent reduce the validity

of the test results. Therefore the research results may have discrepancies from real-life
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applications.



6 Conclusions

Despite being more conventional, the monolithic architecture is believed to be more ad-
vantageous than the microservice architecture, particularly for smaller projects and pro-
totyping efforts. Microservice architecture has been gaining popularity in recent years,
especially with the advancement of cloud technologies. A growing number of applications
are being developed in this architecture. Many legacy software systems have been migrated
to use this architecture. However, which one is a better architecture may depend on various
factors. The purpose of this thesis was to study and compare the differences in applica-
tion performance and resource consumption between two different software architectures,
namely the traditional monolithic architecture and the relatively novel microservice archi-

tecture.

To fulfill the research purpose of this thesis, a systematic literature review was performed
with previous research papers on this topic to understand the existing research results. In
addition, a benchmarking process with load testing was implemented on two software sys-

tems with identical functionalities using the two above-mentioned software architectures.

The results of the literature review showed that monolithic programs normally required
fewer resources and performed better in terms of throughput, latency, and response times
when managing fewer concurrent users. It has been demonstrated that monolithic design
is a preferable option for small-scale systems without strict demands on handling heavy
traffic loads. On the other hand, it was discovered that microservice systems are more
efficient at handling large amounts of traffic; they demonstrated advantages in terms of
scalability, responsiveness, stability, and reliability in cloud environments. Microservice-
based systems were reported to produce improved resource efficiency in some study studies.
The overall findings suggested that the microservice architecture suites better software
systems intended for huge numbers of concurrent users or large-scale applications with

intricate business logic.

The outcomes of the load tests demonstrated that applications in both architectures could
produce 100% successful results in handling simple tasks under different numbers of con-
current users from 100 to 1,000. Both applications encountered failures in test cases under
all three of the scaling scenarios for the complex task. However, the overall test results

showed that the microservice system delivered better statistics concerning the total num-
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ber of requests, average response times, and success rates in nearly all test cases as it
handles exponentially more requests than the monolithic application did. The application
performance charts also indicated that the microservice-based system was more advan-
tageous in terms of scalability, responsiveness, and stability. When it comes to resource
consumption, the application with a microservice architecture reported much higher CPU
resource efficiency as it handled substantially greater numbers of requests with a small
fraction of the CPU usage by the software in a monolithic architecture. For memory re-
sources, in 9 out of 12 test cases, the microservice system’s usage was lower, and in the
rest of the test cases, the memory consumption of the microservice system was slightly
higher than the monolithic application. Therefore it can be concluded that for the two ap-
plications used in this benchmarking experiment, the microservice-based system delivered

much better results in terms of both application performance and resource efficiency.

The test results in the benchmarking process echoed the research findings from some of the
reviewed literature that microservice systems deliver better results in terms of throughput,
efficiency, scalability, reliability, and stability as they are more advantageous at handling
heavy traffic and saving costs on infrastructure resources, especially in cloud environments.
However, the monolithic application used in the benchmarking process failed to show the
advantages reported in some of the existing research papers, even though it delivered
satisfactory performance outcomes. In its overall form, the research findings of this the-
sis demonstrated that both architectures have advantages and drawbacks. Applications
in different architectures can perform well and deliver desired achievements when prop-
erly implemented. Nevertheless, the research outcomes indicated the performance and
resource consumption of applications created using different software architectures de-
pend on a wide range of factors, especially application scale and complexity, deployment

environments, and user traffic.
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Appendix A Load Test Report

Charts of Resource Consumption and Application Performance

The CPU and memory consumption charts and Locust reports gathered from load tests
are shown in the following PDF document: Resource Consumption and Application Per-

formance.
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08 AM 12:46:43 AM
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Locust Report: monolith

Total Requests per Second
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Locust Report: monolith

Total Requests per Second
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Total Requests per Second

a0
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12:28:50 AM

Response Times (ms)
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12:33:01 AM
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12:28:50 AM
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Total Requests per Second
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12:34:13 AM

12:33:01 AM
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Total Requests per Second

12:13:18AM 121354 AM  12:14:43 AM

Response Times (ms)
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120,000
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12:13:18 AM 12:13:54 AM 12:14:43 AM

Total Requests per Second

12:16:08 AM 12:

Locust Report: monolith

@ Faiuresis

17:32 AM 12:18:13 AM
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10:50:11 PM

12:19:22 AM

10:52:48 PM

10:52:48 PM

0:25 AM

2:20:25 AM

12:20:25 AM

10:53:12 PM

10:53:12 PM
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12:20:56 AM
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10:53:56 PM

10:53:56 PM

10:55:05 PM

10:55:05 PM

g PM

10:56:07 PM

10:56:07 PM

10:56:07 PM
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